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3

State space analysis of univariate

categorical time series

3.1 Introduction

In time series analysis, the interest lies in the modelling of sequential observations

obtained from some aspect of a dynamic system in order to explain or predict

its course. The general approach considered in this paper to modelling time

series, without making reference to a specific class of models, is the state space

approach. In this approach, the observed time series is associated with a time

series of unobserved states through an observation equation. The dynamics of the

system are modelled at the level of the unobserved time series. Specifically, this

dynamic part is represented by a stochastic difference equation, which is referred

to as the transition equation. The combination of the observation and transition

equation results in the canonical state space model. In this chapter, we limit

our attention to the analysis of univariate time series that can only take on a

restricted number of discrete values, that is, we consider univariate categorical

time series models.

In general, state space modelling proceeds by specifying an appropriate ob-

servation and transition equation, and estimating the unobserved states, and

the unknown parameters of the state space model. Although selecting an ap-

propriate state space model can be a complicated process, the primary interest

in this chapter lies in its estimation. The problem of estimating unobserved

states is dependent on the phase of the data collection process. If estimates

of future states are required, it is referred to as the prediction problem. If es-

timates are required as the data are recorded, the problem is one of filtering

(online). Thirdly, if estimates are required only after the whole time series has

been recorded, the problem is one of smoothing (offline). In this paper, filtering

and smoothing techniques are considered given the complete time series (offline).

One commonly used technique for normally distributed time series is the Kalman

filter (Kalman, 1960), which proceeds forwards in time by sequently updating the

available state estimates as observations are being gathered. The Kalman filter
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represents a least-squares solution to the problem of minimizing prediction error.

However, it makes efficient use of the normal distribution, which allows the linear

transformations that are necessary for the solution (Jullier & Uhlmann, 1997).

A commonly used smoothing technique is the classical fixed interval smoother

that moves backwards in time and adjusts the estimates of the Kalman filter by

utilising information unknown at the time the filter was applied (see Anderson

& Moore, 1979).

A great deal of the research in the field of time series modelling is based on the

normal distribution (Harvey, 1989; Hamilton, 1994; Durbin & Koopman, 2001).

For time series following a normal distribution, observations can be related di-

rectly to the states, and when combined with a linear transition, filtering and

smoothing procedures can be readily applied. However, ever since the advent of

filtering and smoothing techniques, many applications have been challenged by

difficulties concerning non-normally distributed observations, non-linear transi-

tions, or both. Several methods have been developed over the years to account for

these problems, which can essentially be divided into two categories. The first

category consists of exact solutions, which are available only for some specific

non-linear cases (see Elliott, Aggoun, & Moore, 1995; Vidoni, 1999). The second

and largest category is formed by solutions in which some kind of approximation

procedure is used. In turn, this category can roughly be subdivided into two

types. The first type is formed by solutions that replace non-normal and non-

linear elements of a state space model by normal and linear approximations. In

the extended Kalman filter (Jazwinski, 1970), for example, Taylor expansions of

non-linear transitions around provisional state estimates are simply inserted in

the usual Kalman filtering recursions. Although many approximate methods of

this type work well for minor departures of normality and linearity, it is known

that they break down in more intricate situations (Schnekenburger, 1988). The

second type, which is computationally more intensive, employs simulation tech-

niques to approximate non-normal and non-linear elements numerically. These

techniques are generally referred to as sequential Monte Carlo methods (for an

overview, see Doucet, de Freitas, & Gordon, 2001). With the increases in com-

puting power, this type of solutions has become a powerful tool for estimating

non-normal and non-linear state space models.

The special case of non-normality considered in this paper arises when the

time series can be characterised as sequential categorical observations. The dis-

crete nature of these observations precludes the direct use of the normal distri-

bution, and so modelling categorical time series has to be performed by different
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means. It is noted that categorical time series are a special case of discrete vari-

ate time series (see McKenzie, 2003). Whereas realizations of the latter exist of

(positive) integer values, categorical time series only assume a limited number of

integer values. The class of time series models considered here is that of state

space models for exponential family time series (see, e.g., Durbin & Koopman,

1997). In this class, it is assumed that the time series observations follow a distri-

bution belonging to the exponential family. Since the binomial and multinomial

distributions are generally used for categorical observations and are members of

the exponential family, this approach allows for a general frame of reference.

As for the available filtering and smoothing techniques that can be applied

in this case, a number of them deserve special attention here. Kitagawa (1987)

presented a general approach to non-normal state space modelling in which the

probability densities or distributions are numerically approximated directly by

first order splines. However, this approach is computationally intractable for

higher dimensional models. Fahrmeir (1992) presented a generalized extended

Kalman filter and smoother in which posterior modes of a penalized likelihood

are numerically approximated. An iterative version of this filter and smoother

is discussed in Fahrmeir and Wagenpfeil (1997), and is used here. Durbin and

Koopman (1997) present a simulation technique in which essentially the same

recursions as those of Fahrmeir and Wagenpfeil (1997) are used. It is the purpose

of this paper to discuss and investigate a unified approach to estimate both states

and unknown parameters of models for univariate categorical time series. A fur-

ther purpose is to assess the performance of the methods by means of simulation.

In practice, state space models include not only unobserved states, but also

certain other parameters, depending on the time series model used. Such param-

eters are often called hyperparameters, and are generally unknown. Estimating

these parameters is a difficult problem, since state estimates and parameter es-

timates are confounded. Kitagawa (1998) presented a self-organizing state space

model, in which states and parameters are estimated simultaneously. However,

most other procedures are iterative in that they first estimate states with given

parameters, and then estimate parameters with given states until convergence.

We discuss such a technique for the estimation of the parameters of categorical

time series models which is based on the penalized likelihood criterion of Fahrmeir

and Wagenpfeil (1997).

This chapter is set out as follows. First, the state space modelling approach

for univariate categorical time series is discussed. In the next section, filtering

and smoothing techniques are presented. This is followed by a discussion of a
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method to estimate parameters. Then, the results of a simulation study are pre-

sented, which was conducted to assess the performance of the presented methods.

Finally, the methods are illustrated by an application to a categorical time series

consisting of sleep state measurements. The chapter ends with a discussion of

the results.

3.2 Categorical time series models

We discuss our approach to modelling categorical time series within the frame-

work of state space models. To ease the presentation, we assume that the dis-

tributions are members of the exponential family, and that the latent process

is linear and normally distributed (see also Durbin & Koopman, Ch. 10, 2001;

Fahrmeir & Tutz, Ch. 8, 2001; Klein, 2003). This approach to modelling can

also be fitted into the framework of dynamic generalized linear models (West,

Harrison, & Migon, 1985; Fahrmeir & Tutz, 2001). However, we adhere to the

state space framework, because the filtering and smoothing techniques that we

use are explained more naturally within this framework. For dynamic regression

models for categorical time series, the reader is referred to Kedem and Fokianos

(2002).

As a prelude to the discussion of categorical time series, we shortly discuss

the state space approach to modelling exponential family time series. In general,

an n-dimensional multivariate time series yt is assumed to follow an exponential

family distribution. Dropping the dispersion parameter for simplicity, this is

p(yt|θt, y
∗
t−1) = exp(y′tθt − bt(θt) + ct(yt)), (3.1)

where θt is referred to as the natural parameter, y∗t−1 denotes the history of yt

given by (y′t−1, . . . , y
′
1)
′, bt(θt) is a twice differentiable function, and ct(yt) is a

function of yt only. Equation 3.1 is referred to as the observation equation. The

natural parameter θt is related to the linear predictor ηt as follows

θt = v(ηt) = μ−1
t (h(ηt)),

ηt = u(θt) = g(μt(θt)),

where g(.) is the link function, and h(.) = g(.)−1 is the response function. If

the function g(.) is the natural link function, the mean value mapping μ(.) equals

g(.)−1, and consequently, the natural parameter and the linear predictor coincide,

i.e., θt = ηt. We limit our attention in this paper to models, which allow for the
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use of the natural link function, and hereafter, we only refer to the linear predictor

ηt. In Equation 3.1, it is assumed that the present observation is independent of

the history of the process η∗t−1, that is

p(yt|η∗t , y∗t−1) = p(yt|ηt, y
∗
t−1). (3.2)

In addition, it is assumed that the process ηt is first-order Markovian

p(ηt|η∗t−1, y
∗
t−1) = p(ηt|ηt−1). (3.3)

Two standard results of exponential family distributions are that the mean and

variance functions are the first and second derivatives of the function bt(ηt) with

respect to ηt, that is

E(yt|ηt, y
∗
t−1) =

∂bt(ηt)

∂ηt

= μt, (3.4)

Var(yt|ηt, y
∗
t−1) =

∂2bt(ηt)

∂ηt∂η′t
= Σt. (3.5)

The structural relation is formed by the specific construction of the linear pre-

dictor ηt. To this end, an n ×m design matrix Zt with known elements and an

m-dimensional series of unobserved states αt are related to the mean by

μt = h(ηt) = h(Ztαt). (3.6)

In general, Zt can consist of fixed values, covariates and past values of yt. The

dynamic part of the model is captured in the sequential dependence of αt. A

normal linear transition equation can be expressed for t = 1, 2, . . . , T , as

αt = Ftαt−1 + Rtξt, ξt ∼ N(0, Qt), (3.7)

where Ft is an m×m transition matrix, Rt is an m×p selection matrix with fixed

elements, and ξt is a p-dimensional normally distributed white noise sequence with

associated covariance matrix Qt. An advantage of this representation is that the

state vector αt can consist of time-varying and time-constant elements, and by

using the selection matrix appropriately Qt remains positive definite. The time-

varying elements of the initial state α0 are assumed to be normally distributed

with mean the corresponding elements of a0 and p× p covariance matrix Q0.

A wide variety of models is obtained by the specific choice of the distri-

bution, the link function, the structural relation, and the transition equation.

For normally distributed time series, for example, autoregressive moving average
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(ARMA) models and structural models with trends and seasonal effects can be

specified in this manner. We now turn to the discussion of the models that we

use for univariate categorical time series in which we make a distinction between

categorical time series with two categories (dichotomous) and more than two

categories (polytomous).

3.2.1 Dichotomous time series

A special case of categorical time series arises when the time series can take

on only two values at each time point, generally scored as either 0 or 1. In

this case, the binomial distribution can be assumed, which is a member of the

exponential family. Since a single realisation of the time series is considered in

the present situation, the binomial coefficient is discarded. Such a time series can

be considered to be a dependent sequence of Bernoulli trials. The probability of

yt is then given by

p(yt|πt, y
∗
t−1) = π

yt

t (1− πt)
(1−yt), (3.8)

where πt is the probability that yt takes on the value 1 at time t. The natural link

and response function, and the variance function associated with the binomial

distribution are respectively given by

ηt = log

(
πt

1− πt

)
, (3.9)

πt =
exp(ηt)

1 + exp(ηt)
, (3.10)

σ2
t = πt(1− πt). (3.11)

A complete model is obtained by the specific construction of the linear predictor

and the transition equation.

As an example of how model specification proceeds, we discuss this in detail

for a dichotomous time series which is governed by an unobserved stationary

normally distributed first-order autoregressive (AR(1)) process θt. Then, the

linear predictor is inserted in the logistic response function given by Equation

3.10, and is constructed as follows

ηt = θt + β,

where β is a time-invariant threshold. The latent AR(1) process θt can be ex-

pressed as

θt = φ1θt−1 + ξt, ξt ∼ N(0, σ2
ξ ), (3.12)
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where φ1 is the autoregressive parameter, and ξt is a white noise sequence. The

process θt is said to be stationary if it holds that |φ1| < 1. Since θt has no

scale, we fix it to have zero mean and unit variance by setting σ2
ξ = 1 − φ2

1 (see

Hamilton, 1994, p. 53). Now, the time indices of the state space model matrices

in Equations 5.9 and 5.10 are discarded, and to represent the above model in

state space form their elements are filled in as follows

Z =
[
1 1

]
, αt =

[
θt

β

]
, F =

[
φ1 0

0 1

]
, R =

[
1

0

]
, Q =

[
σ2

ξ

]
.

Note that the innovations ξt are simply inserted in the transition equation. Other

dynamic models can be formed as well, and are amenable to state space form by

analogous reasoning.

3.2.2 Polytomous time series

The multinomial distribution, which is also a member of the exponential family,

is adopted for polytomous time series. The number of categories is denoted by

q. It is common practice to dummy code each polytomous response by k = q− 1

dummy variables yjt, j = 1, . . . , k (see Fahrmeir & Tutz, 2001). The dummies

are coded 1 if category j is observed, and 0 otherwise. In this manner, the

polytomous time series is represented by a multivariate dichotomous dummy time

series yt = (y1t, . . . , ykt)
′. Again, the multinomial coefficient is discarded, because

we only consider a single realisation of the time series. Then, the multinomial

distribution function is given by

p(yt|πt, y
∗
t−1) = π

y1t

1t . . . π
ykt

kt (1− π1t − . . .− πkt)
1−y1t−...−ykt . (3.13)

A distinctive feature of a polytomous time series is whether it consists of nom-

inal or ordinal categories. In the case of nominal categories, the category specific

probabilities can be modelled without reference of one category to another, i.e.,

the only feature is that the categories are distinct. For ordinal categories, how-

ever, it is desirable that the ordinal information be represented in the modelling of

the category specific probabilities. This can be achieved in various manners, and

different ordering representations lead to different interpretations of the model

and its parameters. For some representations, however, the natural link function

can no longer be used and the advantages of the exponential family are lost. For a

more thorough description of different link functions and ordering representations

for models with categorical variables, the reader is referred to Agresti (2002) and

Fahrmeir and Tutz (2001).
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The natural link and response function, and the variance function associated

with the multinomial distribution are given by

ηjt = log

(
πjt

1−∑k

i=1 πit

)
, (3.14)

πjt =
exp(ηjt)

1 +
∑k

v=1 exp(ηvt)
, j = 1, . . . , k, (3.15)

Σt = diag(πt)− πtπ
′
t. (3.16)

Our interest lies in ordinal categories, and we discuss models for this type only.

As an example, we completely specify the model for a polytomous time series with

three categories following a latent stationary Gaussian first order autoregressive

process. Writing out the response function for this situation results in

π0t =
1

1 + exp(η1t) + exp(η2t)
,

π1t =
exp(η1t)

1 + exp(η1t) + exp(η2t)
,

π2t =
exp(η2t)

1 + exp(η1t) + exp(η2t)
.

In order to retain the ordinal information, the linear predictor is constructed as

follows [
η1t

η2t

]
=

[
θt + β1

2θt + β1 + β2

]
,

where θt is an AR(1) process as given in Equation 3.12 and β1 and β2 are threshold

parameters. The model can be expressed in terms of conditional probabilities,

which emphasizes the resemblance with the model for dichotomous time series.

For the two conditional dichotomies that yt is either 0 or 1, and either 1 or 2, the

conditional probabilities are given by

π1t|0,1 =
π1t

π0t + π1t

=
exp(θt + β1)

1 + exp(θt + β1)
,

π2t|1,2 =
π2t

π1t + π2t

=
exp(θt + β2)

1 + exp(θt + β2)
.

So, the model provides a natural extension of the model for dichotomous time

series. This extension resembles the extension of the Rasch model to the par-

tial credit model used in psychometrics (see Masters, 1982). The state space
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representation of this model is given by

Z =

[
1 1 0

2 1 1

]
, αt =

⎡
⎢⎣θt

β1

β2

⎤
⎥⎦ , F =

⎡
⎢⎣φ1 0 0

0 1 0

0 0 1

⎤
⎥⎦ , R =

⎡
⎢⎣1

0

0

⎤
⎥⎦ , Q =

[
σ2

ξ

]
.

Again, it is acknowledged that the ordinal information in polytomous time series

can be represented in different manners. However, we find this representation

convenient, because of its natural extension of dichotomous models. Other types

of dynamic models can be obtained by appropriate adjustments.

3.3 Estimation

We discuss the estimation of categorical time series models in two parts. First,

the filtering and smoothing procedures for the estimation of the latent process

αt are discussed in the situation of known parameters. Second, we discuss the

estimation of these parameters. Both procedures are based on the log-posterior

distribution of the underlying states α∗T given an observed stretch y1, y2, . . . , yT .

This log-posterior is a penalized log-likelihood criterion (Fahrmeir & Tutz, 2001,

p. 351), and can be obtained from the state space model and the assumptions

described in the previous section. This results in

L(α∗T ) =

T∑
t=1

lt(αt)− 1
2
(α0 − a0)

′R0Q
−1
0 R′0(α0 − a0) (3.17)

− 1
2

T∑
t=1

(αt − Ftαt−1)
′RtQ

−1
t R′t(αt − Ftαt−1),

where the contributions of the categorical time series observations are given by

lt(αt) =

k∑
j=1

yjt log(πjt) + (1−
k∑

j=1

yjt) log(1−
k∑

j=1

πjt). (3.18)

3.3.1 Estimating latent states

In order to obtain estimates of the latent process αt, we make use of the iter-

atively weighted Kalman filter and smoother (IWKFS) developed by Fahrmeir

and Wagenpfeil (1997). The resulting estimates are numerical approximations to

posterior modes and curvatures of the log-posterior in Equation 3.17. The filter

consists of a prediction and correction step of which the modes and curvatures
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are denoted by at|t−1, Vt|t−1, at|t, and Vt|t, respectively. The smoother steps are

denoted by at|T and Vt|T . In discussing the filter and smoother, the parameters

in a0, Q0, Ft, and Qt are considered as fixed and known. The estimation of these

parameters is discussed in the next paragraph.

Since the considered distributions are members of the exponential family and

we consider natural link and response functions only, the filtering recursions can

be expressed in a more simplified form than described in Fahrmeir and Wagenpfeil

(1997). Essentially, both the Jacobian matrix of the response function and the

conditional covariance function Σt are needed in the recursions. However, these

coincide when the natural link and response functions are used, which leads to

the simplifications. Durbin and Koopman (2000) describe a similar procedure

derived on different grounds. However, their recursions can be rewritten into the

recursions of Fahrmeir and Wagenpfeil (1997) in the case of natural link functions.

At each iteration i, the IWKFS needs to be invoked with evaluation values

for the latent process, given by ãi = (ã
i′
1 , ã

i′
2 , . . . , ã

i′
T )′. We continue by defining

the filtering recursions for t = 1, . . . , T , as follows

1. Prediction:

at|t−1 = Ftat−1|t−1, a0|0 = a0, (3.19)

Vt|t−1 = FtVt−1|t−1F
′
t + RtQtR

′
t, V0|0 = R0Q0R

′
0.

2. Correction:

Vt|t = (V −1
t|t−1 + Bt)

−1, (3.20)

at|t = at|t−1 + Vt|tbt,

where Bt and bt are given by

Bt = Z ′tΣtZt,

bt = Z ′t(yt − h(Ztã
i
t))−Bt(at|t−1 − ãi

t),

and Σt is evaluated at ãi
t.

In the first iteration, the state evaluation vector consists of the filter predictions,

i.e., ã1
t = at|t−1, and the last term in the expression of bt disappears. The filter

then simplifies to the generalized extended Kalman filter developed by Fahrmeir

(1992).
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The fixed interval smoother for t = T, . . . , 2 is given by the recursions

at−1|T = at−1|t−1 + Gt(at|T − at|t−1) (3.21)

Vt−1|T = Vt−1|t−1 + Gt(Vt|T − Vt|t−1)G
′
t,

where

Gt = Vt−1|t−1F
′
tV

−1
t|t−1. (3.22)

The smoother is started with filter estimates aT |T and VT |T . After each iteration,

the state evaluation vector is updated with the smoother estimates, that is, ãi+1 =

(a′1|T , a′2|T , . . . , a′T |T )′. The procedure is repeated upon convergence of the state

estimates. It is noted that in our implementation of the above recursions, we have

used the Moore-Penrose generalized inverse in the case that any of the matrices

to be inverted is singular.

3.3.2 Estimating parameters

Having available estimates of the latent process α∗T , we can now maximize the

penalized likelihood in Equation 3.17 with respect to the parameters. The course

chosen here is to perform this maximization numerically. To this end, we employ

the NPSOL software package which consists of a number of FORTRAN routines

with which the penalized likelihood is maximized by means of a quasi-Newton

optimization procedure (Gill, Murray, Saunders, & Wright, 1986). Other opti-

mization routines can be used as well.

Recall the example of an AR(1) process underlying a polytomous time se-

ries with three ordered categories. The parts of the penalized likelihood can be

expressed as follows

lt(αt) = y1t ln

(
exp(θt + β1)

1 + exp(θt + β1) + exp(2θt + β1 + β2)

)

+ y2t ln

(
exp(2θt + β1 + β2)

1 + exp(θt + β1) + exp(2θt + β1 + β2)

)

+ (1− y1t − y2t) ln

(
1

1 + exp(θt + β1) + exp(2θt + β1 + β2)

)
= y1t(θt + β1) + y2t(2θt + β1 + β2)

− ln(1 + exp(θt + β1) + exp(2θt + β1 + β2)).

The contribution of the latent process reduces to

1
2

T∑
t=1

(θt − φ1θt−1)
2

σ2
ξ

,
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where σ2
ξ is fixed to 1 − φ2

1, so that the total variance of the process is equal to

one. The initial state and variance are given by

a0 =

⎡
⎢⎣θ0

β1

β2

⎤
⎥⎦ , Q0 =

[
σ2

θ0

]
,

where θ0 and σ2
θ0

are constrained to be zero and one, respectively, for identifica-

tion purposes. With this constraint, the initial state contribution to the likelihood

can be discarded. So, β1, β2, and φ1 are the only parameters to be estimated.

Estimates of the threshold parameters β1 and β2 can be obtained by applica-

tion of the IWKFS. So, our purpose in this example is to estimate φ1, which

can be performed by numerically maximizing the penalized likelihood. Maxi-

mization is performed by NPSOL which returns an estimate and a (numerically

approximated) standard error. After a maximum is found, the IWKFS is applied

once more to obtain final estimates of the latent process θt and the threshold

parameters β1 and β2.

3.4 Simulation study

3.4.1 Set up

A series of simulations was carried out to investigate the performance of the

IWKFS for the estimation of the models described in the previous section. In

order to provide insight into the methods, the following variables are used: the

number of categories and the length of the time series. The number of categories

is chosen to be two, three, and five. The lengths of the time series equal T = 100

and T = 1000. All simulated categorical time series follow a latent Gaussian

AR(1) with φ1 = 0.7 and consequently σ2
ξ = 0.51, and the number of replications

is set at 1000.

The distribution of the thresholds is set so that the probabilities at θt = 0

are symmetrically distributed over the categories. For dichotomous time series,

threshold β1 is set at 0. For polytomous time series, thresholds β1 and β2 are set

at 0.75 and -0.75 for three categories, and β1, β2, β3, and β4 are set at 1.50, 0.50,

-0.50, and -1.50 for five categories, respectively. It is noted that the threshold

parameters need to be ordered for simulating the time series in the polytomous

case. Otherwise some categories never come to be the most probable category

regardless of the value of the latent process. Since the latent process is the only
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source of variaton, not all categories can be reached as a consequence. This is

not to say that the threshold parameters need to be ordered in the estimation

procedure.

The performance of the parameter estimation procedure with the IWKFS is

evaluated by comparing mean parameter estimates over replications with true

parameter values, and mean estimated standard errors with standard deviations

of parameter estimates over replications.

3.4.2 Results

The results of the simulation study are shown in Tables 3.1 and 3.2. For the

autoregressive parameter φ1, Table 3.1 displays mean estimates over replications,

mean estimated SEs as produced by the NPSOL optimization routine, and SDs

of estimates taken over replications. The estimates of φ1 are reasonably close to

their true values. In addition, the fact that in all studied cases mean standard

errors are larger than the standard deviations of the estimates can be seen as an

indication that the AR parameter can be estimated consistently.

Table 3.1: Results for autoregressive parameter

T Categories Parameter Value Mean1 SE2 SD3

100 2 φ1 0.70 0.692 0.129 0.091

1000 2 φ1 0.70 0.744 0.046 0.043

100 3 φ1 0.70 0.692 0.112 0.081

1000 3 φ1 0.70 0.724 0.032 0.024

100 5 φ1 0.70 0.626 0.111 0.072

1000 5 φ1 0.70 0.670 0.031 0.024
1 Mean estimate

2 Mean standard error

3 Standard deviation of estimates

Table 3.2 shows mean threshold estimates over replications, mean estimated

SEs as produced by IWKFS, and SDs of threshold estimates over replications.

The estimates of the threshold parameters β do not closely resemble true values,

and are not very consistent when comparing mean standard errors to standard

deviations over replications. This result is most likely due to the IWKFS and the

fact that all parameters are estimated together.
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Table 3.2: Results for threshold parameters

T Categories Parameter Value Mean SE SD

100 2 β1 0.00 0.009 0.325 0.445

1000 2 β1 0.00 -0.007 0.108 0.147

100 3 β1 0.75 1.223 0.373 0.510

β2 -0.75 -1.265 0.376 0.502

1000 3 β1 0.75 1.186 0.118 0.151

β2 -0.75 -1.188 0.118 0.148

100 5 β1 1.50 1.716 0.454 0.961

β2 0.50 0.810 0.357 0.500

β3 -0.50 -0.793 0.356 0.479

β4 -1.50 -1.658 0.441 0.974

1000 5 β1 1.50 1.745 0.143 0.737

β2 0.50 0.784 0.114 0.199

β3 -0.50 -0.792 0.114 0.197

β4 -1.50 -1.729 0.142 0.750

Two options can be considered in adjusting the model. The first option is

to use a different link function, for example the logistic function with a different

parameterization or the probit function (see e.g., Song, 2000). However, order

restrictions on the threshold parameters are needed in most cases (Fahrmeir &

Tutz, 2001, p. 348). In addition, the benefits of using the canonical link func-

tion are lost when using a different link function. A second option is to assume

a logistic distribution for the sequence ξt (see Arnold & Robertson, 1989; and

Durbin & Koopman, 2001, Ch. 10), but one then loses the benefits of the nor-

mal distribution. Either way, the penalized likelihood criterion and the IWKFS

recursions need to be rewritten accordingly, and the parameters have a different

interpretation.

3.5 Real data example

We now discuss an application of the method to real data consisting of sleep

state measurements of an infant recorded over one night as discussed in Kedem

and Fokianos (2002, §3.5.3). The data are EEG coded into one of four ordered

categories: awake (0), quiet sleep (1), indeterminate sleep (2), and active sleep

(3). The purpose of this analysis is illustrate how the discussed methods can be



3.5 Real data example 47

Table 3.3: Results for sleep data

Model φ̂1 φ̂2 β̂1 β̂2 β̂3 D AIC BIC %

AR(1) 0.94 - 1.34 -2.05 -0.92 953.73 961.73 981.46 87.36

(0.01) - (0.20) (0.22) (0.23)

AR(2) 0.66 0.31 0.83 -3.13 -2.44 796.74 806.74 831.40 93.15

(0.03) (0.03) (0.56) (0.57) (0.58)

used to find a suitable model that can describe the sleep state process with fair

accuracy. To this end, we have fitted an AR(1) and AR(2) model. The results

of the analysis are displayed in Table 3.3. To compare the fit of the two models,

we investigated several goodness of fit measures (see Fahrmeir & Tutz, 2001,

§3.4.3; Kedem & Fokianos, 2002, §3.4.3). One of these is the scaled deviance or

likelihood ratio statistic, and can be expressed as

D = −2

T∑
t=1

lt(αt),

where lt(αt) is given by Equation 3.18. The asymptotic distibution of D ap-

proaches a χ2 distribution with kT −p degrees of freedom, where p is the number

of parameters. However, the approximation may fail and large values cannot be

seen as an indication of lack of fit (Fahrmeir & Tutz, 2001, p. 51). We also

investigated Akaike’s information criterion (AIC) and the Bayesian information

criterion (BIC), which can be given by

AIC = D + 2p,

BIC = D + p log T.

Since the variance of the latent process is fixed to one for scaling purposes, the

percentage of variance explained by the model can also be used for inspecting

model fit. This percentage is calculated easily from the model parameters in this

situation, and is given in the last column in the Table 3.3. All four fit measures

indicate that in this analysis the AR(2) model provides a better explanation of

the data than the AR(1) model. Figure 3.1 depicts the sleep state measurements

and the predicted values of the AR(1) and AR(2) models. It can be seen that

the AR(2) model fits closer to the data. For a description of analyses in which

auxiliary information in the form of predictors such as heart rate and temperature

are used, see the discussion in Kedem and Fokianos (2002, §3.5.3).
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Figure 3.1: Smoothed expected values for AR(1)(-) and AR(2)(- -) models with

dotted observations

3.6 Discussion

The IWKFS developed by Fahrmeir and Wagenpfeil (1997) was implemented to

fit models to categorical time series as well as a method to numerically optimize

a penalized likelihood to obtain estimates of parameters of these models. The

results of the simulation study indicate that the autoregressive parameter of an

AR(1) model can be estimated with reasonable consistency. However, the esti-

mates of threshold parameters obtained with the IWKFS proceeded are biased

and inconsistent. An application to sleep state measurements illustrate the use

of the modelling and estimation techniques.

The approach to modelling categorical time series presented in this paper can

be extended naturally to multivariate categorical time series, which remains an

interesting topic for further research and is largely untouched. The performance

of the estimation of thresholds is expected to improve, particularly when the la-

tent process is of smaller dimension than the observed time series. This situation
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of a dynamic factor model (see, e.g., Molenaar, 1985) for a multivariate categor-

ical time series would therefore be of special interest. The performance of the

presented methods in this situation is a topic for future investigations. In addi-

tion, the methods can also be extended to the analyses of multiple cases. Such

extensions can provide worthwile comparisons between latent processes of e.g.,

sleep stages for several infants. In particular, thresholds can then be fixed over

time and over cases, whereafter different latent processes can be fitted seperately

to each case.

In closing, it is stressed that all time series models considered in this paper

are stationary. For many applications, stationarity cannot be assumed. The

performance of the methods for nonstationary time series models remains to be

assessed.


