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5

State space methods for item response

modelling

5.1 Introduction

Item response theory (IRT) is an important area of research in psychometrics. It

provides a theoretical framework for the construction, application, and evalua-

tion of tests in psychological and educational measurement. Within contemporary

IRT, probabilistic models are used to describe the relations between observable

item responses and unobservable psychological traits or abilities (Hambleton &

Swaminathan, 1985). A primary purpose of IRT, and of test theory in general, is

to describe the differences in item responses and test scores between individuals,

because most applications are more suited for describing groups than individ-

uals (Lord & Novick, 1968, p. 32). The purpose of this paper is to describe

IRT models that are based on differences in item responses within individuals

to whom is administered the same test repeatedly over time, that is, to describe

dynamic IRT models. For the analysis of this type of measurements, the state

space framework is used (Durbin & Koopman, 2001). As demonstrated, the state

space methodology is capable of handling the analysis of both standard and dy-

namic IRT models in a straightforward manner. In addition, this framework can

simultaneously handle the analysis of differences between and within individuals.

Most IRT models are developed to account for the variation in item responses

that arises when items are administered to different individuals. The argumen-

tation for the development of such models is to explain the differences between,

rather than within, individuals. It can be argued that, at least on a theoretical

level, this focus is one-sided, and that it is of interest to develop IRT models

that account for the variation within individuals. For a thorough argumenta-

tion in favor of developing models for describing variation within individuals,

see Molenaar (2004) and the subsequent discussion. One of the arguments for

pursuing the development of such models is that a model that provides an in-

formative account of inter-individual differences, is not necessarily valid at the

level of intra-individual differences, as observed in repeated measures obtained
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from a single individual (Kelderman & Molenaar, 2007; Borsboom, Mellenbergh,

& van Heerden, 2003). While the ultimate goal of a standard application of IRT

is to make inferences about a person’s position on one or more latent dimensions

of inter-individual differences, such inferences are not necessarily correct at the

intra-individual level. More specifically, the constitution of the latent space of

inter-individual traits or abilities that one intends to measure may be either in-

complete or over-complete at the intra-individual level. That is, while ignoring

a latent dimension contributing to an individual’s development on the one hand,

too much importance might be attached to certain factors which can be relevant

for only some individuals on the other. In addition, a person’s latent position

can change over time, and individual differences can exist in the structure of such

changes.

The above argumentation can be related to a discussion of two commonly

used interpretations of probability in IRT (see Fischer & Molenaar, 1995; Hol-

land, 1990). In describing the two views, a single administration of a single

specific test is considered. The first view is the so-called random-sampling view,

in which the only source of variation is the random sampling of individuals. In

this view, individuals conceivably possess fixed, yet unknown response patterns.

By sampling individuals at random from a population with a certain latent po-

sition, variation in response patterns is likely to occur. The probability of a

response pattern can then be viewed as the proportion of individuals from that

population that would show that pattern under repeated random sampling. The

second and more popular view is the stochastic-subject view. In this view, each

individual possesses a certain latent position, and probability is defined by the

proportion of response patterns obtained by hypothesized repeated and indepen-

dent administrations of the same test under the exact same circumstances.

This view is adopted when defining IRT models from variation within in-

dividuals over time, except that the administrations are not independent and

circumstances are subject to change. In defining a dynamic IRT model in this

sense, an individual can at first instance be considered as fixed, and is therefore

no source of variation. Variation in response patterns may arise from different ad-

ministrations of the same test, and an analogous argumentation can be advanced

in this case. An immediate practical problem occurs, since these administrations

can only be performed sequentially. As a consequence, they cannot be considered

to be independent, and this sequential dependence should be accounted for in the

model. As such, we are dealing with a time series, and methods to model the

dependence and changes explicitly are widely available (Hamilton, 1994). Stan-
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dard IRT models can be built from the random-sampling view (Holland, 1990),

but when it comes to the interpretation of the characteristics that desribe an in-

dividual, one often relapses to the stochastic-subject view (Fischer & Molenaar,

1995). Ellis and van den Wollenberg (1993) have argued that this shift is justi-

fied only if the condition of local homogeneity holds. Local homogeneity amounts

to invariance of the distribution of the item responses conditional on the latent

variables accross all possible subpopulations (Ellis & van den Wollenberg, 1993,

Theorem 2).

IRT models in which intra-individual variation is explicitly accounted for pro-

vide a different view on matters, because they start out from the smallest possible

subpopulation, that is, a single individual. An important topic that arises when

one is interested in models for intra-individual variation is that of stationarity.

A second topic which is important when one is concerned with more than one

individual, is that of ergodicity. Stationarity concerns the lack of time depen-

dence of the distribution of a single time series (Hamilton, 1994). Ergodicity

concerns the distributional properties of an ensemble of time series. The notion

of ergodicity, to which we adhere, can be formulated as follows: If the model

is stationary and the same for each individual, the collection of individuals is

considered ergodic. This means that individuals are interchangeable and that an

analysis of a collection of individuals on a single time point provides the same

results as an analysis of a randomly selected single individual on a collection of

time points. Generalizations can then be conducted either way. Consider the fol-

lowing example, if a model with a univariate latent process can be used to explain

the response patterns obtained by repeated administrations of the same test to a

single individual, and the model parameters and the distribution of this process

does not change over time, then the condition of stationarity is met. Now, if the

same model and univariate latent process holds for the collection of individuals,

the condition of ergodicity is said to be met.

Thus, when the collection of individuals is ergodic, the two views on proba-

bility in item response modelling coincide. In this sense, it is agreed that local

homogeneity is necessary to abide by the stochastic-subject view. In contrast,

if ergodicity holds, individual predictions based on interindividual analysis are

justified as well as interindividual statements based on a single intra-individual

analysis. However, human ensembles are likely to be non-ergodic in many aspects

(see Chapter 4 of this thesis).

In comparing the two types of variation within IRT, two implications of the er-

godic notion are pertinent. First, the number of latent dimensions best describing
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the item responses can differ between individuals. In this case, ergodicity does not

hold, and each individual or cluster of comparable individuals needs to be anal-

ysed seperately. Second, even if the latent processes of two persons are stationary

and of the same dimension, the specific time dependencies can be different. For

example, an autoregressive and a white noise process can both be stationary and

univariate. If this combined model proves to be best fitting on the data of two

individuals, can the interpretation of the two latent processes be equated? In

terms of the psychological content of the processes, there is no definitive answer.

This issue complicates matters substantially in comparing individual differences

in variation over time.

Many models for dynamic testing and measuring change have been described

(e.g., Fischer, 1989; Embretson, 1994), and some of which are of special interest

here. Within the framework of IRT, Kempf (1977) dropped the assumption of

local independence. He derived sufficient statistics for the person parameters by

conditioning on the sumscore of previous responses. Verhelst and Glas (1993)

circumvented dropping the assumption of local independence by deftly manipu-

lating the concept of incomplete designs. They develop a dynamic Rasch model

and a marginal maximum likelihood estimation procedure. In the present chap-

ter, we describe a dynamic model for responses to repeatedly administered items

in which latent variables are generalized to latent processes. An extended version

of the Kalman filter is used to estimate the parameters, which is based on the

posterior distribution of so-called states of a state space model (Fahrmeir, 1992;

Fahrmeir & Wagenpfeil, 1997).

The outline of this chapter is as follows. First, the Rasch model and the partial

credit model are discussed followed by a description of commonly used parameter

estimation methods and the assessment of model fit. Next, the dynamic versions

of the Rasch and partial credit models are introduced. Hereafter, a description

follows of how to specify both standard and dynamic IRT models as a state space

model. Then, the estimation by means of Kalman filtering and smoothing is

discussed. The methods are illustrated by two example data sets, one standard

IRT analysis and one dynamic IRT analysis. This chapter ends with a discussion.
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5.2 Standard IRT

5.2.1 Models

In a basic IRT setting, a unidimensional latent variable θ is assumed to be related

to the probability of the responses y on a test of n items by a monotonically

increasing function. This function is referred to as the item response function

(IRF). The latent variable θ refers to some unobserved psychological trait of

an individual, e.g., math ability, which the items are supposed to measure, and

describes the differences between individuals. The characteristics of an item can

be described by one or more parameters. Rasch (1960) developed such a model for

dichotomous item responses, that is, when the elements of y can each be scored

as either 0 or 1. In this model, the probability that a person with a certain

θ responds to item i with threshold parameters βi with 1 is determined by the

logistic function as follows

p(yi = 1|θ) = pi(θ) =
exp(θ − βi)

1 + exp(θ − βi)
, i = 1, . . . , n. (5.1)

If a person’s θ exceeds the items threshold βi, the response 1 is more likely, and if

βi exceeds θ, the response 0 is more likely. This model has been used extensively

in educational settings in which dichotomous item responses can often be scored

as incorrect (0) or correct (1). The parameter βi has therefore acquired the

interpretation as item difficulty. The model in Equation 5.1 has come to be

known as the Rasch model (RM), although it is also referred to as the one-

parameter logistic model (Hambleton & Swaminathan, 1985). The RM possesses

the property of specific objectivity which states that the comparison of items is

only dependent on the difference in difficulty (β), and in turn, the comparison

of persons is only dependent on the difference in ability (θ). For two different

items and two different persons, specific objectivity is obtained by simplifying

the following log odds ratios,

log

(
p1(θ)

1−p1(θ)

p2(θ)
1−p2(θ)

)
= β2 − β1 and log

(
pi(θ1)

1−pi(θ1)

pi(θ2)
1−pi(θ2)

)
= θ1 − θ2.

The Rasch model for dichotomous items can be extended to allow for more

differences between items than the difficulty alone. For instance, differences in

steepness of the IRFs can be represented in the model by the inclusion of a

discrimination parameter. It can also be extended to allow for guessing if ability

items with a closed response format are concerned. For the logistic model, these
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extensions were developed by Birnbaum (1968). Rasch and others extended the

models to allow for items with more than two responses, that is, for polytomous

items (Samejima, 1969; Andersen, 1995). Since these extensions not only allow

for polytomously scored ability items, but also for the use of Likert scale formats,

IRT models have found their way outside the realm of ability testing. Apart from

educational settings, applications can nowadays be found in clinical psychology,

personality testing, and attitude measurement (see Embretson & Reise, 2000;

Van der Linden & Hambleton, 1997).

One polytomous extension of the dichotomous Rasch model is the rating scale

model discussed by Andrich (1978a, 1978b). Masters (1982) obtained a somewhat

more general extension for items with ordered categories scored from k = 0, . . . , q.

This model is known as the partial credit model (PCM), and it is used here.

Without loss of generality, it is assumed throughout that all items have an equal

number of categories, that is, q + 1. Then, the conditional probability that

a person with a certain θ responds to item i with threshold parameters βi =

{βi1, . . . , βiq} with response k is determined by the logistic function as follows

p(yi = k|θ) = pik(θ) =
exp

∑k

v=0(θ − βiv)∑q

c=0 exp
∑c

v=0(θ − βiv)
, k = 0, 1, . . . , q, (5.2)

i = 1, . . . , n,

where
∑0

v=0(θ − βiv) ≡ 0. The above function is referred to as the k-th item

category response function (ICRF). The following representation can be used as

well

pik(θ) =
exp(kθ −∑k

v=0 βiv)

1 +
∑q

c=1 exp(cθ −∑c

v=1 βiv)
,

in which case we define βi0 ≡ 0. For k = 1, . . . , q it holds that, given that a

person responded to item i in category k or k − 1, the probability of response k

is governed by the Rasch model, that is,

p(yi = k|yi = k or k − 1, θ) =
exp(θ − βik)

1 + exp(θ − βik)
.

The item category parameters βi1, . . . , βiq are interpreted as threshold locations

on the θ-scale (see Masters & Wright, 1997). If θ exceeds βik, then category

k becomes more probable than category k − 1. If not, category k − 1 is more

probable than category k. The location on the θ-scale at which θ = βik indicates

that the adjacent ICRFs intersect. Note that the item category parameters do

not need to be ordered as is the case in other polytomous item response models
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such as the graded response model developed by Samejima (1969). The RM and

its extensions such as the PCM are exponential family models, and therefore have

certain favorable properties such as sufficient statistics for their parameters.

5.2.2 Estimation

In the estimation of item parameters, the person parameters θ and item pa-

rameters β are referred to as incidental and structural parameters, respectively

(Fischer & Molenaar, 1995; Neyman & Scott, 1948). This is due to the fact

that the number of person parameters increases as the sample size N increases,

whereas the number of item parameters does not. With the increase in sample

size, the item parameter estimates improve in terms of accuracy and precision,

whereas the person parameters do not. Reiterating that the final object of any

psychological or educational test is to make inferences about persons, the some-

times used term nuisance parameter for θ is only meaningful in the phase of item

parameter estimation. In fact, van der Linden and Hambleton (1997, p. 5) rather

refer to the person parameter as structural parameters, and the item parameters

as nuisance parameters. Needless to say, if test length is increased, person param-

eter estimates improve, and item parameter estimates do not. Item and person

parameters are usually estimated seperately, and, consequently, item parameter

estimation methods are distinguished from person parameter estimation methods.

We discuss some commonly used methods in the following.

Generally, both item and person parameter estimation methods are based on

the log-likelihood function of the observed responses, possibly in combination

with some appropriate prior distribution of the item and person parameters.

Given a set of n dichotomous items administered to N persons, the log-likelihood

function of θ = (θ1, . . . , θN ) and β = (β1, . . . , βn) for the RM can be written as

log L(y; θ, β) =

N∑
j=1

n∑
i=1

yij log(pi(θj)) + (1− yij) log(1− pi(θj)) (5.3)

=

N∑
j=1

n∑
i=1

yij(θj − βi)− log(1 + exp(θj − βi)).

For polytomous items, the log-likelihood function is obtained as follows. Let the

polytomous response yij be replaced by a dummy vector of length q of which each

element yijk, k = 1, . . . , q is scored 1 if category k is observed and 0 otherwise.
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Then, the log-likelihood function for polytomous PCM items can be given by

log L(y; θ, β) =

N∑
j=1

n∑
i=1

(
q∑

k=1

yijk log(pik(θj)) + (1−
q∑

k=1

yijk) log(1−
q∑

k=1

pik(θj))

)
.

(5.4)

The three most commonly used item parameter estimation methods for the

RM and the PCM are joint maximum likelihood (JML), conditional maximum

likelihood (CML) and marginal maximum likelihood (MML) estimation (see

Molenaar, 1995; Andersen, 1995). JML estimation is an iterative procedure in

which both item and person parameters are estimated. First, starting values for

the item parameters are considered as fixed and the person parameters are esti-

mated by maximizing the log-likelihood function. In turn, the obtained person

parameter estimates are considered as fixed, and the item parameters are esti-

mated again by maximizing the log-likelihood. This procedure is repeated until

the estimates of both sets of parameters have converged. The JML procedure can-

not be applied when either persons or items obtain minimum or maximum scores,

because the log-likelihood has no finite maximum in that case. For polytomous

PCM items, JML estimation also poses problems when categories have zero fre-

quencies, so-called null categories (see Wilson & Masters, 1993). Bertoli-Barsotti

(2005) stated necessary and sufficient conditions for existence and uniqueness of

JML item parameter estimates for the PCM for this case.

CML estimation is a procedure that makes use of the fact that the Rasch

model and its extensions are exponential family models, in which case a persons

sumscore is a sufficient statistic for θ. By conditioning on this sufficient statistic,

θ can be removed from the likelihood and the item parameters are estimated by

maximizing the thus obtained conditional likelihood (Andersen, 1972). Again,

estimation problems arise in cases of minimum or maximum item scores and null

categories.

In the MML estimation procedure, the likelihood is multiplied by a probability

density function for θ that is assumed over persons. The normal density is an

obvious choice, yet other distributions can be used as well (see Thissen, 1982).

The MML procedure generally starts out by integrating θ out of the product of

the likelihood and the assumed density, and the thus obtained marginal likelihood

is maximized to find item parameter estimates. Since the integration cannot be

performed exactly, one usually resides to some kind of numerical approximation

such as Gauss-Hermite quadratures. An advantage of this procedure is that

item parameter estimates can be found for extreme item scores as well as null
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categories.

In comparing the three methods, there is no obvious advantage, although

some comparisons can be made (see also, Holland, 1989). The CML and MML

procedures are known to produce consistent estimates, whereas the JML pro-

cedure does not necessarily do so. CML estimation has attractive asymptotic

features, and does not need to make assumptions about the distribution of θ. On

the other hand, some information can be lost in CML estimation (see Holland,

1989; Eggen, 2000). On the whole, MML estimation is most widely applicable,

whereas CML estimation possesses the most attractive properties when applica-

ble. However, note that the advantages of MML are largely due to additional

assumptions, which are not necessary to apply the JML and CML estimation

procedures.

Except for the JML procedure, item parameters are generally estimated first.

Then, these estimates are considered as fixed and θ is estimated by some appro-

priate procedure. It should be noted that CML estimation is also applicable to

the estimation of person parameters for Rasch models, although this is unusual

and computationally cumbersome. Commonly used methods for the estimation

of θ with fixed item parameters are maximum likelihood (ML), weighted max-

imum likelihood (WML), or a Bayesian estimation procedure such as Bayesian

modal (BM) estimation (see also, Hoijtink & Boomsma, 1995). In ML estima-

tion θ, the log-likelihoods in Equations 5.3 and 5.4 are simply maximized while

keeping item parameters fixed. Again, no estimates are available for extreme re-

sponse patterns. Warm (1989) developed an alternative procedure named WML

which overcomes this problem, and in which the likelihood is multiplied by a

weight function involving the test information function and then maximized with

respect to θ. In BM estimation, the likelihood function is multiplied by a dis-

tribution function for θ and the mode of the resulting posterior is used as an

estimate for θ. If a standard normal distribution is used, the log posterior can be

written as (Hambleton & Swaminathan, 1985, p. 94)

f(θ|y) ∝ log L(y; θ, β)− 1

2

N∑
j=1

θ2
j .

Tsutakawa and Johnson (1989) discussed a person parameter estimation proce-

dure which accounted for the uncertainty in the item parameter estimates.
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5.2.3 Evaluation

In general, a thorough evaluation of the fit of an IRT model consists of several

stages, and many aspects of the model and estimation procedure can be tested.

Glas and Verhelst (1995) distinguished three aspects of evaluating model fit,

which are the assumptions and properties of the selected model and estimation

procedure, the type of statistic, and the mathematical refinement of the method.

One can select appropriate fit measures on the basis of which aspects are deemed

important for a particular application of IRT.

The basic assumptions such as the (uni)dimensionality of the model and local

independence are checked first. For RMs combined with CML estimation, suffi-

ciency of the sumscore can be tested. If MML is used, fit measures testing the

appropriateness of the assumed distribution for θ can be used. In addition, prop-

erties pertaining to specific models can be investigated. If the RM holds, there

exist no differences in discrimination between the items, and, in ability testing,

the probability of guessing the correct answer is minimal. Such properties can

for instance be tested with likelihood ratio tests. Furthermore, the fit of certain

elements of the model can be studied seperately. For example, the fit of a specific

item can be investigated, and person fit statistics can be constructed to detect

aberrant response behavior.

Since a full discussion of model fit procedures is beyond the purpose of this

chapter, we only discuss procedures to evaluate overall fit and to inspect item and

person fit that we use in our analyses later on. Measures of overall goodness of fit

are often based on differences between observed and expected response patterns.

Usually, some approximation to the χ2 distribution is calculated from the n-

dimensional contingency table and the model used. However, such contingency

tables rapidly become very large as the number of items and categories increase.

That is, the table rapidly becomes sparse, and the χ2 approximations are only

valid if the sample size is very large which in turn increases the power of the

test. In addition, the implications of rejecting the null hypothesis depend on the

model and estimation procedure.

Within the realm of MML, for each possible response pattern, an expected

frequency can be calculated on the base of the marginal probabilities. These

expected frequencies can be obtained with the following marginal probability of

a given response vector y

pMML(y) =

∫ ∞

−∞

⎛
⎝ n∏

i=1

q∏
k=1

pik(θ)
yik

(
1−

q∑
k=1

pik(θ)

)1−
∑q

k=1
yik

⎞
⎠ f(θ)dθ, (5.5)
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where the integral can be approximated numerically by, say, Gauss-Hermite

quadrature. A simple χ2 approximation such as the Pearson X2 or the likelihood-

ratio statistic G2 is easily computed by

X2 = N
∑

y

(pOBS(y)− pMML(y))2

pMML(y)
,

G2 = 2N
∑

y

pOBS(y) log

(
pOBS(y)

pMML(y)

)
,

where pOBS(y) is the observed proportion of response pattern y, and the sum-

mation occurs over all possible response patterns, that is, over all cells in the

n-dimensional contingency table. Note that the observed proportion is required

to be larger than zero in order to compute G2.

Masters and Wright (1997) discuss infit and outfit measures for inspecting

item and person fit. For each response, a standardized residual can be calculated

from the observed and expected response by

zij =
yij − E(yij|θ)√

Var(yij|θ)
, (5.6)

where E(yij|θ) and Var(yij|θ) are the expected response and variance given by

E(yij|θ) =

q∑
k=0

kpik(θj), Var(yij|θ) =

q∑
k=0

(k − E(yij|θ))2pik(θj).

Note that the probability pik(θj) can be calculated in different ways depending on

which estimation procedure was used to estimate the item and person parameters.

Item and person fit indices can be obtained by

ui =
N∑

j=1

z2
ij and uj =

n∑
i=1

z2
ij ,

respectively. The asymptotic distribution of the above measures is unknown and

no rules of thumb are available for the interpretation of their values. Yet, it is

safe to say that items and persons with relatively large residuals require close

inspection if overall fit measures like the X2 and G2 indicate a bad fit.

5.3 Dynamic IRT

5.3.1 Models

The dynamic item response models used here are straightforward extensions of

the RM and the PCM. The relations and parameters, however, are interpreted
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at the level of a single individual. It is assumed throughout that time unfolds

in equidistant discrete steps, item parameters are constant over time, and θ is

unidimensional. These assumptions are not strictly necessary, but simplify the

presentation and illustration of the models and methods considerably. The di-

chotomous or polytomous n-variate time series yt is observed from t = 1, 2, . . . , T .

We do not distinguish between a time series and a realization thereof. The condi-

tional probability of response yit = 1 of a person with a certain θt to dichotomous

item i at time t is defined by

p(yit = 1|y∗t−1, θt, βi) = pi(θt) =
exp(θt − βi)

1 + exp(θt − βi)
, (5.7)

where y∗t−1 denotes the complete history of responses of a person, that is,

(yt−1, . . . , y1), and θt is a latent process. The above dynamic Rasch model (DRM)

can be extended in the same manner as the RM to allow for polytomous time

series. This dynamic partial credit model (DPCM) is then determined by the

conditional probability that a person with a certain θt at time t responds to item

i with threshold parameters βi = (βi1, . . . , βiq) with response k as follows

p(yit = k|y∗t−1, θt, βi) = pik(θt) =
exp(kθt −

∑k

v=0 βiv)

1 +
∑q

c=1 exp(cθt −
∑c

v=1 βiv)
, (5.8)

where βi0 ≡ 0. The specification of the latent person process and further assump-

tions are discussed in the next section.

5.3.2 State space representation

In general, a state space model concerns the relations between an observed time

series and an unobserved time series (for an overview, see Sage & Melsa, 1979, or

Durbin & Koopman, 2001). The relation between the observed time series yt and

a series of unobserved states αt is specified in an observation model. In addition,

a transition model describes the evolution of the unobserved states over time.

The observation and transition model together form what is referred to as the

state space model. The state space modelling framework is comparable to the

framework of structural equation modelling (SEM) often used in behavioral re-

search (McCallen & Ashby, 1984). Whereas the state space framework generally

pertains to within system variation, for example, the tracking of the position, di-

rection, and speed of an aeroplane, the SEM framework usually concerns between

systems variation, that is, individual differences on some psychological variables

of interest. The simplest of state space models is that in which all variables are
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normally distributed and all relationships are linear. The generality of state space

modelling lies in the fact that the same estimation methods can be applied to

a very wide range of time series models. For the normal linear case, dynamic

regression models, structural time series models, and auto-regressive moving av-

erage (ARMA) models can all be analyzed within this framework after being

represented in state space form. This is analogous to the procedure in SEM in

which a variety of regression and factor models can be estimated after being put

in SEM form.

The specific state space model considered here concerns non-normally dis-

tributed variables and non-linear relationships. Now, the observation models for

the dynamic Rasch and partial credit model are already given in Equations 5.7

and 5.8, respectively. The approach to the modelling of dichotomous and polyto-

mous time series presented here resembles the discussion of dynamic generalized

linear models for categorical time series in Fahrmeir and Tutz (2001, Chapter 8).

The relations between the observed and latent time series are specified by the

construction of a linear predictor ηt. To this end, an (n×q)×m design matrix Zt

with known elements and the m-dimensional series of unobserved states αt are

related to the mean of the observed time series by

μt = h(ηt) = h(Ztαt), (5.9)

where the function h(.) is referred to as the response function. The covariance

matrix of the observed time series is denoted by Σt. The design matrix Zt can

consist of fixed values, covariates and past values of yt. For the evolution of αt,

the following linear transition equation is used

αt = Ftαt−1 + Rtξt, ξt ∼ N(0, Qt), (5.10)

where Ft is an m×m transition matrix, Rt is an m×p selection matrix, and ξt is

a p-dimensional white noise sequence with associated covariance matrix Qt. The

state vector αt can consist of time-varying and time-constant elements, which

are selected by Rt. The initial state α0 is normally distributed with mean a0

and covariance matrix Q0. In our present situation, the state vector can consist

of multiple person processes, person means, and item parameters. Examples of

specifying IRT models in state space form are discussed in the next section.

In addition to the observation and transition equation, the following assump-

tions are made. Let y∗t−1 and α∗t denote the complete histories of the observed

and unobserved time series, that is, y∗t−1 = (yt−1, . . . , y1) and α∗t = (αt, . . . , α0).
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Then, it is assumed that yt is independent of α∗t−1, that is,

p(yt|y∗t−1, α
∗
t ) = p(yt|y∗t−1, αt).

Additionally, it is assumed that the state process αt is first-order Markovian, i.e.,

p(αt|α∗t−1, y
∗
t−1) = p(αt|αt−1).

The final assumption resembles the assumption of local independence in IRT and

is given by

p(yt|y∗t−1, αt) =

n∏
i=1

p(yit|y∗t−1, αt).

5.3.3 Examples of model specification

In order to illustrate the generality of the state space modelling framework, two

examples of how the discussed IRT models can be specified in state space form

are given. The first example is the specification of the RM for which we use a

data set to estimate its parameters with state space methods and compare with

the estimation methods commonly used in IRT in the next section. We consider

a Rasch model for five items and for persons that are tested on only one occasion.

Although it is an atypical application of the state space framework, this model can

be specified in state space form as follows. The observation equation has already

been given by Equation 5.1. The transition equation consists of an independent

normally distributed process. However, it does not describe the variation over

time, but the variation between persons. In the specification, the index t can

now be replaced by j to emphasize that persons are considered instead of time

points. It is stressed that by specifying the transition equation in this manner, a

distribution for θ is assumed which is generally not necessary in a Rasch model.

However, if MML estimation is used, a (standard) normal distribution is usually

assumed in the estimation of item parameters. The design matrix specifies the

relation between the person parameters θ and the item parameters β, which are

stacked in the state vector αj . For the model under consideration, this results in

Z =

⎡
⎢⎢⎢⎢⎢⎣

1 1 −1 0 0 0 0

1 1 0 −1 0 0 0

1 1 0 0 −1 0 0

1 1 0 0 0 −1 0

1 1 0 0 0 0 −1

⎤
⎥⎥⎥⎥⎥⎦ and αj =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

θj

μθ

β1

β2

β3

β4

β5

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

.
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For identification purposes, the mean μθ is fixed at zero, and all corresponding

elements of the model vectors and matrices can be deleted. The response function

h(.) is the logistic, that is, exp(.)
1+exp(.)

. It can be easily verified that by inserting the

above specification into Equation 5.9, the relation of Equation 5.1 is obtained.

Note that the vector containing the n item probabilities p(θj) is equal to h(Zαj).

We can then denote the covariance matrix by making use of the assumption of

local independence as follows

Σj =

⎡
⎢⎢⎢⎢⎢⎣

p1(θj)q1(θj)

0 p2(θj)q2(θj)

0 0 p3(θj)q3(θj)

0 0 0 p4(θj)q4(θj)

0 0 0 0 p5(θj)q5(θj)

⎤
⎥⎥⎥⎥⎥⎦ ,

where qi(θj) = 1 − pi(θj), i = 1, . . . , 5. Keeping in mind that μθ is fixed, the

transition, selection and error covariance matrices for this model are specified by

F =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

0 0 0 0 0 0

0 1 0 0 0 0

0 0 1 0 0 0

0 0 0 1 0 0

0 0 0 0 1 0

0 0 0 0 0 1

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

, R =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

1

0

0

0

0

0

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

, and Q = σ2
θ .

The initial state and covariance a0 and Q0 can be disregarded in this situation,

because it can be assumed that the observations are independent, and there-

fore the Markov assumption can be dropped. The model can be extended in a

straightforward manner for instance to analyze multiple groups and inspect group

differences and uniform differential item functioning.

As a second example, consider the time series obtained from the scores of three

persons measured from t = 1, . . . , T on two items with each three categories

following a partial credit model. The observed time series vector yt consists

of the stacked dummy coded response vectors of each person and is of length

N × n × q = 3 × 2 × 2 = 12. Assume that the first person follows a zero

mean independent normally distributed process, the second latent process is a

zero mean first order autoregression, and the third latent process obeys a zero

mean first order random walk. Then, the design matrix and the state vector are
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specified as follows

Z =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 0 0 −1 0 0 0

2 0 0 −1 −1 0 0

1 0 0 0 0 −1 0

2 0 0 0 0 −1 −1

0 1 0 −1 0 0 0

0 2 0 −1 −1 0 0

0 1 0 0 0 −1 0

0 2 0 0 0 −1 −1

0 0 1 −1 0 0 0

0 0 2 −1 −1 0 0

0 0 1 0 0 −1 0

0 0 2 0 0 −1 −1

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

and αt =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

θ1t

θ2t

θ3t

β11

β12

β21

β22

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

.

The covariance matrix for this model is a block matrix given by

Σt =

⎡
⎢⎣ Σ1t

0 Σ2t

0 0 Σ3t

⎤
⎥⎦ ,

where each block j = 1, . . . , 3 is given by

Σjt =

[
diag(p1(θjt))− p1(θjt)p1(θjt)

′

0 diag(p2(θjt))− p2(θjt)p2(θjt)
′

]

where diag(pi(θjt)), i = 1, 2 is a 2 × 2 diagonal matrix with the elements of the

vector containing the item category probabilities pi(θjt) on the diagonal. The

transition, selection, and state error covariance matrix can be formed by

F =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

0 0 0 0 0 0 0

0 φ1 0 0 0 0 0

0 0 1 0 0 0 0

0 0 0 1 0 0 0

0 0 0 0 1 0 0

0 0 0 0 0 1 0

0 0 0 0 0 0 1

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

, R =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1

1

1

0

0

0

0

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

, and Q =

⎡
⎢⎣ σ2

θ1

0 σ2
θ2

0 0 σ2
θ3

⎤
⎥⎦ .

The process of the first person is stationary. In order for the process of person two

to be stationary, we constrain |φ1| to be < 1. The process of the third person is not

stationary. It should be noted that the Kalman filtering and smoothing procedure

discussed next does not require the process under scrutiny to be stationary.
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5.3.4 Estimation

The estimation of the discussed IRT models represented in state space form is

performed by an iterative Kalman filtering and smoothing procedure as described

in Fahrmeir and Wagenpfeil (1997). In this procedure, the mode of the posterior

distribution of the states αt is found by numerical approximations. The log-

posterior for the state space model described above in the polytomous case is

given by

log L(y; θ, β) =

T∑
t=1

N∑
j=1

n∑
i=1

q∑
k=1

yijkt log(pik(θjt))

+ (1−
q∑

k=1

yijkt) log(1−
q∑

k=1

pik(θjt)

− 1

2
(α0 − a0)

′RQ−1
0 R′(α0 − a0)

− 1

2

T∑
t=1

(αt − Fαt−1)
′RQ−1R′(αt − Fαt−1), (5.11)

where all individual latent processes θjt, j = 1, . . . , N , individual means, and

item parameters are stacked in the state vector αt. The procedure consists of

several steps which are now described in detail.

In discussing the steps of the Kalman filter and smoother (KFS), it is assumed

that the elements of Z, F , a0, Q0, R, and Q are either fixed or known. Estimates

of αt and associated covariance matrices are denoted by at|t and Vt|t for the

filter, and at|T and Vt|T for the smoother. Each iteration i of the KFS needs

evaluation values for the complete latent state process which are denoted by ãi =

(ã
i′
1 , ã

i′
2 , . . . , ã

i′
T )′. The filtering recursions consist of a prediction and correction

step defined for t = 1, . . . , T by

1. Prediction:

at|t−1 = Fat−1|t−1, a0|0 = a0, (5.12)

Vt|t−1 = FVt−1|t−1F
′ + RQR′, V0|0 = RQ0R

′.

2. Correction:

Vt|t = (V −1
t|t−1 + Bt)

−1, (5.13)

at|t = at|t−1 + Vt|tbt,
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where Bt and bt are given by

Bt = Z ′ΣtZ,

bt = Z ′(yt − h(Zãi
t))− Bt(at|t−1 − ãi

t),

and Σt is evaluated at ãi
t.

The filter predictions at|t−1 are a natural choice to start up the iterations, i.e.,

ã1
t = at|t−1. If the procedure is terminated after a single iteration, it is equal to

the generalized extended Kalman filter described in Fahrmeir (1992).

The fixed interval smoother is initialized with the final estimates of the

Kalman filter at|t and Vt|t. For t = T, . . . , 2, the smoother can be given by

at−1|T = at−1|t−1 + Gt(at|T − at|t−1), (5.14)

Vt−1|T = Vt−1|t−1 + Gt(Vt|T − Vt|t−1)G
′
t,

where

Gt = Vt−1|t−1F
′V −1

t|t−1. (5.15)

After the smoother is applied the evaluation values are updated with the smoother

estimates, that is, ãi = (a
′

1|T , . . . , a
′

t|T )
′

. The procedure is repeated until some

convergence criterion is reached. The stopping criterion used in the present study

is max |ãi − ãi−1| < 1−12. The KFS procedure discussed in the above resembles

the procedure described in Durbin and Koopman (2001, Chapter 10).

When the KFS procedure is applied in a standard IRT setting, some com-

parisons can be made with the estimation procedures described in the previous

section. The KFS procedure resembles MML in that a distribution is assumed

for θ, and so estimates can be obtained for extreme score patterns. However,

the distributional assumption is part of the model and not of the estimation pro-

cedure (see also, Holland, 1990). It differs from MML in that both item and

person parameters are estimated simultaneously. This resembles JML estimation

procedure, yet, that procedure iteratively estimates person and item parameters.

The procedure shows similarities with that described in Tsutakawa and Johnson

(1989) in which uncertainties in item parameter estimates are incorporated in the

person parameter estimation procedure.

5.3.5 Evaluation

The same aspects of evaluating the fit of standard IRT models are involved in the

case of dynamic IRT models. An important additional aspect is the dependence
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of the observations over time. In particular, the time dependence is explicitly

accounted for by the specification of the model, and the extent to which this is

successfully performed can be checked. A customary method is to inspect the

autocorrelations or spectra of the residuals. Any substantial residual dependen-

cies can then be interpreted as a misspecification of the transition equation. This

inpection can be performed at the level of the individual. Together with the fit

indices discussed earlier which are now to be interpreted conditionally on y∗t−1,

an indication of the appropriateness of the model can be obtained at different

levels.

The standardized residuals zij as defined in Equation 5.6 can now be extended

with the time index t. The lag l n× n auto- and cross-correlation matrix of the

standardized residuals of person j is denoted by Cjl and can be computed1 from

the standardized residual zijt by

Cjl =
T∑

t=l+1

zjtz
′
j,t−l

T
.

The lag zero correlation matrix can be used for inspection of any residual de-

pendencies not accounted for by the model. If the model provides an accurate

description, off-diagonal elements should be close to zero. Lagged correlation

matrices can be used to inspect any residual time dependencies.

5.4 Examples

In order to provide an illustration of how the discussed models can be applied

by making use of the state space framework, we analyse two data sets: one

obtained in a standard IRT setting and the other in a longitudinal setting. The

first analysis is performed in order to compare the KFS estimation procedure

with standard IRT estimation methods for the estimation of both person and

item parameters. The second analysis illustrates the generality of the state space

framework in a longitudinal setting where the number of persons is relatively

small and the number of time points is relatively large.

5.4.1 Standard IRT: LSAT-6 data

The first data set has been used frequently to illustrate and compare parameter

estimation methods for the RM (see e.g., Baker, 1991; Thissen, 1982; Andersen

1Note that the denominator that we use here is T , as opposed to T − l, which was used in

Chapter 2.



92 Chapter 5

& Madsen, 1977). It consists of the responses of 1000 persons to five figure

classification items which formed Section 6 of the Law School Admission Test

(LSAT) as described in Bock and Lieberman (1970). With these data, the item

parameter estimation methods CML and MML are compared with the KFS.

In addition, we compared BM estimation of θ with the output of the KFS. It

is stressed that with the KFS, both person and item parameter estimates are

obtained at the same time. The RM is used in the state space representation

that was discussed in the previous section.

All analyses are performed with the free software package R (R Development

Core Team, 2008). For CML and MML estimation of the item parameters, the

R packages extended Rasch modelling (eRm; Mair & Hatzinger, 2006, 2007) and

latent trait modelling (ltm; Rizopoulos, 2006) are used, respectively. The ltm

package is also used to produce BM estimates of the person parameter. The KFS

estimation procedure was implemented in R by the present authors.2 In applying

the MML and KFS procedures, a standard normal distribution is assumed for

θ. In comparing the methods for item parameter estimation, the mean item

difficulty is fixed to zero.

Table 5.1 displays the five estimated item difficulties and standard errors

(SEs) of the CML, MML, and KFS estimation procedures. The CML and MML

point estimates are very close to each other compared to those obtained with the

KFS. The differences between the point estimates of the KFS and those of CML

and MML are not large, yet not negligible, larger at the extremes, and can be

interpreted as bias. The differences are most likely due to the fact that the KFS

procedure utilizes a posterior and CML and MML a likelihood. The standard

errors of all three methods are very close, although those of the KFS are slightly

smaller.

In Table 5.2, the sumscores and associated person parameter estimates and

SEs are shown for the BM and KFS estimation procedures. BM estimation of θ is

performed with fixed item parameters estimated with MML, whereas the KFS es-

timates of θ are obtained simultaneously with the item parameter estimates. The

point estimates of the two methods have to be compared in view of the differences

between MML and KFS for the estimation of item parameters and especially μθ.

Keeping these differences in mind, the two methods can be considered to yield

comparable point estimates. The standard errors of the KFS are substantially

smaller than the SEs obtained with BM estimation. This might be due to the

2The source code is available upon request.
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Table 5.1: Item parameter estimates of LSAT data set

CML MML KFS

Parameter Est.1 SE2 Est. SE Est. SE

β1 -1.256 (0.104) -1.255 (0.104) -1.223 (0.102)

β2 0.475 (0.070) 0.476 (0.070) 0.465 (0.069)

β3 1.236 (0.069) 1.235 (0.069) 1.194 (0.065)

β4 0.168 (0.073) 0.168 (0.073) 0.168 (0.071)

β5 -0.623 (0.086) -0.625 (0.086) -0.604 (0.084)

μθ - (-) 1.475 (0.052) 1.417 (0.051)

σθ - (-) 0.755 (0.069) - (-)
1 Estimate

2 Standard error

fact that the KFS simultaneously estimates item and person parameters.

Goodness of fit of the Rasch model was evaluated with the Pearson X2 and the

likelihood ratio statistic G2 as discussed earlier. For the LSAT data, the results of

the MML estimation procedure were used for computing the fit statistics which

resulted in X2 = 18.33 with df = 25 (p = 0.83), and G2 = 21.80 also with df =

25 (p = 0.65), indicating a good fit. Since the fit is satisfactory, checking further

item and person fit diagnostics is not deemed necessary for now.

In order to compare the results of the KFS estimation procedure in this situa-

tion with the CML and MML estimation procedures, a small study is conducted

in which data are simulated on the basis of the LSAT analysis. That is, 1000

replications of 1000 responses to a test with 5 items are simulated. The param-

Table 5.2: Person parameter estimates of LSAT data set

BM KFS

Sumscore Est. SE Est. SE

0 -0.432 (0.790) -0.526 (0.704)

1 0.038 (0.793) -0.038 (0.696)

2 0.516 (0.801) 0.448 (0.701)

3 1.007 (0.816) 0.950 (0.720)

4 1.519 (0.836) 1.490 (0.754)

5 2.058 (0.862) 2.095 (0.804)
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Table 5.3: Results of simulation with respect to estimation of item parameters

CML MML KFS

Parameter Value Mean1 SE2 SD3 Mean SE SD Mean SE SD

β1 -1.25 -1.263 0.104 0.103 -1.262 0.106 0.106 -1.231 0.104 0.100

β2 -0.50 -0.502 0.084 0.082 -0.504 0.084 0.092 -0.484 0.083 0.079

β3 0.00 0.001 0.073 0.072 0.001 0.075 0.077 0.005 0.074 0.070

β4 0.50 0.506 0.072 0.072 0.507 0.070 0.073 0.494 0.069 0.069

β5 1.25 1.257 0.069 0.069 1.258 0.069 0.072 1.216 0.065 0.064

μθ 1.50 - - - 1.507 0.053 0.060 1.446 0.051 0.044

σθ 0.75 - - - 0.754 0.071 0.103 - - -
1 Mean estimate
2 Mean standard error
3 Standard deviation of estimates

eters in this simulation are rounded off for ease of comparison. The results of

this study with respect to the item parameters are displayed in Table 5.3. It can

be seen that the item parameters produced by KFS are biased. The pattern of

the bias is the same as in Table 5.1. The differences in SEs between the three

methods are very small and can be neglected. The mean and standard deviations

of the fit measures were 27.32 and 11.26 for the G2, and 25.88 and 10.76 for the

X2, respectively, both with 25 degrees of freedom.

Table 5.4 shows the results of the simulations with respect to the person

parameter estimates. Again, the results should be compared in view of the dif-

ferences in the estimates of item parameters and the mean μθ. In this respect,

the differences are not too large, except perhaps for sumscore 5.

Table 5.4: Results of simulation with respect to estimation of person parame-

ters

BM KFS

Sumscore Mean SE SD Mean SE SD

0 -0.402 0.791 0.128 -0.509 0.703 0.050

1 0.061 0.794 0.102 -0.027 0.692 0.051

2 0.542 0.803 0.090 0.461 0.701 0.047

3 1.027 0.818 0.067 0.962 0.721 0.049

4 1.544 0.838 0.067 1.507 0.756 0.046

5 2.082 0.864 0.067 2.112 0.807 0.046
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5.4.2 Dynamic IRT: Borkenau data

The second example consists of an application of a dynamic PCM as discussed

in Section 5.3 to repeated administrations of a personality questionnaire. We

use a selection of the data set that has already been used to illustrate dynamic

models and associated estimation methods (Molenaar, 2004; Hamaker, Dolan, &

Molenaar, 2005). The data have been collected by Borkenau and Ostendorf (1998)

and consist of the responses of 22 persons to a 30 item personality questionnaire

on 90 consecutive days. The questionnaire was designed to measure the Big Five

personality factors and the items were scored on a seven-point Likert scale. Since

our interest lies in the illustration of a dynamic PCM, we only used the responses

to the six items that are indicative of the factor Extraversion. This scale consisted

of three positively formulated and three negatively formulated items.

Since we have no knowledge about the individual latent processes for this

type of analysis, modelling starts out by assuming that each person follows a

unidimensional independent normally distributed process with possibly different

means. In other words, a measurement invariant model is assumed over persons

to start the analysis. Each individuals variance is fixed at one for now, and to

reiterate, the item category parameters are assumed to be constant over time.

The specification of the dynamic PCM in state space form for this situation

proceeds along similar lines as described in Section 5.3. A full description of the

state space representation is given. If we define

Z1 =

⎡
⎢⎢⎢⎢⎣

1 1

2 2
...

...

6 6

⎤
⎥⎥⎥⎥⎦ , and Z2 =

⎡
⎢⎢⎢⎢⎣
−1 0 · · · 0

−1 −1 · · · 0
...

...
. . .

...

−1 −1 · · · −1

⎤
⎥⎥⎥⎥⎦ ,

we can write the 792× 80 design matrix Z for this example by

Z =
[

I22 ⊗ (16 ⊗ Z1) 122 ⊗ (I6 ⊗ Z2)
]
,

where I. is an identity matrix of indicated dimension, 1. indicates an identity

vector of indicated dimension, and ⊗ is the kronecker product. The state vector
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containing the person and item parameters is given by

αt =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

θ1t

μθ1

...

θ22,t

μθ22

β11

β12

...

β66

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

The covariance matrix Σt can be build in an analogous manner as described in

Section 5.3.3. If we continue by defining

F1 =

[
0 0

0 1

]
,

then the 80× 80 transition matrix can be written as

F =

[
I22 ⊗ F1 0

0 I36

]
.

Finally, let us define

R1 =

[
1 0

0 0

]
,

then the 80× 22 selection matrix can be written as

R =

[
I22 ⊗R1

0

]
.

The model in the above representation is not identified and at least one of the

person means or item parameters needs to be fixed. We choose to fix the first

person mean at zero for the present situation. The dimensions of all associated

model vectors and matrices are then reduced by one. The resulting dimensions

of the model vectors and matrices are displayed in Table 5.5.

Table 5.6 displays the results of the KFS estimation procedure with respect

to the item category parameters. The values of the category thresholds are fairly

spread out over the scale. Their overall mean is rescaled at zero, so that the

individual latent processes can be related to the response scale. Except for the
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Table 5.5: Model dimensions for state space representation of dynamic PCM for

Extraversion data

Model vector Dim. Model matrix Dim.

yt 792 Z 792× 79

αt 79 F 79× 79

ξt 22 R 79× 22

first two category thresholds of item four, all item category parameters are ordered

within items. It is observed that the parameters of the outer categories have the

largest standard errors, especially the lowest categories.

Table 5.7 displays the estimated person means, standard errors, and person

fit output of the KFS procedure. It is clear that the differences in individual

means are quite large, ranging from -0.47 for person 3 up till 2.72 for person

6. The overall mean is equal to 0.68, indicating that the persons responded

on the positive side of the scale of the extraversion items. No overall goodness

of fit measures are calculated here, because χ2 approximations based on the

contingency table of possible response patterns are likely to fail. That is, the

total number of observations (22 × 90 = 1980) compared to the number of cells

of this table is very small (76 = 117649). The individuals that show the largest

sum of squared standardized residuals are persons 5 and 6.

Table 5.6: Item category parameter estimates

i k βik SE i k βik SE i k βik SE

1 1 -2.52 0.21 3 1 -2.13 0.27 5 1 -2.87 0.24

2 -1.01 0.11 2 -1.78 0.16 2 -1.04 0.10

3 -0.55 0.08 3 -0.88 0.10 3 -0.40 0.08

4 0.65 0.06 4 -0.21 0.07 4 0.50 0.07

5 1.97 0.08 5 1.06 0.07 5 1.67 0.08

6 3.50 0.14 6 1.86 0.08 6 2.72 0.11

2 1 -1.87 0.22 4 1 -1.82 0.23 6 1 -2.11 0.22

2 -1.71 0.13 2 -1.91 0.15 2 -1.56 0.13

3 -0.41 0.08 3 -0.43 0.09 3 -0.53 0.08

4 0.09 0.07 4 -0.08 0.07 4 0.43 0.07

5 1.37 0.07 5 1.21 0.07 5 1.73 0.08

6 2.33 0.09 6 2.31 0.09 6 2.41 0.10
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Table 5.7: Estimated person means, standard error, and fit

Person θ̄ SE Fit Person θ̄ SE Fit

1 0.26 0.11 0.42 12 0.68 0.11 0.39

2 0.09 0.11 0.37 13 1.25 0.12 0.96

3 -0.47 0.11 1.00 14 0.80 0.12 0.90

4 1.43 0.12 1.01 15 0.09 0.11 0.58

5 1.50 0.12 1.47 16 0.22 0.11 0.42

6 2.72 0.12 1.38 17 0.47 0.11 0.64

7 0.57 0.11 0.74 18 0.66 0.11 0.76

8 1.28 0.11 1.01 19 0.51 0.11 0.96

9 0.92 0.11 0.69 20 0.85 0.11 0.68

10 -0.07 0.11 0.55 21 -0.38 0.11 0.71

11 1.49 0.12 0.82 22 0.09 0.11 0.74

As a final illustration, first order autoregressive latent processes were fitted to

the time series of each person seperately. The penalized likelihood of Equation

5.11 was optimized numerically with the L-BFGS-B method of the R function

optim() (see Byrd, Lu, Nocedal, & Zhu, 1995). The item category thresholds

were fixed at the values displayed in Table 5.6, the process was restricted to

be stationary by restricting |φ1| < 1, and again each individual’s variance was

fixed at one. It is investigated if the individual fit improved. The results of this

analysis are shown in Table 5.8. In inspecting point estimates and standard errors,

it can be said that in about one third of the cases a substantial autoregressive

component is found. Remarkably, the change in fit index is negligible in most

cases. However, it can be seen that for person 6, a relatively strong autoregressive

component is found whereas the fit worsened.

5.5 Discussion

The main purpose of this article was to apply state space methods to the mod-

elling of item responses. Not only can these methods be applied in standard

IRT settings, extensions to modelling repeated measurements are easily made

within the same framework, and the same estimation methods can be used. An

application of Kalman filtering and smoothing techniques to two example data

sets illustrated the flexibility of the state space framework. The results of the

first analysis indicated that the KFS can result in some bias in the estimation of
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Table 5.8: Estimated autoregressive parameter, standard error, and fit

Person φ1 SE Fit Person φ1 SE Fit

1 0.17 0.13 0.42 12 0.23 0.11 0.39

2 0.16 0.14 0.37 13 0.26 0.07 0.97

3 0.27 0.20 1.00 14 0.22 0.04 0.92

4 0.30 0.08 1.01 15 0.12 0.12 0.58

5 0.28 0.06 1.48 16 0.17 0.19 0.42

6 0.60 0.06 1.48 17 0.20 0.11 0.65

7 0.16 0.09 0.75 18 0.37 0.21 0.75

8 0.39 0.11 1.00 19 0.21 0.09 0.96

9 0.24 0.09 0.69 20 0.32 0.13 0.68

10 0.15 0.11 0.55 21 0.21 0.21 0.71

11 0.34 0.08 0.82 22 0.15 0.11 0.74

item parameters. This can be related to the fact that a posterior distribution is

optimized by the KFS estimation procedure, and this is known to produce bias

(see Tsutakawa & Johnson, 1989; Hoijtink & Boomsma, 1995). However, the SEs

are consistent with the two standard IRT estimation procedures CML and MML.

The discussed framework can be easily equipped to perform typical IRT analyses

such as multi-group and DIF analyses.

The second example illustrated some possibilities of the state space approach

to the modelling of repeated measurements. The KFS estimation procedure was

applied to a data set to obtain item and person parameter estimates. Hereafter,

individual time series were analyzed again to investigate the strength of latent

autoregressions. It can be stated that this procedure works reasonably well for

the discussed situation and might be useful for analyzing various types of longi-

tudinally observed item responses. However, an investigation into the quality of

the produced estimates and fit diagnostics, e.g., by means of simulations, remains

an important and interesting topic for future research.

Admittedly, many extensions of the discussed models and procedures remain

to be explored. For instance, the inclusion of a discrimination parameter as in

the two parameter logistic model (Birnbaum, 1968) and generalized partial credit

model (Muraki, 1994) is an interesting extension, because in many applications,

the Rasch model and its extensions do not fit very well to all item responses. In

close connection with this is the extension to differing individual variances of the
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latent process in the case of repeated measurements. Fahrmeir and Wagenpfeil

(1997) discuss an estimator for this case, but its quality is as yet unknown.

Finally, extensions of the model to allow for time varying parameters, e.g., item

parameters or person means (trends) might be significant developments for the

future, especially when the interest lies in the analysis of change.

In closing, all possible applications of the state space framework are interesting

only when the different models and extensions can be compared, and the differ-

ences can be tested. That is, reliable diagnostics and fit statistics are necessary

to find a fit model, and finding them is perhaps the biggest challenge.


