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Chapter1
Introduction

The night sky as visible to the naked eye does not change much: The same stars can be
seen year after year. Stars do have a finite lifetime, but even relatively short-lived stars shine
for millions of years. On human timescales, change is visible in only some cases. Every few
hundred years, a star in our Milky Way explodes in a supernova explosion that is bright
enough to see without a telescope. One example is the Kepler supernova, seen in 1604.
Such a supernova appears suddenly and then slowly fades over a period of several weeks to
months.

If our eyes were more sensitive and capable of seeing other wavelengths of light, such as
radio wavelengths and frequencies, the night sky would look completely different. We would
see many star-like objects that flash at regular intervals, like lighthouses in the sky. Some of
these pulsars (PSRs) flash once every few seconds, others several hundred times per second.
The pulsars that would be visible to us live in the Milky Way and its two companion galaxies:
the Large Magellanic Cloud (LMC) and Small Magellanic Cloud (SMC). Every minute or so,
we would also see a different, extremely bright flash of light. A flash so short that it is literally
gone in the blink of an eye. Some would repeat at seemingly random intervals, while others
might never be seen again. These Fast Radio Bursts (FRBs) go off all over the sky.

In reality, we cannot see these transient signals from both pulsars and fast radio bursts with
the naked eye; we see them with radio telescopes. The first pulsar was discovered in this
way, about 50 years ago. In the decades since, pulsar research has given us a plethora of
scientific knowledge: from timekeeping more stable than an atomic clock, to indirect proof
for the existence of the gravitational waves predicted by Einstein.

While the first FRB was only discovered in 2007, the field has advanced rapidly and their
discovery opened the door to a whole new branch of research. The bursts are so bright that
we can see them from billions of light years away, allowing us to use them to probe earlier
stages of the Universe and investigate its composition billions of years ago.

Further research into pulsars and FRBs will help us understand the extremes of the Universe,
and provides a unique way of investigating the otherwise nearly invisible material between
stars and galaxies.
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1.1 Pulsars

Pulsars are a class of Neutron Stars (NSs). Neutron stars can be created when a massive
star (¦ 8 M�, where M� indicates one solar mass) explodes in a supernova. The NS is the
remnant of the core of that star. The collapse of this core initiates the supernova explosion,
and it is highly compressed. Hence, NSs have extremely high densities. A typical NS has
a radius of 10 km and a mass of 1.4 M�, for an average density of ρ ∼ 6.7 × 1015 g cm−3,
higher than the density of an atomic nucleus (2.3 × 1014 g cm−3). Equivalently, one cubic
centimetre of neutron star material weighs roughly as much as 100 million African bush
elephants. Neutron stars are therefore unique laboratories for investigating the behaviour of
matter under extreme conditions that are impossible to recreate on Earth.

While the existence of NSs was already theorised in the early 1930s (Baade & Zwicky 1934),
just a few years after the discovery of the neutron, it was not confirmed until the discovery
of the first pulsar in 1967 by Jocelyn Bell and Anthony Hewish (Hewish et al. 1968). As of
2020, over 2500 pulsars have been discovered (ATNF pulsar catalogue; Manchester et al.
2005).

A schematic of a pulsar is shown in Fig. 1.1. They have magnetic fields that are over a billion
times stronger than that of Earth, and have spin periods ranging from a few milliseconds to
several seconds.

Pulsars are surrounded by a plasma that is dominated by the extreme magnetic field, the
magnetosphere. If we approximate the magnetic field as a dipole, the magnetic field lines
surround the pulsar as shown in Fig. 1.1. Field lines further away from the pulsar must rotate
at a higher velocity, as the whole magnetosphere rotates rigidly with the pulsar itself. At
some distance from the surface, the required rotation velocity reaches the speed of light.
This point is known as the light cylinder. Magnetic field lines cannot cross the light cylinder,
and therefore will be open instead. On the pulsar surface, the open field lines form a region
near the magnetic poles called the polar cap. Particles accelerating along the curved open
field lines emit electromagnetic radiation at radio wavelengths. Given a dipolar magnetic
field, the pulsar thus emits two beams of light from its magnetic poles.

The magnetic and spin axes of the pulsar need not be aligned. This causes an effect similar
to a lighthouse: While the pulsar shines continuously, the beam of radiation rotates around
the spin axis. For an observer on Earth, the pulsar is only visible while one of these beams
sweeps across Earth. Typically, we see the radiation from only one magnetic pole. In some
cases though, the light from both poles can be detected, causing the pulsar to be visible twice
per rotation period. Pulsars cannot emit light for free; the source of energy is the kinetic
energy of their rotation. Yet, only a tiny fraction of the kinetic energy loss is converted into
radio emission by the accelerated particles. Most is converted into very long wavelength elec-
tromagnetic waves at the period of the pulsar itself. These pump energy into the surrounding
environment. Over time, all pulsars are observed to spin down, due to this loss of kinetic
energy.

Some pulsars exhibit extremely strong pulses that are much stronger than the average pulse.
The most famous example is the Crab pulsar, which was discovered in 1968 (Lovelace et al.
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Figure 1.1: Schematic view of a pulsar. The neutron star is the blue sphere at the centre. The green line indicates
the spin axis. The radio emission, also shown in blue, is emitted near the magnetic poles. The white continuous lines
indicate the magnetic field structure around the pulsar. The dotted lines indicate the light cylinder. Image adapted
from Wikimedia Commons.
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1968; Comella et al. 1969). Two years later, it was discovered to emit pulses that are over a
thousand times brighter than the average pulse. These Giant Pulses (GPs) are usually much
more narrow than the average pulse, occur in a small phase window and can be extremely
bright. There may be different classes of giant pulses. Those of fast-spinning pulsars such as
the Crab pulsar show different characteristics than those observed in slower pulsars (Knight
et al. 2006). GPs have been suggested to originate from bunches of charged particles in
the pulsar magnetosphere (Eilek & Hankins 2016), although many features are still poorly
understood to this day. This is in part due to the lower number of pulsars that is known to
exhibit this phenomenon: less than 1% of the overall population.

For years, the Crab pulsar was also the pulsar with the shortest known spin period, at ∼33ms.
This changed in 1982, when PSR B1937+21 was discovered by Backer et al.. This pulsar
has a rotation period of just 1.6ms. Strangely, this pulsar spins much faster than the Crab
pulsar, but is also much older. Its inferred age suggested that it should have spun down to a
much longer period. Even though PSR B1937+21 is an isolated pulsar, the model developed
to explain its short spin period involves a binary system (Alpar et al. 1982). Mass transfer
from a companion star would also transfer angular momentum, and thus spin up the pulsar.
This recycling scenario was soon confirmed by the discovery of more of these MilliSecond
Pulsars (MSPs), the majority of which are indeed found in binary systems.

Pulsars in binary systems allow for several types of fundamental physics research. For exam-
ple, they can provide a way of constraining the mass and radius of neutron stars (Lattimer
& Prakash 2001). Together, these indicate the density, and thus provide insight into the be-
haviour of matter under extreme density and pressure. In fact, it is not even known what the
innermost part of a neutron star is made of. The relationship between density and pressure is
known as the equation of state, and while several models exist, a comparison with measured
neutron star masses and radii is required to test their correctness.

Further fundamental physics research includes tests of general relativity such as orbital decay
due to gravitational wave emission (Taylor & Weisberg 1989). More recently, timing of a
pulsar in a triple system provided the most accurate verification of the strong equivalence
principle to date (Archibald et al. 2018). These results are highly interesting while we search
for a complete understanding of gravity beyond general relativity.

Radio pulsar emission is not the only way we can investigate neutron stars. They may be
detected at other wavelengths as well. During accretion in a binary system, neutron stars can
emit pulsed X-ray emission (e.g. Wijnands & van der Klis 1998). Accretion can also give rise
to thermonuclear bursts on the neutron star surface, which are visible in X-ray as well (e.g.
Wijnands et al. 2009). Using observations in X-ray, Riley et al. (2019) have recently shown
that not all pulsars are the perfect dipoles that we used in our simplified picture, above. The
two hot spots on the surface of PSR J0030+0451 were observed not to be on opposite sides
of the star, as one would expect in the case of a dipole, but on the same hemisphere. The
two regions also have very different shapes. Bilous et al. (2019) have further derived that
this is evidence for a global multipolar magnetic field.
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1.1.1 Spin and spin-down

A pulsar of a given mass and radius can only spin so fast. If it would rotate too rapidly,
centrifugal forces would tear it apart. Turning this argument around, we can set an upper
limit to the radius of a pulsar if we can measure its spin period and mass. Equating the
gravitational force to the centrifugal force, this upper limit to the radius (Rmax) is given by

Rmax =
(

GMP 2

4π2

)1/3

, (1.1)

where G is the gravitational constant, M is the pulsar mass, and P is its spin period. The
fastest pulsar currently known is PSR J1748−2446ad, which has a spin period of 1.396ms
(Hessels et al. 2006). Assuming a typical mass of 1.4 M�, the radius of the pulsar cannot
be larger than 21 km. At this size, the equator of the pulsar rotates at nearly 100,000 km/s,
which is about 30% of the speed of light. This shows how extreme these objects are. They
are in fact only a few times larger than the event horizon of a black hole of the same mass,
which is given by the Schwarzschild radius. In contrast, the Sun is over 200,000 times larger
than its Schwarzschild radius.

As mentioned in the previous section, pulsars are observed to spin down over time. In general,
the change in the spin frequency of a pulsar can be described as

Ṗ ∝ P 2−n, (1.2)

where P is the spin period, Ṗ is the time derivative of the spin period, and the power law
index n is called the braking index. For pure magnetic dipole radiation, n = 3. Assuming
n = 3 and an initial spin period much shorter than the current spin period, Eq. 1.2 can be
integrated to yield the characteristic age (τc),

τc = P

2Ṗ
. (1.3)

The assumptions going into this equation do not necessarily hold in practice, so the charac-
teristic age should not be regarded as an accurate value of the actual age, just as a rough
indication. Age determination using other methods, for example from the expansion rate
of a supernova remnant, may yield different results. Again assuming magnetic dipole radia-
tion, one can also define a characteristic magnetic field at the pulsar surface (Bsurf). For an
orthogonal rotator (90◦ offset between the magnetic and spin axes), this leads to

Bsurf = 3.2 × 1019 G ×
√

P Ṗ , (1.4)

with P in seconds.

A typical way of visualising pulsar parameters is through aP −Ṗ diagram, as shown in Fig. 1.2.
Lines of constant Bsurf and τc are also indicated. The canonical picture is that a pulsar starts
out with a relatively short spin period (∼50ms) and high magnetic field (∼1012 G). Over
time, it spins down, evolving along a line of roughly constant magnetic field, until it reaches
the death line. After a pulsar reaches the death line, it moves into the pulsar graveyard
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(shaded region in Fig. 1.2), where emission is expected to turn off completely because there
is not enough energy available. In the binary evolution scenario, accretion spins up the pulsar
again to milliseconds periods, but now at a much lower magnetic field and spin-down rate.
The emission turns back on, and it is observed as an MSP. MSPs have very large characteristic
ages, but these do not reflect the real age as the spin-up is not taken into account in the
calculation of the characteristic age. In the upper right corner of Fig. 1.2, there are pulsars
with an extremely high magnetic field (>1013 G). These magnetars are powered by their
magnetic energy, rather than the kinetic energy of the pulsar.
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Figure 1.2: A P −Ṗ diagram of 2157 pulsars. The slanted lines show the characteristic age and surface magnetic field
as inferred from P and Ṗ . The shaded region is a part of parameter space where pulsars are not expected to shine,
also known as the pulsar graveyard. The separate group at low spin periods and period derivatives are MSPs, most
of which are in binaries (depicted by orange circles). The pulsars in the upper right part of the diagram with very
high magnetic fields are magnetars. Figure made with psrqpy (Pitkin 2018), based on the ATNF pulsar catalogue
(Manchester et al. 2005).

1.1.2 Propagation through the interstellar medium

As the light of a pulsar travels through the InterStellar Medium (ISM), it encounters free
electrons that effectively slow it down in a frequency-dependent way. The result is shown in
Fig. 1.3. Light at higher frequencies arrives earlier than light at lower frequencies, sometimes
so much so that the observed time delay between two frequencies is more than the rotation
period of the pulsar. The time delay is given by (Lorimer & Kramer 2005)

t = e

2πmecν2

∫ d

0

ne dl ≡ e

2πmecν2
DM, (1.5)

where t is the time delay, e is the electron charge, me is the electron mass, c is the speed of
light, ν is the frequency of the light, d is the distance to the pulsar, and ne is the number
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density of free electrons in the ISM. The time delay is typically parametrised in terms of
the Dispersion Measure (DM), in units of pc cm−3. Assuming a constant electron density
throughout the Milky Way, the DM can readily be converted into a distance. In order to
estimate the distance to a pulsar more accurately, there are two widely used models available:
NE2001 (Cordes & Lazio 2002) and YMW16 (Yao et al. 2017). Both models are calibrated
against sources with distances measured with a method other than the DM, to build up a
model of the electron number density in the Milky Way. There are, however, other effects
that may contribute to the DM. For example, Straal et al. (2020) have shown that material
in a supernova remnant or pulsar wind nebula may impart a significant amount of DM.
Additionally, near the centre of the Milky Way there is a magnetar with an extraordinarily
high DM, about three times higher than predicted by the NE2001 model (Rea et al. 2013).
A likely explanation for this high DM is that there are many free electrons close to the
magnetar itself, perhaps due to interaction with the black hole in the centre of the Milky
Way, Sagittarius A*.

Figure 1.3: Illustration of dispersion delay in a pulsar. The highest radio frequencies arrive first. Because the horizontal
axis represents the rotational phase of the pulsar and not time, the signal wraps around to a phase of zero near
1360MHz and again near 1250MHz. The bottom panel shows the pulse integrated over frequency after removal of
the DM delay. Figure from Lorimer & Kramer (2005).



8 Introduction

1
The interaction of light with free electrons also influences its polarisation properties. Typically.
polarisation is expressed in terms of the four Stokes parameters I, Q, U, and V (Stokes 1851),
which can be defined in terms of the two orthogonal, linear polarisations X and Y as

I
Q
U
V

 =


XX∗ + YY∗

XX∗ − YY∗

2Re (XY∗)
−2 Im (XY∗)

 , (1.6)

where ∗ denotes the complex conjugate. Using this definition, Stokes I represents the total
intensity of the light, Stokes Q and U are the two linear polarisation states, offset by 45◦

from each other, and Stokes V represents both left-handed circular polarisation (V > 0) and
right-handed circular polarisation (V < 0). Generally, light is a mix of all these polarisation
states. In addition to the four Stokes parameters, one can define the total linear polarisation:
L =

√
(Q2 + U2), and the polarisation angle: θ = 1

2 arctan (U/Q). Note that while X and Y
are complex numbers, Stokes IQUV, and consequently L and θ, are real.

Light from pulsars is typically linearly polarised to some degree, which can be understood
in terms of the magnetic dipole emission model. The polarisation of the light is determined
by the direction of the magnetic field lines at the site of emission. As the pulsar beam sweeps
across Earth, the orientation of the magnetic field with respect to Earth changes and we
observe a linearly polarised beam whose polarisation angle changes as a function of pulse
phase. The exact structure of the polarisation angle sweep depends on the assumed beam
geometry and orientation of the pulsar’s magnetic and spin axes with respect to Earth, but
typically follows an S-like shape.

The free electrons in the ISM that cause the DM delay can also change the polarisation
angle of the light. This effect is known as Faraday rotation, and only happens if the ISM
is magnetised. The magnetic field causes the propagation speeds of left-handed and right-
handed circular polarisation to differ slightly, which causes a rotation in the polarisation
angle given by (Lorimer & Kramer 2005)

∆θ = λ2 e3

2πm2
ec4

∫ d

0

neB|| dl ≡ λ2 RM, (1.7)

where ∆θ is the change in polarisation angle, λ is the wavelength of the light, B|| is the
magnetic field parallel to our line of sight, and the other parameters are as in Eq. 1.5. The
non-frequency dependent part is known as the RotationMeasure (RM), with units of rad m−2.
Note that the RM is only non-zero if there is an ordered magnetic field along the line of sight.
A randomly oriented magnetic field averages to zero and therefore does not cause a net RM.
For linearly polarised light, Faraday rotation is observable in terms of observable parameters
as a conversion from Stokes Q into Stokes U and vice-versa.

The discussion so far has assumed that the ISM is a homogeneous medium. In reality, it
is not. Turbulence causes inhomogeneities at different length scales. Typically, these are
parametrised by a power-law with a spectral index of 11/3, known as a Kolmogorov spec-
trum. The inhomogeneities cause light to be bent slightly, which in turns causes path-length
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differences between different rays of light that originated from the same point, but both still
reach Earth. Two of the most notable effects resulting from these path-length differences are
scattering and scintillation.

For a given pulsar pulse, most of the observed light travels to use on the most direct path, but
some of it will reach Earth slightly later due to the aforementioned path-length differences.
The pulse as observed on Earth will be the original pulse convolved with an exponential tail.
The length of this scattering tail is characterised by the scattering time τs and scales with
frequency as ν−4.

As both Earth and the pulsar move through space, the intensity of the light received from
the pulsar varies due to focusing and defocusing by the ISM inhomogeneities. This causes
light to be in phase only over a limited bandwidth, known as the scintillation bandwidth. In
a pulsar spectrum, one thus sees frequencies of higher intensity, followed by frequencies of
lower intensity. The scintillation bandwidth scales with the inverse of the scattering time,
that is as ν4.

All the effects discussed in this section could be interpreted as deleterious if one wants to
study pulsars. However, they also imply that by studying pulsars, the ISM can be studied as
well. In fact, pulsar studies are one of the very few ways in which one can study the ISM.

1.2 Fast Radio Bursts

The first FRB was found in 2007 in a single-pulse search for pulsars (Lorimer et al. 2007).
In several ways this burst, now known as the Lorimer burst, does indeed look like a regular
pulsar pulse. Figure 1.4 shows the dispersed pulse and pulse profile. More puzzling, however,
was its inferred DM of 375 ± 1 pc cm−3. The maximum DM contribution of the Milky Way
was predicted to be only ∼45 pc cm−3. Lorimer et al. found no Hii regions near the location
of the burst that could explain such a high DM. Known pulsars in the nearby SMC also have
much lower DMs. It was therefore suggested that the burst could be extragalactic in origin.
As the electron density of the InterGalactic Medium (IGM) is much lower than that of the
ISM, the source of the burst must be extremely distant. The IGM electron density is strongly
model dependent, but can roughly be related to redshift as (Petroff et al. 2019a)

DMIGM

pc cm−3
≈ 930 z, (1.8)

where z is the redshift and DMIGM is the DM contribution of the IGM. For the Lorimer burst,
this suggests a redshift of 0.35, corresponding to a luminosity distance of ∼2Gpc. While this
value should be taken as an upper limit because the host galaxy and local source environment
may contribute to the DM as well, it does suggest that the FRB originated at a cosmological
distance. All propagation effects described in Sect. 1.1.2 apply to FRBs as well, however at
cosmological distances these are not only caused by the Milky Way ISM, but potentially by
the IGM, host galaxy ISM, and the ionised material local to the source as well.

The large inferred distance leads to the second puzzling aspect of the burst: its brightness.
Even if it were a burst from a Galactic pulsar, the Lorimer burst would have been extremely
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Figure 1.4: The Lorimer burst, showing the ∼350ms delay in the signal between the highest and lowest frequencies,
indicating an extragalactic origin. The inset shows the pulse integrated over frequency after removal of the DM delay.
Figure from Lorimer et al. (2007).

luminous. At a Gpc, however, the burst must have been many orders of magnitude brighter
than even the brightest giant pulses from the Crab pulsar. While the required luminosity
of the burst would be lower if the emission were beamed like that of pulsars, this cannot
explain the large discrepancy between the luminosity of pulsars and the FRB. Another clear
distinction with pulsars is that this FRB was never observed to repeat. This was not due to
lack of observations: The FRB’s location on the sky was observed for nearly 100 hours.

Several years later, the discovery of a second FRB was reported (Keane et al. 2012), followed
by another four the next year (Thornton et al. 2013), and the first FRB found by a different
radio telescope in 2014 (Spitler et al. 2014). These discoveries firmly established FRBs as a
source class, and removed any suspicions that the Lorimer burst might not have been astro-
physical, but rather local interference. This was further strengthened by the measurement
of scattering in FRB 110220, which was shown to scale as ν−4±0.4, consistent with the ISM
scattering model (see also Sect. 1.1.2). The inferred all-sky rate of FRBs was shown to be
high, at 7+5

−3 × 103 bursts per day (Champion et al. 2016).

The non-detection of any repeat bursts led to several models predicting them to originate
from a cataclysmic event, such as the merger of two neutron stars (Lyutikov 2013), or more
exotically, a merger of black holes with electrical charge (Zhang 2016). The non-detection
of any repeat bursts from the sources reported by Keane et al. (2012) and Thornton et al.
(2013) lent further credibility to this idea of a cataclysmic event. However, FRB 121102,
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discovered in the Galactic anti-centre by Spitler et al. (2014), was observed to repeat in
2016 (Spitler et al. 2016). Surprisingly, not just one but ten additional bursts were detected
from this source. This opened up a whole new part of parameter space, and meant that FRB
localisation could finally be feasible through follow-up with interferometers.

FRB 121102 was finally localised with sub-arcsecond precision with the Very Large Array
(VLA; Chatterjee et al. 2017). Its position was shown to be coincident with a persistent
radio source. The host galaxy is a dwarf galaxy at a redshift of z = 0.19, corresponding
to a luminosity distance of just under 1Gpc, finally proving the extragalactic origin of at
least this FRB. The FRB location is offset from the centre of the galaxy, but does coincide
with a star-forming region (Bassa et al. 2017). Further observations of FRB 121102 have
shown that its bursts arrive clustered in time (Oppermann et al. 2018). Detecting a burst
thus indicates another burst may be detected shortly after, while non-detection may indicate
no bursts will be detected for several hours or even days or weeks. If other FRBs have similar
periods of activity and inactivity, ruling out that an FRB repeats is much more difficult than
if they were to obey Poissonian statistics: A given source cannot be continuously monitored,
so it is always possible that the active period was missed, even if its position is observed daily.
In this context, it might still be possible that all FRBs are in fact repeaters, even though no
repeat bursts have been detected from the majority of FRBs.

The repeating nature of FRB 121102 obviously ruled out a cataclysmic event as source of
the bursts. Many models capable of explaining repeating bursts emerged, most invoking a
neutron star (e.g. Connor et al. 2016b; Metzger et al. 2017, 2019). A neutron star origin does
seem plausible; FRBs have extremely high brightness temperatures (>1032 K), which rules
out any kind of non-coherent radiation, since objects which such actual temperatures do not
exist as they are expected to rapidly cool down to ®1011−12 K (Kellermann & Pauliny-Toth
1969; Singal 2009). Additionally, some FRBs have been shown to have structures as short
as ∼30µs (Michilli et al. 2018; Farah et al. 2018). Multiplying by the speed of light yields
a source region size (ignoring relativistic effects) of ®10 km — compatible with the typical
size of a neutron star. Lastly, neutron stars have already been shown to be capable of emitting
short-duration radio bursts in the form of pulsar emission. However, pulsar emission, whether
rotationally or magnetically powered, has never been detected at luminosities similar to those
of FRBs. While lensing effects may magnify the bursts and hence increase their observed
brightness (Cordes et al. 2017), this may not be enough to explain the many orders of
magnitude difference between the brightest pulsar emission and the luminosity of FRBs. In
any case, it can be concluded that FRBs must originate from an extreme environment.

This suggestion of an extreme environment was further strengthened observationally by
Michilli et al. (2018), who discovered bursts from FRB 121102 that are highly linearly
polarised and exhibit an extremely high RM of ∼1.5×105 rad m−2, suggesting that the source
is embedded in a magneto-ionic plasma. Such high RMs are not expected from the Milky
Way ISM, nor the IGM. Interestingly, the RM of FRB 121102 is not constant, but dropped by
∼10% in seven months (Michilli et al. 2018), showing that the source environment is not
only extreme, but variable too.
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In recent years, the field has evolved rapidly. Many more FRBs have been discovered (e.g.
Petroff et al. 2015a; Caleb et al. 2017; Shannon et al. 2018; CHIME/FRB Collaboration
et al. 2019b), including several repeaters (e.g. CHIME/FRB Collaboration et al. 2019a,c;
Patek & CHIME/FRB Collaboration 2019; Fonseca et al. 2020), over a broad range of radio
frequencies ranging from 400MHz (CHIME/FRB Collaboration et al. 2019b) to 8000MHz
(Gajjar et al. 2018). An overview of all published FRBs is given in the FRB catalogue1 (Petroff
et al. 2016). As of early 2020, over a hundred FRBs have been reported.

With such a sample size, we are starting to probe the extremes of the parameter space FRBs
occupy. The FRB with the highest DM is FRB 160102, with a value of 2596.1 ± 0.3 pc cm−3

(Bhandari et al. 2018), suggesting a redshift upper limit of z ∼ 2.1. This corresponds to a
luminosity distance of over 17Gpc. At that distance, the burst would have been a billion times
brighter than the Sun. The lowest DM is a repeater found by CHIME, FRB 181030.J1054+73,
with a value of 103.5 ± 0.3 pc cm−3 (CHIME/FRB Collaboration et al. 2019c). It cannot be
excluded that this source might be in the halo of the Milky Way.

A handful of FRBs have now been localised to a host galaxy. After FRB 121102, the first FRBs
to be localised were all one-offs, or in any case no repeats have been detected thus far. In
contrast to the host of FRB 121102, these were localised to much more massive galaxies
(Bannister et al. 2019; Ravi et al. 2019). This possible distinction between repeating and non-
repeating FRBs was falsified by the localisation of another repeater, FRB 180916.J0158+6
(hereafter R3) to a nearby massive galaxy by Marcote et al. (2020). R3 resides in a curious
V-shaped star-forming region within the galaxy, although it is unclear whether this V shape
is intrinsic or due to a lack of spatial resolution in the images. The proximity of the R3 host
galaxy, at only 149Mpc, brings several exciting opportunities. For example, a single massive
star may be resolved at such a distance. While emission at other wavelengths has never been
detected from an FRB, faint X-ray emission from R3 may just be detectable by the most
sensitive X-ray telescopes.

Follow-up observations of R3 showed another surprising feature: There is a 16-day periodicity
in its activity level (The CHIME/FRB Collaboration et al. 2020). The source emits bursts in
a 4-day period, then turns off for 12 days. Previously, no periodicity had ever been found.
If FRBs are associated with pulsars, an underlying periodicity related to the pulsar rotation
period could be expected. However, the 16-day period seems too long to be pulsar rotation.
Additionally, the periodicity exhibits itself in the activity level, not in the separation between
bursts. A binary orbit could give rise to such a periodicity (Lyutikov et al. 2020; Gu et al.
2020), as might free precession (Zanazzi & Lai 2020).

While we have learned many things over the past few years, even more aspects of FRBs are
still a mystery: What is their emission mechanism? What are their progenitors? Are they all
capable of repeating, or are some truly one-offs? Is there one source class, or multiple? What
is their brightness distribution? What are their environments? Can they be used to probe the
IGM and matter in the early universe? To answer these and many more questions, we need
to find, and localise, more FRBs.

1 www.frbcat.org

www.frbcat.org
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1.3 Finding pulsars and FRBs

1.3.1 Single pulses

While single-pulse searches are how the first pulsar was discovered, this method was used
less and less because the periodicity search (Sect. 1.3.2) is much more sensitive for well-
behaved, stable pulsars. However, with the discovery of sporadically emitting pulsars such
as Rotating RAdio Transients (RRATs; McLaughlin et al. 2006), and of course FRBs, the use
of single pulse searches has increased significantly again over the last decade.

In order to find dispersed single pulses, the frequency-time intensity data from a telescope
(Sect. 1.4) need to be dedispersed to many trial DMs. Then, one looks for peaks in the result-
ing timeseries. In order to be maximally sensitive to different pulse widths, the timeseries
are usually convolved with boxcars of different widths. This procedure can be applied to
previously recorded data, or to streaming data from a radio telescope in real time. The latter
method has as a major advantage that it allows for fast follow-up with other telescopes, often
at other wavelengths.

The major challenge of single pulse searches is the size of the parameter space that needs
to be searched, especially for FRB searches as their DMs are typically much higher than
those of pulsars because they are not restricted by the maximum DM imparted by the Milky
Way ISM. To be sensitive to a large range of DMs, one typically needs several thousand trial
values. One way to speed up the search is to use Graphics Processing Units (GPUs) for the
dedispersion, as these are able to perform the same task many times in parallel. An example
of a single-pulse search code is AMBER1 (Sclocco et al. 2016), which can perform nearly
every step of the search on GPUs and in real time.

1.3.2 Periodic signals

Single pulses from pulsars are only visible for the brightest sources. Most pulsars can only
be detected when multiple pulses are summed together, which increases the Signal-to-Noise
ratio (S/N). The first step in a search for periodic signals is the same as in a single pulse search:
dedispersion. Past pulsar searches usually limited the DM range to the expected maximum
DM of the Milky Way, but nowadays high-DM timeseries are usually also generated so they
can be searched for FRBs as well with a single-pulse search (Sect. 1.3.1).

When looking for new pulsars, the pulsar rotation period is of course unknown at first. A
computationally efficient way of blindly finding periodicity in regularly sampled timeseries
is using a Fast Fourier Transform (FFT). The resulting power spectrum shows the strength
of the period signal as a function of frequency. A strong peak in the power spectrum may
indicate there is a pulsar with that period in the data. Usually, the power spectrum also
contains higher-order harmonics. A technique called harmonic summing makes use of this to
improve sensitivity, especially to pulses that are very narrow compared to the pulse period.
In harmonic summing, the lowest half of the power spectrum is stretched by a factor two and
added to the original power spectrum. This adds each first-order harmonic to the respective

1 https://github.com/AA-ALERT/AMBER

https://github.com/AA-ALERT/AMBER
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fundamental frequency. This process is repeated for higher order harmonics. While this
method increases the noise level in the power spectrum, the signal increases more and thus
the resulting S/N of any pulsar signal is increased.

For pulsars in compact binary systems, the Doppler effect causes time-variable shifts in the
pulse arrival time, which decreases the peak S/N in the power spectrum if not accounted
for. Some software packages, such as PRESTO1 (Ransom 2011), can now apply pulsar
acceleration searches by shifting power spectrum bins, or even jerk (the third time derivative
of velocity) searches. These have led to the discovery of several highly accelerated binary
pulsars, for example in globular clusters (Ransom et al. 2005).

Once a list of pulsar candidates is generated, the raw data are usually dedispersed to their
DMs and folded on their periods. This allows for human inspection of the signal: Does it
have a well-defined DM? Is it visible throughout the observation? Is it broadband? These
all indicate that the signal could be from a real pulsar. Detection of the same signal in a
follow-up observation, towards the same patch of the sky, is usually considered proof that
the discovered signal is indeed a real pulsar.

1.4 Radio telescopes

Emission from pulsars and FRBs is observed on Earth using radio telescopes. The wavelength
of radio light is much longer than that of optical light, which has several consequences for the
design and performance of a radio telescope. In its simplest form, a radio telescope is no more
than an antenna, similar to those used in mobile phones. Due to electromagnetic induction,
light hitting the antenna of a radio telescope produces a voltage in that antenna. The antenna
is only sensitive to light in a specific frequency range, called the Radio Frequency (RF),
depending on the antenna length. The induced voltage is typically very weak, and is first
amplified by a Low-Noise Amplifier (LNA). A bandpass filter then removes any harmonics
from emission outside of the RF range. The signal is then mixed with a Local Oscillator (LO),
which produces signal at both the sum and difference of the LO and RF frequencies. Only one
of these signals is kept by applying a filter. Using another mixer, the frequencies can be down-
converted such that the lowest frequency is zero, and the highest frequency corresponds
to the bandwidth of the original RF signal. These data are known as baseband data, and
are more efficient to transport than high-frequency data. Additionally, the electronics that
process the data run at a certain frequency, which has to be compatible with the frequency
range of the input data.

In order to detect dispersed pulses from either pulsars or FRBs, the data need to have a
high time and frequency resolution. The baseband signal is converted to a digital, complex
signal with Analogue-to-Digital Converters (ADCs), which typically run at several hundred
MHz to provide the high required time resolution. The data are then split into several
frequency channels by a filterbank. The frequency resolution that can be achieved in this
way is the inverse of the time resolution. At 1400MHz, a typical system has a time resolution
of 1µs and a resulting frequency resolution of 1MHz. In further processing, the frequency

1 https://www.github.com/scottransom/presto
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resolution can be increased at the cost of time resolution. As the intensity of the incoming light
scales with the square of the electric field strength, the data need to be multiplied by their
complex conjugate to recover the intensity. Additionally, most telescopes have two orthogonal
antennas, that each sample a different polarisation state. All four Stokes parameters can be
recovered from different combinations of the two polarisation channels following Eq. 1.6.

1.4.1 Single dishes

Because signals from astronomical sources are very weak, big dishes are required in order
to gather enough light. As opposed to optical telescopes, radio telescopes do not use normal
mirrors. They only need to reflect radio light, which due to its long wavelength can be
reflected by mesh-like structures. Building a big radio telescope is therefore typically easier,
and perhaps more importantly cheaper, than building a big optical telescope of the same
diameter. For comparison, the biggest optical telescope in the world, the European Extremely
Large Telescope (E-ELT) that is currently being built in Chili, has a total mirror diameter of
39m. The biggest radio telescope is the Five hundred meter Aperture Spherical Telescope
(FAST), which is a half-sphere with a diameter of 500m.

Such big dishes are also required to reach a good spatial resolution. While at optical wave-
lengths, the resolution is usually limited by atmospheric turbulence, radio telescopes are
always diffraction-limited. The sensitivity pattern of a radio telescope can be described by
the square of the absolute value of the Fourier transform of the aperture. In case of a dish,
the resulting pattern is known as the Airy disk pattern, given by

I(θ) = I0

[
2J1(πd

λ
sin θ)

πd
λ

sin θ

]2

, (1.9)

where I is the intensity at angle θ from the centre, I0 is the intensity in the centre, J1 is the
Bessel function of the first kind, d is the dish diameter, and λ is the wavelength of the light. The
first null of the Airy disk pattern, which can be interpreted as the resolution of the instrument,
is given by sin (θ) ≈ 1.22 λ

d
. Evidently, the resolution at radio wavelengths (λ ≈ 21 cm) is

intrinsically much lower than at optical wavelengths (λ ≈ 600nm). This is partly offset by
building bigger dishes. For example, the 100-m Green Bank Telescope (GBT) has a resolution
of ∼9′ at 1400MHz. This is still much lower than optical telescopes, which can typically
reach arcsecond resolution. Beyond the first null, the Airy disk pattern sensitivity rises again,
followed by another null. This pattern repeats infinitely and although the sensitivity in these
sidelobes is much lower than in the main beam, they still contribute significantly to the
overall sensitivity pattern of the telescope.

1.4.2 Interferometry

The limited resolution of single-dish radio telescope does not allow for the study of small-
scale structures on the sky. However, there is a technique to circumvent this limitation. This
technique, interferometry, makes use of several telescopes that work together. While the
total sensitivity of an interferometer is determined by the area of the individual dishes, the
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resolution is determined by the maximum distance, or baseline, between dishes. Following
the Airy disk formula, the resolution of a two-dish system, placed 1 km apart, is roughly 54′′ –
still not as high as optical telescopes, but a lot better than the resolution achievable with single
dishes. When using more dishes, each pair of dishes has a specific distance between them,
and thereby a specific resolution. For time-domain astronomy, the signals from multiple
telescopes are typically summed in a process called beamforming. The resolution of the
resulting Tied-Array Beam (TAB) is determined by the maximum baseline between the dishes.
The difficulty of beamforming is that the signals need to be added in phase. However, an
incoming planar wave does not arrive at each telescope at the same time, and the lengths
of the cables to different telescopes may differ as well. These delays can be corrected for in
software by applying either a delay to the signals, or a phase rotation of the complex data.
This is nowadays relatively straightforward to do with software, but past instruments often
had analogue solutions, such as making sure that the cables to all telescopes were equally
long, even if that meant putting a kilometre of cable in the basement of the telescope control
building. The geometrical delays between dishes change continuously as the dishes track
a source that moves across the sky, hence the corrections that are applied in software or
hardware need to be updated regularly as well.

Typically, telescopes in an interferometer are spaced at different intervals, both in north-
south and east-west direction. The resulting sensitivity pattern of the beamformed signal
will then be roughly circular, and due to the varying baseline lengths the sidelobes are
suppressed. In the early days of interferometry however, computers could not handle the
required phase corrections that need to be applied. A simpler approach is to use an east-west
linear array. Such an array lacks north-south resolution, but by tracking a source for 12 hours,
the rotation of the Earth causes an apparent rotation of the sky, eventually providing the full
interferometric resolution in all sky directions.

A linear interferometer can also be used to obtain sensitivity in multiple directions simulta-
neously, provided that the dishes are spaced at equal distances from each other. The distance
between two TAB maxima (∆θ) is given by

∆θ = λ

Bcq
, (1.10)

where Bcq is the common quotient baseline. The sensitivity pattern is still attenuated by the
primary beam response, with main beam width 1.22λ/d, where d is the dish diameter (See
Sect. 1.4.1). From Eq. 1.10 it is also evident that, apart from the zeroth order, the position
of each maximum is frequency-dependent.

1.5 Westerbork Synthesis Radio Telescope

The Westerbork Synthesis Radio Telescope (WSRT, Fig. 1.5) is an east-west linear array of
14 telescopes with a diameter of 25m, in the northeast of the the Netherlands. The first ten
dishes (RT0 to RT9) are spaced at 144m intervals. The last four dishes (RTA to RTD) are
on rails and can be moved. RTA and RTB can be put equidistantly with RT0–RT9. RTC and
RTD are located about 1 km further east, for a maximum baseline of ∼2.7 km. The array,
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Figure 1.5: The Westerbork Synthesis Radio Telescope. Image: Elodie Burrillon, www.hucopix.com.

originally consisting of 12 dishes, was opened in 1968. Near the end of the 1970s, RTC and
RTD were added. The WSRT typically scans an object for 12 hours, in order to achieve the
full interferometric resolution in all sky directions (see also Sect. 1.4.2).

As technology advanced, so did the WSRT. Its receivers and backends were upgraded several
times. In 2015, the telescopes were switched off to prepare for the latest upgrade: the
APERture Tile In Focus (Apertif). With this upgrade, WSRT is now ready for a new era of
radio astronomical observations.

1.5.1 Apertif

Apertif is a Phased Array Feed (PAF) system installed in 12 of the WSRT dishes (RT2 to RTD).
Each feed contains 121 receiver elements, 61 for X polarisation and 60 for Y polarisation,
as opposed to the previous generation single-pixel receivers. The major advantage of a
PAF system is the huge increase in Field of View (FoV) of the telescopes. For WSRT, the
FoV has increased by a factor ∼30. Combined with its interferometric capabilities, this has
turned WSRT into an efficient survey instrument that can survey the full Northern sky at
high resolution. WSRT is one of only two interferometers in the world equipped with PAFs.
The other is the Australian Square Kilometre Array Pathfinder (ASKAP) in the southern
hemisphere.

www.hucopix.com
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Together with an increase in FoV, comes an increase in data rate. In Apertif, a bandwidth of
400MHz is digitised, of which 300MHz is usable. The Nyquist criterion states that a waveform
needs to be sampled at least twice per period to be able to reconstruct it unambiguously,
hence the Apertif ADCs run at 800MHz. Each sample is 1 byte, or 8 bits. The total data rate
can then be calculated as

12 telescopes × 121 receivers/telescope × 800×106 samples/second/receiver

× 8 bits/sample = 9.3 Tb/s.
(1.11)

This data rate exceeds the peak data rate of the Dutch internet traffic flowing through the
Amsterdam Internet Exchange (∼7Tb/s as of 2019). Such data rates bring many challenges,
for both processing and long-term storage. Apertif thus consists not only of new receivers,
but also of new backends to process and store the generated data. At each dish, a shipping
container with new hardware was added. These combine the data from the receiver elements.
The outputs are 40 Compound Beams (CBs), that each point in a slightly different direction on
the sky. The CB data are sent to a central building. The total data rate to the central building
is still significant, at ∼3.5Tb/s. In the central building, there are several new backends that
process the data for either time-domain or image-domain science.

1.5.2 Apertif-LOFAR Exploration of the Radio Transient sky

The Apertif-LOFAR Exploration of the Radio Transient sky (ALERT) is a novel radio transient
survey that makes use of the Apertif time-domain backend, the Apertif Radio Transient
System (ARTS). ARTS consists of two main parts: a beamformer that combines the data
from the WSRT dishes and a GPU cluster that searches these data in real time for pulsars
and FRBs. The beamformer consists of 128 Field-Programmable Gate Arrays (FPGAs). FPGAs
are highly efficient chips that are capable of processing streaming data at very high rates.
The data are then streamed to a 160-GPU cluster that searches the data for single pulses in
real-time.

The large FoV provided by Apertif combined with the good sensitivity, and frequency and
time resolution, mean that ALERT is well-suited to find FRBs and pulsars. Extrapolating
from the all-sky FRB rate of Champion et al. (2016), ALERT should find roughly one FRB
per week. WSRT also provides good instantaneous localisation of any discovered FRB. This
combination of a high FRB rate and good localisation is unique in the world. For repeating
FRBs, the localisation is even better as the source would typically be detected at a different
hour angle, improving the localisation region size from ∼30′ × 30′′ to ∼30′′ × 30′′.

ALERT also connectsWSRT to another radio telescope in the Netherlands: the LOw Frequency
ARray (LOFAR). LOFAR is a digital telescope with no moving parts. Instead, it consists of
many antennas that are combined in software by applying the appropriate phase corrections.
The High-Band Antennas (HBAs) of LOFAR operate in the 100-200MHz frequency range.
When WSRT finds an FRB, it can trigger a raw data dump of these HBAs, which could
then record the same FRB. This is possible because of the large DMs of FRBs. At a DM of
1000 pc cm−3, the time delay between the bottom of the Apertif band and the top of the
LOFAR band is ∼100 s. Because ARTS runs in real time, it can provide LOFAR with a trigger
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of an interesting FRB candidate within just 10 s, which is enough to be able to store the raw
data containing the FRB. These data can then be read out and processed offline. LOFAR
could provide arcsecond FRB localisation, which in some cases may be enough to directly
identify the host galaxy. However, no FRBs have ever been detected below 400MHz, and it
is uncertain whether or not LOFAR will be able to see them at all. ALERT will answer the
question whether or not FRBs that are visible at 1400MHz are also detectable at 150MHz.

Using the unique combination of WSRT and LOFAR, ALERT can find and localise FRBs, and
bring us closer to solving their mysteries.

1.6 This thesis

If we are to use pulsars and FRBs as probes of the extreme Universe, it is important to find
more of them and study their properties. This thesis focuses on the search for pulsars and
FRBs with WSRT and other radio telescopes.

In Chapter 2, we describe a search for new pulsars in binary systems. We selected six
subdwarf B (sdB) stars in binary systems as our targets. These peculiar stars seem to have
lost their hydrogen envelopes, potentially due to interaction with a binary companion. From
optical measurements of the radial velocity of the subdwarf Bs (sdBs), the six targets were all
known to have an unseen binary companion, with a mass in the expected range of NS masses.
If the lost envelope of the sdB was partly accreted onto the NS, the NS could be expected to
shine as a (millisecond) pulsar, as per the canonical formation scenario for MSPs (Sect. 1.1).
We discovered a new pulsar, PSR J0533−4524, that with a combined time-domain and
image-domain follow-up effort was shown to be in the field by chance, and not part of the
targeted sdB system. The newly discovered pulsar turned out to be interesting in its own
right: It sometimes emits pulses that are much brighter than the average pulse, reminis-
cent of GPs. We constrain the number of sdB-pulsar binaries, and present the properties of
PSR J0533−4524.

Chapter 3 presents the discovery of an ultra-bright, low-DM FRB, FRB 110214, with the
Parkes radio telescope. Due to its detection in multiple beams of the Parkes multi-beam
receiver, the source could be reasonably well localised given that it was detected with a
single-dish telescope. We modelled the expected number of galaxies in the localisation region
and searched for putative host galaxies in catalogues. We discuss prospects for finding more
ultra-bright FRBs in sidelobes in future surveys.

The rest of this thesis focuses on the development, commissioning, and first results of the
Apertif Radio Transient System (ARTS) and the Apertif-LOFAR Exploration of the Radio Tran-
sient sky (ALERT). Chapter 4 describes the ARTS design, hardware, and software pipelines.
One of the key aspects of ARTS is that it uses a hierarchical beamforming model. This model
greatly complicates the ARTS system, but leads to a highly efficient instrument with good
sensitivity over a large FoV and the potential for good instantaneous localisation. We present
measurements of the sensitivity of the system, the Radio Frequency Interference (RFI) envi-
ronment, and commissioning results such as the real-time detection of FRB-like signals that
we generated using microwave ovens.
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During the commissioning of ARTS, we observed the two repeating FRBs that were known
at the time, FRB 121102 (R1) and FRB 180814.J0422+73 (R2). In Chapter 5, we present
these observations. Using the 30 bursts detected from R1, we constrain its repetition rate
and the burst brightness distribution, as well as its dispersion measure. The non-detection
of R2 poses important upper limits to its detectability at 1400MHz, as opposed to the
400MHz−800MHz range it was originally discovered at.

Finally, in Chapter 6 we present the first FRBs discovered with ALERT. We discuss their
properties, as well as prospects for identification of host galaxies and persistent radio sources.
A telescope model is also presented, which simulates the hierarchical beamforming scheme
in order to localise FRBs. The line of sight of several FRBs passes through the halos of local
group galaxies M31 and M33, and we consider the implications. Finally, we discuss the
inferred all-sky FRB rate.


