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Introduction

Can you think of any strait, any Channel, that has the currents and variety of rough patches and
changes of tide strong enough to match the upsets and the ebb and flow that accompany the working
of elections? The whole situation is often changed by having to break off for a day or by night
intervening and the merest breath of a rumor sometimes changes everyone’s views. Often, too, for
no apparent reason the turn of events takes you by surprise and at times even the people are amazed
at a result as if it were not itself responsible. Nothing is more fickle than people in a crowd, nothing
harder to discover than how men intend to vote, nothing trickier than the whole way in which
elections work. (Cicero, Pro Murena, 62 B.C.)

Political actors have always tried to influence citizens, win elections, and gain power.
Lawmakers have always tried to safeguard the integrity of elections and reign in the
power of dominant political actors. Citizens were, and still are, expected to be exposed
to a diverse collection of free-flowing political ideas, and, ideally, engage in autonomous
deliberation. To bolster that ideal of autonomous deliberation, lawmakers introduced
media and privacy laws, and regulations for political advertising.
In spite of regulatory efforts to protect citizens from influential political actors,
technological developments have ushered in an era of surveillance capitalism (Zuboff,
2019): a digital and commercial system that collects, tracks, analyzes and leverages
information about citizens to gain insights into how individuals differ and how these
differences can be used to achieve some goal. While such information about citizens
may seem meaningless when inspected on a small scale, patterns emerge when analyzed
on a large scale. Knowledge about these patterns can give advantages to political actors
seeking power.
As technology progresses, new methods of political communication have come up that
may challenge the integrity of elections and the balance of power within a democracy.
Political microtargeting (PMT) may be such a new method. PMT is a way to capture
the attention of citizens who are on the one hand very reachable, because they carry
their phones with them at all times, because their whereabouts are tracked, and
because their personal data such as home addresses are collected on a large scale. But
on the other hand these citizens are very difficult to get through to, because the media
environment produces a cacophony of potentially attention-grabbing impulses. It is in
this overstimulating landscape that knowledge about individuals and about what makes
them tick translates into attention, and, most importantly, increases the chances of
exercising influence.
Citizen behavior is being recorded and stored in commercial databases. Political actors,
or their intermediaries, automatically sort through the databases to find information
that sets people apart from the rest. If this information is deemed meaningful, it can be
used to attempt to grab the attention of the citizen, and subsequently to persuade him
or her into thinking or doing something in line with the political actor’s interests. For
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example, a sudden interest in baby materials signals young parenthood. This information
can be leveraged into content that may make the citizen have a certain thought. A
political party could tailor an ad catering to the hopes or fears of a young parent in
the hope this would grab the citizen’s attention, and make him or her think positively
about that political party. This process is called political microtargeting (PMT). There
is no ‘fixed’ way to microtarget: via direct mail, social media, face-to-face, et cetera. The
appeal of microtargeting is that people are potentially more responsive to messages that
are personally relevant than to generic messages. I will further conceptualize PMT later
on in the introduction.
Scholars worry about PMT’s threats to electoral integrity (Zuiderveen Borgesius et al.,
2018, Gorton, 2016, Tufekci, 2014; Bennett, 2015; Barocas, 2012; Moore & Tambini,
2018), but knowledge about PMT is scarce, especially in a European context. This
dissertation aims to assess if, how, and the extent to which PMT threatens electoral
integrity. To solve that leading puzzle, we need to discover to what extent and under
which conditions PMT is possible and prevalent in a European multiparty democracy,
how voters perceive PMT, what effects are of PMT, and how PMT can be used to
amplify manipulative information? This dissertation will address these key questions.
More specifically, I first ask: what barriers and facilitators for the adoption and use of
PMT techniques do Dutch political parties perceive? Then, I ask: how does the Dutch
electorate perceive PMT, and how do privacy concerns and attitude toward PMT influence
each other over time? In the next chapter, I ask: what are effects of microtargeted issuebased messages on citizens’ vote likelihood and issue salience? Finally, I ask: to what extent
does a (microtargeted) deepfake meant to discredit a politician affect citizens’ attitudes
toward that politician and his party? In the coming section, I discuss the emergence and
conceptualization of PMT.

PMT Emerges
Commercial companies were the first to discover the potential benefits of tailoring ads
to individuals. Showing consumers relevant ads should lead to higher click through rates,
which, in turn, should lead to more purchases (Turow, 2012, Zuboff, 2019). Political
parties in the US quickly, too, discovered the potential of data-driven tailored ads.
They already sent personalized postal mail to potential voters, but data-driven (online)
campaigning opened up a new range of possibilities to influence voters.
Success stories of political candidates that won an election (e.g. Obama 2008), often
hailed the technological prowess of those campaigns. (e.g., Stirland, 2008; Murphy,
2012; Brennan, 2012). Competing campaigns, in following elections, would ‘learn’
from the success stories of their rivals and model their new campaign after their
competitor’s previously successful one (Kreiss, 2016). For example, for the US 2012
presidential race, Mitt Romney rolled out ‘project Orca’, a digital strategy modeled
after (but meant to outperform) Obama’s ‘project Narwhal’ (Kreiss, 2016). Not only
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US campaigns started using more technology in their campaigns, Canada and the UK
followed (Bennett, 2015; Anstead, 2017).
2016 was a pivotal year for the perception of digital tools in politics in general and
PMT in specific. The (outcome of ) the Brexit campaign and the election of Donald
Trump as US president surprised many. Both the Brexit and the Trump campaign used
PMT-techniques. News stories highlighted the role PMT played in both campaigns,
suggested the technique was some panacea, uniquely able to persuade voters (Soares,
2016; Cadwalladr, 2017; Mahboob, 2019). While PMT’s effectiveness was all but
proven, campaigns in non-Anglo-Saxon, multiparty democracies also began to adopt
PMT techniques (Drepper, 2017; Dobber, Trilling, Helberger & De Vreese, 2017;
International IDEA, 2018).
In the Netherlands too, the political landscape started to turn increasingly innovative.
The Dutch Green Party hired the services of US digital consultancy Blue State Digital
(Hendricx, 2016). The PvdA (social democrats) employed the services of one of the
largest ad agencies in the Netherlands (‘n=5’; Mebius, 2019). The largest Dutch party,
VVD, hired Austrian data company made2matter for their campaign (Meeus, 2018). At
the same time, Facebook connected more and more people, and, thus, collected more and
more personal data of Dutch citizens. As did Google. Dutch campaigns could interact
with citizens in ways unthinkable ten to fifteen years ago (Brants, 2006).

The Concept of Political Microtargeting
PMT evolves as technology evolves. In a relatively short period of time, PMT has been
conceptualized in many different ways. As ‘computational politics’, for instance: “applying
computational methods to large datasets derived from online and off–line data sources for
conducting outreach, persuasion and mobilization in the service of electing, furthering
or opposing a candidate, a policy or legislation” (Tufekci, 2014; p. 1). According to a
description by Gorton (2016 p. 62), microtargeting “involves creating finely honed
messages targeted at narrow categories of voters based on sophisticated combinatorial
analysis of data garnered from individuals’ demographic characteristics and consumer and
lifestyle habits”. Hersh (2015) does not explicitly define PMT, but makes it clear that it
involves “targeting voters based on attributes captured in campaign databases” (p. 205).
Rubinstein (2014; p. 882) describes microtargeting as a “form of political direct marketing
in which political actors target personalized messages to individual voters by applying
predictive modeling techniques to massive troves of voter data.” PMT may bring about
associations of the offline ‘ward politics’ decades ago, when local political campaigns were
very knowledgeable about the people living in their districts. The internet brought what
Kreiss (2016) refers to as ‘networked ward politics’, where campaigning is different from
the old days in three ways: “first, in terms of campaigns leveraging ‘people as media’ in
the course of field canvassing and social media appeals; second, in terms of campaigns
meeting citizen expectations to determine their own levels of often highly temporal
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political engagement; third, in terms of campaigns increasingly appealing to citizens as
individuals and not as representatives of demographic groups” (p. 217).
Green and Gerber (2008; p. 56) described ‘microtargeting databases’ that enabled
political campaigns “to tailor mailings to match the ostensible political viewpoints
of different segments of the electorate.” This was in 2008, and understandably focused
on offline microtargeting. There is also research that strictly focuses on online political
microtargeting. Zuiderveen Borgesius and colleagues (2018, p. 82) described online
political microtargeting as “a type of personalized communication that involves collecting
information about people, and using that information to show them targeted political
advertisements.” I would argue that the offline versus online distinction is no longer
useful. Because inferences and predictions are based on multiple data points that are not
necessarily ‘online’ or ‘offline’, such as location data, or consumer data, the ‘real world’
and ‘cyberspace’ have become intertwined and the distinction has become confusing.
Even if the microtargeted message is delivered online or offline, we should simply speak of
microtargeting. Especially in light of developments around tailored advertising on smart
tv’s (Perakakis & Ghinea, 2015) and synced advertising (Segijn, 2019), which, in practice,
imply that a person can be targeted with the same ad across devices (phone, tv, billboard)
and across locations (at home, on the road, at work).
I do, however, use Zuiderveen Borgesius’ et al (2018) definition of PMT in this dissertation,
but lose the distinction about online or offline microtargeting. Other definitions are
either too specific about in which kind of databases personal information is being stored
(e.g. Hersh, 2015), too ‘exaggerating’ of the “sophisticated” techniques used (e.g. Gorton,
2016), too limiting about the amount of data that can be used (Rubinstein, 2014), or too
limiting in the purposes for which PMT can be used (Tufekci, 2014).
In a similar vein, there are several different terms for ‘political microtargeting’
that overlap to a great extent. For example, ‘Political behavioral targeting’ entails
tailoring political messages on the basis of past behavior of citizens. ‘Psychometric’
or ‘Psychographic’ targeting means tailoring political messages to personality traits of
the receiver. ‘Issue-based targeting’ is about tailoring a message to the issues that are
perceived as most salient to the target audience. All terms refer to some a-priori data
collection, and subsequent tailoring to a certain type of characteristic, but the specific
type of characteristic differs per term. I would argue that political microtargeting is the
better term, as it functions as an umbrella that covers all other terms as well. Moreover,
political microtargeting (PMT) also captures the fusion of two or more terms. For
instance, when a political advertiser targets people on their most salient issue, and then
further tailors the message to the personality traits of the receiver (e.g. an introvert that
cares most about education receives different messages than an extravert that cares most
about education).
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Actors

PMT is a dynamic process, involving different interdependent actors. The main actors
are social platforms, political advertisers, data brokers, and citizens. The lion’s share
of this dissertation focuses on political advertisers and citizens. Social platforms are
important too, but to a lesser degree. Data brokers are not the focus of this dissertation.
Except for the data brokers, the actors take on different roles at the same time. Social
platforms, such as Facebook, are first of all merchants. They sell insights and ad space.
Second of all, they are intermediaries: connecting advertisers and citizens. Third of
all, they are captivators: engaging their users and giving them a good experience. It is
no wonder that Facebook charges more money to Republican advertisers who want to
target Democratic voters than if they wanted to target Republican voters (Ali et al.,
2019). These incongruent messages put social platforms like Facebook in a difficult
position. On the short term, Facebook wants to connect advertisers and users. But on
the long-term Facebook wants to keep on engaging its users so Facebook can continue
to act as a merchant: selling insights on and access to the attention of active users.
Incongruent messages potentially give users a worse experience than congruent messages
(see congruence theory (Aaker, 1999)) and, thus, something should balance or hinder
this (e.g. extra costs for the advertiser). In essence, these three roles have turned social
platforms into political actors.
Political advertisers can collect and analyze data themselves, or hire data brokers or social
platforms to do that for them. Due to the easy-to-use social platforms, any individual
can be a political advertiser. As such, this is a diverse group of legitimate domestic
advertisers, such as political parties, individual candidates, NGO’s, or concerned
citizens, but the group also consists of domestic or foreign actors who may have less
legitimacy.
Data brokers continuously track the citizen, collect data about their behavior, buy and
combine additional datasets and clean the data. On the basis of this information, data
brokers infer, predict and profile citizens. Individual profiles are continuously updated.
Data brokers operate in the background. They provide the fundaments upon which
microtargeting efforts rest.
Citizens. All other actors want something from the citizen. Be it attention or
engagement (social platforms), votes (political advertisers), or information (data
brokers). The actors hope to gain money, and/or power from citizens. Citizens do not
live in a vacuum, and microtargeted messages are only part of the political information
they consume. Citizens play an active role in submitting information that is later used
to influence them or people that look like them: essentially feeding the surveillance
capitalism industry (see Zuboff, 2019).
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PMT versus traditional ways of audience targeting
PMT, at first glance, may look similar to more traditional ways of audience targeting.
But PMT is fundamentally different. Regular targeting (i.e. not microtargeting) is based
on group level data, PMT on individual level data. Say a political party wants to reach
likely voters. A traditional approach could be to buy an advertisement in a magazine read
by a specific group of people (e.g., right-leaning, young urban professionals). While the
ad would likely be seen by many potential voters, the ad would also reach many citizens
who are never going to vote for the advertising party, or people who are not going to
cast their vote at all. Apart from being considered inefficient, these traditional ways of
advertising can also be considered less effective. The potential voters reached by the
magazine ad do not form a homogeneous group. The group members likely care about
a plethora of different political issues. Some care about immigration, some about crime,
others about taxes, and so on. The problem is that if a political advertiser reaches this
heterogeneous group of potential voters, they can never address all the different things
important to all the different individuals. In fact, the advertiser needs to have (a lot of )
detailed information about individuals’ characteristics and preferences. It is not enough
to know or predict that certain people are likely voters. Rather, the advertiser should
know what makes people tick, and this is impossible to learn on the basis of group
information. A different non-microtargeting approach of many political campaigns is
to look at election results in specific neighborhoods and infer which neighborhoods or
which streets have potential and which do not. While this approach is arguably more
efficient than the magazine ad, it still does not acknowledge the heterogeneity of the
high potential neighborhood or street. All residents (or rather, a large chunk of the
group) may consider voting for one specific party. But they have their own different
reasons, emotional and rational, for that.
Instead of using group level data, PMT uses individual level data as input. This way, PMT
leverages individual characteristics with ads specifically tailored to those characteristics.
The idea is that this would make the receiver especially susceptible to the ad. This does not
mean that a political campaign needs to craft millions of individually tailored messages. A
political campaign could identify specific people who share the characteristics that would
make them susceptible to a specific message, group them, and microtarget them. See for
example the ads of the Dutch Socialist Party below. The first ad calls for higher salaries,
the second ad for lower value added tax rates. One could imagine that the first ad was
aimed at employed people, and the second ad might be aimed at people who are not
employed (e.g., pensioners, or people collecting unemployment benefits). This is by no
means a granular form of microtargeting, but it illustrates how messages can be tailored
to influence different people.
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Image 1 - Ad calling for higher salaries		

Image 2 – Ad calling for lower VAT

PMT is fueled by inferences from and predictions of human behavior. While
‘microtargeting’ suggests a certain precision, a political advertiser targets on the basis
of perceptions. When a specific citizen receives a tailored advertisement from the
Socialist Party, this is because the data make the advertiser perceive that citizen as a
likely Socialist Party voter, not because she actually is one (see Hersh, 2015). The better
the data and the analysis, the better the match between advertisement and citizen. But
the more specific an ad is tailored, i.e. the more inferences or predictions that form the
basis of the perception, the more likely an advertiser ‘gets it wrong’. Political advertisers
get penalized for ‘getting it wrong’ (mistargeting), which leads to less votes (Hersh &
Schaffner, 2013).

Threats of PMT to electoral integrity
While technology has enabled political actors to directly communicate with citizens, it
has also created a certain distance that follows from the opacity that surrounds PMT.
A political actor can run a microtargeting campaign without ever leaving her office.
A voter can come into contact with tailored political messages without ever seeing a
political actor. This distance is fertile ground for unfair practices that could in the short
or long run threaten the integrity of democratic elections.
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In the 1900’s, political actors made house visits on a relatively large scale to gauge
vote intentions and to influence potential voters (De Jong, 2005). Back then, unfair
practices, such as disinforming supporters of competing parties about issue positions,
or the election date would have been unlikely to occur on a large scale because of the
personal aspect of house visits: lying is more difficult when you do it to someone’s face.
The introduction of the television ushered in a new form of political campaigning.
And while television is not personal, it is transparent: anyone with access to a television
can scrutinize the same political message, which makes it difficult to conduct unfair
practices people without anyone finding out. Technology brought back the opacity
of campaigns that had disappeared with the rise of tv campaigns, and technology
allowed political actors to personalize messages without the need for personal contact.
Moreover, technology enables political actors to operate on a large scale. It is against
this backdrop that especially the negative potential of PMT has received scholarly
attention: because technology makes it so easy to lie, cheat and otherwise threaten the
integrity of democratic elections.
Scholars have identified several ways in which PMT can threaten the integrity of
elections. These potential threats are generally identified by normative analysis and not
yet supported by empirical research. Before we can determine whether a threat is more
than just potential, we need empirical research. I will discuss the major potential threats
to electoral integrity (privacy, intellectual privacy, manipulation, fragmentation of the
public agenda and changing political power structures) and indicate how the empirical
research in this dissertation contributes to a better understanding of these potential
threats. These major threats are derived from the Council of Europe’s Venice Committee
(2002), that identified five principles underlying good practices in elections: there
should be universal, equal, free, secret and direct suffrage.

Privacy

Privacy relates to the Venice Committee’s principles of free and secret suffrage. Personal
data fuel PMT. Learning more about people’s political preferences, their susceptibilities,
and how to reach them can be at odds with citizens’ privacy. Privacy infringement
opens the door to voter manipulation (see below). And where personal data are being
amassed there is always a risk of data breaches. The General Data Protection Regulation
(GDPR) is meant to make sure that the collection and processing of personal data in
general occurs in a fair and transparent manner, and that in particular data on political
opinions is collected and processed under strict conditions. But the GDPR does not
explicitly mention PMT, and there are issues regarding the protection of political
speech that make the implications of the GDPR regarding PMT unclear (see Dobber,
Fathaigh & Zuiderveen Borgesius, 2019). In the second chapter of this dissertation, I
explore how political parties struggle with the obstacles to data collection that follow
from the GDPR. In chapter three, I model the Dutch citizens’ attitudes toward PMT
and their privacy concerns over time. In chapter four, I report a field experiment
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where I collect, and use personal political data (after receiving informed consent) to
microtarget citizens. In chapter five, I leverage information about people’s religiosity to
tailor a deepfake to them personally. Together, the chapters show the role of privacy in
political campaigning and how a lack of privacy can be (mis)used to influence citizens.

Intellectual privacy

Intellectual privacy relates to the principles of free and secret suffrage. Scholars also worry
about the disappearance of one’s room to privately and personally deliberate (Richards,
2015; Reiman, 1995). A citizen needs ‘intellectual privacy’ to take an informed voting
decision (Richards, 2015). Constant surveillance severely threatens citizens’ room to
think freely (see Reiman, 1995), which limits citizens’ capacity to deliberate (Dawes,
2014). And constant surveillance is precisely what is needed to identify individual
differences and susceptibilities to which political actors tailor their messages. This threat
to intellectual privacy could lead to chilling effects (citizens refrain from certain behavior
because they perceive they are being monitored [Marder et al., 2016; Penney, 2016]).
But the idea of intellectual privacy rests to a great degree upon the perceptions of citizens
themselves. If citizens do not feel concerned about their privacy, it is very unlikely that
they would suffer any negative consequences from this surveillance. Therefore, in chapter
three, I examine the (intellectual) privacy perceptions of Dutch citizens and indeed find
a downward spiral that over time can result in undesirable behavior of the voter from a
democratic point of view (e.g. chilling effects). Chapter three focuses on the conditions
under which certain undesirable behavior can occur due to negative privacy perceptions,
but not on the actual behavior itself.

Voter manipulation

Voter manipulation relates to the principle of free suffrage. Where a newspaper
advertisement is visible for all, microtargeted ads are visible for a few. Social platforms
have made an important step with the introduction of ad libraries that show political
advertisements running on the platform. But these libraries still have important pitfalls
(see Leerssen et al., 2019; Tromble, Jacobs & Louwerse, 2019). Political advertisers
can easily set up accounts that cannot be traced back to them and use those accounts
to spread disinformation or misleading content without risking journalistic scrutiny.
Moreover, ad libraries provide only limited information about who was reached by an ad,
but no detailed information on targeting criteria used for an advertisement. Besides the
opacity that surrounds PMT, there is an information asymmetry between the political
advertiser and the citizen (Tufekci, 2014). Oftentimes, citizens are unaware that the ad
they see is tailored to them personally. These circumstances open the door for deceit
and manipulation. An advertiser could misleadingly present itself as a one-issue party,
championing the issue most important to the receiver (Zuiderveen Borgesius et al.,
2018). An advertiser could also blatantly lie or leverage the vulnerabilities of the citizen
(Susser, Roessler, & Nissenbaum, 2019).
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In chapter two of this dissertation, I explore how Dutch political parties innovate
and adopt a context-dependent form of PMT. I learned, for instance, that political
parties used dark posts, which can only be seen by the targeted group and no-one else:
fertile breeding ground for deception. Chapter two also addresses the ethical and legal
dimension of the use of PMT-techniques as perceived by Dutch campaign leaders. In
chapter four, I measure the effectiveness of PMT ads, which is an important pillar of
the PMT’s manipulative potential. After all, if PMT ads are not effective, it is difficult
to see how they could do harm. In the fifth chapter I show how PMT can be used to
amplify the effects of a deepfake on political attitudes. The idea is: not every person is
susceptible to the same disinformation. PMT-techniques can help malicious political
actors reach the ‘right’ citizens with the ‘right’ piece of disinformation, and manipulate
citizens’ attitudes and opinions.

Fragmentation of the public agenda
Fragmentation relates to the principle of equal suffrage. Agenda setting theory describes
how news media, by the topics they cover, influence what societal issues citizens
find important (McCombs and Shaw, 1972). When people get see microtargeted
personalized advertisements, this agenda becomes less ‘public’ and more ‘personal’.
As a result, public deliberation becomes increasingly difficult because people assign
weight to a more diverse range of issues. Contributing to the fragmentation of the
public agenda has been perceived as a threat in the Netherlands long before the advent
of PMT. It was Dutch statesman Johan Thorbecke who, in the 1800’s, warned his
fellow politicians against catering to local issues, “esprit de clocher”, and worked to
safeguard the “general interest instead of particular interests” (Kaal, 2016, p. 489-490).
Thorbecke went as far as drawing deliberately heterogeneous districts (from 1848 to
1918 the Netherlands had a district voting system), to protect the public agenda against
local and sectional issues (Kaal, 2016). Different from 1848, people now are likely to
get their political information from diverse, public, sources (e.g. public broadcasters:
Trilling & Schoenbach, 2013; Trilling & Schoenbach, 2015). But the fragmentation of
the public agenda becomes more salient when information diets become increasingly
personalized (for instance in combination with personalized news recommendations),
or with synced advertising (see Segijn, 2019).
In chapter two, I find that campaign leaders did not perceive the fragmentation of
the public agenda as a threat that follows from PMT. Instead, they viewed PMT as an
opportunity to convince or educate low-knowledge citizens. In chapter four, I examined
whether receiving a political message tailored to the individual participant’s most
salient political issue would increase the personal salience of that issue, and decrease
the salience of the other, less-salient, issues.
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Political power structures
Political power structures relate to the principles of equal, free, and secret suffrage.
PMT can affect political power structures in society. Large platforms, in essence,
are political actors themselves. Platforms can influence politics by using their own
infrastructure for political gain. The ‘61-million-experiment’, conducted by Bond et
al. (2012) in cooperation with Facebook, showed that a small adjustment of someone’s
timeline (presenting a social message reminding people to vote) could increase turnout
significantly. The effect was small (.4%), but this translated into 360.000 extra votes.
It is easy to see how powerful actors could help friendly or hinder hostile politicians
getting elected.
There is a risk that elected officials will refrain from regulating the platforms or the
techniques they themselves depend on for their re-election. A conflict of interest
between elected officials’ legislative tasks on one hand, and their political tasks on
the other hand, was signalled by Hersh (2015) in relation to the use and availability
of data in the US. Hersh found politicians who appeared to propose measures to
collect voter data, because it could help their campaigns in the next election. Hersh
also found politicians actively rejecting privacy protection measures because their
political campaigns need such data. This is not a strictly US phenomenon. Another
illustration can be found in Australia. There, politicians have exempted themselves
from the Australian Privacy Act. Citizens’ privacy should be protected, but not at the
cost of the lawmakers’ election campaigns (Australian Privacy Act, 1988), it seems. In
Spain, politicians tried to drastically lighten the General Data Protection Regulation’s
relatively stringent requirements on data collection and processing for their own
political purposes, but failed1 (Gil Gonzalez, 2019).
Domestic actors as well as foreign actors (e.g., adversary nations) can use microtargeting
techniques to more efficiently spread disinformation and meddle in democratic elections.
Digital disinformation capabilities could, potentially, affect electoral outcomes in line
with the political goal of the disinforming actor. In reality though, so far, it is doubtful
and at best difficult to determine whether disinformation campaigns had any impact on
electoral outcomes in large democracies such as the US (Guess et al., 2018; Bail et al.,
2019; but see Jamieson, 2018), or smaller democracies such as Madagascar (Schwirtz &
Borgia, 2019). But since the US and Madagascan elections, technology has progressed
and new disinformation modes, such as deepfakes, have surfaced. Deepfakes are a
remarkable new mode of disinformation as they can make it seem as if a politician
says or does something, while in reality the politician never did so. Deepfakes are
potentially more powerful than bots, trolls, and false news stories because deepfakes
are videos that deceive the eyes and the ears. Deepfakes can give malicious actors power
over elections because they can sow confusion, doubt and distrust about what is real
1
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The Spanish Constitutional Court nullified the Spanish law.

and what is not (Vaccari & Chadwick, 2019; Karpf, 2019). Moreover, deepfakes can
empower malicious actors because they can potentially influence citizens to behave in
ways aligned with their political goals. To make things worse, PMT techniques could
potentially amplify the effect of a deepfake, by enabling malicious political actors to
tailor a deepfake to the receiver.
In chapter five, I examine the effect of a political deepfake on citizens’ political attitudes.
Moreover, I explore whether microtargeting techniques can amplify its effects. In
chapter two, I study the perceptions of campaign leaders toward the use and adoption
of PMT techniques. I do not find a dependence on Facebook, but almost all parties use
the platform and have been using the platform more intensely over the years. There is a
dynamic between campaigns where they look at the actions of competitors and do not
want to be at a disadvantage. If a competitor buys a lot of ads through Facebook, other
parties will at least consider doing the same. Especially when that competitor seems to
be successful due to their online strategy (see also Kreiss, 2016).

Dissertation context
PMT research overwhelmingly focuses on the US (Nielsen, 2012; Kreiss, 2012;
Kreiss, 2016; Hersh, 2015; Bimber, 2014; Gorton, 2016; Endres, 2016; Endres, 2019;
Haenschen & Jennings, 2019). But from a global perspective, the US is an outlier. The
incomparable budgets, the lax regulation, and the electoral system make that US-based
findings cannot necessarily be applied to other contexts. In this light, the Netherlands
is a more representative case: a multiparty democracy2, subject to a relatively stringent
data protection regime regarding information about political preferences, and a liberal
regulation regime regarding political advertising.
The Netherlands has an open list, one district, proportional representation (PR)
electoral system. Elections are competitive, but, different from first-past-the-post
systems, the Dutch parties may ideologically compete with their opposites, but in
election campaigns parties also compete with their ideologically close peers (e.g. Dutch
leftist parties compete for the same voter as their fellow leftist parties, see Rekker &
Rosema, 2019). How useful is PMT is this context? Can PMT help advertisers discern
CDA voters from ChristenUnie and SGP voters, for example?
Dutch political parties have small budgets (i.e., less than 10 million euro). How does
that impact the use of PMT? Can low-budget campaigns even use PMT techniques
or is this something that only the larger parties can do? What does this mean for the
level playing field? In the Netherlands, election turnout is relatively high (almost 82%
in the last national parliamentary election): would Dutch advertisers focus only on
persuasion, or use PMT-techniques to further increase turnout? These questions are all
2

In 2020, there are 13 elected parties in parliament and 2 one-man parties that have splitted off.
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studied in this dissertation. Together, these factors mean that PMT takes on a different
shape in the Netherlands than it does in the US, and that Dutch-based findings are
better suited to be translated to other European multi-party contexts than US-based
findings are.

Studies
The first empirical chapter, chapter 2, aims to answer the following key question:
what barriers and facilitators for the adoption and use of PMT techniques do Dutch
political parties perceive? Chapter 2 relies on elite-interviews with campaign leaders
of Dutch political parties, collected in the run-up to the Dutch national election of
15 March 2017. Answering this key question requires a qualitative approach for two
main reasons. First, because there are only a handful of people in the Netherlands best
suited to talk about how political campaigns perceive PMT and the conditions under
which the technique is being adopted and used. Second, because this question is about
understanding the perception of and mechanisms behind PMT. These are explorative,
in-depth questions that cannot be sufficiently understood via quantitative methods (see
also Boeije, 2005).
I then focus on how citizens perceive PMT over time, by answering the following
question: how does the Dutch electorate perceive PMT, and how do privacy concerns and
attitude toward PMT influence each other over time? This second study, chapter 3, relies
on a three-wave panel study (N = 879) collected by CentERdata and the University
of Amsterdam. A three-wave panel study is useful to track attitudinal and perceptual
changes over time and enabled me to model the reciprocal dynamic of Dutch citizens’
attitudes toward PMT and their privacy concerns over time.
After that, I examine the effects of PMT, by asking: what are effects of microtargeted issuebased messages on citizens’ vote likelihood and issue salience? This third study, chapter 4,
is a field experiment, carried out before and after the municipality elections of March
21, 2018. The study relies on a round of data collection before the election (N = 124)
and a repeated measurement right after the election (N = 86). A field-experimental setup was needed to keep the measurement of PMT’s effects as natural as possible. To be
able to isolate the effect of the stimulus, participants were subjected to a pre-election
and post-election measurement.
Finally, I explore how PMT be used to amplify deepfake disinformation, by asking: to
what extent does a (microtargeted) deepfake meant to discredit a politician affect citizens’
attitudes toward that politician and his party? This fourth study, chapter 5, is an online
experiment and relies on one round of data collection (N = 278). A deepfake (video
and audio) was created from scratch for this study. An online experiment was the best
approach to examine the amplifying role of PMT in terms of both feasibility (being
able to target people with specific characteristics) and ethics (an online experiment is
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a controlled environment, nullifying the risk of the deepfake spreading; a more natural
setting would bring the risk of actually disinforming the public). All studies were
conducted in the Netherlands.
In this dissertation, there may be some overlap between chapters’ introductions and
theoretical frameworks, as the chapters were written as standalone articles.
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Chapter 2
Two crates of beer and 40 pizzas: the adoption
of innovative political behavioral targeting
techniques3

3

This chapter is published as: Dobber, T., Trilling, D., Helberger, N., & De Vreese, C. H. (2017).
Two crates of beer and 40 pizzas: the adoption of innovative political behavioural targeting
techniques. Internet Policy Review, 6(4), 1–25. https://doi.org/10.14763/2017.4.777
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Abstract

Political campaigns increasingly use data to
(micro)target voters with tailored messages.
In doing so, campaigns raise concerns about
privacy and the quality of the public discourse.
Extending existing research to a European
context, we propose and test a model for
understanding how different contextual factors
hinder or facilitate data-driven capabilities of
campaigns. We apply the model during the 2017
national election campaign in the Netherlands.
The results show how data-driven targeting
techniques are not only useful in a First Past
The Post-system, but also in a Proportional
Representation system, which on first sight seems
to be less suitable for such techniques.
24

Introduction
As political campaigns compete, they try to outsmart each other by all sorts of actions:
from dropping witty puns during a televised debate, to strategically knocking on doors
and convincing voters. Technological innovation can help political parties improve the
effectiveness of their campaigns. By using technology to collect, process, and analyse
information about voters, campaigns can improve their knowledge about the electorate.
Subsequently, technology can extend campaigns’ capabilities of targeting specific groups
with tailored messages resulting in more efficient campaigning. We call this phenomenon
‘political behavioural targeting’ (PBT)4.
Several scholars have researched political behavioural targeting in a US context (e.g. Kreiss,
2012, 2016; Nielsen, 2012; Hersh, 2015). However, the US differs in several obvious ways
from most European countries. One can imagine that differences in electoral systems,
privacy laws, and party financing influence campaigns’ ability to collect, process, and use
personal voter data. Therefore, the findings from these studies do not necessarily apply to
European countries. As there is little research in a European context, it remains unclear to
what extent and how campaigns in a multiparty democracy, such as the Netherlands, use
PBT-techniques. Also, it is unclear if and why there are differences between parties. In line
with Colin Bennett (2016, p. 261), we wonder: “can political parties campaign in Europe
as they do in North America?”
Such a question is relevant, as some scholars fear that the use of data and targeting techniques
hinders public deliberation (Gorton, 2016), weakens the mandate of elected officials
(Barocas, 2012), has negative effects on citizens’ privacy (Howard, 2006; Rubinstein, 2014;
Tene, 2011), and enables campaigns to send tailored messages directly to citizens, thereby
avoiding scrutiny from journalists ( Jamieson, 2013). As a result, campaigns can potentially
make opposite promises to different people, without anyone noticing.
This article sheds light on how Dutch political campaigns adopt and use PBTtechniques. Through interviews with campaign leaders, using a grounded theory
approach, we answer the following overarching research question: What barriers and
facilitators for the adoption and use of PBT-techniques do Dutch political parties
perceive?

Theoretical framework
We will first summarise innovations in political campaigns over time, leading up to the
advent of political behavioural targeting. Then, we identify the factors influencing the
adoption of PBT on a campaign team level. Finally, we explore the factors that can shape
the adoption of PBT on the level of national systems.
4

In chapter two and three, I refer to political behavioral targeting, but in chapter four and five I refer
to political microtargeting because that is the better term (see introduction).
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Innovations in political campaigns

Political campaigns have continuously been adapting to technological developments.
Pippa Norris (2000) describes how the advent of television and the shift from partisan
newspapers to national television news triggered a process of modernization in the way
political campaigns operated. Notable consequences of this shift were the adoption of
a media-centred strategy in order to set the agenda, the rise of political marketing, the
collection and use of data (such as opinion polls) to “shape, fine-tune and monitor
campaign efforts” (Blumler, Kavanagh, and Nossiter, 1996; p. 53). Another shift came
with the internet and the new possibilities for party-voter interaction that came along
with the medium, which led campaigns to a new stage of the modernization process:
the postmodern campaign (Norris, 2000).
It would be an oversimplification to point to ‘the internet’ as a game-changer in
political communication, because of the rapidly changing nature of the internet itself.
As David Karpf (2012, p. 640) notes: “the internet of 2002 has important differences
from the internet of 2005, or 2009, or 2012.” Accordingly, much more than the advent
of the internet itself, it is the advent of social media such as Facebook (2004), YouTube
(2005) and Twitter (2006) which provided political campaigns with new ways of
communication with the electorate (e.g. Gibson & McAllister, 2011; Conway, Kenski,
& Wang, 2015; Vaccari, 2012). Together with companies such as Google, whose core
business is actually not its well-known search engine but rather its advertisements
business, social media not only facilitate new ways of communication, but also the
tracking and collection of behavioural data of internet users (Zuiderveen Borgesius,
2016). This technique (“behavioural targeting”) originates from the advertisement
business. Ad agencies monitor people’s online behaviour and combine this information
with consumer data provided by data brokers, to target them individually with tailored
ads (Turow, 2011; p. 75). When applying this concept to the political realm, we can dub
this phenomenon as political behavioural targeting (PBT).
Of course, PBT is not about selling products but about winning votes. And political
campaigns have different means to do so than advertisement agencies have (e.g.
canvassing efforts); which means that PBT happens offline as well as online. We
distinguish traditional canvassing from PBT-canvassing if campaigns are able to
process information about individual conversations (such as the voter’s likelihood to
vote for a party or her most important voting consideration), and subsequently use
that information to gain strategic insights about the electorate and/or to target the
voter at a later stage with a tailored message, while skipping the ‘wrong’ doors in a
neighbourhood (Kreiss, 2016; Nielsen, 2012).
Arguably, the use of PBT can be seen as the latest step within the modernization of
political campaigns. However, as we have seen in earlier phases, not all parties in all
countries adopt new techniques at the same pace and rate. Below, we identify the
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factors influencing the adoption of PBT. We organize these factors at two levels: (1)
the individual campaign around a candidate/party and (2) the national system (i.e., the
electoral system, regulatory framework, and culture). This translates into the model
shown in Figure 1, which will be elaborated on in the next paragraphs.

2

Figure 1 - Factors influencing the adoption of PBT

The campaign team level

In his extensive research of US political campaigns, Daniel Kreiss (2016) identified
four factors concerned with technological innovation within political campaigns.
There are resource factors, such as campaign budgets and the number of volunteers a
campaign can employ; infrastructural factors, such as technological tools or skills within
the organization; organizational factors, such as organizational culture and structure;
structural electoral cycle factors, such as election results. Building upon Kreiss’ factors,
we add an additional four (one campaign team level factor and three system level
factors) to examine the use of PBT. On a campaign team level, this factor is ethical and
legal concerns, such as normative reservations towards PBT. On a system level, these
factors are electoral context, regulatory framework, and culture (discussed below). These
new factors were identified through a review of literature about innovation in datadriven political campaigning techniques (e.g., Anstead, 2017; Kreiss, 2016; Jungherr,
2016; Hersh, 2015; Nielsen, 2012), and literature about (hybridization of ) campaign
evolvement (e.g., Lijphart, 2012; Plasser & Plasser, 2002; Karlsen, 2010; Norris, 2000).
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Resource factors

The main elements within this factor that could influence the extent to which
campaigns can use PBT-techniques are: the budget and the effort needed to carry out
a PBT-operation. A large budget enables campaigns to hire skilled personnel, acquire
data, or buy targeted ads. The same dynamic applies to the number of volunteers a
campaign can mobilize: having a lot of them facilitates a campaign in collecting data
by canvassing, and sending potential voters targeted messages (the use of volunteers,
of course, is dependent on their skills). Having a small budget and few volunteers,
consequently, can be a barrier for campaigns because it bars them from acquiring the
same amount of capabilities or from carrying out an operation on a large scale. This is
in line with normalization theory (Margolis & Resnick, 2000), according to which the
possibilities of the internet will not upset traditional power structures, but will rather
develop along traditional lines as in the ‘offline world’.
We can also view PBT as a means of using a campaign’s resources as efficient as possible,
to ensure parties do not spend money and effort on voters who will vote for another
party anyway, or on citizens who will not vote altogether. Then, parties with limited
resources could be more inclined to use PBT to not waste precious money, time, and
labour. This is in accordance with the idea of equalization, which views the internet
as an empowering tool for smaller parties due to its low costs and its new ways of
direct communication with the electorate (Margolis, Resnick, & Levy, 2003; Bimber
& Davis, 2003; Stanyer, 2010). A meta-analysis found evidence for the existence of
both normalization and equalization in election campaigns (Strandberg, 2008).
The occurrence of either process can differ per country and is dependent on several
contextual factors, which will be discussed later on.

Organizational factors

The elements in this factor are about how campaign leaders perceive campaigning.
Do they rely on proven best practices from previous campaigns or is there a culture of
innovation? John Padgett and Walter Powell (2012) describe the concept of network
folding. Applied to the political realm, this entails the extent to which campaigns employ
skilled personnel from non-political sectors and to integrate that expertise into their
existing institutions. An example is the hiring of Google engineer Stephanie Hannon
as chief technology officer by the Clinton campaign (Easton, 2015). The ‘cognitive
diversity’ following from network folding can lead to creative ideas (De Vaan, Stark, &
Vedres, 2015). Furthermore, the organizational structure can be expected to resemble
the way the campaign perceives PBT. A campaign with an autonomous data department
is probably more prone to rolling out a PBT-strategy than a campaign that sees ‘data’ as
only one of the many tasks of a communication staffer. Also, a change in leadership can
be a facilitator for innovation (Gibson & Römmele, 2001).
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Infrastructural factors

Elements are the technological tools available to campaigns, which enable them to roll out a
PBT-operation. For instance, such tools might assist volunteers in the field by enabling them
to collect data. They can be developed in-house or outsourced; in fact, there are specialized
third party consultancies which offer off-the-shelf tools, which allows campagins to employ
innovative technology even if they do not have any technical expertise.

2

Structural electoral factors5

The actions of rival campaigns fall under the umbrella of structural electoral factors.
A successful PBT-campaign of a rival can facilitate innovation in other campaigns,
especially if those other campaigns themselves look back at an unsuccessful election. This
connects with the ‘critical event’ (Kreiss, 2016), such as losing an election that should
have been won, or with the experience of an ‘external shock’, which can be an incentive for
professionalization (Gibson & Römmele, 2001).
A second element influencing campaigns’ likelihood to use PBT-techniques, is issue
ownership (Petrocik, 1996), and the subsequent statements of party candidates
propagating standpoints of the party. A political campaign ‘caught’ using privacyinfringing PBT-techniques, while its candidates present themselves as privacy champions,
is likely to come across as hypocritical. Being perceived as such should be avoided,
considering the negative electoral consequences following political-ideological hypocrisy
perpetrated by politicians (Bhatti, Hansen, & Olsen, 2013).

Ethical and legal concerns

Elements within this factor consist of ethical and legal restrictions on how campaigns
operate. For example, a political party could believe that PBT is ethically wrong as it
infringes on citizens’ right to privacy, and citizens’ autonomy to form their own opinions.
As a result, the party ‘self-regulates’ and refrains from using campaigning techniques
violating its ethical beliefs.
Another element is the legal uncertainty that occurs when a campaign does not know how
to behave in accordance with data protection and election laws, because of a lack of internal
expertise. Such confusion can result in differences in the actions taken by comparable
actors (e.g., Raskolnikov, 2017). Legal uncertainty can lead to ‘overcompliance’, which
can be seen as a barrier towards the adoption of PBT-techniques, or to ‘undercompliance’,
which facilitates the adoption of PBT-techniques (Calfee & Craswell, 1984). For
instance, Anstead (2017) notes how parties felt disadvantaged by targeting possibilities
facilitated by the perceived undercompliance with UK campaign finance law during the
2015 general elections.
5

We find this term a bit ambiguous, but have decided not to alter Kreiss’ terminology. The word
‘electoral’ here refers to the context in a specific electoral cycle.
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The system level

Aside from campaign level factors, we look at contextual factors as well. These factors
may limit the extent to which (American) campaigning techniques can be adopted in
other countries (Karlsen, 2010). Therefore, we add three new contextual factors to our
model. We expect that the electoral system, the regulatory system, and the culture of a
democracy influence the extent to which the campaign team level factors are applicable.
Below, we explore how the adoption of PBT-techniques can be influenced by properties
of different systems. We will later apply our model (see Figure 1) to one specific case.

Electoral system

The three dominant electoral systems are First Past The Post (FPTP), Proportional
Representation (PR), and Two-Round system (TR) (Birch, 2001, 2003). How these
systems function, can influence how campaigns are run. The FPTP-system, first, can
lead to an overvaluation of some key districts. Such districts sometimes ‘swing’ to one
party and sometimes to another party, whereas other districts go to the same party
in each election. As an effect, campaigns in a FPTP-system are inclined to spend a
disproportionate amount of money and labour in these key districts in the hope of
swinging the election their way (e.g. Anstead, 2017; Lipsitz, 2004). The PR-system,
second, does not favour a select group of voters in a few key districts (Plasser & Plasser,
2002). This is especially true when the PR-system consists of only one district, in which
every vote counts equally. As a result, campaigns have to spread their means more
equally over the country. The TR-system, third, makes for a relatively unpredictable
campaign, since it often is unclear which candidates will make it to the second round.
Furthermore, the TR-system makes it important for campaigns to collect the votes
of the supporters of the losing candidates of the first round. Therefore, campaigns
should not only focus on their own base but other candidates’ bases as well (Blais &
Indridason, 2003). This has consequences for PBT, since campaigns should not only
correctly classify potential voters as their own, but the other voters as well in order to
target them in the next round.
A different aspect of electoral systems that influences how a campaign is run, is the
degree of fractionalization in a democracy (Duverger, 1959; Lijphart, 2012; Wang,
2012). FPTP-systems favour relatively few candidates/parties. PR-systems, in contrast,
enable a large number of parties to run for election. The first round of a TR-system
can consist of many different candidates. As a result, campaigns that operate in a PR
or a TR-system are less likely to launch attack campaigns against competitors. This
is because PR-systems generally require a coalition of parties working together after
the elections (Plasser & Plasser, 2002). And in a TR-system, campaigns should not
mistreat competing candidates too much because winning campaigns have to court the
bases of losing candidates in order to win the second round. Furthermore, in a highly
fractionalized democracy, parties represent different (minority) groups within the
electorate. This results in a high risk for ‘mistargeting’, in which campaigns approach
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a member of group A with appeals for a member of group B. Mistargeting can lead
to voters penalizing the campaign for their mistake (Hersh, 2013). These contextual
circumstances may call for different PBT-strategies.

Regulatory framework

We distinguish strictly regulated campaign environments, moderately regulated
campaign environments and minimally regulated campaign environments (Plasser and
Plasser, 2002). Strictly regulated environments are characterized by “severe restrictions
on the contact and communication between candidates and their constituencies” (p.
137). Moderately regulated environments typically focus on regulating access to tvadvertising and campaign funding. Minimally regulated environments impose few
regulatory restrictions on political campaigns. It may be unfeasible to implement
innovative PBT-techniques in strictly regulated environments. Legal uncertainty can
play a role on a system level too (e.g. because of a gap in the law).

Culture

Differences in the adoption and use of innovative PBT-practices can also be influenced
by the culture or tradition in a democracy. For example, turnout culture is important
because campaigns operating in countries where turnout is high will focus more on
convincing voters than on getting out the vote than campaigns operating in a lowturnout culture. In a low-turnout culture, campaigns sometimes target specific groups
of voters (e.g., the elderly, who are more likely to turn out) more than other groups
(e.g., the poor), who are unlikely to turn out (Herrnson, 2001). The turnout culture
can influence the data campaigns collect on someone (and how campaigns tailor their
messages), because a campaign message meant to convince someone typically leans on
more data than a message meant to mobilize a voter does. Furthermore, cultural norms
can dictate the strategy of political campaigns. In Japan, for example, posting dark post
attack ads, such as the ‘super predator’ ad Trump launched against Clinton (Green &
Issenberg, 2016), is improbable because of the cultural convention of averting direct
conflict (Plasser & Plasser, 2002).
System level context is likely to affect campaign level factors. A campaign operating
in a multiparty PR-system needs to pour more resources into identifying potential
supporters than a campaign in a FPTP-system. After all, identifying potential
Republicans or Democrats is easier than identifying potential voters in a ten-party race.
Moreover, other than US campaigns, most European campaigns are unable to access
voter registration files provided by an electoral register. In many countries citizens can
just show up at the voting booth, which means that the whole act of ‘registering’ for
voting, as it is the case in the US, does not exist. Since Hersh (2015) has found that
voter lists are one of the most valuable pieces of data to US campaigns, this principal
unavailability, or non-existence, of such data poses a challenge for the PBT-capabilities
of campaigns. But this challenge should by no means imply a PBT-operation in Europe
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is impossible. We would argue that while the lack of access to voter lists makes it
very difficult to achieve the same level of granularity when engaging in PBT as in the
US, by using other commercially available or self-collected data, it can be possible to
come reasonably close to the desired level (which may be more modest for European
campaign leaders than for American ones). The extent to which there is an actual
difference between the degree of granularity between US and European campaigns,
however, is outside of the scope of this paper, as we focus on perceptions and strategies
of campaign leaders.
System level context also affects infrastructure. For instance, should the groundwork
be spread equally across the nation, or focused on a number of battleground states?
Also, a campaign operating in a heavily regulated context is likely to encounter some
legal barriers. For example, because of campaign financing regulations (may influence
resource factors), and data protection regulations (infrastructural factors). The absence
of regulations, conversely, can facilitate PBT. Cultural context, finally, can influence
campaigns’ ethical considerations regarding PBT. Campaigns operating in a culture
that favours privacy, for example, can be expected to avoid (or use less-invasive) PBTtechniques than campaigns run in a culture in which privacy is less important. In sum,
there are several factors, both on campaign as on system level, which can form a barrier
or facilitate the extent to which campaigns are able to use PBT-techniques and how
they use it.
Extending existing research to a European context, we have developed and will apply
an improved model (applicable in different electoral contexts) to analyse barriers and
facilitators to innovative PBT-practices by political campaigns. As the context of the
research case differs from the US, we expect to contribute to the framework and to
shed a light on how contextual factors influence innovation of political campaigns.
Furthermore, in answering our research question, we provide insight into the way
political campaigns in a multiparty democracy organise, communicate and innovate.
Given these considerations, our key question is: What barriers and facilitators for the
adoption and use of PBT-techniques do Dutch political parties perceive?

Method
This study focuses on campaigns in the Netherlands because of the national elections
taking place in the research period (March 15th, 2017), the advanced technological
infrastructure (Coy, 2015), and the interesting contextual factors. The Dutch electoral
system is one of open list proportional representation (PR), in which all members of
parliament come from one nationwide district (Lijphart, 2012). This means that in
the Netherlands, every vote counts equally. Moreover, the system of PR (and the very
low de-facto threshold) enables a relatively large number of political parties to run for
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election. 28 parties participated in the 2017 national election (“Partijen nemen deel”,
2017). Of these parties, 13 actually gained a seat in parliament (“Officiële uitslag”,
2017).
The Dutch national elections have a relatively high turnout: around 80% in the previous
two elections (“Officiële uitslag”, 2017). But where the US presidential campaigns can
spend hundreds of millions of dollars (Narayanswamy, Cameron, & Gold, 2017), the
Dutch campaign with the biggest funds (VVD) has no more than 5 million dollars to
spend. And even if the budgets were sufficiently large, the question is whether voter data
would be usable for a political campaign. The Dutch data protection law categorizes
political preference as sensitive personal data. This means that campaigns are only
allowed to process such information if the potential voter explicitly gives permission
to do so.
Finally, as party membership in the Netherlands steadily decreases, political campaigns
can rely less on their members to do labour-intensive tasks (such as canvassing). In
2016, the number of party members of all political parties combined, was at its lowest
point since the second world war. Although this number has picked up slightly since,
party membership is still quite low (“Membership Dutch parties still low”, 2017).
After approval from the ethical committee of the University of Amsterdam, we carried
out eight in-depth interviews with campaign leaders. We interviewed 11 campaign
leaders, belonging to eight political parties in total (three interviews were doubleinterviews). In addition to this, we held two background interviews (with one local
campaigner for the municipality of Amsterdam and one political consultant offering
PBT-services). The eight elite-interviews on average lasted 53 minutes. Two were
conducted by phone, the others face-to-face. We take a qualitative research approach for
several reasons: the small group of people concerned with the coordination of political
campaigns in the Netherlands, the lack of knowledge on this topic in the Netherlands,
and because interviewing is a suitable method for understanding the mechanisms
behind and perceptions of a phenomenon (Boeije, 2005). As we want to understand
how campaigns see PBT, what they are actually doing, and how they perceive possible
barriers and facilitators to the adoption and use of PBT-techniques, the interview is a
suitable data-collection method. Using an interview guide (see appendix A), we held
semi-structured interviews, allowing follow-up questions.

Interviewees
We selected the interviewees via purposive sampling. Campaign leaders qualified for an
interview when they had a coordinating role in the campaign and were campaigning for
a party that gained at least one seat in the 2012 national parliamentary elections. Eleven
campaigns satisfied this second criterion (see Table 2.1). We contacted interviewees
via email, explaining the objective of the study. The interviewees signed an informed
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consent document before the interview started. We also promised the campaign leaders
anonymity, and confidentiality until after election day (March 15th, 2017). By doing
so, we tried to provide the interviewees with a safe environment in which they felt like
speaking freely, and without concern of somehow ‘leaking’ strategic information. Because
no information would become public before election day, the risk that interviewees
might provide biased information due to a strategic agenda was minimized. Another
large advantage of interviewing the campaign leaders before the elections took place, is
the prevention of hindsight bias by the interviewees. Unfortunately, we were unable to
convince three parties to comply (VVD [right on political spectrum], PVV [right-wing
nationalist party], PvdD [Party for the Animals; left-wing]). These three parties were
unwilling to cooperate, either because they still found the risk of leaking their strategy
too large, or they did not offer an explanation.

Analysis

Using a grounded theory approach, this study has passed four phases: the exploration
phase, the specification phase, the reduction phase, and the integration phase (Wester,
1995). In the exploration phase, two background interviews took place (with a
campaigner for the municipality of Amsterdam and with a political consultant
offering PBT-services). These were coded using AtlasTI, ‘tentatively labelling’ relevant
information (Glaser, 1978). Thereafter, the first interviews with campaign leaders
took place. These were transcribed and open-coded. Furthermore, fellow researchers
also coded these interviews and discussed the content (peer debriefing). In the next
phase, new interviews took place and the data was subject to axial coding. The first
dimensions were identified (e.g., what forms a barrier and what facilitates the use
of PBT-techniques?). The reduction phase saw the emergence of the core category
(innovation). In the integration phase, we completed the conceptual framework,
finished our analysis, and had the campaign leaders approve the quotes used (member
checking). This means the campaign leaders agreed with the way they were quoted, and
with the publishing of the names of the political parties. Member checking increased
the willingness of campaign leaders to cooperate with the study.
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Table 2.1 - Interviewees
Interviewee

Date of interview

Political party

Description

Campaign Leader 1

01-11-2016

PvdA

Campaign Leader 2

01-11-2016

PvdA

Campaign Leader 3

02-11-2016

D66

Campaign Leader 4

08-11-2016

ChristenUnie

Campaign Leader 5

08-11-2016

ChristenUnie

Campaign leader 6

15-11-2016

50PLUS

Campaign leader 7

22-11-2016

GroenLinks

Campaign leader 8

22-11-2016

CDA

Campaign leader 9

09-01-2017

SGP

Campaign leader 10

09-01-2017

Campaign leader 11

10-01-2017

SGP
(Reformed Political Party)
Socialistische Partij
(SP)

Social Democratic Party
(left wing)
Social Democratic Party
(left wing)
Liberal Democrat Party
(right of center)
Christian party
(right of center)
Christian party
(right of center)
Seniors party
(left of center)
Green party
(left wing)
Christian Democrats
(right of center)
Orthodox Calvinist party
(right wing)
Orthodox Calvinist party
(right wing)
Socialist Party
(left wing)

Results
We first describe the field: How much do campaigns use PBT-techniques? Then we
explain differences between parties by focusing on the five campaign level factors
concerning the use of PBT (resource, infrastructural, organizational, structural electoral
cycle factors, and ethical and legal concerns). Finally, we zoom out to the system level
and discuss the influence of contextual factors (electoral system, regulatory framework
and culture) on the adoption of PBT-techniques.

PBT by Dutch campaigns

As campaigns in the Netherlands can fall back upon relatively detailed public census
data and detailed election results, all campaigns, to some extent, have a PBT-approach.
Furthermore, Facebook is an important tool for all parties, but the parties differ in
how they use Facebook’s capabilities. Some parties occasionally post content targeted
to broad age groups, while other campaigns frequently post content tailored to more
specific groups. Two campaigns stand out, as they have developed their own PBT-tools,
which they can use to continuously refine their knowledge of the electorate. We will
now use our model to explain the differences between campaigns.
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Resource factors

All campaigns cite financial costs as a barrier. Table 2.2 shows that budgets are modest,
and differ between parties.
Table 2.2 - Party budgets
Party

Budget in 2012 national election (€)

VVD

3,227,038

PvdA

2,192,641

CDA

1,619,919

SP

1,589,300

D66

884,693

GroenLinks

873,831

ChristenUnie

393,661

PvdD

289,437

SGP

181,290

50+

Not available

PVV

Not available

Source: parties’ annual financial reports, on file with author.

These small budgets form a barrier for the cooperation with expert political consultants
(such as Blue State Digital) to enhance their PBT-operations. Parties refer to the
financial costs as the main reason not hire consultants. Campaign leader 1 of the Social
Democratic Party (PvdA) explains why he does not work with Blue State Digital (BSD):
“Their system is very expensive, that’s a factor. And you need the people to carry out the work for you.
In an ideal world, such a cooperation would be really cool though.”

Liberal democrat party D66 agrees: “because it costs a lot of money and we don’t have that
kind of money. And if we spend it on a consultant, we can’t spend it on the campaign itself.”
The same barrier appears when campaigns speak about other technological means, such
as canvassing apps, allowing campaigns to directly process information from canvassers.
Christian Democrats CDA, for instance, would like such an app. Campaign leader 8:
“yes, but that would demand a financial investment that we can’t afford.” Green Party
GroenLinks has a contrasting perspective: “I believe it usually costs around €100,000
to build an app such as our own. (..) We, however, paid our programmers two crates of
beer and 40 pizzas.” Several facilitators help GroenLinks and also socialist party SP to
overcome this barrier of financial costs. First: the personal network of the campaign
leader. This facilitator is especially prominent for GroenLinks, where campaign leader
7 employs his own network to optimize the BSD-systems, but also to help him with
setting up other parts of the campaign: 		
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“We had to adjust it [the BSD system] somewhat for the Netherlands. The people with whom I did
so, Swedish folks ... they are simply a little network of people of around my own age, and some people
who are a bit older and have already set up a similar campaign in their own countries. A guy who set
up the grassroots organization for Trudeau, for example, he’s a couple of years older than I am, but I
Skype with him to talk about how I should handle certain things.”

Campaign leader 7’s personal network plays (or at least played) an important role in
cheaply setting up technological tools and creating content:
“Through the network, I’m aware of the crowdfunding streams for a normal campaign. (..) I’m
meeting a friend tomorrow, who has experience with mail flows. (..) I have a network of volunteering
writers, poets, freelance journalists who write for us for free. (..) So partly, I just have a good personal
network.”

However, as PvdA notes, having lots of data is of no use if you don’t have the capacity
to use it. GroenLinks tries to overcome this barrier by organizing their campaigns, to
some extent, in a citizen-initiated manner (Gibson, 2015). A citizen-initiated campaign
(CIC), devolves “power over core tasks to the grassroots” (p. 183). As campaign leader
7 puts it:
“Grassroots is about creating an infrastructure to enable as many sympathizers as possible to
volunteer as canvassers on a large scale. So voter contact on a large scale, but also – and that’s
Bernie’s [Sanders] lesson – to have places in which a few people make stuff by themselves without us
having any control over it. (..) Embracing people’s creativity without managing it.”

SP has less need of a citizen initiated campaign, because of their relatively large number
of active party members. “The big difference [with GroenLinks] is the fact that we already
have the volunteers. Many other parties lack the numbers. We have thousands of party
members who gladly canvass for us two weekdays and on Saturday as well.” [Campaign
leader 11, SP].

Infrastructural factors

Having a good infrastructure allows campaigns to actually collect data and send tailored
messages. What kind of PBT-infrastructure can parties rely on and how does it facilitate
their use of PBT?
All campaigns use the PBT-infrastructure Facebook offers, although some more than
others. Nearly all campaigns use its lookalike audiences function to find new potential
voters. Campaign leader 8: “we search for profiles of people who look like the ones who’ve
already liked our Facebook page, and then serve them with advertisements” Campaigns
also look at people who like pages that are close to the values of the political parties.
Christian party ChristenUnie, for instance, tries to target voters who like the page of
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evangelical broadcaster EO. So does the Calvinist Political Party SGP, which tries to
find out people’s interests on Facebook: “For example… farming, or Israel, off the top of
my head; you try to approach people along the lines of their interest, or the region in which
they reside.” [Campaign leader 9]
Some campaigns also employ ‘dark posts’, a Facebook function that enables campaigns
to opaquely target specific audiences, while its messages are not visible to untargeted
Facebook users. Campaign leader 1 exemplifies:
“We’ve managed to get something done related to gas extraction in Groningen. It doesn’t make sense
to share that on the national Facebook page, because it was only important news locally. So we put
out a dark post, only for Groningen residents. Sometimes we can specify it even more.”

Using Facebook for PBT-purposes, campaigns do not actually gather or own data
themselves. There are a few campaigns that do gather their own data, by using canvassing
apps. Campaign leader 7:
“We use the election results per voting location and use that information to establish the GroenLinks
mindedness of a neighbourhood. Then we can prioritise which addresses to visit and which to ignore.
When we visit addresses, our volunteers use the app to answer the following questions: 1. Is anyone
home? 2. Does she want to talk? 3. Is she going to vote? 4. Is she planning to vote for GroenLinks?
5. What is the most important theme to her? 6. How GroenLinks minded was she? If she considers
to vote for GroenLinks, two questions follow: 1. Do you want to stay informed of our campaign by
e-mail? 2. Can I have your phone number, so we can ask you to do canvassing talks?”

The GroenLinks app facilitates large scale collection of information about people’s
political preferences, to make strategic decisions. Also, the personal data can facilitate
accurate PBT on an individual level. The secondary objective of the app is to provide
an infrastructure for volunteers to campaign on their own terms, whenever they feel
like doing so:
Our app, built by hackers, enables others to campaign for us. (..) Someone in [small town] Lutjebroek
can install our app and go ahead and work for our campaign. No campaign leader needed.”
[Campaign leader 7]

Some campaigns monitor the visitors of their own websites. Campaign leader 1: “What
are people searching for on our website, how do they get to our website, how much time do
they spend, (..) which button should you colour red? How does that work?” At the time of
the interview, CDA was not yet tracking their website visitors, but: “we’ve just migrated
to a new website, on which we want to start collecting more data of our visitors. I’m curious
what kinds of people are visiting the website. And what kinds of people don’t, and therefore
have to be reached through different channels.”
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SP has built a system which combines previous election results, census data and their
own membership Constituent Relationship Management (CRM) data. Plotted on
a Google Map, they can identify interesting areas for them to canvass. This system
facilitates efficient use of means:
“We would do nothing more happily than knocking on every single door in every city, but
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unfortunately, we do not yet have that kind of manpower. So we do an analysis: What kinds of
neighbourhoods are especially interesting for us? We have built our own system to help us make that
decision” [Campaign leader 11].

Organizational factors

Circumstances within the campaign’s organization itself can form a barrier for the uptake
of PBT-techniques. Less innovative parties, for instance, do not have a dedicated data,
tech, or digital department. As a campaign leader notes: “The department responsible for
that [tech/data/digital] is our Communication department. So that’s four or five people.
And sometimes someone of the department picks it up, but there’s not one specific person
who’s responsible.”. This contrasts with GroenLinks, which has a Digital and Grassroots
department and with SP’s Digital department.
The “state of mind” within a campaign can also be seen as a barrier: “In the sense that
internally, people are still very much inclined to think offline. The culture within the
campaign is quite offline” [anonymous campaign leader]6. New leadership and younger
staffers is an organizational facilitator. Campaign leader 11 argues that, because he
is young, their new party chair brings a more tech-savvy vision than his predecessor.
According to the campaign leader, younger staffers are more likely to implement tech
and data in their work procedures.
A final organizational barrier is the primary goal a political party pursues. Campaign
leader 10:
“Maybe the strange thing about SGP is that we do not care that much about seat maximization. For
us, it’s about the impact of our principles. And sure, we would rather have four seats than three, but
if we have to settle for three seats: that’s fine too. And that’s, in my opinion, a reason why we have a
feeling like: do we really need data?”

Structural electoral cycle factors

These circumstances are largely beyond the control of the campaigns, but the can
influence the uptake of PBT-techniques. Campaign leaders see the PBT-actions of other
political campaigns as a facilitator. As campaign leader 11 notes about the development
6

During the member-check, the campaign leader stressed that the state of mind within the campaign
has started to turn for the better after the 2017 campaign.
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of their app: “I’ve looked a little bit at how GroenLinks has their app and canvassing
system.” Or as campaign leader 2 concludes: “If every party does it, you don’t win very
much by it. But if you’re the only party that does nothing...”

Ethical and legal concerns

Especially D66 and Senior’s party 50PLUS take a principled stance against the
collection of data and the use of PBT. Where D66 presents itself as a privacy champion
and therefore will never gather and use information about (groups of ) voters, 50PLUS
campaign leader 6 warns about the risk of irresponsible use of the data gathered by the
“almost stalking of people”, which he calls “morally irresponsible.”
Furthermore, a lack of internal legal expertise appears to contribute to a feeling of legal
uncertainty, which affects the likelihood of adopting PBT-techniques: “Legislation has
grown so very comprehensive and complex. It’s almost impossible to cope for us as a small
organization.” [Campaign leader 5]
While ethical and legal concerns can form a barrier, a left or right-wing orientation
does not seem to be instrumental therein. After all, we have seen left-wing parties
GroenLinks and SP develop relatively advanced PBT-tools. And we have seen right-ofcentre party CDA express clear interest in advancing their own PBT capabilities. At the
same time, left-of-centre 50PLUS and right-of-centre D66 both oppose the use of PBT.

System level
Electoral system

Although the Dutch one district PR-system should make for a rather equal distribution
of campaign efforts, campaigns still divide the country into smaller areas of interest
called ‘key areas’. These areas differ per party, but do receive a relatively large part of
campaign attention. Campaign leader 1 describes these as areas: “where we know the
turnout is low, but the number of PvdA-voters is high”. All campaigns use data provided
by the Electoral Council, showing the election results per party, per voting location to
establish key areas. Campaign leader 3 explains:
“Using that [the election results], you see: Okay, we do well in this neighbourhood or this street. And
then you combine that information with the CBS7 data, to find out what kind of neighbourhood it
is, what kind of people live there, what are their backgrounds, how much do they earn, what does the
family composition look like, et cetera.”

Facilitated by these public data, campaigns enrich their knowledge of specific areas. A
next step would be to use those data to make personalized appeals to (subgroups of )
people living in those specific key areas.
7
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CBS stands for ‘Statistics Netherlands’, and is financed by the Dutch ministry of Economic Affairs,
but operates autonomously.

Regulatory framework

Although the Netherlands would qualify as a minimally regulated environment (Plasser
& Plasser, 2002; Esser & Strömbäck, 2012), campaigns all experience regulatory
pressure and legal uncertainty on a system level. They cite an abundance of regulations,
forming a barrier to their ability to innovate.
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“The technological developments have been taking place so very quickly. And to, in that timeframe,
to adjust all your procedures and everything. And also to meet the privacy regulations, I think many
parties face a huge challenge in that respect.” [campaign leader 4].

Campaigns sometimes face a dilemma, having to decide between innovative techniques
and privacy regulations. Campaign leader 11:
“Regulations sometimes are unclear, which leads us to decide to go for the safe option because you
do not know where the red line is. And you never want to abuse someone’s personal data. So yes,
regulations sometimes cause us to hit the brake and that’s a good thing.”

Culture

There is a recurring worry about the perceived low level of political knowledge of the
average Dutch voter. PBT-techniques can facilitate campaigns’ efforts to convince or
educate such low-information voters, for example by “having a conversation with someone,
especially if you share some characteristics” [campaign leader 7], or by interesting “people
for things that are relevant to them and to make them aware of the political dimension
of those things” [campaign leader 8]. Campaign leader 3, in contrast, concludes that
the electorate’s low level of political knowledge (together with the perceived volatility
of the electorate, the decrease in political trust, and their focus on persons instead of
parties) forms an insurmountable barrier, making PBT-techniques irrelevant.

Discussion and Conclusion
In the 2017 elections, used here as a case study, all campaigns use PBT through
Facebook, but some parties are more advanced than others, and have even developed
their own PBT-tools. We have established barriers and facilitators for PBT, using five
factors on a campaign level and three factors on a system level. Not only does this
study shed light on the conditions under which these barriers and facilitators manifest
themselves, it also gives insight into their different workings across parties. Our study
provides information about the data collected by parties and the PBT-techniques used
to attract voters. We demonstrate how personal networks and cognitive diversity within
a campaign can level barriers. We show how PBT is not only perceived as useful for
campaigns in a FPTP-system, but in a PR-system as well. And we show how regulatory
pressure is perceived as an obstacle and as a welcome ‘normative red line’.
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A triangulated research approach can improve our understanding of the campaign
leaders’ constructs. Observation of their (use of ) PBT-tools and how those tools help
campaigns make strategic decisions, can give more insight into the workings of those
techniques. Another approach would be to interview canvassers and identify ‘fieldlevel’ barriers and facilitators. Furthermore, ideally, we would have spoken to all parties
holding a seat in parliament. Unfortunately, three parties did not cooperate. Two of
those became the largest (VVD) and second largest (PVV; in a very close field) party.
Since we did have access to eight of 11 parties, we are confident about our findings and
we do not expect to identify additional factors influencing the adoption of PBT from
interviews with the remaining parties.
Compared to related recent studies by Anstead (2017), Hersh (2015), Kreiss (2016),
and Nielsen (2012), this study makes a number of contributions. In general, we focus
our exploratory research on a PR-system instead of a FPTP-system, and we develop
a model that takes system level contextual factors into account. Specifically, unlike
Anstead (2017) we have found evidence for equalization (which occurs when smaller
parties take advantage of the internet’s low costs and direct communication possibilities,
and, in doing so, use the internet as a tool of empowerment [e.g., Margolis, Resnick, &
Levy, 2003]). This evidence is especially clear in the case of GroenLinks, which was,
at the time of the campaign, one of the smallest parties in parliament (now the 5th
party). Furthermore, we provide an insightful point of view into Anstead’s question
of whether “parties develop data-driven capabilities more rapidly in electoral systems
with a tendency towards disproportionate outcomes” (2017; p. 23). In comparison with
Hersh (2015), we focus less on how differences in data-availability lead to different
strategic decisions, but more on how differences in the perception of campaign level
and system level factors lead to a variation in the occurrence in PBT-innovation. With
regard to Kreiss (2016), we have extended his model and applied it to a multiparty
democracy. In comparison with Nielsen (2012), we focus solely on the perception of
campaign leaders and not on canvassers. Furthermore, we focus on PBT on online as
well as offline platforms.
Our attention for the system level factors has enabled us to identify perceived influence
of the PR-system on the adoption of PBT. Contrary to theoretical expectations (Plasser
& Plasser, 2002), campaigns in a one-district PR-system do identify key-areas that are
more heavily campaigned than other districts. These key-areas differ from ‘battleground
states’ in FPTP-systems in the sense that the key-area does not sometimes swing one way
and sometimes the other, but rather that potential voters in key-areas are supportive
of a certain party, but not very likely to show up at the polls. Campaigns use PBTtechniques to convince those potential voters of the personal relevance of politics and
to motivate them to cast their votes. Areas with firm turnout numbers and clear support
for a certain party, in contrast, are perceived as less decisive and less of a priority. This
leads to a hierarchy of areas, which differs per party. Also, as a PR-system typically leads
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to a relatively large number of parties partaking in an election, PBT can be seen as an
asset for a campaign to organize in a more efficient manner. Moreover, according to
the campaign leaders, PBT-techniques offered by Facebook do allow smaller parties a
degree of visibility that they are unable to achieve through traditional media.
On a campaign level, in coming years, we expect more citizen-initiated campaigning
(Gibson, 2015) by campaigns low in labour-resources. This requires a solid
infrastructure, which opens the door for third party intermediaries offering off-theshelf infrastructure. In this regard, it would be interesting to track the development
of PvdA, which has suffered its biggest loss in history. This critical event could lead
to the prototyping (Kreiss, 2016) of GroenLinks’ innovative campaign by PvdA. As
the party’s chairman has resigned, the door is open to a more cognitive diverse party
structure (Du Pre, 2017; De Vaan et al., 2015). Of course, these developments might
apply less to parties that are officially more cognizant of campaign ethics (e.g., D66).
This is why ethics and legal aspects are important factors to take into consideration.
It would be interesting to see how these campaigns act as PBT-capabilities of rival
parties improve. Their self-imposed barrier can limit their future chances, but can also
attract voters growing more aware of the value of privacy. In the former case, this could
lead to an overhaul of their privacy principles, or perhaps to a legislative push towards
the restriction of PBT (similar to Hersh, 2015). In the latter case, campaigns can be
expected to develop innovative non privacy-invasive campaigning techniques. Either
way, our model would provide tools to study the process.
So ‘can political parties campaign in Europe as they do in North America’ (Bennett,
2016)? We would say ‘mostly yes’. We agree with Bennett (2015) that there are important
differences between the US and Europe, and indeed, they influence how PBT is used.
But based on our findings, we are hesitant to conclude that those differences (severely)
constrain the export of PBT-practices to European multiparty systems. We have shown
that relatively small campaign budgets do not need to bar parties from engaging in
PBT-practices (or even from cooperating with BSD, an ‘expensive’ American political
consultancy). The same is true of the electoral system: campaign leaders generally
perceive PBT-techniques as useful in a PR-system. What remains is the relatively strict
Dutch data protection law, labelling political preference as ‘sensitive personal data’,
which can only be processed with explicit consent from the potential voter. ‘Explicit
consent’, however, sounds harsher on paper than it is in practice and is easily achieved
(e.g., Beales & Muris, 2008; Calo, 2012; Joergensen, 2014). Of course, because of data
regulations and/or their non-existence, European campaigns are unable to consult
voting lists showing whether an individual showed up at the polls in the last elections.
In most European countries, the electoral register is inaccessible to political parties.
One might argue that, from a campaign’s perspective, US voter data are superior to
European voter data. We would argue that European data are different, but they do
not bar European campaigns in the use of PBT-techniques. Dutch campaigns, for
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instance, can (and do) rely on election results on voting booth level (which comprises
a couple of streets). They can (and do) combine these results with detailed, accurate,
and a multitude of data about the neighbourhoods surrounding those voting booths.
And then there is Facebook, facilitating easy targeting of its users with personalized
messages. As potential challenges for democracy come with PBT, such as ignoring ‘less
valuable’ citizens (e.g. reliable non-voters), more research into the workings and effects
of PBT is needed.
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Chapter 3
Spiraling downward: The reciprocal relation
between attitude toward political behavioral
targeting and privacy concerns8

8

This chapter is published as: Dobber, T., Trilling, D., Helberger, N., & de Vreese, C.
(2018). Spiraling downward: The reciprocal relation between attitude toward political
behavioral targeting and privacy concerns. New Media & Society, 21, 1–20. https://doi.
org/10.1177/1461444818813372
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Abstract

Tailored political messages are increasingly
prevalent in election time, but we know little
about how people perceive such data-driven and
potentially privacy-infringing techniques. This
article examines how demographics relate to privacy
concerns and attitudes toward “political behavioral
targeting” (PBT), how privacy concerns and
attitudes toward PBT relate over time, and explore
their relation with autonomy, electoral deliberation,
and chilling effects. Using a three-wave panel study,
administered in the Netherlands (N = 879), we
examine a potential reciprocal relation between
attitude toward PBT and privacy concerns, which
may form a negative reinforcing spiral dynamic
over time. This dynamic could result in undesirable
behavior of the voter from a democratic viewpoint
(e.g. chilling effects). We find that demographics
fall short in explaining privacy concerns. More
importantly, we find evidence for a reinforcing
spiral dynamic and, by doing so, contribute to the
discussion about the threats and promises of PBT
to society.
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Introduction
As people increasingly use online services, and leave digital traces, it becomes easier to
build data-rich profiles of ordinary citizens. Such profiles allow political advertisers to
segment the electorate, and to target specific groups of voters with tailored messages.
The use of this technique, ‘political behavioral targeting’ (PBT), is widespread in
the US (e.g. Kreiss, 2016; Hersh, 2015; Nielsen, 2012) and emerging in European
democracies (Anstead, 2017; Dobber et al., 2017).
Proponents emphasize that tailoring may lead to voters receiving messages about topics
they actually care about. Critics worry about citizens’ privacy (Bennet, 2015; Howard,
2006; Tene, 2011), and the information asymmetry between political campaigns and
citizens (Tufekci, 2014). Campaigns can base their actions on personal data, while the
receiver is unaware on the basis of what data she is being targeted (if she is at all aware
that she is being targeted). This could open the door to voter manipulation (Zuiderveen
Borgesius et al., 2018).
Learning about PBT, or noticing, for example, that a campaign ‘knows’ what websites
you have visited recently, can induce privacy concerns. These concerns, in turn, can
result in a negative attitude towards the use of PBT-techniques by political campaigns.
This process is likely reciprocal: A more unfavorable attitude towards PBT might also
lead to more privacy concerns. Together, privacy concerns and attitude towards PBT
may form a reinforcing spiral, each influencing the other over time. As a result, a voter
may experience so-called chilling effects. A chilling effect occurs when voters refrain
from certain behavior because they perceive they are being monitored (Marder et al.,
2016; Penney, 2016). A voter may, for example, not seek out information about the
standpoints of certain political parties on specific topics because she feels she is being
watched, or because she fears third parties can use her information seeking behavior to
infer private information. These topics need not be controversial (although they might
be). Voters may refrain from seeking out information about (somewhat) controversial
standpoints, simply because the future consequences of looking up such information
remain unclear. Considering the accuracy of computer-based judgments, such fear is not
unwarranted (Youyou et al., 2015). Furthermore, a relation between privacy concerns
and chilling effects has been found in commercial online behavioral advertising:
people self-reported that they would be “more careful online” or “self-censor if they
knew advertisers were collecting data” (McDonald & Cranor, 2010; p. 22). Moreover,
as attitudes are predictors of behavior (Millar and Tesser, 1989), it is important to
examine people’s attitudes, and, in this case, also the reciprocal process between attitude
and privacy concerns. An occurrence of chilling effects in commercial advertising is
undesirable (for the consumer and the advertiser), but chilling effects taking place
during a citizen’s process of free and private deliberation to reach an informed voting
decision can be detrimental to the electoral process. Without the experience of a private
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space, after all, a citizen is hindered in her ability to “reflect on and entertain beliefs,
and to experiment with them” (Reiman, 1995; p. 42), which hampers her ability to
reach an informed voting decision. Of course, apart from chilling effects, there are
other examples of potential detrimental consequences. Political campaigns using
PBT-techniques to reach and persuade voters who perceive PBT unfavorably, may fuel
voter distrust (Turow, Delli Carpini, Draper, & Williams, 2012), and threaten voters’
intellectual privacy (see Richards, 2015). Moreover, demographics may play a role in
predicting privacy concerns or attitudes towards PBT.
We look at the relationship between demographics on the one hand, and privacy
concerns and attitudes towards PBT on the other, and then examine the reciprocal
relation between these. We shed light on the potential reinforcing negative spiral, which
can induce chilling effects during the voter’s process of private deliberation. This means
that we examine whether there are actual grounds for the existence of the chilling effects
as described above , through a repeated measurement panel survey (N=879, T=3). We
try to answer the following overarching research question:
How does the Dutch electorate perceive PBT, and how do privacy concerns and attitude
towards PBT influence each other over time?
The consequences of a reinforcing spiral on voter behavior are beyond the scope of this
paper. However, we have seen evidence of chilling effects following online behavioral
advertising (McDonald & Cranor, 2010), and following online surveillance (Penney,
2016). Considering the importance of free and private electoral deliberation, we should
not underestimate the potential threat a reinforcing spiral poses to the electoral process.

Theoretical background and related research on PBT in the US and
Europe
This study is part of an emergent field that examines data use by political campaigns.
Recent approaches mainly focused on understanding the phenomenon and the
mechanisms behind it (Anstead, 2017; Kreiss, 2012, 2016; Nielsen, 2012). These
studies coincided with more descriptive accounts of data-driven political campaigning
(e.g., Bimber, 2014; but also see Nickerson and Rogers, 2014 for an overview of
microtargeting), and accompanied critical takes of the phenomenon and its threats
to democratic societies (e.g. Barocas, 2012; Tufekci, 2014). All these studies have an
Anglo-Saxon focus, which raises the question of whether political parties can “campaign
in Europe as they do in North America?” (Bennett, 2016, p. 261). Bennett (2016) notes
the relatively more stringent data-protection regulations in Europe, and observes that
North-American countries set the trend in data-driven campaigning, which, perhaps,
should not be seen separately from each other. It must be noted that evidence in support
of positive effects of microtargeting on voter behavior is sparse. Hersh and Schaffner
(2013) found that voter groups prefer broad political appeals over tailored ones, and

50

that political campaigns risk getting penalized when they mistarget an individual.
Broockman and Green (2012) found that political ads, targeted via Facebook, did not
improve candidate’s name recognition or evaluations. However, likely due to advances in
microtargeting and data-analysis techniques, it has become easier to identify partisans.
As such, Panagopoulos (2016), has signaled a move in US presidential campaigns back
from persuasion efforts, towards mobilizing the base. Hersh (2015) has shown that US
campaigns benefit less from the messy commercial data they acquire from data brokers
and more from publicly available data, especially voter records and census data. This
is in line with a study by Endres (2016), who found that campaigns that could rely on
a detailed voter file were able to microtarget voters more accurately than campaigns
that could not rely on those data. However, ‘strict’ EU-regulations prohibit a European
variant of the US voter file. Yet, Dobber et al. (2017) found that political campaigns in
Europe can still rely on other accurate public data (such as census data), just like their
American counterparts can.
Not only advanced campaigns can use PBT: At the very least, less-advanced campaigns
can fall back on Facebook, which offers a relatively cheap personalized advertising
infrastructure. Intermediaries like Facebook hold different, more detailed, data of
citizens than political campaigns do. As such, in Europe, too, citizens should be aware
of the new data-driven political persuasion techniques and the value of their personal
data to political campaigns. The extent to which citizens actually worry about their
privacy and their personal data remains unclear. Turow et al. (2012) were early to
survey the American electorate and discovered broad resistance against data-driven
political campaigning techniques within the US electorate. However, these (somewhat
outdated) US-based findings do not necessarily apply to Europe.

Privacy concerns and electoral deliberation
Being concerned about one’s privacy has negative consequences for citizens’ autonomy,
and, by extension, on electoral deliberation. In the political realm, we view political
autonomy as “the form of self-governance that one exercises together with others
in authorizing laws and various forms of collective action” (Anderson, 2013; p.
454). Political autonomy requires self-constitution, independence, and rationality
(Anderson, 2013). Being concerned about one’s privacy is especially problematic
for citizens’ autonomy, we argue. People’s ability to take autonomous decisions is in
jeopardy when anonymous third parties hold vast amounts of personal data that allow
them to arbitrarily interfere in people’s lives, and use that knowledge to manipulate
them (see, e.g., Tene & Polonetsky, 2013; Pettit, 2018). This situation can contribute
to a sense of privacy concern, which worsens citizens’ feeling of autonomy. If someone
expects, fears or is concerned about being sanctioned for holding an unpopular opinion,
having privacy still enables that person to independently (but autonomously) form an
unpopular opinion. When third parties amass personal data, and use that data to infer
peoples’ opinions and behaviors, deviating from the popular opinions and behaviors
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becomes riskier. This development can be likened to the spiral of silence theory (NoelleNeumann, 1974; but also Scheufele & Moy, 2000), but differences in that the spiral of
silence results in not speaking out deviating opinions, while privacy concerns hamper
individuals’ ability to deliberate independently (to independently form deviating
opinions). As autonomous individuals form the heart of liberal democracy, we agree
with Gavison’s (1980, p. 455) observation: “To the extent that privacy is important for
autonomy, it is important for democracy as well.” A citizen needs a ‘room to think for
oneself ’, to be able to develop her own political judgement (Dawes, 2014) and privacy
concerns threaten the experience of such political privacy.
As the degree to which someone is concerned about her privacy differs per person, we
first look at antecedents. The literature suggests gender, age, education, and knowledge
are predictors. Men are usually less worried about their privacy than women are
(Baruh, Secinti, & Cemalcilar, 2017). The role of age is ambiguous. American-based
research suggests all age groups have similar privacy concerns (Hoofnagle et al., 2010)
and similar emotional responses to surveillance scenarios (Turow et al., 2018), while
European-based research finds that older people are generally more concerned about
their privacy than younger persons are (Smit et al., 2014).
Similar ambiguity exists about the differentiating role of education levels. Sheehan
(2002) finds higher-educated people are more concerned about their privacy than
lower-educated persons, while Smit et al. (2014) find the opposite. Finally, Smit et
al. (2014) find a negative correlation between privacy concerns and knowledge about
behavioral advertising. While the literature provides no explanation for why these
differences between groups occur, we intuitively argue that differences in knowledge
are key to understanding these differences between groups. Knowledge gap theory
describes how the exposure to mass media coverage about an issue (such as privacy)
leads to higher levels of knowledge about that specific issue among the people with a
higher socio-economic status, in comparison with people with a lower socio-economic
status (Tichenor et al., 1970). We want to posit the following: people with higher
socio-economic status (i.e., the higher educated) think they understand the threat to
their privacy and feel competent to counter it, while the lower-educated people may be
aware of an abstract threat to their privacy, but they feel unsure about its specifics and
also incapable of countering. Therefore, the lower educated are also more concerned
about their privacy. However, we argue that, while the higher educated think they
understand the threat and feel competent to counter it, in fact, they are wrong. Boerman,
Kruikemeier, and Zuiderveen Borgesius (2018) indeed show that higher-educated
people are more likely to engage in privacy-protection behavior, but they generally take
ineffective privacy-protection measures (e.g., ‘deleting browser history’, but not ‘using ad
blocker’). This suggests that the higher educated neither understand the privacy threat,
nor are able to counter it. This also explains why we expect a U-shaped relation between
privacy concerns and age groups: the younger ‘digital immigrants’ (as opposed to digital
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natives) wrongly believe in their privacy protection capabilities, while the older digital
immigrants rightly understand their limited privacy protection capabilities. In the
discussion section, we will discuss possible mechanisms in more detail.

Predictors of attitudes towards PBT
To our knowledge, attitudes towards PBT have only been comprehensively assessed
by Turow et al. (2012), who found that men are a bit more likely to perceive PBT as
favorable, older people appear a bit more critical towards PBT than younger people are,
and finally, the highest and lowest-educated people hold the most favorable attitudes
towards PBT. Again, we could not find an explanation for these differences in the
literature. Turow et al. (2012) do stress that, while there are differences between groups,
overall, all groups view PBT unfavorably. Some simply perceive PBT more negatively
than others. Finally, Smit et al. (2014) find a negative correlation between knowledge
(of online behavioral advertising; OBA) and attitude towards OBA. Although OBA
occurs in the commercial domain and is, therefore, different from PBT, there is some
overlap. This leads to the following hypotheses:
H1a: Women are more likely to be concerned about their privacy then men are.
H2a: Women are more likely to hold unfavorable attitudes towards PBT than men do.
H1b: The youngest and oldest groups of citizens are more likely to be concerned about
their privacy than the age groups in between are.
H2b: Older citizens are more likely to hold unfavorable attitudes towards PBT than
younger citizens do.

H1c: Lowest and highest educated citizens are more likely to be concerned about their
privacy than citizens with an average education are.
H2c: Citizens with a lower education are more likely to hold unfavorable attitudes
towards PBT than higher educated citizens do.
H1d: Citizens with prior knowledge of PBT, are less like to be concerned about their
privacy than citizens without prior knowledge of PBT.
H2d: Citizens with prior knowledge of PBT are more likely to hold unfavorable
attitudes towards PBT than citizens without prior knowledge of PBT.

The role of internal political efficacy
Political efficacy is usually seen as consisting of two components: external and internal
(Wolak, 2017). External efficacy describes individuals’ feelings that citizens like
themselves have a “voice in politics”. Internal efficacy describes individuals’ feelings
that they themselves are capable of being an active citizen. Someone can believe she
is personally capable to be an active citizen (high internal efficacy), but that the
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political system is filled with selfish and incompetent politicians who are unresponsive
to citizens (low external efficacy) (Wolak, 2017; p. 3; Ostrander et al., 2017). High
internal political efficacy is associated with political participation, such as casting a vote
(Moeller, De Vreese, Esser, & Kunz, 2014).
We expect efficacious people to hold unfavorable attitudes towards PBT, as the
technique can be seen as diametral to their self-conception as autonomous active
citizens (see similar reflections on nudging by Nys & Engelen, 2016). Campaigns using
PBT-techniques serve citizens with specific, relevant, political information. Efficacious
citizens do not need the ‘help’ of political campaigns in deciding what information is
relevant to them, as they are capable to browse the marketplace of ideas by themselves.
For the inefficacious citizen, however, PBT can be very helpful in receiving, processing,
and understanding relevant political information. A similar dynamic occurs in the
realm of voting advice applications: inefficacious voters are more likely to turn to
these applications to gain information about politics (Van de Pol, Holleman, Kamoen,
Krouwel, & de Vreese, 2014). Moreover, efficacious citizens are likely worried about
their personal data, as data enables political campaigns to target them with tailored
messages, thereby threatening their efficacy. Non-efficacious citizens are unlikely to feel
the same way: they stand to win efficacy by offering a bit of privacy. This leads to the
following hypotheses:
H3a: Efficacious citizens are more likely to be concerned about their privacy than nonefficacious citizens are.
H3b: Efficacious citizens are more likely to hold unfavorable attitudes towards PBT
than non-efficacious citizens are.

The change of attitudes toward PBT over time
We study the attitude toward political behavioral targeting (PBT). Attitudes consist of
a cognitive component and an affective component (Millar and Tesser, 1986; Moon,
2013). Both components together can lead to a certain behavior (Millar and Tesser,
1989), which makes it important to examine people’s attitudes.
How might an attitude guide future behavior in the case of PBT? Consider the following
hypothetical, but realistic, scenario: 1) receiving personalized political messages
contributes to a feeling of creepiness (affective component), or to a concern about a
potential privacy violation (cognitive component); 2) a consequence of this unfavorable
attitude can be self-censorship when collecting information about (controversial)
standpoints of political parties (behavior) (McDonald & Cranor, 2010).
Information about voters’ attitudes towards PBT is scarce. US-based research (Turow
et al., 2012) suggests that privacy concerns play a role in shaping negative attitudes
towards PBT. This is supported by Smit, Van Noort, and Voorveld (2014), who
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found a negative relation between privacy concerns and attitude towards commercial
behavioral targeting, and by Schwaig, Segars, Grover, and Fiedler (2013), who found
that “general concern for information privacy strongly influences” attitudes towards
a “specific information practice” (p. 6). Voters may be concerned about their privacy,
since campaigns collect their personal information, and attempts to pseudonymize
or anonymize personal data often do not make it impossible to tie pieces of data to
individuals (Zuiderveen Borgesius, 2016).
This dynamic is likely to be reciprocal. People initially are unlikely to hold stable attitudes
towards PBT, because of the novelty of the technique. However, over time, attitudes can
become more stable, for instance as a result of news coverage on the topic or because of
direct experience with PBT (Glasman and Albarracin, 2006). Turow et al. (2012) show that
Americans hold unfavorable attitudes towards PBT. We expect this negativity towards PBT
to hold for the Dutch electorate, since there is no evidence pointing to the contrary. People
holding unfavorable attitudes are likely to refer to their privacy concerns as an argument
for their unfavorable perception of PBT (Turow et al., 2012). Through the occurrence of
attitude congruence bias, where people judge arguments in line with their attitude as more
convincing than conflicting arguments (Taber et al., 2009), attitudes will not only become
more stable over time, but congruent arguments will become more convincing as well. Since
we expect privacy concerns to be an important argument in the shaping of attitude, over
time, we expect that attitude towards PBT, in turn and over time, shapes privacy concerns as
well. An unfavorable attitude towards PBT, over time leads to more privacy concerns.
A different scenario is the occurrence of a positive reinforcing spiral. A positive
reinforcing spiral could lead citizens to not guarding their personal data, and to welcome
microtargeted messages from political parties, which should become increasingly precise
as the campaigns gather more and more data. Such a development could negatively
influence the quality of the public discourse (Gorton, 2016), the ability of journalists to
scrutinize political campaigns ( Jamieson, 2013), or raise questions about the mandate
of the elected politicians (Barocas, 2012). Naturally, the importance of privacy to
society (e.g., Reiman, 1995) holds even if citizens themselves do not value their own
privacy. A silver lining of a positive spiral is the potential for relevant information sent
by campaigns, potentially activating otherwise politically inactive citizens.
As we do not yet have a rationale for the direction of the relation, we have formulated
the following research question:
RQ2. How are change in attitude towards PBT and change in the experience of privacy
concern related over time?
In sum, together, we expect attitude towards PBT and privacy concerns to form a
reinforcing spiral, each, over time, exacerbating the other.
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Methods
We use a three-wave panel survey, administered in the Netherlands, between November
2016 and August 2017, by CentERdata (Tilburg University, The Netherlands). There
was a national election in the Netherlands during the data-collection period. Wave one
preceded the election, the second wave was administered closely after the election. The
third wave followed three months after. The Netherlands is an interesting case, because
during the political campaign people are more likely to receive PBT-messages, and media
are more likely to cover the subject.
The sample was drawn from CentERData’s LISS panel , and is representative of the Dutch
population. Panel members participate in monthly online surveys. The panel is based on
a true probability sample of households drawn from the population register. CentERdata
carries out a yearly longitudinal survey in the panel, to keep track of changes in a broad
range of background variables.
The survey data are part of an overarching project using the same set of panel respondents
for eight rounds of data collection. The three waves used in this study are data collection
rounds 5, 7 and 8 in the overarching project. As a result, attrition starts after the first wave.
Drawing from the pool of participants of wave one, there were 1193 respondents still
participating in wave 5 (79% compared with wave one ), which took place in November
2016. In wave 7, (between 15 May 2017 and 20 June 2017), 1031 respondents participated
(68%). In wave 8, (in August 2017), 988 respondents participated (66%). We only use
data from waves 5, 7 and 8, and therefore, for clarity, refer to those waves as T1, T2, T3.
Furthermore, for our analysis we rely only on respondents who have completed the surveys
at T1, T2 and T3 (N= 879; 58%). Due to the cooperative nature of the data-collection
effort, the period between T1 and T2 (6 months) is larger than the period between T2
and T3 (3 months). This may have a detrimental effect on our ability to measure effects
between T2 and T3. Potential effects after the 3-month period are likely weaker than
potential effects after the 6-month period . See appendix A for sample descriptives.

Measures
Attitude towards PBT. Attitude is measured through three items on a 7-point scale: ‘I
do mind if a political party tries to find out my political opinions on the basis of my
online surf and search behavior’ (T1: M=2.25, SD=1.78, min=1, max=7), ‘If I would
know a website would share my personal data and online behavior with political
parties, I would not visit that website anymore’ (T1: M=2.59, SD=1.84, min=1,
max=7), ‘If I would find out that a website serves me advertisements from political
parties based on my personal data, I would be angry’ (T1: M=2.81, SD=1.92, min=1,
max=7). Table 3.1 shows ‘attitude towards PBT’ is a reliable scale. The attitudes are
quite unfavorable. Although the between subject mean scores do not seem to vary a
lot over time, the within subject standard deviation is .85.
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Table 3.1 - Descriptive statistics of ‘attitude toward PBT’ over time
Attitude toward PBT

Α

M

SD

Min

Max

T1

.83

2.55

1.59

1

7

T2

.81

2.72

1.64

1

7

T3

.88

2.54

1.54

1

7

‘Attitude toward PBT’ over time (respondents saw only the endpoints written out: 1=very unfavorable, 7=very
favorable). N=879.

Privacy concerns

Privacy concerns are measured through five items on a 7-point scale: ‘I am worried that
my personal data (such as my online surf and search behavior, name, and location) will
be abused by others’ (T1: M=5.04, SD=1.55, min=1, max=7). ‘When I am online, I get
the feeling that others keep track of where I click and what websites I visit’ (T1: M=4.14,
SD=1.75, min=1, max=7). I am afraid that the personal data I share, is not being stored
securely’ (T1: M=4.78, SD=1.53, min=1, max=7). I worry that my personal data on
the internet will be passed on to other companies’ (T1: M=4.92, SD=1.59, min=1,
max=7). ‘I worry that my personal data on the internet are seen by people I do not
know’ (T1: M=4.85, SD=1.64, min=1, max=7). Table 3.2 shows fairly high privacy
concerns. The within subject standard deviation over time is .78.
Table 3.2 - Descriptive statistics of ‘privacy concerns’ over time.
Privacy concerns

Α

M

SD

Min

Max

T1

.93

4.80

1.42

1

7

T2

.92

4.66

1.40

1

7

T3

.94

5.27

1.37

1

7

‘Privacy concerns’ over time (respondents saw only the endpoints written out: 1=totally disagree,
7=totally agree). N=879.

Efficacy

Efficacy is measured with two items, on a 7-point scale: ‘I know the most important
political problems in our country quite well’ (M=4.39, SD=1.59, min=1, max=7), ‘I
am more up to speed with current political affairs than most people in the Netherlands’
(M =3.42, SD=1.61, min=1, max=7). The scale statistics are: r=.67; M=3.91;
SD=1.46.

Education levels

Respondents were asked about the highest level of education they have completed.
There were six possible subcategories. In line with government data (Rijksoverheid,
2017), we have recoded these subcategories in either ‘low educated’ (elementary
school), ‘middle educated’ (different levels of high school, and community college),
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and ‘high educated’ (bachelor’s and master’s degree). See Appendix B for the sample
distribution in comparison with the population.

Knowledge of PBT

Knowledge of PBT is measured with one item, explaining that political campaigns can
use citizens’ personal data to show them tailored advertisements. Respondents could
answer ‘no’ (0) or ‘yes’ (1), to: ‘Were you familiar with the phenomenon, before you
enrolled in this study?’ The majority (67%) indicated no prior knowledge of PBT. We
asked the respondents whom indicated prior knowledge to label three statements true
or false to test their knowledge: ‘Microtargeting requires a lot of personal voter data’
(true), ‘Microtargeting solely takes places on social media’ (false), ‘Microtargeting is
illegal in the Netherlands’ (false). Only 29% answered all three questions correctly, 51%
answered 2 questions correctly, 17% answered 1 question correctly, and 2% gave no
correct answers.

Analytical strategy
First, we examine the characteristics of the people who are concerned about their privacy,
and those of the people holding negative attitudes towards PBT at one point in time
(T1). Then, using a second model, we focus on the reciprocal relation between privacy
concerns and attitude towards PBT, and investigate a potentially negative reinforcing
spiral over time. Since we incorporate stability coefficients in this second model, we do
control for the previous values of the same variable (Adachi and Willoughby, 2015).
After all, often, the best way to predict a future value is to look at the value at T-1. By
taking these previous values in account, we track within-respondent changes over time
and distill the effect of other variables over time (see Figure 1 for a schematic diagram
of the cross-lagged model). A two-step approach, using separate models, is needed to
overcome an insufficient model fit. This way, we can provide a deeper understanding of
the phenomenon by taking background variables into account.

Figure 1 - Cross-lagged model attitude toward PBT and privacy concerns over time.
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Table 3.3 - OLS regression predicting privacy concern at T1.
Privacy concerns (T1)

B

SE B

β

t

p

Age (centered)

.01

.003

.10

2.61

.001

Age (centered, squared)

-.00

.00

-.08

-2.18

.03

Gender [0=F, 1=M]

- .09

.10

- .03

- .97

.33

Education [1-7]

- .11

.09

- .05

- 1.33

.19

Knowledge of PBT [0=No, 1=Yes]

.15

.11

.05

1.37

.17

Efficacy [1-7]

.05

.04

.05

Constant

4.95

.21

1.44

.15

23.13

< .001

3

R2=.03. N=874.

Results
As Table 3.3 shows, age is the only significant predictor of privacy concerns. However,
as the low R2 (.03) indicates, none of these variables add much to our understanding
of the privacy-concerned citizen. Figure 2 shows a non-linear relation between age and
privacy concerns. The expected U-shape, however, was not found. Rather, the opposite
appears true: the youngest age group is the least concerned about their privacy. This
concern increases with age, but stops – and starts trending downward – at around 65
years. Looking at Table 3.3, we can see that indeed men appear less worried about their
privacy (H1a), but hypotheses 1b, 1c, 1d, 3a are not supported.
Table 3.4 shows that age is the most important predictor of citizens’ attitude towards
PBT. Older people are more likely to hold unfavorable attitudes. Women are more
likely to hold unfavorable attitudes towards PBT than men do. Having prior knowledge
of PBT is positively related to attitude towards PBT. This was expected in H2a, H2b,
H2d. Education level or the level of efficacy, finally, do not seem to be related to attitude
towards PBT (contrary to H2c, H3b). As the explained variance (R2=.15) shows, we
are much better able to explain the attitude towards PBT than we were able to explain
privacy concerns.
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Figure 2 - Margins plot showing relation between privacy concerns and age groups (mean age=56 years old).

Table 3.4 - OLS regression predicting attitude towards PBT at T1.
Attitude towards PBT (T1)

B

SE B

β

t

p

Age

- .03

.003

- .31

- 9.50

< .001

Gender [0=F, 1=M]

.30

.11

.09

2.84

.01

Education [1-7]

.12

.09

.04

1.29

.20

Knowledge of PBT [0=No, 1=Yes]

.40

.11

.12

3.61

<.001

Efficacy [1-7]

.04

.04

.03

0.98

.33

Constant

3.59

.29

12.23

< .001

OLS regression predicting attitude towards PBT. R2=.15. N=874.
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Figure 3 - Hex plot showing correlation and distribution of privacy concerns and attitude towards
PBT at T1.

Figure 4 - Significant coefficients cross-lagged model.
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Before we estimate a Structural Equation Model to study the relationship between
privacy concerns and attitude towards PBT over time, we first take a closer look at both
variables at T1. Figure 3 shows the correlation between privacy concerns and attitude
towards PBT (r=-.32) and the distribution of both variables at T1. As expected, being
more concerned about one’s privacy is related to a less positive attitude towards PBT.
But we also see that at the first point in time, a relatively large number of respondents
already take on the most extreme values for both privacy concerns (very concerned) as
well as attitude towards PBT (very unfavorable). This implies a ceiling effect where,
over time, people cannot take on even more extreme values. As a result, it is possible
that our following model underestimates the relation between attitude towards PBT
and privacy concerns.
Estimating the cross-lagged model (see Figure 1), we find that the cross-lagged model
fits the data rather well: χ² (2 df ) = 5.37, p=.07; RMSEA=.04, 90% CI[.00–.09];
CFI=.998). Figure 4 only shows the significant paths. Indeed, we find a reciprocal
relation between attitude towards PBT and privacy concerns between T1 and T2.
The hypothesized reciprocity disappears between change in privacy concerns at
T2 and attitude towards PBT at T3 (B=-.06; SD=.04; z=- 1.65; p=.10; 95%
CI[-.13–.01]). There is, however, still a significant influence of change in attitude
towards PBT at T2 on change in privacy concerns at T3.

Discussion and conclusion
In this paper, we set out to explore the reciprocal relation between privacy concerns and
attitude towards PBT over time, and we examined the role of demographics therein. We
showed a reciprocal relation between both variables over time, but the effect appears to
wash out over time. Remarkably, age, gender, and education together fall short in explaining
people’s experience of privacy concerns (see Table 3.3). Even when internal political efficacy
and prior knowledge of PBT are added to the model, the explained variance remains
very low (R2 = .03). We can only conclude that younger age groups, in general, are less
concerned about their privacy. Education level does not seem to be a significant predictor
of privacy concerns. This may suggest that privacy concerns are not limited to a specific
subset of society (e.g., the educated elite), but are rather a society-wide phenomenon. It
could also indicate an ‘experience gap’ in the sense that digital natives feel more competent
in countering the threats to their privacy. A divide between ‘digital natives’ and ‘digital
immigrants’ is possible. Differences in perceptions and experiences between both groups
have been found in online trust (Hoffmann et al., 2014). Finally, our findings are in line
with earlier findings by Baruh et al. (2017), who have shown women are generally more
concerned about their privacy than men are.
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Looking at the relationship between demographics and attitudes towards PBT (see
Table 3.4), our results show that people with prior knowledge of PBT hold more
favorable attitudes towards PBT. This finding contrasts with Smit et al. (2014), who
found a negative correlation between knowledge and OBT. Furthermore, only 33% of
the sample claimed to be aware of PBT before survey participation. Of those 33%, a
bit less than a third answered all three follow-up knowledge questions correctly. This
makes it possible that a large chunk of the people who indicated prior knowledge of
PBT, had no deep understanding of the phenomenon. What stands out, as was the case
with privacy concerns, is that age is an important indicator for citizens’ attitude towards
PBT. The ‘digital divide’ we may have seen in relation to privacy concerns, seems to be
manifesting itself here as well.
Now that we better understand which demographic variables relate to privacy concerns
and attitudes towards PBT at T1, we can discuss the cross-lagged model. We indeed
find some evidence for a reinforcing spiral: changes in privacy concerns lead to changes
in attitude towards PBT, and vice versa, over time. Between T1 and T2, we find a clear
reciprocal relation. Between T2 and T3, however, the reciprocity does not hold for
both variables. Change in attitude towards PBT at T2 does lead to change in privacy
concerns at T3, but change in privacy concerns at T2 does not significantly lead to
change in attitude towards PBT at T3. This makes sense, because the time period
between T2 and T3 was three months shorter than the time period between T1 and T2.
Furthermore, there was an election between T1 and T2, so we would expect a stronger
effect during the election period. After all, during the election, people are more likely
to have actually experienced or heard about PBT. Concluding, we have seen a negative
reciprocal relation, but the effect is 1) limited to a longer period of time, which gives
people more time to change their minds, 2) likely strengthened by a time period in
which there is media-attention for PBT, and in which people can actually encounter
PBT-messages from political campaigns, and 3) potentially underestimated due to the
earlier mentioned ceiling effect (see Figure 3).
This is the first time empirical evidence has been presented for detrimental consequences
of PBT on voter attitude and privacy concerns. For example, Tufekci (2014), discusses the
information asymmetry between political campaigns and the individual voter. Tufekci
likens this asymmetry with the “opposite of the panopticon” (p. 9), where surveillance
is implicit instead of explicit. According to Tufekci, this implicit surveillance is needed,
because, contrary to the ‘original’ panopticon, in a democratic society the information
gatherer does not surveille prisoners, but citizens. And these citizens “may be upset
about surveillance and loss of privacy — and take action against it” (p. 9). Our model
supports Tufekci’s observation: it shows how using PBT-techniques on people who are
already concerned about their privacy, is a bad idea (see Figure 4).
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Our findings also warrant concern about a loss of autonomy voters may experience
(e.g. Anderson, 2013). As citizens are quite concerned about their privacy, the process
of independently forming political opinions is being jeopardized. After all, citizens’
independence is on the line when third parties hold vast amounts of personal data that
would allow them to arbitrarily interfere in people’s lives (see, e.g. Tene & Polonetsky,
2013; Pettit, 2018). When citizens, in addition to this, are increasingly concerned
about their privacy, their feeling of autonomy suffers. Concerned citizens may fear
sanctions following data-analyses from third parties, which show they are likely to
deviate from the popular opinion. Or they may fear that their search behavior, in the
near future, reveals something about themselves that might be used against them. As a
result, autonomous deliberation becomes riskier. Therefore, there is less opportunity
for equal participation. From a republican perspective, this ‘privacy-concerned citizen’
finds herself in a disadvantaged position, as she fears the consequences that may follow
the data trail showing her deviating from the popular opinion (see Pettit, 2018; and
Noelle-Neumann, 1974; but also Scheufele & Moy, 2000). From a liberal perspective,
democracy benefits from a diverse marketplace of ideas. While there may still be a
diverse range of ideas on this marketplace, the privacy-concerned citizen will not hear
them, as she self-censors her behavior to avoid penalization.
Political campaigns should be transparent about their influencing techniques. Explaining
the targeted audience that they receive a tailored message may help limit the feeling of
manipulation. Explaining how they take care of citizens’ privacy may positively address
privacy concerns. Taken together, our findings show that the potential for undesirable
voter behavior (e.g., inability to deliberate autonomously, chilling effects, voter
mistrust; McDonald & Cranor, 2010; Turow et al., 2012; Anderson, 2013) is very real.
Future research should delve deeper into the relationship between PBT and privacy
concerns. It would be interesting to examine differences between the lower-educated
and the higher-educated, over time, through the lens of knowledge gap theory (Tichenor
et al., 1970). PBT messages could be especially useful for the lower-educated, since
tailored messages could inform them on relevant policy issues. As a result, we expect
that for these groups, privacy concerns play a minor role, since the PBT messages are
useful for them. This is in line with privacy calculus (Dinev and Hart, 2006; Bol et
al., 2018). However, it can be questioned whether people can really oversee PBT’s
usefulness to them personally. An interesting question for future research can also be
whether privacy concerns and attitude towards PBT have an impact on political efficacy.
Although internal political efficacy can be considered a stable variable (e.g., Schneider
et al., 2014), over time, a relation is not unimaginable. Finally, as data gathering and
microtargeting does not happen in the political domain alone, future research should
compare attitudes towards PBT and privacy concerns in different realms.
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Abstract

Political microtargeting is the subject of heated
societal debate but not much is known about
its effects, especially in non-US contexts.
Microtargeting, used by political actors to send
citizens tailored messages, could have the potential
to overcome barriers that make generic political
messages less effective. In this paper, we present a
small-scale field experiment, which serves as a case
study to illustrate how microtargeting’s effects on
citizens could be measured. The case study, as the first
European-based empirical test of microtargeting’s
effectiveness, showed that receiving a microtargeted
message increased vote likelihood, but this increase
did not translate into actual votes.
68

Introduction
Political microtargeting (PMT) techniques are gaining popularity in European
political campaigns (Anstead, 2017; Dobber, Trilling, Helberger, & De Vreese, 2017).
The appeal of microtargeting is that people are potentially more responsive to messages
that are personally relevant than to generic messages.
Critics of microtargeting warn for the potential for manipulation (Gorton, 2016;
Zuiderveen Borgesius et al., 2018), which, for instance, can occur when a political message
deliberately evokes a feeling of ‘social pressure’ or when a campaign tries to leverage
feelings of fear. Another risk of microtargeting is the possibility for the infringement
of citizens’ (intellectual) privacy (Richards, 2015; Rubinstein, 2014). Critics also warn
for the information asymmetry between the campaign and the targeted voter (Tufekci,
2014), which occurs when campaigns know a lot about the individual voter, but the voter
knows (almost) nothing about the data used by the campaign to target her.
Proponents praise PMT’s potential to interest voters in political issues that are relevant
to them personally. Consequently, microtargeting could increase political participation
(Zuiderveen Borgesius et al., 2018). For example, a student may be more inclined to
respond to a political message about student housing than to a message about pensions,
and the opposite may be true for the pensioner.
Microtargeting’s threats and promises are quite salient, but there is only limited
knowledge about effects of PMT on citizens. Present literature is US-based, and not
easily generalizable to non-US contexts with different regulatory regimes, campaign
budgets, and electoral systems.
Measuring effects of political microtargeting comes with challenges. For instance, how
can you determine a priori which participant should receive which specific stimulus
tailored to her personally? In this study, we explore a possible research set-up for
measuring the effects of PMT, conduct a field experiment in a multi-party context,
and in doing so, contribute novel empirical evidence to the microtargeting debate by
answering the following key question: ‘What are effects of microtargeted issue-based
messages on citizens’ vote likelihood and issue salience?’
The field experiment occurred in a real election, and consisted of a pre and a post survey.
The pre-survey served to discover which issue was most salient to the participant, and
how likely participants deemed themselves to vote for specific political parties. This
information helped to determine which participant should receive which stimulus
message. The tailored stimulus was administered on March 15 and March 16: a few
days before the election (March 21, 2018). The post survey was conducted right after
election day to measure potential changes in vote likelihood and issue salience.
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Further conceptualizing political microtargeting
Common in the description of PMT is the understanding that PMT requires personal
information of citizens, the application of (big) data analysis, and tailoring messages
to the receiver (Gorton, 2016; Hersh, 2015; Rubinstein, 2014; Tufekci, 2014;
Zuiderveen Borgesius et al., 2018). However, the literature is not clear about when
regular targeting becomes microtargeting. How small does the targeted audience have
to be before we speak of microtargeting? We argue that to decide whether a political
actor is microtargeting, we should not look at the size of the targeted group per se.
Rather, the microtargeted group should be 1) a subgroup of a general population, 2)
this segmentation should be based on two or more characteristics, 3) the subgroup
should be perceived by the campaign as homogenous, and 4) the campaign should send
different messages to different audiences.
Imagine the political actor is the party of French president Emanuel Macron, who is
campaigning for national elections. If Macron’s campaign would target law students of
the Sorbonne university with a message tailored to them being Sorbonne students and
target medicine students of the University of Paris with a different tailored message, we
should speak of microtargeting. One, all the students of the Sorbonne are a subgroup of
the general population, as are the University of Paris students. Two, the segmentation
of Macron is based on several characteristics: law students who study at the Sorbonne
University, or medicine students who study at the University of Paris. Three, Macron may
deem the Sorbonne students homogeneous, and the University of Paris students too,
and likely for the purpose of a national election they are. Four, the Sorbonne students
as well as the University of Paris students receive a different message tailored to them
belonging to their respective universities. Sending more two (or more) tailored messages,
one to the Sorbonne students, and one to the University of Paris students, is crucial.
Microtargeting should, when done correctly, ignore the people who are perceived as not
susceptible to the message (Sorbonne students are unsusceptible toward the message
tailored to University of Paris students and vice versa), and only reach the perceived
susceptible people, ideally raising the average effectiveness of both messages.

Why could microtargeting work?
In this section, we explore an undertheorized element of PMT: which mechanisms
could influence PMT’s effectiveness?
When done correctly, microtargeted messages are important to the receiver, and
congruent to her opinions, which would increase the chance of message scrutiny
and, subsequently, the chance of influencing the message recipient (Petty et al. 1995;
Wheeler, Petty & Bizer, 2005; Chang 2006; Petty and Cacioppo 1986; Wheeler,
DeMarree, & Petty, 2008).
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According to dual-processing theories, the processing of information, and subsequent
decision-making, is handled by two different types (see Evans & Stanovich, 2013, for an
overview of critique on dual-processing theory). These types are discussed in different
terminology: ‘system 1 and system 2’ (Kahneman, 2011), ‘type 1 and type 2’ (Evans
& Stanovich, 2013), ‘peripheral and central’ (Petty & Cacioppo, 1986), ‘heuristic and
systemic’ (Chaiken, 1980). The consensus is that there is a fast, autonomous type of
processing that does not require working memory (‘Type 1’), and a reflective type of
processing that does require working memory and is capable of cognitive decoupling: a
relative complex form of problem solving (Koichu & Leron, 2015). This is known as ‘Type
2’ processing (Evans & Stanovich, 2013). Persuasion can occur via Type 2 processing,
and should result in a relatively enduring persuasion. But persuasion can also occur
through Type 1 processing, which should result in temporary. Microtargeting should
increase the likelihood ‘successful’ processing, Type 1 or Type 2, by making a message
personally salient, easy to understand, and by introducing a powerful argument on the
basis of the receiver’s personal situation, beliefs, behavior, and/or traits (e.g., Petty &
Cacioppo, 1986). Especially activating Type 2 processing should increase the chance of
persuasion, and, therefore, increase the likelihood to vote for the campaign that sent the
microtargeted message that activated Type 2 processing.

Literature on effects of political microtargeting
Measuring PMT is challenging, but not impossible. This paper presents a field
experiment that serves as a case showing how PMT could be measured. Before we
discuss the case more elaborately, we briefly discuss the literature from which we derive
the expectations.
The field of microtargeting research is in its infancy. While the literature is steadily
growing, there is still much unknown about the actual effects of the technique. Endres
and Kelly (2018) have focused on how the use of predictive scores (a measure that many
microtargeting efforts are based on, which can for example be a calculation of a voter’s
likelihood to vote for a certain party) have implications for specific demographic groups
of the electorate. Young people, for example, are much more likely to be systematically
ignored by political campaigns that use predictive scores to target advertisements.
Actual effects of political microtargeting on citizens are measured exclusively in a US
setting. Hersh and Schaffner (2013), warned for negative effects of wrongly targeting
an ethnic group (‘mistargeting’). Haenschen and Jennings (2019) showed that online
PMT ads boosted voter turnout, but only for young voters in competitive districts.
Endres (2019) found that issue-congruent microtargeted messages increase crosspressured voters’ support for the campaign that sent the microtargeted message.
A meta-analysis of the persuasive effects of campaigning techniques found almost no
evidence for any persuasive potential of non-microtargeted political messages (Kalla
& Broockman, 2017). However, Kalla and Broockman (2017) note that finding
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persuadable voters can be a successful strategy, but this requires sizable effort and
resources.
From a European perspective, the US focus of microtargeting research is suboptimal
because the findings cannot easily be generalized to European contexts. Research has
found that the originally American microtargeting techniques take on a hybrid form,
dependent on contextual factors when applied in Europe (Anstead, 2017; Dobber et al.,
2017). Unfortunately, as of yet, there are no empirical studies on effects of PMT in a
European, multiparty, context. Despite the contextual differences between US and EU
contexts, on the basis of present research we expect the following.
H1:

Receiving an issue-based microtargeted message increases the likelihood to
vote for the party that sent the microtargeted message.

Issue salience
A microtargeted message should be about an issue that is personally salient to the voter.
Contacting someone about an issue that is not important to her, would be illogical: how
could a campaign influence someone by appealing to an issue irrelevant to the voter?
Previous research has indeed found the conditional effect of issue salience on issue based
voting (Bélanger & Meguid, 2008). These findings are based upon a shared agenda of issues
that are salient to the general public. Agenda setting theory describes a public agenda, set
by the topics traditional media cover (McCombs & Shaw, 1972). However, we would
argue that with the rise of personalized news and political microtargeting techniques,
the ‘shared’ agenda of issues may become increasingly individualized. If a campaign
infers which issue is (most) important to a potential voter, say ‘education’, it would send
only political information about education to that specific voter. As a consequence, the
individual voter may come disproportionately in contact with one specific issue and may
therefore assign more relative weight to education, and less weight to the other issues. This
leads to the second hypothesis:
H2:

Receiving an issue-based microtargeted message increases the relative salience
of the targeted issue.

Case and methods
Using a field experiment to study PMT comes with upsides and downsides. Different
approaches are possible, and should be used in future research to get a better grasp of
PMT’s effects on political behavior. As such, the case that we present is only meant to
give first, but not definitive, insight into PMT’s effects in a natural, multiparty setting,
and into possible ways to measure them.
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Case

This field experiment took place in the context of the 2018 municipality elections in
Utrecht. This is a one district, proportional representation electoral system, which
means that every vote counts equally. There were 16 political parties running for
office. Citizens did not vote for a candidate, but for a party. Moreover, citizens did
not elect a mayor, but rather the members of the municipality council. Consequently,
the personalities of specific candidates typically did not take on a big role in this
municipality elections.
Municipality elections are second order elections, perceived by citizens as less
important than national elections (Lefevere & Van Aelst, 2014). The turnout for the
2018 municipal election in Utrecht was 59%. In comparison, the turnout in Utrecht for
the Dutch national election was almost 84% (Municipality of Utrecht, 2019).

Experimental design

To realize an optimal design, we used the house styles of two political parties: left-wing
PvdA, and right-wing VVD. The field experiment took place around the municipality
elections in the Netherlands (election day: March 21, 2018), and consisted of one
pretreatment and one post treatment round of data collection. At T2, only 21 VVDparticipants had completed the survey, making further analysis meaningless. Hence,
we only focus on the much larger experimental group of PvdA-participants who have
completed the survey at T1 as well as T2 (N = 51), and the participants in the control
condition who also completed both surveys (N = 35).
Our experiment consisted of one control group and one experimental group. The
participants in the experimental group received one out of 6 messages (see Appendix A),
tailored to them personally. The local branch of PvdA did not send tailored messages
at all during the campaign (they did not prioritize microtargeting in their campaign).9

Exposure to personalized message
Exposure occurred when a respondent received a political message tailored to her
most salient issue. We tailored the message on the basis of the information on the
respondents’ scores on issue salience, collected at T1. To determine which tailored
message we had to send the specific respondent, we looked at which issue was most
salient to her and which party had the higher vote likelihood score. If the most salient
issue was, for example, ‘education’, and the respondent’s vote likelihood was highest
for political party PvdA, we send her the PvdA-message about education. When more
than one issues were equally salient, we randomly selected an issue between the highest
scoring issues. We took the same approach when vote likelihood scores were equal.
9

The original design also included a ‘Facebook’ and a ‘Facebook + mail’ condition. However, this part
of the study is not reported here as the attempt to buy and place the ads in the Facebook auction,
via the custom audiences function, did not succeed. As a result, we can only compare and report the
‘personalized ad via mail’ vs the control condition in this manuscript.
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We phrased six different political messages. After pre-testing these messages 10, a
professional designer crafted six designs that looked like authentic campaign material
from the PvdA (see Appendix A for the messages). The statements on the stimuli were
phrased in exactly the same way the PvdA phrased their political messages, and were
designed in the house style of the PvdA. All stimuli started with the same words: ‘Be
certain of ’ and were followed by a statement relating to the specific issue (e.g., ‘Be
certain of a safe neighborhood’). This way, we were able to pool the participants that
were exposed to one of six different issue-based stimuli as one experimental group for
our analyses. The stimuli were the size of postcards, and addressed in a white envelope
with the address of the participants written on it by hand to decrease the chance that
participant would regard the messages as unwanted advertising.

Sample

There were two rounds of data collection. The first round (N = 124) took place
between January 20 and March 3. The second round of data collection (N = 86) took
place between March 23 and May 4. Data collection was carried out by the lead author
and three assistants. The manipulation was administered on March 15 and March 16: a
few days before the election (March 21, 2018).
Before the first round of data collection began, potential respondents received a letter
in which we announced our visit and explained to respondents what they could expect.
These letters were sent to 1550 respondents living in the four neighborhoods of our
interest, chosen because of their similar demographics (see paragraph ‘municipality
selection’). The streets within each neighborhood were randomly chosen.
Then, we visited the potential respondents at home, and told them we were studying
news consumption and political preference. While we were not actually interested in
news consumption, we did not want to give away the focus of our experiment in advance
(immediately after round 2 of data collection, we debriefed the participants on the true
nature of the study). We then asked them to cooperate and to consent to our processing
of their data for scientific purposes. After receiving informed consent, we administered a
survey in which we measured issue salience, vote likelihood, and demographic variables
year of birth, education level, gender. We also asked them for their e-mail addresses (see
Appendix B for the questionnaire), and we announced that there would be a second
round of data collection. After the first round of data collection, we had successfully
surveyed 124 respondents (Mage = 49, SDage = 13.49; 51% female; education: 8% was
lower educated (high school or lower), 37% medium (community college and bachelor
degree), 55% high (master’s degree or higher).
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N = 31. All messages sufficiently referred to the specific issues they were meant to refer to. See
appendix E.

The second round of data collection was conducted on the same group of people as in
round 1, but this time via e-mail and via post, shortly after the election (see Appendix C for
the survey of round 2). The participants who had provided us in round 1 with their e-mail
addresses received an invitation for an online survey. Those who had not, received a survey
per postal mail, an accompanying letter, and a return envelope. To increase responses, we
sent two reminders via post or e-mail. To further increase response, we visited the ‘nonrespondents’ at home and, if they were home, administered the survey right away. If the
specific non-respondent was not home, we delivered a hand-written note in which we
kindly asked them to fill in the survey (we also added the survey, together with a return
envelope). In this second round of data collection, 86 people participated (retention rate
69%). The demographics of the respondents that answered our survey questions twice
are similar to those in round 1 (Mage = 50, SDage = 12.92; 55% female; education: 8%
community college or lower, 92% had bachelor’s degree or higher), but do differ from the
general population, especially regarding education level (μage = 41.5; 50% female; 70%
community college or lower, 30% hold bachelor’s degree or higher).

Issue salience

This is a dependent variable, and was measured at T1 as well as T2. We asked the
following question “Could you indicate for the following issues, which are part of the tasks
of the municipality, how important those issues are for you personally? The score of 1 stands
for not at all important, and the score of 10 stands for very important. You can also answer
‘I don’t know’.” We then listed the following six issues: crime (M = 9.33, SD = .82,
N = 6), integration (M = 7.50, SD = 1.41, N = 8), job market (M = 8.67, SD = .82,
N = 6), quality of health care (M = 6.75, SD = 1.04, N = 8), quality of education
(M = 7.58, SD = 1.62, N = 12), housing market (M = 7.55, SD = 2.25, N = 11)11.

Vote likelihood

This variable was measured at T1 and T2. At T1, we asked the following question:
“Could you indicate the likelihood that you will cast your vote for the following parties
for the coming municipality elections?” At T2, after the elections, we asked: “Could you
indicate the likelihood that you would have cast your vote for the following parties for the
recent municipality elections?” At T2, we also asked for which party the participant had
cast their vote. But ‘actual vote’ was a less useful measure because there were 16 parties
running in the election. The chance that a participant voted for PvdA is slim, while
their voting intention could have changed regardless. But this change would not be
registered if we only looked at actual vote.
The vote likelihood item was measured on a 1-10 scale, where 1 stood for the lowest
likelihood. To keep the survey relatively short, we did not ask the respondents to
indicate their vote likelihood for all 16 competing parties, but only for the PvdA, the
11

These are the scores of round 2.
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VVD and also the center-Christian party CDA. This way, we could tell the respondents
that we were only interested in the classic leftist (PvdA), center (CDA), and rightist
(VVD) parties, without raising suspicion about our upcoming PvdA messages.

Non-included variable

At T2, we also measured campaign alignment: To what extent did the campaigns of
the following political parties align with the topics that you yourself find important?”
Respondents could score the six major parties (CDA, D66, GroenLinks, PvdA, SP,
VVD) on a scale of 1-10. they could also select ‘I don’t know’. We do not include this
variable in our analysis, because this question was likely too difficult to answer. The
item non-response was quite high (20%).

Debriefing

We explained that we had sent respondents a tailored message and, in broad terms,
explained the objective of the study. We also provided contact information of the first
author and of the university’s ethical committee.

Municipality selection

The field experiment took place in Utrecht, the Netherlands. Together with the local
branch of PvdA, we determined 4 neighborhoods where electoral turnout is generally
high and socio-demographics are comparable. These neighborhoods were: ‘Oud
Hoograven’, ‘Zeeheldenbuurt’, ‘Wittevrouwen’, and ‘Wilhelminabuurt’. We aimed for
neighborhoods with high turnout, because we expected higher participation rates
there12. There are 270.000 eligible voters in the city of Utrecht. There were 16 parties
running for a seat in the municipality council.

Manipulation check items

Whether the manipulation worked as intended was measured with two items. In
the first item, we showed a picture of the specific manipulation that we had sent the
respondent and asked whether the respondent had “seen this message in the run up to the
municipality elections”. Respondents could answer: yes, no, and don’t know.
The second manipulation check item measured whether the respondent found the
message appealing: “Could you, apart from your opinion about the party behind the
message, indicate to what extent this message appeals to you personally?” This item was
measured on a 7-point scale where 1 stands for ‘absolutely not appealing’ and 7 stands
for ‘absolutely appealing’.
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We consider the consequences for the representativeness of our sample not problematic, as it is very
difficult to achieve a representative sample when conducting a field experiment. We aimed for a
larger sample instead of a slightly more representative sample.

PvdA did not send issue-based mailers to the participants in this study. The only mailer
‘from the PvdA’ they received was the experimental stimulus. The majority of respondents
in the experimental condition did not see or did not remember seeing the experimental
stimulus (57% stated they did not see, 14% did not remember, 29% stated they did see
the stimulus). We cannot be sure that all participants in the experimental condition saw
the stimulus. Not remembering (correctly) does not mean that the stimulus has failed: a
message can make an imprint even if the person does not remember the message. There
were two weeks or more between receiving the stimulus and completing the second
survey During an election campaign, citizens receive multiple political messages, and it
is difficult to remember them all. Moreover, as Vavreck (2007) showed, there is bias in
the response to these kinds of manipulation check items. But 57% is a high number, and
we are not sure which participant has seen the stimulus and which participant has not.
We devote some more attention to this ambiguity in the results section.
Finally, we measured the appeal of the messages on a 7-point scale (M = 5.24; SD =
1.64). Comparing the tailored messages of the experimental group, using an ANOVA,
we found no significant differences in the extent to which they found their tailored
messages appealing: F(5, 43) = 0.62, p = .68. The mean score shows the respondents
found the stimuli on average quite appealing. The ANOVA indicates that the appeal
does not differ significantly between the tailored messages.

Randomization check

There were no significant differences between the control group and the experimental
group regarding gender (t(83) = .28, p = .39, age (t(84) = -.55, p = .29, and education
(t(83) = .26, p = .40).

Procedural challenges
Studying effects of microtargeting in a field experimental setting comes with five
procedural challenges: tailoring the message, matching the message, delivering the
message, isolating the effects of the message, and measuring persuasion.

Tailoring the stimulus message
A PMT message should be tailored to at least two characteristics of some subgroup,
or individual. These can be any type of perceived characteristic: say, personality or
political issue salience. The researcher should get relevant information before the
stimulus is constructed. This information serves to make inferences about the people in
the sample, which forms the basis of crafting a message tailored to the characteristics of
the specific participant. There are three viable approaches to solve this problem. First,
one could get access to a specific dataset from a data broker (e.g., Hersh, 2015). An
upside to this approach is that it is in line with the real-life approaches many political
actors take. A downside is that getting access to a dataset can be expensive, and the
researcher relies on inferences made by third parties in an opaque data-analysis process.
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A second option would be to turn to platforms such as Google and Facebook (e.g.,
Hager, 2019; even though Hager did not microtarget, the research design can be useful
for microtargeting research). These platforms are easy to use, and have an enormous
range of inferred user characteristics. The upside and downside mentioned in the
first option also apply to this option. A third option is to go into the field and survey
participants. Apart from being able to ask participants about the characteristics that are
of interest to the researchers, being able to control the data-collection process and the
inferences, one could get informed consent for the experiment and the processing of
political preferences at the same time. A downside is that this is very time consuming.
In this paper’s case study, we opted for this last option.

Matching the stimulus message

The researcher should match the right person to the right stimulus. After all, mistargeting
would be problematic. Hersh and Schaffner (2013) showed that people who received
a message targeted to a characteristic they do not possess, punish the sender of the
message. Regular targeting could allow a researcher to geotarget a specific neighborhood
with one ad targeted to the entire neighborhood, but microtargeting acknowledges
that there are different people who respond differently to different messages living in
one neighborhood. Consequently, people living in one neighborhood should receive
different, tailored, stimuli. When using the acquired dataset (first option), or the
Google/Facebook option (second option), matching could occur via email addresses,
or phone numbers. In this field experiment set up however, the researchers simply wrote
down the home addresses.13

Delivery of PMT message

The stimuli can be delivered online (e.g., via Facebook or Google), which requires an
online advertisement auction. Here, the attention of the citizen is sold to the most
‘attractive’ bid (e.g., highest offer, most engaging content). Oftentimes, there are many
actors bidding for the same set of eyes. No advertiser can really be certain in advance of
‘winning’ the ad auction and consequently showing the ad to all desired individuals. A
more reliable option is to deliver the stimuli offline, which was done in the current study.
Advantages of using a direct mailer are certainty that the stimulus will be delivered in
a specific time frame, and the possibility to address the stimulus to a specific person or
household (increasing the chances of reaching the right person). A different option is
to reach out to Google for information about which groups can be targeted via Google
with certainty (see Hager, 2019).
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This should occur in a GDPR compliant manner. For example, by getting informed consent for the
processing of sensitive data and by assigning each participant a code.

Isolating effects of PMT message

Field experiments focusing on political advertising sometimes compare neighborhoods
or districts with each other (see Hager, 2019; Gerber, Gimpel, Green, & Shaw, 2011).
This approach is not optimal when studying microtargeting, because it is difficult
to maintain that individual neighborhoods are distinct homogeneous groups in the
setting of a field experiment. It is more likely that there is quite some variation within
each neighborhood. Comparing neighborhoods could yield information about regular
targeting effects, but not about the effectiveness of microtargeting. In this study, we
did not randomly assign neighborhoods to a specific condition, but rather randomly
assigned each person to a specific condition.

Measuring persuasion

According to Hillygus and Shields (2009), persuasion occurs when partisans change
attitudes or behavior after being contacted by a rival party on a personally relevant issue,
on which the partisan disagrees with their own preferred party. This is a somewhat UScentric idea of persuasion, where there are de facto two parties that can flip voters.
In the Netherlands, citizens generally have consideration sets of ideology-consonant
political parties (e.g. a leftist consideration set, or a Christian set of parties). Voters do
not often switch parties between consideration sets, but do more often switch parties
within consideration sets (Rekker and Rosema, 2019). In the current study, we do not
cross-pressure voters and thus do not measure persuasion as conceptualized by Hillygus
and Shields (2009). Rather, we strictly measure changes in vote likelihood.

Results
An OLS regression analysis showed that, for the participants in the experimental group,
receiving the stimulus had a significant positive effect on participants’ likelihood to
vote for the PvdA. While controlling for vote likelihood scores at T1, gender, year
of birth and educational background, the PvdA experimental group had significantly
higher vote likelihood scores than the control group. Moreover, the younger citizens
were less affected by the stimulus (see Table 4.1).
There were 6 participants in the control condition who casted their vote for PvdA.
There were 7 participants in the experimental group who casted their vote for PvdA
(t(77) = .45, p = .33). The increase in vote likelihood did not significantly translate
into extra votes for PvdA.
Receiving the stimulus decreased the likelihood to vote for traditional center Christian
party CDA as well as for rightist party VVD, but not significantly (p_CDA = .28;
p_VVD = .23; see Appendix D).
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The manipulation check showed that 57% of the participants in the experimental
condition did not remember seeing the stimulus, 14% did not know for sure and only
29% did remember. The analysis above included all experimental participants. But
zooming in on the three groups, using an ANOVA, we find a significant difference
on the three groups vote likelihood: f(2, 48) = 4.75, p = .01 (see Table 4.2). A
Bonferroni post-hoc comparison showed that the participants in the experimental
group that did remember seeing the stimulus (N = 15) had a significantly higher
(M = 7.87; SD = 1.73) vote likelihood than those that did not remember (M = 5.90;
SD = 2.43; N = 29), and those that were not sure whether they saw the stimulus
(M = 5.28; SD = 2.50; N = 7). These three groups did not score significantly different
on vote likelihood in the pre-survey at T1: F(2, 48) = 2.39, p = .10.
Using a t-test to compare the group that remember seeing the stimulus and the group
that did not remember (ignoring the group that did not know), the difference in mean
vote likelihood scores was significant as well: t(42) = 2.79, p = .004. The KolmogorovSmirnov test (chi2 = .12) as well as the Shapiro-Wilk test for normality (W = .91,
p = .10) was non-significant for the group that remembered seeing the stimulus. The
same applied to the group that did not remember seeing the stimulus (chi2 = .41;
W = .99; p = .95). This means that we can assume normality and that the t-test is
robust. The findings indicate that we may underestimate the effect of the stimulus on
the vote likelihood of the recipient.
Turning to issue salience, we encountered a ‘ceiling effect’. About 10% of the scores at
T1 could not increase further. To overcome this, we calculated a ‘relative issue salience
score’ (score of most salient issue at T1/all issue salience scores combined). An OLS
regression showed no significant differences in relative issue salience between the
experimental group and the control group at T2, while controlling for their relative
issue salience score at T1 (see Table 4.3).
Table 4.1 - OLS regression detailing effect stimulus on likelihood to vote for PvdA.
Vote likelihood (T2)

B

SE

t

p

95% CI

Vote likelihood T1

.63

.07

8.91

<.001

.49 – .77

Condition*

1.06

.41

2.62

.01

.26 – 1.87

Gender

.20

.42

.48

.63

-.63 – 1.03

Year of birth

-.04

.02

-2.64

.01

-.07 – -.01

Educational background
Constant

.21

.23

.90

.37

-.26 – .69

84.67

31.41

2.70

.01

22.12 – 147.22

N = 82. *Control = 0, experimental =1; R2=.57
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Table 4.2 - Means (SD) for likelihood to vote PvdA broken down per remembering seeing the stimulus.
Remember seeing manipulation
Likelihood to vote PvdA

Do remember
(N = 15)

Do not remember
(N = 29)

Do not know
(N = 7)

7.87 (1.73)a

5.90 (2.42)b

5.29 (2.50)b

N = 51. Difference between superscript a and b is significant: p = .01

Table 4.3 - OLS regressing detailing effect stimulus on issue salience.
Relative issue salience score (T2)

B

SE

t

p

95% CI

Relative issue salience score T1

.44

.10

4.30

<.001

.24 – .65

- .001

.003

-.35

.73

- .01 – .01

.08

.02

4.93

<.001

.05 – .11

Condition*
Constant

N = 82. *Control = 0, experimental = 1; R =.19
2
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Discussion
In this paper, we conceptualized PMT, and identified challenges to measuring effects
of PMT messages on political behavior. Simultaneously, we set out to show how these
effects could be studied.
Tailoring the stimulus message proved relatively easy. Using round 1 of data collection
for this purpose allowed us to quickly and easily match participants to a certain message.
An upside of this approach is that you can, in theory, quickly learn anything about the
participants: from their issue salience to their personality. A downside is that it is timeconsuming and difficult to collect data using door-to-door surveys on a large scale.
Moreover, political parties often take a different approach to microtargeting. In reality
parties generally rely on inferred data and tailor their messages to perceived voters (see
Hersh, 2015). But there is evidence that parties in the Netherlands and in Germany also
collect data with door-to-door visits (Dobber et al., 2017; Kruschinski & Haller, 2018).
Similar to Endres (2019), who found Republican messages microtargeted to Democratic
partisans increased support for the Republican candidate, this current study finds that a
microtargeted message increases citizens’ vote likelihood. Different from Endres (2019),
who studied voters who were cross-pressured on a congruent issue, this current study
focused on citizens’ most salient issue. Moreover, where Endres also found a decrease in
Democratic partisan support for the Democratic candidate, this current study finds no
significant decrease in likelihood to vote for competing parties CDA and VVD.
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Measuring effects of issue-based microtargeted messages
on vote likelihood

Different from Hersh and Schaffner (2013), Hersh (2015), Endres (2019), and
Haenschen and Jennings (2019), this current study was set in a European, multiparty
context. While PMT increased participants’ vote likelihood, this did not translate
into actual votes for the microtargeting parties. We attribute this to the presence of
16 competing parties. Participants most likely already had a preferred political party
(that was not the PvdA), or at least had settled on a set of parties for which they wanted
to vote (see Rekker & Rosema, 2019). The chance that an increase in vote likelihood
would lead to participants abandoning their preferred party for the PvdA is slim. As
such, measuring to what extent an increase in vote likelihood translates into actual votes
in a multiparty setting requires many more observations. But any political party should
be happy with an increase in vote likelihood. Early in the election cycle such an increase
could help a political party to be seen as a viable option. Later in the election cycle, one
microtargeted message seems to move the needle, but not enough to win votes.
Participants in the experimental condition who remembered seeing the stimulus held
significantly higher vote likelihood scores (M = 7.87; SD = 1.73) than the participants
in the experimental condition that did not remember seeing the stimulus (M = 5.90;
SD = 2.42), while this difference was not there yet at T1. A possible explanation is that
a portion of the experimental group really did not see the stimulus. Consequently, the
effects found in this study could be underestimated because the experimental group
includes untreated participants. A different explanation is that the people who did not
remember exposure found the message not personally relevant, causing them to cast
aside the message without much thought.

Issue salience

We found no significant effects of microtargeting on issue salience. In part, we can
attribute this to our relatively small number of observations: a consequence of our
decision to conduct a field experiment rather than an online experiment. It proved
very difficult, time consuming and expensive to get the same person to answer a survey
twice, and therefore a larger N was unfeasible. Consequently, there could be an effect,
we simply were unable to measure it.

Limitations

Apart from sample size, a limitation of our study is the composition of our sample:
predominantly higher educated participants, who live in Utrecht, and who are active
voters. These are typically not regarded as ‘vulnerable’ citizens, but the PMT message
still had a modest effect on them. It would be interesting to study whether a PMT
message affects less active, less educated citizens differently.
Another limitation is that participants received only one stimulus. Sending more
stimuli would have increased the chance that more people saw the stimulus. Moreover,
it is rare to find a relatively long-lasting effect in a field-experimental setting,
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research from Gerber, Gimpel, Green and Shaw (2011), and Hill, Lo, Vavreck, and
Zaller (2013) shows. But this research focuses on mass communication, rather than
personalized communication. Potentially an individualized approach has the capacity
for longer-lasting effects (see, e.g., Broockman and Kalla, 2016). In any case, this study’s
randomized experimental set-up and the difference in vote likelihood scores within the
experimental condition, between those who remember seeing the stimulus and those
who do not or are unsure, both provide reassurance that this relatively long-lasting
effect is not due to chance.

Future research

Future research should not send only one stimulus, but should actively retarget over a
longer period of time. Since digital intermediaries such as Facebook and Google provide
valuable and easy-to-use infrastructure for large-scale microtargeting, future research
should focus on the effectiveness of political microtargeting on these platforms. Ethical
research standards are rather important, especially when studying this on a large scale
and during an actual election.
This study was the first European-based field experiment to examine the effects of
political microtargeting on vote likelihood in multiparty setting, and as such, ads novel
empirical evidence to the field of political microtargeting research. The findings from
this study can help better understand PMT and help come with ways to limit PMT’s
threats, while maximizing its potential.
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Chapter 5
Do (microtargeted) deepfakes have real effects on
political attitudes?
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Abstract

Deepfakes are perceived as a powerful form of
disinformation. Though many studies have focused
on detecting deepfakes, few have measured their
effects on political attitudes, and none have studied
microtargeting techniques as an amplifier. We argue
that microtargeting techniques can amplify the
effects of deepfakes, by enabling malicious political
actors to tailor deepfakes to susceptibilities of the
receiver. In this study, we have constructed a political
deepfake (video and audio), and study its effects
on political attitudes in an online experiment
(N = 278). We find that attitudes toward the
depicted politician are significantly lower after
seeing the deepfake, but the attitudes toward the
politician’s party remain similar to the control
condition. When we zoom in on the microtargeted
group, we see that both the attitudes toward the
politician and the attitudes toward his party score
significantly lower than the control condition,
suggesting that microtargeting techniques can
indeed amplify the effects of a deepfake, but for a
much smaller subgroup than expected.
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Introduction
So-called ‘deepfakes’, many argue, may be the next disinformation challenge to society.
These manipulated videos are the result of machine learning, and can make it seem as if
a person says or does something, while in reality they have never said or done anything
of the sorts. Using a lot of real examples of speech and moving images, a so-called
neural network is trained that can be used to create a deepfake and deceive citizens.
Barack Obama, for example, was once heard and seen calling Donald Trump “a total
and complete dipshit” in an online video. In reality, this never occurred. A deepfake
made by Jordan Peele made it seem that way (Silverman, 2018). Deepfakes could pose
a challenge during elections, since, to the untrained eye, a deepfake may be difficult to
distinguish from a real video. Any political actor could try to discredit an opponent or
try to incite some political scandal with the goal of furthering their own agenda. After
being exposed to a deepfake, citizens may, for instance, change their attitudes toward
the politician depicted in the deepfake, or toward the politician’s party. As a result,
citizens then cast their votes on the basis of false information, and potentially in line
with the goals of the political actor behind the deepfake. This can raise questions about
the legitimacy of democratic institutions (Bennett and Livingston, 2018), the quality
of public debate (Xia et al., 2019), the power of citizens (Flynn et al., 2017), and the
power of malicious political actors (Bradshaw & Howard, 2018).
Whether people indeed ‘fall for’ deepfakes is unclear, but not unimaginable. Deepfakes
consist of largely real images and producers only manipulate relatively small elements
of the video (e.g. facial expressions, voice), which contributes to the realism of the
deepfake. In this sense, a deepfake is qualitatively different from a photoshopped image:
a deepfake deceives not just the eyes, but the ears as well.
There are several reasons to believe deepfakes can have a detrimental societal impact,
which is why deepfakes are worth the scientific scrutiny. For one, deepfakes can be
realistic. Automatically generated images and sounds can be as convincing as real sounds
and images. An ordinary citizen may struggle to distinguish fact from fiction. Second,
deepfakes can be used to amplify existing mis-, dis- or malinformation. A producer
could create a deepfake where the pope is seen and heard to endorse Donald Trump, or
a public health official ostensibly seen and heard confirming that vaccinations indeed
cause autism. Third, deepfakes can also be a form of efficient disinformation. If a
political actor has enough training data, the actor can make many different, realistic
deepfakes of the same person in a short period of time. In combination with political
microtargeting techniques, deepfakes can be especially impactful. We are not there yet.
Deepfakes do not yet flood the public sphere, let alone microtargeted deepfakes. But
(microtargeted) deepfakes have the characteristics that make them potentially very
powerful modes of disinformation in the near future.

87

5

Do (microtargeted) deepfakes have real effects on political attitudes?

In this paper, we argue that it is not only the technical possibility of creating deepfakes
that is troubling, but also the potential consequences of deploying deepfakes in
combination with political microtargeting (PMT). In particular, we expect that the use
of PMT techniques is an important amplifier of the effectiveness of deepfakes.
PMT is a relatively new technique used by political campaigns worldwide (Anstead,
2017; Kreiss, 2016; Dobber et al., 2017; Moura, 2017). It involves 1) the collection
of personal data, 2) using those data to identify subgroups of people who share
characteristics that make them susceptible to a specific message, 3) sending a tailored
message. While tailored messages are often seen as textual messages or traditional
campaigning material, we can easily imagine how a deepfake can be used to try and
influence particular subgroups of the electorate.
Imagine, for example, that a political actor wants to discredit Donald Trump. It would
be wasteful to target all U.S. voters. Rather, the malicious political actor could focus
on Trump’s base, and ignore Democrats altogether. Because Trump’s base consists of
many different voter groups, it may be ineffective to send one specific deepfake to all
voter groups. Rather, the malicious political actor should make several deepfakes and
microtarget those deepfakes to the different voter subgroups that constitute Trump’s
base. NRA-members, for example, would receive a deepfake in which Donald Trump is
seen and heard to unfold a plan about gun control. Coal mine workers would receive a
deepfake in which Trump ostensibly offends coal miners. Evangelicals are targeted with
a deepfake where Trump say something negative about their religion, and so on. While
it takes a large effort to create the first deepfake (for instance, gathering enough training
material can be challenging), it takes very little additional effort to create the second,
third, or thousandth deepfake.
Considering that the European Court of Human Rights regards broadcasting as
the most pervasive medium due to the power of visuals (ECHR Jersild, 1994), it is
no wonder that lawmakers monitor the developments around deepfakes closely
and sometimes even attempt to regulate. In an effort to curtail deepfakes’ negative
potential, lawmakers in California have banned the distribution of political deepfakes
that are released within 60 days of an election (AB730, 2019). In the European Union,
the European Commission states to be “aware of the technology (...) but cannot yet
gauge its impact” (European Commission, 2018). The Commission has taken some
active measures (a code of practice on disinformation for platforms and advertisers,
investments in online verification tools, setup of a rapid alert system) and supports the
creation of “an independent European network of fact-checkers” as part of an action
plan to tackle disinformation in the EU (Action Plan Against Disinformation, 2018).
While there is substantial literature on the technical side of deepfakes, such as detection
methods (e.g., Güera and Delp, 2019; Li and Lyu, 2018; Yang et al., 2019; Afchar et al.,
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2018; Matern et al., 2019), as of yet, deepfakes are only marginally studied in the political
communication field. Vaccari and Chadwick (2019) showed that deepfakes poison the
public debate by confusing people about what is real and what is not. To the best of our
knowledge, effects of (microtargeted) deepfakes on people’s political attitudes have never
been studied. Knowledge about how (microtargeted) deepfakes affect political behavior
could help better inform strategies to combat deepfakes. For this study, we have produced
a political deepfake ourselves (video and audio). Using an online experiment, we aim to
study the effects of (microtargeted) deepfakes by answering the following key question:
To what extent does a (microtargeted) deepfake meant to discredit a politician affect
citizens’ attitudes toward that politician and his party?

Theoretical background
Deepfakes as disinformation

False information generally can be placed in one of three categories: disinformation,
misinformation, or malinformation (Wardle & Derakhshan, 2017). Deepfakes fit best
in the disinformation category, which encompasses ‘manipulated content’, ‘imposter
content’, and ‘fabricated content’ (Wardle & Derakhshan, 2017; p. 5). Disinformation
can be seen as “intentional behavior that purposively misleads” (Chadwick et al. 2018;
p. 4257). In contrast, misinformation differs from disinformation in the sense that the
former does not imply the intention to deceive ( Jack, 2018), and malinformation is
different from disinformation in that malinformation requires a (slim) factual basis.
Often, disinformation is meant to achieve some political goal. Actors behind
disinformation can be domestic actors as well as foreign political actors. Legitimate
domestic political actors can use illegitimate means such as disinformation to further
their goals.
Foreign actors may try to intervene in domestic debates by injecting lies and conflict
in the public sphere (Bradshaw & Howard, 2018; Asmolov, 2019; Lukito, 2019; Xia et
al., 2019). Foreign actors may even try to confuse citizens to a point where they become
cynical and suspicious of legitimate information and legitimate institutions (Arendt,
1951; see also Vaccari & Chadwick, 2019). Therefore, disinformation is increasingly
regarded a matter of (inter)national security (see, e.g., European Commission, 2019;
Atlantic Council, 2019; Metodieva, 2018).
Research on the effects of mis- and disinformation paints a nuanced picture. Guess et
al. (2018) found that the effects of false news articles on citizens’ political attitudes are
likely dampened because only a specific small group of citizens (the people with the
most conservative online media diets) is exposed to misinformation. Similarly, Bail et
al. (2019; p. 1) found no evidence for the idea that Russian trolls impacted Americans’
political attitudes: those engaging with the Russian trolls “were already highly polarized”.
These studies occurred in a very specific context (the US context), focused on specific
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modes of disinformation (false news stories and Russian trolling on Twitter), and in specific
time periods (October 7 to November 14, 2016; and October and November, 2017).
But the studies offer a first glimpse into the limits of online disinformation campaigns.
We argue that deepfake disinformation could be more impactful than Twitter trolling
and false news stories. Moreover, the potential impact of deepfakes may be amplified by
microtargeting. After all, the reason for Bail et al.’s (2019) conclusion of limited effects
was not that the efforts in itself were ineffective, but that they were essentially targeted at
the wrong, already polarized, audience.

The amplifying role of PMT

The Trump-electorate example mentioned in the introduction illustrates how sending
several different deepfakes to different voters could be a way to amplify the effect of a
deepfake. One could argue that by using microtargeting techniques, the actor spreading
the deepfake could reach only those people who are perceived as susceptible to the specific
disinformation served by the deepfake. And, as a result, are most likely to alter their
attitudes because of the disinformation. The people who are unsusceptible to one specific
deepfake message, however, are potentially susceptible to other disinformation messages
tailored to them personally. PMT is the instrument that allows deepfake producers to
send the ‘right’ deepfake to the ‘right’ person.
Our expectations about the potential amplifying role of PMT in deepfake disinformation
campaigns are informed by two contrasting theoretical perspectives. First, one could
argue that tailored deepfakes are perceived to be more relevant, and, thus, are more
likely to be scrutinized by the receiver (which may amplify the effects of the deepfake).
Second, one could also argue that a tailored deepfake would cause motivated reasoning:
Confronted with incongruent information, the receiver reasons this incongruence away
to “maintain their extant values, identities and attitudes” (Slothuus & De Vreese, 2010;
p. 652). Motivated reasoning likely decreases the deepfake’s effects.
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Amplification

PMT allows political actors to expose people to tailored messages, which should
amplify the effects of those tailored messages. The idea is that people would only
receive messages that are personally relevant. People who perceive a message as relevant,
engage in greater message scrutiny than those who perceive a message as generic (Petty
et al., 1995; Wheeler et al., 2005; Chang, 2006). Scrutinized messages are more likely to
influence citizens (Petty & Cacioppo, 1986; Wheeler et al., 2008). A tailored deepfake
is more likely to be perceived as relevant, which increases the chances of message scrutiny,
which, in turn, increases the chances of influencing the citizen. Evidence of PMT’s effects
on political behavior is scarce. Endres (2019; p. 1) found that targeting Democratic
voters on issues on which they hold similar positions with the Republican candidate
“is associated with decreased support” for the Democratic candidate, and “increased
abstention, and increased support for” the Republican candidate. Haenschen and Jennings
(2019) found that microtargeted online ads could increase turnout conditionally under
Millennial voters: only in competitive districts. Both studies were conducted in a UScontext. Decreasing support for the citizen’s ‘own’ candidate and increasing support for
the opponent, as demonstrated by Endres (2019), is arguably impressive in a polarized
two-party context such as the US (Abramowitz, 2013; Webster & Abramowitz, 2017).
In a multi-party context, citizens are more likely to switch to parties within their
‘consideration set’ rather than to a party outside of the consideration set or rather than
abstaining altogether (Rekker & Rosema, 2019). Highly competitive districts such as
those studied by Haenschen and Jennings (2019) are difficult to find in a multi-party
context due to their (often) system of proportional representation. As such, it is difficult
to see how the findings of Haenschen and Jennings (2019) can be generalized to multiparty contexts.
Present research on PMT focuses on legitimate forms of communication, but not
on disinformation. To further explore what happens when people are exposed to a
(microtargeted) deepfake, we turn to the literature on gaffes and scandals.

Gaffes and scandals

A gaffe is an “unintentional and/or inappropriate statement or behavior bringing into
question his or her knowledge, wisdom, and/or politically acceptable attitudes that lead
others to question a person’s judgment, ability or character” (Frantzich, 2012; p. 4).
A prominent example of a gaffe is a recording of 2012 US presidential candidate Mitt
Romney, who was covertly filmed when discounting 47% of Americans as entitled,
dependent victims who will vote for Obama no matter what (Sheinheit & Bogard, 2016).
According to Sheinheit and Bogard (2016), this gaffe correlated with a decrease in support
for the 2012 US Republican candidate. A different example is the ‘Dean scream’, which
correlated with the deterioration of the 2004 US campaign of Howard Dean (Kreiss,
2012). Deepfakes are essentially gaffes that never happened: inappropriate statements
or behavior that aim to make people question the depicted politician judgment, ability
or character (see for original definition on gaffes Frantzich, 2012; p. 4). There is little
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literature on gaffes. But the closely related field of political scandals is more mature. In
the political scandal literature, scandals are causally associated with a decline of political
attitudes toward politicians and political parties (Brody & Shapiro, 1989; Chanley et al.,
2000; Maier, 2011; Praino et al., 2013).14 Considering literature on gaffes and scandals,
we expect that:
H1a: A deepfake meant to discredit a political candidate negatively affects people’s
attitudes toward the depicted politician.
H1b: A deepfake meant to discredit a political candidate negatively affects people’s
attitudes toward the politician’s party.
Considering the literature on the potential amplifying quality of PMT, we expect that:
H1c:

The effects of a deepfake meant to discredit a political candidate are stronger
for the microtargeted group than the non-microtargeted group.

Inoculation

A deepfake is meant to cause an incongruence between expectation and perceived
reality. Seeing a known political figure say or do something offensive or shocking
can induce motivated reasoning if people identify with the same political party as
the depicted politician. Partisanship plays an important role in activating motivated
reasoning (Slothuus & De Vreese, 2010; Bolsen et al., 2014). While partisan motivated
reasoning can seem to decrease when presented with clear evidence (Parker-Stephen,
2013), this type of reasoning has been shown to be highly adaptive in finding ways to
still maintain one’s predispositions, despite clear evidence (Bisgaard, 2015). Indeed,
corrections of misleading statements made by a political candidate have been shown
to have no impact on supporters’ evaluations of that candidate (Nyhan et al., 2019).
Moreover, partisans that are confronted with information have been found to interpret
this information along party lines (Lauderdale, 2016), and in line with prior beliefs
(Gaines et al., 2007). However tenacious, Redlawsk et al. (2010) demonstrated that
there likely is an ’affective tipping point’ where citizens stop motivated reasoning.
Potentially, microtargeted deepfakes can play a role in reaching that tipping point by
confronting citizens with highly relevant discomforting information. Considering the
literature on motivated reasoning, we formulate the following research question:
RQ:

14
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How are the attitudes of supporters of the depicted politician’s party affected
by a deepfake meant to discredit the political candidate?

Much of the scandal literature focuses on corruption. This study does not focus on corruption, but
rather on a politician’s character. On a more abstract level, one could argue that voters’ responses to
a corrupt politician are the result of a (negative) judgement of the corrupt politician’s character as
well.

Methods
Sample
The sample consisted of 278 participants. Participants were recruited by Kantar
Lightspeed, a Dutch company specialized in recruitment for academic purposes,
and were paid a small amount for their participation. Data collection took place in
October 2019. The mean year of birth in the sample was 1970 (SD = 14.68), 54.7% was
female. 1% completed elementary school, 20% completed high school, 35% completed
vocational school, and 43% held a bachelor’s degree or higher.15 49.3% of the sample
indicated to be Christian. We purposely oversampled Christians to get large enough
groups, as the incidence rate of Christians in the Netherlands is only 31% (De Hart &
Van Houwelingen, 2018).

Experimental design

We used a 2 (between subjects) by 2 (between subjects) factorial design, with level of
personalization (microtargeted versus non-microtargeted), and mode (deepfake versus
original) as between-subject factors (see Table 5.1).
Table 5.1. Experimental design.
Deepfake

Original

Microtargeted

Group 1 (N = 72)

Group 3 (N = 66)

Non-targeted

Group 2 (N = 73)

Group 4 (N = 67)

5

Procedure

Participants were contacted by Kantar Lightspeed. Before participants started with the
online survey experiment, they were informed and asked for their consent. In the first
part of the survey, participants were asked about their religiosity and then sorted into
a group or screened out. After completing the survey, the participants were debriefed
about the real purpose of the study. Participants in the experimental condition were
explained that what they saw was manipulated and that actually the politician never
has and likely never will make such a remark. Participants saw information about the
ideology and the Christian fundament of the CDA and were offered a link to CDA’s
policy positions if they wanted to read more.

Independent variables
Deepfake

The deepfake stimulus is a 13 second subtitled video showing a leading politician
of Dutch Christian Democrats ‘CDA’. The first 8 seconds of the video calls for the
attention of the participant and announces to the participants that they are going to see
15

Does not add up to 100 due to rounding.
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a short video of [name politician], politician of the CDA. The following 5 seconds are
a manipulated video that makes it seem as if, in a television show, the politician jokes
about Christ’s crucifixion: “But, as Christ would say: don’t crucify me for it.16” Figure 1
shows a screenshot from the deepfake and a screenshot from the original video.

Figure 1 - Still from deepfake (above) and original video (below).

16
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In Dutch: “Maar zoals Christus zou zeggen, pin mij er niet op vast.”

Making the deepfake

First, we produced a fake speech with the politician’s voice using a text-to-speech
based learning approach (‘Tacotron2’). Then, we produced a fake ‘silent video’ of
the politician from a real video for which we modified the lip movements (frame by
frame) to match the new fake speech using AI-based lip synchronization techniques
(Suwajanakorn, 2017).
To produce the silent video, we collected approximately 25 hours of publicly available
videos of the politician. These videos where split into frames and used to train a deep
learning model that predicts the mouth/lip shape of the politician from a given input
audio. From these videos we also extracted approximately 12 hours of audio that we
then transcribed and used to train another model that generates audio with the voice of
the politician (the fake speech) from a given input text. We then used our first model
to predict the lip movements corresponding the fake speech. Then, we reconstructed
the lips and mouth texture for each frame and added the fake audio to produce the final
video using the ffmpeg library.

Control condition

The stimulus in the control condition was the original, non-manipulated, subtitled
version of the video of the politician that was also used for the deepfake. The first 8
seconds of the control video calls for the attention of the participant and announces to
the participants that they are going to see a short video of [name politician], politician
of the CDA. The following 5 seconds show the original version of the television
interview that was manipulated in the experimental condition.

Microtargeted or non-microtargeted appeal

People received a microtargeted stimulus when they indicated in a filter question that
they were Christian. People received a non-targeted stimulus when they indicated in
the filter question that they were not religious. The stimulus is about Christianity,
and therefore catered to the personal interest of the Christian participants –
 but not
the non-religious participants. Hence, we speak of a microtargeted and a non-targeted
appeal.

Being Christian

Participants who answered the question: ‘I consider myself a Christian’ positively, were
randomly placed in either the experimental or the control microtargeted group (group
1 or 3). Participants who indicated to be religious, but not Christian were screened
out. Participants who declared themselves to be non-religious were randomly placed in
either the experimental or control non-microtargeted group (group 2 or 4).
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Degree of religiosity

The participants who considered themselves Christian, were asked how often they pray
at home, using a 7-point scale from the European Social Survey. We then dichotomized
this variable into ‘heavy prayers’: those that pray once a week or more often (N = 81;
11% prayed once a week, 13% more than once a week, 76% prayed every day) and those
that prayed between at least once a month (but not once a week or more) or who prayed
less (N = 52; 21% prayed at least once a month, 10% prayed only on religious holidays,
12% prayed once a year, 58% prayed never). Three participants declined to volunteer
how often they prayed and were considered missing. We dichotomized this variable for
two reasons. First, because in reality citizens that are being profiled are often classified
as either belonging to one subgroup (1) or not (0) (e.g., Briggs Meyers & Meyers, 2010).
Two, because the conceptual difference of for instance praying once a week or every
day is relatively small, but the difference between praying at least once a month and
every week is much larger. Consequently, it is hard to imagine how someone who prays
every week should receive a different deepfake than someone who prays several times a
week or every day. But it is easier to imagine that for someone who prays once a month,
religion is not as central to their life as it is to someone who prays at least every week.

Voted CDA

This variable was used to register the potential occurrence of motivated reasoning.
Participants were asked whether they, in the past 5 years, ever cast their votes for the
CDA (in European, national, provincial or local elections). Participants could answer
either yes or no (217 no, 60 yes, 1 missing).

Dependent variables
Attitude toward politician

This dependent variable was measured after the stimulus and entailed the attitude
toward the politician. The nine-item measure is derived from Boomgaarden et al.
(2016). On a 7-point scale, participants were asked to assess the politician’s competence,
experience, authenticity, corruptness, determination, fairness, responsibility, honesty,
and friendliness (eigenvalue = 5.5; Cronbach’s α = .93)

Attitude toward political party

This dependent variable is measured with one item, on a 11-point Likert scale.
Participants were asked about their stance regarding eight political parties, including
the CDA to which the politician belongs. 0 stood for negative and 10 stood for positive
(see Seltzer & Zhang, 2011)

Ethics

The experimental protocol has been approved by the ethical review board of our
institution. We debriefed participants immediately after the experiment, and stressed
among others that the video was manipulated and that the politician in reality
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never made the Christ remark and that he likely never would. We also informed the
participants about the Christian roots of the CDA and linked to the values page of the
CDA website Moreover, our experiment took place in a controlled environment and
not during an election.

Manipulation check
Credibility

We measured the degree to which participants found the deepfake credible with two
7-point scale items: I find the video authentic, and, I find the video credible (a tweaked
version of the scale used by Appelman and Sundar 2016; p. 76) (r = .77). When the
participants scored lower than 4 on either the first or the second item (or both items),
they were asked in an open question why they deemed the authenticity and credibility
(somewhat) low. On the scale that consisted of both items combined and averaged,
the deepfake (M = 3.70, SD = 1.32) was considered significantly less credible than the
control video (M = 4.18, SD = 1.23): t(274) = 3.08, p = 0.01. However, upon inspecting
the answers to the open question about why participants found the deepfake not so
credible, we learned that many participants had given a low credibility score because
they considered not the deepfake non-credible but rather had circumstantial issues,
e.g: “all politicians are non-credible and only care about their own interest and glory” or
“because it is not in line with how I think and live my life”. Of the 84 participants who
found the deepfake (somewhat) non-credible, only 12 noted that the video was likely
manipulated: e.g. “The voice is not in line with the mouth movements and his movements
look unnatural and manipulated” or “Because Christ would not have said ‘don’t crucify me
for it’. But neither would [the politician]. I think this is what we would call ‘Fake News’.”
Because the credibility score of the deepfake was close to the credibility of the original
video, and because only 12 of the participants actually recognized the deepfake as being
a manipulated video, and because people can be influenced even if they are aware of the
efforts to influence them (Evans & Park, 2015), we decided to carry out our analyses
with all participants, regardless of whether they perceived the deepfake as (somewhat
non-)credible17.

Scrutiny

Scrutiny was measured using four 7-point scale items from Wheeler et al. (2005). We
dropped one item to improve scale reliability. The remaining three items were: ‘to what
extent did you watch the video attentively?’, ‘To what extent did you think deeply about the
content of the video?’, and ‘How much effort did you put into understanding the content of the
video’. The three items were combined and averaged (eigenvalue 1.54; Cronbach’s α = .79).
17

We regard this as a conservative approach. As a robustness check, we have also analyzed the data
with only the participants who had a credibility score of >3. The main findings do not change.
Meaningful differences are discussed in the footnotes in the results section.
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Comparing the experimental (M = 4.41, SD = 1.25, N = 143) and the control group
(M = 4.53, SD = 1.27, N = 133) on the degree to which they scrutinized the stimulus, we
found no significant differences between both groups (t(274) = .74, p = .23). A closer
comparison between the religious and the non-religious participants in the experimental
and control group yielded no significant differences between the four groups:
f(3, 272) = 1.88, p = .13. However, comparing ‘heavy prayers’ in the experimental group
(M = 4.90, SD = 1.08, N = 41) with ‘light prayers’ in the same group (M = 4.18,
SD = 1.24, N = 26) did yield a significant difference: t(65) = -2.51, p = .001. Moreover,
after comparing ‘heavy prayers’ with non-religious participants (M = 4.22, SD = 1.28,
N = 74), the data showed that ‘heavy prayers’ also scrutinized the message significantly
more elaborate than the non-religious participants (t(113) = -2.91, p = .002). However,
the heavy prayers in the control group did not score significantly different on scrutiny
(M = 4.85, SD = 1.12, N = 40) from the heavy prayers in the experimental group
(t(79) = -.21, p = .42). This means that heavy prayers scrutinized the messages
elaborately, suggesting that a message from the Christian politician is considered
especially relevant by the group of heavy prayers.

Randomization check
A randomization check showed no significant differences between the experimental
condition and the control condition regarding year of birth (t(263) = .1.01, p = .31),
gender (t(276) = .07, p = .95), and education (t(275) = 1.01, p = .31). Looking closer
at the four conditions, the randomization check showed no significant differences
between the four groups regarding year of birth (F(3, 261) = .51, p = .68), gender
(F(3, 274) = .92, p = .43), and education (F(3, 273) = .55, p = .65).

Results
Main analyses
Comparing the two groups that either saw the deepfake or the control video, we find
that the experimental group held significantly worse attitudes toward the politician
after seeing the deepfake (M = 4.31, SD = 1.10, N = 144) than the control group
(M = 4.62, SD = .96, N = 133): t(275) = 2.48, p = .01. This means H1a is supported.
Focusing on the attitudes toward the political party of the depicted politician (CDA),
the difference between the experimental group (M = 4.46, SD = 2.26, N = 144) and
the control group (M = 4.76, SD = 2.38, N = 133) is non-significant: t(275) = 1.08,
p = .14.18 This means that H1b is not supported.
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In the credibility >3 sample, the M_exp (SD) was 4.90 (2.02), and the M_control (SD) was 5.30
(1.98). T = 1.47, p = .07.

Zooming in and comparing the four groups, using an ANOVA, we find a significant
difference between the four groups regarding attitude toward the politician (F(3,
273) = 3.21, p = .02.19 A Bonferroni post-hoc comparison (see Figure 2) showed that
experimental group non-religious scored significantly (p = .04) lower (M = 4.15.
SD = 1.28, N = 73) than the non-religious control group (M = 4.62, SD = .89, N = 67).
An ANOVA yielded no meaningful significant differences between the four groups
regarding their attitudes toward the politician’s party CDA: F(3, 273) = 4.72, p = .001.
Upon closer inspection, using a post-hoc Bonferroni comparison, the difference was
between experimental group 1 and experimental group 2.

5

Figure 2 - Confidence interval plot attitude toward politician after exposure, per group. Group 1 = Christian
experimental [95% CI 4.28 – 4.70], group 2 = non-religious experimental [95% CI 3.85 – 4.44], group
3 = Christian control [95% CI 4.35 – 4.85], group 4 = non-religious control [95% CI 4.41 – 4.84].

Microtargeting and attitude toward the depicted politician
For a closer examination of the role of microtargeting in moderating effects of deepfake
exposure on attitudes toward the depicted politician, we looked at whether someone
was a ‘heavy prayer’. The microtargeted deepfake should be especially well-tailored to
the subgroup of heavy prayers. An ANOVA showed neither a significant difference
19

In the credibility >3 sample, this difference was not significant.
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between the mean attitude scores of the experimental group of ‘light prayers’ (once a
month or less) (M = 4.31, SD = .78, N = 27), and the control group that prayed the
same amount (M = 4.38, SD = 1.13, N = 25), nor between the experimental group of
‘heavy prayers’ (once a week or more) (M = 4.57, SD = .93, N = 41) and the control
group that prayed the same amount (M = 4.75, SD = .97, N = 40). Finally, there was no
difference between any of the four groups: F(3, 129) = 1.39, p = .25.
But as microtargeting in the context of this experiment is about reaching CDA
voters who are also heavy prayers, we conducted a t-test to compare the scores of the
experimental group of such participants (M = 4.72, SD = 1.04, N = 14) with their
counterparts in the control condition (M = 5.43, SD = .77, N = 10): t(22) = 1.84,
p = .04. Because of the small subsample, a Kolmogorov-Smirnov test was conducted.
For the experimental group, the chi2 value was .38, and for the control group the chi2
value was .52: indicating normality for both groups. In addition to this, a Shapiro-Wilk
test was conducted. The experimental group (W = .90, p = .12) as well as the control
condition (W = .89, p = .17) were distributed normally, making the t-test a robust test
even for these small subsamples.

Microtargeting and attitude toward the political party
Closer examining the effect of microtargeted deepfake exposure on the attitude toward
the political party to which the depicted politician belongs, we find similar results.
An ANOVA showed that the ‘light prayers’ in the experimental group (M = 4.63,
SD = 2.27, N = 27) did not significantly score different than the ‘light prayers’ in the
control group (M = 4.56, SD = 2.42, N = 25). There was also no significant difference
between the heavy prayers in the experimental (M = 5.27, SD = 1.48, N = 41) or the
control condition (M = 5.25, SD = 2.26, N = 40)20. Finally, the four groups did not
significantly differ from each other: F(3, 129) = 1.65, p = .18.
Similar to the section above, when we zoomed in on the CDA voters who were heavy
prayers, a t-test showed that the experimental group held significantly worse attitudes
(M = 6.07, SD = .92, N = 14) toward the CDA than their counterparts in the control
group (M = 7.30, SD = 1.64, N = 10) did: t(22) = 2.35, p = 0.01. Also similar to the
section above, the Kolmogorov-Smirnov test indicated normality for the experimental
(chi2 .38) as well as the control condition (chi2 .52). Concordantly, the Shapiro-Wilk
test also indicated normal distribution for the experimental (W = .99, p = 1.00) as well
as the control condition (W = .95, p = .65). Making the t-test above a robust test of the
mean differences between these two small subsets of the sample. Moreover, this small
subsample would not be enough to conclude the absence of an effect if the results were
20
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In the credibility >3 sample, the heavy prayers in the experimental group scored significantly lower
(M = 5.31, SD = 1.51) than the heavy prayers in the control group (M = 6.03, SD = 1.51), t = 1.72,
p = <.05.

insignificant, quod non, but finding such a degree of significance with such low power,
is enough to conclude the presence of an effect. When the deepfake was microtargeted,
participants indeed held significantly and substantially lower attitudes toward the
politician and his party: which supports H1c.

Motivated reasoning
Turning to the people who indicated to have voted for the CDA at least once in the
previous 5 years, we find no significant differences in attitudes toward the politician
between the experimental group of CDA voters (M = 4.89, SD = .97, N = 36) and the
control group (M = 4.95, SD = .85, N = 24) (t(58) = .25, p = .40. Non CDA-voters
in the experimental condition, however, held significantly worse attitudes toward the
politician (M = 4.12, SD = 1.09, N = 107) than the non CDA-voters in the control
condition (M = 4.54, SD = .97, N = 109) did (t(214) = 3.05, p = .001).
Examining the attitudes toward the CDA in relation with having voted for CDA
in the previous 5 years, we see a similar pattern emerge. The data showed that
for the experimental participants who voted for the CDA in the previous 5 years
(M = 6.28, SD = 1.54, N = 36), their attitudes toward the CDA do not significantly
differ from the people in the control group that voted for the CDA in the previous 5 years
(M = 6.63, SD = 1.44, N = 24) (t(58) = .88, p = 19). But when we turn to the non
CDA-voters, the picture is different: the experimental group holds significantly worse
attitudes (M = 3.84, SD = 2.14, N = 107) than the control group (M = 4.34, SD = 2.35,
N = 109): t(214) = 1.66, p = .05). These findings suggest motivated reasoning occurred
for the partisans in the experimental groups and that motivated reasoning inoculated
them from negative effects of the deepfake (answering RQ1).
Table 5.2 and table 5.3 give an overview of all the t test outcomes on the outcome
variables attitude toward the politician and attitude toward his political party.
Table 5.2 - Means (SD) for attitude toward the politician as a function of exposure to the stimulus and a
moderating variable (microtargeting/motivated reasoning)
Attitude politician
Moderator

M_exp (SD)

M_control (SD)

t

p

None

4.31 (1.10)

4.62 (.96)

2.48

.01

Religious light

4.31 (.78)

4.38 (.78)

.26

.40

Religious heavy

4.57 (.93)

4.75 (.97)

.87

.19

Voted CDA (yes)

4.89 (.97)

4.95 (.85)

.25

.40

Voted CDA (no)

4.12 (1.09)

4.54 (.97)

3.05

.001

Voted CDA (yes) * Religious heavy

4.72 (1.04)

5.43 (.77)

1.84

.04
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Table 5.3 - Means (SD) for attitude toward the political party as a function of exposure to the stimulus and
a moderating variable (microtargeting/motivated reasoning).
Attitude party
Moderator

M_exp (SD)

M_control (SD)

t

p

None

4.46 (2.26)

4.76 (2.38)

1.08

.14

Religious light

4.63 (2.27)

4.56 (2.42)

-.11

.54

Religious heavy

5.27 (1.48)

5.53 (2.26)

.60

.27

Voted CDA (yes)

6.28 (1.54)

6.63 (1.44)

.88

.19

Voted CDA (no)

3.84 (2.14)

4.35 (2.35)

1.66

.05

Voted CDA (yes) * Religious heavy

6.07 (.92)

7.30 (1.64)

2.35**

.01

Discussion
In this study, we set out to investigate the extent to which a (microtargeted) deepfake
meant to discredit a politician can affect citizens’ attitudes toward that politician and
his party. This experiment indicates that indeed it is possible to stage a political scandal
with a deepfake. The negative attitudinal consequences toward the politician and the
party that are found in the scandal literature (Brody & Shapiro, 1989; Chanley et al.,
2000; Maier, 2011; Praino et al., 2013), are found in this study as well. While especially
the attitude toward the politician is directly affected by the deepfake, attitudes toward
the politician’s party are only conditionally affected. As such, our findings differ from
Guess et al. (2018) and from Bail et al. (2019), who found no effects of disinformation
on political behavior and attitudes. The current study provides a first careful support
for the idea that indeed deepfakes are a more powerful mode of disinformation in
comparison with the false news stories studied by Guess et al (2018) and the Russian
Twitter trolls studied by Bail et al. (2019).

Amplification
We theorized that PMT could function as an amplifier that would make the deepfake
more effective. Our findings suggest that PMT can indeed amplify the effects of the
deepfake, but only for a much smaller portion of the sample than we expected. In
particular, it turns out that the group that one needs to target to are the CDA voters who
were very religious, instead of all Christians. But why would other Christians that have
not voted CDA be less susceptible, even though they should be equally discomforted
by the deepfake? The explanation might lie in the multiparty system. There are two
other, more orthodox Christian parties in the Netherlands, CU and SGP, and many
heavily religious people may consider CDA as too distant from ‘pure’ Christian views
anyway (also see the classification of the Christian consideration set by Rekker and
Rosema, 2019). Next to that, the less religious participants would be less susceptible
to the deepfake, because their Christianity is less central in their lives. Consequently,
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PMT should be based on more than simply ‘belonging to one group’, but rather on
the intersection of two or more characteristics. In this case: being heavily religious and
voted CDA in the past five years.
In sum, concordant with Endres (2019), we found that partisans can be negatively
affected by a microtargeted message regarding their own candidate. In contrast with
Endres (2019) and Matthes and Marquart (2013), we find that a message meant to be
incongruent with the opinions of the receiver can have a significant and substantial
negative attitudinal effect.

Inoculation
For part of the ‘mistargeted group’ (the CDA voters who were not heavy prayers), it
appears that motivated reasoning inoculated them from any negative effects of the
deepfake. Motivated reasoning is sometimes considered negative in the face of truthful
information (Richey [2012; p. 511] even reflected on whether motivated reasoning
was the ‘death knell of deliberative democracy’). But inoculation through motivated
reasoning can be positive when facing disinformation meant to be incongruent with
people’s prior beliefs.
It may be a reassuring thought that the supporters of the politician who was negatively
depicted in the deepfake are to some extent protected from deepfake manipulation by
their tendency to engage in motivated reasoning. Even when facing clear evidence of
the incongruency occurring, the partisans indeed did not hold worse attitudes than
their counterparts in the control condition did, while the non-partisan groups did (in
line with Bisgaard, 2015). Still, if, for instance due to microtargeting, the message is
personally relevant and (therefore) discomforting enough, a potential affective tipping
point may be reached instantly, and the motivated reasoning will cease (see Redlawsk
et al., 2010).

Credibility
The open question about why participants did not find the deepfake too credible
made it evident that only a small fraction of the sample recognized the deepfake as a
manipulated video. Moreover, the open question showed that the credibility scale did
not measure the credibility of the deepfake in a narrow sense, but rather in a broader
sense where participants interpreted the credibility items as how credible they find
the depicted politician or politics in general. One participant, for instance, explained
their low credibility score as follows: “Nothing in politics is credible.” Someone else
explained: “I have trouble taking politics in the Netherlands seriously.”
Frankly, the deepfake can be improved upon. The mouth movement of the politician
sometimes reminds of a dummy used by a ventriloquist, the voice is acceptable but not
good and the video is only 5 seconds. But even with these points of improvements,
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almost no participant raised concerns with the veracity of the video itself. This can be
partly attributed to the novelty of the technique, but is also because seeing and hearing
a person say something can be so realistic.

Unexpected effects
The potential threat of (microtargeted) deepfakes lies in their use by a malicious
political actor with the desire to achieve some illegitimate political goal. Similar to
Maarek (2003), who attributed the shocking loss of a French presidential candidate
to a too professional campaign, or similar to Adams et al. (1986) who found that
an anti- nuclear warfare television broadcast actually increased American viewers’
support for then- president Reagan instead of vice versa, our experiment shows that
pursuing a goal with microtargeted deepfakes may also come with some unforeseen
outcomes. For instance, not the general group of Christians who saw the deepfake
held significantly worse attitudes toward the politician in comparison with the control
group, but rather the non-Christians who saw the deepfake did. Moreover, we found
that, after exposure, this experimental group of non-Christians held significant and
substantial better attitudes toward populist party Forum voor Democratie (M =
4.27, SD = 3.36, N = 73) in comparison with their counterparts in the control group
(M = 3.03, SD = 3.12, N = 67): t(138) = 2.27, p = 0.01. These unforeseen outcomes
suggest that impacting a dynamic and chaotic event that is an election in a controlled
and predictable way is challenging, if not impossible.

Should we worry about (microtargeted) deepfakes?
Yes, we should worry, but more about deepfakes in general than about microtargeted
deepfakes. Making a deepfake requires a sizable amount of work, but technology
progresses quickly. Having the right tools (advanced video card, adequate computing
power, quality training data) makes it easier to produce a quality deepfake.
For now, the limited, but significant main effect of our imperfect deepfake on the
attitudes of the general sample are more or less aligned with the idea of ‘minimal effects’
of political communication (see Bennett & Iyengar, 2008). The idea of minimal effects in
political communication was later substantiated by Kalla and Broockman (2017), who in
an important meta-analysis estimated that the persuasive effects of campaign contact and
advertising on American voters was zero. They also found that identifying and persuading
specific subgroups of persuadable voters appears to be a successful persuasive strategy.
But “identifying cross- pressured persuadable voters requires much more effort than
simply applying much-ballyhooed ‘big data’” (p. 2). Similarly, while that meta-analysis
is not easily generalizable to a non-US, multi-party, less-affectively polarized context, the
current study also finds that making several, or even hundreds or thousands of tailored
deepfakes is for now a bridge too far. Not necessarily because of technical hurdles, but
rather because microtargeting ‘correctly’ is challenging. Even in this experiment, we
correctly microtargeted only 14 people in our sample.
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Over time, it could get easier to get accurate perceptions of what characteristics make
a voter group susceptible to a tailored deepfake. But for a malicious actor operating
present day, taking a less subtle approach and spreading one discomforting deepfake
would be the most realistic option. Worrisomely, a better quality and longer deepfake,
repeated exposure and distribution in a dynamic real-life context could easily produce
larger effects. Furthermore, the notion that the main barrier protecting the electorate
from large persuasive effects is the difficulty to microtarget a deepfake correctly, is hardly
comforting. But for now, as Karpf (2019) has argued: the largest threat of present-day
disinformation does not lie in individual-level effects, but rather in the believe that
individuals can be swayed so easily: “If the public is made up of easily-duped partisans,
then there is no need to take difficult votes. If the public simply doesn’t pay attention
to policymaking, then there is no reason to sacrifice short-term partisan gains for the
public good.”

Directions for future research
Deepfakes are new, and their effects on citizens have only been sporadically studied.
More research is needed. Research should map the effects of deepfakes, and, more
importantly, potential ways to counter those effects. A regulatory focus should be
directed against this potential new frontier of disinformation warfare. The surprising
low number of participants that recognized the deepfake as being manipulated is a clear
sign that public awareness and knowledge of deepfakes should improve. But informing
the public about deepfakes must not lead to cynicism in citizens and in politicians.
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Key findings
Against the backdrop of surprising electoral outcomes in the UK and the US in
2016, this dissertation set out to learn more about PMT: an opaque technique, very
American, and in some popular accounts hyped as ‘weaponized ad technology’ (Singer,
2018) or digital mindreading (Soares, 2016). While such hyperboles have no foot in
reality, there are legitimate concerns about PMT’s potential pitfalls that are worth the
scientific scrutiny. In the coming section, I describe four main problems in the field
of microtargeting research, and briefly explain how my key findings each inform the
problems.
One of the larger problems in the field of microtargeting research, from the outset, was
a complete blind spot about what PMT would look like in a non-Anglo-Saxon, multiparty, small-budgeted (i.e., Dutch) context. Some scholars explicitly wondered whether
political parties can “campaign in Europe as they do in North-America” (Bennett, 2016;
p. 1). Chapter two proposed and tested a model that can be used to understand how
contextual factors hinder or facilitate data-driven capabilities of political campaigns in
different contexts.

Key finding 1: Dutch parties can and do microtarget, but
contextual factors mold PMT into a Dutch variant.
Dutch parties operate in a proportional representation, multi-party context. While
there are no ‘battleground states’ like in the US, Dutch political parties do identify ‘key
areas’ that require relatively intensive campaigning efforts. These are areas where, for
example, turnout is low, but voting potential is high. Data-analysis helps identifying
these areas and microtargeting techniques help reach specific citizen groups.
While Dutch parties have little money, in comparison with their German or Belgian
counterparts, party budgets do not need to restrain the microtargeting efforts of
political parties, but the small budgets do shape them. Where one large Dutch party
refrained from adopting microtargeting capabilities beyond basic Facebook-based
targeting because of their relatively small budget, a different party made the best out of
its strapped-for-cash situation by organizing its campaign in a citizen-initiated manner
(see Gibson, 2015). This resulted in bottom-up creativity that engaged supporters on
the one hand and could be used as content to microtarget to potential voters on the
other hand. In sum, having a small budget does not make microtargeting impossible.
Instead, it can facilitate a context-dependent form of microtargeting.
A second problem in the field of microtargeting research was that there were some
normative and theoretical claims about how large-scale data-collection and subsequent
communicating of tailored messages could cause a perceived loss of intellectual privacy.
People would experience the disappearance of a room to think for oneself if they grew
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concerned about their privacy. But this was never empirically tested in a European
setting.

Key finding 2: There is a downward spiral, where changes in
privacy concerns lead to changes in attitudes toward PMT and vice
versa, over time.
This downward spiral is the first evidence for more normative and theoretical claims
about a perceived loss of intellectual privacy in relation to PMT (see chapter 3). This
spiral is important because it shows us how citizens could be starting to behave in
an undesirable way from a democratic perspective. This downward spiral could, for
instance, result in chilling effects or hinder people in thinking independently and
deviate from the popular opinion.
A third problem in the microtargeting literature was that the effectiveness of PMT
techniques were assumed in the literature (e.g. Gorton, 2016) and the media
(Cadwalladr, 2017), but never measured. While, in 2019, US-based research found
evidence for effectiveness of PMT-techniques (Haenschen & Jennings, 2019; Endres,
2019), there still was no empirical knowledge about PMT’s effectiveness in a non-US,
multiparty context.

Key finding 3: PMT can be reasonably effective in increasing the
likelihood to vote for the political party sending the microtargeted
message.

6

Recipients of the PMT message on average increased ten percent in likelihood to vote
for the microtargeting party, in comparison with the likelihood to vote of the control
group. Chapter 4 describes a field experiment that took place in Utrecht, during the
municipality elections of 2018. The chapter offers a first glimpse into PMT’s effects in
a natural multi-party election context.
A fourth problem was that a new understudied disinformation mode rose through the
ranks as a potentially very manipulative force: deepfakes. Especially manipulative when
combined with microtargeting. Political actors could expose people to deepfakes in
which they could try to damage a politician. Microtargeting techniques could amplify
the damage by allowing malicious actors to send different, tailored deepfakes to only
those people who are likely susceptible to the specific deepfake.

Key finding 4: Microtargeting techniques can further amplify the
negative effects of a deepfake.
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Using a self-produced deepfake of a Dutch politician, I ran an online experiment
where I measured the effects of exposure to a (microtargeted) deepfake on political
attitudes (see chapter 5). The experiment showed that people exposed to the deepfake
held significantly worse attitudes, than the control group. Moreover, microtargeting
the deepfake amplified its effects on political attitudes, but only for a relatively small
group of participants. For now it seems that microtargeted deepfakes can become a
problem in the near future. But the complexity of an election makes it challenging to use
microtargeted deepfakes to achieve specific goals in a controlled way. Getting accurate
perceptions of who is susceptible to what information is vital, but not easy to do.

A threat to electoral integrity?
PMT can potentially be used to improve the integrity of elections. It can help convey
political ideas. It can potentially help reach and activate hard-to-reach groups. It
may help improve political knowledge. The positive potential is not the focus of this
dissertation, but it should be studied because that would help us understand how PMT
can be a force for good. This dissertation focuses on five threats to electoral integrity:
privacy, intellectual privacy, manipulation, fragmentation of the public agenda and
changing political power structures. The first and second threat ([intellectual] privacy)
are ‘gateway threats’ that open the door to the other threats. The threat of manipulation
follows directly from these and applies to the individual citizen. Fragmentation
of the public agenda is a process that is much less focused on the individual citizen.
The changing of political power structures occurs on the most abstract level. In the
coming sections I will discuss how the research in this dissertation has informed our
understanding of these five threats to electoral integrity.

Privacy
The General Data Protection Regulation (GDPR) was adopted in 2016, but came into
force in 2018. The GDPR is meant to ensure transparency and fairness in data collection
and processing. But chapter two of this dissertation shows how some of the practices
of political parties are questionable from GDPR point of view. For example political
parties, rather than collecting personal data themselves, can rely on the services by
social media platforms, such as Facebook. Facebook but also Google require an omnibus
consent of its users, but it is not clear whether that consent qualifies as informed consent
as specified in the GDPR. More importantly, social platforms offer political advertisers
the possibility to target many different characteristics that strongly correspond with
someone’s political preferences without necessarily collecting special categories of data
in the sense of article 9 GDPR (see Wachter, 2020; Youyou, Kosinski & Stillwell, 2015).
This raises the question to what extent the ban on collecting special categories of data
(including information about political preferences) is still effective in protecting people
from discriminatory or otherwise invasive practices in political microtargeting. Even
by not explicitly targeting someone because they sympathize with the Green Party, but
instead targeting someone because they regularly shop at a vegan market and donate to
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Greenpeace, political parties can use a proxy of political preference without obtaining
specific informed consent from the targeted citizen (as required by article 9 GDPR).
Even if political parties want to adhere to the GDPR, and perhaps in the near future
the revised e-Privacy Regulation, parties often lack the legal knowledge to adhere to
the GDPR. As one campaign leader puts it in chapter two: “Legislation has grown
so very comprehensive and complex. It’s almost impossible to cope for us as a small
organization”. Political parties want to be compliant with regulation meant to safeguard
the right to data protection, but are not (always) equipped to do so. Such a compliance
deficit is problematic as it can infringe upon at least two of the Venice criteria on good
practices in elections: free and secret suffrage (Council of Europe’s Venice Committee;
2002). Political parties need more guidance on this issue (see also the call for guidance
by the UK’s Information Commissioner’s Office, 2018).
Privacy infringement threatens the integrity of elections, as it can violate the practices
of free and secret suffrage. Privacy infringement is especially threatening to the integrity
of elections when the actor is operating in bad faith Actors who do not want to comply
with regulation and who have anti-democratic goals are malicious actors. These can
be foreign states, or (domestic) anonymous interest groups. Malicious actors can
leverage (special categories of ) personal data to amplify the already damaging effects
of disinformation. When microtargeting disinformation, such as a deepfake, personal
data are used in an unfair way: with the goal of deceiving citizens and furthering one’s
opaque political goals. This shows the importance as well as the limits of law in a
connected world. Data protection law in general protects voters against the collection,
profiling and microtargeting practices that do not comply with the key principles of
data protection law (legitimate ground, purpose specification, data minimalization,
protection of special categories of data, privacy by default, and rights of the data
subjects). But data protection law does not protect against the use of data to unfairly
manipulate voters. This is a problem with regards to the integrity of elections vis-à-vis
platforms and political parties. It is even more problematic in the context of malicious
actors who use PMT for anti-democratic purposes.

Intellectual privacy
Intellectual privacy is the perception of having a room to think for oneself (Dawes,
2014). It entails the freedom people perceive to deviate from dominant opinion.
Chapter 3 shows that citizens hold unfavorable attitudes toward PMT and these
attitudes deteriorate over time, while reciprocally privacy concerns grow. These negative
citizen perceptions can be threatening to the integrity of elections because they form a
downward spiral that can result in democratically undesirable outcomes such as chilling
effects. The downward spiral found in chapter 3 points to the disappearance of one’s
room to think for oneself (see Dawes, 2014), which may decrease citizens’ feeling of
autonomy and their ability to independently form non-common opinions. Autonomous
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citizens are a cornerstone of liberal democracy, and, therefore, as Gavison (1980, p.
455) puts it “to the extent that privacy is important for autonomy, it is important for
democracy as well.”
It could be that media reports about PMT that claim digital “mind readers” (Soares,
2016) “know you better than you know yourself ” (Brennan, 2012), have induced a
feeling of domination within citizens (Pettit, 2018). Or the feeling that their fellow
citizen is easily fooled by bad faith PMT. Karpf (2019) argued that elite perceptions of
digital techniques may perversely lead to short-term focused, self-interested, nihilistic
behavior by politicians. On the basis of chapter 3, I would advise future research to
extend Karpf ’s politician-focused argument to citizens. Citizen perceptions of PMT
can potentially be threatening to the integrity of elections, because they can make them
doubt the decision of their fellow citizens: why would someone respect the vote of their
fellow citizens if those fellow citizens are so easily fooled by PMT? What is an election
result worth if citizens believe elections are not decided in favor of the politicians with
the best ideas, best past performances, or even the most charismatic leader, but rather by
who has the most digitally advanced techniques? It reminds me of the Tour de France.
What does it mean to carry the yellow jersey to the finish line in Paris, when all cyclists
are perceived to use doping? And, more importantly, would people respect the winner?
Or pay attention to next year’s Tour de France? More research on the perceptions of
PMT’s effectiveness and the effects of those perceptions on electoral integrity is needed.

Manipulation
We know that communication effects are generally small (Bennett & Iyengar, 2008;
Kalla & Broockman, 2018). People come into contact with different information in
different ways. It is difficult to attend to all information we are exposed to. We also
know that communication effects are often conditional (Valkenburg, Peter, & Walther,
2016): effects almost never apply equally to the population. PMT techniques can
relatively successfully leverage these conditionalities so that subsegments of people are
affected to a larger extent by a political message. PMT makes political advertising not
only more efficient (see chapter 2), but also more effective (chapters 4 and 5). Making
the dissemination of political information more efficient and effective is not inherently
good or bad, but tools that give political actors more punching power need to be
scrutinized closely upon their potential to impact electoral integrity.
PMT messages are by no means a hypodermic needle. But chapter four and five show
that PMT’s effects are not minimal either (that is, if the right message indeed reached
the right person, something that is not easy to pull off ). PMT alone will never persuade
a rightist VVD voter to switch to the leftist PvdA. But PMT can be a tool to influence
voters within their consideration sets (see Rekker & Rosema, 2019). This can be
something positive when used in good faith. Legitimate actors should be able to inform
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or even persuade citizens with the reasonable effectiveness offered by PMT techniques
(see chapter 4).
But PMT’s effectiveness can easily become manipulative when used in bad faith. For
instance to spread deepfakes, lies, or misleading messages. Manipulation is “the use
of information technology to covertly influence another person’s decision-making,
by targeting and exploiting their decision-making vulnerabilities” (Susser, Roessler &
Nissenbaum, 2019, p. 1).
Using PMT in bad faith means leveraging people’s personal information to influence
them on false grounds, in pursuit of anti-democratic goals. If PMT were ineffective,
quod non, bad faith PMT would only be problematic because the bad faith actor
pursues anti-democratic goals. But people’s political behavior and attitudes would
remain unaffected. However, this dissertation shows PMT can be reasonably effective,
and therefore vulnerable to misuse. Moreover, it seems as if PMT’s effectiveness can
influence different kind of socio-demographic groups. For instance, chapter 4 shows
that a rather highly educated sample was affected by PMT. Chapter 5 shows that only
a handful of participants recognized the deepfake as being manipulated. Hence, PMT’s
effectiveness can be manipulative for a large part of the electorate and thus threaten
electoral integrity, if the technique is used in bad faith.

Fragmentation of the public agenda
Dutch statesman Johan Thorbecke meant for political parties in the Netherlands to
campaign for the general interest rather than local interests, and cater to heterogeneous
groups rather than homogeneous groups. But PMT is the exact opposite of what
Thorbecke had in mind when he wrote the Dutch constitution and electoral law
halfway the 1800’s (Kaal, 2016). In that sense, in theory, aligning messages to small
homogeneous subgroups of society is a threat to the integrity of the Dutch elections. In
practice, the research in this dissertation finds no evidence for any fragmentation of the
public agenda as a result of PMT. However, fragmentation is something that should be
measured over a longer time-span, and on a larger scale than in chapter 4, which focused
on four similar neighborhoods in Utrecht in the run-up to one municipality election.
Moreover, microtargeting did not occur on a large scale in the Netherlands before
2016. While I found no evidence of fragmentation of the public agenda, I cannot with
certainty conclude that there is or is not a threat to electoral integrity. Future research
should avoid the limitations of chapter 4 and study fragmentation on a larger scale, for
a longer time period.

Political power structures
In the run-up to the European parliamentary election of 2019, EU’s top officials sent
a letter to Facebook, urging the company to loosen their political advertising policy
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to allow for pan-European advertising. The EU-officials hailed Facebook ads as “an
important part of [its] digital information toolbox” (Welle, Tranholm-Mikkelsen &
Selmayr, 2019). These developments suggest that the perceived usefulness of PMT
holds not just for the Netherlands, but even for the EU itself. This brings up questions
about the changing political power structures. Below, I discuss three sub-issues of
concern. First, the commercialization of politics. Second, the political power of social
platforms. Third, the political power of malicious actors.

The issue of commercialization

Commercialization of politics means perceiving citizens’ votes as something that can be
bought by political advertisers, and sold and profited from by data brokers and social
platforms. Commercialization (or profit-maximization) drives the privacy-infringing
data-collection and analysis industry, who are less concerned with electoral integrity
than with shareholder value. Social platforms have been found to enable advertisers
to tailor and target Jew haters (Angwin, Varner & Tobin, 2017), were slow to respond
to signs of misuse for disinformation campaigns (Frenkel et al., 2018), and played a
dubious role in facilitating communication in the run-up to genocide in Myanmar
(Stevenson, 2018). Commercialization favors the political actors with deep pockets,
potentially drowning out minority voices. In 2017, small-budgeted parties could still
run a creative campaign and be heard (see chapter 2). But further commercialization
makes that increasingly difficult. Moreover, commercialization further reduces citizens
to targets (see chapter 3). And commercialization of politics is, in part, maintained by
political advertisers, who perceive PMT as a useful technique (see chapter 2, but also 4,
and 5). This perception leads to revenue for social platforms, further commercialization,
and gives political power to social platforms.

The issue of political power of social platforms

Elite-perceptions of PMT’s usefulness (see chapter 2) put social platforms in a position
of dominance, where they can arbitrarily interfere in election campaigns: e.g., by
charging more to certain political parties, or to reach specific voter groups (see Ali et
al., 2019). Elite-perceptions of PMT’s usefulness also potentially facilitate unchecked
growth, and stymie competition. Why would the EU take action against an “important
part of [its] digital toolbox” (Welle, Tranholm-Mikkelsen & Selmayr, 2019)? And why
would the EU use the services of a competitor, when the current platform is already seen
as useful? As a consequence, political actors advertise on only a few, ever expanding,
ever powerful, platforms (see also Guess et al., 2019).

The political power of malicious actors

PMT helps malicious actors to further their political goals. Those political goals are
being pursued by influencing people on the basis of lies, deceit and manipulation.
Chapter 5 shows that political attitudes can be affected by deepfake disinformation and

114

PMT-techniques can further amplify those effects. These techniques together can, for
instance, help malicious actors damage a politician who is critical toward their interests.
Having the capability to create deepfakes, and to then microtarget those deepfakes,
enables malicious actors to manipulate the target electorate into doing or thinking
something in line with the interests of the malicious actor. Consequently, the malicious
actor gains political power, essentially changing the power structures in politics by
threatening the integrity of elections.

Future research
Throughout this section, I’ve provided three directions for future research. One, the
positive potential of PMT. Two, research on the perceptions of PMT’s effectiveness and
the effects of those perceptions on electoral integrity. Three, study fragmentation on a
larger scale, for a longer time period. But there are some other interesting perspectives
on how electoral integrity can be maintained that deserve some scholarly follow-up.

Bad faith microtargeting
Effectiveness of political microtargeting is in itself not problematic, but effectiveness
of bad faith microtargeting is. A potential research focus would be to examine the
feasibility and desirability of a system where unverified or illegitimate actors are
disallowed to politically microtarget, use lookalike audiences, and custom audiences
functions. Although we have already seen that legitimate actors can use microtargeting
in bad faith (e.g., by microtargeting fake advertisements), arguably, this measure would
cut out many potential malicious actors and make the field easier to scrutinize. The
philosophical question about what makes an actor (il)legitimate and what constitutes
as bad faith microtargeting is crucial. Canada has already moved forward by prohibiting
foreign actors to pay for political ads targeted at Canadian citizens, which makes
Canada an interesting context to study the effectiveness of this measure (Elections
Modernization Act, 2018). The Dutch government is preparing a similar measure: to
prohibit non-EU gifts, but only gifts to political parties (Rijksoverheid, 2020).

Transparency
An important research question would be whether threats to electoral integrity can
partly be mitigated by providing users with a concise and comprehensible report. Such
a report should detail the tailored ads people have been exposed to themselves, and
have clicked on; but also the ads their (close) friends saw and their click-through-rates
as an aggregated number. This report should be shown on a regular basis in the month
leading up to election date, in the style of Spotify wrapped, or Facebook’s ‘Year in
review’. Likely, citizens would see that the click-through-rate is very low for themselves
but also for their friends. Citizens would also better understand that their friends do
not necessarily see the same ads as they themselves do.
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Potentially, future research gives us more capacity to mitigate threatening applications
of PMT, while utilizing PMT’s positive potential. There is no easy fix that would solve
all challenges. I am worried about the power of privately-owned, mostly American,
companies that take on an ever-crucial role in political communication. I am also
worried about the power of bad faith actors. I have my doubts about PMT’s potential for
manipulation on a grand scale, but I am more worried about small-scale manipulation
that occurs under the radar. Finally, it is discomforting to know that new challenges will
keep on arising alongside new technologies. But I am reassured by Cicero’s observation
that was true in 62 BC, is true now, and will be true in the future:

Nothing is more fickle than people in a crowd, nothing harder to
discover than how men intend to vote, nothing trickier than the
whole way in which elections work. (Cicero, Pro Murena, 62 B.C.)
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SUMMARY
Political microtargeting (PMT) is a relatively new technique that can be used to
influence the electorate by sending messages tailored to individual differences. While
attempts to influence the electorate are not new, this technology-driven technique might
be able to overcome the barriers political advertisers encounter with more traditional
communication techniques. But at the start of this dissertation, nobody knew for sure if
that was indeed true. That ambiguity did not stop popular media accounts in pointing
to PMT as the culprit in the surprising electoral victories of the Leave Campaign in
the United Kingdom, and the Donald Trump Campaign in the United States (Soares,
2016; Cadwalladr, 2017; Mahboob, 2019). The academic literature identified PMT
as a potential threat to electoral integrity. PMT could manipulate citizens, infringe
on their (intellectual) privacy, fragment the public agenda, and transform political
power structures (Zuiderveen Borgesius et al., 2018, Gorton, 2016, Tufekci, 2014;
Bennett, 2015; Barocas, 2012; Moore & Tambini, 2018). But these threats where never
empirically tested. If, and the degree to which PMT is indeed a threat to electoral
integrity is the open question that this dissertation aims to answer.
At the start of this dissertation, there was ample evidence that made it clear that PMTtechniques were commonly used in Anglo-Saxon countries (e.g. Kreiss, 2012; Issenberg,
2012; Hersh, 2015; Bennett, 2015; Anstead, 2017), but we knew very little of PMT’s
salience in European, multi-party contexts. Even though the studies about PMT in
Anglo-Saxon countries are important, their findings cannot easily be generalized to
European contexts because of the differences in electoral systems, privacy laws, and
party financing. Therefore, the findings from these UK-, US-, and Canada-focused
studies do not necessarily apply to other, contextually different, European countries
such as the Netherlands. The purpose of the first empirical chapter of this dissertation
is to understand to what extent and how campaigns in a multiparty democracy such as
the Netherlands can campaign “as they do in North America?” (Bennett, 2016; p.261).
In the first empirical chapter, I propose and test a model that can be used to understand
how contextual factors hinder or facilitate data-driven capabilities of political campaigns
in different contexts. I find that Dutch parties can and do microtarget, but contextual
factors mold PMT into a Dutch variant different from Anglo-Saxon variants.
The second empirical chapter focuses on a second understudied problem. Scholars made
normative and theoretical claims about how large-scale data-collection and subsequent
communicating of tailored messages could cause a perceived loss of intellectual privacy
(Zuiderveen Borgesius et al, 2018, Gorton, 2016). People would experience the
disappearance of a “room to think for oneself ” and grow concerned about their privacy
(Reiman, 1995; Dawes, 2014). But this was never empirically tested in a European
setting.
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Testing this relation over time, I found a downward spiral, where changes in privacy
concerns lead to changes in attitudes toward PMT and vice versa, over time. This
downward spiral is the first evidence for more normative and theoretical claims about
a perceived loss of intellectual privacy in relation to PMT. This spiral is important
because it shows how citizens could be starting to behave in an undesirable way from
a democratic perspective. This downward spiral could, for instance, result in chilling
effects or hinder people in thinking independently and deviate from the popular
opinion.
The third empirical chapter focuses on the effectiveness of PMT-techniques, that were
assumed in the media (Cadwalladr, 2017) and the literature (Gorton, 2016), but were
never measured. While, in 2019, US-based research found evidence for effectiveness
of PMT-techniques (Haenschen & Jennings, 2019; Endres, 2019), there still was no
empirical knowledge about PMT’s effectiveness in a non-US, multiparty context.
In the third empirical chapter, I find that PMT is reasonably effective in increasing the
likelihood to vote for the political party sending the microtargeted message. Recipients
of the PMT message on average increased ten percent in likelihood to vote for the
microtargeting party, in comparison with the likelihood to vote of the control group.
As such, this chapter offers a first glimpse into PMT’s effects in a natural multi-party
electoral context.
In the fourth empirical chapter, I focus on a new disinformation mode that rises through
the ranks as a potentially very manipulative force: deepfakes. When combined with
microtargeting techniques, deepfakes are potentially even more manipulative. The idea
is that political actors could use microtargeted deepfakes to effectively and efficiently
damage politicians. As such, microtargeting techniques could amplify deepfakes’
damage by allowing malicious actors to send different, tailored deepfakes to only those
people who are likely susceptible to the specific deepfake.
I find that microtargeting techniques can indeed further amplify the negative effects
of a deepfake. For now it seems that microtargeted political deepfakes can become a
problem in future elections. But the complexity of an election makes it challenging
to use microtargeting deepfakes to achieve specific goals in a controlled way. Getting
accurate perceptions of who is susceptible to what information is vital, but not easy to
do.

A threat to electoral integrity?
Whether PMT should be considered a threat to electoral integrity depends for a great
deal on the actor using the technique. Is this a political actor operating in operating in
bad faith, e.g. a foreign actor? Then, PMT can be a threat to the integrity of elections.
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Primarily because PMT has been shown effective in influencing citizens’ likelihood to
vote for the political party sending the message (chapter 4). Moreover, PMT has been
shown to be an amplifier of deepfake disinformation’s effects on political attitudes
(chapter 5). I have my doubts about PMT’s potential for manipulation on a grand scale,
but I am worried about small-scale manipulation that occurs under the radar.
By contrast, when PMT techniques are employed by a political actor operating in good
faith, I am not too concerned about electoral integrity. In this scenario, it is unlikely
that PMT is used to manipulate citizens, for example. But the negative perceptions
of PMT and the negative reciprocal relation with privacy concerns exist regardless
of whether a good or a bad faith political actor uses PMT. The (intellectual) privacy
infringing nature of microtargeting may potentially lead to behavior that is undesirable
from a democratic point of view, but these behavioral consequences fall beyond the
scope of this dissertation. Potentially, future research gives us more capacity to mitigate
threatening applications of PMT, while utilizing PMT’s positive potential.
It is discomforting to know that new challenges will keep on arising alongside new
technologies. It is also discomforting to know that the ever-increasing connectivity enables
bad faith actors to try to influence elections from distant locations. To end on a positive
note: influencing something as complex as an election may be possible, but influencing an
election in a desired direction and in a controlled way is extremely difficult.
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SAMENVATTING
Politieke microtargeting (PMT) is een relatief nieuwe techniek waarmee politieke
actoren op maat gemaakte boodschappen sturen naar burgers, met de hoop die burgers
te beïnvloeden. Pogingen het electoraat te beïnvloeden zijn niet nieuw, maar deze
nieuwe technologiegedreven techniek zou weleens effectiever en efficiënter kunnen zijn
dan communicatie via de traditionele massamedia. Maar óf PMT inderdaad effectief
en efficiënt is, was lang onduidelijk. Die onduidelijkheid weerhield media er niet van
om PMT aan te wijzen als de oorzaak van de verrassende verkiezingsoverwinningen
van de Leave-campagne in het Verenigd Koninkrijk, en de Donald Trump-campagne
in de Verenigde Staten (Soares, 2016; Cadwalladr, 2017; Mahboob, 2019). Ook de
academische literatuur wees PMT aan als een mogelijke bedreiging voor de integriteit
van verkiezingen. PMT zou burgers kunnen manipuleren, inbreuk kunnen maken
op hun (intellectuele) privacy, de publieke agenda kunnen versnipperen en politieke
machtsstructuren kunnen transformeren (Zuiderveen Borgesius et al., 2018, Gorton,
2016, Tufekci, 2014; Bennett, 2015; Barocas, 2012; Moore & Tambini, 2018.). Of, en
in welke mate, PMT inderdaad een bedreiging vormt voor de electorale integriteit is de
open vraag die ik in proefschrift beantwoord.
Het was al snel duidelijk dat PMT-technieken welig tierden in politieke campagnes
in Angelsaksische landen (Kreiss, 2012; Issenberg, 2012; Hersh, 2015; Bennett, 2015;
Anstead, 2017). Maar hoewel studies over PMT in Angelsaksische landen belangrijk
zijn, is het lastig de bevindingen te generaliseren naar Europese meerpartijencontexten.
Daar worden andere kiesstelsels en privacywetgeving gehanteerd, om nog maar
te zwijgen over verschillen in partijfinanciering tussen Angelsaksische landen en
Europese landen zoals Nederland. Het doel van het eerste empirische hoofdstuk van
dit proefschrift is dan ook om eerst te begrijpen in hoeverre en hoe politieke partijen
in een meerpartijendemocratie als Nederland campagne kunnen voeren zoals in NoordAmerika en het Verenigd Koninkrijk? (zie Bennett, 2016).
In het eerste empirische hoofdstuk ontwikkel en test ik een model dat helpt te begrijpen
hoe contextuele factoren bepalen in welke mate politieke partijen datagedreven
campagnetechnieken ontwikkelen en gebruiken. Nederlandse partijen doen aan
microtargeting, maar onder druk van contextuele factoren neemt microtargeting
een hybride, Nederlandse vorm aan die verschilt van de Angelsaksische vorm van
microtargeting.
Het tweede empirische hoofdstuk van dit proefschrift richt zich op een ander
onderbelicht probleem. Wetenschappers deden normatieve en theoretische beweringen
over hoe grootschalige dataverzameling en daaropvolgende microtargeting kan leiden
tot het ervaren van een verlies van intellectuele privacy. Mensen zouden merken dat
hun ‘ruimte om voor zichzelf te denken’ verdwijnt en ze zouden zich zorgen maken over
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hun privacy (Reiman, 1995; Dawes, 2014). Maar dit is nooit empirisch getest in een
Europese setting.
Ik testte de wederkerige relatie tussen privacyzorgen en attitude jegens PMT, gedurende
negen maanden. Ik ontdekte een neerwaartse spiraal, waarbij veranderingen in de
bezorgdheid over privacy leiden tot veranderingen in de attitude jegens PMT en
andersom, gedurende die negen maanden. Deze neerwaartse spiraal is het eerste bewijs
voor de meer normatieve en theoretische beweringen over een vermeend verlies van
intellectuele privacy met betrekking tot PMT. De neerwaartse spiraal is belangrijk
omdat het toont hoe burgers, vanuit een democratisch perspectief, ongewenst gedrag
kunnen gaan vertonen. Deze neerwaartse spiraal zou bijvoorbeeld kunnen leiden tot
chilling effects, maar zou ook mensen kunnen bemoeilijken om zelfstandig te denken en
af te wijken van de dominante opinie.
Het derde empirische hoofdstuk richt zich middels een veldexperiment op de
effectiviteit van PMT-technieken, die de media (Cadwalladr, 2017) en de literatuur
(Gorton, 2016) wel veronderstellen, maar die nooit werd gemeten. Hoewel Amerikaans
onderzoek in 2019 bewijs vond voor de effectiviteit van PMT-technieken (Haenschen
& Jennings, 2019; Endres, 2019), was er nog steeds geen empirische kennis over de
effectiviteit van PMT in een niet-Amerikaanse, meerpartijencontext.
In het derde empirische hoofdstuk vind ik dat PMT redelijk effectief is in het
vergroten van de kans om te stemmen op de politieke partij die microtarget. Dit
hoofdstuk biedt daarmee een eerste blik op de effecten van PMT in een natuurlijke
meerpartijenverkiezingscontext.
In het vierde empirische hoofdstuk richt ik mij aan de hand van een online experiment
op een nieuwe, potentieel zeer manipulatieve vorm van desinformatie: deepfakes.
Microtargeting zou de manipulatieve kracht van deepfakes verder kunnen versterken
door kwaadwillende actoren toe te staan verschillende, op maat gemaakte deepfakes
te sturen naar alleen die mensen die waarschijnlijk gevoelig zijn voor de specifieke
deepfake.
Het online experiment laat zien dat microtargetingtechnieken de negatieve effecten van
een deepfake inderdaad verder kunnen versterken. Voorlopig lijkt het erop dat politieke
deepfakes die zijn gemicrotarget in de nabije toekomst een probleem kunnen vormen in
verkiezingstijd. Maar de complexiteit van een verkiezing maakt het lastig om dit soort
gerichte deepfakes in te zetten om op een gecontroleerde manier specifieke politieke
doelen te behalen.
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Een bedreiging voor de electorale integriteit?
Of PMT als een bedreiging voor de electorale integriteit moet worden beschouwd, hangt
voor een groot deel af van de actor die de techniek gebruikt. Is dit een politieke actor die
te kwader trouw opereert, zoals een buitenlandse mogendheid? In zulke gevallen kan
PMT een bedreiging vormen voor de integriteit van verkiezingen. Vooral omdat PMT
redelijk effectief is gebleken in het beïnvloeden van burgers (hoofdstuk 4) en omdat
PMT effecten van desinformatie kan versterken (hoofdstuk 5). Ik heb mijn twijfels over
de mogelijkheden van PMT om het electoraat op grote schaal te manipuleren, maar ik
maak mij wel zorgen over kleinschalige manipulatie die onder de radar plaatsvindt.
Wanneer PMT-technieken daarentegen worden toegepast door een politieke actor
die te goeder trouw opereert, maak ik mij niet al te veel zorgen over de integriteit
van verkiezingen. In dit scenario is het onwaarschijnlijk dat PMT bijvoorbeeld
wordt gebruikt om burgers te manipuleren. De negatieve perceptie van PMT en de
negatieve wederkerige relatie met privacyzorgen bestaat wel nog steeds, ongeacht of
een politieke actor te goeder of te kwader trouw PMT gebruikt. Het (intellectuele)
privacy-schendende karakter van microtargeting kan mogelijk leiden tot gedrag van
burgers dat vanuit democratisch oogpunt ongewenst is, maar of dat daadwerkelijk het
geval is wordt niet in dit proefschrift onderzocht. Mogelijk geeft toekomstig onderzoek
ons meer handvatten om de bedreigende toepassingen van PMT in te perken en het
positieve potentieel van PMT te benutten.
Het is ongemakkelijk om te weten dat naast nieuwe technologieën steeds weer nieuwe
democratische uitdagingen ontstaan. Het is ook ongemakkelijk om te weten dat de
steeds toenemende connectiviteit kwaadwillenden in staat stelt vanuit elke willekeurige
locatie te pogen verkiezingen te beïnvloeden. Maar, ter geruststelling: een verkiezing
is een complexe gebeurtenis en een dergelijke complexe gebeurtenis beïnvloeden is
mogelijk, máár een verkiezing in de gewenste richting en op een gecontroleerde manier
beïnvloeden is gelukkig lastiger.
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DANKWOORD
“Dat is zeker heel eenzaam werk, zo’n proefschrift schrijven” vroeg een journalist mij
laatst. Eigenlijk niet. Eigenlijk kijk ik terug op een geweldige tijd, waarin zoveel mensen
mij hebben geholpen. Heel veel dank!
Damian, ik ben de eerste promovendus die je begeleidde maar het leek of je het al
jaren deed. Hoewel jij overliep van werk stond je altijd klaar en was je razendsnel in
je altijd constructieve commentaar. Hoe vaak heb je het veldexperimentartikel gelezen
denk je? En kun je het woord deepfake nog lezen? Jij stuurde mij altijd bij waar nodig
en zorgde, zeker in het begin, dat mijn blik niet afdwaalde naar minder relevante
onderzoeksrichtingen.
Natali, jij hebt een uniek perspectief. Deels omdat je jurist bent, maar deels omdat
je ontzettend goed het overzicht kunt houden in een warrig interdisciplinair
onderzoeksveld. Als ik een conceptpaper rondstuurde wist ik dat ik in de kantlijn
epistels zou vinden waarin jij betoogde waarom een idee een betere uitwerking verdiende
(of juist niet). Ik genoot altijd van onze tête-à-têtes waarbij je uitgebreid de tijd nam
om mijn perspectief te begrijpen en ik waardeer dat je nooit aarzelde een compliment
te maken wanneer dat in jouw ogen terecht was. Ik zal bovendien nooit vergeten dat
je cadeautjes stuurde uit Schotland, waar je toen op vakantie was, toen je hoorde dat
Olivia was geboren.
Claes, behalve van jouw extreem slimme, snelle en onvermoeibare geest heb ik erg genoten
van je o-zo-leuke-flauwe-grappen en mooie verhalen. Je stond open voor onverwachte
ideeën, mits ik ze kon beargumenteren. Nadat ik mijn idee voor microtargeted deepfakes
had gepitcht zei je: “Tom kijkt een avond De Wereld Draait Door en hij heeft meteen
een nieuw experiment bedacht. Ga het maar doen.” Je liet mij vrij om problemen aan te
pakken op mijn manier en drong jouw zienswijze nooit op.
Dank aan commissieleden Peter Neijens, Guda van Noort, Frederik Zuiderveen
Borgesius, Sanne Kruikemeier en Kristof Jacobs voor de tijd en moeite die jullie hebben
genomen om mijn proefschrift te beoordelen.
Joost (van Spanje), bij jou klopte ik aan voor een aanbevelingsbrief toen ik wilde
solliciteren naar deze promotiepositie. Ik had geen onderzoeksmaster gedaan en ik
werkte al enige tijd in het ‘bedrijfsleven’, dus jouw aanbeveling was erg belangrijk voor
mij.
Dank ook aan Rens en Judith voor jullie behulpzaamheid en voor dynamic data analysis.
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Anna, Lisanne, Dina, Linda, Michael, Susan, Alyt, Nadia, Robin, Jakob, Franzi, Sjifra:
dank voor de gezelligheid. Dank ook voor het tolereren, zij het met horten en stoten,
van mijn bulderende stem. Anna heeft hier het meest onder te lijden gehad (zelfs haar
noise cancalling headphone hield het geluid van mijn stem niet tegen, betekent dat dat
mijn stem geen noise is?): wij begonnen tegelijk aan onze promotie en vonden elkaar in
een voorkeur voor vastigheid binnen een kantoor vol flexplekken.
Brahim, dank voor de honderden potjes. En dank dat je mij altijd laat winnen. Dank
ook voor de ochtendoraties. Als je het kantoor binnenloopt moet je altijd eerst minstens
een kwartier je ei kwijt: ‘de ochtendoratie’.
Marijn, in het begin deelden wij wekelijks het kantoor in het oude IVIR-gebouw. Je kon
je zo heerlijk verontwaardigen over van alles: Ajax, Frans de Waal (moraliteit), Palantir,
maar vooral: studenten die de panopticummetafoor gebruiken.
Jef, Paddy, Sarah, Ronan en Max, van jullie heb ik erg veel geleerd over informatierecht.
Nog lang niet genoeg, overigens, dus er ligt nog een herculestaak voor jullie in het
verschiet.
Daan en Franka, jullie hebben altijd meegeleefd met mijn promotie. Jullie waren altijd
razendgeïnteresseerd en inspirerend qua ambitie, organisatie en skills. Zo heeft Louis
van Gaal de dansvaardigheden van Daan eens gecomplimenteerd, ik bedoel maar.
Kees, dank voor je creativiteit. Wat ben jij goed met dingen. Jouw creativiteit liep als een
rode draad door mijn promotie: van de schitterende poster voor het symposium Data &
Democracy, via de stimuli voor het veldexperiment, tot de omslag van dit proefschrift.
Leroy, Carmen, Daan (DL), Lotte, Ro, Floor, Jorrit, Eefje, Sam, Mariëlle, Maarten,
Alex, Liselotte, Dennis, Vincent, Fleur, Bernard, Martijn bedankt voor de honderden
drinkgelagen: ze worden wat minder in getal maar hopelijk stoppen ze nooit.
Joost, Jouke, Joeri, Yoch, Michael, Robert, Robin: Gall & Galliërs, Schwalbekoningen:
dank voor de belangrijkste bijzaak.
Jasper en Marieke, jullie waren altijd supergeïnteresseerd en kwamen geregeld met leuke
suggesties voor onderzoek ( Jasper had vooral een leuk idee voor een enquête).
Lia, Henk, Marlien, Rob, Joost (van Eeden), het is altijd heerlijk ontspannend om jullie
te zien en met jullie te kletsen over van alles en Olivia (Lia), Max en Ajax (Henk),
Haarlem 40 jaar geleden (Rob), het betere vermaak (koekeroend, Joost) en om een
spervuur aan geintjes te maken (Marlien).
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Henk en Ariënne, jullie leefden altijd mee met mijn promotie en waren erg
geïnteresseerd. Ik genoot van de uren die we aan tafel in Wassenaar doorbrachten.
Dat er nog vele mogen volgen!
Joost, Grace, Sophie en Tjalling bedankt, en dan met name Sophie die een barre
Utrechtse winter heeft getrotseerd om enquêtes af te nemen en die zich de blaren op de
vingers heeft getypt om bij te dragen aan de deepfake.
Pap en mam, bedankt dat jullie mij altijd steunden: van het vmbo naar het mbo, via het
hbo naar de universiteit en nu sta ik hier.
Charlotte je extreem goede grappen, je vrolijkheid en je aanwezigheid maken elke dag
licht. En je aandacht trouwens. Je hebt mij zo vaak over microtargeting horen praten dat
jij mijn proefschrift bijna kan verdedigen.
Olivia, lieve blije beer. Je bent net je moeder, kleine lachebek.
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APPENDIX CHAPTER TWO
Appendix 2A - Translated interview guide (was originally in Dutch)
[potential follow-up questions are in italic]
General introduction
1. Thank you for cooperating with this study. I am quite curious about your daily
professional activities. Can you tell me what your function entails?
Organization
I would like to talk a bit about the way the campaign is organized.
2. Is there a dedicated tech, data (or something similar) department in the
campaign? (How autonomous does the department operate? How many people
are part of that department? What kind of backgrounds do they have?)
Data use and targeting
Now, I would like to talk about the use of personal data in political campaigns. I am
curious about the types of data the campaign uses to send political messages.
3. What kind of data does the campaign use? (How large is the database?)
4.

How does the campaign collect personal data? (Does the campaign use consumer
data from commercial databases?)

5.

How does the campaign use its data in practice? (Does the campaign construct
voter profiles based on personal data? How do those profiles come about? Does
the campaign construct profiles on an individual level or on a group level? What
kinds of techniques does the campaign use to analyse the data?)

6.

How do you decide who to target in the campaign? (and how do you try to reach
them?)

7.

Does the campaign send tailored messages to specific voter groups? (How does
this work in practice? What role do data play herein? How do you decide which
message you send to whom? Does the campaign target its data-driven messages to
individuals, household, or larger subgroups?)

8.

What kind of role does Facebook play in the campaign? (How do you use
Facebook to reach specific voters? Do you use lookalike audiences? Dark posts?
Other techniques? Other social media?)
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9.

A campaign can use several campaigning instuments: from tv-advertisements,
to newspaper ads or posters. In relation to other campaigning instruments: how
important are data for the campaign? (And how will this be in four years, do you
think?)

10. How big is the budget for data-driven campaigning?
11. What is needed for a good data-driven campaign?
12. What kind of circumstances obstruct data use?
13. What kind of circumstances enable data use?
14. What kind of role do commercial consulting organizations such as Politieke
Academie or Blue State Digital play in the campaign?
15. To what extent do you find the present campaign advanced?
16. What are the differences concerning data use between the present campaign
and the previous national campaign?
17. To what extent does the party exchange data-driven campaigning techniques
with foreign political parties?
18. What kind of measures does the campaign have in place to safeguard its data?
(Are there guidelines for the fair use of data? What do those guidelines look
like? Does the campaign train people to handle personal voter information? Are
campaign staffers obliged to sign non-disclosure forms? Does the campaign share
data with third parties [commercial or political]? Does the campaign inform
voters about the fact that they receive personalized messages?)
19. To what extent do the current data protection regulations influence the use
of data in the campaign? (How does this work? Do laws and regulations make
it more difficult for a campaign to carry out a data-driven campaign? How? To
what extent are the current regulations up to date?)
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Democratic implications
20. In how far can the use of data improve the election results?
21. How do you feel about a possible increase in the use of data by political
campaigns in general? (And when do campaigns cross the red line to unacceptable
practices?
22. Thank you very much for this interview. I have one last, practical, question:
with whom can I seek contact when I have additional questions?

A

155

Appendices

156

APPENDICES CHAPTER THREE
Appendix 3A - sample descriptives
Table 3.A1 shows that the mean age of the sample is higher than the population mean
(Statistics Netherlands, 2017). This is because our sample consists of people aged 18
years or older. The men/women distribution in our sample is comparable with the
population mean.
Table 3.A1 - descriptive statistics sample
Age
Gender (men)

T1

µ

56.4

41.5

51.8%

49.57%

Appendix 3B - education level
Table 3.B1 - The distribution on education levels is similar to the population mean.
Education levels

T1

T2

µ

Elementary school

7%

7%

10%

High school/community college

58%

58%

60%

Bachelor’s degree

24%

24%

19%

Master’s degree or higher

12%

12%

11%

Numbers may not add up to 100 due to rounding.
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APPENDICES CHAPTER FOUR
Appendix 4A - Stimuli and their translations

Crime: Be certain - of a safe
neighborhood - Vote March 21

Integration: Be certain - of good
shelter for refugees - vote March 21

Job market: Be certain - of good work
for everybody - vote March 21

Health care - Be certain - of good
health care in your neighborhood vote March 21
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Education - Be certain - of fair
chances for every child - vote
March 21

Housing market - Be certain
- of affordable houses in all
neighborhoods - vote March 21
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Appendix 4B – Questionnaire T1
Original survey was in Dutch.
1.1 Do you have a newspaper subscription?
a. Yes
b. No (Continue to 1.3)
1.2 To what newspaper are you subscribed?
________________________________________________________________
1.3 Did you read a paper newspaper in the past month?
_________________________________________________________________
1.4 Did you read an online newspaper article in the past month?
Name of newspaper: ________________________________________________
1.5 Do you use Facebook?
a. Yes
b. No
2.1 Could you indicate for the following issues, which are part of the tasks of the
municipality, how important those issues are for you personally? The score of 1 stands
for not at all important, and the score of 10 stands for very important. You can also
answer ‘I don’t know’.
a. Tourism in our city
1 2
3
4

5

6

7

8

9

10

99

b. Crime in our city
1 2
3
4

5

6

7

8

9

10

99

c. Integration in our city
1 2
3
4

5

6

7

8

9

10

99

e. Job market in our city
1 2
3
4

5

6

7

8

9

10

99
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f. Quality of health care in our city
1 2
3
4
5
6

7

8

9

10

99

g. Quality of education in our city
1 2
3
4
5
6

7

8

9

10

99

h. Housing market in our city
1 2
3
4
5

6

7

8

9

10

99

i. Availability of stores in our city
1 2
3
4
5

6

7

8

9

10

99

3.1 We are now curious about your political orientation. Could you indicate the
likelihood that you will cast your vote for the following parties for the coming
municipality elections? (1 = most unlikely, 10 = most likely)
a. PvdA
1 2
3
4
5
6
7
8
9
10
b. CDA
1 2
3

4

5

6

7

8

9

10

c. VVD
1 2
3

4

5

6

7

8

9

10

May I, finally, ask you a few short, general questions?
4.1 What is your year of birth?
____________________________________________________

A

4.2 What is your education level?
1 elementary school
2 High school 1
3 High school 2
4 community college
5 university of applied science
6 university or higher
99 other
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4.3 What is your gender? (was not actually asked, but only reported)
0 male			
1 female
4.4 May we have your email address? This way we can keep you updated on the process,
contact you for our second survey, and contact you when you’ve won a bol.com voucher.

--------------------------------------------------------------------

162

Appendix 4C - Questionnaire T2
Original survey was in Dutch.
1.1 Could you indicate for the following issues, which are part of the tasks of the
municipality, how important those issues are for you personally? The score of 1 stands
for not at all important, and the score of 10 stands for very important. You can also
answer ‘I don’t know’.
a. Tourism in our city
1 2
3
4

5

6

7

8

9

10

99

b. Crime in our city
1 2
3
4

5

6

7

8

9

10

99

c. Integration in our city
1 2
3
4

5

6

7

8

9

10

99

e. Job market in our city
1 2
3
4

5

6

7

8

9

10

99

f. Quality of health care in our city
1 2
3
4
5
6

7

8

9

10

99

g. Quality of education in our city
1 2
3
4
5
6

7

8

9

10

99

h. Housing market in our city
1 2
3
4
5

6

7

8

9

10

99

i. Availability of stores in our city
1 2
3
4
5

6

7

8

9

10

99

2.1 When we talk to people about the municipality elections, we often notice that
people were not able to vote because they had no time, were sick, or because of other
reasons. What statement best describes your situation?
1) I did not vote for the municipality elections. [continue to 2.2]
2) I thought about voting, but did not do so this time. [continue to 2.2]
3) I usually vote, but, this time, I did not. [continue to 2.2]
4) I voted for the municipality elections
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2.2 Could you indicate the likelihood that you would have cast your vote for the
following parties for the recent municipality elections? (1 = most unlikely, 10 = most
likely)
a. PvdA
1		
2
3
4
5
6
7
8
9
10
b. CDA
1		
2

3

4

5

6

7

8

9

10

c. VVD
1		
2

3

4

5

6

7

8

9

10

3.1 To what extent did the campaigns of the following political parties align with the
topics that you yourself find important? (1 = not at all, 10 = to a very large extent, 99
= I don’t know)
a. CDA
1 2
3

4

5

6

7

8

9

10

99

b. D66
1 2
3

4

5

6

7

8

9

10

99

c. GroenLinks
1 2
3

4

5

6

7

8

9

10

99

d. Partij van de Arbeid (PvdA)
1 2
3
4
5

6

7

8

9

10

99

e. Socialistische Partij (SP)
1 2
3
4
5

6

7

8

9

10

99

f. VVD
1 2
3

6

7

8

9

10

99

4

5

4.1 Have you seen this message in the run up to the municipality elections?
a. Yes
b. No [ga door naar vraag 4.3]
c. Don’t know [ga door naar vraag 4.3]

164

5.2 How did you receive this message?
a. via postal mail
b. via Facebook
c. via postal mail as well as via Facebook
d. don’t know
5.3 Could you, apart from your opinion about the party behind the message, indicate
to what extent this message appeals to you personally (1 = ‘not at all’’, 7 = ‘to a very
large extent’)
1 2

3

4

5

6

7

A
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Appendix 4D – Likelihood to vote for CDA and VVD
Table 4.D1 - OLS regression detailing effect PvdA stimulus on likelihood to vote for CDA
Vote likelihood CDA (T2)

B

SE

Vote likelihood CDA T1

.47

Condition*

-.44

Constant

1.70

95% CI

t

p

.12

4.03

<.001

.24 – .71

.40

-1.09

.28

-1.23 – .36

.37

4.54

<.001

.96 – 2.44

N = 84. *Control = 0, experimental =1; R2=.17

Table 4.D2- OLS regression detailing effect PvdA stimulus on likelihood to vote for VVD
Vote likelihood VVD (T2)

B

SE

Vote likelihood VVD T1

.56

Condition*

-.50

Constant

1.82

N = 84. *Control = 0, experimental =1; R2=.18
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95% CI

t

p

.14

4.10

<.001

.29 – .84

.42

-1.20

.23

-1.33 – .33

.40

4.60

<.001

1.03 – 2.61

Appendix 4E - Results pre-test
Crime:
‘Zeker zijn van een veilige buurt’
(Be certain - of a safe neighborhood)
Can you indicate the extent to which you think the message refers to the following
themes?
Table 4.E1 - Results pre-test crime stimulus (1-7 scale)
M

SD

Integration (1)

3.96

1.88

Crime (2)

6.52

.87

Tourism (3)

2.92

1.78

Integration
‘Zeker zijn van goede opvang voor vluchtelingen’
(Be certain - of good shelter for refugees)
Can you indicate the extent to which you think the message refers to the following
themes?
Table 4.E2 - Results pre-test crime stimulus (1-7 scale)
M

SD

Integration (1)

6.20

.71

Crime (2)

3.48

1.85

Housing market (3)

4.32

1.75

Job market

A

‘Zeker zijn van goed werk voor iedereen’
(Be certain - of good work for everybody)
Can you indicate the extent to which you think the message refers to the following
themes?
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Table 4.E3 - Results pre-test job market stimulus (1-7 scale)
Integration (1)

M

SD

4.68

1.78

Job market (2)

6.68

.63

Education (3)

4.76

1.99

Health care
‘Zeker zijn van goede zorg in de buurt’
(Be certain - of good health care in your neighborhood)
Can you indicate the extent to which you think the message refers to the following
themes?
Table 4.E4 - Results pre-test health care stimulus (1-7 scale)
M

SD

Crime (1)

2.04

1.21

Health care (2)

6.88

2.44

Integration (3)

2.44

1.78

Education
‘Zeker zijn van eerlijke kansen voor ieder kind’
(Be certain - of fair chances for every child)
Can you indicate the extent to which you think the message refers to the following
themes?
Table 4.E5 - Results pre-test education stimulus (1-7 scale)
M

SD

Education (1)

6.68

.56

Health care (2)

4.44

2.12

Integration (3)

5.28

1.67
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Housing market
‘Zeker zijn van betaalbare huizen in alle wijken’
(Be certain - of affordable houses in all neighborhoods)
Can you indicate the extent to which you think the message refers to the following
themes?
Table 4.E6 - Results pre-test housing market stimulus (1-7 scale)
M

SD

Fiscal policy (1)

4.64

1.50

Housing market (2)

6.64

.57

Job market (3)

3.40

1.89

A
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