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1
Introduction

“It is said that fact is sometimes stranger than
fiction, and nowhere is this more true than in the
case of black holes.”
- Stephen W. Hawking

1.1

Black holes

Black holes hold a special place in our ever-imaginative minds, a prison from where
even light cannot hope to escape. Indeed, black holes are one of those rare celestial
bodies that were ﬁrst theorised and later observed. The history of black holes goes
back about 200 years, to 1783 in fact, when John Michell, an English philosopher and
clergyman, reasoned that gravity must aﬀect the motion of “light particles” in view of
Sir Isaac Newton’s corpuscular theory of light and wondered about the possibility of
“dark stars”, objects so massive that “their light could not arrive at us”. What is even
more fascinating, as Michell posited, is that these “dark stars” could be detectable if
they happen to revolve around other stars, a situation remarkably similar to what
is seen in X-ray binaries (XRBs; a stellar-mass black hole/neutron star - companion star pair that exhibits signiﬁcant X-ray emission). Over the next century or so,
advances in our understanding of the nature of light as massless packets of energy
contradicted Michell’s line of thought. Further, our understanding of gravity faced a
major upheaval in 1915 with the arrival of Albert Einstein’s theory of General Relativity (GR), which postulated that gravity is a natural manifestation of the curvature
of spacetime due to the presence of mass and energy. In a mere matter of months,
Karl Schwarzschild, amidst the chaos of World War I, constructed the ﬁrst exact so-
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lution to Einstein’s equations of GR for a non-rotating spherically symmetric point
mass in vacuum. This solution breaks down at the coordinate origin (spherical radius
r = 0) and presents a physical singularity that is akin to a non-spinning, charge-less
black hole or, as is known now, a Schwarzschild black hole. A Schwarzschild black
hole hides behind the event horizon1 , which is located at the Schwarzschild radius,
rS =

2GMBH
= 2rg .
c2

(1.1)

Here, G, MBH (hereafter M ), c and rg are the gravitational constant, black hole
mass, the speed of light and the gravitational radius, respectively. Finkelstein (1958)
revealed the true nature of the event horizon as a “uni-directional” boundary in causality, i.e., what falls in cannot inﬂuence outside events, establishing a point of no return.
Further development in GR came in the form of the Kerr (1963) solution, a rotating
body generalisation of the Schwarzschild solution, and consequently, a deﬁnition of
a spinning black hole. The Kerr solution demonstrates that spinning objects exhibit
frame-dragging as a result of which matter, and even light, will be forced to rotate
in the same direction as a spinning black hole within a region close to the black hole
event horizon known as the ergosphere. The frame-dragging eﬀect plays a crucial role
in launching relativistic outﬂows, or “jets”, from accreting black holes, a process I will
discuss in Sec. 1.3.
In parallel with the theoretical eﬀorts that went into establishing black hole
physics, observational astronomers were on the lookout for any potential signatures
of these mysterious objects. The discovery of Quasi-Stellar objects or quasars (specifically 3C 273; Schmidt 1963) prompted the idea that extra-galactic radio sources
oﬀered the best opportunity to identify black holes by virtue of the immense energy output expected to come from their accretion of surrounding gas (Salpeter 1964;
Zel’dovich 1964). The cores of such luminous galaxies are known as “active galactic
nuclei” (AGN; ﬁrst introduced by Viktor Ambartsumian in the 1950s). Dame Jocelyn
Bell Burnell’s discovery of pulsars as a graduate student in 1967 strengthened the idea
that stars could gravitationally collapse to much smaller objects (in this case, neutron
stars) in nature. In fact, Lynden-Bell (1969) posited that it was not “impossible that
there are collapsed masses in galactic nuclei”, implying the presence of massive black
holes in the centres of galaxies. This idea was supported by the claim that galactic
nuclei may fuel relativistic ejections (Longair et al. 1973), later called jets, that could
explain radio emission for most extra-galactic sources (Ryle & Longair 1967). Further
advances in the 1960s came in the form of extra-solar X-ray astronomy. Cygnus X-1,
ﬁrst detected by X-ray instruments aboard a sounding rocket in 1964, was deemed to
be the ﬁrst strong black hole candidate within our own galaxy (Bolton 1972; Webster & Murdin 1972) with a current mass estimate of ∼ 20 solar masses (M⊙ ; from
1 The event horizon is an apparent singularity, one that is not a physical surface but a result of
the choice of coordinates.
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Miller-Jones et al., in prep). Cygnus X-1 forms one part of a black hole XRB system,
accreting the stellar wind from its companion - a blue supergiant star. Over the next
three decades, observational evidence for a highly concentrated mass in galactic nuclei
grew, e.g, Very Long Baseline Interferometry (VLBI) measurements of gas velocities
around Messier 106 indicated the presence of a mass of ∼ 107 M⊙ within a region of
0.13 parsecs2 (pc) in radius (Miyoshi et al. 1995). Such observations strengthened the
case for black holes with masses more than a million M⊙ (supermassive black holes;
SMBHs).
The plethora of information on AGN in multiple frequency bands improved our
ability to connect diﬀerent types of AGN, based on their orientation to our line of
sight, outﬂows, accretion rate and estimated black hole spin (e.g., Antonucci 1993;
Urry & Padovani 1995; Meier 2002; for a recent review, see Padovani et al. 2017).
While we have observed about a hundred XRBs to date, the unambiguous identiﬁcation of stellar-mass black holes is diﬃcult as their X-ray properties are similar to that
of neutron stars. However, neutron star masses are constrained to an upper limit
. 2.2 M⊙ , known as the Tolman–Oppenheimer–Volkoﬀ (TOV) limit Oppenheimer
& Volkoﬀ (1939). Thus, XRBs with an estimated compact object mass higher than
the TOV limit are associated with black holes. Conﬁrmed black hole XRB sources,
such as Cygnus X-1, have massively contributed to our knowledge of the temporal
evolution of black hole systems (e.g., Belloni 2005). In September 2015, the Laser
Interferometer Gravitational Wave Observatory (LIGO) Scientiﬁc Collaboration and
the Virgo Collaboration reported the ﬁrst ever detection of gravitational waves, a
vital prediction of GR. The gravitational wave signal was consistent with theoretical
predictions for the merger of two ∼ 30 M⊙ black holes (LIGO Scientiﬁc Collaboration et al. 2016), and hence, the strongest evidence for the existence of black holes in
nature. Since then, the LIGO-Virgo collaboration has detected gravitational waves
from many more binary black hole mergers, with masses ranging from 7 to 50 M⊙ ,
providing a means to study black holes that complements the traditional approach
of observing electromagnetic radiation. On the SMBH side, the Messier 87 galaxy
and our Galactic Centre black hole, Sagittarius A∗ , played crucial roles in our understanding of black holes and their environments in more ways than one.

1.1.1

Messier 87

Discovered by Charles Messier in 1781, the elliptical galaxy Messier 87, or M87, hosts
the SMBH of choice for the ﬁrst Event Horizon Telescope (Doeleman et al. 2009;
EHTC et al. 2019a) black hole image observed at 1.3 mm wavelength (≡ 230 GHz) in
April 2017 (Fig. 1.1). The SMBH in question, M87*, aﬀectionately nicknamed Pōwehi
2 A parsec (pc) is the distance at which the average separation distance between the Earth and
the Sun subtends an angle of one arcsecond (as). Hence, 1 parsec ≡ 3.085 × 1016 metres or 3.26
light-years
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Figure 1.1: M87 in scales - Top left: The kiloparsec jet of M87 in the optical; Image credit: NASA,
ESA and the Hubble Heritage Team (STScI/AURA). Top right: Sub-parsec jet at 43 GHz; Image
credit: EAVN Collaboration. Bottom: Event horizon-scale image at 230 GHz; Image credit: EHT
Collaboration. Image courtesy of Hada (2019).

(meaning “embellished dark source of unending creation” in Hawaiian), has a mass of
around 6.5 billion M⊙ and is located at a distance of ∼ 16.8 megaparsecs (Mpc) from
us (EHTC et al. 2019a). The 2017 EHT eﬀort, with an extensive planetary array,
bettered early prototype EHT observations that had constrained the M87 230 GHz
core down to ∼ 10 gravitational radii (Doeleman et al. 2012; Akiyama et al. 2015). For
accreting black holes, photons orbiting sometimes many times just outside the event
horizon create a bright ring structure (e.g., Bardeen 1973; Luminet 1979; Narayan
et al. 2019). The M87 horizon-scale image displays a ring of diameter 42 ± 3 µas,
with a southern crescent shape, a result of relativistic beaming (e.g., Falcke et al.
2000; Kamruddin & Dexter 2013; EHTC et al. 2019a,c,d, and references therein).
This observation matched previous predictions for a Kerr black hole observed at
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small inclinations rather well, providing a direct test of GR. Comparing the image
with a suite of numerical models enabled an accurate measurement for the M87∗
mass-distance ratio (e.g., EHTC et al. 2019c,d), and combined with multiwavelength
spectral information, provided constraints on the expected black hole spin. Exploring
other possible implications of the M87 EHT image and future EHT observations,
such as alternate disk geometries (e.g., Chatterjee et al. 2020; White et al. 2020, see
chapter 3) and non-Kerr spacetimes (e.g., Vincent et al. 2020; Medeiros et al. 2020;
also see Mizuno et al. 2018), is an area of active research.
Perhaps the most important feature of M87 is its persistent relativistic jet. Curtis
(1918) ﬁrst observed M87’s jet, describing that a “curious straight ray lies in a gap in
the nebulosity ... apparently connected with the nucleus by a thin line of matter” with
the ray “brightest at its inner end”. Since then, numerous observations across multiple
frequencies, from the radio to high energy γ-rays, have been carried out to capture the
complex morphology and dynamics of the M87 jet. The jet extends out to kiloparsec
(kpc) scales, displays superluminal features (e.g., Reid et al. 1989; Biretta et al. 1995,
1999; Owen et al. 2000; Meyer et al. 2013), is highly collimated (e.g., Junor et al.
1999; Asada & Nakamura 2012; see Nakamura et al. 2018 and references therein),
and exhibits limb-brightening (e.g., Kim et al. 2018), i.e., the outer part of the jet is
brighter than the jet axis. This two-component structure - the inner “spine” and the
outer “sheath” is thought to be a natural feature of a relativistic jet (e.g., Ghisellini
et al. 2005). Nakamura & Asada (2013) found that the jet maintains a parabolic
shape on average throughout its length, from its origin near the black hole to about
a few 105 rg ≈ 60 pc, a scale separation of about 5 orders of magnitude. Beyond
∼ 105 rg , the jet becomes conical in shape (Asada & Nakamura 2012). Interestingly,
a knotted feature, HST-1 (Biretta et al. 1999) is coincident with the parabolic-conical
transition region. Asada & Nakamura (2012) suggested that HST-1 may well be a
result of over-collimation of the jet due to a change in the interstellar medium (ISM)
pressure gradient, holding crucial clues as to the environment around the jet.
Due to M87’s relatively close proximity, we are able to distinguish individual features in the jet and map out velocities both along and perpendicular to the jet axis
via long term VLBI observations (e.g., Mertens et al. 2016; Walker et al. 2018; Park
et al. 2019). Thus, detailed observational studies about the multiwavelength spectral
energy distribution, EHT image as well as the jet shape, orientation and velocity
proﬁle makes M87 a prime target for theoretical semi-analytical modelling (e.g., Lucchini et al. 2019) as well as complicated time-dependent numerical simulations (e.g.,
Dexter et al. 2012a,b; Mościbrodzka et al. 2016; Nakamura et al. 2018; Ryan et al.
2018; Chael et al. 2019; Chatterjee et al. 2019, 2020; Davelaar et al. 2019; EHTC et al.
2019c; White et al. 2020, and many others).
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Figure 1.2: A Chandra X-ray false colour image of the innermost regions of the Galaxy, centred on
Sagittarius A∗ , showing the “before” and “after” snapshots of a flaring event that reached luminosities
400 times brighter than the quiescent emission, captured on September 14th , 2013. Red, green and
blue colours indicate low, medium and high energy X-rays. Image size is about 18.7 parsecs wide.
Image courtesy of NASA/CXC/Northwestern Univ/Haggard et al. (2019).

1.1.2

Sagittarius A∗

In the late 1920s, while working as a researcher at Bell Labs, Karl Jansky, one of
the pioneers of radio astronomy, encountered an intermittent source that was interfering with radio signals of transatlantic telephone transmissions. After studying the
periodicity and location of the signal for several months, Jansky reported the ﬁrst
detection of extra-solar radio emission from the direction of the constellation Sagit-

6

1.1 Black holes

tarius (Jansky 1933). Balick & Brown (1974) were the ﬁrst to report the presence of a
bright compact radio source at the centre of our galaxy, the Milky Way, that overlaps
with Jansky’s original observation. The core of this radio source later came to be
termed as Sagittarius A∗ , or Sgr A∗ (Brown 1982). Since then we have repeatedly
scrutinised the innermost regions of the Milky Way, otherwise known as the Galactic
Centre, observing at several frequencies in an eﬀort to reveal the source of this intense
radio emission. Peering through the interstellar dust and the multitude of stars in the
galactic plane is practically impossible at optical and ultraviolet wavelengths, which
makes this task even more diﬃcult. Mapping the orbits of stars closest to the radio
source in the near-infrared (NIR) presents the strongest evidence for the presence
of a compact object with a mass of ∼ 4 × 106 M⊙ located around 8 kpc away from
us in the Galactic centre (e.g., Schödel et al. 2002; Ghez et al. 2005, 2008; Boehle
et al. 2016; Gillessen et al. 2017; Gravity Collaboration et al. 2018b). Today, it is all
but conﬁrmed that the compact object, Sgr A∗ , is indeed a SMBH, making it a key
object for black hole research and an EHT target due to its proximity (and despite
its extremely low accretion rate; Bower et al. 2003; Marrone et al. 2007).
Sgr A∗ exhibits ﬂuctuations in emission across all wavelengths on a daily basis.
When seen as short, bright events over a quiescent level they are referred to as ﬂares
(e.g., see Genzel et al. 2010 and references therein). Indeed, at times, Sgr A∗ ’s luminosity in the ﬂaring state increases by over 2 orders of magnitude above the normal or
“quiescent” luminosity both in the near-infrared (NIR) band (e.g., Do et al. 2019) as
well as in the X-rays (e.g., Nowak et al. 2012; Haggard et al. 2019, and see Fig. 1.2).
Further, Sgr A∗ X-ray ﬂares are seen to have a corresponding NIR ﬂare, but the converse is not always observed (e.g., Eckart et al. 2006; Hornstein et al. 2007). Studying
ﬂare activity is crucial for understanding the underlying physical mechanisms that can
lead to the observed variability (Markoﬀ et al. 2001b; Markoﬀ 2005), particularly since
theoretical models favour particle acceleration as the source of simultaneous NIR/Xray ﬂaring in Sgr A∗ (e.g., Dodds-Eden et al. 2009, 2010; Dibi et al. 2014; Ponti
et al. 2017). Recently, GRAVITY, a NIR interferometer (Gravity Collaboration et al.
2017), detected hotspots orbiting the SMBH at a radius ∼ 7 − 10 rg (Gravity Collaboration et al. 2018a, 2020a), perhaps a consequence of energy injection via magnetic
reconnection (e.g., Yusef-Zadeh et al. 2006; Ball et al. 2016; Gutiérrez et al. 2020;
Dexter et al. 2020b; Porth et al. 2020). Continuous monitoring of Sgr A∗ over the
past 2 decades has enabled modelling of ﬂaring events with scaling arguments based
on radiation physics (e.g., Neilsen et al. 2015; Dibi et al. 2016; Witzel et al. 2018)
as well as more complex time-dependent simulations (e.g., Dodds-Eden et al. 2010;
Dexter & Fragile 2013, also see chapter 4), giving valuable information about particle
acceleration in the accretion ﬂow of Sgr A∗ .
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Figure 1.3: Relativistic jets bend and twist as they propagate through a dense environment and
inflate large cavities. The colour-map indicates the rest-mass gas density ρ, where the dense accretion
disk is in red and the low density jet is in dark blue. The 3D general relativistic magnetohydrodynamics simulation was done using the h-amr code.

1.2

The problem of scale separation

Black hole astrophysics is a multi-scale aﬀair, from the tiny scales of particle acceleration inside thin current layers present in both disks and jets, and extending to the
large scales of extra-galactic activity, a length-scale separation of over & 12 orders
of magnitude. In this section, I give a brief overview of the processes that operate at such diﬀerent length-scales and the intricate relationships they share with one
another, which forms the motivation behind my thesis.
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1.2.1

The vast

Relativistic AGN jets travel to distances many orders of magnitude (at times, & 9
orders) larger than the size of their birthplace near the event horizon and collide
with the ISM of the galaxy (and in some cases, the intracluster medium as well,
see Cielo et al. 2018 and references within), eﬀectively heating up its environment
(McNamara & Nulsen 2012; Bourne & Sijacki 2017; Cielo et al. 2018). As jets trigger
gas circulation in the environment, backﬂows onto the central AGN may alter the
accretion rate onto the black hole, modifying the jet power (e.g., Cielo et al. 2017).
Further, powerful winds during near- or super-Eddington phases of accretion may
regulate galaxy growth, and is said to connect the SMBH mass to the stellar velocity
dispersion of the galactic bulge3 (known as the M − σ relation; e.g., Ferrarese &
Merritt 2000; Gebhardt et al. 2000). This cycle of energy transfer from the restmass energy of accreted gas to energy deposition in the ISM via the mechanical and
radiative energy of the jet and/or winds, known as AGN feedback, plays a vital role
in regulating galactic evolution and star formation (e.g., Silk & Rees 1998; Magorrian
et al. 1998; Fabian 2012; for a more recent review, see Harrison et al. 2018). Questions
still remain about the conditions under which feedback occurs, the eﬀect on accretion
as a direct result of feedback as well as the consequent ramiﬁcations on jet and wind
dynamics. Nevertheless, it is clear that the fate of AGN and their host galaxies are
closely entwined.
As we see above, the jet serves as an energy conduit between the black hole, disk
and the ISM. The physical properties of the jet, such as its gas content, velocity,
temperature and magnetisation, relative to the ISM’s gas content and pressure, ultimately decide the dynamics of the jet-ISM interaction, and consequently the shape
of the jet (Fig. 1.3). Based on jet morphology, Fanaroﬀ & Riley (1974) classiﬁed
AGN radio galaxies into two broad categories: FR-I galaxies, where the jets become
unstable beyond a few tens of kpc from their host galaxy, growing fainter with increasing distance from the galaxy (e.g., Xu et al. 2000), and FR-II galaxies, where
jets extend to several hundred kpc in length and exhibit luminous radio-bright lobe
structures (e.g., Hardcastle et al. 1998). Recent numerical attempts (e.g., Bromberg
& Tchekhovskoy 2016) have highlighted the ratio of the jet power to the ambient
medium rest-mass energy as a crucial parameter that determines the jet morphology and thus, the cause behind the FR-I/FR-II dichotomy of AGN jets. Indeed,
magnetised instabilities have been theorised to restrict low-power jets within their
host galaxies and therefore potentially provides a long-sought mechanism for jet radio mode feedback (e.g. Tchekhovskoy & Bromberg 2016). However, such simulations
were either hydrodynamic or magneto-hydrodynamic (MHD) in ﬂat spacetime, and
thus, do not account for the near event-horizon accretion and jet behaviour. We
3 The galactic bulge is the name given to the tightly packed collection of stars found to be present
in the central regions of most galaxies.
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know that the kpc-scale jet-ISM structure decidedly depends on the sub-pc scale jet
dynamics as well as the physical conditions at the jet base, and therefore, the accretion ﬂow. Hence, puzzles remain on the dependence of the jet content and power on
the morphology and dynamics of the accretion ﬂow.
Capturing the enormous dynamic range of length-scales (in excess of 9 orders in
magnitude) associated with the jet-ISM interaction problem long remained elusive in
ﬁrst principles general relativistic MHD (GRMHD) simulations. Tackling the particular problem of black hole accretion and jet propagation over such length-scales
provided the initial drive behind developing the fastest GRMHD code there is, h-amr,
and motivates chapter 2.

1.2.2

The intermediate

Turning our attention to the immediate surroundings of a black hole, we come to the
scale at which accretion and jet launching occurs (r ∼ 0.1 − 10s of rg ) and where
GRMHD is most important. Launching jets requires the advection of strong poloidal
magnetic ﬁelds and hence, is dependent on disk turbulence (e.g., Hawley & Krolik
2006; Liska et al. 2020b). Additional complexity in the form of radiative cooling
and/or radiation pressure alters the disk structure (Fragile 2009; Dibi et al. 2012a;
Jiang et al. 2019, see chapter 5) and therefore also modulates the jet’s morphology.
This naturally begs the question, what is the eﬀect of radiation on disk turbulence
and, in turn, wind dynamics, and whether cooling enhances or diminishes ﬂaring
activity in AGN, e.g., Sgr A∗ . Addressing these problems requires us to capture disk
dynamics as well as small scale turbulence and radiation-gas coupling.
Misalignment in black hole disks is another interesting problem to consider. SMBHs
can grow by swallowing gas or other BHs via mergers, with the BH spin evolution
depending on the growth process (e.g., Moderski et al. 1998; Volonteri et al. 2005,
2007; King & Pringle 2006). In particular, accretion from a thin misaligned disks is
thought to crucially aﬀect the BH spin evolution as the alignment of the inner disk
spins up or spins down the BH, and, under certain conditions, there can be BH-disk
counter-alignment (e.g., Natarajan & Pringle 1998; King et al. 2005; Volonteri et al.
2007). On shorter timescales, gas at the Bondi scale is likely to accrete at random
directions independent of the BH spin direction, since GR eﬀects of the black hole
spin cease to be eﬀective beyond a few tens of rg . Such random accretion can lead
to a possible misalignment between the black hole spin direction and the disk orientation. However, most numerical simulations in the literature assume that the spin
of the black hole and the disk are aligned. If one drops this assumption (i.e., if the
disk is tilted), we see interesting GR eﬀects in the case of tilted geometrically thick
disks such as warping of the inner accretion ﬂow (e.g., Fragile et al. 2007; White et al.
2019) as well as jet bending (McKinney et al. 2013; Liska et al. 2018a) that may be
observable at radio wavelengths in the case of low-luminosity AGN such as Sgr A∗ and
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M87 (Dexter & Fragile 2013; Chatterjee et al. 2020; White et al. 2020). Introducing
tilt brings about a change in the black hole image and the emission variability, which
holds exciting implications for EHT science (see chapter 3).
In the case of tilted thin accretion ﬂows, a number of recent works have sparked
interest in the morphology and the orientation of the disk and its outﬂow, demonstrating disk precession and alignment (Nealon et al. 2015; Liska et al. 2019; Liska
et al. 2019b). Further, precession and jet-wind-disk interactions can signiﬁcantly alter the jet shape and power output (e.g., Liska et al. 2020a) and consequently, on
a larger scale, BH growth, spin orientation and AGN feedback (e.g., Natarajan &
Pringle 1998; Dotti et al. 2013; King & Nixon 2015, and references therein). Furthermore, misaligned disks have been placed forward as a possible origin for a particular
set of quasi-periodic oscillations (Type-C QPOs) seen in the lightcurves of black hole
XRBs (e.g., van der Klis et al. 1985; Stella & Vietri 1998; Fragile et al. 2007; Ingram
et al. 2009; Kalamkar et al. 2016, see Ingram & Motta 2020 for a recent review of
QPOs). Indeed, given the dependence of precession on BH spin, it is conceivable that
QPO models based on the aforementioned simulations could provide constraints on
the BH’s spin and its direction. Such models also prompt interesting questions in
the context of SMBHs, such as the role of radiation physics in accretion disks and
outﬂows of both high and low-power AGN as well as the eﬀect of larger scale gas
feedback on the orientation of the disk.

1.2.3

And the minuscule

Moving to even smaller length-scales (r . 0.1 rg ), the regime of plasma instabilities
and particle interactions reign supreme. All accreting compact objects emit electromagnetic radiation, from radio to high-energy gamma-rays, that is the outcome of
processes that operate in this regime. Most of these processes essentially transfer
magnetic and mechanical energy of turbulent ﬂows to electrons and/or ions, resulting
in various heating eﬀects as well as particle acceleration. At these scales, particlein-cell (PIC) simulations (e.g., Sironi & Spitkovsky 2014; Ball et al. 2018b) describe
the conditions within magnetic current sheets and shocked layers better since plasma
kinetic eﬀects dominate (though global MHD aﬀects larger scale system turbulence).
These kinetic eﬀects are of course universal to diﬀerent astrophysical objects (e.g.,
BH accretion ﬂows, jets, supernovae, neutron stars, normal stars, etc.), and so, I will
restrict the discussion to BH systems only.
Disk turbulence and jet-wind/jet-ISM interactions trigger magnetic reconnection
and shock events that naturally lead to instabilities (e.g., Spitkovsky 2008; Sironi et al.
2015; Crumley et al. 2019), that give rise to particle heating (e.g., Howes 2010; Rowan
et al. 2017) as well as magnetised blobs, or plasmoids (e.g., Biskamp 2000; Comisso
et al. 2016; Nathanail et al. 2020; Ripperda et al. 2020). Plasmoids can trigger shortlived bursts of synchrotron emission that may explain NIR and X-ray ﬂares regularly
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seen in Sgr A∗ (e.g., Ball et al. 2018a; Gutiérrez et al. 2020). Indeed, the evolution
of plasmoid structures in conditions similar to the extremes of BH environments are
crucial to our understanding of accretion ﬂows, particularly in Sgr A∗ .
Plasma turbulence is inherently a non-linear process and is diﬃcult to describe
properly with analytical eﬀorts. While PIC simulations have revolutionised our understanding of the dynamics of plasmas under a multitude of conditions in highly
magnetised enviroments, such simulations are computationally expensive to run, and
usually are currently restricted to 2D problems. Additionally, the small domains of
PIC simulations are not able to capture macro-scale turbulence (though there is exciting recent progress nn global PIC simulations: Parfrey et al. 2019). An alternative
approach is to use PIC-motivated descriptions of particle acceleration (e.g., Ball et al.
2018b) within global simulations of MHD-turbulence driven current sheets (e.g., see
Sec. 1.5 and chapter 4). There is still much to be learned about the microphysics of
plasmas, particularly the eﬀects of global turbulence and larger scale changes in the
accretion ﬂows/outﬂows on scale scale particle acceleration and heating, as well as the
relatively unexplored regime of instabilities in gas-pressure dominated environments.

1.3

Accretion disks and jets

Black hole accretion is a powerful fundamental process that incorporates the eﬀects of
extreme gravity on magnetised plasma dynamics and is crucial to our understanding
of the inner workings of galactic nuclei and black hole XRBs. Early work in the
context of spherically symmetric accretion from stellar winds and the ISM (Hoyle &
Lyttleton 1939; Bondi & Hoyle 1944; Bondi 1952; see Edgar 2004 for a review) laid
the foundations of accretion onto compact objects. It is generally thought that as
gas falls inwards, the angular momentum the gas carries forces it to circularise and
naturally leads to the formation of a disk. For accretion to occur, matter needs to
lose not only its gravitational energy, but also shed its angular momentum. While
dissipation due to molecular viscosity proves too small to eﬃciently transport angular
momentum outwards, disk turbulence oﬀers a reliable mechanism for achieving the
required viscosity values for momentum loss. The ﬁrst credible disk solution used a
simple scaling relation for the turbulence-enhanced viscosity in a razor-thin accretion
disk (Shakura & Sunyaev 1973, hereafter SS73; see reviews by e.g., Blaes 2014). The
primary uncertainty of the Shakura & Sunyaev (1973) thin disk model is that the
source of the turbulence is unknown. Consequently, the proportionality constant for
the scaling relation, known as the α-parameter, is an unknown quantity in the model.
The issue surrounding the origin of the turbulence was largely resolved when
Balbus & Hawley (1991) revived the magneto-rotational instability (Velikhov 1959;
Chandrasekhar 1960) in the context of accretion disks. MRI ampliﬁes weak magnetic ﬁelds in accreting gas non-linearly and leads to magnetohydrodynamic (MHD)
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turbulence, thus allowing outward transport of angular momentum. Numerical simulations have been instrumental in verifying the non-linear nature of this instability
(e.g., Balbus & Hawley 1998; see Blaes 2014 and references therein) and today, it is
widely accepted that MRI is the prime mechanism via which magnetised turbulence
develops in accretion disks.
Some important properties of the SS73 thin disk model are that the disk is radiatively eﬃcient, behaves as a blackbody emitter and has an accretion rate (Ṁ ) that
is mildly sub-Eddington (Ṁ ≈ 0.1ṀEdd ). The Eddington accretion rate derives from
the Eddington luminosity (LEdd ), which is the maximum luminosity that can be attained via spherical accretion wherein the outward radiative pressure force aﬀecting
the electrons is equivalent to the inward gravitational force felt by the protons:
LEdd = 4πGM mp c/σT ≈ 1.3 × 1038 (M/M⊙ ) erg s−1 ,

(1.2)

where mp and σT are the proton mass and the Thomson cross-section respectively.
For SS73 thin disks, Ṁ ≈ 0.1LEdd /c2 However, puﬀy, or geometrically thick, disks
form in the case of accretion rates much below or above the Eddington rate. For the
purposes of this thesis, we restrict our discussion to disks with very low accretion
rates, and are thus not in the SS73 regime. I refer the reader to the review papers of
Abramowicz & Fragile (2013) and Blaes (2014) for accretion disk theory, and more
recently, Czerny (2019) for Eddington rate accretion.
A slowly accreting geometrically thick disk follows a hot accretion ﬂow model
(Shapiro et al. 1976; Rees et al. 1982), wherein the gas is optically thin and the gas
temperature is close to virial. An important property of the model is that the ions
are much hotter than the electrons, forming a two-temperature accretion ﬂow. This
happens because advection timescales are much shorter than the cooling timescales,
which means that dissipated energy heats the disk gas, instead of radiating away
(Ichimaru 1977), leading to advection-dominated accretion ﬂows (ADAFs; Narayan &
Yi 1994, 1995a,b; Blandford & Begelman 1999; Quataert & Gruzinov 2000b). ADAFs
form a sub-class of hot accretion ﬂows called radiatively ineﬃcient accretion ﬂows (RIAFs), which have been instrumental to our understanding of low-luminosity SMBHs,
such as Sgr A∗ and M87, as well as hard state black hole XRBs (for an extensive
review of ADAFs, see Yuan & Narayan 2014 and references therein). Perhaps, one of
the most vital contributions of the RIAF model is that part of the gas in such disks
become unbound and may escape in the form of sub-relativistic particle-rich outﬂows
(e.g., Blandford & Begelman 1999) as a result of disk rotation, magnetic ﬁelds and
turbulence (e.g., Blandford & Payne 1982). These disk-winds surround and interact
with the black-hole powered relativistic jet and, supported by the thick disk, serve to
collimate the jet.
Jets are a ubiquitous feature of accreting compact objects such as AGN, XRBs
(stellar-mass black holes, neutrons stars and white dwarfs), gamma ray bursts (GRBs),
tidal disruption events (TDEs) and stars. In the case of black holes, magnetic ﬁelds

13

1 Introduction

get advected inwards along with the gas, and ﬁeld lines begin to thread the event
horizon. These ﬁeld lines are forced to co-rotate in the same direction as the black
hole spin due to the frame-dragging eﬀect, and thus, begin to coil up and ultimately
launch relativistic jets. Known as the Blandford & Znajek (BZ; 1977) process, this
mechanism provides a way to extract the black hole’s rotational energy and drive powerful relativistic jets. In fact, numerical simulations successfully demonstrate the BZ
process (e.g., Komissarov 2001), sometimes leading to jets with eﬃciencies4 & 100%
(Tchekhovskoy et al. 2011). Such situations arise when the magnetic pressure accumulated near the black hole becomes so strong that it obstructs gas accretion, forming
a magnetically arrested disk (MAD; Igumenshchev et al. 2003; Narayan et al. 2003;
Tchekhovskoy et al. 2011; McKinney et al. 2012; Liska et al. 2020b). Since the jet
power depends on both the black hole spin and the accretion rate onto the black
hole (e.g., Blandford & Znajek 1977; Tchekhovskoy et al. 2010a), jets provide a direct
connection to the physical conditions near the event horizon.
The interplay between a jet and the surrounding accretion ﬂow leads to two eﬀects:
(1) jet collimation (e.g, Koide et al. 2000; De Villiers et al. 2003; McKinney 2006)
and, (2) jet-wind mixing that forms the aforementioned jet “sheath” region (Chatterjee et al. 2019), which in simulations is primarily responsible for jet emission (e.g.,
Mościbrodzka & Falcke 2013; Davelaar et al. 2018), but which would also explain
the observed limb-brightening. Jets can produce emission over the entire electromagnetic spectrum (e.g., see Romero et al. 2017, and references therein) but always shine
brightly in the radio via synchrotron radiation5 (e.g, Rybicki & Lightman 1986) and
their stratiﬁed geometry is needed to explain ﬂat radio spectra of AGN (Blandford
& Königl 1979). Further, observations of jets that exhibit optically thin synchrotron
emission with power-law spectral proﬁles indicate the presence of non-thermal6 particles, thereby sparking the possibility that jets are the sites of signiﬁcant particle
acceleration, either via magnetic reconnection or shocks (e.g., see Sironi et al. 2015,
and references therein). I refer the interested reader to the recent extensive review
paper on jets by Blandford et al. (2019).

1.4

General relativistic magnetohydrodynamics

Over the previous two decades, general relativistic magnetohydrodynamic (GRMHD)
simulations have become the one of the most popular means to study black hole accretion and jet dynamics. The GRMHD equations describe magnetised ﬂuid dynamics
set in a general relativistic framework. A simulation typically starts with a rotating
4 Jet efficiency is defined as the ratio of the net output power to the time-averaged accretion rate,
both calculated at the event horizon.
5 Synchrotron radiation is the resulting emission of relativistic charged particles accelerating
through a magnetic field.
6 A non-thermal electron energy distribution describes a power-law dependence on electron energy.
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Figure 1.4: A vertical cross-section of a typical GRMHD simulation of an accreting black hole using
the GPU-accelerated GRMHD code h-amr. I show the density (logarithmic scaling; in colour) and
velocity map (black lines with arrows) in the near-horizon region, where the highly dense accretion
disk is in red/orange, the disk wind in green and the low density jet in blue. The central black
circle represents the black hole event horizon. We can easily distinguish the vertical jet by its
streamlined outward flow, while the wind displays a more turbulent outflow. The disk exhibits
vortex-like structures, or eddies, characteristic of MHD turbulences.

magnetised disk of gas set around a spinning black hole that ultimately launches a relativistic jet via the BZ process (Fig. 1.4; e.g., Koide et al. 2000; De Villiers et al. 2003;
Hawley & Krolik 2006; Tchekhovskoy et al. 2011; Porth et al. 2019). In this thesis I
use our group’s in-house developed massively parallel GPU-accelerated three dimensional (3D) GRMHD code h-amr (Liska et al. 2018a; Chatterjee et al. 2019; Liska
et al. 2019a) that derives from the 2D GRMHD code harm2D (Gammie et al. 2003;
Noble et al. 2006) and the MPI-enabled 3D GRMHD code harmpi (Tchekhovskoy
2019).
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h-amr numerically evolves the GRMHD equations in ﬁxed Kerr spacetime and
uses the horizon-penetrating logarithmic spherical polar Kerr-Schild coordinates (x0 ≡
t, x1 ≡ log r, x2 ≡ θ, x3 ≡ ϕ) assuming geometric units (G = c = 1). The GRMHD
equations are written in a conservative form (similar to Gammie et al. 2003), given
as,
X ∂Fi (p)
∂U (p)
+ S(p),
=−
∂t
∂xi
i

(1.3)

where U denotes the conserved variables (energy density, momentum density, particle
number density), F the corresponding ﬂuxes in the i-th direction and S(p) the source
terms that incorporate GR eﬀects (i.e., the terms that couple with the connection
coeﬃcients). These vectors depend on p, i.e., the set of primitive variables that form
the physical quantities we are interested in, e.g., ﬂuid density, pressure, velocity and
magnetic ﬁeld. The characteristic length-scale in GRMHD is the gravitational radius
rg (see eqn. (1.1)), and therefore, the characteristic time-scale is tg ≡ rg /c. Hence,
ideal GRMHD solutions are scale-invariant, applicable for both black hole XRBs and
AGN. The scale-invariant form of ideal GRMHD breaks down when we account for
radiation physics in the equations as we need to explicitly set the mass scale in order to
calculate the gas-radiation coupling terms (Fragile et al. 2014; McKinney et al. 2014;
Ryan et al. 2017; Sądowski et al. 2017). In super-Eddington disks (i.e., Ṁ > ṀEdd ),
radiative coupling to the gas can drive outﬂows (e.g., McKinney et al. 2015; Sądowski
& Narayan 2015). In the case of extremely low accretion rates such as for Sgr A∗ , we
can approximate the amount of radiative emission (Esin et al. 1996) and reduce the gas
temperature accordingly, in eﬀect removing a part of the gas pressure (Fragile & Meier
2009). Radiative cooling mildly aﬀects disk dynamics, but may signiﬁcantly alter the
multiwavelength spectrum (e.g., Dibi et al. 2012a; Straub et al. 2012; Drappeau et al.
2013, see chapter 5).
GRMHD simulations feature a very low-density, highly magnetised (Poynting ﬂux
dominated) jet funnel that forms naturally as the gas is either blown outwards via
the jet or accretes onto the black hole. Such a low density funnel allows jets to
eﬃciently convert their magnetic energy to kinetic energy and accelerate to relativistic
velocities in these simulations. In order to prevent truncation errors in the numerical
solution due to the evacuated region, GRMHD codes inject mass and energy in an
ad-hoc manner to keep the gas density and internal energy above a certain ﬂoor value
(speciﬁcally, h-amr uses the method prescribed in Ressler et al. 2017). While electronpositron pair creation could lead to mass-loading in the funnel to a certain extent (e.g.,
Blandford & Znajek 1977; Hirotani & Okamoto 1998; Broderick & Tchekhovskoy
2015), additional processes such as jet-wind mixing (e.g., Chatterjee et al. 2019) need
to be invoked to explain the presence of hadrons, if any, in jets (e.g., Fabrika 2004;
Böttcher et al. 2013).
With new advances in numerical methods, computational astrophysicists keep up-
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dating existing convergence tests of relevant quantities on a regular basis. One such
relevant quantity is the MRI quality factor that denotes how well a simulation resolves
the fastest growing MRI wavelength in each direction (e.g., Hawley et al. 2011, 2013;
Narayan et al. 2012; Shiokawa et al. 2012; Sorathia et al. 2012; Porth et al. 2019). In
grid-based codes, numerical dissipation manifests as a by-product of handling discontinuities between grid cells as per the Rankine–Hugoniot jump conditions. Though
the dissipative length scale decreases with the increase in grid resolution, once the
largest MRI mode is resolved, the expectation is that the net dissipation due to MRI
is properly captured. Further, the MRI is essentially a 3D process and therefore, must
be resolved in all 3 directions (e.g., Hawley et al. 2011; Porth et al. 2019) else the
instability dies down (Cowling 1934). Porth et al. (2019) presents an interesting case
study in numerical convergence with a number of current state-of-the art GRMHD
codes (h-amr included) wherein the authors indicated that the α−parameter due to
turbulence does not converge even at resolutions 5 times higher (in each direction)
than commonly used in the community. However, encouragingly, the study concluded
that some global properties such as disk magnetisation and viscous spreading of the
disk carry a weak dependence on resolution.
As a closing remark on MHD, I refer the interested reader to ﬂip through Norman
(2011), an enjoyable read that details the evolution of one of the ﬁrst widely-used
MHD codes in astrophysics, zeus, from the author’s view point.

1.5

General relativistic ray-tracing and radiative transfer

In order to compare theoretical models of black hole accretion disks and jets with
observational data, one has to calculate the emission from the system. General relativistic ray-tracing (GRRT) codes perform radiative transfer and compute theoretical
images based on the underlying GRMHD output, assuming a model for the electron
thermodynamics. GRRT codes are especially necessary for correctly calculating the
emission from the innermost regions near the black hole where light bending eﬀects
are the strongest (see Fig. 1.5), fundamental to EHT science (EHTC et al. 2019c).
Additionally, one can calculate images over multiple frequencies to derive the spectral
energy distribution (SED) of the system. In this thesis I use the GRRT code bhoss
(Younsi et al. 2020). bhoss integrates the photon geodesic equations backwards in
time from the observer to the source and simultaneously solves the radiative transfer
equation (Younsi et al. 2012), expressed in the covariant form,

d
ds



Iν
ν3



= −αν

jν
Iν
+ 3,
ν3
ν

(1.4)
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Figure 1.5: Left: Here I show an example of ray-tracing in a general relativistic framework: curved
photon paths (or geodesics; orange lines) near a Schwarzschild black hole, represented by its event
horizon (blue dashed circle with radius of 2 rg ). Photons that are shot radially towards the black hole
readily fall in, while some photons travel on paths (red line) that orbit the black hole many times in
an unstable circular orbit (called the “photon orbit” 7 ), and still others that bend around (outermost
orange line). GRRT code credit: Jane L. Dai. Right: A ray-traced 230 GHz image assuming a black
hole of mass 6.5 × 109 M⊙ , viewed at an inclination of 90◦ , i.e., edge-on to the disk. I show some
components of a horizon-scale GRRT image used for EHT science: (1) the black hole shadow as
the central dark region, (2) obscuration from disk emission in between the observer and the black
hole, (3) Lensed emission from the disk/jet behind the black hole, and (4) the bright jet boundary
(“sheath”). Colour map is in linear scale. Image made using the GRRT code bhoss.

where, ν, Iν , αν and jν are the photon frequency, the speciﬁc intensity at frequency
ν, the absorptivity and the emissivity, respectively, in the plasma within a length
ds. All quantities in the above equation are calculated in the rest frame of the ﬂuid.
For this thesis, I consider two types of emission processes: (1) synchrotron radiation
from both thermal and non-thermal electron populations and (2) inverse Compton
(IC) scattering that transfers energy from thermal electrons to synchrotron photons
(known as synchrotron self-Compton, or SSC in short; see Rybicki & Lightman 1986
for further details on radiation processes).
For performing the radiative transfer, i.e., calculating the emission from the above
mentioned processes, we need to know about the underlying plasma microphysics. For
RIAFs, electrons and ions are decoupled and not in thermal equilibrium. In such cases,
most GRMHD simulations assume that ion temperatures dominate the accretion ﬂow
temperature and does not account for the electron temperature evolution and the
7 The photon orbit should not be confused with the photon ring. The photon orbit is the unstable
last circular orbit around a black hole from where the photon has a non-zero chance of escaping,
while the photon ring is the locus of points on the sky comprising of photons that escaped from near
the black hole as seen by a distant observer and is the outcome of GR lensing (Narayan et al. 2019).
For a Schwarzschild black
√ hole, the photon orbit has a radius of 3 rg while the photon ring is slightly
larger with a radius of 27 rg .
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electron energy distribution function (eDF). Hence, one requires to make assumptions
for the eDF, e.g., the electron temperature in a GRMHD grid cell. Local particle-incell simulations prove very useful in this respect as they evolve the kinetic equations of
motion. PIC simulations exhibit local plasma heating under speciﬁc conditions due to
a variety of mechanisms, such as turbulence, shocks and magnetic reconnection, where
part of the viscous dissipation due to these mechanisms goes towards heating electrons
and/or ions. Thus, PIC studies can be used to formulate sub-grid prescriptions based
on the heating model and inform global simulations, e.g., GRMHD (Howes 2010;
Rowan et al. 2017; Werner et al. 2018; Kawazura et al. 2019; Zhdankin et al. 2019).
Usually these prescriptions come in the form of a temperature relation between ions
(Ti ) and electrons (Te ). The speciﬁc models I use in this thesis are [1] Te = (const.)×Ti
(e.g., Goldston et al. 2005) and [2] Te = f (βP ) × Ti , where the electron temperature
is a function of the local plasma-β (βP ), which is the ratio of the gas and magnetic
pressure (e.g., Howes 2010; Mościbrodzka et al. 2016). The Howes (2010) model is
a turbulent-heating model where electrons get preferentially heated in magneticallydominated regions of the ﬂow via turbulence. Once the temperature model is chosen,
we can apply a thermal eDF in the GRRT code based on the GRMHD ﬂuid variables
and calculate the synchrotron and IC emission. For a non-thermal eDF, additional
assumptions are required, though we can reduce the number of additional parameters
again using PIC-motivated models (e.g., Ball et al. 2018b, see chapter 4). An alternate
approach would be to evolve electron energy equation self-consistently in the GRMHD
simulation and account for heating using physically-motivated sub-grid models (e.g.,
Ressler et al. 2015; Sądowski et al. 2015; Ryan et al. 2017; Chael et al. 2018; Dexter
et al. 2020a).
Several works involving GRRT models have contributed to the interpretation of
the M87 (e.g., Dexter et al. 2012b; Mościbrodzka et al. 2016; Ryan et al. 2018; Chael
et al. 2019; Davelaar et al. 2019; EHTC et al. 2019c; Chatterjee et al. 2020; White et al.
2020), the accretion ﬂow of Sgr A∗ (e.g., Mościbrodzka et al. 2009; Dexter et al. 2010;
Drappeau et al. 2013; Chan et al. 2015; Ressler et al. 2017; Chael et al. 2018; Davelaar
et al. 2018) as well as the spectra of black hole XRBs (e.g., Schnittman et al. 2013;
Mościbrodzka 2019; Abarr & Krawczynski 2020), generating a wide variety of models
in each case. Indeed, GRRT models based on GRMHD simulations produced images
that were very similar to the M87∗ EHT image, allowing a comprehensive parameter
search of possible black spins and disk models for M87 (EHTC et al. 2019c). Further,
some GRRT codes include polarisation that may place further constraints on the
near-horizon structure of these black hole systems. However, in this thesis I use an
unpolarised version of the bhoss code.
While it is possible to calculate the SSC emission with an imaging code like bhoss
since one can approximate the SSC contribution as a fraction of the synchrotron
emission (e.g., Esin et al. 1996; Straub et al. 2012; Drappeau et al. 2013), Monte
Carlo treatments present a more self-consistent description of scattering in the inverse
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Compton problem. For calculating the radio-to-X-ray SEDs in chapter 5, we use the
publicly available general relativistic Monte Carlo radiative transport code grmonty
(Dolence et al. 2009) that is speciﬁcally designed to treat scattering in optically thin
accretion ﬂows like that in M87 and Sgr A∗ . Further, most GRRT codes assume
the “fast-light” approximation where we produce each image using a single GRMHD
snapshot (i.e., a stationary ﬂow), without accounting for light travel time-delay eﬀects.
In the corresponding “slow-light” approach, geodesics are interpolated in time through
several GRMHD snapshots so as to account for the temporal evolution of the plasma.
The diﬀerence between images considering fast-light and slow-light should be most
prominent near the black hole’s event horizon where the gravity is most extreme and
the photon encounters large optical depths. However, reassuringly, slow-light images
and lightcurves are found to be similar to fast-light results, with diﬀerences up to
5% (Bronzwaer et al. 2018). This error is well within the uncertainties of our other
assumptions regarding the GRRT formulation, e.g., the eDF model.

1.6

Thesis outline

With the advent of next generation interferometric telescopes such as the Event Horizon Telescope (EHT) and GRAVITY, imaging the near-horizon region of supermassive black holes and connecting the jet launching zone to larger scales have become
a reality. In tandem, spurred by the growth in computational capabilities, GRMHD
simulations are now able to investigate accreting black hole systems with increasing
complexity, bringing theory and observations closer than ever before. This thesis
contributes to this advance, including some of the longest high resolution GRMHD
simulations to date, and focuses primarily on low-luminosity AGN. This thesis consists of 4 scientiﬁc papers written during my PhD program at the Universiteit van
Amsterdam.
In chapter 2 I present the largest extent 2D high resolution GRMHD simulation
ever performed, spanning over 5 orders of magnitude both in distance and time. I
discuss the morphology and velocity proﬁle of a variety of Blandford & Znajek (1977)
jets extending to parsec-scales and how jet-wind interactions lead to gas entrainment
that aﬀect jet collimation and cause jet deceleration. In fact, this work was able
to capture accretion, jet launching, acceleration and deceleration, all within a single
simulation for the ﬁrst time.
In chapter 3 I describe the eﬀects of disk tilt on near-horizon black hole images and
spectra for geometrically thick accretion disks, and compare to the M87∗ EHT image.
Liska et al. (2018a) showed that the large scale jet aligns with the disk orientation and
thus, will play a part in linking the radio jet with the 230 GHz image. In particular,
I show how the inner disk/jet interface could be an indicator of tilt and that the
appearance of the GRRT 230 GHz M87 image is sensitive not only to the source
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inclination, but also its azimuthal position with respect to the observer.
In chapter 4 I incorporate synchrotron emission from hybrid thermal + nonthermal electron distributions into the GRRT code bhoss to study near-infrared
and X-ray ﬂaring in Sgr A∗ . Speciﬁcally I investigate whether disk turbulence-driven
variability in GRMHD can explain the observed cumulative ﬂux distributions at the
aforementioned wavebands (Neilsen et al. 2015; Witzel et al. 2018).
Chapter 5 looks at radiative cooling including the eﬀects of thermal synchrotron,
inverse Compton and bremsstrahlung emission in Sgr A∗ . We show the eﬀect of
cooling on the dynamics of the accretion ﬂow, the multiwavelength spectrum as well
as the 230 GHz image of Sgr A∗ using 3D GRMHD simulations, especially on the disk
structure and multi-wavelength spectra.

21

2
Accelerating AGN jets to parsec scales using
general relativistic MHD simulations
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Abstract
Accreting black holes produce collimated outﬂows, or jets, that traverse many orders
of magnitude in distance, accelerate to relativistic velocities, and collimate into tight
opening angles. Of these, perhaps the least understood is jet collimation due to
the interaction with the ambient medium. In order to investigate this interaction,
we carried out axisymmetric general relativistic magnetohydrodynamic simulations
of jets produced by a large accretion disk, spanning over 5 orders of magnitude in
time and distance, at an unprecedented resolution. Supported by such a disk, the
jet attains a parabolic shape, similar to the M87 galaxy jet, and the product of the
Lorentz factor and the jet half-opening angle, γθ ≪ 1, similar to values found from
very long baseline interferometry (VLBI) observations of active galactic nuclei (AGN)
jets; this suggests extended disks in AGN. We ﬁnd that the interaction between the
jet and the ambient medium leads to the development of pinch instabilities, which
produce signiﬁcant radial and lateral variability across the jet by converting magnetic
and kinetic energy into heat. Thus pinched regions in the jet can be detectable as
radiating hotspots and may provide an ideal site for particle acceleration. Pinching
also causes gas from the ambient medium to become squeezed between magnetic ﬁeld
lines in the jet, leading to enhanced mass-loading and deceleration of the jet to nonrelativistic speeds, potentially contributing to the spine-sheath structure observed in
AGN outﬂows.

2 AGN jet acceleration

2.1

Introduction

Powered by magnetic ﬁelds brought inwards by infalling gas, relativistic jets form in
a variety of astrophysical black hole systems such as active galactic nuclei (AGN),
black hole X-ray binaries (XRBs), tidal disruption events (TDEs), and neutron star
mergers. Through the exchange of energy with the ambient medium, jets heat up
gas in the interstellar medium (ISM) creating a feedback loop between the AGN and
its environment (e.g., Bower et al. 2006; Fabian 2012). AGN feedback plays a key
role in regulating the growth of galaxies and star formation (e.g., Silk & Rees 1998;
Magorrian et al. 1998; for a recent review, see Harrison et al. 2018) and therefore,
its implementation in cosmological simulations (e.g., Springel et al. 2005; AnglésAlcázar et al. 2017; Weinberger et al. 2018) warrants an accurate understanding of
jet energetics (e.g., Sijacki et al. 2007; Bourne & Sijacki 2017). Addressing how jets
build up the magnetic and kinetic energy required to explain the radiative emission
seen from jet observations is still an open problem. Therefore, by studying how jets
accelerate and interact with the ambient gas, we can better understand jet emission
and its relation to jet-ISM interactions.
Very long baseline interferometry (VLBI) imaging of AGN jets (e.g., Lister et al.
2016) has made it possible to track radio emission features of the jet over long time
periods and estimate the bulk kinematic properties. As an example, Asada & Nakamura (2012) show that the parsec scale jet of the galaxy M87 is roughly parabolic
in structure. At ≃ 105 gravitational radii away from the central black hole, the jet
becomes conical, with the transition appearing to coincide with the bright HST-1 feature (Biretta et al. 1999). The HST-1 knot may be a result of self-collimation (e.g.,
Polko et al. 2010) or a changing density proﬁle of the ISM (Asada & Nakamura 2012;
Nakamura & Asada 2013). The change in the conﬁning pressure may cause the jets
to over-collimate and activate magnetic instabilities or result in the formation of internal shocks, leading to particle acceleration and the appearance of knots, stationary
or moving features (Tchekhovskoy & Bromberg 2016; Barniol Duran et al. 2017). The
same phenomena also seem to occur in the jets of stellar mass black holes in XRBs
(e.g., Markoﬀ et al. 2001a, 2005; Russell et al. 2013; Romero et al. 2017). Accelerated particles produce high energy emission, an important observational probe of
these outﬂows. Due to the intricate relationship between jet structure, kinematics and
particle acceleration, a variety of theoretical outﬂow models have been constructed to
meaningfully interpret jet observations (for a review, see Meier 2012).
In spite of the large body of theoretical work on outﬂows, understanding their
dynamics remains a challenge, particularly because the jet structure depends on the
interaction of the outﬂow with the ambient medium in a complex and non-linear
way. Understanding this coupling at any scale requires the knowledge of the magnetic ﬁeld conﬁguration as well as the physical conditions at the jet base and the
ambient medium, since both constrain the jet’s ﬁnal energy content and Lorentz fac-
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tor. However, constructing analytic models of jet acceleration is diﬃcult due to the
highly non-linear nature of the governing equations. Idealised semi-analytic models,
or SAMs (e.g., Vlahakis & Königl 2003; Beskin & Nokhrina 2006; Broderick & Loeb
2006; Lyubarsky 2009; Pu et al. 2015), provide reasonable estimates of jet properties
and have been used to constrain the behaviour of the jets both near and far away
from the event horizon.
Both the black hole and the surrounding accretion disk can launch outﬂows via
two popular mechanisms. The Blandford-Znajek (BZ77; Blandford & Znajek 1977)
mechanism taps into the rotational energy of the black hole, via the magnetic ﬁeld
lines connected to the black hole event horizon, and leads to relativistic Poynting ﬂux
dominated jets (Beskin & Kuznetsova 2000; Komissarov 2001; Gammie et al. 2003;
Komissarov 2005; McKinney 2005; Tchekhovskoy et al. 2010a). Field lines anchored
in the accretion disk can launch sub-relativistic mass dominated winds by means
of the Blandford-Payne mechanism (BP82; Blandford & Payne 1982, see also Meier
et al. 1997; Mizuno et al. 2004). While SAMs can explain the basic physics of energy
conversion from magnetic to kinetic form in jets, they are time-independent solutions
that often neglect accretion disk physics as well as general relativistic eﬀects of the
space-time geometry around a (spinning) black hole. Due to these simpliﬁcations,
SAMs are not able to completely capture the complexities of real jets, which is why
general relativistic magneto-hydrodynamic (GRMHD) models are required (e.g., De
Villiers et al. 2003; McKinney 2006). GRMHD simulations typically model accretion
starting from an initial gas torus, which, when threaded with large scale vertical or
toroidal magnetic ﬂux, launches both powerful BZ77- and BP82-type outﬂows (e.g.,
McKinney 2005; Hawley & Krolik 2006; Tchekhovskoy et al. 2011; Liska et al. 2020b).
There is currently a disagreement in the literature regarding jet acceleration.
While semi-analytic models (e.g., Beskin et al. 1998; Beskin & Nokhrina 2006) and
idealised jet simulations (i.e. the simulations that model the ambient medium by
placing a conducting wall at the jet’s outer boundary; e.g., Komissarov et al. 2007,
2009; Tchekhovskoy et al. 2010a) found eﬃcient acceleration of jets to nearly the maximum Lorentz factor by utilising the jet’s entire energy budget, similar high eﬃciencies
have never been seen in GRMHD simulations of a disk-jet system (e.g., McKinney
2006; Bromberg & Tchekhovskoy 2016; Barniol Duran et al. 2017), where internal
pinch/kink instabilities are seen to convert a considerable amount of the jet’s energy
content to heat by dissipating magnetic energy (e.g., Eichler 1993; Spruit et al. 1997;
Begelman 1998; Giannios & Spruit 2006). Does this mean that realistic systems are
incapable of producing eﬃciently accelerating jets? In order to answer this question,
we need to evolve jets over large time and distance scales since jet acceleration is an
inherently time-dependent process in the presence of an ambient medium.
In this work, we revisit the problem of jet acceleration and collimation using a
new state-of-the-art, GPU-accelerated GRMHD code h-amr (Liska et al. 2018a) to
carry out high-resolution axisymmetric disk-jet simulations. This was not possible
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for a long time, since as jets collimate, their magnetic ﬁeld lines bunch up towards
the jet axis, necessitating an extremely high resolution in the polar region. However,
due to several algorithmic improvements, we can produce simulations spanning more
than 5 orders of magnitude in both time and distance with unparalleled resolutions,
presenting us with a unique opportunity to understand the jet physics. In Sec. 2.2, we
give an overview of our problem setup. In Sec. 2.3, we describe our initial conditions.
In Sec. 2.4, we present our results for disk-jet models. In Sec. 2.5, we compare our
disk-jet models with an idealised one. In Sec. 2.6, we discuss our results and we
conclude in Sec. 2.7.

2.2

Numerical setup

We use the h-amr code (Liska et al. 2018a; Liska et al. 2019; Liska et al. 2020b)
that builds upon harmpi1 and harm2D (Gammie et al. 2003; Noble et al. 2006)
and evolves the GRMHD equations on a ﬁxed spacetime. It uses a Harten-Lax-van
Leer (HLL) Riemann solver (Harten 1983) to calculate ﬂuxes at cell faces and a
staggered grid akin to Gardiner & Stone (2005) to evolve the magnetic ﬁelds. h-amr
performs third order accurate spatial reconstruction at cell faces from cell centres using
a piece-wise parabolic method (PPM; Colella & Woodward 1984) and is second order
accurate in time. The novelty of h-amr lies in the use of advanced features such as
adaptive mesh reﬁnement (AMR, not utilised in this work) and a local adaptive timestep (LAT). The LAT reduces the number of conserved to primitive variable inversions
and thereby increases the accuracy of the simulation (Sec. 2.8.1); additionally, it
speeds up the code by a factor of ∼ 3−5. In its current version, in addition to CPUs,
h-amr also runs on graphical processing units (GPUs), achieving 108 zone cycles
per second on an NVIDIA Tesla V100 GPU and shows excellent parallel scaling to
thousands of GPUs.

2.2.1

Numerical grid

We use units such that G = M = c = 1. This sets both the characteristic timescale,
tg = GM/c3 , and spatial scale, rg = GM/c2 , to unity. In fact, our simulations
are scale-free, i.e., if we provide the black hole mass M and mass accretion rate Ṁ ,
we can rescale our simulation to the corresponding black hole system. Our grid is
5
axisymmetric,
√ extending from 0.85rH to 10 rg , where rH is the event horizon radius,
2
rH = rg (1+ 1 − a ), where we set the dimensionless black hole spin parameter to a =
0.9375. We carry out the simulations on a uniform grid in internal coordinates (xµ ,
see Sec. 2.8.2) that are transformations of the spherical polar coordinates (t, r, θ, φ)
in the Kerr-Schild foliation speciﬁcally optimised to follow the collimating jets. To
1 Freely
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Table 2.1: Simulations carried out for this work. Model names shorthand disk inner radius rin (R), black hole spin (A; 0.9375, common for
all models) and the b2 /ρ floor value (B; in other words, the maximum magnetisation σ0 ) with additional parameters including S for single loop
magnetic field and LR and HR for the low and high resolution versions respectively. We also mention the pressure-maximum radius rmax , outer grid
radius rout , grid resolution, simulation time tsim , MRI quality factor Qx at t = 2 × 104 tg (see text in Sec. 2.4.1) and magnetic field configuration
(indicated by the number of field line loops) as well as the use of local adaptive time stepping (LAT).
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resolve the jets, we typically use a numerical resolution of 3, 000 − 18, 000 cells in the
radial direction and 800 cells in the polar direction (Table 2.1). We use the following
boundary conditions (BCs): in r−, we use outﬂow BCs at the inner and outer grid
radii; at the poles, we reﬂect the θ− component of the velocity and magnetic ﬁeld.

2.2.2

Density floors

In the jet funnel matter either falls towards the black hole due to gravity or gets
ﬂung out due to magnetic forces depending on its location with respect to the stagnation surface, at which the inward pull of gravity balances the outward centrifugal
force. The vacuum region thus created at this surface is a common numerical issue
for grid-based MHD code, as gas density drops too low to be handled accurately. To
avoid this, we replenish gas density and internal energy if they fall too low. We may
physically motivate our ﬂoors as approximating the poorly understood processes leading to particle creation around the stagnation surface. Namely, mass ﬂow divergence
around the stagnation surface may lead to charge separation followed by particle creation (e.g., Hirotani & Okamoto 1998; Broderick & Tchekhovskoy 2015; Hirotani &
Pu 2016; Ptitsyna & Neronov 2016; Levinson & Segev 2017; Chen et al. 2018; Parfrey
et al. 2019). In our simulations, we adopt the approach of Ressler et al. (2017) and
mass-load the jets in the drift frame of the magnetic ﬁeld. In this method, the component of the ﬂuid momentum along the magnetic ﬁeld is conserved. Our ﬂoor model
consists of setting a minimum rest mass density ρfl = max[b2 /σ0 , 2 × 10−4 (r/rg )−2.5 ]
and a minimum internal energy of ug,fl = max[b2 /750, 2 × 10−5 (r/rg )−2.5Γ ], where
p
b = bµ bµ , bµ , σ0 and Γ are the co-moving magnetic ﬁeld strength, magnetic fourvector, maximum magnetisation and the ideal gas law adiabatic index, respectively.

2.3

Simulation models

We have carried out 9 simulations (including 2 models from the Sec. 2.8.1) to elucidate the physics of jet acceleration and interaction with the ambient medium (see
Table 2.1). Most of our models ran for t > 105 tg . In all models we start with a Fishbone & Moncrief (1976) (FM76) torus in hydrostatic equilibrium around a rapidly
spinning a = 0.9375 Kerr black hole. We place the torus inner edge at rin and density maximum at rmax . For all but one of our simulations, we set rin = 36rg and
rmax = 73.97rg . We choose the density scale by setting max ρ = 1. We adopt the
ideal gas law equation of state and set the adiabatic index to that of a non-relativistic
gas Γ = 5/3. We set the magnetic ﬁeld vector potential as described in Secs. 2.3.1
and 2.3.2 and normalise it such that max pg / max pB = 100, where pg and pB are the
gas and magnetic pressure, respectively.

28

2.3 Simulation models

Figure 2.1: We start out with a magnetised disk around a spinning black hole (at origin). We
show two different initial conditions for our accretion disk with the fluid-frame density ρ in colour
(red shows high and blue low density; see the colour bar), representing an equilibrium hydrodynamic
torus around the spinning black hole, with black lines showing the initial magnetic field configuration
of a large poloidal field loop (left panel, model B10-S) and two poloidal loops of opposite polarity
(right panel, model B10). Dashed black lines show field lines containing negative magnetic flux. The
simulation grid extends out to 105 rg or 106 rg , depending on the model (see Table 2.1).

2.3.1

Single field loop setup

We ﬁrst start with a single poloidal magnetic ﬁeld loop, B10-S model, where ‘S’ stands
for ‘single loop’, as seen in the left panel of Fig 2.1. We choose the magnetic vector
potential of the form:
(
(ρ − 0.05)2 r2 , if r < 300rg and ρ > 0.05.
Aφ =
(2.1)
0,
otherwise.
As the black hole starts accreting the gas, it drags along the magnetic ﬂux, which
starts threading the event horizon. Over time, the accumulated magnetic ﬂux becomes large enough to push the gas away and prevent it from accreting, as seen in
Fig. 2.2. This is an axisymmetric variant (Proga & Zhang 2006) of the magnet-
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Figure 2.2: Large magnetic flux near the black hole can stop accretion from the disk. We show a
time snapshot of the model B10-S within the innermost ten gravitational radii. The central black
hole is shown in black along with the rest mass matter density ρ (in colour) and the magnetic field
lines (in black). Black hole gravity attempts to pull in matter from the accretion disk (orange-red
region), while the accumulated strong magnetic flux pushes gas away, resulting in the magnetically
arrested disk (MAD) state. In axisymmetry, the accretion rate is highly variable for MADs, which
in turn affects the jet (Fig. 2.3).

ically arrested disk (MAD) state (Igumenshchev et al. 2003; Narayan et al. 2003;
Tchekhovskoy et al. 2011), which leads to highly eﬃcient outﬂows: their eﬃciency,
deﬁned as total outﬂow power normalised by the time-average accretion rate, can exRR
ceed unity: Poutflow /hṀ c2 i > 1. Here, Poutflow = Ṁ c2 − Ė, where Ė =
FE dAθφ is
the energy accretion rate (deﬁned to be positive when the energy ﬂows into the black
√
hole, see Eq. (2.3) for FE deﬁnition), dAθφ = −gdθdφ is the surface area element,
and g = |gµν | is the determinant of the metric. Similarly, we can deﬁne the magnetic
RR r
ﬂux on the black hole as ΦBH = 0.5
|B |dAθφ , where the integral is over the entire
event horizon. We also deﬁne its dimensionless counterpart normalised by the mass
accretion rate, φBH = ΦBH /(hṀ irg2 c)1/2 .
In axisymmetry, the magnetic ﬁelds on the black hole and the surrounding gas have
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Figure 2.3: The MAD model B10-S (orange) shows an oscillating mass accretion rate (panel a),
magnetic flux (panel b) and total outflow power (panel c). In contrast, model B10 (blue) shows steady
behaviour in all. The normalised Ṁ is computed over (4 − 8) × 104 tg . Free of violent variability,
model B10 is suitable for studying large scale jet dynamics.

no way of exchanging places: the magnetic interchange instability requires a third
dimension. Thus constrained by 2D symmetry, the ﬁght between gravitational and
magnetic forces degenerates into the gas bouncing in and out on top of the magnetic
barrier, as seen in Fig. 2.2. Figure 2.3 shows that this results in large (up to an order
of magnitude) ﬂuctuations in the mass accretion rate Ṁ (Fig. 2.3a), dimensionless
magnetic ﬂux φBH (Fig. 2.3b) and the dimensionless total outﬂow power (Fig. 2.3c).
Such oscillations make it diﬃcult to extract the physics from the simulations and
thereby make this conﬁguration undesirable.

2.3.2

Fiducial setup

We initialise our ﬁducial model B10 with a disk threaded with a large enough magnetic
ﬂux such that a powerful jet forms while taking care to avoid over-saturating the black
hole and getting a MAD (Fig. 2.1, right). The magnetic ﬁeld conﬁguration in the torus
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consists of two poloidal ﬁeld loops described by the following vector potential,
(
f, if r < 300rg and ρ > 0.05,
(2.2)
Aφ =
0, otherwise,
where f = 0.1x1 (ρ − 0.05)1/2 + 0.9x21 (ρ − 0.05)2 sin2 [π(x1 − 2)/2] sin(πx2 /2). The ﬁrst
term in f describes a large-scale ﬁeld loop and the second term a pair of oppositely
polarised smaller loops embedded within the large loop (in terms of the internal coordinates: x1 and x2 ; Sec. 2.8.2). The magnetic ﬂuxes within the pair cancel exactly
such that the total magnetic ﬂux is set by the large-scale loop. This cancellation is
convenient, because it gives us ﬁne-grained control over the amount of net magnetic
ﬂux in the initial conditions and allows us to choose the positive polarity to dominate
only slightly over the negative one. Unlike the model B10-S, which showed large variability in the black hole mass accretion rate Ṁ , dimensionless magnetic ﬂux φBH and
the total outﬂow power, model B10 shows a steady behaviour of all three quantities
(Fig. 2.3), primarily because it has a smaller net magnetic ﬂux in the disk. This
makes model B10 ideal for studying long duration steady outﬂows.

2.4
2.4.1

Fiducial model results
Global evolution

In this section, we focus on our ﬁducial model B10. With time, in model B10, the
accretion disk develops turbulence through the magneto-rotational instability (MRI;
Balbus & Hawley 1991), which leads to accretion onto the black hole and launching
of the jets on both sides of the disk (Figure 2.4). For accretion to take place, angular
momentum needs to be redistributed to the outer parts of the disk via the MRI and
therefore, it is important for simulations to properly resolve the MRI turbulence.
i
/(∆i Ω)iw
To quantify this, we calculate the quality factors Qr,θ , where Qi = h2πvA
i
measures the number of cells per MRI wavelength in direction i =[r, θ], where vA
is the
i
i
Alfvén velocity, ∆ the cell size, Ω the angular velocity
of
the
ﬂuid.
Q
is
averaged
over
p
the inner disk (r < 50rg ) and weighted by w = b2 ρ. We achieve Qθ ∼ 14 (Table 2.1)
at t = 2 × 104 tg , fulﬁlling the numerical convergence criteria (see e.g., Hawley et al.
2011). Q values decrease over time as expected for axisymmetric systems (Cowling
1934), but since we focus on the physics of the jet, it is not a signiﬁcant concern that
we do not resolve the MRI well in the disk at late times. We also ran an extremely
high resolution version for a shorter time period which showed excellent convergence
(Sec. 2.8.3).
Initially, the jet expands as if there were no conﬁnement (i.e., ballistically) until its
ram pressure drops below the conﬁning pressure of the disk-wind, which snaps back
on the jet. Figure 2.4 shows that this unstable interaction between the disk-wind
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Figure 2.4: The disk in model B10 launches opposing jets with field lines anchored in the black hole
event horizon as well as the disk. Mixing between the jet and the disk-wind mass-loads the jet over
time via eddies generated from the wind-jet interaction. We show vertical slices though the density
(see the colour bar) at an early time (left panel) and at late time (right panel). Pinch instabilities,
in the form of finger-like projections, significantly contribute to mass-loading and plays a vital role
in determining jet dynamics. In order to gauge the influence of pinching on the jet, we extract useful
information about energetics along a field line (indicated by the pink line) in both jets as shown in
Fig. 2.5.

and the jet leads to oscillations of the jet-wind interface: that we refer to as pinches.
The pinches also give rise to small scale eddies that mass-load the jet at late times2
(see Sec. 2.6.4 for a more detailed discussion). Interestingly, even at an early time,
the jet on one side of the disk shows qualitative diﬀerences in behaviour compared
to the other jet. Namely, the upper jet (z > 0 in Fig. 2.4) is strongly aﬀected by
the interface instabilities, while the lower jet (z < 0 in Fig. 2.4) remains much more
stable. The contrast in the behaviour of the two jets may stem from the diﬀerence in
the magnetic pressure between the two disk hemispheres. The upper disk magnetic
2 Movie

showing magnetised jet formation of model B10: https://youtu.be/4MeLZZPYsfc
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Figure 2.5: Magnetised jets accelerate by converting Poynting and thermal energy into kinetic
energy: Lorentz factor γ increases at the expense of decreasing magnetisation σ and specific enthalpy
h, while maintaining a near constant specific total energy flux µ. We show the radial profile of these
quantities along a field line with a foot-point half-opening angle θj,H = 0.44 rad (Fig. 2.4, pink)
for both the upper (Fig. 2.4, z > 0) and lower (Fig. 2.4, z < 0) jets (solid and dash-dotted lines,
respectively) of model B10 at t = 2 × 105 tg . The two jets do not have the same acceleration profile,
as the upper jet is affected by strong pinches, which lead to gas moving across the field lines in a
non-uniform way and contributes to mass-loading the jet. The added inertia in the jet causes a drop
in the Lorentz factor and a rise in the specific enthalpy. We radially average the plotted quantities
over ∆r = 0.01r.

ﬁeld strength is roughly twice as strong as that in the lower disk, which has a higher
plasma-β due to the annihilation of the oppositely polarised ﬁeld loops.
To understand how the oscillating interface aﬀects jet dynamics, we look at how
the jet evolves along a ﬁeld line, which we deﬁne as a surface of constant enclosed
Rθ
poloidal magnetic ﬂux, Φ(r, θ) = 0 Bp dAθφ , where Bp is the poloidal ﬁeld strength.
We choose a ﬁeld line whose foot-point makes an angle of θj,H = 0.44 rad with the
black hole spin axis at the event horizon. This makes up about 40% of the jet’s
half-opening angle θjet . Figure 2.5 shows the evolution of various quantities along
our chosen ﬁeld line at t = 2 × 105 tg , a long enough time for the jet to establish a
quasi-steady state solution out to 105 rg . First, we consider the total speciﬁc energy
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Figure 2.6: The collimation of the jet has a profound effect on the acceleration profile. Continuing
from Fig. 2.5, here we show more quantities along the field line for model B10. Panel(a) shows the
jet half-opening angle θj in radians, (b) the bunching parameter abp (see text), (c) the transverse
causality parameter θj /θM and (d) a second causality parameter γθj , useful for observed jets. Both
jets show a continuous parabolic collimation profile. Strong pinching in the upper jet forces reconnection between two nearby field lines, and result in poloidal flux dissipation. The lower jet is also
affected by pinches but they are weaker comparatively, as illustrated by the difference in the Lorentz
factor between the two jets at approximately 103 rg as shown in Fig. 2.5. Both jets are casually
connected throughout their length, in agreement to VLBI images of AGN jets (e.g., Jorstad et al.
2005).
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µ, which is the maximum Lorentz factor a jet could attain if it converted all forms of
energy into kinetic energy, and equals the ratio of the total energy ﬂux, FE , and the
rest-mass ﬂux, FM ,
µ=

FE
(ρ + ug + pg + b2 )ur ut − br bt
=
,
FM
−ρur

(2.3)

where ρ is gas density, ug is internal energy density, pg = (Γ − 1)ug is gas pressure,
bµ and uµ are the magnetic and velocity four-vectors respectively. Figure 2.5 shows
that the radial proﬁle of µ stays approximately constant for both jets, with small
oscillations due to the lateral movement of gas in response to the jet pushing against
the conﬁning pressure of the disk-wind (Lyubarsky 2009; Komissarov et al. 2015). In
the inﬂow region (r . 8rg ), the gas density and the internal energy values are dictated
entirely by the ﬂoor values with b2 /ρ, b2 /ug ≫ 1. Hence, the ﬂow is essentially forcefree, i.e. b2 /ρ = b2 /ug = ∞ (Okamoto 1974; Narayan et al. 2007) and gas inertia
is not dynamically important. The ﬂip in the sign of µ around 8rg is caused by the
presence of a stagnation surface (see Sec. 2.2.2), where ur = 0 and thus µ → ∞.
Downstream of the stagnation surface, µ becomes approximately constant. The ﬁrst
term in the numerator of Eq. (2.3) varies slowly with radius and becomes dominant
with increasing distance, while the second term becomes negligible. Hence, near the
stagnation surface, where the gas inertia is negligible, the ﬂoor value of b2 /ρ (see
Sec. 2.2.2) sets the asymptotic value of µ. To quantify the conversion eﬃciency of
magnetic to kinetic energy, we calculate the ratio of the Poynting ﬂux, FEM , to the
mass energy ﬂux, FK , called magnetisation σ:
σ=

b2 u r u t − b r b t
FEM
=
,
FK
ρur ut

(2.4)

where ut ∼ −γ for r ≫ rg . Figure 2.5 shows that σ decreases to below unity as
magnetic energy is converted into kinetic energy. This means that even though the
jets started out strongly magnetically-dominated near the black hole, the process of
acceleration converted their magnetic energy into kinetic form to the point where
the jets end up becoming kinetically-dominated. Whether σ will keep decreasing
even further, leading to unmagnetised jets, or will level oﬀ around unity, leading to
somewhat magnetised jets, will require a simulation extending to even larger distances.
In the following sections, we take a closer look at the jet acceleration proﬁle as well
as the dissipation due to interface instabilities.
Jet structure and acceleration
Figure 2.6(a) shows that both the upper and the lower jets collimate similarly from
θj ∼ 0.3 rad (or 17.2 deg) at 8rg to θj ∼ 8 × 10−4 rad (or 0.046 deg) at 105 rg while
displaying a power-law shape θj ∝ (r/rg )−0.63 . Remarkably, the outer jet also displays
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a continuous power-law collimation proﬁle and resembles that of the M87 jet (see
Sec. 2.6.1).
Beyond the stagnation surface, the Lorentz factor (Fig. 2.5) increases smoothly
until r . 200rg for both the lower and upper jets. Such a γ proﬁle is typical for
highly magnetised jets in the poloidal ﬁeld dominated regime (e.g., Beskin et al.
1998; Tchekhovskoy et al. 2008) where the acceleration occurs on the scale of the
light cylindrical radius, RL = c/Ω, where Ω is the conserved ﬁeld line angular velocity.
The Lorentz factor in this regime behaves as γ ≈ (1 + (R/RL )2 )1/2 , where R is the
cylindrical radius of the ﬁeld line.
Once the jet becomes super-fast magnetosonic (i.e., the jet velocity becomes larger
than the fast magnetosonic wave speed), adjacent ﬁeld lines must shift in the transverse direction in a non-uniform manner for the jet to eﬃciently accelerate (Begelman
& Li 1994; Chiueh et al. 1998; Vlahakis 2004; Tchekhovskoy et al. 2009; Komissarov
et al. 2009). This can be thought of as differential bunching of ﬁeld lines towards
the jet axis. To quantify this bunching, we can use Eq. (26) of Tchekhovskoy et al.
(2009),
γ
πBp R2
≈1−
= 1 − abp ,
µ
Φ

(2.5)

where we deﬁne the ﬁeld line bunching parameter abp as the ratio of the local poloidal
ﬁeld strength Bp and the mean poloidal ﬁeld strength, Φ/πR2 . For eﬃcient acceleration, the poloidal ﬁeld must decrease faster with distance than the mean poloidal ﬁeld,
hence creating a pressure gradient that exceeds the hoop stress, which slows down
the jet, thereby accelerating the jet. Indeed, Fig. 2.6(b) shows that the bunching
parameter abp does decrease and therefore, γ increases to values approaching, within
a factor of few, the maximum Lorentz factor µ. The Lorentz factor in this simulation
reaches γ ∼ 6, which is consistent with typical AGN jets (e.g., Pushkarev et al. 2017).

Transverse jet causality
As we discussed in Sec. 2.4.1, for eﬃcient jet acceleration, magnetic ﬁeld lines need
to move across the jet and bunch up towards the axis. This requires the jet to
be laterally causally connected (Tchekhovskoy et al. 2009; Komissarov et al. 2009).
We approximate that a ﬁeld line is in lateral causal connection with the jet axis as
long as its Mach cone (i.e., the range of directions that a point on the ﬁeld line can
communicate with) crosses the axis of the jet. Thus, for eﬃcient communication with
the axis, the jet half-opening angle θj must be smaller than the Mach cone halfopening angle (θM = 1/Mf , where Mf is the fast Mach number). Using the deﬁnition
of the fast magnetosonic wave velocity vf and Lorentz factor γf (e.g., Gammie et al.
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2003),
γf vf =



b2
ρ

1/2

,

(2.6)

and focusing on the asymptotic regime of the jet, i.e., R ≫ RL and bt ≈ 0, we can
compute the Mach cone half-opening angle as,
p
√
1
γf vf (2.6) b2 /ρ (2.4) σ
=
=
≈
θM =
.
(2.7)
Mf
γv
γv
γv
√
Approximating the ﬂow velocity v ≈ 1 (for a relativistic jet), we have θM ≈ σ/γ.
Figure 2.6(c) shows the transverse causality parameter θj /θM , the ratio of the jet and
Mach cone half-opening angles. For θj /θM > 1, we expect acceleration to slow down as
causal contact is lost (Tomimatsu 1994; Beskin et al. 1998; Tchekhovskoy et al. 2009).
However Fig. 2.6(c) demonstrates that the ﬂow along the ﬁeld line always remains in
causal contact with the polar axis, which is consistent with VLBI observations of AGN
jets (e.g., Jorstad et al. 2005; Clausen-Brown et al. 2013) that show γθj ∼ 0.1 − 0.3
(Fig. 2.6d). The acceleration slow down occurs as the jet becomes matter-dominated,
i.e., σ < 1, with additional deceleration due to pinching which we discuss next.
Toroidal pinch instabilities
The upper jet has a distinctly diﬀerent acceleration proﬁle compared to the lower jet.
As the jet propagates through the ambient medium, it expands and adiabatically cools
down. Due to this, the speciﬁc enthalpy h = (ug +pg )/ρ (Fig. 2.5, black line) decreases
initially, slightly at r . 100rg . However, beyond 100rg , pinch instabilities cause
magnetic dissipation that raises the jet speciﬁc enthalpy to order unity, eﬀectively
creating a thermal pressure gradient directed against the direction of the ﬂow at
r . 103 rg . This pressure gradient signiﬁcantly slows down the outﬂow to γ . 2 by
r ≈ 103 rg . At larger radii, h drops, and the jet re-accelerates under the action of
both the magnetic and thermal pressure forces. We can interpret this behaviour also
through energy conservation. Using the deﬁnition of magnetisation (Eq. 2.4), speciﬁc
enthalpy and approximating ut ∼ −γ, from Eq. (2.3) we get
µ = γ(σ + h + 1),

(2.8)

a useful form of the energy equation. It clearly shows that for σ ≃constant, an
increase in enthalpy to h ∼ 1 results in γ decreasing, which is seen for the upper
jet around 103 rg . The upper jet shows stronger pinch activity and thus collimates
slightly more than the lower jet: θj is smaller by a factor of . 2; Fig. 2.6a, solid line),
and other quantities like the maximum Lorentz factor µ and bunching parameter abp
strongly oscillate. The disk asymmetry may play a pivotal role in determining the
strength of the pinching as the upper jet experiences strong magnetic ﬁelds from the
upper disk hemisphere which may lead to a more dynamic jet-wind boundary.
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Figure 2.7: Transverse cross-sections of the jet at different distances (see the legend) show that as
the jet accelerates, the poloidal flux surfaces differentially bunch up towards the axis and build up
a fast inner jet core. The figure shows (panel a) the specific total energy µ, (panel b) magnetisation
σ, (panel c) Lorentz factor γ and (panel d) the specific enthalpy h at t = 2 × 105 tg at different
distances r = (102 , 103 , 104 , 105 )rg . We take the jet-edge to be µ = 1.2. The corresponding jet-edge
half-opening angles (θjet ) for the different distances are (0.268, 0.085, 0.026, 0.019) rad. We also
indicate with circles the opening angle of the field line shown in Fig. 2.5. The peak in the γ profile
shifts towards the jet axis with increasing distance as a result of differential field line bunching.
The jet-edge experiences mass-loading from the wind and thus with increasing distance, the specific
energies decrease at the edge. Pinching causes magnetic dissipation and hence the specific enthalpy
tends to increase with distance (see also Fig. 2.5).

.

Energetics across the jet
Figure 2.7 shows how the diﬀerent components of jet energy ﬂux, µ, σ, γ and h, vary
across the jet at diﬀerent distances along the upper jet. A ﬁducial ﬁeld line with the
foot-point at θj,H = 0.44 rad (see also Fig. 2.5), shown with ﬁlled circles, collimates
faster than the jet-edge, indicated by θjet . We take the jet-edge to be at µ = 1.2,
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Figure 2.8: Jets with higher values of µ accelerate to higher Lorentz factors. We compare the
jet acceleration profile of models B3 (dashed double dotted), B10 (solid), B50 (dashed) and B100
(dotted), with maximum magnetisation σ0 of 3, 10, 50 and 100 respectively, i.e., only varying the jet
base magnetisation (see Sec. 2.2.2). We show the evolution of specific total energy µ, magnetisation
σ and the Lorentz factor γ along field lines in the mid-jet (θj,H = 0.8 rad) at t ≈ 2 × 105 tg . Due to a
larger jet base magnetisation, B100 accelerates to γ ∼ 10 while B3 only accelerates to γ ∼ 2. Except
for B3, pinching significantly affects all models around 103 rg . Evidently, the jet base magnetisation
plays a role in determining pinch activity.

which is reasonable since µ should drop rapidly at the jet-edge 3 . This means that
there is internal reconﬁguration of the ﬂow within the body of the jet that leads to the
formation of a fast magnetised inner core. At the jet-edge, mass-loading via pinching
(Sec. 2.6.4) causes speciﬁc total energy µ, the magnetisation σ and the Lorentz factor
γ to drop gradually, forming a slower sheath that surrounds the core, resulting in a
structure similar to the spine-sheath seen in AGN jets.
3 We also note that µ is roughly constant throughout the width of the jet as opposed to increasing
as µ ∝ sin2 θ, seen in previous simulations (e.g., Komissarov et al. 2007; Tchekhovskoy et al. 2008),
which might be a consequence of the density floor model coupled to the stagnation surface.
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2.4.2

Dependence on mass-loading at the stagnation surface

In Sec 2.4.1, we showed that pinching instabilities lead to dissipation and therefore,
reduces jet acceleration eﬃciency. Would the acceleration eﬃciency change if the jet
had a diﬀerent speciﬁc total energy? In order to answer this question, we compare
results from four models diﬀerent only by the density ﬂoors (Sec. 2.2.2; also see
Table 2.1), namely the maximum magnetisation σ0 values of 3 (model B3), 50 (model
B50) and 100 (model B100), along with model B10. Figure 2.8 shows that in all models
the Lorentz factor γ increases steeply until ∼ 103 rg , beyond which the acceleration
slows down. Models with higher jet base magnetisation (and hence, larger µ values)
accelerate slightly faster and reach higher Lorentz factors, but get aﬀected by pinch
instabilities at roughly the same distance as models with lower µ. For model B3
the pinch instability is weaker and leads to smaller oscillations in, for example, the
Lorentz factor (see discussion in Sec. 2.6.3). Similar to Komissarov et al. (2009), we
ﬁnd that models with smaller µ achieve smaller σ at large distances. For instance,
model B3 achieves σ ≃ 0.2 at r = 105 rg . It is interesting to note that eﬃcient heating
via relativistic shocks requires σ . 0.1 (e.g., Kennel & Coroniti 1984; Komissarov
2012). Such low σ values are very diﬃcult to achieve for collimated ﬂows as σ drops
very gradually in the toroidally dominated regime (known as the σ problem; e.g.,
Tchekhovskoy et al. 2009; Komissarov et al. 2009). This suggests that magnetic
reconnection might be a more eﬃcient mechanism for particle acceleration in jets.

2.4.3

Acceleration of a jet collimated by a small disk

So far, we discussed models with large disks that collimate the jets out to large
distances. Here, we consider model B10-R with a small disk. In this case, the disk
wind collimates the jets out to smaller distances4 . This happens because larger, more
radially extended disks launch disk-winds over an extended range of radii: the winds
launched from small radii collimate oﬀ of those launched further out, and oﬀ of the
disk itself, leading to a radially extended collimation proﬁle of the jets. B10-R, with
a smaller disk extending only up to 500rg , is embedded with the same magnetic ﬁeld
conﬁguration as model B10 (Eq. 2.2). The left panel in Fig. 2.9 shows the vertical slice
through the initial conditions and the right panel shows the system at t = 2 × 105 tg .
Model B10-R, compared to B10 (Fig. 2.4, right), has a much wider jet as the weaker
conﬁning pressure of the disk-wind enables the jet to expand laterally.
In Fig. 2.10 we show the radial proﬁles of quantities along two magnetic ﬁeld
lines in the upper jet, one located in the inner jet (foot-point half-opening angle of
θj,H = 0.41 rad; highlighted in pink in Fig. 2.9, right panel) and the other in the outer
jet (θj,H = 1.17 rad; magenta in Fig. 2.9, right panel), at t = 2 × 105 tg . Initially,
4 Movie showing the difference in collimation and acceleration between B10 and B10-R:
https://youtu.be/2C4re4aiuQM
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Figure 2.9: Vertical slices through the density profile model B10-R, which has a small disk, show
that smaller disks have wider jets and broader wind regions as compared to larger disks (compare
to Fig. 2.4). Density and field lines are labelled as in Fig.2.4. The initial disk (left panel) is much
smaller than in Fig. 2.4, enabling the jet to freely expand laterally into the low density ambient
medium as seen in the right panel at t = 2 × 105 tg . As the jet undergoes rapid lateral expansion,
pinches do not have enough time to develop and therefore, the jet mass-loading is much lower (see
the main text). We highlight two representative field lines with pink and magenta colours and show
their properties in Fig. 2.10.

similar to our ﬁducial model B10, the disk and disk-wind collimate the jet into a
parabolic shape. However, beyond 103 rg , the conﬁning pressure of the disk drops and
the outer ﬁeld lines in the jet become conical (Fig. 2.10b). The deconﬁnement leads to
a drop in the conﬁning pressure, causing ﬁeld lines to diverge and experience a quicker
acceleration due to the outwards pressure gradient. This boost in γ due to smooth
deconﬁnement of the jet has been shown to occur by previous idealised simulations
(e.g., Tchekhovskoy et al. 2010b; Komissarov et al. 2010), though the increase in
acceleration is not quite as signiﬁcant as in Fig. 2 of Tchekhovskoy et al. (2010b).
Beyond 103 rg , the quick lateral expansion of the jet suppresses pinch instabilities to
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Figure 2.10: Radial profiles of quantities along two magnetic field lines in the upper jet at t =
2 × 105 tg for model B10-R, one in the inner jet (θj,H = 0.41 rad, solid lines; the field line is
highlighted in pink in Fig. 2.9, right panel) and the other in the outer jet (θj,H = 1.17 rad, dasheddotted; magenta in Fig. 2.9, right panel). Refer to Fig. 2.5 and 2.6 for the notations used. Panel(a):
The outer field line accelerates slightly faster than the inner one. The enthalpy h remains < 0.1 on
average beyond 103 rg . Panel(b): The jet is initially parabolic and becomes conical beyond 103 rg ,
with θj becoming constant for the outer field line. This expansion causes the outer jet to exhibit
(panel c) a sudden drop in the bunching parameter and (panel d) loss of causal contact in the
lateral direction as θj /θM ≃ 1. Panel(e): The inner jet remains causally connected while the outer
jet becomes conical with γθj & 1. Thus, deconfinement has a notable influence on jet dynamics,
reinforcing the notion that jet acceleration is coupled to the jet collimation profile.
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a large extent (consistent with e.g., Moll et al. 2008; Granot et al. 2011; Porth &
Komissarov 2015) and adiabatically cools the jet leading to an order of magnitude
smaller enthalpy h compared our ﬁducial model B10 (Fig. 2.5).
Even though the outer ﬁeld line expands ballistically and maintains an approximately constant opening angle, the inner ﬁeld lines continue to collimate oﬀ of the
outer ones into a parabolic shape similar to our ﬁducial model (Fig. 2.5). The outer
jet experiences a relatively larger change in the bunching parameter abp compared to
the inner ﬁeld line (Fig. 2.10c), in accordance with Eq. (2.5) and reaches σ ≃ 0.2 − 0.3
(Fig. 2.10a). Upon loss of collimation, the outer jet also loses transverse causal connection (θj /θM > 1; Fig. 2.10d), and the acceleration ceases (see Sec. 2.4.1). From
Fig. 2.10(e), γθj ∼ 0.7 − 1 for the outer jet, while γθj is between 0.1 and 0.4 within
1000rg for the inner jet. See Sec. 2.6.1 for further discussion of γθj values in our
models.

2.5

Comparisons to idealised jet simulations

Here we aim to study jet dynamics in the absence of pinching instabilities by constructing smooth idealised outﬂows and maintaining ﬁne control over the jet shape by
conﬁning the ﬂow using a conducting collimating wall (Komissarov et al. 2007, 2009;
Tchekhovskoy et al. 2010a). Such a setup also removes the shear-induced turbulence
and dissipation at the jet edge-disk wind layer.

2.5.1

Model setup

We set up an outﬂow bound by a perfectly conducting wall, mimicking a jet collimated
by an external medium. We refer to this setup as a wall-jet simulation, in contrast
to disk-jet simulations in which the disk-wind collimates the jets. The ﬁeld lines
threading the event horizon initially follow the shape of the wall that collimates in a
parabolic fashion:

−ν
r + r0
1 − cos θ =
.
(2.9)
rH + r0
This gives us the initial poloidal ﬁeld conﬁguration:
ν

r + r0
Aφ =
(1 − cos θ).
rH + r0

(2.10)

Here, the outermost ﬁeld line touching the wall is given by Aφ = 1: it starts out
at the intersection of the event horizon (r = rH ) and the equatorial plane (θ = π/2),
is initially radial for r . r0 and asymptotically collimates as θ ≈ r−ν/2 . In this setup,
ν = 0 results in a monopolar ﬁeld shape (θj =constant), while ν = 1 gives us the
parabolic ﬁeld shape (θj ∝ r−1/2 ). We set a transitional radius r0 = 10rg and employ
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Figure 2.11: Comparison between idealised wall-jet and disk-jet simulations shows that instabilities
at jet-disk interface slow down the outflow. Left: Lorentz factor γ plot of a jet bound by a rigid
parabolic wall. Right: combined Lorentz factor and density plot for disk-jet model B10. For the case
of the wall-jet, the field line shape is smooth and the outflow quickly accelerates. However, for the
disk-jet, the pinch instabilities distort the shape of the field line and slow down acceleration. This is
better seen when we compare quantities along the indicated field lines (cyan) in Fig. 2.12.

ν = 0.8 as these values give a good match to the disk-jet shape, as we discuss below.
We deﬁne the physical coordinates (r, θ) as functions of the internal coordinates (x1 ,
x2 ) as r = exp(x1 ) and x2 = sign(θ)|Aφ |1/2 . We use a resolution of 12800 × 400 cells.
Our computational domain range extends radially from 0.85rH to 106 rg . We employ
the same polar reﬂective boundary conditions at x2 = 0 as for the disk-jet simulations
(see Sec. 2.2.1). At the wall, x2 = 1, the boundary conditions are also reﬂective so
that the gas and ﬁelds follow the wall (Tchekhovskoy et al. 2010a). The density ﬂoors
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Figure 2.12: Comparing the radial profile of quantities along field lines for the upper jet in disk-jet
model B10 (solid lines, θj,H = 0.52 rad) and the idealised wall-jet model (double dot-dashed lines,
θj,H = 0.9 rad) shows that the two models agree apart from the pinch instabilities that slow down the
disk-jets and dissipate magnetic fields into heat. The disk-jet simulation is shown at t = 2 × 105 tg ,
while the wall-jet is in steady state. Panel(a): The specific energy profiles (µ, σ, h and γ) for
B10 match the idealised model reasonably well, with deviations arising in the pinched region of
model B10, especially in the enthalpy h. Panel(b): Both field lines have similar collimation profiles.
Panel(c): Pinching causes the poloidal field in model B10 to fluctuate and dissipate into heat, thereby
decreasing the bunching parameter.The jet mass-loading also plays a part as µ decreases with respect
to the wall-jet µ. Panels(d and e): The values of θj /θM and γθj remain below 1, indicating lateral
causal connection for both jets. Overall, the radial profiles between the two models match well except
in the disk-jet pinched region.
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are the same as in model B10. The left panel in Fig. 2.11 shows the resulting walljet solution. For comparisons with the disk-jet model B10, we choose a ﬁeld line in
the inner jet of B10 model as ﬁeld lines near the jet-edge are strongly aﬀected by
mass-loading (Fig. 2.11, right). At time t = 0, we start the wall-jet simulation with
a purely poloidal magnetic ﬁeld given by Eq. (2.10), which then develops a toroidal
component due to the rotation of the black hole. Our simulation time extends to
107 tg , which ensures that the outﬂow reaches a steady state up to at least a distance
of 106 rg . To speed up the simulation, from t = 1000tg onwards, we freeze out cells
that reached steady state, i.e., the cells located at r < 0.1ct, where t is the simulation
time (similar to Tchekhovskoy et al. 2008; see also Komissarov et al. 2007).

2.5.2

Disk-jets vs. idealised wall-jets

In Sec. 2.4.1, we showed that the two jets from model B10 exhibit a diﬀerence in
their dynamical properties. Pinch instabilities strongly dominate the B10 upper jet,
while the lower jet experiences weak pinching and behaves similar to the wall-jet
(see Sec. 2.8.4). In Fig. 2.11, we compare the idealised wall-jet model (left panel)
to the B10 upper jet (right panel) in order to illustrate the change in jet properties
due to the presence of strong instabilities in a jet propagating through a dynamic
environment. For the disk-jet setup, the presence of a pressure imbalance between
the jet and the accretion disk-wind gives rise to oscillations in the jet shape. In
contrast, for the idealised wall-jet, the boundary is rigid and hence, the pinches are
absent. The energy ﬂux components, µ, σ, and γ agree between the disk-jet and
the wall-jet rather well (Fig. 2.12a), showing that wall-jet models capture most of
the time-average steady state dynamical properties of disk-jet models with the same
shape (Fig. 2.12b), especially in the absence of pinches. For the wall-jet, the speciﬁc
enthalpy h decreases with increasing r as expected due to adiabatic jet expansion.
For the disk-jet, h increases substantially at r ∼ 200rg due to the onset of the pinch
instabilities that convert the poloidal ﬁeld energy into enthalpy. Free of pinches, the
wall-jet smoothly accelerates as γ ∝ R until a few times 103 rg , followed by the slower
acceleration as the ﬁeld lines slowly become cylindrical when they enter the jet core
(Fig. 2.12a). The acceleration is more rapid for ﬁeld lines closest to the wall as ﬁeld
lines in this region diverge away from each other more (Fig. 2.11, left). For the diskjet, the presence of the pinches causes Bp to dissipate (Fig. 2.12c), along with a slight
drop in θj /θM (Fig. 2.12d). The product of the Lorentz factor and jet opening angle
γθj & 0.1 for r < 3000rg (Fig. 2.12e), similar to the values found for the inner jet (see
Sec. 2.4.1).
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2.6
2.6.1

Discussion
Comparison to the M87 jet

We ﬁnd that all of our simulated jets with large disks propagate with a parabolic shape
over at least 5 orders of magnitude in distance. In this section, we consider whether
our ﬁducial model jet behaves the same way as the jets seen in nature, looking at the
shape and acceleration proﬁles inferred from multiple Very Large Array (VLA)/ Very
Long Baseline Interferometry (VLBI) observations of the M87 jet. Figure 2.13(a)
compares the jet geometry for our ﬁducial model B10 with the observed M87 jet.
The shape of the ﬁeld line near the jet-edge ﬁts very well with the observed data,
displaying a parabolic collimation proﬁle up to 105 rg , close to the location of HST-1
(Asada & Nakamura 2012; Hada et al. 2013; Mertens et al. 2016; Kim et al. 2018;
Nakamura et al. 2018).
Mertens et al. (2016) showed using VLBI measurements that the acceleration
proﬁle of M87 follows γ ∝ R ∝ z 0.58 till 103 rg , changing to γ ∝ z 0.16 up to the HST-1
knot. These power-law proﬁles agree reasonably well with the Lorentz factor proﬁle
along a ﬁeld line in the mid-jet as can be seen in Fig. 2.13(b). The discrepancy at
small radii may result from systematic measurement errors in the VLBI observations,
the jet opening angle becoming comparable to the viewing angle or our preference
for a particular ﬁeld line. Additionally, in Fig. 2.13(a), the D12 (Doeleman et al.
2012) and A15 (Akiyama et al. 2015) data points representing the Event Horizon
Telescope Core at 230 GHz depend considerably on the assumed black hole mass and
viewing angle along with additional uncertainties on the position (Nakamura et al.
2018). Hence, it is possible that instead of the 230GHz core being smaller than the
jet interior as the ﬁgure suggests, the emission might come from the disk, i.e., outside
the jet-edge, where the Lorentz factor ∼ 1. The outer ﬁeld line Lorentz factor is close
to 1.1 (Fig. 2.7), similar to the velocities found for the M87 jet sheath (Mertens et al.
2016) and agrees with previous GRMHD simulations modiﬁed for M87 (Nakamura
et al. 2018). Indeed, as the jet gets mass-loaded via the jet-wind interaction, we
expect a gradual decrease in the Lorentz factor as we go from the inner jet to the
jet-edge, which may explain the wide distribution of the Lorentz factors across the
M87 jet in Fig. 15 of Mertens et al. (2016).
The HST-1 knot in M87 is a region where the jet is deemed to over-collimate and
transitions from parabolic to conical structure (Asada & Nakamura 2012). Unfortunately, we do not ﬁnd such a dissipative feature in any of our simulations, nor do
we see the jet turn conical around 105 rg . One possible reason may be that HST1 lies very close to the Bondi radius of M87 (∼ 7.6 × 105 rg ; Nakamura & Asada
2013) where the shallow density proﬁle of the ISM prevails. If there is an increase
of conﬁning pressure from the ISM beyond 105 rg , it is possible that the jet becomes
over-pressured, perhaps forming a re-collimation feature. Further, as is the case for
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Figure 2.13: Comparison of the shape and Lorentz factor of a simulated jet with M87 observations
shows remarkable resemblance. (Panel a) Jet radius along a field line near the jet-edge (θj,H =
1.53 rad) for model B10 at t = 2 × 105 tg . The data points are read off from Fig. 15 of Nakamura
et al. (2018) and consist of data from Doeleman et al. (2012) (D12), Asada & Nakamura (2012)
(A12), Hada et al. (2013) (H13), Nakamura & Asada (2013) (N13), Akiyama et al. (2015) (A15) and
Hada et al. (2016) (H16). The jet from model B10 fits very well with the M87 parabolic jet shape
up to 105 rg . The de-projected distance is calculated with M87 black hole mass M = 6.2 × 109 M⊙
and observer viewing angle of 14◦ . (Panel b) Lorentz factor along panel(a) field line as well as a
field line in the mid-jet (θj,H = 0.77 rad) compared to the broken power-law profile for the M87 jet
Lorentz factor as measured by VLBI (Mertens et al. 2016). There is a large distribution in γ across
the jet, similar to Fig. 15 of Mertens et al. (2016).

model B10-R (see Sec. 2.4.3), if the jet pressure subsequently becomes larger than
the conﬁning pressure, the jet would open up and turn conical. This suggests that
it is important to consider a more realistic ISM pressure proﬁle in future work (e.g.,
Barniol Duran et al. 2017).
The product of the Lorentz factor and the jet opening angle γθj is an important
quantity we use for comparison to AGN jets. It is clear from Fig. 2.6 that the inner jet
exhibits very low values of γθj (< 0.01) for distances larger than 103 rg , compared to
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Figure 2.14: (Panel a) Log-log plot of characteristic surfaces along with entropy s in colour
(arbitrary units) and magnetic field lines (black) for a highly magnetised jet time-averaged over
(1.1 − 1.5) × 105 tg in model B10. The lines shown are, starting from small radii, the event horizon
(thick black), stagnation (magenta), Alfvén (green), classical fast magnetosonic surfaces (FMS; blue)
and the fast magnetosonic separatrix surface (FMSS; salmon). We highlight a field line in silver and
show the variability in its shape due to pinching in Fig. 2.16. The characteristic surfaces are only
shown for the jet and the wind. The FMSS does not appear to coincide with dissipative features.
(Panel b) We look at the entropy at z = 300rg , indicating the points where the fast surfaces for the
jet (diamond) and the wind (circle) crosses the horizontal line, shown in panel(a). The entropy rises
smoothly beginning from the sub-fast wind region, right up to the fast surface in the jet, suggesting
that while the FMS might be relevant for dissipation in the jet, for the wind, the FMS is not so
useful.

those observed (∼ 0.1 − 0.3, e.g., Jorstad et al. 2005; Pushkarev et al. 2009; ClausenBrown et al. 2013; Jorstad et al. 2017), whereas for the jet-edge, we ﬁnd γθj < 0.1.
It is possible that the diﬀerence in measurements of γθj between our models and
observed jets might be a result of the latter assuming a conical jet as well as the
uncertainty of attributing the Lorentz factor of the underlying jet ﬂow to emission
features (e.g., there might be standing shocks in the jet). In the case of model B10-R,
the outer jet becomes conical and causally disconnected: γθj & 1 (see Fig. 2.10),
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which may be more applicable for jets in gamma-ray bursts. Additionally, the peak
Lorentz factor for many of the observed jets is over 10, a value only one of our models
achieves (model B100), suggesting highly magnetised jets.

2.6.2

Causal structure of jets

When a jet becomes super-fast magnetosonic (i.e., downstream of the fast magnetosonic surface), perturbations in the jet cannot be communicated upstream and
thus, the jet loses causal connection along its ﬂow. However, beyond the fast surface,
globally, causal contact can still be maintained as the jet can communicate upstream
via the sub-fast jet axis. Thus, when the ﬂow along the axis turns super-fast, the
jet reaches a magnetosonic horizon and causal connection is fully lost. The location where this causal breakdown occurs is the fast magnetosonic separatrix surface
(FMSS; for a review, see Meier 2012). Self-similar models (such as e.g., Vlahakis
2004; Polko et al. 2010; Ceccobello et al. 2018) predict that a jet collapses on its axis
once the jet reaches the FMSS and may form a highly radiating hot-spot. Could then
bright features in the jets, such as HST-1, be powered by such over-collimation seen
in self-similar models?
To test if the FMSS can explain bright jet features, we have developed an algorithm that determines the FMSS location. This algorithm calculates the Mach cone
angle (Eq. D5 in Tchekhovskoy et al. 2009) for each cell assuming approximate magnetosonic fast wave velocity (Gammie et al. 2003). We track the left and right edges
of the Mach cone to check if a fast magnetosonic wave can travel to the sub-fast region
near the the jet’s axis. Figure 2.14(a), salmon line) shows that the FMSS in model
B10 travels inwards across the jet from the outer boundary, before joining with the
fast surface at the jet’s axis. The FMSS does not coincide with dissipative features,
which are shown in Fig. 2.14(a), via the entropy s,
 
1
pg
s=
log10
,
(2.11)
Γ−1
ρΓ
a proxy for identifying shocks and magnetic dissipation (Barniol Duran et al. 2017).
Instead, the fast surface (Fig. 2.14(a), blue) coincides with the steady rise in entropy
at the jet-edge (Fig. 2.14b). Outside of the jet, in the disk-wind, Fig. 2.14(b) shows
that entropy begins increasing in the sub-fast regime (due to shearing between the
disk and the wind) and continues to rise smoothly till the jet’s fast surface. The above
results suggest that the fast surface in the jet plays a role in triggering events which
cause dissipation.
While we can compare the jet structure with radially self-similar models (e.g.,
Blandford & Payne 1982; Vlahakis 2004; Polko et al. 2010; Ceccobello et al. 2018),
the lack of an over-collimation in our simulations suggests that there is a diﬀerence in
the way the FMSS manifests in the jet within a self-similar approximation. Namely,
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Figure 2.15: Sufficient resolution is required to properly capture the small scales of the pinches.
We show the specific enthalpy h along a field line in the inner jet for our fiducial model B10 and a low
resolution model B10-SLR at t = 5 × 104 tg . There is larger dissipation, i.e., higher h, for B10-SLR
as it is unable to resolve the micro-structures in the jet caused by toroidal pinch instabilities.

in radially self-similar models, the FMSS is located where the ﬂow achieves supermagnetosonic speeds towards the polar axis, which our models never reach. That
radially self-similar models restrict the radial dependence of quantities to ﬁxed powerlaws, which is not the case in our simulations, might be the crucial diﬀerence that
leads to diﬀerent nature of FMSS in the self-similar models. Asymptotically in our
jets, ﬁeld lines join with the jet “core", by which point they become almost cylindrical
and stop accelerating eﬃciently. Perhaps this asymptotic behaviour can be explored
in self-similar models by placing the FMSS at inﬁnity (e.g., Li et al. 1992; Vlahakis
& Königl 2003) or via θ−self-similar models (e.g., Sauty et al. 2004).

2.6.3

Origin of pinch instabilities

Pinch instabilities forming at the jet-wind interface are easily excited in 2D GRMHD
simulations of black hole accretion (see e.g. McKinney 2006; Barkov & Baushev 2011;
Nakamura et al. 2018). Whereas previous work found that pinch instabilities do
not survive beyond ∼ 103 rg (e.g., McKinney 2006), we observe them signiﬁcantly
aﬀecting jet dynamics throughout the length of the jet. We hypothesise that this
diﬀerence in pinch activity stems from the small disk size in McKinney (2006), as a
smaller disk would lead to a conical jet in which pinching instabilities are suppressed
(we see the same behaviour for model B10-R, see Sec 2.4.3). However, the amount of
dissipation seen in McKinney (2006) is far larger (> 2 orders of magnitude) than in
any of our models. To address this discrepancy, we ran an additional low-resolution
simulation B10-SLR. Because the B10-SLR model under-resolves the pinches at large
radii, this leads to enhanced dissipation at r & 103 rg (Fig. 2.15). Additionally, the
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ﬂoor model used in McKinney (2006) could also contribute to larger dissipation.
To better quantify the location at which the pinches start to aﬀect the jet, we
show in Fig. 2.16(a) the standard deviation in the jet opening angle along a ﬁeld
line for several models. From Fig. 2.16(b),
p we see that the ﬁeld lines tend to wobble
signiﬁcantly due to pinching, achieving h(∆θj )2 i/hθj i > 10% close to the fast surface. The fast surface could play a role here since beyond the fast surface, the ram
pressure of the wind may become the dominant pressure component and may produce
shock-like events at the jet-disk wind interface (e.g., Komissarov 1994; Bromberg &
Levinson 2007). However, in our simulations, we ﬁnd that the wind remains subsonic
in the θ− direction, suggesting ram pressure in the θ− direction is not prominent.
Indeed, we see a smooth increase of entropy across the jet-disk interface, indicating
no prominent shocks (Fig. 2.14). In Fig. 2.16(c), we see that the inner jet crosses the
fast surface at a very large distance, while the entropy begins to rise much earlier.
However, the fast surface coincides with the increase of entropy for the mid- and
outer-jet. These results suggest that the oscillations in the jet-wind interface (that
form very close to the black hole) might give rise to the pinch instabilities, which grow
signiﬁcantly once the jet-edge becomes super-fast.
However at this point, it is not clear whether the oscillating interface at small
radii and pinches at large radii are due to the same underlying physical phenomenon.
Both the oscillating interface and the pinches appear to be the response of the jet
to the pressure of the surrounding disk-wind (Sobacchi & Lyubarsky 2018a). Indeed,
both the oscillations and pinches disappear in the case of the idealised wall-jet, where
the rigid wall prevents a dynamic jet-wind boundary. The jet becomes susceptible
to pinch instabilities when the toroidal ﬁeld dominates over the poloidal ﬁeld (given
by the Tayler criterion: Tayler 1957; also see Sobacchi & Lyubarsky 2018b). We
note that the jet-edge ﬁeld line shown in Fig. 2.16(c) becomes strongly toroidal at a
very small distance. The growth rate of the pinch/kink instability scales with the φ−
component of the Alfvén velocity, which is proportional to the toroidal ﬁeld strength
(e.g., Moll et al. 2008). As Moll et al. (2008) also notes, jet expansion restricts the
growth of the pinch, seen in the case for model B10-R, where the small disk allows
rapid jet de-collimation, and hence, the jet exhibits weak pinching.
Interestingly, pinches begin to noticeably heat up the jet within 200 − 800rg from
the central black hole (agreeing with e.g., Giannios & Spruit 2006). This is similar to
the distances at which the synchrotron break is estimated to occur for both AGN and
X-ray binary jets (e.g., Markoﬀ et al. 2001a, 2005; Russell et al. 2013; Lucchini et al.
2018). The break arises when the synchrotron emission of a compact jet shifts from
its characteristic power-law proﬁle to a ﬂat/inverted spectrum due to self-absorption,
transitioning from an optically thin regime at higher frequencies to optically thick
(Blandford & Königl 1979; for a review, see Markoﬀ 2010; Romero et al. 2017) and
is generally attributed to non-thermal emission from particle acceleration caused by
e.g., shocks (e.g., Sironi & Spitkovsky 2009) or magnetic reconnection (e.g., Spruit
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Figure 2.16: The jet shape changes over time due to the pinching between the jet and the diskwind. (Panel a) We show the time averaged half-opening angle for field lines from different simulation
models, with the same foot-point half-opening angle of θj,H = 0.8 rad, along with their 1σ standard
deviation (shaded area) over (1.1 − 1.5) × 105 tg . To minimise crowding, the curves are shifted
vertically. We indicate the position where the field line crosses the fast surface (FMS) with a circle.
The field line for model B10 is shown in silver in Fig. 2.14. There is significant time variation
in shape of the B10 and B50 field lines beyond the FMS due to the presence of toroidal pinch
instabilities, which continue throughout the entire jet. The fast surface moves outward as the jet
magnetisation increases (similar to Ceccobello et al. 2018). (Panel b) The relative deviation with
respect to the time-averaged jet opening angle along the B10 field line shows that there is > 10%
deviation in the pinched region. (Panel c) We show the entropy along all 3 field lines from Fig. 2.14,
with hθj i,H = (0.352, 0.803, 1.43) rad representing the inner, mid and outer jet respectively. We also
indicate where the FMS crosses the field lines with circles. The rise in entropy appears to coincide
very well with the FMS, except for the inner jet field line where the entropy rise may be due to
round-off errors from machine-precision calculations end up affecting the smallest energy term, i.e.,
the internal energy, and consequently the gas pressure.
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et al. 2001; Drenkhahn & Spruit 2002; Sironi & Spitkovsky 2014; Sironi et al. 2015)
in the jet. Given that pinching sets oﬀ magnetic reconnection in our simulations, we
suggest that the start of the pinch region may potentially be an ideal site for particle
acceleration to occur for the ﬁrst time and hence, can manifest itself as a break in
the synchrotron spectrum. Additionally, pinching may cause variation in the optical
depth for the synchrotron self-absorption, leading to variability in the observed jet
depth at a given frequency over time, which might have consequences for the radio
core shift in AGN jets (Blandford & Königl 1979; Plavin et al. 2019; for M87: Hada
et al. 2011). Using GRMHD simulations that extended out to 100rg , Nakamura et al.
(2018) found higher values of Lorentz factor in pinched regions and suggested that if
such compressions lead to dissipation, pinches can be associated with superluminal
blobs observed in the jets.
As the jet base magnetisation increases (see Sec. 2.4.2), Fig. 2.16(a) shows that
that the fast surface moves out, away from the launchpoint of the jet (consistent with
results from radially self-similar models: Fig. 11, left panel of Ceccobello et al. 2018).
Starting from Eq. (2.6), we can derive the approximate distance at which the fast
surface resides. We have,
(2.4)

(2.8)

γf2 vf2 ≈ σ ≈

µ
− 1,
γ

(2.12)

assuming a cold jet, i.e., speciﬁc enthalpy h ≪ 1. At the fast surface (γ = γf ), we
then have for the jet,

γf ≈ µ1/3 .

(2.13)

Assuming that γ ≈ ΩR and θj = C(r/rg )−ζ , we arrive at the location of the fast
surface,

rf ≈



µ1/3
CΩ

1/(1−ζ)

.

(2.14)

From Eq. (2.14), we can indeed say that rf increases with increase in µ for a given
ﬁeld line. For µ = 10, Eq. (2.13) gives γf = 2.154 which is about 25% oﬀ from the
simulation value (≈ 2.7). However, the assumption of γ ≈ ΩR is not valid in the outer
jet, due to stronger eﬀects of mass-loading. The time variability of θj decreases for
model B10 through to model B100, which suggests that larger magnetisation stabilises
against pinching activity (consistent with results of e.g., Mizuno et al. 2015; Fromm
et al. 2017; Kim et al. 2018). With higher magnetisation, the Alfvén speed and
subsequently the magnetosonic speed increases (and hence, the fast surface moves to
a larger radii: Fig. 2.16a), which means that the wave takes less time to travel across
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Figure 2.17: Mixing due to pinch instabilities between the jet and the disk-wind leads to mass-loading of the jet. We show a vertical slice of the
B10 upper jet-wind system with density in colour and magnetic field lines in black, at t = 2 × 105 tg (left) and t = 5 × 105 tg (right). We indicate
the field line shown in Fig. 2.12 with pink. Inset panels: Zoom-in snapshots of the jet over (0 − 150)rg × (1000 − 1500)rg at different times. Over
time, pinch instabilities at the jet-wind interface set off reconnection events and mass-load the jet. The increase in density changes the energy
distribution along the jet, reducing its specific energy content and greatly affecting the jet’s acceleration profile (Fig. 2.19).
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Figure 2.18: Gas captured from the disk-wind via entrainment increases the mass flux of the jet,
while the total energy flux is conserved on average, thus decreasing the specific total energy flux µ
and reducing the jet energy budget. We show the jet total energy flux FE,jet and the rest-mass energy
flux FM,jet over the length of the upper jet at t = 2 × 105 tg and t = 5 × 105 tg . The jet averaged
R
√
fluxes are calculated as Fx,jet = Fx −gdθdφ using the criterion µ > 1.2 for the magnetised jet.

the jet. Therefore the oscillations have smaller wavelengths and the jet exhibits a
small standard deviation in the shape over time. On the other hand, if the jet base
magnetisation is low enough, current driven instabilities are not fully triggered, which
is the case for model B3, where the jet is mildly magnetised and pinches are absent.

2.6.4

Gas entrainment and jet mass-loading

In most of our simulations, the speciﬁc total energy ﬂux µ oscillates and drops by a
small amount in the pinched jet region (see e.g., Fig. 2.12). Pinching forces the gas
to move across ﬁeld lines in a non-uniform fashion, which disrupts the jet’s outward
movement as well as causes mass-loading. Figure 2.17 shows the eﬀect of jet massloading over time, as the B10 upper jet changes substantially over t = (2 − 5) ×
105 tg . Namely, eddies trap matter in the disk-wind and travel inwards through the
jet boundary during pinching, forming ﬁnger-like structures. These ﬁngers bend as
they interact with the fast moving jet interior, dissipating poloidal ﬁeld lines through
reconnection (Figure 2.17, middle panels), and ﬁnally depositing surrounding gas into
the jet body5 . Figure 2.18 shows that the mass-ﬂux through the jet indeed increases
over time. It will be interesting to test whether explicit resistivity (e.g., Ripperda
et al. 2019; we rely on numerical dissipation in h-amr) brings any changes to the
5 Movie

of mass-loading via gas entrainment in the B10 jet model: https://youtu.be/1aBoNormcS0
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mass-loading in jets.
The entrainment mechanism we see here might be a manifestation of the Kruskal
Schwarzschild instability (KSI, Kruskal & Schwarzschild 1954), a magnetised analogue of the Rayleigh-Taylor instability. Possibly, as the jet gets pinched, acceleration
towards the axis (which can be seen as an eﬀective gravity term) causes the heavy
wind to push against the jet funnel leading to the onset of the KSI and producing the
ﬁnger-like structures protruding into the jet. The growth rate of KSI is proportional
to the square-root of the eﬀective gravity term (Lyubarsky 2010; Gill et al. 2017),
which increases only when the pinches are fully developed. The small gravity term
is why KSI may appear at such a late stage (t > 105 rg ) in the simulation. The ﬁngers, when extended long enough, may be susceptible to secondary Kelvin-Helmholtz
instabilities and bend, much like the distortion of a gas blob immersed in a magnetised ﬂuid under gravity, shown in Fig. 12 of Gill et al. (2017). These bent ﬁngers
eventually collapse on themselves and lead to magnetic ﬁeld reconnection. In fact,
laboratory experiments of a plasma jet by Moser & Bellan (2012) also exhibit similar
hybrid kink-KSI behaviour, which sets oﬀ magnetic reconnection events.
Figure 2.19 shows how gas entrainment and jet mass-loading aﬀects model B10
quantities shown in Fig. 2.12. Compared to the wall-jet, speciﬁc energies µ, σ and
h drop and the jet slows down (panel a) as more and more gas enters the jet over
time. From the marginal change in the ﬁeld line shape (panel b) and the drop in
the bunching parameter (panel c) as compared to Fig. 2.12(b,c), we conclude that
the entrainment leads to signiﬁcant poloidal ﬁeld reconnection. Ultimately, due to
the increasing jet density, the transverse proﬁle of the Lorentz factor undergoes a
dramatic change, as the slow sheath region decelerates from γ ∼ 3 at t = 2 × 105 tg
(Fig. 2.7, see also Sec. 2.4.1) to γ ∼ 1 − 2 at t > 5 × 105 tg , suggesting a dynamically
changing sheath layer.
In order to understand how the jet behaves in various regimes, we have looked at
jet quantities along ﬁeld lines in diﬀerent parts of the jet in model B10. In Sec. 2.4,
we presented jet properties close to the axis (the foot-point jet opening angle θj,H =
0.44 rad), where the mass-loading is low. We ﬁnd that even though the inner jet,
experiences a slowdown due to pinching, it achieves the peak Lorentz factor ∼ 5. If
we look at the mid-jet (Sec. 2.5.2, θj,H = 0.9 rad), mass-loading is more prominent
between 103 −104 rg and eventually brings down γ from 3 to near non-relativistic values
at t ∼ (2−5)×105 tg . When we look at the jet as a whole, we ﬁnd that the distribution
of gas from mass-loading and jet velocities is similar to the two-component (spine and
sheath) structure of jets (e.g., Ghisellini et al. 2005; Ghisellini & Tavecchio 2008)
deduced from limb brightening in AGN jet observations (e.g., Giroletti et al. 2004;
Nagai et al. 2014; Hada et al. 2016; Kim et al. 2018).
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Figure 2.19: Over time, the disk-wind mixes with the jet and mass-loads it, significantly slowing
the jet. We show the same as Fig. 2.12, except at a later time, t = 5 × 105 tg . Panel(a): There is
a large drop in the specific energy profiles for the B10 upper jet as compared to earlier (Fig. 2.12),
directly affecting the acceleration profile. µ drops by almost an order of magnitude due to the increase
in mass flux. Panel(b) shows that the jet collimation profile does not change by much. Panel(c):
The poloidal field, on the other hand, drops due to reconnection of pinched field lines, reducing the
bunching parameter. Since the jet slows down, causality is still maintained (panel e and f).
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Figure 2.20: The Lorentz factor along a field line for our lowest resolution models, B10-SLR (with
LAT implemented; in red solid) and B10-SLRL (without LAT, see text; in black dashed dotted) at
t = 4 × 104 tg . The spikes in γ correspond to inversion failures and are, therefore, unphysical. Using
LAT, we reduce these failures and achieve a simulation speedup by a factor 3 − 5.

2.7

Conclusions

In this work, we use our new GPU-accelerated GRMHD h-amr code to investigate
the largest extent disk-jet simulation performed till now, reaching over 5 orders of
magnitude in both distance and time in ultra high resolution. We start with a magnetised accretion disk around a spinning black hole that launches and accelerates a
jet. This jet is self-consistently collimated by the disk-wind with the support of a
large disk and qualitatively resembles the shape and acceleration proﬁle of the M87
jet (Sec. 2.6.1). We ﬁnd that the highly collimated jet maintains lateral causal connectivity with γθ . 0.1, consistent with VLBI observations of AGN jets ( 2.6.1).
Instead of the smooth outﬂow produced by jets in idealised models (e.g., Komissarov et al. 2007; Tchekhovskoy et al. 2010a), the interacting jet-wind interface exhibits oscillations from very near the jet origin. These oscillations appear to drive
pinch instabilities at the jet’s outer boundary when the jet becomes super-fast (Sec. 2.6.3).
Pinch instabilities signiﬁcantly aﬀect jet dynamics as they not only heat up the jet
via magnetic reconnection, creating a thermal pressure gradient, but also lead to
mass loading of the jet, both of which decelerate the jet with the latter resulting
in non-relativistic jet speeds. The dissipation due to pinching may lead to particle
acceleration, potentially explaining non-thermal synchrotron and inverse Compton
hot-spots in jets (e.g., Narayan et al. 2011; Sironi et al. 2015; Christie et al. 2018).
The mass-loading, over time, helps to form a distinct slow moving layer with Lorentz
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factor γ ∼ 1 that surrounds an inner fast moving jet core γ & 4 (Sec. 2.6.4), resembling
the spine-sheath structure seen in AGN jets (e.g., Kim et al. 2018).
The instability causing the pinch modes is important to understand, since it may
excite kink instabilities in 3D. As the jet kinks, it will interact with the ambient
medium, leading to enhanced dissipation (e.g., Begelman 1998; Giannios & Spruit
2006), which disrupts the jet and potentially explains the FR-I/FR-II dichotomy
(e.g., Bromberg & Tchekhovskoy 2016; Tchekhovskoy & Bromberg 2016; Barniol
Duran et al. 2017; Liska et al. 2019b). Our future work will thus focus on extending
these results to full 3D, utilising the AMR capability of h-amr to focus the resolution
on the dissipative regions.

2.8
2.8.1

Supporting information
Local adaptive time-stepping

We have implemented in our block based AMR code h-amr (Liska et al. 2018a) a
so-called local adaptive time-stepping (LAT) routine. In addition to evolving higher
spatial reﬁnement levels with a smaller time-step, similar to AMR codes with a hierarchical time-stepping routine, LAT can also use diﬀerent timesteps for blocks with
the same spatial reﬁnement level. Since most GRMHD simulations utilise a logarithmic spaced spherical grid, where cell sizes are small close to the black hole and large
further away from the black hole, this can speed up the simulation by an additional
factor 3 − 5. In a future publication we will describe the detailed implementation of
the LAT algorithm and show excellent scaling on pre-exascale GPU clusters.
LAT can also increase numerical accuracy by reducing the number of conserved
to primitive variable inversions (Noble et al. 2006). Namely, as one moves away from
the black hole on a logarithmic spaced spherical grid, the timescale of the problem
increases. Evolving the outer grid with the same timestep as the inner grid leads
to many unnecessary variable inversions. To illustrate that this produces noise in
the outer grid, we produced two simulations with the same initial conditions at a
resolution of 640 × 256 × 1 (as lower resolutions naturally produce more noise): one
with LAT enabled (Model B10-SLR) and one with LAT switched oﬀ (named B10SLRL). Figure 2.20 shows that there are unphysical spikes in the Lorentz factor for
model B10-SLRL caused by variable inversion failures in the outer jet region, which
are absent in model B10-SLR. This conﬁrms that LAT has the potential to increase
speed and numerical accuracy.

2.8.2

Grid shape

We have designed a grid that can track the shape of the jet over 5 orders of magnitude
in distance (Fig. 2.21, top). Furthermore, the grid keeps the cell aspect ratio in the
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Figure 2.21: Top: A colour map of density at t = 0 for fiducial model B10 overplotted by grid lines
(black). As designed, the grid follows the shape of the jet. Bottom: the cell aspect ratio ∆r/r∆θ for
two field lines, one in the inner jet and the other near the jet-edge. To resolve the jet’s microstructure
in both dimensions this ratio is ideally kept below 10.

outer jet below 10 (Fig. 2.21, bottom), such that turbulent eddies at the disk-jet
boundary remain resolved. The internal grid coordinates (x0 , x1 , x2 , x3 ) are related
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Figure 2.22: Accretion rate Ṁ , normalised magnetic flux φBH and normalised jet power from model
B10 is compared with the high resolution B10-HR model. The parameters evolve similarly which
gives us confidence that the B10 model is sufficiently converged. Ṁ averaged over 5 − 7.5 × 104 tg is
taken as the normalisation.

to the real physical coordinates (t, r, θ, φ) as follows,
(2.15)

t = x0 ,
r=

exp (xn1 r ) ,

(2.16)


2
θ = A1 πx2 + π(1 − A1 ) A3 xA
2 +

φ = x3 ,

1
2
sin π + 2πA3 xA
2
2π




,

(2.17)
(2.18)

where A1 = [1 + g1j (log10 r)g2j ]−1 , A2 = g3j log10 r + g4j and A3 = 0.51−A2 . The
parameters g1j = 0.8, g2j = 3.0, g3j = 0.5 and g4j = 1.0 are used to focus resolution
on the jet, while nr = 0.95 is used to focus extra resolution on outer parts of the grid.

2.8.3

Convergence of jet properties

Here we compare the time and spatial evolution of jets produced by the ﬁducial model
B10 and its exceedingly high resolution version B10-HR. B10-HR has a resolution of
18000 × 1200 × 1 and extends till 105 rg , with all other parameters the same as B10.
Figure 2.22 shows that the accretion properties of the B10 disk-jet system converges
very well with respect to B10-HR. However, Fig. 2.23 shows that the jet in B10-HR
gets mass-loaded (µ drops) earlier than the jet in B10, presumably because massloading is more eﬃcient at higher resolutions, which capture the small scale eddies
better.
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Figure 2.23: The specific total energy µ, magnetisation σ and the Lorentz factor γ along a field
line close to the upper jet axis from model B10 is compared with the high resolution B10-HR model
at 5 × 104 tg . Additionally, the parameters for B10 at 2 × 105 tg is also shown. Resolving the pinch
instabilities is thus important as the jet is mass-loaded over time, vastly changing dynamics.

2.8.4

Comparison of the B10 lower jet with the wall-jet

Here we compare the lower jet of ﬁducial model B10 (see Sec. 2.4.1) with the idealised wall-jet model (Sec. 2.5). Figure 2.24 shows that the two jets are in excellent
agreement in dynamical properties barring two features: (1) weak shocks arising at
the B10 lower jet head as the jet tunnels through the external ambient medium
causes deviations in all radial proﬁles illustrated in Fig. 2.24 and (2) the presence
of weak pinching in the B10 lower jet causes magnetic dissipation and thus, raises
the jet enthalpy. Hence, idealised jet studies (such as e.g., Komissarov et al. 2007;
Tchekhovskoy et al. 2010a) should prove to be quite relevant when interpreting the
acceleration and collimation properties of a complicated disk-jet model even in the
presence of weak instabilities. However, the applicability is limited for stronger instabilities.
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Figure 2.24: Comparing the radial profile of quantities along field lines for the lower jet in disk-jet
model B10 (solid lines, θj,H = 0.52 rad, t = 2 × 105 tg ) and the idealised wall-jet model (double dotdashed lines, θj,H = 0.9 rad) shows that the weakly pinched disk-jets can be modelled by idealised
wall-jets almost perfectly. Panel(a): The specific energy profiles (µ, σ, h and γ) of the two models
match exceedingly well except for the enthalpy h since the lower jet is heated via pinching. Panel(b,
c, d and e): Both field lines have similar collimation, bunching parameter, θj /θM and γθj profiles.
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Abstract
Black hole accretion is one of nature’s most eﬃcient energy extraction processes.
When gas falls in, a signiﬁcant fraction of its gravitational binding energy is either
converted into radiation or ﬂows outwards in the form of black hole-driven jets and
disk-driven winds. Recently, the Event Horizon Telescope (EHT), an Earth-size submillimetre radio interferometer, captured the ﬁrst images of M87’s black hole (or
M87*). These images were analysed and interpreted using general-relativistic magnetohydrodynamics (GRMHD) models of accretion disks with rotation axes aligned
with the black hole spin axis. However, since infalling gas is often insensitive to the
black hole spin direction, misalignment between accretion disk and black hole spin
may be a common occurrence in nature. In this work, we use the general-relativistic
radiative transfer (GRRT) code bhoss to calculate the ﬁrst synthetic radio images of
(highly) tilted disk/jet models generated by our GPU-accelerated GRMHD code hamr. While the tilt does not have a noticeable eﬀect on the system dynamics beyond
a few tens of gravitational radii from the black hole, the warping of the disk and jet
can imprint observable signatures in EHT images on smaller scales. Comparing the
images from our GRMHD models to the 43 GHz and 230 GHz EHT images of M87,
we ﬁnd that M87 may feature a tilted disk/jet system. Further, tilted disks and jets
display signiﬁcant time variability in the 230 GHz ﬂux that can be further tested by
longer-duration EHT observations of M87.

3 Imaging tilted disks and jets

3.1

Introduction

There is observational evidence for misalignment between the accretion disk and black
hole (BH) spin axis in both active galactic nuclei (AGN), BH X-ray binaries (XRBs)
(e.g., Hjellming & Rupen 1995; Greene et al. 2001; Maccarone 2002; Caproni et al.
2006; van den Eijnden et al. 2017; Russell et al. 2019) and tidal disruption events
(e.g., Pasham et al. 2019), with theoretical studies of the growth of supermassive
black holes (SMBHs) favouring randomly oriented accretion and aﬀecting BH spin
evolution (e.g., Volonteri et al. 2005; King & Pringle 2006). In particular, periodic
variations in the jet position with respect to the line of sight have been invoked for
explaining quasi-periodic oscillations (QPOs) in the emission of some sources (e.g.,
Stella & Vietri 1998; Ingram et al. 2009). The rotational plane of BH accretion disks is
therefore expected to be misaligned with respect to the BH spin axis, as infalling gas
from large distances will typically not be sensitive to the direction of rotation of the
central BH. However, there is still much uncertainty over this claim; but, with recent
advancements in very long baseline interferometry (VLBI) techniques, most notably
the Event Horizon Telescope (EHT; Doeleman et al. 2008; EHTC et al. 2019a), as
well as growing interest in space VLBI (e.g., Roelofs et al. 2019; Palumbo et al. 2019;
Fish et al. 2020), imaging the near-horizon region (i.e., r . 20 rg , where rg ≡ GM/c2
is the gravitational radius of the BH, M is its mass, G is the gravitational constant
and c is the speed of light) for SMBHs has become a reality, making it possible to
directly test for misalignment in Sagittarius A* (Sgr A*) and M87. In fact, Park et al.
(2019) brieﬂy discussed possible misalignment in M87.
Misalignment brings about important changes in the dynamics of the system via
general relativistic (GR) frame-dragging, which induces nodal Lense-Thirring precession (LT; Lense & Thirring 1918) of test particles on tilted orbits around the central
object, with a radially-dependent angular frequency ΩLT ∝ 1/r3 . Growing interest
in the physics of accretion under the eﬀects of LT precession led to modelling tilted
accretion disks via GRMHD simulations of both thick (e.g., Fragile & Anninos 2005;
Fragile et al. 2007; McKinney et al. 2013; Polko & McKinney 2017; Liska et al. 2018a;
White et al. 2019) and thin (e.g., Liska et al. 2019) tilted disks, some of which carry
promising indications for the origin of speciﬁc kinds of QPOs (e.g., Liska et al. 2020a).
Of course, the absence of QPOs due to disk precession does not rule out misalignment,
since tilted geometrically-thick disks tend to have extremely long precession periods,
resulting in quasi-stationary disk warps. Due to GR warping of the disk via pressure
waves (Papaloizou & Lin 1995; Ivanov & Illarionov 1997; Lubow & Ogilvie 2000),
Dexter & Fragile (2011) showed, via GRRT of GRMHD simulations, that tilting the
disk brings about signiﬁcant changes in the appearance of the inner 20 rg around a
BH, e.g., when scaled to the mass and distance of Sagittarius A* (Dexter & Fragile
2013). GRMHD simulations found that tilted disks accrete onto the BH via two high
density plunging streams of infalling material (e.g., Fragile & Blaes 2008; Liska et al.
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Model
All
Model
T0
T30
T60

a
0.9375
Tinit
[deg]
0
30
60

Resolution
(Nr × Nθ × Nϕ )
448 × 144 × 240
Q-factor∗
(Qr , Qθ , Qϕ )
(18, 14, 99)
(18, 26, 78)
(13, 28, 45)

rin
[rg ]
12.5

rmax
[rg ]
25

rout
[rg ]
105

φ∗BH

Tj∗ , Pj∗
[deg, deg]
0.8, —
22.7, 28.4
43.4, 42.2

tsim
[105 tg ]
1.32
1.19
1.48

52.8
45
27.8

Table 3.1: Top: parameters common to all models used in this work: dimensionless BH spin
(a), simulation grid resolution, disk inner radius rin , disk pressure-maximum radius rmax , outer grid
radius rout . Bottom: model names, initial disk misalignment, density-weighted volume-averaged MRI
quality factors Qr,θ,ϕ (see text for definition), dimensionless horizon magnetic flux φBH [eqn. (3.4)],
jet tilt Tj and precession Pj angles spatially averaged over [50, 150] rg , and total simulation time
tsim . Quantities marked with ∗ are time-averaged over [99960, 100960] tg , where tg ≡ rg /c.

2018a). Further, it has been shown that the narrow and highly warped morphology
of these plunging streams can lead to the accumulation of gas near the point of highest disk tilt, developing a pair of standing shocks (Fragile & Blaes 2008; Generozov
et al. 2013; White et al. 2019). Consequently, higher inﬂow temperatures resulting
from shock heating dominate the emission (e.g., Dexter & Fragile 2013; White et al.
2020).
The magnetic ﬁeld strength plays a vital role in a tilted disk system because magnetic ﬁelds provide an extra torque to the GR warping, and hence help in aligning
the disk. In particular, Liska et al. (2018a) found that for tilted precessing thick
disks, the higher the disk magnetic ﬁeld strength, the stronger the jets are and the
more they tend to push the inner parts of the disk to align more closely with the BH
spin axis. This can be understood because when the magnetic ﬂux onto the BH is
large enough to hinder accretion from the disk (Narayan et al. 2003), known as the
magnetically-arrested disk (MAD) condition, the associated jet eﬃciently extracts
the BH’s rotational energy (Tchekhovskoy & McKinney 2012) and becomes powerful
enough to force the inner part of the disk to align with the BH spin axis (McKinney
et al. 2013), while the large-scale jet remains aligned with the disk. Further, it was
shown that in the absence of magnetic ﬁelds, the disk alignment is much weaker as
compared to the MHD case (Sorathia et al. 2013). Strongly magnetised jets can dictate dynamics along with jet-disk interactions, potentially developing shocks similar
in nature to the pair of standing shocks present in the plunging streams. Misalignment
can therefore introduce potential degeneracies in observed images and spectra, warranting further exploration so that we are able to more clearly interpret current and
future EHT horizon-scale images. However, to date, images illustrating the warping
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Figure 3.1: We show the 2D cross-sectional plots of the gas density and plasma-β in code units, and
the ion temperature Ti (in Kelvin) for each tilt model: T0, T30, and T60, spanning 100 rg × 100 rg .
The 2D plane created by the BH spin vector and the large-scale jet angular momentum vector is
displayed, rotating the x-z plane by the corresponding jet precession angle ϕ0 = [0◦ , 28.4◦ , 42.2◦ ] for
T0, T30, and T60, respectively (given in Table 3.1). The red and black lines in all plots denote the
magnetisation, b2 /ρc2 = 1, and the Bernoulli parameter, Be = 1.02, contours, respectively.

of misaligned disk/jet systems (see also White et al. 2020 for misaligned disk images)
and corresponding observational indications of tilt in spectra have not been studied
and compared to observed images (e.g., EHTC et al. 2019c).
In this work we explore, for the ﬁrst time, a variety of initial misalignment angles
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for a BH disk/jet system in high resolution using our GPU-accelerated GRMHD
code h-amr (Liska et al. 2019a). We further calculate observable images using the
GRRT code bhoss (Younsi et al. 2016, 2020). In Sec. 3.2, we give an overview of our
methodology and simulation setup. We present our results in Sec. 3.3. In Sec. 3.4,
we compare our images to the recently published EHT image of M87 (EHTC et al.
2019a). We conclude in Sec. 3.5.

3.2

Methodology and numerical setup

We use our state-of-the-art massively parallel, GPU-accelerated 3D GRMHD code hamr (Liska et al. 2018a; Chatterjee et al. 2019; Liska et al. 2019a) to solve the GRMHD
equations in a ﬁxed Kerr spacetime. The h-amr section in Porth et al. (2019) presents
a description of the code attributes, such as adaptive mesh reﬁnement (AMR), local
adaptive time-stepping and a staggered mesh for the magnetic ﬁeld evolution, as well
as comparisons to benchmark results for a standard accretion disk problem. We adopt
the geometrical unit convention, G = c = 1, and further normalise the BH mass to
M = 1, thereby normalising the length scale to the gravitational radius rg . We carry
out the simulations in logarithmic Kerr-Schild coordinates with a numerical resolution
Nr ×Nθ ×Nϕ of 448×144×240 (Table 3.1), suﬃcient to resolve the magnetorotational
instability (MRI; Balbus & Hawley 1991) in the disk. Our grid is axisymmetric and
uniform in log(r/rg ),√extending from 0.75 rhor to 105 rg , where the event horizon

radius rhor ≡ rg 1 + 1 − a2 , with a = 0.9375. A further description of the grid is
given in Liska et al. (2018a). We use outﬂowing boundary conditions (BCs) at the
inner and outer r boundaries; transmissive polar BCs in the θ−direction and periodic
BCs in the ϕ−direction. To quantify the MRI resolution, we calculate the quality
i
factors Qr,θ,ϕ , where Qi = h2πvA
iw /h∆i Ωiw measures the number of cells per MRI
wavelength in direction i =[r, θ, ϕ], volume-averaged over the disk (r < 150 rg ) with
i
is
weight w = ρ, the gas density (see eqns. (18-20) in Liska et al. 2019). Here vA
i
the Alfvén velocity, ∆ the cell size, and Ω the angular velocity of the ﬂuid. We
achieve Qθ & 10 (Table 3.1) during our chosen time period, fulﬁlling the numerical
convergence criteria (see e.g., Hawley et al. 2011).
In all models we start with a standard Fishbone & Moncrief (1976) torus in hydrostatic equilibrium around the central (spinning) Kerr BH. The torus inner edge
is located at rin = 12.5 rg and the gas pressure (pg )-maximum is at rmax = 25 rg ,
with the ideal gas law adiabatic index set to Γ = 5/3 (i.e., non-relativistic). The
non-zero magnetic ﬁeld vector potential is given by Aϕ ∝ (ρ − 0.05)2 (r/rg )3 and
normalised to max(pg )/ max(pB ) = 100, where pg ≡ (Γ − 1)ug is the gas pressure,
pB ≡ b2 /2 is the magnetic pressure, and ug is the ﬂuid internal energy. Furthermore,
the magnetic
ﬁeld 4-vector, bµ , is deﬁned in Lorentz-Heaviside units where a factor
√
of 1/ 4π is absorbed into its deﬁnition. Note that our model parameters are slightly
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diﬀerent from the tilted disk models used in Fragile et al. (2007), where the authors
use rin = 15 rg and rmax = 25 rg , an adiabatic index of Γ = 5/3, and vector potential Aϕ ∝ ρ, resulting in a smaller magnetic ﬂux content in the torus. We also
note that White et al. (2019) use similar parameters to Fragile et al. (2007), but with
Γ = 4/3. We tilt our disks at 3 diﬀerent angles: Tinit = 0◦ (model T0), 30◦ (model
T30; previously reported as model “S25A93” in Liska et al. 2018a) and 60◦ (model
T60) with respect to the plane perpendicular to the BH spin axis (see Table 3.1).
GRMHD simulations suﬀer from numerical errors in the jet funnel as pockets of low
density gas are created when matter either falls inwards due to the BH’s gravity or
is expelled outwards via magnetic forces, leading to truncation errors in the solution.
In our simulations, we replenish the near-vacuum regions by ad-hoc mass-loading the
jet funnel in the drift frame of the magnetic ﬁeld by following Ressler et al. (2017)


and further employ a ﬂoor model with ρc2 ≥ max pB /50, 2 × 10−6 c2 (r/rg )−2 and


ug ≥ max pB /150, 10−7 c2 (r/rg )−2Γ .
In order to capture the radiation output from our GRMHD simulations and calculate synthetic radio-frequency images which are comparable with observational data,
we perform GRRT calculations in post-processing using bhoss: by ray-tracing the
GRMHD data and integrating the GRRT equations, the spectral properties of the
emergent light produced in the strong gravitational ﬁeld around the BH are calculated.
The geodesic equations themselves are integrated backwards (from observer-to-source)
using a 5th order adaptive timestep Runge-Kutta-Fehlberg scheme (to maintain computational speed and accuracy), and the GRRT equations are integrated in tandem,
using the reverse-integration approach introduced in Younsi et al. (2012), including
all emission, absorption and optical depth eﬀects of the plasma.
We set the camera latitude θ0 (otherwise known as the observer inclination angle)
and longitude ϕ0 at a distance of 1000 rg from the BH. The radiative transfer requires
the BH mass and the mass accretion rate to set the physical scales of the simulation.
We choose our target central BH to be that of the galaxy M87, hereafter “M87*”,
with a mass M = 6.5 × 109 M⊙ at a distance D = 16.8 Mpc (EHTC et al. 2019d).
To clarify, when referring the BH properties, we refer to “M87*”, while “M87" is used
to refer to the galaxy and the jet. In this work, we consider a relativistic thermal
Maxwell-Jüttner electron distribution function for the synchrotron absorption and
emission (given by Leung et al. 2011), with the ion-electron temperature ratio set
according to the Mościbrodzka et al. (2016) prescription, namely:
Ti /Te =

Rℓ + βp2 Rh
,
1 + βp2

(3.1)

where βp ≡ pg /pB is the plasma-β parameter, and Ti and Te are the ion and electron
temperatures, in Kelvin, respectively. This assumption for the electron temperature
model is the same as used in EHTC et al. (2019c). The dimensionless electron tem-
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perature is deﬁned as:
Θe =

pg mp /me
,
ρ Ti /Te

(3.2)

where mp and me are the proton and electron masses, respectively. The electron
temperature in c.g.s. units is therefore simply Te = me c2 Θe /kB , where kB is the
Boltzmann constant. In practice, eqn. (3.1) sets the temperature ratio in the jet
(βp ≪ 1) to be Ti /Te ∼ Rℓ and in the disk (βp ≫ 1), Ti /Te ∼ Rh . For our models,
we ﬁx Rℓ = 1, while we vary Rh = (1, 10, 100). Additionally, we exclude all emission
from the jet spine (deﬁned where b2 /ρc2 ≥ 1, where b is the ﬂuid-frame magnetic ﬁeld
strength) as the gas density and temperature in this region may be aﬀected by the
simulation ﬂoors and are therefore unreliable.

3.3

Results

Figure 3.1 shows the gas density ρ, the plasma-β (βp ) and the ion temperature Ti (in
Kelvin) of the simulations at t = 105 tg , clearly illustrating the misalignment of both
the high-density disk and the low-density jet with respect to the BH spin direction,
which points upwards in this ﬁgure. Each BH system is shown in the plane of the
BH spin and the jet angular momentum vector, or, in other words, the ϕ = 0◦ plane
rotated by the corresponding jet precession angle Pj (see Table 3.1). Figure 3.1 also
delineates the jet funnel (dark blue in the ﬁgure), given by b2 /ρc2 = 1 (red line) and
the unbound material given by the Bernoulli parameter Be = −hut = 1.02 (black
line), with the latter being taken as a proxy for the disk-wind region (light blue-green
region). In the deﬁnition of Be, h and ut are the enthalpy and the temporal component
of the co-variant velocity (interpreted as the conserved particle energy) respectively.
Over time, in all three models the accretion disk develops turbulence via the MRI,
leading to gas accretion onto the BH [Fig. 3.2(a)] in the form of plunging streams
(Fragile et al. 2007; Liska et al. 2018a). Figure 3.2 (b and c) shows that our chosen
initial ﬁeld conﬁguration evolves to create a near-MAD disk in each case, with the
dimensionless magnetic ﬂux through the horizon φBH = ΦBH /(hṀ irg c2 )1/2 . φmax ≈
50 (Tchekhovskoy et al. 2011), producing highly eﬃcient jets with Poutflow /(hṀ ic2 ) ∼
1, powered by BH rotational energy extracted via the Blandford-Znajek mechanism
(Blandford & Znajek 1977). Here we make use of the following deﬁnitions. The BH
accretion rate (positive for inﬂow of gas towards the BH):
ZZ
Ṁ = −
ρur dAθϕ ,
(3.3)
the magnetic ﬂux at the event horizon:
ZZ
1
ΦBH =
|B r | dAθϕ ,
2

(3.4)
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Figure 3.2: Time dependence of simulation quantities reveal how BH-disk systems evolve with
varying initial misalignment angles, namely Tinit = 0◦ (T0), 30◦ (T30) and 60◦ (T60). The accretion
rate, Ṁ , is presented in normalised units (a), total outflow power Poutflow normalised by accretion
rate (time-averaged over [99960, 100960] tg ) (b), dimensionless magnetic flux φBH in Gaussian units
(c), with all quantities calculated at the event horizon. We also show the tilt angle T (t) and precession
angle P(t) (d,e) of the disk, along with the jet for models T30 and T60, as P for Tinit = 0◦ is not
well-defined. Both the angles are radially averaged over [50, 150] rg . It is noteworthy that the jet
orientation is more variable than that of the disk. The barycentric radius of the disk rdisk [eqn. (3.6)]
(f) shows that all three models display similar viscous spreading, and therefore indicate similar rates
of outward angular momentum transfer.
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and the outﬂow power:
Poutflow = Ṁ c2 − Ė ,

(3.5)

where the energy accretion rate is deﬁned as Ė =
Ttr dAθϕ (taken to be positive
for inﬂow of energy towards the BH), ur and B r are the radial velocity and magnetic
√
ﬁeld respectively, Ttr is the total radial energy ﬂux, dAθϕ = −g dθ dϕ is the surface
area element and g ≡ |gµν | is the metric determinant.
Figure 3.2 (d,e) shows the disk/jet tilt and precession angles, spatially-averaged
over [50, 150] rg , and demonstrates that the large-scale jet is perpendicular to the
large-scale disk on average (in agreement with Liska et al. 2018a), with some oscillatory behaviour of the jet tilt and precession angles illustrating the jet’s dynamic
nature. Over time, the inner part of the misaligned disks tends to align with the
plane perpendicular to the BH spin axis, with the tilt angle decreasing by roughly
25% compared to the initial tilt. Further, even though we started with a compact
disk, subsequent disk evolution causes the disk to puﬀ up due to viscous spreading,
as illustrated by the disk barycentric radius (Fig. 3.2 (f); see also Porth et al. 2019),
given by:
RR
r ρ dAθϕ
rdisk = RR
.
(3.6)
ρ dAθϕ
RR

As the disk becomes substantially larger, it stops precessing and the disk and jet tilt
angle become roughly constant at t & 9 × 104 tg . Note that even though the disk and
the jet no longer precess, they remain misaligned with respect to the BH spin vector,
clearly illustrating that the absence of QPOs or any indication of precession does not
rule out the presence of misalignment. Eﬀectively, we end up with three disk/jet
models with time- and spatially-averaged jet tilt and precession angles {Tj , Pj } as
follows: T0: {0.8◦ , 0◦ }, T30: {22.7◦ , 28.4◦ }, and T60: {43.4◦ , 42.2◦ } (see Table 3.1).
Figure 3.3 shows the radial proﬁles of the tilt T (top row) and precession P (bottom
row) for the models T30 (left column) and T60 (right column), time-averaged over
[99960, 100960] tg , along with their 1σ standard deviation. This interval at such late
times is chosen to allow the simulations to reach a quasi-steady state at least within
the inner 100 rg . We average the radial proﬁles over 1000 tg in order to average over
the short time-scale variations in the ﬂow that otherwise cause the angles to ﬂuctuate
at small radii. LT torques aﬀect the near-BH region, with radial tilt oscillations in
both the disk and the jet peaking at r ∼ 10 − 20 rg [Fig. 3.3 (a,c)]. This behaviour
was shown previously for model T30 by Liska et al. (2018a) and is consistent with
simulations of small misalignment (Fragile et al. 2007; White et al. 2019). The peak T
values are close to 30◦ , instead of ∼ 40◦ at earlier times (5×104 tg ; Liska et al. 2018a),
suggesting gradual alignment of the disk over time, until the viscous spreading of the
disk saturates. Figure 3.3 [a,c] clearly shows that the jet follows the disk orientation
at larger radii, and therefore, the large scale jet is always misaligned with respect
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Figure 3.3: Misaligned disks show disk warping and jet bending. We show, for models T30 (a,b)
and T60 (c,d), the tilt angle T , time-averaged over [99960, 100960] tg , plotted with 1σ deviation
(a,c). The precession angle P, with the 1σ deviation (b,d) illustrates that the inner disk precesses
much more than the outer disk and hence displays a twist in the disk. The inner parts of both
the disk and the jet are quite variable as indicated by the extended shaded regions. We hereafter
redefine the ϕ = 0◦ plane as the plane in which the BH spin vector and the large-scale jet angular
momentum vector resides for each individual simulation.

to the BH spin direction, while the inner jet undergoes a small degree of alignment.
This result is similar to the conclusions of McKinney et al. (2013), who considered
misalignment under MAD conditions. However, this contradicts the assumption by
White et al. (2020) that the jets follow the BH spin direction at large radii. This
assumption can signiﬁcantly aﬀect the orientation of the BH images as the inferred
observer inclination depends on the jet orientation in the sky (see Sec. 3.4.2). In
this work, we have considered relatively powerful jets with φBH & 30 (Table 3.1) as
compared to White et al. (2019), where φBH . 8, assuming that all the magnetic ﬂux
goes into powering the jets (Poutflow ∝ φ2BH ; Blandford & Znajek 1977; Tchekhovskoy
et al. 2010a).
Henceforth, we will refer to the plane of the BH spin and the jet angular momentum
vector, i.e., the 2D cross-section shown in Fig. 3.1, as the reference ϕ = 0◦ plane, which
would be useful as a notation for the BH images in the next section.
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3.3.1

GRRT imaging: synchrotron maps and SEDs

In jet observations, the inclination (θ0 ) is usually deﬁned as the angle between the
observer’s line of sight and the large-scale jet. We therefore align our camera position
according to the jet tilt T and precession P angles, spatially and temporally averaged
between [50, 150] rg and [99960, 100960] tg . For our observer camera, we redeﬁne the
spherical grid: the ϕ0 = 0◦ plane is equivalent to the GRMHD y = 0 plane rotated
by the corresponding precession Pj angle (Table 3.1), and the polar axis, i.e., the
x = y = 0 line, is rotated by the corresponding tilt angle Tj . Therefore, we now have
a camera grid which is aligned with the the large-scale jet. Note that the precession
angle is undeﬁned for non-tilted jets (e.g., White et al. 2019), hence we took Pj = 0◦
for T0. The camera ﬁeld-of-view (FOV) is set to be 75 rg × 75 rg , which is suﬃcient
since warping occurs within r . 20 rg , while the image resolution is 1024 × 1024
pixels. For a BH with the same mass and at the same distance as M87*, 100 rg
corresponds to 382 micro-arcseconds (µas), which corresponds to a FOV of 286.5 µas.
The simplest example to showcase the alignment of the camera grid with the large
scale jet is when we observe our disk-jet system at an inclination of θ0 = 90◦ (i.e,
edge-on to the outer disk).
Figure 3.4 shows synthetic mm-radio images for Rh = 10 applied to a M87*-like
disk/jet system at an accretion rate of 6 × 10−4 M⊙ yr−1 , with the observer positioned
perpendicular to the jet axis (or edge-on to the large-scale disk) at four frequencies:
43 GHz, 86 GHz, 230 GHz and 345 GHz. We have chosen Rh = 10, which yields
contributions from both the disk and the jet to the total emission. We also show
the 3D visualisations of the disk/jet system in the rightmost column of Fig. 3.4, as
observed from the same direction as the GRRT camera. The rotating accretion ﬂow
surrounding the BH is clearly visible in the 43 GHz and 86 GHz images (Fig. 3.4,
left: ﬁrst and second columns). At higher tilts, the inner part of the bottom jet bends
towards the observer and is Doppler-boosted. This bending is visible as observing
frequency is increased to 230 GHz and 345 GHz, where the inner regions of the
accretion ﬂow closest to the BH are probed (Fig. 3.4, third and fourth columns). The
dark (or ﬂux depressed) circular region in the image centre is due to gravitational
lensing by the BH and is a characteristic of images of accreting BHs (Narayan et al.
2019). Hereafter, we refer to this ﬂux depressed region as the BH “shadow" (see
Fig. 3.4). If we focus at the centre of the T0 230 GHz image (third from left in the top
row of Fig. 3.4), we see that the BH shadow is obscured by a thin “streak"-like shaped
feature. This feature, hereafter referred to as the “streak", is the ﬂux originating from
the plunging streams, which begin at the innermost stable circular orbit (or ISCO)
for an aligned disk (T0) and further out for the case of the tilted runs (Fragile et al.
2007). This streak shines more brightly for T0 as the emission is boosted towards the
observer, whereas in the case of T30 and T60, the inner disk is bent with respect to the
outer disk, with the ﬂow no longer being directed towards the observer. Further, given
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Figure 3.4: Left figure: time-averaged, edge-on synthetic GRRT images of misaligned BH disk/jet systems using Rh =10 for the electron
temperature prescription (see eqn. (3.1)), scaled to M87* at a constant accretion rate Ṁ = 6 × 10−4 M⊙ yr−1 , calculated over [99960, 100960] tg
and zoomed-in to the inner 100 × 100 µas2 region. The observer is positioned edge-on relative to the large-scale disk using the disk tilt and
precession angle values from Fig. 3.3, i.e., (θ0 , ϕ0 )=(90◦ , 0◦ ). The colour scale is linear and normalised to unity for each image. From left to right:
images at frequencies of 43 GHz, 86 GHz, 230 GHz and 345 GHz, along with the 230 GHz image convolved with a gaussian beam (full-width
half-maximum of 20 µas). We indicate the black hole shadow and the streak/obscuration features (see Sec. 3.3.1 for definitions). From top to
bottom: synthetic observable GRRT images with initial tilt angles of 0◦ (T0), 30◦ (T30) and 60◦ (T60). Rightmost figure: 3D density contour plot
visualisations for (top to bottom): T0, T30 and T60, respectively, as viewed at the same observer position as for the GRRT images. Dimensions
are indicated by a bounding cube of size 50 rg . The corresponding cases for Rh = (1, 100) are shown in Sec. 3.6.1.
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Figure 3.5: The resultant spectral energy distributions (SEDs) for misaligned BH disk/jet systems
viewed edge-on to the outer disk (Fig. 3.4) show that with increasing Rh , the peak flux decreases, but
the low-frequency emission does not vary with increasing misalignment even though misalignment
introduces a Doppler-boosted inner jet (Fig. 3.4). The GRRT images are scaled to M87* at an
accretion rate of 6 × 10−4 M⊙ yr−1 . From left to right: SEDs for increasing Rh values for each of
models T0, T30 and T60.

the streak obscures the BH shadow, the apparent shape of the shadow region changes
as the streak progressively curls with increasing tilt. Such a curved streak is therefore
an indication of disk tilt, given that we know the jet direction, and could potentially
be important for interpreting future EHT images of Sgr A*, for which the inclination
is a matter of much debate, with semi-analytical modelling (assuming a jetted model)
favouring higher inclinations (e.g., Markoﬀ et al. 2007; Connors et al. 2017), GRMHD
simulations opting for both high (e.g., Mościbrodzka et al. 2009; Shcherbakov et al.
2012; Drappeau et al. 2013) as well as intermediate (∼ 30◦ − 60◦ ) inclinations (e.g.,
Dexter et al. 2010; Mościbrodzka & Falcke 2013; Davelaar et al. 2018) and, more
recently, Gravity Collaboration et al. (2018a) inferred low inclinations . 30◦ .
We see that the streak becomes progressively more optically thick at lower frequencies. Imaging at 86 GHz, where this feature is most distinguishable among the
selected frequencies, may be essential for capturing possible disk/jet warps due to misalignment. At 86 GHz, Issaoun et al. (2019) has shown that combining the imaging
power of the Global Millimeter VLBI Array (GMVA) and the Atacama Large Mil-
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limeter/submillimeter Array (ALMA) results in constraining the size and structure
of the central emitting region in Sgr A* to an impressive limit. Further constraints
from the anticipated EHT Sgr A* 230 GHz images will be vital in capturing possible
disk misalignment. We also show GRRT images of our models at diﬀerent inclination
angles later on in Sec. 3.4.3 and Sec. 3.6.3. In Sec. 3.6.1, we show sets of images for
disk-dominated emission (Rh = 1; Fig. 3.12) and jet-dominated emission (Rh = 100;
Fig. 3.13). With higher Rh values, the disk electron temperature drops and the jet
becomes more visible with respect to the disk. Due to the decrease in disk electron
temperature, the streak feature also diminishes in brightness at 230 GHz and 345
GHz.
Figure 3.5 shows the corresponding spectral energy distribution (SED) generated
for each model for the three diﬀerent values of Rh . Since the mass and distance
scales, as well as the accretion rate, are ﬁxed for this set of GRRT images, higher Rh
values result in lower peak synchrotron ﬂuxes. Viewing from edge-on with respect
to the disk, for higher tilts the aforementioned warping causes one of the inner jets
(r . 20 rg ) to point towards the observer and the other jet to point away, as seen
from Figs. 3.4 and 3.13. Hence, the net radio emission remains roughly similar for the
three tilted models at the same Rh . For larger misalignment angles, the models have
lower synchrotron peaks with a shift of the peak towards the radio as well as lower
near-infrared (NIR) and optical emission. Hence for an edge-on BH disk/jet system,
the disk/jet warp creates a substantial change in the image as well as the SED. Note
that, instead of using a constant accretion rate, if we were to ﬁt to the same ﬂux at
the EHT frequency (i.e., 230 GHz), the accretion rate would have to be higher for the
tilted models and hence the radio ﬂux would also be higher, while the NIR/optical
emission will be quite similar between the three models. Additionally, for the case
of Sgr A*, a higher accretion rate would change the predicted X-ray emission due to
synchrotron self-Compton (SSC) emission. Consequently, such tilted models may be
ruled out by comparing to quiescent Sgr A* X-ray spectra.

3.3.2

The case of M87*

In this section, we apply our tilted models to M87* (EHTC et al. 2019a). To match
the crescent position in the M87* image as well as the direction of the jet, EHTC
et al. (2019c) found that for a positive BH spin (a > 0), the observer inclination angle
θ0 > 90◦ . From the jet/counter-jet ﬂux intensity ratio at 43 GHz, Mertens et al.
(2016) estimated that the jet is ∼ 17◦ oﬀset to our line-of-sight (i.e., the viewing
angle). Using these two results, we chose an inclination angle of θ0 = 163◦ , i.e., 17◦
oﬀset from the jet moving in the opposite direction to the black hole spin vector, such
that we view the disk material to rotate clockwise. Hence, for M87*, we shift our
camera position to θ0 = 163◦ for each of the diﬀerent tilt cases, with the jet direction
given by the time-averaged tilt Tj and precession Pj angles from Table 3.1. As a ﬁrst
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Figure 3.6: Left figure: time-averaged, synthetic radio images of misaligned BH disk/jet systems using Rh =10. The observer position is chosen
such that the viewing angle is 17◦ offset from the direction of the large-scale bottom jet (r & 50 rg ), i.e., (θ0 , ϕ0 ) = (163◦ , 180◦ ), calculated over
[99960, 100960] tg . Images are rotated to fit the position angle PA= 288◦ of the large-scale jet in M87. From left to right: images at frequencies
of 43 GHz, 86 GHz, 230 GHz and 345 GHz, along with the blurred 230 GHz image (see Fig. 3.4). From top to bottom: underlying GRMHD
simulations with initial tilt angles of 0◦ , 30◦ and 60◦ . Rightmost figure: density contour plot visualisations for (top to bottom) T0, T30 and T60
viewed at the same observer position as for the synthetic GRRT images and rotated to fit the large-scale jet position angle PA= 288◦ (red dashed
line).
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Figure 3.7: SEDs for misaligned BH disk/jet systems applied to M87 (Fig. 3.4) show little change
with increasing Rh . The GRRT images are scaled to M87* with an accretion rate chosen to fit for
the 221 GHz data point in the SED. From left to right: SEDs for increasing Rh values for each of
models T0, T30 and T60. The radio, sub-mm, infra-red and optical data points are taken from Prieto
et al. (2016).

exploration of the simulations, in this section we restrict ourselves to the observer’s
line of sight being in the plane shared by the large scale jets and BH spin axes (later
we will relax this condition). This still leaves two possible conﬁgurations: one where
the BH spin vector and the bottom jet reside in the same half of the image plane
(ϕ0 = 0◦ ) and the other where the BH spin vector and the bottom jet are in opposite
halves (ϕ0 = 180◦ ). We ﬁnd that ϕ0 = 180◦ is more favourable since the forward jet
must appear on the right hand side of the synthetic image plane while keeping the
crescent shape in the bottom half of the image. This choice does not make a diﬀerence
for the T0 case, since the jet is roughly axisymmetric. Furthermore, we rotate the
image to match the M87 outer-jet position angle of PA = 288◦ (Walker et al. 2018).
Figure 3.6 shows the GRRT M87* images for Rh = 10, time-averaged over [99960,
100960] tg , with the accretion rate for each model set to match the 221 GHz ﬂux shown
in the M87 SED (Fig. 3.7). The synchrotron maps and SEDs have the same FOV
and resolution as quoted in the previous section. The shadow size is about 40 µas
as expected. However, due to the disk warp, some ﬂux is present in front of the
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shadow for both misaligned models, which may itself be a crucial diagnostic since the
brightness ratio from the ring to the depression (i.e., the shadow region) is expected
to be increasingly better measured with future EHT observations. The extent of
the southern bright crescent in the blurred 230 GHz image becomes smaller with
increasing tilt angle. It is particularly noteworthy that the asymmetry in the upper
and lower halves of the photon ring increases with increase in tilt. However, both
of these features depend on the underlying electron temperature distribution, and
therefore investigation of more sophisticated treatments, e.g., two-temperature plasma
physics (e.g., Chael et al. 2018), is required. As a direct result of this asymmetry, the
BH shadow size apparently increases with tilt as the northern part of the ring feature
fades (also see White et al. (2020)).
The Rh = 1 and Rh = 100 cases are shown in Sec. 3.6.1, namely, Figs. 3.14 and
3.15. The plunging region becomes more visible with increasing tilt angle as the streak
in front of the shadow grows more distinct, similar to tilted models seen in Sec. 3.3.1
with larger value of Rh . Since the disk and jet at low radii display a smaller tilt
and larger precession angle as compared to the large scale jet (see Fig. 3.3), a part
of the disk/jet is slightly warped towards the observer and lensing eﬀects no longer
completely dominate the 230 GHz synthetic image. A notable diﬀerence from previous
work is the absence of the bright “double" crescent feature, one on each side of the
shadow, seen in face-on images of tilted disks (Dexter & Fragile 2013, Fig. 5). This
double crescent structure was attributed to standing shocks in the plunging region
for tilted disk models in Fragile et al. (2007). Considering that White et al. (2020),
who used similar parameters to Fragile et al. (2007), also found the double crescent
feature to be absent, this leads us to speculate that such strong standing shock features
as seen by Dexter & Fragile (2013) might stem from a diﬀerence in grid resolution
and/or the numerical methods, e.g., the shock-capturing scheme, employed in the
diﬀerent GRMHD codes, or could be a result of our assumed electron temperature
model (used in the EHT M87 papers; EHTC et al. 2019c), as suggested by White
et al. (2020). In our models, the ﬂow in the plunging streams is not subject to strong
shock-heating, and therefore, the ion temperature does not steeply rise in this region
and there is no enhanced synchrotron emission. Hence, the plunging streams do not
form the double crescent feature, but instead we see a single crescent feature consistent
with Doppler boosting, without signiﬁcant additional heating. Further, we note that
the key element in calculating the above M87 images is the orientation of the jet,
which undergoes some alignment towards the BH spin direction, but at larger scales
(r & 50 rg ), clearly follows the disk orientation (see Fig. 3.3). Not accounting for the
misalignment of the jet can have deﬁnite consequences for the 43 GHz jet position
angle PA, which Walker et al. (2018) determined to be PA= 288◦ . As will be seen in
Sec. 3.4.3, one can obtain excellent matches to the EHT M87 image for a variety of
camera positions if the 43 GHz image is not used as a constraint.
The accretion rate used for each Rh tilt model is set by ﬁtting the corresponding
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Figure 3.8: Higher tilts show more variability in the near-horizon flux when applied to the M87*
BH. The 230 GHz lightcurve is shown over 1000 tg , equivalent to 353.55 days when scaled to M87*,
or roughly one year, for models: T0, T30 and T60 using (from top to bottom) Rh values of 1, 10 and
100, respectively. The start time t0 = 99970.58 tg ≡ 35354.92 days. T0 shows the least amount of
variation as most of the 230 GHz flux is dominated by gravitational lensing effects rather than disk
turbulence, while T60 shows a flux change by a factor of more than 2 over the entire time period.

time-averaged SED to the 221 GHz data point (Fig. 3.7). The SED shows that the
T0 case displays higher emission at low frequencies as the jet at low radii is pointing
towards the observer, whereas for the tilted models, the jet undergoes bending towards
the observer over r . 20 rg .

3.4
3.4.1

Discussion
Time series analysis of the M87* GRRT images

Figure 3.8 shows the 230 GHz lightcurve derived from the core-unresolved spectrum
(Fig. 3.7) for each tilt model at Rh = 1, 10 and 100, applied to the case of M87. The
T0 model shows the least amount of variation at 230 GHz due to strong gravitational
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Figure 3.9: The location of the brightest pixel in the synthetic 230 GHz M87* images varies the
most for T0. We show the brightest pixel locations (blue circles) over time against a background of
the average blurred 230 GHz image for each of the nine models considered in this work. Note that
each blue dot represents a different time snapshot. Top to bottom: tilt models T0, T30 and T60.
Left to right: Rh =1, 10 and 100 models for the electron temperature prescription. For the T0 case,
gravitational lensing dominates the emission and hence turbulence in the flow changes the brightest
spot location considerably. Doppler boosting of the plunging stream dominates the tilted images,
which creates a preferential zone that points towards the observer where the boost is the maximum,
and hence restricts the brightest spot location.

lensing eﬀects, irrespective of the temperature prescription, and is consistent with the
results of EHTC et al. (2019c). For the T30 case, the variability is also small, except
for a roughly monotonic ﬂux increment for t > 245 days due to a ﬂaring event. It is
interesting to see that this ﬂux increase in T30 is more prominent for Rh = 10 and
100, since the jet plays a greater role in the net ﬂux at higher Rh values. Overall, T60
consistently displays the largest 1σ-deviation (> 10%) over the chosen time period for
a given Rh model, with a maximum factor of two change in the 230 GHz ﬂux. This
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]−hF230GHz i

Model

Rh =1

Rh =10

Rh =100

T0

1.649+0.232
−0.307

1.864+0.302
−0.203

1.765+0.257
−0.214

T30

1.624+0.26
−0.274

+0.443
1.633−0.32

1.622+0.477
−0.349

T60

1.656+0.402
−0.329

1.723+0.532
−0.644

1.727+0.721
−0.744

Table 3.2: Higher disk-BH misalignment results in a more variable 230 GHz lightcurve. We show
the time-averaged fluxes from the 230 GHz lightcurve for each tilt and Rh model (see Fig. 3.8) as
well as the 1-σ standard deviation normalised by the averaged flux. T0 shows the lowest deviation,
while T60, the highest, indicating that deviations & 10% might be a hint of possible misalignment.

is a result of the turbulent inﬂow (outﬂow) in the disk (jet) being partially directed
towards the observer. Hence the variability amplitude of the 230 GHz light curve may
provide a diagnostic of disk misalignment in M87 and, perhaps, other AGN. Future
timing analysis of M87* EHT data may shed further light on whether there is indeed
a tilted disk present.
In Sec. 3.6.2, we perform further analysis on the ﬂux variability timescales for each
lightcurve and construct the power spectrum as well as the structure function. All of
the models show substantial variability over timescales ranging from days to months,
with the fractional root-mean-square (rms) amplitude ≈ 7 − 16%. We then model the
power spectra and the structure function to ﬁnd that the characteristic timescale, i.e.,
the timescale at which the variability transitions from red noise on short timescales to
white noise on long timescales. The best-ﬁt characteristic timescales from the power
spectra and the structure functions are roughly of the order of a hundred days and
a few tens of days respectively, as compared to the timescale of ∼ 45 days obtained
by Bower et al. (2015a) where the 230 GHz lightcurve of M87 spanned over 10 years.
Due to the short duration of our lightcurves, we only capture the short timescale
variability, with the power spectra well modelled by the characteristic slope = −2 of
red noise (see Sec. 3.6.2 for more details).
Figure 3.9 shows the spread of the brightest pixel of the blurred 230 GHz image
for each combination of initial tilt and the Rh parameter. For this ﬁgure, each time
snapshot is convolved with a gaussian ﬁlter of FWHM = 20 µas and the position
of the brightest pixel in each resulting image is calculated. From this ﬁgure, T0
displays the maximum positional variability, spread across the time-averaged southern
crescent, which is a result of the rotation of the disk as well as the gravitationallylensed emission from the counter-jet. Misalignment introduces some constraint on
the positional spread as seen in the second and third rows in Fig. 3.9, displaying
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models T30 and T60. Rh = 10 results in the smallest spread in both radial and
azimuthal directions on the image plane, since the inner regions of both the disk and
jet dominates the emission at 230 GHz and hence the location of the jet-disk boundary
along the plunging streams dictates the position of the brightest spot.

3.4.2

Best-fit images for M87*

In Sec. 3.3.2, we considered GRRT maps of misaligned jets observed at an inclination
of 163◦ oﬀset from the large-scale jet direction, ﬁxing the observer position with
respect to the BH spin and the jet. In this subsection, we relax this assumption and
move the observer’s position azimuthally around the bottom jet at an inclination of
163◦ , looking for the best ﬁt-by-eye convolved images for each model relative to the
230 GHz M87* observations (EHTC et al. 2019a), while ensuring that the 43 GHz jet
image has a PA ∼ 288◦ (Walker et al. 2018). The accretion rate is taken to be the
same as in Fig. 3.6. Figure 3.10 shows the best ﬁts for a single representative time
snapshot (at t = 100460 tg ) in the case of each tilt model. Firstly, the tilted model
images show signiﬁcant dependence on the camera longitude ϕ0 (see Sec. 3.4.3), since
the underlying warped disk/jet is not axisymmetric. On the other hand, the aligned
disk/jet model is roughly axisymmetric and so, the images are independent of the
camera-ϕ0 , as expected.
Secondly, the best-ﬁt T0 230 GHz image (Fig. 3.10, ﬁrst row, left column) has a
PA oﬀset with respect to the best-ﬁt EHT GRRT image (EHTC et al. 2019c, Fig. 1,
right panel). EHTC et al. (2019c) found that models with the spin vector of the
BH oriented away from the observer (θ0 & 90◦ ) are favoured by comparing to both
230 and 43 GHz images of M87*, which we also ﬁnd. The statistically best-ﬁt 230
GHz images were found to have a mean PA in the range of 203◦ − 209◦ (see Fig. 9
in EHTC et al. 2019c) with a standard deviation of 54◦ , which means that aligned
GRMHD simulations are consistent with the PA ∼ 288◦ found for the M87 jet at 43
GHz (Walker et al. 2018) within ∼ 1.5σ. If we rotate our T0 230 GHz image so that
we match the orientation of the 43 GHz M87 jet to the 43 GHz GRRT image, we
ﬁnd that the southern crescent is shifted to the bottom right quarter of the image,
and hence does not match well with the EHT observed M87* image. Interestingly,
disk misalignment provides more ﬂexibility to ﬁt the jet PA better as the crescent
position is dependent on the choice of the camera longitude ϕ0 , as we mentioned
above. Figure 3.10 (second row) shows that for the T30 model, which possesses an
average tilt angle of 22.7◦ , the image has a bright crescent shape located in the bottom
left of the image at ϕ0 = 280◦ and ﬁts remarkably well with the M87 jet PA, possibly
hinting at the presence of a tilted disk in M87. Indeed, if the 230 GHz best-ﬁt aligned
disk/jet model always resides at a 1.5σ deviation in PA away from the 43 GHz M87 jet
PA over future EHT M87* observations, disk/jet misalignment in M87 could become
a signiﬁcant possibility.
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Figure 3.10: Comparing our models with the EHT M87* images indicates that M87 favourably
hosts a misaligned disk and jet. We show the best fit-by-eye GRRT snapshot images from all three
models when compared to the 230 GHz M87* BH image, with the 43 GHz jet pointed at PA ∼
288◦ with Rh = 10. The BH spin direction and projection onto the image plane is also shown, with
X meaning the BH spin is pointing into the plane. Best-fit 230 GHz GRRT images of aligned BH
models are consistent with the EHT M87* image to within 1.5σ. If this deviation persists with future
EHT observations of M87*, a misaligned disk/jet could become a more viable model for M87.
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Thirdly, the brightness asymmetry in the upper and lower halves of the photon
ring increases with increasing misalignment (as mentioned above in Sec. 3.3.2) and
directly aﬀects the BH shadow appearance as mentioned before in Sec. 3.3.2. Using
the crescent position and the ring brightness asymmetry in the 230 GHz image along
with the jet PA orientation might help us to pinpoint the tilt angle of the jet, which
can lead to better BH spin estimates. As an example, the T60 case appears more
asymmetric by eye than the reconstructed images of M87, which leads us to favour
smaller tilts. In this work, we propose that M87 possesses a disk with a misalignment
. 60◦ , given the assumption that the BH spin is a = 0.9375 and the inclination
angle is 17◦ oﬀset to the large scale bottom jet (i.e., the viewing angle). Images at
frequencies lower than 230 GHz might provide more deﬁnitive proof of misalignment
by directly capturing the disk warping region, located within roughly 20 rg of the
BH (see Fig. 3.3). However, the typical beam sizes for radio interferometric images
at 43 GHz and 86 GHz are presently too large to adequately resolve the inner 20 rg .
Imaging the jet base region with suﬃcient resolution to capture the warping of the
disk and the jet as well as checking for time variability in the EHT observations (see
Sec. 3.4.1) will go a long way towards testing our prediction of a tilted disk in M87.

3.4.3

Varying the observer inclination and longitude

Figure 3.11 shows the blurred 230 GHz and 43 GHz images for model T30 observed
over a range of inclination angles, θ0 = 180◦ −90◦ , as well as also azimuthally rotating
the observer around the large scale bottom jet with ϕ0 = 0◦ −360◦ , assuming Rh = 10
and scaled to M87* at an accretion rate of 3.75 × 10−4 M⊙ yr−1 (see middle row of
Fig. 3.6). Using this catalogue of images, we can pick out the best-ﬁt images as
compared to the EHT M87* image. Firstly, we see that ring brightness asymmetry
constraint favours smaller inclinations, along with a few acceptable images at θ0 ∼
45◦ and ϕ0 . 30◦ or & 330◦ . If matching the jet PA to 288◦ and requiring the
bright crescent to be in the bottom-left of the image, higher ϕ0 values are clearly
favoured. This result shows that accounting for the large-scale jet orientation is crucial
in constraining the acceptable values of θ0 and ϕ0 . Secondly, at higher inclinations,
the spectral shape for each tilt model is suﬃciently distinguishable (see Fig. 3.5) and
perhaps the M87 SED might be able to rule out some observer inclinations. Not only
can we use these images to ﬁt for M87, but given that Sgr A* extends over a similar
angular size in the sky (due to comparatively close values for the ratio of the BH
mass and the distance), we can also ﬁt these images to upcoming EHT observations
of Sgr A* in the same manner.
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Figure 3.11: Images at 230 GHz (opposite page) and 43 GHz (above) for different values of the observer inclination θ0 and longitude ϕ0 , for a
single snapshot of model T30 with Rh = 10. The box sizes are 110 × 110 µas2 and 150 × 150 µas2 for the 230 and the 43 GHz images respectively.
A strong dependence of the images on ϕ0 due to the non-axisymmetric nature of the disk/jet warping is clearly seen. The BH spin vector direction
is also shown with a white arrow and the X (O) indicating whether the BH spin vector is pointing into (out of) the image plane. The arrow length
is indicative of the BH spin projection onto the image plane. The images have been rotated to fit the 43 GHz jet PA from Walker et al. (2018).
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Figure 3.12: Time-averaged edge-on GRRT images of misaligned BH disk/jet systems using Rh =1
calculated over [99960, 100960] tg and zoomed-in to the inner 100 × 100 µas2 region. The camera
is positioned at (θ0 , ϕ0 )=(90◦ , 0◦ ). From left to right: images at frequencies of 43 GHz, 86 GHz,
230 GHz and 345 GHz, along with the convolved 230 GHz image. From top to bottom: underlying
models T0, T30 and T60. With Rh = 1, the electron temperature is taken to be the same as that
of the ion temperature everywhere, hence the disk shines brighter than the jet, which usually has a
lower ion temperature.

3.5

Conclusions

In this work, using our GPU-accelerated GRMHD code h-amr, we have simulated
three BH accretion disks, with the disk mid-plane initially misaligned by 0◦ , 30◦ and
60◦ with respect to the z = 0 plane. Using these three models, we calculated the
ﬁrst synthetic radio images of misaligned accretion disk/jet models scaled to the M87
black-hole mass, performing radiation transfer using the GRRT code bhoss. Our
analysis of the 230 GHz synthetic images suggests that M87∗ could host an accretion
disk with a reasonably large misalignment angle (. 60◦ ). In light of these results,
the misalignment angle, neglected in the current EHT theoretical models EHTC et al.
(2019c), may therefore be an important additional parameter within the observational
ﬁtting procedure of GRMHD simulation models worthy of further exploration. We
note that, recently, White et al. (2020) considered the case of weakly magnetised
misaligned disks and found results similar to this work, e.g., the apparent change in
the BH shadow size due to tilt. Such a prediction could be veriﬁed with future EHT
observations of M87∗ .
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Figure 3.13: Same as Fig. 3.12 (edge-on case), but with Rh =100. Here the jet contribution is more
significant as the disk electron temperature is much smaller. The streak in front of the shadow is
barely visible at 230 GHz and 345 GHz, in contrast to Fig. 3.12.

The present study has assumed that the emission originates solely from thermal
synchrotron radiation, further assuming an electron temperature prescription which
calculates the electron temperature from the GRMHD-based ion temperature. These
assumptions play an important role in the appearance of the M87* 230 GHz synthetic
images and warrant further study in order to fully address the question of possible
misalignment in M87. From semi-analytic modelling of the M87 spectra (e.g., Lucchini et al. 2019), the 230 GHz emission is expected to have a signiﬁcant non-thermal
synchrotron contribution, describable by a hybrid thermal-nonthermal electron distribution function (e.g., Davelaar et al. 2019). As Lucchini et al. (2019) mentions, the
X-ray spectrum is more likely to be dominated by the non-thermal emission rather
than by a synchrotron self-Compton inner jet. Therefore, self-consistently accounting
for both the EHT image characteristics and the X-ray spectra will be the most constraining avenue for modelling the mixed thermal/non-thermal synchrotron emission
in M87. Our future work will include two-temperature physics, which would allow
independent evolution of the electron and ion temperatures, and perhaps shall add
an additional layer of complexity in the system (e.g., Ressler et al. 2015; Ryan et al.
2018; Chael et al. 2018). Finally, with promising new telescope additions to the EHT
array in the near future and the possible advent of space-VLBI telescopes over the
next few decades, resolving smaller-scale structures close to the base of the jet will
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Figure 3.14: Time-averaged GRRT images of misaligned BH disk/jets targeted towards M87 (nearly
face-on). Same as Fig. 3.6, but with Rh =1. For Rh =1, the disk emission dominates the image in the
form of the photon ring, which is clearly distinguishable at all frequencies shown here. The blurred
230 GHz images look comparable to their Rh =10 versions, while at 43 GHz, there is almost no sign
of the jet.

gradually become a reality, playing a key role in the search for a misaligned disk in
M87 and other SMBH systems.

3.6
3.6.1

Supporting information
Considering disk- and jet-dominated emission

Here we discuss the GRRT images for Rh values of 1 and 100, for the two observer
positions mentioned in the text, namely, edge-on to the outer disk in Sec. 3.3.1 and
17◦ oﬀset to the bottom large-scale jet in Sec. 3.3.2.
Edge-on case
For Rh = 1, we have disk-dominated emission as the electron temperature is set to
be the same as the ion temperature [see eqn. (3.1)], which is higher in the disk as
compared to the jet. The disk warp is visible as the outer accretion disk becomes
increasingly optically thin, with the jet-dominated emission for Rh = 100. Higher Rh
images exhibit a curved streak similar to the one discussed above for Rh = 1, but now
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Figure 3.15: Same as Fig. 3.14 but with Rh =100. The southern crescent is slightly extended for
the tilted cases due to the boosted emission of the streak cutting across the face of the shadow. The
dark feature seen in the righthand side of the 43 GHz image of T60 is an artefact due to the jet
sheath crossing the polar axis of the GRMHD grid.

oﬀset from the shadow as the feature originates in the plunging streams and the jet
edge.
M87 case
The most prominent diﬀerence between Rh =1 and Rh =100 images lies in their brightest features at 43 GHz: the photon ring in the case of Rh =1 and the extended streak
in the case of Rh =100. The 43 GHz image features an optically thick accretion ﬂow
in front of the shadow region, which is absent in the corresponding Rh =1 image,
indicating that the streak originates in the sheath region.

3.6.2

Extended timing analysis: power spectra and structure
functions

In this section, we perform a Fourier transform of the 230 GHz lightcurves from
Sec 3.4.1 for our M87* models. Figure 3.16 shows the fractional root-mean-square
(rms) normalised power spectra for each of our models, using Rh =1, 10 and 100.
The cadence (∆t)min of our images is 10 tg ≡ 3.54 days, when scaled to M87*,
which enables us to capture the short timescale variability in the emission. Each
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Figure 3.16: We show the fractional root-mean-square (rms) normalised power spectra for the
230 GHz M87* lightcurve for models T0, T30 and T60 using Rh = [1, 10, 100]. We see that the
short timescale variability is described well by red noise (power ∝ frequency−2 ). However, the long
timescale variability, characterised by white noise (power independent of frequency), is not captured
due to the short time duration of our lightcurves.

power spectrum can be well-ﬁtted by a white noise component, where the power is
independent of the variability frequency, and a red noise component, where the power
scales as frequency−2 , smoothly joined together by a modiﬁed sigmoid function. The
modiﬁed sigmoid function Svar is deﬁned as a function of the variability frequency
(νvar ≡ 1/∆t):
Svar (νvar , nvar ) = {1 + exp [− (τrms νvar )

nvar

−1

]}

,

(3.7)

where τrms is deﬁned as the characteristic timescale where the variability transitions
from red noise, which dominates at shorter timescales, to white noise, which is more
characteristic of long timescales. We use nvar = 6 to reduce the transition zone.
Table 3.3 shows the fractional rms variability amplitude calculated from the power
spectra and the corresponding characteristic transition timescale τrms , determined
using a least-squares ﬁtting method. The overall trend is that with higher initial disk
tilt, the rms-percentage (rms%) increases, while higher Rh values result in larger rms%
as well (except for T0, where the rms% is relatively unchanged). This suggests that
introducing disk misalignment and/or a higher jet contribution to the total emission
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Figure 3.17: We show the structure function S 2 (∆t) (see eqn. (3.8)) for each tilt and Rh model.
The timescale ∆t spans from 10 tg ≃ 3.54 days to 1000 tg ≃ 354 days. The structure functions look
very similar except for model T0 with Rh = 100, where the saturation to white noise seems to be
achieved at shorter timescales as compared to the other models. Additionally, structure functions
suffer from a turnover at timescales comparable to the time duration of the lightcurve, which is what
we see for ∆t & 150 days.

rms%, τrms [days]
Rh =1

Rh =10

Rh =100

T0

7.4, 202.6

6.5, 157.3

6.0, 43.6

T30

7.4, 130.7

12.4, 343.0

12.4, 343.0

T60

10.9, 86.0

14.2, 231.7

16.8, 228.1

Model

Table 3.3: The fractional rms amplitude and best-fit characteristic timescale (τrms in days) from
the power spectra (Fig. 3.16) constructed from the 230 GHz M87* lightcurve for each disk/jet model
and Rh model (Fig. 3.8). The rms% shows that higher tilt angles and more jet contribution in the
emission results in larger variability, with the characteristic timescale of a few 100 days. Each power
spectrum is fitted with a white noise component and a red noise component, joined smoothly together
by a modified sigmoid function (see eqn. (3.7)). The best fit for τrms is found using a least-squares
method.
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results in more variability on longer timescales. Of course, the caveat is that the slope
of -2 for the power law is the steepest slope one can measure reliably with a boxcar
window Fourier method (which is what we used), where steeper slopes (≤ −2) get
converted to slope=-2 due to low-frequency leakage.
Bower et al. (2015a) analysed the variability of M87’s 1.3mm (≡230 GHz) lightcurve
over a period of 10 years using the Submillimeter Array (SMA) and found the characteristic timescale to be approximately 45+61
−24 days, modelling the lightcurve s(t) as
a damped random walk (DRW) process. They used a structure function S 2 (∆t) of
the form:
S 2 (∆t) =


1 X
s(t) − s(t + ∆t)2 ,
N

(3.8)

where N is the number of data points in the lightcurve and the summation is taken
over all lightcurve data points. Figure. 2 in Bower et al. (2015a) showed that the
structure function for M87 increases steadily on short timescales due to red noise,
saturating at long timescales due to white noise. This structure function was modelled
as:
2
2
SDRW
(∆t) = S∞
[1 − exp (−∆t/τsf )] ,

(3.9)

2
is the power in the lightcurve on long timescales and τsf is the characteristic
with S∞
timescale for the transition from red to white noise. Bower et al. (2015a) used a
Bayesian approach to model the lightcurve due to the noisy nature of observed data
and irregular spacing of the data points in time (following Dexter et al. 2014).
Here we choose to adopt the simpler approach of Chael et al. (2019), since our sampling cadence is constant, and directly ﬁt the structure functions (shown in Fig. 3.17)
for each tilt and Rh model with eqn. (3.9) using a least-squares method. Using this
technique, we see that τsf is of the order of a few tens of days (Table 3.4), in stark
contrast to the τrms values (Table 3.3). This result exposes the primary caveat of our
modelling approach for both the power spectra and the structure functions: the short
time duration of our analysed lightcurves. Figure 9 of Chael et al. (2019) shows that
white noise is achieved beyond timescales of 300 days, while the lightcurves cover 4.8
years, signiﬁcantly longer than the duration of our lightcurves.
Emmanoulopoulos et al. (2010) showed that one cannot reliably estimate timescales
with the structure function, which is illustrated by the incompatibility between τsf
and τrms . Our power spectra from the year-long lightcurve cannot explain τsf values
as we clearly have a suﬃciently long-enough duration to see the noise transition from
red to white on timescales of 10-20 days, suggesting that the timescales are longer
than that given by the structure functions. However, we must note that we have
very few power estimates at the lowest frequencies, and their statistical error (arising
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τsf [days]
Rh =1

Rh =10

Rh =100

T0

26.3

22.8

10.7

T30

14.0

33.1

34.9

T60

38.3

19.9

12.7

Model

Table 3.4: The best-fit characteristic timescale (τsf in days) from the structure functions (Fig. 3.17)
constructed from the 230 GHz M87* lightcurve for each disk/jet model and Rh model (Fig. 3.8),
fitted with eqn. (3.9) using a least-squares method. The bounding box for the fitting is [3.54, 150]
days, with the lower end indicating the cadence of the data sampling. The upper end is chosen such
that we avoid the turnover of the structure function at timescales comparable to the time duration
of the lightcurve (∼1 year).

from the stochastic nature of the light curve) is equal to the powers themselves, which
makes it diﬃcult to ﬁnd a good ﬁt for the timescale. Further, the use of least-squares
minimisation is unsuitable for ﬁnding the turnover frequency as the error distribution is exponential rather than Gaussian in behaviour. However, the least-squares
technique is no doubt the most straightforward ﬁtting method and provides good
order-of-magnitude estimates.

3.6.3

A glossary of images from our models

Here we provide a collection of images at 230 GHz and 43 GHz for the aligned model
T0 (Fig. 3.18) and misaligned model T60 (Fig. 3.19). Fig. 3.18 clearly shows that
images for an aligned BH disk/jet system is independent of the camera longitude ϕ0 ,
while Fig. 3.19 further illustrates the powerful eﬀect of misalignment of BH images,
with more pronounced disk/jet warping as compared to Fig. 3.11.
We also note that the images for the camera inclination θ0 = 0◦ do not change
with ϕ0 due to the direction of the camera “up” vector. In order to illustrate the
orientation of the camera, we can consider an analogue of the situation: imagine a
person walking on the surface of the Earth with their eyes always directed towards
the North Pole. In this analogy, their feet are pointing downwards, towards the centre
of the Earth: this vector can be thought of as the camera “viewing” vector that is
normal to the image plane, pointing into the plane. Their eyes are always looking
straight ahead, towards North: this is the same as the camera “up” vector which is
the positive y-axis in each of our images. In each M87* image, the camera “up” vector
is rotated such that the large scale GRMHD jet projected onto the image plane ﬁts
the M87 jet PA. At θ0 = 0◦ (i.e., at the North Pole), the deﬁnition of a longitude
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Figure 3.18: A glossary of images: Single snapshot images at 230 GHz (opposite page) and 43 GHz (above) scaled to M87* and rotated to
fit the M87* jet PA for different values of the observer inclination θ0 and longitude ϕ0 , for aligned model T0 with Rh = 10. The box sizes are
110 × 110 µas2 and 150 × 150 µas2 for the 230 and the 43 GHz images respectively. The white arrow indicates the BH spin vector direction with
the arrow length illustrating the spin projection onto the image plane. The X (O) indicates whether the BH spin vector is pointing into (out of)
the image plane. These images are similar to the ones considered in EHTC et al. (2019c), where GRMHD models were used to interpret the M87*
image. Refer to Sec. 3.4.3 for further details.
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Figure 3.19: Single snapshot images at 230 GHz (opposite page) and 43 GHz (above) scaled to M87* and rotated to fit the M87* jet PA
for different values of the observer inclination θ0 and longitude ϕ0 , for tilted model T60 with Rh = 10. The box sizes are 110 × 110 µas2 and
150 × 150 µas2 for the 230 and the 43 GHz images respectively. The arrow direction and length indicates the BH spin direction and projection
onto the image plane, with X (O) meaning into (out of) the plane. The warping of the disk and jet significantly alter the 43 GHz images.
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fails, and hence, changing ϕ0 does not change the orientation of the image.
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Abstract
Sgr A∗ exhibits regular variability in its multiwavelength emission, speciﬁcally approximately daily X-ray ﬂares as well as almost continuous near-infrared (NIR) ﬂickering. The origin of this ﬂaring is still ambiguous, since both inverse Compton and
synchrotron emission are possible radiative mechanisms, but the underlying particle
distributions particularly with regards to a non-thermal contribution are not well constrained. In this work, we extend previous studies of ﬂare ﬂux distributions employing
3D general relativistic magnetohydrodynamics (GRMHD) simulations of accreting
black holes accreting using the GPU-accelerated code h-amr at higher resolutions
than previously attempted. We use the general relativistic ray-tracing (GRRT) code
bhoss to perform radiative transfer assuming a hybrid thermal+non-thermal electron
energy distribution. We extract ∼ 60 hr lightcurves in the sub-millimetre, NIR and Xray wavebands and compare the power spectra and the cumulative ﬂux distributions
of the lightcurves to statistical descriptions for Sgr A∗ ﬂares. Our results indicate
that turbulence-driven variability in current sheets layers of weakly magnetised disks
is able to suﬃciently describe the aforementioned distributions while fulﬁlling multiwavelength ﬂux constraints, consistent with previous studies. These models exhibit
high rms amplitudes, & 200% in the NIR and ∼ 150% in the X-rays, with changes in
accretion rate driving the 230 GHz ﬂux variability.

4 Non-thermal flaring in Sgr A∗

4.1

Introduction

The extreme physical conditions in the immediate vicinity of accreting black hole
(BH) environments present a unique opportunity to study the acceleration of particles
to energies unattainable on Earth. Magnetised plasma turbulence, instabilities, and
shocks occurring naturally in accretion ﬂows and outﬂows all are possible processes
that trigger particle acceleration. To understand how particle acceleration works
in nature, one needs to test the current theories about these mechanisms against
suﬃcient observational data. Sagittarius A∗ (Sgr A∗ ), the supermassive BH (SMBH)
at the centre of our galaxy, presents an excellent opportunity to do this very thing due
to its proximity and rapidly varying ﬂuctuations in the X-rays that could potentially
arise from particle acceleration near the BH (e.g., Markoﬀ 2005).
Intensive monitoring of Sgr A∗ has led to accurate measurements of stellar orbits
yielding a BH mass of MBH = 4.1 × 106 M⊙ (Ghez et al. 2005; Gillessen et al. 2017;
Gravity Collaboration et al. 2018b) at a distance of DBH = 8.15 kpc (e.g., Ghez
et al. 2008; Boehle et al. 2016; Reid et al. 2019) from the Earth as well as resulted
in a systematic study of its emission in the radio, millimeter (mm), near-infrared
(NIR) and X-ray wavebands (e.g., see Genzel et al. 2010, and reference therein).
Sgr A∗ is a remarkably faint SMBH (luminosity Lbol ∼ 10−9 LEdd , where LEdd is
the Eddington luminosity) that accretes gas at an estimated rate of Ṁ ∼ 10−9 −
10−7 M⊙ yr−1 (Bower et al. 2003; Marrone et al. 2007; Wang et al. 2013a). Almost
∼ 99% of the accreted gas at the Bondi scale is lost due to turbulence as the ﬂow
reaches the black hole (Wang et al. 2013a). Such a low accretion rate implies that
the accretion ﬂow is radiatively-ineﬃcient (e.g., Yuan et al. 2003; also see Yuan &
Narayan 2014 and references therein). In spite of its low luminosity, Sgr A∗ is our
best opportunity to study a SMBH via its interaction with accreting material due to
its close proximity to us, and plays a crucial role in our understanding of extreme
gravitational environments.
Observations at multiple wavelengths over the previous two decades have well
constrained the quiescent spectrum of Sgr A∗ . In the sub-millimetre (sub-mm) band,
Bower et al. (2019) ﬁnd a spectral index of αν ≃ −0.31 (where the ﬂux density
Fν ∝ ν αν ) with the peak ﬂux lying between 1-2 THz. Using a thermal synchrotron
emission model to account for both the sub-mm and the NIR ﬂux, Bower et al. (2019)
estimate that the electron temperature Te ≃ 1011 K) along with a small magnetic ﬁeld
strength (∼ 10 − 50 G) in the inner accretion, consistent with previous semi-analytic
results (e.g., Falcke et al. 2000; Yuan et al. 2002). In the quiescent state, the Xrays seem to be dominated by thermal bremsstrahlung from Bondi-scale accretion
ﬂow (e.g., Quataert 2002; Baganoﬀ et al. 2003; Yuan et al. 2003; Connors et al. 2017).
Apart from its low-luminosity quiescent state, Sgr A∗ regularly displays ﬂuctuations in
ﬂux across multiple frequencies, most prominently in the NIR and X-ray bands. Ever
since Baganoﬀ et al. (2001) reported the ﬁrst detection of an X-ray ﬂaring event in
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Sgr A∗ with the Chandra X-ray Observatory (Chandra), the SMBH has been the target
of multiple observational campaigns (e.g., the 3 Ms 2012 Chandra X-ray Visionary
Project1 and the Swift monitoring campaign; Degenaar et al. 2015). Recently, Do
et al. (2019) and Haggard et al. (2019) reported the largest ﬂares yet detected from
Sgr A∗ at 2.12 µm (NIR) with the Keck Telescope and in the 2-8 keV energy band
(X-ray) with Chandra, respectively. Further, NuSTAR observations conﬁrmed that
Sgr A∗ X-ray ﬂares have higher energy extensions (e.g., Barrière et al. 2014) with a
luminosity of L(3-79 keV)∼ (0.7 − 4.0) × 1035 ergs s−1 and photon index Γ = 2.2 ± 0.1
(Zhang et al. 2017) similar to that of the 2-8 keV Chandra Nowak et al. (2012) photon
index (Γ ≃ 2.0). In fact, the X-ray emission of Sgr A∗ is the lowest among observed
low-luminosity SMBHs, allowing the detection of low-ﬂux stochastic ﬂaring events in
the innermost regions of the accretion ﬂow. Is this perhaps due to the absence of a
pronounced jet feature that usually dominates the X-ray emission in other accreting
SMBHs? The amount of observational data collected via the aforementioned eﬀorts
allows us to investigate these pivotal questions about the underlying plasma conditions
in Sgr A∗ ’s environment .
Most semi-analytical studies are agnostic about the exact mechanism behind particle acceleration in Sgr A∗ (e.g., Quataert & Narayan 1999; Özel et al. 2000; Markoﬀ
et al. 2001b; Yuan et al. 2003; Connors et al. 2017), whether it be from shocks or
magnetic reconnection. Non-thermal synchrotron emission is generally more favoured
over synchrotron-self-Compton (SSC) to be the source of simultaneous NIR and X-ray
ﬂaring events, though it is diﬃcult to statistically diﬀerentiate between the ﬂare ﬂux
distributions from the two models (Dibi et al. 2016). Furthermore, Dibi et al. (2016)
shows that the large diﬀerence between the slopes of NIR and X-ray cumulative distribution functions is not well described by simpler synchrotron scenarios and leaves
the door open for a fuller exploration of models involving both SSC from a thermal
electron population and synchrotron from a non-thermal electron population. In nonthermal ﬂare models, cooling of synchrotron electrons plays a vital role in reproducing
the steepening in the spectral slope from NIR to X-ray (e.g., Dodds-Eden et al. 2009,
2010; Dibi et al. 2014; Ponti et al. 2017). This idea gained even more traction with the
recent Gravity Collaboration et al. (2018a) detection of three NIR ﬂares consistent
with a hotspot orbiting at a distance of ∼ 6 − 10 gravitational radii (rg ≡ GMBH /c2 ,
where G and c are the gravitational constant and the speed of light respectively)
from the BH with an inclination of approximately 140◦ degrees and an orbital period
∼ 115 minutes (Gravity Collaboration et al. 2020a). This detection points towards
localised mechanisms such as magnetic reconnection and electron heating behind NIR
ﬂaring. However, for the large NIR ﬂare reported in Do et al. (2019), the authors
suggest that an increase in the accretion rate could explain the exceptionally high
ﬂux. This naturally raises questions as to whether there are alternate mechanisms
1 http://www.sgra-star.com

107

4 Non-thermal flaring in Sgr A∗

that can lead to such changes in the NIR emission. Indeed, recent work by Gutiérrez
et al. (2020) demonstrates that large NIR ﬂares could have a non-thermal origin in
the form of a magnetised blob of plasma, i.e., a plasmoid. Local particle-in-cell simulations show that plasmoids can naturally form as a result of relativistic magnetic
reconnection in environments that are prevalent in accretion disks as well as the jet
boundary (e.g., Sironi et al. 2015; Ball et al. 2018b), but whether such plasmoids
grow to the sizes required to explain the enormous ﬂux is not yet known. The enormous computational demands of these simulations prohibits the exploration of bulk
ﬂow eﬀects on the microscopic plasmoid behaviour, requiring alternate schemes to
incorporate the global turbulence of accretion ﬂows.
Over the past decades, the theoretical astrophysics community has increasingly
used general relativistic magnetohydrodynamic (GRMHD) simulations of accreting
BHs to produce a more self-consistent description of accretion dynamics. GRMHD
simulations usually employ the single ﬂuid approximation, assuming that the ion
temperature dominates the ﬂow temperature. Therefore, we require a model that
describes the electron temperature in postprocessing (e.g., Howes 2010; Rowan et al.
2017; Werner et al. 2018). The electron temperature models along with other GRMHD
quantities inform general relativistic ray-tracing (GRRT) codes that generate multiwavelength spectra in order to compare with the observed spectrum of Sgr A∗ (e.g.,
Dexter et al. 2009; Mościbrodzka et al. 2009; Dexter et al. 2010; Dibi et al. 2012a;
Shcherbakov et al. 2012; Drappeau et al. 2013; Mościbrodzka & Falcke 2013; Chan
et al. 2015; Davelaar et al. 2018; Anantua et al. 2020). An alternative approach is
to evolve the electron thermodynamics along with the gas evolution self-consistently
within a GRMHD simulation (e.g., Ressler et al. 2015; Ryan et al. 2017; Chael et al.
2018; Dexter et al. 2020a). Using the robust framework of GRMHD+GRRT methods,
quite a few studies have tried to investigate the properties of the accretion ﬂow that
lead to ﬂares. The 2D GRMHD simulations in Drappeau et al. (2013) consider thermal SSC origins of X-ray ﬂaring. Chan et al. (2015) was the ﬁrst to use 3D GRMHD
simulations that invoke thermal bremsstrahlung emission to model undetected X-ray
ﬂares (. 10% of the quiescent X-ray ﬂux; Neilsen et al. 2013), thought to come from
the inner accretion ﬂow. Further, the simulations of Ball et al. (2016) in 3D and Davelaar et al. (2018) in 2D use a hybrid thermal+non-thermal synchrotron model (Özel
et al. 2000) and a κ-distribution model, respectively, to study Sgr A∗ ’s X-ray emission.
However, the 2D restriction and the low resolution of these simulations might result in
spurious numerical artefacts. Indeed, very recently, Dexter et al. (2020b) and Porth
et al. (2020) employ high resolution 3D GRMHD simulations to argue that magnetically saturated BHs release small scale magnetic eruptions leading to the formation
of orbiting NIR features, and thus, is a possible mechanism to explain GRAVITYobserved ﬂares. These papers ﬁnd that the observed hotspots orbit faster than the
simulated NIR features, hinting at super-Kelperian motions (e.g., Matsumoto et al.
2020). Although these studies restricted their scope to reconnecting features in the
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disk, possible NIR ﬂare models do not yet preclude outﬂowing magnetic reconnecting
zones at wind or jet boundaries, viewed in projection (e.g., Ball et al. 2020; Nathanail
et al. 2020; Ripperda et al. 2020), despite the apparent absence of a well-collimated
outﬂow in Sgr A∗ (though the size constraints of the central sub-mm source might
allow for a jet; e.g., see Markoﬀ et al. 2007; Issaoun et al. 2019). The highly anticipated results of the Event Horizon Telescope (Doeleman et al. 2008; EHTC et al.
2019a) observations of Sgr A∗ promise to reveal much more about the horizon-scale
structure and add to the enormous plethora of observational data. Despite the recent
advances made in modelling ﬂares, no 3D high resolution GRMHD simulation has yet
been done that tackles the inconsistency of Sgr A∗ ’s NIR/Xray ﬂare ﬂux distribution
slopes raised in Dibi et al. (2016) and whether turbulence-driven non-thermal activity
explains the overall behaviour of NIR and X-ray ﬂares.
To address these questions, in this work, we employ the state-of-the-art GPUaccelerated GRMHD code h-amr (Liska et al. 2019a) to simulate BH accretion disks
and jets and the GRRT code bhoss (Younsi et al. 2020) to generate spectra assuming
a hybrid thermal+non-thermal electron distribution. We evolve fully 3D simulations
at higher than previously used resolutions over a signiﬁcantly long time period for
the ﬁrst time. The long lightcurves thus produced also provide a key perspective
beyond spectral properties. To that end we also extract NIR/X-ray ﬂare statistics
from the simulations, providing a view of GRMHD BH disks complementary to other
recent theoretical papers that focus on magnetised features to explain the NIR ﬂaring
(e.g., Ball et al. 2020; Dexter et al. 2020b; Gutiérrez et al. 2020; Petersen & Gammie
2020; Porth et al. 2020). For the NIR/X-ray ﬂare statistics, we primarily focus on
comparing cumulative ﬂux distributions both in the NIR (Witzel et al. 2012, 2018;
Do et al. 2019) and the X-rays (Neilsen et al. 2013, 2015), restricting our analysis
to the inner accretion ﬂow (within 100 rg ). We provide a detailed overview of our
numerical methods in Sec. 4.2, present and discuss our results in Sec. 4.3 and 4.4,
and subsequently, conclude in Sec. 4.5.

4.2
4.2.1

Methodology
GRMHD simulation setup

h-amr (Liska et al. 2018b; Chatterjee et al. 2019; Porth et al. 2019; Liska et al. 2019a)
evolves the GRMHD equations set in a ﬁxed Kerr spacetime, speciﬁcally in logarithmic
Kerr-Schild (KS) coordinates. h-amr makes use of advanced techniques such as
adaptive mesh reﬁnement (AMR), static mesh de-reﬁnement, local adaptive timestepping and a staggered mesh setup for evolving the magnetic ﬁeld (see Liska et al.
2019a for more details about these methods, and Porth et al. 2019 for comparisons to
results from other current GRMHD codes for a standard BH accretion disk problem).
We adopt the geometrical unit convention, taking G = c = 1, and normalise our
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GRMHD parameters
Model
All
Model

a
0.9375

Resolution

rin

rmax

rout

(Nr × Nθ × Nϕ )

[rg ]

[rg ]

[rg ]

12.5

25

1000

240 × 144 × 256

B-ﬂux

Q-factor

tsim

strength

(Qr , Qθ , Qϕ )

[104 rg ]/c

Wa93

Weak

(7.4, 8.5, 30.6)

2.93

Sa93

Strong

(34.0, 25.7, 84.4)

3.34

GRRT parameters
FOV

Image

Sgr A∗ MBH & DBH

Inclination

resolution

[M⊙ , kpc]

[degrees]

All

[rg × rg ]
100 × 100

256 × 256

Model

Rhigh

Model

Rlow

6

4.1 × 10 , 8.15

Accretion rate

85◦

ǫC

[M⊙ yr−1 ]
Wa93
Sa93

10
40

10
10

3.69 × 10−8
−8

2.12 × 10

0.01
2.5 × 10−4

Table 4.1: Top row: GRMHD parameters common to simulation models used in this work dimensionless BH spin (a), simulation grid resolution, disk inner radius rin , disk pressure-maximum
radius rmax , and outer grid radius rout . 2nd row: simulation model names, disk magnetic flux
content, density-weighted volume-averaged MRI quality factors Qr,θ,ϕ (see Sec. 4.2.1 for definition),
and total simulation time tsim in rg /c. 3rd row: GRRT parameters common to radiative models observer field of view (FOV), GRRT image resolution in pixels, Sgr A∗ BH mass and distance used
for GRRT calculations, and source inclination angle with respect to observer. Bottom row: radiative
model names, Rhigh and Rlow parameters for the electron temperature prescription (eqn. (4.3)),
and the electron acceleration efficiency coefficient for the constant power-law injection scheme (see
Sec. 4.2.2).

length scale to the gravitational radius rg = GMBH /c2 . The GRMHD simulation grid
is axisymmetric with the BH spin parameter a = 0.9375 and extends from r = 1.21rg
to 103 rg . The grid resolution is Nr × Nθ × Nϕ ≡ 240 × 144 × 240. Such a resolution is
suﬃcient to resolve the magnetorotational instability (MRI; Balbus & Hawley 1991)
r,θ,φ
in the disk. We use the standard MRI quality factors Qr,θ,ϕ =< 2πvA
>ρ / <
r,θ,φ
Ω >ρ to measure the number of cells resolving the largest MRI wavelength,
∆
volume-averaged over the disk (using the gas density ρ as the weight in the average;
i
, ∆i and Ω are the
Chatterjee et al. 2020, i.e., chapter 3). In the deﬁnition of Q, vA
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Alfvén speed in the i-th direction, the corresponding cell size and the ﬂuid angular
velocity, repectively. While we adequately resolve the MRI in model Sa93 with Q
values above 25 (a minimum of 10 is usually quoted for convergence of disk parameters,
see Hawley et al. 2011; Porth et al. 2019), model Wa93 is only marginally resolved due
to weaker magnetic ﬁelds in the disk. A brief summary of the simulation details is
given in Table 4.1. We use outﬂowing radial boundary conditions (BCs), transmissive
polar BCs and periodic ϕ-BCs. We did not make use of AMR in this work.
The accretion disk is set up in the form of the standard Fishbone & Moncrief (1976)
hydrostatic torus rotating around the spinning BH (refer to Table 4.1 for torus and
other model speciﬁcations). A non-relativistic ideal gas equation of state is assumed:
the gas pressure pgas = (γad − 1)ug , where γad = 5/3 and ug is the internal energy.
We performed two simulations, one that leads to a weak jet (model Wa93) and the
other a relatively much stronger jet (model Sa93). We assume a single poloidal loop
in the initial disk magnetic ﬁeld conﬁguration for both simulations, indicated by the
~
magnetic vector potential (A):

Wa93 : Aφ

∝



Sa93 : Aφ

∝



ρ − 0.2,
0,

if ρ > 0.2,
otherwise.

(ρ − 0.05)2 r5 ,
0,

if ρ > 0.05,
otherwise,

(4.1)
(4.2)

where ρ is the rest-mass gas density. The magnetic ﬁeld strength in the initial condition is normalised by setting max(pg )/ max(pB ) = 100, where pB = B 2 /8π is the
magnetic pressure and B is the magnetic ﬁeld strength.
All current codes often experience numerical errors when solving the GRMHD
equations for gas density and internal energy within the vacuous jet funnel. These
errors are due to gas either being expelled as an outﬂow or accreted via the BH’s
gravity, leaving behind a vacuum region that GRMHD codes fail to deal with, hence
requiring the use of an ad-hoc density ﬂoor model. We set a minimum gas density limit


of ρmin c2 ≥ max pB /50, 2 × 10−6 c2 (r/rg )−2 and a minimum internal energy limit


of ug,min ≥ max pB /150, 10−7 c2 (r/rg )−2γad , mass-loading the jet funnel according
to the implementation described in Ressler et al. (2017).

4.2.2

Radiative transfer model

We generate multiwavelength images and spectra of both simulations (scaled to the
mass and distance of Sgr A∗ ) at a cadence of 5 rg /c using general relativistic raytracing (GRRT) code bhoss (Younsi et al. 2016, 2020) accounting for all emission
within 100 rg . For baseline comparisons to previous studies, we ﬁrst describe a treatment for the electron energy distribution that is very similar to several other prior
works, such as e.g., Özel et al. (2000); Markoﬀ et al. (2001b); Broderick & McK-
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inney (2010); Dexter et al. (2012b); Connors et al. (2017). Speciﬁcally, we employ
a hybrid thermal+non-thermal electron distribution, assuming a relativistic thermal
Maxwell-Jüttner distribution for the thermal synchrotron emissivity and absorption
(using the prescriptions of Leung et al. 2011) and two diﬀerent acceleration models
for the non-thermal synchrotron emission. We calculate the electron temperature Te
via a prescription based on turbulent heating models (Mościbrodzka et al. 2016) that
gives us the ion-electron temperature ratio (R ≡ Ti /Te ) in the form,
R=

Rlow + Rhigh βP2
,
1 + βP2

(4.3)

where βP is the plasma-β, deﬁned as the ratio of the gas and magnetic pressures. The
electron temperature then is calculated:
Te =

mp c2 pgas
ρkB R

(4.4)

where mp and kB are the proton mass and the Boltzmann constant respectively.
Hence, in the next subsections, we explore two diﬀerent approaches based on
the aforementioned physical arguments on injecting a non-thermal distribution of
electrons in magnetised regions. We implement two diﬀerent non-thermal GRRT
models to calculate the radiative output of each GRMHD model (see Table 4.1). We
adopt Rhigh − −Rlow values that produce spectra that most resemble the Sgr A∗ ’s
sub-mm to NIR spectrum. The speciﬁc values of Rhigh and Rlow are given in Table 4.1.
Constant power-law injection: ǫC model
First, we consider a simple non-thermal synchrotron model where electrons are accelerated via magnetic dissipation, inspired by the early hybrid thermal+non-thermal
model of Özel et al. (2000). In practice, we inject a population of electrons with an
energy density that is a fraction of the available magnetic ﬁeld energy (e.g., Broderick & McKinney 2010; Dexter et al. 2012b). The comoving energy density in the
non-thermal population (Unth ) is given by,

Unth =

Z

γmax

γ
γmin

dNnth
me c2 dγ,
dγ

(4.5)

where we have a power-law distribution dNnth /dγ ∝ γ −p . Here, γ is the electron
Lorentz factor, p is the power-law distribution index, and γmax and γmin are the
minimum and maximum electron Lorentz factors in the distribution, respectively.
The injected power-law index is chosen to be p = 2.0, motivated by both observations
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(e.g., Nowak et al. 2012) and semi-analytical work (e.g., Connors et al. 2017). The
total thermal energy density is given by,
Uth = nth uth = nth a(Θe )Θe me c2 ,
(4.6)
R∞
where nth = 1 N0,th (dNth /dγ)dγ is the total thermal electron number density. Here,
Θe = kB Te /me c2 is the dimensionless electron temperature with me as the electron
mass. Gammie & Popham (1998) gives a(Θe ) in a simpliﬁed form,
a(Θe ) =

6 + 15Θe
.
4 + 5Θe

(4.7)

This expression for a(Θe ) gives us thermal energy density uth = (3/2)Θe for small Θe ,
i.e., non-relativistic temperatures, and uth = 3Θe for large relativistic temperatures.
In order to smoothly transition from the Maxwellian to the power-law distribution,
we set γmin = γpk ≃ 1 + uth /me c2 (i.e., the peak of the Maxwellian distribution),
while γmax is assumed to be γmax = ηγ γmin . Markoﬀ et al. (2001b) found that in
order to explain the Baganoﬀ et al. (2001) X-ray ﬂare, the required γmax & 105 , thus
motivating an assumed ηγ of 104 as so to achieve large X-ray ﬂuxes in regions with
high electron temperatures.
In order to identify highly magnetised regions, we employ an exponential function
for the acceleration eﬃciency that promotes non-thermal activity in regions where the
magnetic energy dominates over the rest-mass energy (i.e., where pB & ρc2 ). Such a
method was used before in Broderick & McKinney (2010) where the authors argue
that particles should only be eﬃciently accelerated in magnetically dominated regions
such as current sheets. Following Broderick & McKinney (2010), the non-thermal
total energy density is set to be,

Unth =



2ǫC
1 + exp(ρc2 /pB )



pB .

(4.8)

The above equation, combined with eqn. (4.5), gives us the non-thermal number
density for each grid cell, and captures changes in magnetic energy density that might
lead to NIR/X-ray variability, given a constant eﬃciency coeﬃcient ǫC . As Broderick
& McKinney (2010) state, eqn. (4.8) reduces to Unth = ǫC pB in highly magnetised
zones. We note that the reduced form of eqn. (4.8) is the same as that employed in
Dexter et al. (2012b), where the authors considered the jet launching region in M87.
Particle-in-cell (PIC) simulations provide a more self-consistent explanation of the
generation of non-thermal activity by resolving the formation and evolution of plasmoids within current sheets using a fully kinetic framework (e.g., Sironi & Spitkovsky
2014; Guo et al. 2014; Werner et al. 2018; Ball et al. 2018b). In the next section, we
describe a PIC-motivated radiation model.
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Varying power-law injection: ǫPIC model
In the previous section, we relied on a physically motivated ad-hoc prescription for
the acceleration eﬃciency and a constant power-law index, and remain agnostic about
the accelerating process. In the case of magnetic reconnection, we know from PIC
simulations that for magnetic reconnection, both of these quantities is dependent on
the surrounding conditions, such as plasma-βP and the magnetisation (e.g., Werner
et al. 2018; Ball et al. 2018b, and references therein), especially in the trans-relativistic
regime (i.e., σ ∼ 1). Current 3D GRMHD simulations lack the resolution required
to resolve the small-scale structure of plasmoids, magnetised blobs of gas, that form
as a result of magnetic reconnection in current sheets. Only recently have we seen
plasmoid evolution in high resolution 2D GRMHD simulations (Nathanail et al. 2020;
Ripperda et al. 2020). While it is conceivable that current sheets may be resolvable
using advanced simulation grids such as adaptive meshes, for this study, we rely on
current sheets and particle acceleration prescriptions from PIC parameter surveys to
generate the variability seen in the X-ray emission of Sgr A∗ .
We incorporate the non-thermal electron acceleration attributes given for magnetic reconnection given by Ball et al. (2018b). Davelaar et al. (2019) used the same
acceleration prescriptions to incorporate non-thermal particles in their simulations of
M87. The primary diﬀerence in our approach is that whereas Davelaar et al. (2019)
employed the use of the relativistic κ−distribution function (Xiao 2006), applying
only the power-law index prescription of Ball et al. (2018b), we calculate the thermal
and non-thermal components of the synchrotron emission separately and account for
both PIC-motivated power-law indices and eﬃciencies. Thus this approach removes
two degrees of freedom from our ﬁrst radiative scheme. We identify current sheets in
the disk/sheath as regions with small values of βP−1 (i.e., regions where magnetic ﬁelds
reconnect and the ﬁeld strength drops) encapsulated by regions of high βP−1 (e.g., Ripperda et al. 2020). In Ball et al. (2018b), the ambient plasma-βP and magnetisation
σM = B 2 /4πρc2 (hereafter referred to as βP,amb and σM,amb ) are used to parameterise
the non-thermal distribution slope and acceleration eﬃciency. The ambient values in
our simulations are calculated via averaging over 5 cells in each direction as follows:
(i+2,j+2,k+2)
−1
=
βP,amb

X

βP−1 (r, θ, φ)

(4.9)

σM (r, θ, φ).

(4.10)

(i−2,j−2,k−2)
(i+2,j+2,k+2)

σM,amb =

X

(i−2,j−2,k−2)

Ball et al. (2018b) give the power-law electron distribution slope p and the non-thermal
acceleration eﬃciency ǫPIC in the form:
p = Ap + Bp tanh Cp βP,amb ,
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√
−0.19
0.26
where Ap = 1.8 + 0.7/ σM,amb , Bp = 3.7σM,amb
, Cp = 23.4σM,amb
, and,

ǫPIC

R∞

(γ − 1)
γpk
R∞
=

h

γpk

dN
dγ

−

dNth (γ,Θe )
dγ

(γ − 1) dN
dγ dγ

i

dγ
.

(4.12)

Since the total electron number density is ne = nth +nnth ≡ ρ/(mp +me ) (= np , the
total proton number density, due to charge conservation), we can write the eﬃciency
as,
R∞
(γ − 1) dNdγnth dγ
γpk
ǫPIC ≡ R ∞
,
(4.13)
e
(γ − 1) dN
dγ dγ
γpk

where, γpk is the peak Lorentz factor of the Maxwellian distribution. In order to
simplify the thermal case, we have chosen the minimum limit of the integration over
dNth /dγ) to be γ = 1 rather than γpk , which gives a simpler analytical form for the
total thermal energy density shown in eqn. (4.6). This assumption for the integral
limits for the thermal electron energy density results in a larger than expected population of electrons being accelerated to a power-law in high temperature regions, given
a constant acceleration eﬃciency as per eqn. (4.13).
The Ball et al. (2018b) acceleration eﬃciency prescription is given as follows:
ǫPIC = Aǫ + Bǫ tanh Cǫ βP,amb ,

(4.14)

0.55
0.07
0.13
where Aǫ = 1 − (4.2σM,amb
+ 1)−1 , Bǫ = 0.64σM,amb
and Cǫ = −68σM,amb
. This ﬁt
for the eﬃciency goes to zero for σM,amb ≪ 1 (non-relativistic reconnection), and 1
for σM,amb ≫ 1 (ultra-relativistic reconnection).

4.3

Results

4.3.1

GRMHD evolution

Figure 4.1 shows the time evolution of our simulations Wa93 and Sa93, illustrating the
horizon accretion rate Ṁ , the horizon outﬂow eﬃciency (in terms of the outﬂow power
Pout and Ṁ ),the horizon dimensionless magnetic ﬂux φBH = ΦBH /(hṀ irg c2 )1/2 and
the disk barycentric radius rdisk , deﬁned as follows:
ZZ
√
Ṁ = −
ρur −g dθ dϕ, ,
(4.15)
Pout = Ṁ c2 − Ė ,

(4.16)
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Figure 4.1: Time evolution of several simulation physical parameters, comparing between the weak
field Wa93 and the strong field Sa93 models. Panels show shows the (a) mass accretion rate Ṁ in
code units, (b) dimensionless outflow power efficiency Pout /Ṁ c2 , (c) dimensionless magnetic flux
φBH , and (d) barycentric radius rdisk in units of rg . We measure all quantities at the event horizon.
Section 4.3.1 lists the definitions of each quantity.

ΦBH =

rdisk

1
2

ZZ

|B r |

√

−g dθ dϕ ,

RR
√
r ρ −g dθ dϕ
= RR √
.
ρ −g dθ dϕ

(4.17)

(4.18)

where Ė, ur , B r and g ≡ |gµν | are the energy accretion rate, radial velocity, radial
magnetic ﬁeld and the metric determinant respectively (standard deﬁnitions from
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e.g., Porth et al. 2019; Chatterjee et al. 2020, i.e., chapter 3). The weak ﬁeld model,
Wa93, produces a jet with an average eﬃciency of . 6% while the strong ﬁeld mode
(Sa93) jet attains an eﬃciency of almost 100%. Jet eﬃciencies & 100% are known
to occur when the magnetic pressure around the BH becomes more dominant enough
to obstruct gas from accreting (e.g., Narayan et al. 2003; Tchekhovskoy et al. 2011),
leading to a magnetically arrested disk (MAD) state. Indeed, as shown in Dexter
et al. (2020b) and Porth et al. (2020), MAD conditions lead to magnetic eruptions
where magnetised low density bunch of ﬁeld lines (i.e., ﬂux tubes) escape from the
BH’s event horizon and interact with the surrounding accretion material via shearing
instabilities, heating up electrons as a result and causing NIR ﬂaring events (Dexter
et al. 2020b).
While neither simulation develops a MAD-like disk, Sa93 displays a signiﬁcant
diﬀerence in the jet power as well as the horizon magnetic ﬂux, which considerably
changes disk-jet dynamics close to the BH, especially with respect to disk turbulence.
Stronger outﬂows leads to a higher rate of momentum transport outwards and hence,
causes the disk to viscously spread out as illustrated by the increasing value of rdisk
over time in the case of Sa93. One important question remains for MADs or even
strong ﬁeld disks in the context of Sgr A∗ : these type of disks always produce powerful
jets that seem to be absent in Sgr A∗ . From the ongoing EHT observations of Sgr A∗ ,
we will hopefully be able to place much better constraints on the size of the source
as well as the structure of the horizon-scale ﬂow, which will prove crucial to settling
the question of jets from Sgr A∗ .

4.3.2

Multiwavelength spectrum of Sgr A∗ : observations and
GRRT modelling

We generate spectra for each of our hybrid thermal+non-thermal models assuming
the BH mass and distance to be that of Sgr A∗ (see Table 4.1: GRRT parameters).
From Fig. 4.1(a), we see that the accretion rate for each model at ﬁrst increases,
marking the start of accretion from the torus, and then slowly decreases and ﬁnally
settles at a time t ≃ 1.5 × 104 rg /c for model Wa93 and at t ≃ 2 × 104 rg /c for model
Sa93. We choose a time segment spanning in excess of 60 hours for each simulation.
The source inclination angle with respect to the observer is taken to be 85◦ in accordance with previous Sgr A∗ models (e.g., Markoﬀ et al. 2007; Mościbrodzka et al.
2009; Shcherbakov et al. 2012; Drappeau et al. 2013; Connors et al. 2017). Sgr A∗ ’s
inclination angle is still an open question with several other works employing smaller
inclinations (e.g., Dexter et al. 2010; Mościbrodzka & Falcke 2013; Chael et al. 2017;
Davelaar et al. 2018). The source azimuthal angle with respect to the observer is
0◦ as the BH disk-jet system is roughly axisymmetric (this quantity only becomes
important for misaligned BH disks Chatterjee et al. 2020, i.e., chapter 3). The ﬁeldof-view (FOV) for the GRRT imaging is 100 rg × 100 rg with an image resolution of
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Figure 4.2: Multiwavelength spectra for each radiative model: (a) Wa93-ǫC - weak field simulation
+ constant power-law injection non-thermal model, (b) Wa93-ǫPIC - weak field simulation + varying
power-law injection non-thermal model, (c) Sa93-ǫC - strong field simulation + constant power-law
injection non-thermal model and (d) Sa93-ǫPIC - strong field simulation + varying power-law injection
non-thermal model. We show the mean spectrum over the considered time segment (black solid line)
along with 1σ standard deviations from mean (in grey), and the spectrum for the simulation snapshot
with the brightest X-ray flare (orange dotted line). We include radio and sub-mm data points quoted
in Connors et al. (2017, ; blue circles), compiling historical data from Zylka et al. (1995); Serabyn
et al. (1997); Falcke et al. (1998); Zhao et al. (2001); Nord et al. (2004); Roy & Pramesh Rao
(2004); An et al. (2005); Lu et al. (2011); Brinkerink et al. (2015); Bower et al. (2015b). We also
include recent sub-mm observations at 233, 678 and 870 GHz from Bower et al. (2019, ; orange
circles), with mid-infrared datapoints from Schödel et al. (2011, ; green circles and an arrow) and
infrared upper bounds from Melia & Falcke (2001, ; red arrows). Furthermore, we combined the
Gravity Collaboration et al. (2020b) median flux 1.1 ± 0.3 mJy at 2.2µm with the spectral index
αν = −0.6 ± 0.2 measured over 1.6 − 3.8 µm from Hornstein et al. (2007) to create the purple
bowtie. We show the maximum and minimum dereddened fluxes (59.6 and 0.48 mJy, respectively)
at 2.2µm from Do et al. (2019, ; cyan circles) to guide our NIR flare spectra. For the X-ray quiescent
spectrum (lower lime bowtie), we take the 2-8 keV luminosity of LX = (3.6 ± 0.4) × 1033 ergs s−1
and photon index Γ = 3.0 ± 0.2 from Nowak et al. (2012), while for the flaring state, we show
the average flare spectrum with LX ≃ 5 × 1034 ergs s−1 with Γ = 2 from Neilsen et al. (2015, ;
magenta line). We also show the brightest X-ray flare detected to date: a double-peaked flare with
+0.28
35 ergs s−1 and Γ = 2.06 ± 0.1 from Haggard et al. (2019, ;
LX = (12.26−0.27
, 10.97+0.28
−0.27 ) × 10
golden bowtie). There is a significant difference in synchrotron emission from the considered hybrid
thermal+non-thermal electron energy distributions, particularly in variability when comparing the
weak and strong field models. None of the models achieve the high NIR and X-ray luminosities seen
in Do et al. (2019) and Haggard et al. (2019), respectively.
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256 × 256 pixel2 . Figure 4.2 shows the multiwavelength spectrum for each model: the
mean spectrum along with 1σ deviations, and the maximum X-ray ﬂare spectrum.
The mass accretion rate for each model is chosen to match the observed sub-mm
ﬂuxes: Wa93 - 3.69 × 10−8 M⊙ yr−1 and Sa93 - 2.12 × 10−8 M⊙ yr−1 . The choice
of Rhigh and Rlow is made such that mean spectrum roughly ﬁts the 230 GHz ﬂux,
while not overproducing the NIR emission. We note that in the case of Wa93-ǫPIC
(Fig. 4.2b), lower values of Rlow can be used to preferentially heat the electrons in low
plasma-βP regions, such as the jet sheath. However, for this work, in order to keep
the models comparable, we choose the same value of Rlow for each model, varying
only Rhigh and therefore, the electron temperature in the disk.
During periods of ﬂaring, the non-thermal contribution to the NIR ﬂux increases
and thus, aﬀects the NIR slope in the spectrum of 3 models (Fig. 4.2a,b,d), while in
the case of Sa93-ǫC , the thermal synchrotron emission dominates the NIR emission.
None of the models are able to simultaneously reproduce the NIR GRAVITY ﬂux
and the Hornstein et al. (2007) slope; the brightest X-ray ﬂare spectrum of Wa93-ǫC
displaying a similar slope, but failing to produce the required ﬂux. The weak ﬁeld
radiative models produce low X-ray ﬂuxes while the mean spectrum for the strong
ﬁeld models overproduce the quiescent X-ray limits. Additionally, the extent of the
1σ standard deviation region about the mean spectrum (in grey) indicates that the
variability in the spectra for the strong ﬁeld models is quite low. This suggests
that strong magnetic ﬁelds near the BH lead to the continuous formation of highly
magnetised current sheets in the inner accretion disk, as evidenced by the small value
of ηC required for the acceleration eﬃciency such that we do not overproduce the
X-ray emission. Since the inner disk in Sa93 is highly magnetised, we see higher Xray emission overall with model Sa93-ǫPIC achieving the brightest ﬂare with an X-ray
luminosity exceeding the average ﬂare luminosity. Among the models that produce
X-ray luminosities above quiescence, Wa93-ǫC produces the largest relative change in
X-ray luminosity between the mean and brightest ﬂare spectrum with a diﬀerence of
over an order of magnitude. It is further encouraging to note that in the case of the
PIC-motivated radiation models, the change in power-law index p of the non-thermal
distribution occurs at ν ∼ 1017 Hz due to synchrotron cooling and hence, the X-ray
power-law index during the brightest ﬂares is p + 1 ∼ 3, consistent with the photon
indices measured by Nowak et al. (2012) and Haggard et al. (2019). This result veriﬁes
the claim that simultaneous NIR and X-ray ﬂares are perhaps related via a broken
power-law distribution (e.g., Dodds-Eden et al. 2010; Dibi et al. 2014; Ponti et al.
2017), and strongly points towards a non-thermal origin for Sgr A∗ ﬂaring.

4.3.3

Disk-averaged profiles

Figure 4.3 shows the disk-averaged values of the electron number density ne in cm−3 ,
magnetic ﬁeld strength B in Gauss, and the ion and electron temperatures, Ti and
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Figure 4.3: Radial dependencies of the disk-averaged quantities: (a) electron number density ne
in cm−1 , (b) the magnetic field strength B in Gauss, (c) the ion (or proton) temperature Ti and (d)
the electron temperature Te in Kelvin, when scaled to the mass and accretion rate of Sgr A∗ . We
calculate Te using eqns. (4.3) and (4.4) as per quoted values in Table 4.1. Wa93 contains a larger
electron concentration in the disk and exhibits a near constant radial profile, while Sa93 displays a
steeper power-law profile due to stronger disk turbulence. The magnetic field strengths are similar
between the two models, apart from the inner 5 rg where Sa93 displays field strengths larger by
factors of 5-8. Stronger turbulence leads to slightly higher ion temperatures in the inner disk of
Sa93, whereas the electron temperatures in the two models behave very similarly, exhibiting an
approximate r −1 profile.

Te respectively, in Kelvin for both Wa93 and Sa93 simulations, when scaled to the
BH mass of Sgr A∗ and the aforementioned accretion rates. The disk-averaging for a
parameter q ∈ (ρ, B, Ti , Te ) is calculated in the form,
RR
√
q ρ −g dθ dϕ
< q >= RR √
(4.19)
ρ −g dθ dϕ
similar to the evaluation of the barycentric radius rdisk in the previous section. As
mentioned in the previous section, from Fig. 4.1(d), we see that the strong ﬁeld
Sa93 disk grows larger over time and hence, becomes more diﬀused, leading to lower
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ne values in the disk as compared to the weak ﬁeld model Wa93 (Fig. 4.3a). Even
though the Sa93 ion temperature is higher, the electron temperatures from the two
simulations are roughly similar in the disk since the Rhigh parameter for Sa93 is 4
times as large as for Wa93. In the next section, we study the variable properties
of the observed lightcurves that are the outcome of disk turbulence and magnetic
reconnection in the current sheets.

4.4

Variability in lightcurves

In this section, we perform timing analysis of the radiative models studied in the
previous section. We consider three speciﬁc wave bands and compare our results with
three corresponding observational papers: 230 GHz - Dexter et al. (2014), 2.12 µm
- Witzel et al. (2018) and 2-8 keV - Neilsen et al. (2015). Figure 4.4 shows the
lightcurves in each of the three bands, for each model (Table 4.1). For comparison
with the observational data, we construct the fractional root-mean-square (rms) normalised power spectral density (PSD) curves for each set of lightcurves (Fig. 4.5)
and cumulative distribution functions (CDFs) for the 2.2 µm and X-ray lightcurves
(Figs. 4.6, 4.7 and 4.8). In order to reduce noise at high frequencies in the PSDs, we
re-bin logarithmically and average over frequency bins. In the following subsections,
we look at each waveband in turn and discuss the lightcurves, PSDs and CDFs for
each model.

4.4.1

Sub-millimeter: 230 GHz

Figure 4.4(a) shows that the weak ﬁeld model 230 GHz lightcurves- Wa93-ǫC and
Wa93-ǫPIC are similar to each other on average and show an increase of a factor . 2
in the ﬂux at late times, largely following the variations in the accretion rate. For the
strong ﬁeld case, Sa93-ǫPIC consistently displays a slightly higher ﬂux than Sa93-ǫC
throughout our chosen time-segment, despite having the same accretion rate and disk
electron temperature proﬁle (Fig. 4.3). It may be that electrons in the Sa93-ǫPIC jet
sheath are accelerated to a power-law preferentially due to the radiative scheme, as
opposed to disk electrons for Sa93-ǫC . Hence, there are more thermal electrons in
the Sa93-ǫPIC disk than in Sa93-ǫC . One way to verify this result is to look at the
slope of the NIR emission, which could be dominated by the jet: Sa93-ǫC displays a
higher thermal-to-non-thermal synchrotron turnover frequency as compared to Sa93ǫPIC (see Fig. 4.2c,d), suggesting that in the former model, the jet sheath is more
thermal in behaviour. This may be an eﬀect of the radiative model in Sa93-ǫC ,
where electrons are accelerated to the same power-law if the inner disk is strongly
magnetised, whereas, in addition to strong magnetic ﬁelds, the radiative model in
Sa93-ǫPIC requires a small plasma-βP to attain smaller power-law index values.
Figure 4.5(a) shows the 230 GHz PSD as a function of the Fourier sampling fre-
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Figure 4.4: GRRT lightcurves for each model at 3 wavebands in standard units used in the literature: (a) 230 GHz in Jansky [Jy], (b) near-infrared
(NIR at 2.12 µm) in milli-Jansky [mJy] and (c) X-rays (integrated over 2-8 keV) in ergs cm−2 s−1 . The 230 GHz lightcurves largely follows the
corresponding model accretion rate over time, and therefore, lightcurves from one simulation model (Wa93 and Sa93) behave in a similar fashion.
The NIR lightcurves for the Sa93 radiative models are also roughly correlated since thermal synchrotron emission dominates the NIR emission. For
Wa93-ǫC , both thermal and non-thermal electrons contribute to the NIR emission, whereas there is hardly any significant non-thermal contribution
in Wa93-ǫPIC . The lack of non-thermal electrons in Wa93-ǫPIC results in extremely low X-ray fluxes while Wa93-ǫC exhibits intermittent flares. The
X-ray lightcurve for Sa93-ǫPIC looks more variable with relatively larger changes in flux as compared to Sa93-ǫC .
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Figure 4.5: Fractional root-mean-square (rms) normalised power spectral density (PSD; PνF ) plots
for each radiative model at (a) 230 GHz, (b) 2.12 µm and (c) 2-8 keV integrated X-ray flux. The
x-axis frequency νF corresponds to the inverse of timescales. We also show a black line in each plot
−2
representing νF
dependence, a characteristic of red noise turbulence. At high frequencies, while the
230 GHz PSDs behave similar to red noise, the NIR and X-ray PSDs exhibit shallower profiles at high
−1
frequencies, closer to νF
and even frequency-independent behaviour. The absence of pronounced
white noise at low frequencies indicate that we are unable to capture long-timescale variability due
to the short length of our lightcurves.
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τrms [hr, rg /c]

rms%
Model

230 GHz

2.12 µm

2-8 keV

Ṁ

230 GHz

Wa93-ǫC

31.69

207.34

143.9

24.5

35.22, 6276.77

Wa93-ǫPIC

34.74

631.3

329.6

24.5

34.86, 6212.61

Sa93-ǫC

24.50

84.24

38.97

23.8

10.75, 1915.82

Sa93-ǫPIC

24.42

68.75

72.74

23.8

10.65, 1898.00

Table 4.2: The fractional rms amplitude (rms%) from the power spectra (Fig. 4.5) of the 230 GHz,
2.12 µm and 2-8 keV Sgr A∗ lightcurves as well as the accretion rate for each model (Table 4.1).
While the 230 GHz rms% values are uniform across all models, there is a large range of rms% in both
the NIR and the X-ray lightcurves. The rightmost column shows the best-fit characteristic variability
timescale τrms in hours (see eqn. (4.20)) for transitioning from red to white noise, obtained using
least-means fitting of the 230 GHz PSDs shown in Fig. 4.5(a). As mentioned before, due to the short
duration of our lightcurves, the white noise at long timescales is not well captured and hence, the fits
are not as good. However, for the strong field models, we achieve similar characteristic timescales to
Sgr A∗ (∼ 8 hrs; Dexter et al. 2014).

quency (νF ) for each model. At high frequencies, all models behave similarly to red
noise with a power-law dependence on νF of ≈ −2. The 230 GHz rms% value of all the
models (Table 4.2) matches the accretion rate rms% as well as the observed 20-30%
variation seen in the sub-mm lightcurves of Sgr A∗ (e.g., Zhao et al. 2003; Marrone
et al. 2008). The red-to-white turnover occurs at low frequencies . 0.001 min−1 ,
pointing to a characteristic variability timescale (τrms ) on the order of several hours.
To extract the variability timescale, we employ a simple least-squares ﬁtting routine
for the 230 GHz PSDs using a curve that smoothly joins the low frequency white
noise (i.e., power is independent of νF ) to the high frequency red noise (power ∝ νF−2 )
with a modiﬁed sigmoid function SF of the form,
SF (νF , nF ) = {1 + exp [− (τrms νF )

nF

−1

]}

,

(4.20)

where we assume nF = 6, which results in a small transition zone between the
white and red noise regimes (see Appendix B of Chatterjee et al. 2020, or chapter 3: Sec. 3.6.2). The rightmost column of Table 4.2 lists the values of τrms for
each radiative model. There is a good agreement between the strong ﬁeld radiative
models (τrms ≈ 10.7 hours) and the measured τrms ≈ 8 hours of Sgr A∗ (Dexter et al.
2014), while τrms is larger by a factor of 4 for the weak ﬁeld models. The error in our
timescale estimates might stem from the short duration of our lightcurves as a result
of which we are not able to capture the white noise regime suﬃciently. For a better
estimate of τrms for Sgr A∗ , we would need a lightcurve that is at least one order of
magnitude longer than considered in this paper. That will enable us to capture the
white noise regime properly.
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Figure 4.6: We show the 2.12 µm (near-infrared; NIR) flux cumulative distribution functions
(CDFs) for each radiative model along with the log-normal CDF fit for Sgr A∗ at the same observed
frequency (Witzel et al. 2018): µlogn,K = −1.35 and σlogn,K = 0.56. While none of the models
provide a satisfactory match to the observed CDF, the strong field models, Sa93-ǫC and Sa93-ǫPIC ,
display similar slopes but the transition occurs at a higher flux value, indicating an overproduction
of the quiescent NIR flux in these simulations. In the case of the weak field models, Wa93-ǫPIC fails
to produce sufficient quiescent emission compared to the data, and displays a power-law tail that
indicates high variability, while Wa93-ǫC under-produces the quiescent emission somewhat less, and
exhibits a flatter profile than the observed CDF, illustrating a higher variability tail than that seen
from Sgr A∗ .

4.4.2

Near-infrared: 2.12 µm

Figure 4.4(b), 4.5(b) and 4.6 show the lightcurves, power spectra and the cumulative
distribution functions at 2.12 µm (NIR) wavelength. As suggested in the previous section, we indeed see that the Sa93-ǫC NIR lightcurve is, on average, higher than that for
Sa93-ǫPIC . The PSDs for the strong ﬁeld models are similar and display a power-law
slope ﬂatter than νF−2 , with a weak dependence at high frequencies (νF & 0.04 min−1 ).
The weak ﬁeld PSDs are strikingly diﬀerent from the strong ﬁeld cases, exhibiting
even ﬂatter slopes. This is consistent with variability in extremely low ﬂuxes being uncorrelated events, in the form of multiple weakly magnetised current sheets,
comprising the NIR ﬂux. Thus, the extremely low ﬂux amplitude NIR lightcurve in
model Wa93-ǫPIC displays a ﬂatter slope than Wa93-ǫC , where ﬂaring events are more

125

4 Non-thermal flaring in Sgr A∗

frequent.
The weak ﬁeld lightcurves display signiﬁcantly higher variability than that observed for Sgr A∗ (e.g., Dodds-Eden et al. 2011), with rms values ∼ 200% for Wa93-ǫC
and 630% for Wa93-ǫPIC (Table 4.2), and stems from the rapidly ﬂuctuating nonthermal component. This can be seen from Fig. 4.4(b) as the ﬂux from both models
(blue solid line for Wa93-ǫC and teal dash-dotted line for Wa93-ǫPIC ) vary by a factor
of 100 over the lightcurve duration. One way to decrease the rms% is to account
for synchrotron self-Compton (SSC) upscattering of thermal synchrotron photons as
this process might contribute signiﬁcantly during low ﬂux states (e.g., as seen from
Fig. 2 in Mościbrodzka et al. 2009, also see Eckart et al. 2004). The importance of
low-level ﬂux events in the overall ﬂux distribution is illustrated more clearly in the
CDFs, shown in Fig. 4.6.
The CDF (N≥F ) is deﬁned as the fraction of the total number of GRRT snapshots
(Nnet ) where the 2-8 keV ﬂux exceed or equals a certain threshold ﬂux F ,

N≥F =

Nnet
1 X
if(Fi ≥ F ),
Nnet i=1

(4.21)

where Fi are the ﬂuxes for each GRRT time snapshot, and Nnet = 2555 and 2332 for
the weak ﬁeld and strong ﬁeld models, respectively. For comparison to Sgr A∗ , Witzel
et al. (2018) models the NIR ﬂux distribution with a log-normal. The log-normal CDF
is of the form:
CDFlogn

1 1
= − erf
2 2

ln F − µlogn
√
2σlogn

!

,

(4.22)

where µlogn = −1.35 and σlogn = 0.56 are the best-ﬁt mean and standard deviation
values for the natural logarithm of the NIR ﬂux. In Fig. 4.6, we see that the strong
ﬁeld models overshoot the log-normal CDF ﬁt (black dashed line) from Witzel et al.
(2018), but has a similar slope in the high ﬂux regime. This can be explained via
the strong ﬁeld spectra (Fig. 4.2c,d), where we see that the NIR spectrum shows less
variability compared to the weak ﬁeld models, and there are not enough low level ﬂux
events to skew the CDF towards the left. For the weak ﬁeld models, the situation
is entirely diﬀerent as there are too few moderate level ﬂux events and hence, the
CDF begins to transition to a steeper power-law at a smaller ﬂux threshold than for
the observed CDF. Here, SSC can contribute to the moderate and low ﬂux levels and
skew the CDF transition ﬂux threshold to a higher value. A log-normal + powerlaw-tail distribution describes the weak ﬁeld model CDFs better than a log-normal
distribution, consistent with the results of Dodds-Eden et al. (2010); Petersen &
Gammie (2020).
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Figure 4.7: We show cumulative distribution functions (f≥r ) as a function of the flux count rate (r)
for the X-ray 2-8 keV lightcurve (panels a and c) constructed from the the weak field radiative models:
(a, b) Wa93-ǫC and (c, d) Wa93-ǫPIC . The radiative model CDF (black line) is fitted with a Poissonian
component (blue-dashed) to represent the quiescent flux distribution and a variable process in the
form of a power-law (red-dashed), as indicated by the best-fit values of the Poisson rate Qpl and the
power-law index ξ (see Sec. 4.4.3). In order to directly compare to Sgr A∗ X-ray CDFs from Neilsen
et al. (2015), we add a quiescent background count rate to the flux distribution. The grey lines
in panels (a,c) are the results of Markov Chain Monte Carlo simulations from the joint probability
distribution of Qpl and ξ. We also show probability contour plots that illustrate the correlation
between parameters Qpl and ξ (panels b and d), with contours corresponding to 68%, 90% and 95%
confidence levels. The black circle indicates the most probable values for the parameters. Wa93-ǫC
provides remarkably similar values for the parameter fits to that seen for Sgr A∗ . Since Wa93-ǫPIC
does not display significant X-ray emission, the quiescent background dominates throughout with a
statistically insignificant fit for ξ.
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Figure 4.8: Same as Fig. 4.7, but for strong field radiative models, Sa93-ǫC and Sa93-ǫPIC . The CDF
of Sa93-ǫC is well explained with the Poissonian component, while for Sa93-ǫPIC , the CDF displays a
much higher rate Qpl for the Poisson process than all other models as well as a statistically significant
power-law tail.

4.4.3

X-rays: 2-8 keV

Figures 4.4(c) and 4.5(c) show the 2-8 keV lightcurves given in units of ergs cm−2 s−1
and the corresponding power spectra for each model, respectively. From Sec. 4.3.2,
we see that model Wa93-ǫC displays a mean spectrum over the considered time duration of ∼ 70 hours that coincides with the total quiescent X-ray emission of Sgr A∗
from Nowak et al. (2012). However, the lack of any variability in the quiescent
spectrum over two decades of observations strongly favours the origin to be thermal
bremsstrahlung emission from close to Bondi scales (e.g., Quataert 2002), which is
supported by the resolve extension beyond Chandra’s PSF (Wang et al. 2013b). The
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high mean emission from this model is an outcome of an increase in the accretion rate
over the time segment, that also drives a steady increase in the 230 GHz ﬂux (Fig. 4.4a:
blue solid line). On the other hand, Wa93-ǫPIC produces an X-ray lightcurve that is
considerably dimmer, even failing to reproduce the expected non-thermal contribution to the quiescent emission. The strong ﬁeld models have similar lightcurves, with
Sa93-ǫPIC displaying higher ﬂux levels than Sa93-ǫC almost throughout the chosen
time duration.
The weak ﬁeld X-ray lightcurves are less variable as compared to their NIR counterparts, with a rms amplitude of ∼ 150% (for Wa93-ǫC ; Table 4.2) and ∼ 330% (for
Wa93-ǫPIC ). At high frequencies, the PSDs of b The strong ﬁeld model PSDs look quite
diﬀerent at high frequencies with Sa93-ǫPIC displaying a ﬂatter slope than Sa93-ǫC .
This diﬀerence might arise from where the emission is produced in the two models.
Disk turbulence dominates the variability in Sa93-ǫC as seen from the comparable
rms values between the X-rays (∼ 39%) and the accretion rate (∼ 24%). Sa93-ǫPIC
exhibits a rms value 3 times higher (∼ 73%) than the accretion rate rms%, indicating
a jet contribution to the variability. The diﬀerence in variability between the two
strong ﬁeld models is also reﬂected in their ﬂux distributions, which we calculate
next.
To directly compare our X-ray CDFs to those obtained from the Chandra 3 Ms
Sgr A∗ 2012 X-ray Visionary Project, we closely follow the methodology given in
Neilsen et al. (2015). We treat our GRRT X-ray lightcurves as “observed” lightcurves
and process them using the same tools used to analyse the real Chandra data. To this
eﬀect, we use the Interactive Spectral Interpretation System (ISIS; Houck & Denicola
2000) to fold our model lightcurves with High Energy Transmission Grating Spectrometer (HETGS) Chandra Sgr A∗ responses from Nowak et al. (2012). Following
Sec. 4.1 in Nowak et al. (2012), we include interstellar absorption with the model
TBnew (Wilms et al. 2000) with Verner et al. (1996) cross-sections, assuming the hydrogen column density NH = 14.3 × 1022 cm−2 . We then calculate the predicted
2-8 keV count rates. We derive the zeroth order count rates as well as the ﬁrst order
count rates for both HETG grating sets, the medium-energy gratings (MEG) and
the high-energy gratings (HEG). We reduce the simulated zeroth order count rates
for photon pileup assuming the same scaling as in Neilsen et al. (2015) since this
eﬀect may be as strong as 10-15% for the highest count rates. We then combine the
zeroth and ﬁrst order count rates to calculate the ﬁnal intrinsic lightcurve (i.e., does
not include the quiescent emission). For the CDF calculation, we assume a quiescent background X-ray count rate of 5.24 counts/ks to represent the bremsstrahlung
contribution from larger scales, adding Poisson noise and interpolating the processed
lightcurve onto 300 s bins as done in Neilsen et al. (2015).
Figures 4.7 and 4.8 show the obtained CDFs and the 2D probability contour plots
for the weak ﬁeld and strong ﬁeld models. We represent each radiative model CDF
(black lines in the ﬁgures) as a combination of a Poisson process (blue dashed) with
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rate Qpl to characterise the low ﬂux level quiescent emission, and a power-law tail
(red dashed) with index ξ for the ﬂare emission. Following Neilsen et al. (2015),
we then run Markov Chain Monte Carlo simulations (grey lines) to ﬁnd maximum
likelihood ﬁts for Qpl and ξ and compare to the best ﬁt values obtained from Chandra
observations, given in Neilsen et al. (2015): Qpl,bf = (5.24 ± 0.08) counts/ks and
ξbf = 1.92+0.03
−0.02 .
Wa93-ǫC exhibits a higher Poisson rate Qpl = 6.34 counts/ks as compared to
Qpl,bf , and a power-law index of ξ = 1.91, an excellent match with ξbf (Fig. 4.7a,b).
This means that Wa93-ǫC slightly overproduces the quiescent ﬂux-level, but accurately
describes the ﬂux distribution for ﬂaring events. For Wa93-ǫPIC (Fig. 4.7c,d), the
background quiescent ﬂux completely dominates the ﬂux distribution, as is expected
from the lightcurve. Figure 4.8(a,b) shows that Sa93-ǫC exceeds the Sgr A∗ Poisson
rate Qpl,bf and displays no traces of a power-law ﬂux distribution at high ﬂux levels.
Sa93-ǫPIC exhibits a Poisson rate that is larger than Qpl,bf by a factor of ∼ 2.5, with
a power-law index ξ = 1.67 that is steeper than the measured index ξbf , indicating
that there is an overabundance of low-level ﬂuxes, and few ﬂaring events. Overall,
only Wa93-ǫC provides a decent description of the X-ray ﬂux distribution in Sgr A∗ .

4.5

Discussion and conclusions

The ﬂaring activity in Sgr A∗ observed in the NIR/X-ray bands provides important
clues about the physics of particle energisation and acceleration in the inner few
gravitational radii around a supermassive black holes. Current sheet layers occur
naturally in the turbulent, magnetised regions of the disk and will inevitably lead to
magnetic reconnection of ﬁeld lines. Magnetic reconnection leads to thermal heating
of both electrons and ions, and accelerates a fraction of the electron population to a
non-thermal power-law distribution. As our closest supermassive black hole, Sgr A∗
is monitored well enough to extract statistical information about the nature of ﬂaring
events, e.g., the observed ﬂux distributions and power spectra in the sub-mm, NIR
and X-ray wavebands. Here, we take advantage of these measured quantities to test
whether the combination of synchrotron emission from non-thermal electrons and
disk/jet turbulence can explain the general properties of the ﬂaring events. GRMHD
simulations are able to capture MHD turbulence in addition to accurately describing
the eﬀects of general relativity in the extreme gravity of black holes (Sec. 4.2.1).
Ideal GRMHD, by deﬁnition, does not include dissipative processes such as particle
acceleration and the eﬀects of radiation, and hence, in order to directly compare our
simulations with observations of Sgr A∗ , we rely on an additional layer of modelling for
the electron properties, together with GRRT radiative transfer as a post-processing
step (Sec. 4.2.2). Using this procedure, we calculate the multiwavelength spectra of
our GRMHD+GRRT radiative models (Sec. 4.3.2), scaling the black hole mass and
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distance to that of Sgr A∗ with an accretion rate of a few ×10−8 M⊙ yr−1 that provides
a reasonable ﬁt for the observed sub-mm ﬂux. Further, to study the variability of
our simulation lightcurves, we derive the power spectra and cumulative distribution
functions in 3 wavelengths: 230 GHz (sub-mm), 2.12 µm (NIR) and 2-8 keV (X-rays)
and compare with their observed counterparts (Dexter et al. 2014; Neilsen et al. 2015;
Witzel et al. 2018, (Sec. 4.4)).
We ﬁnd that one of our models, Wa93-ǫC , describes the data reasonably: (1) the
mean spectrum is within observational quiescent limits, (2) the brightest ﬂare X-ray
luminosity matches the average ﬂare spectrum from Neilsen et al. (2015), and (3) the
X-ray lightcurve is quite variable and the calculated CDF resembles Sgr A∗ ’s X-ray
CDF. However, Wa93-ǫC ’s brightest ﬂare X-ray luminosity is 25 times smaller than the
Haggard et al. (2019) Chandra ﬂare, and the NIR CDF is ﬂatter than that measured
for Sgr A∗ , following a log-normal + power-law-like distribution. This model has a
relatively weak magnetic ﬂux content in the disk, otherwise known as the “standard
and normal evolution” (SANE) model, as opposed to recent simulations that favour a
large magnetic ﬂux near the black hole (Ressler et al. 2020). We also consider fairly
strong ﬁeld models and observe that they, on average, overproduce the quiescent Xray limits, while exhibiting a lower level of variability in the X-ray lightcurves as
compared to Sgr A∗ (e.g., Neilsen et al. 2015). Thus we favour SANE models for
explaining Sgr A∗ ’s observed ﬂare properties.
None of our models can account for the extremely bright NIR ﬂaring reported in Do
et al. (2019), though we do achieve moderately high ﬂuxes. There are three possible
explanations as to why. It is probable that one needs a pronounced increase in the
accretion rate to explain these ﬂares, as suggested in Do et al. (2019). If we consider
the strong ﬁeld model Sa93-ǫPIC , changes in the accretion primarily drives ﬂuctuating
ﬂux levels as seen from the variation in the spectra (grey region in Fig. 4.2d) and
the brightest X-ray ﬂare spectrum, where the sub-mm and NIR ﬂux both increase
by a factor of ∼ 2 with respect to the mean spectrum. One other possibility is
that turbulence-driven variability in the current sheet magnetic ﬁeld strength is not
enough to explain isolated high luminosity events and that GRMHD simulations with
enough resolution to capture plasmoid formation are required instead. Indeed, as
Gutiérrez et al. (2020) suggests, a signiﬁcantly strong non-thermal event may be able
to explain the Do et al. (2019) observations. However, given that our calculated CDFs
resemble the measured CDF from Witzel et al. (2018) to a large extent, it is certain
that frequently occurring processes, such as magnetic reconnection in current sheets,
drive most moderate NIR ﬂux events (also see Petersen & Gammie 2020). A third
possibility is the uncertainty in our assumed electron energy distribution function that
depends on the turbulent-heating motivated Rhigh − Rlow electron temperature model
from (Howes 2010; Mościbrodzka et al. 2016). There are alternate simple temperature
prescriptions (e.g., Mościbrodzka et al. 2009; Dexter et al. 2010; Anantua et al. 2020)
as well as electron heating models that consider magnetic reconnection and plasma

131

4 Non-thermal flaring in Sgr A∗

turbulence (Rowan et al. 2017; Werner et al. 2018; Kawazura et al. 2019; Zhdankin
et al. 2019). Indeed, recent work by Dexter et al. (2020a) shows that the radio-toNIR spectrum depends signiﬁcantly on whether the electrons get heated by turbulence
(Howes 2010) or reconnection (Werner et al. 2018). Similar to our weak ﬁeld models,
Dexter et al. (2020a) ﬁnds high rms% in the NIR. Interestingly, they also ﬁnd that
heating due to reconnection oﬀers higher variability. There the authors favour a
strong ﬁeld reconnection-based electron heating as weak ﬁeld models fail to produce
the observed linear polarisation fraction. However, strong ﬁeld models are diﬃcult to
motivate due to the apparent absence of a strong jet in Sgr A∗ .
It is possible that these conclusions may change with the addition of radiative
cooling within the GRMHD simulation. Synchrotron and inverse Compton cooling
removes the internal energy of the gas and hence may change the disk structure and
the dynamics of the turbulence even for accretion rates similar to Sgr A∗ (Dibi et al.
2012a, Yoon et al., in prep). Hence, if the electron temperature and the acceleration
eﬃciency in the disk current sheets become small enough to satisfy the quiescent NIR
and X-ray limits, strong ﬁeld models might become a viable option.
Furthermore, collisions between the jet and the disk-wind/environment can lead
to pinch and kink mode instabilities that eﬃciently dissipate magnetic energy as heat
(e.g., McKinney 2006; Bromberg & Tchekhovskoy 2016) and/or accelerate particles,
as well as leading to more gas entrainment into the jet (Chatterjee et al. 2019, i.e.,
chapter 2). These jet boundary instabilities will, therefore, also aﬀect the radiative
output, especially in the NIR and X-ray emission. Misalignment between the black
hole spin and the disk is another possible parameter to explore for variability studies, due to possible turbulent heating events as well as enhanced jet-wind collisions
(Dexter & Fragile 2013; White et al. 2020; Chatterjee et al. 2020, i.e., chapter 3).
Advanced models of electron thermodynamics and non-conventional disk geometries
will no doubt contribute not only to the overall variability of Sgr A∗ across its entire multiwavelength emission, but also inform our interpretation of the upcoming
230 GHz Event Horizon Telescope image of Sgr A∗ .
In conclusion, this work presents the ﬁrst studies comparing NIR/X-ray statistics,
produced with the best available dynamical models of Sgr A∗ , to the observations.
We perform GRRT radiative transfer of two 3D GRMHD models of accreting black
holes, one with a weakly magnetised disk and other a strong ﬁeld case, using two
diﬀerent realisations of a hybrid thermal+non-thermal electron energy distribution,
and generate 230 GHz, 2.12 µm and 2-8 keV lightcurves over a period of time exceeding
60 hours. We ﬁnd that the timing properties of weakly magnetised accretion disks do a
good job explaining the average behaviour of X-ray ﬂaring events in Sgr A∗ , exhibiting
similar levels of variability (rms & 150%), but they fail to produce highly luminous
ﬂares, both in the NIR as well as the X-ray, such as those found in recent detections
(Do et al. 2019; Haggard et al. 2019). Simulations that are able to resolve the tiny
length-scales of plasmoids with about 5000 grid cells across the disk (Nathanail et al.
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2020; Ripperda et al. 2020) stand a better chance at obtaining the high levels of
ﬂux seen for these observed ﬂares, but current computational limitations restrict
these simulations to 2D GRMHD and/or to a short time duration. It is, however,
encouraging to note that our results indicate that one can rely on resolutions similar
to this paper to study MHD turbulence-driven variability as a source of moderate
level ﬂares in Sgr A∗ .
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Abstract
The supermassive black hole in the Galactic Centre, Sagittarius A* (Sgr A∗ ) is known
to be fed by a radiatively ineﬃcient accretion ﬂows (RIAFs), inferred by the low accretion rate. However, the dynamics and the radiative properties of the plasma in
RIAFs are poorly understood. In this work, using full 3D general relativistic magnetohydrodynamics (GRMHD) simulations, we study the impact of radiative cooling
on the dynamical evolution of the accreting plasma in various accretion rates and
present spectral energy distribution and synthetic 230 GHz images, generated from
the accretion ﬂow around Sgr A∗ . The simulations solve the radiative cooling processes self-consistently, including synchrotron, bremsstrahlung, and inverse Compton
processes. We ﬁnd that though cooling may be less eﬀective for the lowest accretion
limit of Sgr A∗ , radiative cooling can drive signiﬁcant changes in the dynamical evolution when the accretion rate is larger than 10−8 M⊙ yr−1 , speciﬁcally a rise in disk
mid-plane density and lower levels of turbulence. The resulting spectra in the cooled
models also diﬀer from those in the non-cooled models, with stronger peak ﬂuxes in
the sub-mm and far-UV bumps and sharper decrease in the near-infrared band.

5 Modelling Sgr A∗ with 3D radiatively cooled disks

5.1

Introduction

It is widely believed that most galaxies harbour supermassive black holes (SMBHs)
in their galactic centres, whose masses range from millions to billions of solar masses
(M⊙ ). Over the decades, the black hole candidate in the centre of the Milky Way,
Sagittarius A* (hereafter Sgr A∗ ), has been the exceptional laboratory to study accretion and outﬂow physics of black holes due to its proximity. A signiﬁcant eﬀort
has been invested to determine the black hole mass and the distance for Sgr A∗ (e.g.,
Reid 1993; Reid et al. 2019; Schödel et al. 2002; Bower et al. 2004; Ghez et al. 2008;
Gillessen et al. 2009, 2017; Boehle et al. 2016; Gravity Collaboration et al. 2018b).
We adopt the current best-ﬁt black hole (BH) mass of 4.1 ± 0.03 × 106 M⊙ , which is
measured by the orbital motion of stars and gas clouds (Gillessen et al. 2017; Gravity
Collaboration et al. 2018b), and the distance of 8.15±0.15 kpc, which is obtained from
trigonometric parallaxes and proper motions of massive stars around Sgr A∗ (Reid
et al. 2019). Given the mass and the distance, the angular size of the Schwarzschild
radius, rS = 2GMBH /c2 , is ≈ 10 µas, which covers a larger size on the sky than any
other known black holes including all stellar-mass black holes.
Recently, mounting attention has been paid to the study of Sgr A∗ with the advent
of the pioneering instruments GRAVITY (Gravity Collaboration et al. 2017, 2018b) and
the Event Horizon Telescope (EHT; Doeleman et al. 2009; EHTC et al. 2019b),
capable of probing 10 – 30 µas scales via interferometric astrometry and imaging,
respectively. These instruments allow us to profoundly improve our understanding
of the physical processes associated with the accretion and relativistic jet formation
in the very vicinity of SMBHs; and thus demand equal measures of theoretical support and the precise modelling of the spectrum generated by the radiation from the
accretion ﬂow around Sgr A∗ .
The mass accretion rate around Sgr A∗ is estimated to be in the range of ∼ 10−9 <
Ṁ < 10−7 M⊙ yr−1 , as constrained by the measured linear polarisation at mm/submm wavelengths (Aitken et al. 2000; Bower et al. 2003; Marrone et al. 2007). Such a
low accretion rate favours hot accretion ﬂow models for the accretion disk instead of
the radiatively eﬃcient, thin disk models (Shakura & Sunyaev 1973). Many theoretical scenarios have been invoked/excluded for describing the nature of accretion and
outﬂow in the hot accretion ﬂow: the standard advection dominated accretion ﬂow
(ADAF; Narayan & Yi 1994, 1995a; Narayan et al. 1998) and Bondi-Hoyle models
are ruled out, since these models expect to yield an accretion rate of ∼ 10−5 M⊙ yr−1 ,
which is two orders of magnitude higher than the measured upper limit (Bower et al.
2003). Yuan et al. (2003) reexamined the radiatively ineﬃcient accretion ﬂow (RIAF)
model for the spectrum of Sgr A∗ and argued that the presence of outﬂows within
the Bondi radius plays a vital role in reducing the mass accretion rate. Alternatively,
the convection dominated accretion ﬂow (CDAF) and jet-dominated models are capable of reproducing the spectrum that is consistent with the observed accretion rate
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(Quataert & Gruzinov 2000a; Falcke et al. 2000; Markoﬀ et al. 2007). The existence of
an unbound outﬂow from the accreting material is supported by the weak hydrogenlike Fe Kα line around Sgr A∗ found via the Chandra X-ray Visionary Program (XVP1
Wang et al. 2013a), suggesting less density near the black hole than expected. In this
study, the best ﬁt ﬂat density proﬁle for the spectrum conﬁrms that & 99% of the
matter initially captured by the SMBH is lost before it reaches the innermost region
around Sgr A∗ , which is consistent with the CDAF model or advection dominated
inﬂow-outﬂow solution (ADIOS; Blandford & Begelman 1999, see Yuan & Narayan
2014 for the detailed model descriptions) model.
Although semi-analytic models provide an important framework for understanding
the nature of the accretion ﬂow around Sgr A∗ , numerical simulations are required to
capture the time-dependent, turbulent evolution of the accretion ﬂow. In particular,
a self-consistent magneto-hydrodynamic (MHD) description allows us to demonstrate
accretion processes induced by the magneto-rotational instability (MRI; Balbus &
Hawley 1991) without imposing an arbitrary anomalous viscosity. In earlier numerical studies, three-dimensional pseudo-Newtonian MHD simulations were carried out
to model the synchrotron radiation from accretion ﬂows (e.g., Goldston et al. 2005;
Ohsuga et al. 2005; Chan et al. 2009; Huang et al. 2009). However, the non-relativistic
treatment in the simulations is inappropriate for modelling the synchrotron radiation,
since it originates in the vicinity of the central black hole, where general relativistic
eﬀects cannot be ignored: shocks develop diﬀerently for the relativistic plasma under
the intense magnetic and gravitational ﬁeld (Del Zanna et al. 2003), and the curvature
of space-time becomes signiﬁcant. Several other works made use of general relativistic
magneto-hydrodynamic (GRMHD) for studying the dynamics and spectral properties
of Sgr A∗ in both two dimensions (2.5D; e.g, Noble et al. 2007; Mościbrodzka et al.
2009; Hilburn et al. 2010; Dibi et al. 2012a; Drappeau et al. 2013; Mościbrodzka &
Falcke 2013), and three dimensions (3D; e.g., Dexter et al. 2009, 2010; Dolence et al.
2012; Shcherbakov et al. 2012; Dexter & Fragile 2013; Mościbrodzka et al. 2014; Davelaar et al. 2018; Chael et al. 2018). In general 2D simulations are a reasonable and
computationally cheaper option to conduct a parameter study for reproducing the
spectrum of Sgr A∗ , but it is known that the simulations with axisymmetric coordinates cannot sustain MRI-driven turbulence, which decays over the local orbital time
as a consequence of the Cowling’s anti-dynamo theorem (Cowling 1934, see also Hide
& Palmer 1982 for the generalised description). Therefore, full 3D GRMHD simulations are necessary to perform detailed studies of the nature of the accretion ﬂows
around Sgr A∗ and the emitted spectrum. For instance, it has recently been conﬁrmed
that thick accretion disks are able to generate and advect large scale poloidal magnetic ﬂux from initially toroidal ﬁelds via the dynamo action, when MRI turbulence
is well-resolved (Liska et al. 2020b).
1 http://www.sgra-star.com
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The bolometric luminosity of Sgr A∗ is extremely low, Lbol ∼ 1036 erg s−1 ≈
10 LEdd , where LEdd is the Eddington luminosity. Given such a low luminosity,
it has been believed that the radiative cooling losses of Sgr A∗ are negligible since
the losses are likely not strong enough to aﬀect the dynamics of the accretion ﬂow.
Based on this argument, all the previous works with full 3D GRMHD simulations
have ignored the radiative cooling losses for simpliﬁcation. Although this assumption
may be reasonable, Dibi et al. (2012a) showed based on their 2D simulations that
cooling losses do in fact play an increasingly important role at higher accretion rates,
and possibly alter the dynamics and the resulting spectra of Sgr A∗ even within the
allowed range of accretion rates based on polarisation and X-ray studies (Drappeau
et al. 2013). One potential impact is that the radiative cooling reduces the gas pressure
and the disk vertical scale height, resulting in a decrease of turbulence and a more
ordered magnetic ﬁeld (Fragile & Meier 2009). Moreover, many questions remain
unanswered: how do radiative cooling losses exactly aﬀect the turbulent plasma within
the disk in full 3D high resolution GRMHD, and thus the angular momentum transfer
of the accreting plasma? How does radiative cooling together with GR eﬀects result
in the observed spectra from Sgr A∗ ? Is radiative cooling indeed negligible even for
the low mass accretion range of Sgr A∗ ?
In this paper, we perform the ﬁrst fully 3D GRMHD simulations including cooling losses via bremsstrahlung, thermal synchrotron emission, and inverse Compton
scattering. Due to the formidable computational expense of 3D simulations, we cannot explore the full range of various parameters (e.g., spin, magnetic conﬁguration,
electron distribution function, misaligned disk). Instead, we use parameters compatible with earlier studies, assuming a rapidly rotating black hole, weak poloidal initial
magnetic ﬁeld, and a ﬁxed temperature ratio between ions and electrons, Ti /Te = 3.
Then, we examine the eﬀect of the radiative cooling on the dynamics of the accretion
ﬂow and the resulting spectra and images, for diﬀerent accretion rates within the
allowed range.
This paper is structured as follows. In § 5.2, we give an technical description of
the numerical method used, including the simulation setup, and the treatment of
radiative cooling losses. In § 5.3, we describe the results of how cooling losses play
a role in changing the dynamical evolution of accreting material, and present the
resulting spectra and images from around Sgr A∗ . In § 5.4, we compare our 3D work
to previous 2D work. We summarise our results in § 5.5.
−9

5.2

Technical description of method

All simulations are performed with the h-amr code (Liska et al. 2018a, 2019a; Chatterjee et al. 2019; Porth et al. 2019), in itself based on harmpi (Tchekhovskoy 2019)
which branched oﬀ from harm2D (Gammie et al. 2003; Noble et al. 2006) in its early
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days. It is accelerated by Graphical Processing Units (GPUs) and improved with a
staggered grid for constrained transport of magnetic ﬁelds (Gardiner & Stone 2005)
to preserve ∇ · B = 0, adaptive mesh reﬁnement (AMR, not utilised in this work),
static mesh reﬁnement(SMR), and a locally adaptive time step (LAT; see Appendix
A in Chatterjee et al. 2019, or Sec. 2.8.1). It adopts a piece-wise parabolic method
(PPM; Colella & Woodward 1984) for reconstruction of cell centred quantities at cell
faces, which is third-order accurate, for the spatial reconstruction at cell faces from
cell centres, and a second-order time-stepping.
The spectrum is calculated from the GRMHD output for each grid cell, using the
public general relativistic Monte Carlo scheme grmonty (Dolence et al. 2009), which
includes synchrotron emission and absorption, and inverse Compton scattering for a
relativistic thermal Maxwell-Jüttner distribution of electrons. Technically, grmonty
cannot produce synthetic images but only spectrum. Thus, we ray-trace the GRMHDproduced spectra by integrating the general-relativistic radiative transfer (GRRT)
equations using the bhoss code (Younsi et al. 2016, 2020) to generate synthetic images
at 230 GHz that can be compared with observational data. In bhoss, the calculation
of radiative processes only includes synchrotron emission and absorption, which is
suﬃcient for imaging at 230 GHz. We check the consistency of the calculated radiative
ﬂuxes between grmonty and bhoss, and conﬁrm that they are consistent with each
other from radio to NIR ranges (see 5.6.1).

5.2.1

Numerical Grid and Floors

√
For convenience, we adopt Heaviside-Lorentz units, which absorb a factor of 4π
for the magnetic ﬁeld 4 vector, bµ , so that the magnetic pressure is PB = b2 /2.
Furthermore, the typical geometric natural units are used, G = M = c = 1, which
sets the length unit to be the gravitational radius, rg ≡ G M/c2 , and the time unit to
be the light crossing time, tg ≡ rg /c = G M/c3 , where G, M, c are the gravitational
constant, black hole mass and the speed of light, respectively. We use a spherical-polar
axisymmetric computational grid (r, θ, φ) extending
from 0.85 rH to 250 rg , where the

p
event horizon radius rH = rg 1 + 1 − a2⋆ . Here we set the dimensionless black hole

spin parameter to a⋆ = c J/GM 2 in a Kerr-Schild (KS) foliation, where J = rH c2
is the angular momentum at the event horizon. The grid is uniformly spaced with
regard to a set of internal coordinates x1, x2, x3, which relates to the logarithmic
KS coordinates ln r, θ and φ, respectively. This conversion leads to a logarithmic
spacing in r such that the cells have a higher resolution with smaller r. The spatial
resolution near the event horizon is ∆r ≈ 0.01 rg for the model with the highest
resolution. To prevent the aspect ratio of the cells from being large near the polar
singularity, we reduce the resolution in φ−direction gradually toward both poles. We
use outﬂow boundary conditions for both inner and outer radial boundaries, and
reﬂecting boundary conditions in the θ−direction. Note that the inner boundary is
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Table 5.1: Simulation setup

Model

a⋆

rin (rg )

rmax (rg )

All

0.9375

6

12

Full Model
Name
C3D01RM
C3D1RL
C3D1RM
C3D1RH
C3D1RMFT20
C3D1RMRh20

Cooling

ρascale

Tp /Te

on
on
on
on
on
on

1 × 10−17
1 × 10−16
1 × 10−16
1 × 10−16
1 × 10−16
1 × 10−16

on
on
oﬀ
oﬀ

1 × 10−15
1 × 10−14
–
–

3
3
3
3
20
Rh =20
Rl =1
3
3
–
–

C3D10RM
C3D100RM
NC3RM
NC2RH

hṀ ib
(10 M⊙ yr−1 )
0.08 ± 0.01
0.23 ± 0.07
1.15 ± 0.31
1.27 ± 0.17
1.08 ± 0.20
1.13 ± 0.11

Resolution

−8

8.22 ± 1.97
77.82 ± 14.18
–
–

256x160x160
128x64x64
256x160x160
648x384x384
256x160x160
256x160x160
256x160x160
256x160x160
256x160x160
648x384x1c

a

conversion factor for the mass density from code unit to c.g.s unit.

b

mass accretion rate at the event horizon, which is averaged over 3000 – 8000 tg .

c

axisymmetric 2D run for the purpose of the comparison.

causally disconnected from the ﬂow, as it is located within the event horizon.
It is common for GRMHD simulations to crash if either the density or the internal energy becomes very low particularly in the funnel region along the polar
axes or near the outer radial boundaries. To avoid this, we apply the standard numerical ﬂoors for the density and the internal energy (see Appendix B3 of Ressler
et al.h 2017 for more detailed discussions):
a minimum rest mess density, ρfl =
i
−2
2
−6
max b /20, ug /150, 10 (r/rg )
, and a minimum internal energy density, ug,fl =
i
h
−2Γ
, where b and ug are the co-moving magnetic ﬁeld strength
max b2 /750, 10−7 (r/rg )
and the internal energy density. We normalise the mass density such that the maximum density is ρmax = 1.
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5.2.2

Simulation Models

We perform a set of GRMHD simulations, in which the magnetised gas is accreting
onto a supermassive and spinning black hole. All simulations initiate with a torus
in hydrostatic equilibrium in a Keplerian orbit around a rapidly spinning Kerr black
hole (Fishbone & Moncrief 1976). We set the spin parameter to a⋆ = 0.9375 for all
models. The size of the initial torus is set by the inner edge, rin = 6 rg , and the radius
of the pressure maximum, rmax = 12 rg . We adopt an ideal gas equation of state,
Pg = (Γ − 1) ug ,

(5.1)

where Pg and ug are the gas pressure and internal energy respectively. We set the
adiabatic index to Γ = 5/3, which assumes the dominance of a non-relativistic plasma
in the accretion ﬂow.
As an initial magnetic conﬁguration, we adopt a single loop of weak magnetic
ﬁeld, which is computed from the magnetic vector potential,

ρ − 0.2, if ρ > 0.2.
Aφ ∝
(5.2)
0,
otherwise.
The centre of the loop is at the density maximum, and the loop is fully contained
within the initial torus. The initial magnetic ﬁeld is normalised such that βmag =
Pg /PB ≥ 100. This normalisation ensures that the magnetic pressure is subdominant
compared to the gas pressure.

5.2.3

Radiative Cooling

We take into account the radiative cooling self-consistently in our calculation of the
gas temperature (assigned to protons, Tp ), by including the eﬀects of bremsstrahlung,
synchrotron, and inverse-Compton losses. We adopt the equations of Esin et al. (1996)
for computing the radiative cooling losses. These equations have been implemented
and tested in previous numerical studies of Sgr A∗ (Fragile & Meier 2009; Dibi et al.
2012a; Straub et al. 2012; Drappeau et al. 2013).
The total cooling rate for an optically thin gas is computed from the cooling
function,
−
−
= ηbr,C qbr
+ ηs,C qs− ,
qthin

(5.3)

−
where qbr
and qs− are the bremsstrahlung and synchrotron cooling rates, respectively,
and ηbr,C and ηs,C are the Compton enhancement factors, which are the average energy
gain of the photon in an assumption of single scattering (Esin et al. 1996). We note
that the Compton enhancement of the bremsstrahlung is negligible as synchrotron is
dominant at the temperature where the Comptonisation becomes important.
While the whole system is generally optically thin, we use the following generalised
cooling formula, which is referred to Narayan & Yi (1995b); Esin et al. (1996), to
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reproduce the equilibrium solution corresponding to the optically thick disk (Shakura
& Sunyaev 1973):
q− =

4 σT Te4 /H
√
,
−1
1.5τ + 3 + τabs

(5.4)

where σT and Te are the Thomson cross-section and the electron temperature, respectively, and the local temperature scale height H is computed from
H=

Te4
.
|∇(Te4 )|

(5.5)

The total optical depth of the disk is calculated by τ = τes +τabs , where τes = 2 ne σT H
is the Thomson optical depth in the vertical direction and τabs is the optical depth
for absorption, which is expressed as
τabs = H

−
qthin
.
4σT Te4

(5.6)

For a small optical depth, Eq. (5.4) reduces to Eq. (5.3), while, in the optically thick
limit (τ ≫ 1), it gives q − = 8σT Te4 /3Hτ , which is the appropriate black body limit.
Therefore, the formula provides an approximated interpolation between the optically
thin and thick limits.
At low temperature (Te . 6 × 109 K) or the outer torus regions, the emission is
dominated by bremsstrahlung (Straub et al. 2012). The bremsstrahlung cooling rate
is computed by the interactions of pairs among electron (e− ), positron (e+ ) and ion
(i). Since the cooling processes of e− i and e+ i are identical, and the same is true for
e− e− and e+ e+ , the cooling rate can be written as,
−
−
−
−
= qei
+ qee
+ q±
,
qbr

(5.7)

−
−
−
where qei
, qee
and q±
are the radiative cooling through electron(positron)-ion (e± i),
electron(positron)-electron(positron) (e± e± ) and positron-electron (e+ e− ) interactions, respectively (Esin et al. 1996).
Synchrotron emission dominates the losses in advective hot ﬂows, in which the
electrons are relativistic in the tail of the Maxwell-Jüttner distribution. The synchrotron cooling occurs through both optically thick and thin emission: below some
critical frequency νc , the emission is completely self-absorbed, and thus the volume
emissivity can be approximated to the Rayleigh-Jeans black body emission. For the
frequencies above the νc , the emission is optically thin. The synchrotron cooling rate
can be written as,
Z
Z ∞
2π kB Te νc 2
−
ν dν +
ǫs (ν) dν,
(5.8)
qs =
Hc2
0
νc
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where kB and c are the Boltzmann constant, the speed of light, respectively, and the
synchrotron emissivity ǫs (ν) is calculated by (see Pacholczyk 1970),
e2 4π ν (ne + n+ ) ′
I (xM ),
ǫs (ν) = √
c 3 K2 (1/Θe )

(5.9)

where K2 is the modiﬁed Bessel function of the second kind,
xM =

2ν
,
3ν0 Θ2e

v0 =

eB
,
2π me c

(5.10)

and Θe = kB Te /me c2 is the dimensionless electron temperature. The dimensionless
spectrum I ′ (xM ), which is averaged over the angle between the velocity vector of
the electron and the direction of the local magnetic ﬁeld, is ﬁtted to the function
(Mahadevan et al. 1996),
!


0.4
4.0505
0.5316
1/3
′
1 + 1/4 + 1/2
exp −1.8899 xM .
(5.11)
I (xM ) = 1/6
xM
xM
xM
Fragile & Meier (2009) found that the Bessel function K2 in Eq. (5.9) causes errors
for the low-temperature ﬂows (Te < 108 K) due to the mismatch of the normalisation
factor between the Bessel function and the spectrum I ′ (xM ). Following the suggested
modiﬁcation, we replace K2 (1/Θe ) to 2 Θ2e by assuming the same high-temperature
limit between them.
We compute the critical frequency νc in Eq. (5.8) numerically by equating the
optically thin and thick volume emissivity at νc ,
e2 4π νc (ne + n+ ) ′
2πkB Te 2
ν .
I (xM ) =
ǫs (νc ) = √
H c2 c
c 3 K2 (1/Θe )

5.3

(5.12)

Results

We set our ﬁducial model by following the “best-bet” model, that is widely agreed by
the 2D parameter surveys (e.g., Mościbrodzka et al. 2009; Dibi et al. 2012a; Drappeau
et al. 2013), that has Ti /Te = 3 and a⋆ = 0.9375.

5.3.1

General Evolution

Our simulations start with the initial torus in hydrostatic equilibrium (Fishbone &
Moncrief 1976). As the turbulence triggered by tangled magnetic ﬁelds transports the
angular momentum outward, the gas ﬂows toward the central black hole (BH) generating a thick disk, akin to a RIAF. The cooled models require setting the speciﬁc
density unit to target the desired mass accretion rate in the simulations (see Table 5.1). The non-cooled models, however, are scale-free, meaning they are scaled by
the corresponding density units in postprocessing to compare with the cooled models.
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Figure 5.1: Comparison of the time-averaged density contour map between the NC3RM(left; noncooled) and C3D10RM(right; cooled) simulations. The non-cooled model is scaled by multiplying
the same density unit (see ρscale in Table 5.1) for the corresponding cooled model. Given the density
unit, the averaged mass accretion rates are 8.8 × 10−8 M⊙ yr−1 and 1.15 × 10−7 M⊙ yr−1 for the
(scaled) non-cooled and cooled models, respectively. The light black lines represent the magnetic
field, and the dashed magenta lines indicate the jet boundary, defined as where the magnetisation
parameter is σ = 1. The variables are averaged over 1000 tg (5000 – 6000 tg ).

Figure 5.1 shows the density contour map overlaid with the magnetic ﬁeld structure, averaged over 5000 – 6000 tg 2 . The overall evolution of the accreting hot accretion ﬂow is similar between the non-cooled and cooled runs when the mass accretion
rate is smaller than 10−8 M⊙ yr−1 . However, the eﬀect of cooling becomes increasingly important, it shows already apparent diﬀerences in the geometry for the model
C3D10RM, where the target mass accretion rate approaches 10−7 M⊙ yr−1 : when
the radiative cooling is on, the density increases at the mid-plane signiﬁcantly and
the magnetic ﬁeld within the disk is less turbulent and thus more ordered. This is
2 The orbital time scale at the pressure maximum, r
max = 12 rg , is torb ∼ 260 tg in our simulations,
where tg = rg /c =∼ 20 sec for Sgr A∗ .
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Figure 5.2: The averaged density profile along the disk over the time interval between 6000 –
8000 tg (see Eq. 5.13). The solid lines represent the result from the models C3D1RM, C3D10RM,
C3D100RM, and the dashed lines are the profile from the non-cooled model NC3RM with rescaling
to each cooled models.
The vertical dotted line indicates the location of the event horizon, rH =

p
rg 1 + 1 − a2⋆ = 1.35 rg .

because cooling decreases the gas pressure and the scale height of the accretion ﬂow,
thus increasing the dominance of magnetic ﬁelds: the plasma beta, βmag = Pg /PB ,
decreases due to the decreased gas pressure and the compressed volume. Such highly
magnetised plasma tends to be stable against the MRI, and thus the magnetic ﬁeld
within the disk becomes less turbulent.
Radiative cooling enhances the mid-plane density by two reasons: ﬁrstly, cooling
decreases the vertical gas pressure as thermal energy is radiated away. Secondly, the
relatively ordered magnetic ﬁeld impedes the angular momentum transport through
the MRI, so the accretion slows down and piles up at some point where the MRI is
less eﬃcient. Figure 5.2 shows the averaged density proﬁle along the disk over the
time interval between 6000 – 8000 tg by the formula:
R 2π R π ′ √
ρ −g dθ dφ
hρi(r) = 0R 2π 0R π √
,
(5.13)
−g dθ dφ
0
0
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Figure 5.3: Colour contour maps of the mass density, the magnetic field strength, and the electron
temperature (all n log-scale) for the model C3D1RH. The figure presents a single time slice at 5000
tg .

where ρ′ is the density that is averaged over time. In the ﬁgure, the density enhancement is apparent as a consequence of cooling. For the models with higher cooling,
the relative increase of the density compared to non-cooled runs is larger and occurs
over a broader range in radius. More importantly, the peak of the averaged density is
located at larger distance with stronger cooling, which is not surprising because the
angular momentum is more diﬃcult to transport outward if cooling is strong. The
location of the peak density also aﬀects the mass accretion rate: if it is close to the BH
vicinity, the accretion rate can increase due to the increased density near the event
horizon (see C3D10RM model in Fig. 5.2). Its eﬀects on the resulting spectra are not
trivial since a large fraction of synchrotron radiation is produced near the BH as will
be discussed in § 5.4.1.
Radiation processes occur predominantly in the accreting hot ﬂow. To obtain
insight into this ﬂow, we show slice contour maps of density, B 2 , and Te at a single
time-step, t = 5000 tg for the model with the highest resolution (Fig. 5.3). In the
hot ﬂows, it is evident that the typical density is 10−16 g cm−3 , which corresponds to
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Figure 5.4: Colour contour maps of the radiative cooling rates: bremsstrahlung (left), synchrotron
(middle), inverse-Compton scattering (right) for the high-resolution model C3D1RH. The figure
presents a single time slice at 5000 tg . Radiative cooling is calculated only when B 2 /ρ < 1 (see the
white area, where the cooling process is off).

Ne ≈ 6 × 107 cm−3 in a fully ionised plasma, where Ne is the electron number density.
The typical strength of magnetic ﬁelds is B≈30 G near the BH, which decreases with
distance from the BH. The electron temperature is maximum within the “funnel”
over the pole, which is up to 1013 K, and is ∼ 1012 K in the mid-plane. Despite
the high temperature in the “funnel”, it rarely produces emission as a consequence of
the extremely low density. Note that since we assume a relativistic thermal MaxwellJüttner distribution for the radiative processes, the question still remains as to what
fraction of non-thermal electron can be generated within the plasma from dissipating
magnetic energy, and thus how it contributes to the radio emission (Yuan et al. 2003;
Davelaar et al. 2018).
Given the electron temperature range of 1011 – 1012 K in the accretion ﬂow,
as seen in Fig. 5.4, the bremsstrahlung cooling is relatively weak. Note that, in
our simulation, the Comptonisation of bremsstrahlung is neglected as it is never of
importance compared to that of synchrotron over this temperature range. On the
other hand, synchrotron cooling with Compton enhancement is dominant at the mid-
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plane near the black hole: optically thin synchrotron radiated at r < 5 rg is responsible
for the ﬁrst "bump" in the SEDs lying within 1011 < ν < 1014 Hz, and peaking in
the sub-mm (see Fig. 5.9). Inverse Compton scattering of the synchrotron photons is
active at r < 8 rg . The mean electron temperature in the accreting ﬂow at r < 8 rg
is hTe i ≈ 3 × 1011 K, and thus the average increase of energy in a single scattering
can be approximated as A = 1 + 4Θe + 16Θ2e ≈ 4 × 104 (the formula is referred to
Esin et al. 1996). As a result, the frequencies of the scattered photons are shifted
to the range of 0.02 – 20 keV, which is consistent with the observed X-ray emission
(0.5 – 8 keV) (Baganoﬀ et al. 2001, 2003). The quiescent X-ray emission of Sgr A∗ is
extended with an intrinsic size of ∼ 1.4′′ (Baganoﬀ et al. 2003), which is coincident
with the Bondi accretion radius calculated from the measured BH mass and ambient
temperature (Quataert 2002; Yuan et al. 2003). It is known that ∼90% of the total
X-ray emission originates from the outer part of the disk (Neilsen et al. 2013), that is
dominated by bremsstrahlung, which is beyond the scope of this work: we calculate
the emission within r = 20 rg , where the X-ray emission is predominantly produced
by the synchrotron self-Compton (SSC) process. We will further discuss the spectral
properties of the X-ray emission in the next section.

5.3.2

Mass accretion rates

The mass accretion rate is a critical factor that determines the radiation ﬂuxes. In
works that do not include radiative cooling, the simulations are scale-free and therefore must be scaled with an arbitrary mass density unit during the post-processing to
obtain the designated accretion rate. The scaled variables are used to calculate the
synthetic spectra to match with the observation (e.g., Dexter et al. 2010; Shcherbakov
et al. 2012; Mościbrodzka et al. 2014). Our simulations with radiative cooling, however, are not scale-free: calculation of cooling rates requires using variables in physical
units.
Fig. 5.5 shows the mass accretion rates over time until t = 9000 tg , which is
calculated by
Ṁ (r) =

Z

2π
0

Z

π
0

√
ρ ur −g dθ dφ,

(5.14)

where ur is the radial component of the four-velocity. As seen in the ﬁgure, the mass
accretion rate converges after 3000 tg , which corresponds to ∼ 10 orbital time scale at
the pressure maximum. This is the case for all models except the low resolution run
(C3D1RL). The convergence of the accretion rate allows us to study the statistical
properties over a longer time period. In contrast to the 3D runs, it is known that
2D simulations fail to reach a steady-state in accretion rate as a consequence of the
anti-dynamo theorem (Hide & Palmer 1982). We will further compare the results
between 2D and 3D runs in § 5.4.2.
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Figure 5.5: The mass accretion rate at the event horizon as a function of time. Upper: The
solid and dashed lines represent the results from the models with radiative cooling, and the model
without the cooling (NC3RM), respectively. The accretion rate from the NC3RM model is scaled by
the density unit that corresponds to the each cooled counterpart. Bottom: The accretion rate from
the simulations in the different resolutions: C3D1RH (high; dot-dashed), C3D1RM (intermediate;
solid), C3D1RL (low; dotted).

In the bottom plot of Fig. 5.5, we see how the angular momentum transfer through
the turbulence of the accreting ﬂow can be aﬀected by the resolution. To examine if
the MRI is resolved properly, we calculate the “MRI quality factors” (i.e., Q-factors),
which is deﬁned as the number of cells available for resolving the fastest-growing MRI
mode in each direction. The Q-factor of the lowest resolution case (C3D1RL) is ∼
3, which is below the nominal Q value of 10–20 for capturing the saturation level of
the MRI (Hawley et al. 2011). Thus, it is obvious that the mass accretion rate in
the model C3D1RL drops signiﬁcantly after 2000 rg as the MRI-driven turbulence is
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dissipated away. However, for the intermediate (C3D1RM) and highest (C3D1RH)
resolution cases, the Q-factors are 12 and 20, respectively, which are large enough
to sustain the MRI-driven turbulence. These Q-factors are indicative of the criteria,
above which it resolves the MRI, but cannot be used for the analysis of the turbulence
features in the ﬂows. We will further discuss the disk properties in § 5.3.3.
We carry out multiple simulations with diﬀerent density units targeting the mass
accretion rates of 10−8 , 10−7 , 10−6 M⊙ yr−1 . The latter has an accretion rate that
is beyond the observed range around Sgr A∗ (2 × 10−9 < Ṁ < 2 × 10−7 M⊙ yr−1 ),
but the model is included to compare the results with the case of a more typical lowluminosity AGN accretion rate such as for M87 (ref). In the upper plot of Fig. 5.5, the
solid and dashed lines represent the mass accretion rates, which are calculated from
the cooled and non-cooled models, respectively. The non-cooled model is re-scaled
by the same density unit for each cooled models. For the model with strong cooling
(C3D100RM), it is clear that the overall accretion rate is smaller by half, compared
to the non-cooled case with the same density unit. However, the models with weak
cooling (C3D01RM and C3D1RM) show no signiﬁcant diﬀerences of the accretion
rate between the cooled and non-cooled models, which is surprising since the cooled
model is expected to lose less amount of angular momentum transport compared to
the non-cooled model. For the model C3D10RM, the accretion rate is even slightly
higher than in the non-cooled model. The reason is that the enhanced density at the
vicinity of the BH plays a role in increasing the accretion rate (see Fig. 5.2), which
compensates for the weak angular momentum transport.

5.3.3

Disk properties

The direct impact of radiative cooling on the accreting ﬂow can be examined by the
disk scale height: cooling decreases the gas pressure, and thus makes the disk thinner
(see Fig. 5.1). To examine the scale height quantitatively, we follow the formula in
Noble et al. (2010); Porth et al. (2019), which is expressed as:
R 2π R π √
ρ −g |θ − π/2| dθ dφ
[H/R](r) = 0 R0 2π R π √
.
(5.15)
ρ −g dθ dφ
0
0

Figure 5.6 shows the clear trend that as cooling becomes stronger, the disk scale
height becomes thinner. While the disk swells up rapidly at r < 10 rg in the case of
weak cooling (C3D1RM), the increase of H/R is more gradual in the case of stronger
cooling (C3D10RM). Except for the case with extremely strong cooling (C3D100RM),
the disk scale heights lie within H/R =0.24–0.28 for the radius of 20 rg < r < 50 rg .
As the angular momentum is transported outward by the MRI, the gas ﬂows
inward and the disk undergoes viscous spreading outwards. Since radiative cooling
reduces the MRI turbulence via the enhanced magnetic ﬁeld strength (see Figure 5.1),
less spreading of the disk is expected when the cooling is stronger. For a more quan-
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Figure 5.6: Scale height profiles (H/R) according to Eq. (5.15) for the models with different density
scales, and thus different accretion rates. The solid thick lines represent the mean value over a time
interval between 6000–8000 tg , and the shades represent the deviation during the time period.

titative view, we compute the rest-frame density-weighted radius, hri (referred to the
formula in Porth et al. (2019)), which is expressed as
R 2π R π R rmax
√
r ρ −g dr dθ dφ
0
0 rh
,
(5.16)
hri(t) = R 2π R π R rmax √
ρ −g dr dθ dφ
0
0 rh

where we set the outer radius of integration to rmax = 50rg . As seen in Figure 5.7,
the disk spreading is not distinguishable for the model C3D1RM and NC3RM, implying that cooling is not strong enough to aﬀect the disk spreading up to Ṁ =
10−8 M⊙ yr−1 . However, it is apparent that the disk size decreases signiﬁcantly when
the accretion rate is higher. Since the current observation of Sgr A∗ indicates that
the accretion rate can reach up to ṀSgr A∗,max = 2 × 10−7 (Marrone et al. 2007), the
eﬀects of cooling on the dynamics of accretion ﬂow should be taken into account even
within the range of accretion rate in Sgr A∗ . Evidently, the resolution also aﬀects
the disk spreading: as discussed above, the simulations with lower resolution cannot
capture the MRI appropriately, resulting in the suppressed spreading (see the dashed
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blue line; C3D1RL).

5.4
5.4.1

Discussion
Radiative properties of Sgr A∗

Spectral energy distribution
Once we consider radiative cooling, we can no longer scale the GRMHD data to ﬁt
the observed ﬂux. Hence, we choose the best ﬁt data that produces the ﬂux lying
within the observed ranges at 230 GHz (3–4.2 Jy; see observations compiled within
Connors et al. 2017), but we emphasise that this is not a statistical ﬁt. To compare
the results between the cooled data and the non-cooled data, we scale the latter with
the same mass density unit for each cooled counterpart. As seen in Figure 5.8, with
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Figure 5.8: The synchrotron light curves at 230 GHz for the cooled model (C3D1RM; blue colour)
and the non-cooled model (NC3RM; orange colour), which are calculated using bhoss. The grey
shade represents the range that is consistent with observations compiled by Connors et al. (2017). The
synthetic spectra (Fig. 5.9) are calculated after 5500 tg (vertical dotted line), where the synchrotron
flux lies within the observed range for both the cooled and non-cooled models.

our ﬁxed value of a⋆ = 9375 and Ti /Te = 3, the model C3D01RM, at which the
target mass accretion rate is Ṁ = 10−9 M⊙ yr−1 , is reasonably consistent with the
quiescent state observations. The overall shapes of the light curve between the cooled
(C3D01RM) and non-cooled (NC3RM) models are similar to each other, however the
averaged ﬂuxes in the non-cooled model is slightly higher than in the cooled model:
the averaged ﬂuxes at 230 GHz, which are calculated for the time after 5000 tg , are
3.63 ± 0.41 Jy and 3.8 ± 0.35 Jy for the cooled and non-cooled models, respectively.
We calculate the spectra from GRMHD data using the Monte Carlo radiative
transport code grmonty (Dolence et al. 2009), which computes synchrotron emission and absorption, and inverse-Compton scattering in full general relativity. Figure 5.9 shows the spectral energy density distributions (SED) for the cooled model
(C3D01RM) and the non-cooled model (NC3RM) with the same density scale. The
SEDs have two peaks: the sub-mm peak and the far-UV peak. Thermal synchrotron
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Figure 5.9: Spectral energy distributions of Sgr A∗ , which are computed from the simulation results
of C3D01RM (cooled; blue) and NC3RM (non-cooled; red). The GRMHD data are averaged over
the time interval between 6000 – 10000 tg (see Fig. 5.8 for the light curve within this interval). The
solid lines represent the mean value of the spectrum, and the shaded regions represent the variation
of the spectrum during the time period. Observational points are taken from: Melia & Falcke (2001);
Hornstein et al. (2007); Schödel et al. (2011); Gravity Collaboration et al. (2020b) at the upper limit
of near-to-mid infrared band, data compiled by Connors et al. (2017) at sub-mm band, Bower et al.
(2019) at mm/submm (233, 678, and 870 GHz), and Nowak et al. (2012); Haggard et al. (2019)
at X-rays (2–8 keV). The X-ray flux in the ray-traced GRMHD data should be below ∼10% of
the observed quiescent (lower) X-ray flux since most of X-ray would be emitted outer disk through
bremsstrahlung (Wang et al. 2013a; Neilsen et al. 2013), which is not covered by this calculation. The
columns represent the result with the different inclination angle: 45◦ –60◦ (left), 60◦ –75◦ (middle),
and 75◦ –90◦ (right). See Sec. 4.3.2 for a full description of the observational data used for this work.
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emission from mildly relativistic electrons is responsible for the sub-mm peak and
these same photons are then Compton upscattered to produce the far-UV peak. To
check the dependency of the viewing angle, we set the number of θ-bins to 6, within
which the ﬂuxes are averaged to represent the values for the range of the inclination
angle between the BH axis and the line-of-sight. In general, the ﬂuxes slightly increase
with increasing inclination angle. This is mainly due to the orbiting plasma that is
approaching the observer and the emission is therefore strongly Doppler boosted in
the high inclination angle (i.e., close to edge-on).
However, even at these very low accretion rates the SED in the cooled model
(C3D01RM) diﬀers somewhat from in the non-cooled model (NC3RM): for the cooled
model, the peak value at the sub-mm bump is similar to the non-cooled model, and
the ﬂux decreases more sharply for increasing frequency after the sub-mm bump. The
near-infrared (NIR) emission originates at the innermost regions (2 rg < r < 6 rg ; see
Mościbrodzka et al. 2009), where the gas temperature and the magnetic ﬁeld intensity
is high. The relatively sharp decrease of the NIR emission in the cooled model is
indicative of the lower gas temperature due to the inclusion of radiative cooling. The
peak of the far-UV ﬂux is slightly higher in the non-cooled model than in the cooled
model mainly due to the higher ﬂux of the seed photons over NIR-band, and the
peak frequency in the non-cooled model is ∼ 3.5 times larger than in the cooled
model. This is because the average increase of energy in the scattering is formulated
to A = 1 + 4Θe + 16Θ2e (Esin et al. 1996), implying that the higher temperature in
the non-cooled model leads to upscattering photons to the higher energy range.
Variability studies of the Chandra observations showed that ∼10% of the total
quiescent X-ray emission likely originates from the inner accretion ﬂow (Wang et al.
2013a; Neilsen et al. 2013). This indicates that the models can be ruled out in our simulations if they produce the X-ray luminosity that exceeds to LX ≈ 2.4 × 1032 erg s−1 .
We ﬁnd that for the models with the constant ratio of Tp /Te = 3, the X-ray emission
is too strong for both the non-cooled model and cooled model over most of inclination angles. This implies that the electron temperature should be on average lower
than the value determined by Tp /Te = 3. In Fig. 5.10, we compare the post-processed
SEDs from the GRMHD data, which are simulated with the diﬀerent electron temperature prescription. The model with an increased temperature ratio (C3D1RMFT20;
Tp /Te = 20) indeed reduces the X-ray emission under the observed level. However, it
is still problematic because its NIR emission is an order of magnitude dimmer than
the observed values. This may be attributed to the lack of non-thermal electrons in
our simulation (see, chapter 4). Interestingly, the best-matching model can be reproduced by adopting the electron temperature prescription that depends on the plasma
magnetisation (Mościbrodzka et al. 2016), which is expressed as
Rl + β 2 Rh
Tp
=
,
Te
1 + β2

(5.17)
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Figure 5.10: Spectral energy distribution of Sgr A∗ ,which is calculated using the GRMHD results with the different electron temperature prescriptions: Tp /Te = 3 (C3D01RM), Tp /Te = 20
(C3D1RMFT20), and Tp /Te depends on the plasma magnetisation (C3D1RMRh20). The inclination angle is 60 − 75◦ .

where β = Pgas /Pmag , and Rl and Rh are free parameters that control the dominance
of emissions depending on the magnetic strength. The temperature ratio converges
into Rh and Rl values at the disk (β ≫ 1) and the jet (β ≪ 1), respectively. We carry
out the simulation with one set of Rl = 1 and Rh = 20, and the resulting spectra is
remarkably consistent with the observed data (blue line and shade in Fig. 5.10): it
reproduces the observed NIR emissions while keeping the X-ray emission being under
the observed maximum limit in the quiescent state.
Synthetic images at 230 GHz
To compute the synthetic mm (230 GHz) images, we use the general relativistic raytracing code bhoss (Younsi et al. 2016, 2020), to calculate the synchrotron emission
and absorption. The inclination angle of both the BH spin axis and the disk normal to
the line of sight is currently poorly constrained. For example, in the kinematic study
of the star S2 near the Galactic centre, the inclination angle is best-ﬁtted to 134◦
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Figure 5.11: GR Ray-traced Synthetic images at 230 GHz for the cooled model (C3D01RM; top
row) and the non-cooled model (NC3RM; bottom row). They are taken in a single snapshot at 8000
tg . The columns represent the result with the different inclination angle: 50◦ (left), 70◦ (middle),
90◦ (edge-on; right). The images are post-processed with the GRRT code, bhoss.

(Gravity Collaboration et al. 2018b). One may also expect the system to be nearly
edge-on given that highly inclined sources often produce the linear polarisation in
compact radio sources around Sgr A∗ (Bower et al. 2003). For these calculations, we
set the inclination angle to 50◦ , 70◦ , and 90◦ in order to study how the inclination
angle changes the shape of spectra and images. Note that we assume an aligned jet
with the angular momentum of accreting gas. In fact, the misalignment is likely to
occur in Sgr A∗ since the infalling gas cannot be quickly torqued into alignment with
the BH spin given the geometrically thick disk (Dexter & Fragile 2013; Liska et al.
2018a; White et al. 2019),3 and the warping of the disk and the jet aﬀect the aﬀect the
230 GHz image (e.g., Dexter & Fragile 2013; Chatterjee et al. 2020; White et al. 2020,
or see chapter 3). Figure 5.11 shows the synthetic images at 230 GHz for a single
time snapshot at 8000 tg , which displays the detailed substructures. The ring-like
structure is produced by the gravitational lensing eﬀect that magniﬁes the emissions
from accretion ﬂow, and the bright spots in the left-side are the result of Doppler
boosted emissions from the approaching side of the disk to the observer. These spots
are brighter in the non-cooled model than in the cooled model due to the relatively
3 Contrary to the thick disk, in thin high-viscosity disks (H/R < α, where α is the viscosity
parameter) the disk warps are propagated through viscous diffusion and the inner disk aligns with
the BH spin through Bardeen-Petterson alignment (Bardeen & Petterson 1975; Liska et al. 2019)
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Figure 5.12: Time-averaged and blurred images at 230 GHz for the cooled model (C3D01RM; top
row) and the non-cooled model (NC3RM; bottom row). The synthetic images are averaged over
8000 - 9500 tg and blurred by the convolution with the 2D Gaussian filter, at which the full with
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the images extends to 65 µas, which corresponds to 15 rg . The columns represent the result with
the different inclination angle: 50◦ (left), 70◦ (centre), 90◦ (edge-on; right).

higher gas temperature near the BH.
In Figure 5.12, we take the blurred images, which are averaged over the time
interval between 8000 – 9500 tg , as an appropriate proxy for the EHT image. The
time interval of 1500 tg is corresponding to 8.4 hrs given the BH mass of 4.1 ×
106 M⊙ (Gravity Collaboration et al. 2018b). The blurred images were taken by the
convolution with a Gaussian ﬁlter, at which the full with half maximum (FWHM)
is 20 µas. As seen in the Figure, the emission is dominated by the left side of the
disk, which has a symmetric crescent shape for all models. Such a crescent shape is
the blurred region of the aforementioned hot spots, which are produced by Doppler
beaming. The intensity contrast within the crescent in the non-cooled model is larger
compared to the cooled model, as it is expected by the higher temperature at the hot
spots. In general, the black hole shadow is clearly visible for the low inclination angle
(θ0 < 70◦ ), but becomes less evident for the edge-on images.
The environment around Sgr A∗ is dynamic, which can drive ﬂares through various mechanisms: sudden electron heating by magnetic reconnection, star-disk interaction, stochastic acceleration, gravitational lensing of “hot spots” in accretion ﬂow,
and sudden increase of the accretion rate due to the infall of a clump of material
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Figure 5.13: Light curves at three different bands: sub-mm (9.4 × 1011 Hz; top panel), Near
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the cooled model (C3D1RMRh20; solid curve) and the non-cooled model (NC3RM; dashed curve).
The light curves are calculated by using grmonty with the assumption of DSgr = 8.2 kpc, where
DSgr is the distance to Sgr A∗ . The fluxes are averaged over the theta bin of 60–75◦ . The bottom
panel shows the mass accretion rate at the event horizon. The cadence of the simulation is 50 rg /c,
which corresponds to ∼ 16 minutes in Sgr A∗ .
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Figure 5.14: The comparison of GR Ray-traced synthetic images at 230 GHz for the cooled model
(C3D1RMRh20) between two different states: NIR-quiescent state at t = 53 h and NIR-flaring state
at t = 37 h (see Fig. 5.13) The inclination angle is 70◦ .

(e.g., Markoﬀ et al. 2001b; Nayakshin et al. 2004; Yuan et al. 2004; Trippe et al.
2007; Hamaus et al. 2009; Gravity Collaboration et al. 2018b). As seen in Fig. 5.13,
both the cooled (C3D1RM) and non-cooled (NC3RM) models highly variable in the
diﬀerent multi-wavelength bands. The NIR lightcurve behaves similarly to the X-ray
lightcurve, and the eruption events in both wavebands are roughly correlated with
a pronounced rise in the accretion rate. Figure 5.14 shows the 230 GHz images for
the cooled model C3D1RM during the NIR quiescent state (orange dotted line in
Fig. 5.13) and a ﬂaring state (blue dotted line). The optical depth of the accretion
ﬂow increases during the ﬂaring event, in accordance to the increase in accretion rate.
Figure 5.15 shows the corresponding SEDs, and clearly illustrates the overall rise in
ﬂux across all frequencies. The rise in the X-ray emission is relatively larger than in
the NIR, and while the X-ray ﬂux level is close to the quiescent limit, the NIR ﬂux
exceeds the quiescent ﬂux by a factor ∼ 4. Hence an increase in the accretion rate
can probably trigger an NIR ﬂare without a clearly detectable X-ray ﬂare, a situation
that explains why some NIR ﬂaring events do not exhibit simultaneous X-ray ﬂares.

160

5.4 Discussion

36

10

35

10

34

10

33

10

32

L

(erg s

1

)

10

Flaring
Quiescent
observation

10

31

10

11

10

13

10

15

10

17

10

19

(Hz)

Figure 5.15: The comparison of spectral energy distribution between two different states: NIRquiescent state at t = 53 h and NIR-flaring state at t = 37 h (see Fig. 5.13) The inclination angle is
70◦ .

5.4.2

Comparison with previous works: 2D vs. 3D

Earlier GRMHD work within the 2D axisymmetric platform has explored the eﬀects
of radiative cooling on the dynamical evolution of hot accretion ﬂows around Sgr A∗ .
(e.g., Fragile & Meier 2009; Straub et al. 2012; Dibi et al. 2012a; Drappeau et al.
2013). However, it is known that MRI-driven turbulence is not sustainable in the axisymmetric 2D simulations, which decays over the local orbital time as a consequence
of the Cowling’s anti-dynamo theorem (Hide & Palmer 1982). As seen in Figure 5.16,
indeed the mass accretion rate in the 2D run never reaches a steady-state and significantly decreases after 1000 tg due to the lack of angular momentum transfer via the
MRI, while the mass accretion rate in the 3D run reaches a quasi-stationary state.
Therefore, the 2D, axisymmetric approximation does not allow to run over a long
simulation time, instead it requires choosing the data at a certain period of time before the MRI decays dramatically, or including an artiﬁcial magnetic dynamo term in
the induction equation (Sądowski et al. 2015).
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Figure 5.16: The mass accretion rate as a function of time for the non-cooled high resolution 2D
(NC2RH; orange colour) and the non-cooled medium resolution 3D (NC3RM; blue colour) simulations. The mass accretion rate is in code units.

Nevertheless, in many aspects, our 3D results agree with the previous 2D results (Dibi et al. 2012a) in that radiative cooling plays an increasingly signiﬁcant
role with increasing mass accretion rate, and its impact becomes important above
a mass accretion rate of Ṁ > 10−8 M⊙ yr−1 . The best-ﬁt Sgr A∗ model with the
constant temperature ratio of Tp /Te = 3 in our work requires the mass accretion
rate of ∼ 10−9 M⊙ yr−1 , which is similar to the results from the previous 2D results
(Mościbrodzka et al. 2009; Dibi et al. 2012b).

5.5

Conclusions

By means of GRMHD simulations and GRRT radiation transfer in post-processing,
we study the eﬀects of radiative cooling, for the ﬁrst time with high-resolution 3D
simulations, on the the dynamics of accreting ﬂows and the resulting spectra. It
is generally assumed that such cooling is negligible for RIAF disks, which usually
occur at low accretion rates (i.e., Ṁ . 10−7 ṀEdd ). However, the importance of the
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cooling increases with the accretion rate, and it is poorly understood as to the critical
accretion rate, beyond which the cooling becomes eﬀective. For the calculation of
radiative cooling, we adopt the approximated solution for the advection-dominated
accretion disk, which includes bremsstrahlung, synchrotron, and inverse Compton
scattering (Esin et al. 1996). The full 3D GRMHD simulations with radiative cooling
in this work is extended from the previous 2D simulations, studied by Dibi et al.
(2012a) and Drappeau et al. (2013).
In general, radiative cooling enhances mid-plane density as the gas pressure decreases due to the energy loss, which is radiated away. The decreased pressure and
compressed volume increases the dominance of magnetic ﬁelds, which reduces the angular momentum transport outwards via the MRI. As a result, when the cooling is on,
the disk structure is diﬀerent from that without the cooling: a density peak appears
nearer to the central black hole, and the peak location depends on the strength of
radiative cooling (i.e., mass accretion rate). This diﬀerence is negligible when the
accretion rate is small, however, when the accretion rate is larger than 10−8 M⊙ yr−1 ,
it becomes apparent (see Figure 5.2). Since this rate lies within the range of mass
accretion rate for Sgr A∗ , we argue that the cooling loss can aﬀects the dynamical
evolution in some degree.
The eﬀects of radiative cooling on the spectra are visible even for the low accretion
rate of Ṁ < 10−8 M⊙ yr−1 : cooling reduces the peak ﬂux in the sub-mm bumps due
to the decreased gas temperature. The decreased seed photon by synchrotron at
the sub-mm bumps results in the decrease of the ﬂux in the X-ray bumps, for which
inverse Compton is responsible. The synthetic images at 230 GHz, which is calculated
by GRRT post-processing, show similar crescent shape between the cooled and noncooled GRMHD data, but slightly dimmer in the cooled data due to the decreased
temperature adjacent to the black hole.
Recent studies by Ressler et al. (2020) indicate that the inner regions near the
black hole could be strongly magnetised, as magnetic ﬁelds get advected from stellar
winds. Strong ﬁeld disks usually lead to powerful outﬂows, which are apparently
absent in Sgr A∗ . It will be interesting to understand how cooling would aﬀect the
disk and the outﬂow in such a situation. Additionally, we considered only thermal
electrons for this work. Accounting for non-thermal electron distributions will aﬀect
both the NIR and the X-ray emission (see chapter 4), and is thought to be primarily
responsible for X-ray ﬂaring events in Sgr A∗ (Dodds-Eden et al. 2010; Dibi et al.
2014; Neilsen et al. 2015).
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Figure 5.17: Comparison of the calculated spectra between bhoss (blue curve) and grmonty.
Upper panel: the orange and red curves represent the spectra calculated by grmonty with the
number of super-photons, Nsp = 5 × 105 and 107 , respectively. The green curve represents the
smoothed spectrum from the one with Nsp = 5 × 105 , at which the Gaussian filter with σ = 1 is
employed. Bottom panel: the fractional difference of spectrum between two results: large number
super-photon (red curve) and small number super-photon with smoothing process (green curve) (see
the Eq. (5.18)).

5.6
5.6.1

Supporting information
Validation of spectral calculations with grmonty

We make use of bhoss to reproduce the synthetic images at 230 GHz, while grmonty
is used to calculate the broad-band spectra since the radiative processes in bhoss include only the synchrotron emission and absorption. To check the consistency between
two ray-tracing codes, we compare the sub-mm bump in the spectra calculated using
two codes, as it is entirely dominated by synchrotron emission. Figure 5.17 shows the
good agreement for the frequency range of 1011 Hz < ν < 2 × 1013 Hz, within which
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the bump is located.
grmonty is known to converge on the correct solution as the fractional error ∝
−1/2
Nsp for an optically thin synchrotron sphere, where Nsp is the number of the superphotons (Dolence et al. 2009). Evidently, spectra with diﬀerent Nsp are reasonably
consistent with each other while the spectrum calculated with smaller Nsp shows more
ﬂuctuations at high frequency than the spectrum calculated with larger Nsp . Given
the computational expense, we adopt the number of super-photon Nsp = 5 × 105 for
the series of snapshots (∼ 100 snapshots for a single run), and to reduce the artiﬁcial
ﬂuctuation due to small Nsp , we smooth the spectrum using 1D Gaussian ﬁlter with
σ = 1. Figure 5.17 shows the diﬀerence of the resulting spectra with the diﬀerent
Nsp . In bottom panel, we calculate the fractional diﬀerence, which is expressed as,
F(ν) =

δ(ν Lν )
Lν,Nsp7 − Lν,Nsp5,smoothed
=
,
ν Lν
Lν,Nsp7

(5.18)

where Lν,Nsp5,smoothed and Lν,Nsp7 are the luminosities, which are calculated with
the number of super-photon of Nsp = 5 × 105 with smoothing process and 107 , respectively. As seen in the ﬁgure, the fractional diﬀerence is small (F << 1) for all
frequency range, and thus we are conﬁdent to calculate the spectra with Nsp = 5×105 .
However, this may not work for the optically thick synchrotron sphere since the correct
computation of the photon-weight in the large optical depth requires minimum number of superphotons for the convergence (Dolence et al. 2009). The current version of
grmonty is available only with Open-MP, which is working with multiple processors
in a single node, so in future work we will extend it enabling MPI-parallelisation
to be able to use a large number of superphotons.
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KC, DY, DE and CH developed and conducted tests for the h-amr-bhoss
data conversion scheme. ZY provided guidance on the usage of bhoss and
contributed in interpreting the ﬁnal GRRT images in the context of the Event
Horizon Telescope M87 images. KC constructed all black hole images and GRRT
analysis in the article and was responsible for the writing up the entire article.
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this chapter, as well as was responsible for the interpretation of the results and
conclusions. In addition, KC developed a non-thermal synchrotron module for
the bhoss code. JN calculated the X-ray ﬂux cumulative distributions, adding
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in the usage and development of the bhoss code. GW gave useful input in the
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DY aided in testing the h-amr-to-bhoss data conversion. AI and MK provided
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speciﬁcally, the derived power spectral densities. HB, TD, DH and MN provided
Chandra ﬂare data for comparisons to the simulation models (not added to the
chapter) as well as general guidance on Sgr A∗ observations.
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D. Yoon, K. Chatterjee, S. Markoﬀ, D. van Eijnatten, Z. Younsi, M. Liska,
& A. Tchekhovskoy
DY was the project lead for this chapter and was responsible for running all simulations with h-amr and constructing the broadband spectra (using grmonty)
as well as the GRRT images via bhoss. KC and ML co-mentored DE on the development of the initial radiative cooling module in h-amr. KC played a crucial
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the use of bhoss.
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This thesis consists of an introduction to black holes, accretion and jets, and four
science chapters. Black holes are perhaps the most energetic laboratories of physics
in the known universe due to the interplay between the intense gravity, matter, and
electromagnetic ﬁelds. Black holes with masses millions to billions of times the mass
of our Sun, appropriately named “supermassive” black holes (SMBHs), reside in the
centres of galaxies. SMBHs exert their inﬂuence on scales much larger than their size,
playing a crucial role in shaping their environment and the evolution of the galaxy.
Further, the dynamic micro-physical conditions near a black hole facilitate the acceleration of particles to very high energies that often results in sporadic variations in the
light emitted by the black hole’s immediate surroundings. These rapid ﬂuctuations
in emission are known as ﬂares. Understanding how accreting black holes operate at
multiple length-scales gives us important clues about the nature of physics at its most
extreme.
During my PhD, I used numerical simulations to study the dynamics and emission
properties of the gas accreting onto a black hole that drive outﬂows with velocities
close to the speed of light, known as jets. My primary focus was to solve problems
associated with slowly accreting dim SMBHs, speciﬁcally M87, the subject of the ﬁrst
Event Horizon Telescope (EHT) black hole picture, and our nearest SMBH, Sagittarius A∗ (Sgr A∗ ), dwelling at the centre of the Milky Way. These are two of the most
widely studied SMBHs in the astronomical community due to their relative proximity to us and, in the case of M87, a pronounced jet component. The abundance of
observational data on Sgr A∗ and M87 prove extremely important to our understanding of SMBHs and their environments. This thesis deals with numerical simulations
that investigate black hole accretion disk and jet evolution (chapter 2), alternate disk
geometries in the context of the EHT black hole picture (chapter 3), and the nature
of ﬂares in Sgr A∗ (chapters 4 and 5). I summarise the chapters as follows:
• Chapter 2: Jets intimately link black holes with their environment. Black
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hole rotation twists magnetic ﬁeld lines, developing an outward pressure that
launches a jet, with the conversion of magnetic energy into kinetic energy responsible for accelerating the jet. In addition to the jet, particle-rich sub-relativistic
outﬂows, called winds, emerge from the accretion disk and move outward adjacent to the jet. In this chapter, I present numerical models of relativistic
jets that span over ﬁve orders of magnitude in both distance and time, ﬁnally
bridging black hole and galaxy scales. These jets interact with the surrounding
winds, and as a result, progressively collimate as they propagate to larger distances. Incredibly, the simulated jet exhibits a shape that is very similar to the
jet observed in the M87 galaxy. However, the simulated jet is almost devoid of
any matter. Therefore, for the jet to radiate, gas from the surroundings must
enter the jet body, a phenomenon most simulations fail to capture. My simulations demonstrate that small scale interactions at the jet boundary naturally
transport gas into the jet from the environment and ultimately slow down the
jet. Figure A(a,b) shows two models, one where the wind from a small-sized accretion disk allows the jet to expand freely and the other where the wind from a
large accretion disk restricts the jet to small widths. Interestingly the change in
shape between the two jets leads to very diﬀerent jet velocities, a direct result of
jet boundary interactions. Such decelerated jets may deposit their energy into
the interstellar medium, aﬀecting galaxy-scale gas dynamics, and thus, galaxy
evolution.
• Chapter 3: In 2017, the EHT captured the ﬁrst image of a black hole shadow
in M87, sparking a variety of studies on alternate interpretations of the image.
In this chapter, I explore one such alternate model of black hole accretion disks.
The EHT theory papers compared the observed image to radiation maps calculated from a suite of numerical accreting black hole simulations. These models
assume that the black hole rotates in the same plane as the disk. I consider the
possibility of disks misaligned with the black hole spin direction. Gas falling
towards the black hole from large distances is insensitive to the black hole’s
spin. Thus, we expect that accretion occurs from random directions and lead to
a misaligned disk. In such systems, jets tend to follow the black hole spin direction at small altitudes while aligning with the disk at larger scales, resulting in
a bent disk and jet. Figure A(c) shows an image from an aligned disk, similar
to the results of the EHT theory paper. Misaligned disks present a signiﬁcantly
diﬀerent image (e.g., Fig. Ad). Similar to the M87 EHT image, misaligned disk
models display a ring structure with a bright crescent feature in the bottom half
of the image. The crescent feature is a result of Doppler-boosted emission from
both the accretion disk and the outﬂow closest to the black hole. Since the misaligned disk is bent towards us, the “observer”, the crescent feature is brighter
and more extended. A key component of this chapter is combining informa-
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Figure A: Numerical simulations of self-consistently launched black hole jets. Here I show two
relativistic jets (in colour by Lorentz factor1 , γ) launched by a (panel a) small and (panel b) large
accretion disk, exhibiting a marked difference in speed and collimation. Distance is in units of
gravitational radius rg . For a 1 billion solar mass black hole, 104 rg ≈ 1.5 light-years . Panel (c):
230 GHz black hole horizon-scale image of an aligned accretion disk and jet in M87. Panel (d)
First 230 GHz M87 image of a misaligned black hole accretion disk and jet showing Doppler-boosted
emission.

tion about the EHT image with radio observations of the M87 jet that helps to
constrain the possible orientations of the disk models. Using this approach, we
show that misaligned black hole accretion disk models can reasonably explain
the observed M87 EHT image and merit deeper investigation.
• Chapter 4: “Where does the emission in accreting objects come from?” This
is a fundamental question in astronomy that primarily deals with the nature
1 The Lorentz factor is generally used to indicate velocities near the speed of light: γ = (1 −
v 2 /c2 )−1/2 , where v and c are the flow speed and the speed of light, respectively.
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of micro-physical phenomena in the extreme environment surrounding a black
hole. All accreting black holes radiate a steady emission observed over multiple frequencies, known as the quiescent emission. In addition to the quiescent
emission, rapid short-lived ﬂuctuations in the radiative output are ever-present
in the continually moving hot disk plasma. Sometimes, these ﬂuctuations become so strong that the black hole’s emission rises by orders of magnitude above
the quiescent level. Such occurrences, called ﬂare events, tell us a lot about the
plasma dynamics in the disk, especially about particle acceleration. Flare events
occur on an almost daily basis in Sgr A∗ , particularly at near-infrared (NIR) and
X-ray frequencies. Despite overwhelming amounts of observations accumulated
over two decades, the origin of these ﬂares is still an open question. However,
statistical descriptions of ﬂare activity in Sgr A∗ allow us to use time-dependent
simulations to test diﬀerent ﬂare mechanisms. In this chapter, I use numerical
simulations to model electron acceleration inside highly magnetised regions of
the disk as a possible mechanism of producing X-ray ﬂares in Sgr A∗ . I ﬁnd that
variability due to naturally occurring turbulence in the accretion disk explains
the overall behaviour of X-ray ﬂares in Sgr A∗ (i.e., ﬂares that are about 10×
above the quiescent level). The simulated X-ray ﬂares also exhibit simultaneous low-level NIR ﬂares. Thus, these simulations describe the required plasma
conditions near the black hole for particle acceleration to be the favoured mechanism for X-ray ﬂaring. Following this line of study, future simulations with
more self-consistent radiation physics could tackle questions about the mechanism driving recently detected highly luminous Sgr A∗ NIR and X-ray ﬂares,
that reach luminosities larger than a factor of a hundred above the quiescent
level.
• Chapter 5: Radiation plays a crucial role in disk dynamics for rapidly accreting black holes, sometimes even driving powerful disk winds. However, for
slowly accreting systems, such as Sgr A∗ , radiative cooling of the gas is usually
deemed to be dynamically unimportant. But what is the critical upper limit for
ignoring radiation, and does cooling aﬀect the emission even for the low accretion rates of Sgr A∗ ? In this chapter, we discuss the eﬀect of radiative losses
due to thermal processes on the disk dynamics in Sgr A∗ . Radiative cooling
decreases gas pressure in the disk. As a result, the disk becomes thinner with
higher gas densities in the disk midplane. The low disk temperatures in cooled
disks result in a dimmer crescent feature for the predicted EHT image compared to their non-cooled counterparts. Overall, the NIR and X-ray emission is
lower for cooled models as compared to non-cooled ones. Additionally, for the
cooled model, multiple NIR ﬂaring events occurred where the corresponding Xray emission did not exceed the quiescent ﬂux level of Sgr A∗ . This result hints
at a possible mechanism to achieve NIR ﬂares without an X-ray counterpart in
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black holes and is opposite to what we see in chapter 4, where we considered
electron acceleration. We ﬁnd that cooling is essential to the emission properties
and variability of the accretion ﬂow and could potentially alter some of our conclusions from chapter 4. Accounting for radiative cooling does not signiﬁcantly
change the disk’s average structure in the case of Sgr A∗ . However, if Sgr A∗
accretes at a rate higher than 10−8 solar masses per year, radiative cooling needs
to be self-consistently accounted for in numerical simulations. Building on the
approaches taken in chapters 4 and 5, we can explore several possibilities for
the emission signatures of both thermal processes and particle acceleration in
an eﬀort to better describe the inner workings of the accretion ﬂow in Sgr A∗ .
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Dit proefschrift bestaat uit een inleiding tot zwarte gaten, accretieschijven en jets,
gevolgd door vier wetenschappelijke hoofdstukken. Zwarte gaten zijn misschien wel
de meest energetische laboratoria in het zichtbare universum vanwege het samenspel
tussen de intense zwaartekracht, zeer hete materie en buitengewoon sterke elektromagnetische velden. Zwarte gaten met massa’s van miljoenen tot miljarden zonsmassas,
ook wel superzware zwarte gaten (SMBHs) genoemd, bevinden zich in de centra van
sterrenstelsels. SMBHs oefenen hun invloed uit op afstandsschalen die veel groter zijn
dan hun diamater en spelen een cruciale rol bij het vormgeven van hun omgeving en
de evolutie van sterrenstelsels. Verder faciliteren de micro-fysische omstandigheden
nabij een zwart gat de versnelling van deeltjes tot zeer hoge energieën, wat vaak resulteert in sporadische variaties in licht dat wordt uitgestraald in de directe omgeving
van het zwarte gat. Deze snelle ﬂuctuaties in emissie staan bekend als “ﬂares”. Als
we begrijpen hoe accreterende zwarte gaten op verschillende lengteschalen werken,
kunnen we een beter inzicht krijgen in extreme fysica.
Tijdens mijn doctoraat heb ik numerieke simulaties gebruikt om de dynamiek
en emissie van gasaccretie op een zwart gat te bestuderen dat winden en jets met
snelheden dicht bij de lichtsnelheid lanceert. Mijn primaire focus was het oplossen
van problemen die verband houden met langzaam accreterende zwakke SMBHs, met
name M87, het doelwit van de eerste Event Horizon Telescope (EHT) -foto van een
zwart gat, en onze dichtstbijzijnde SMBH, Sagittarius A∗ (Sgr A∗ ), in het centrum
van de Melkweg. Dit zijn de twee meest bestudeerde SMBHs in de astronomische
gemeenschap vanwege hun relatieve nabijheid tot ons en, in het geval van M87, een
enorm prominente jet. De overvloed aan waarnemingen van Sgr A∗ en M87 blijkt
buitengewoon belangrijk voor ons begrip van SMBHs en hun omgevingen. Dit proefschrift behandelt numerieke simulaties die de zwart-gat accretieschijf en jet-evolutie
(hoofdstuk 2) bestuderen, alternatieve schijfgeometrieën in de context van de EHT
black hole-afbeelding (hoofdstuk 3) test en probeert de oorsprong van ﬂares in Sgr A∗
te achterhalen (hoofdstukken 4 en 5). Ik vat de hoofdstukken als volgt samen:
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Figuur A: Numerieke simulaties van zelf-consistent gelanceerde jets. Hier laat ik twee relativistische
jets zien (in kleur volgens Lorentz-factor1 , γ) gelanceerd door een (paneel a) kleine en (paneel b)
grote accretieschijf, met een duidelijk verschil in snelheid en collimatieprofiel (hoofdstuk 2). Afstand
is in eenheden van zwaartekrachtstraal rg . 104 rg ≈ 1.5 lichtjaren voor een zwart gat van 1 miljard
zonsmassa. Paneel (c): 230 GHz zwart gat horizonschaalbeeld van een niet-gekantelde accretieschijf
en jet in M87. Paneel (d) Eerste 230 GHz M87-afbeelding van een gekantelde accretieschijf en jet
met Doppler-versterkte emissie.

• Hoofdstuk 2: Jets koppelen zwarte gaten met het interstellaire en intergalactisch medium. De rotatie van zwart gaten twist magnetische veldlijnen, wat tot
een uitwendige druk leidt die een jet aandrijft, waarbij de magnetische energie
wordt omgezet in kinetische energie die verantwoordelijk is voor het versnellen
van de jet. Naast de jet worden deeltjesrijke sub-relativistische winden uit de
accretieschijf gelanceerd. Deze bewegen zich, grenzend aan de jet, naar buiten.
In dit hoofdstuk presenteer ik numerieke modellen van relativistische jets die
1 De Lorentz-factor wordt over het algemeen gebruikt om snelheden in de buurt van de lichtsnelheid
aan te geven:γ = (1 − v 2 /c2 )−1/2 , waarbij v en c respectievelijk de jetsnelheid en de lichtsnelheid
zijn.
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meer dan vijf ordes van grootte beslaan in zowel afstand als tijd, en uiteindelijk een brug slaan tussen zwarte gat en melkwegschalen. Deze jets staan in
wisselwerking met de omringende winden, en als gevolg daarvan collimeren ze
geleidelijk naarmate ze zich over grotere afstanden voortplanten. Het is noemenswaardig dat de gesimuleerde jet een vorm vertoont die sterk lijkt op de jet
in het M87-sterrenstelsel. De gesimuleerde jet bevat echter vrijwel geen massa.
Om de jet te laten uitstralen, moet daarom gas uit de omgeving de jet binnenkomen, een fenomeen dat de meeste simulaties niet in staat zijn aan te tonen.
Mijn simulaties tonen aan dat kleinschalige interacties aan de jetgrens op natuurlijke wijze gas vanuit de omgeving naar de jet transporteren, watuiteindelijk
de jet vertraagt. Figuur A(a, b) toont twee modellen, een waarbij de wind van
een kleine accretieschijf de jet vrij laat uitzetten en de andere waar de wind van
een grote accretieschijf de jet collimeert tot kleine breedtes. Interessant is dat
de verandering in vorm tussen de twee jets tot zeer verschillende jetsnelheden
leidt. Dergelijke vertraagde jets kunnen hun energie in het interstellaire medium
deponeren, waardoor de gasdynamiek op de melkwegschaal wordt beïnvloedt,
wat invloed heeft op de evolutie van sterrenstelsels.
• Hoofdstuk 3: In 2017 maakte de EHT de eerste afbeelding van de schaduw van
het zwarte gat in sterrenstelsel M87. Dit leidde tot een verscheidenheid alternatieve interpretaties van deze afbeelding. In dit hoofdstuk verken ik een alternatief model voor accretieschijven rond een zwart gat. In de EHT-theorieartikelen
werd de afbeelding vergeleken met emmissie-maps die waren berekend op basis van een reeks numerieke simulaties. Deze modellen gaan ervan uit dat het
zwarte gat in hetzelfde vlak draait als de schijf. In dit hoofdstuk verken ik de
mogelijkheid dat accretieschijven zijn gekantled ten opzichte van de spinrichting van het zwarte gat. Namelijk, gas dat van grote afstand in het zwarte
gat valt, is ongevoelig voor de rotatieas van het zwarte gat. We verwachten
dus dat accretie plaatsvindt vanuit willekeurige richtingen en leidt tot een gekantelde accretieschijf. In dergelijke systemen hebben jets de neiging om de
richting van het zwarte gat op kleine afstanden te volgen terwijl ze op grotere
schaal uitlijnen met de accretieschijf, wat resulteert in een gebogen accretieschijf
en jet. Figuur A(c) toont een afbeelding van een niet-gekantelde accretieschijf,
vergelijkbaar met de resultaten van het EHT-theorie artikel. Gekantelde accretieschijven geven echter een signiﬁcant ander beeld weer (bijv. Fig. Ad). Net als
bij de M87 EHT-afbeelding vertonen gekantelde schijfmodellen een ringstructuur met een heldere halvemaan in de onderste helft van de afbeelding. De
halve maan is het resultaat van Doppler gestimuleerde emissie van zowel de
accretieschijf als de wind die zich het dichtst bij het zwarte gat bevindt. Omdat de gekantelde accretieschijf naar ons toe is gebogen, is de halve-maan-vorm
helderder en uitgebreider. Een belangrijk onderdeel van dit hoofdstuk is het
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combineren van informatie over het EHT-beeld met radio-observaties van de
M87-jet, wat helpt om de mogelijke oriëntaties van schijfmodellen te beperken.
Met behulp van deze benadering laten we zien dat gekantelde accretieschijfmodellen het waargenomen M87 EHT-beeld redelijkerwijs kunnen verklaren, wat
verder onderzoek rechtvaardigt.
• Hoofdstuk 4: “Waar komt de emissie in accreterende objecten vandaan?” Dit
is een fundamentele vraag in de astronomie die zich voornamelijk bezighoudt
met de aard van micro-fysische verschijnselen in de extreme omgeving rond een
zwart gat. Alle accreterende zwarte gaten stralen een stabiele emissie uit die
wordt waargenomen over meerdere golﬂengtes, ook wel bekend als ’quiescent emmission’. Naast de ’quiescent emmission’ zijn er in het voortdurend bewegende
plasma van de hete schijf altijd snelle kortstondige ﬂuctuaties in de stralingsoutput aanwezig. Soms worden deze ﬂuctuaties zo sterk dat de emissie van het
zwarte gat met een orde van grootte boven het rustniveau stijgt. Dergelijke
gebeurtenissen, “ﬂares” genoemd, vertellen ons veel over de plasmadynamiek in
de schijf, vooral over deeltjesversnelling. Flares komen bijna dagelijks voor in
Sgr A∗ , met name in het nabij-infrarood (NIR) en Röntgen. Ondanks een overweldigende hoeveelheid aan waarnemingen die in twee decennia is verzameld, is
de oorsprong van deze ﬂares nog steeds een open vraag. Statistische beschrijvingen van de ﬂare-activiteit in Sgr A∗ stellen ons echter in staat tijdsafhankelijke
simulaties te gebruiken om verschillende ﬂare-mechanismen te testen. In dit
hoofdstuk gebruik ik numerieke simulaties om elektronenversnelling in sterk gemagnetiseerde gebieden van de schijf te modelleren als een mogelijk mechanisme
voor het produceren van röntgenﬂares in Sgr A∗ . Deze numerieke simulaties
houden niet expliciet rekening met elektronen in het plasma. In dergelijke gevallen is men genoodzaakt de elektronenversnelling te modelleren met behulp van
subraster-voorschriften die worden gemotiveerd door lokale plasmadynamicasimulaties. Ik vind dat de variabiliteit als gevolg van natuurlijk voorkomende
turbulentie in de accretieschijf het algehele gedrag van röntgenﬂares in Sgr A∗
verklaart (d.w.z. ﬂares die ongeveer 10× sterker zijn dan het rustniveau). De gesimuleerde röntgenﬂares vertonen ook gelijktijdige NIR-ﬂares. Deze simulaties
beschrijven dus de vereiste plasmacondities in de buurt van het zwarte gat om
deeltjesversnelling het favoriete mechanisme te maken voor Rontgenemmissie.
Volgens dit onderzoek zouden toekomstige simulaties met zelf-consistente stralingsfysica vragen kunnen beantwoorden over het mechanisme dat recentelijk
zeer lichtgevende Sgr A∗ NIR- en röntgenﬂares veroorzaakt met een stralingsintensiteit een factor honderd boven het rustniveau van Sgr A∗ .
• Hoofdstuk 5: Elektromagnetische Straling speelt een cruciale rol in de accretieschijfdynamica van snel accreterende zwarte gaten, en is bovendien in staat
krachtige schijfwinden aan te drijven. Echter, voor trager accreterende syste-
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men, zoals Sgr A∗ , wordt radiatieve koeling van het gas gewoonlijk als dynamisch
onbelangrijk beschouwd. Maar wat is de kritische bovengrens voor het negeren
van radiatieve koeling en beïnvloedt radiatieve koeling de tijdsevolutie van de
emissie voor het zeer traag accreterende systeem Sgr A∗ ? In dit hoofdstuk bespreken we het eﬀect van radiatieve koeling als gevolg van thermische processen
op de schijfdynamiek in Sgr A∗ . Door radiatieve koeling wordt de gasdruk in
de schijf verlaagd. Dit leidt tot een dunnere accretieschijf met hogere gasdichtheden in het middenvlak van de accretieschijf. De lagere gastemperatuur in
gekoelde accretieschijven resulteert in een dimmere halvemaan-vorm voor het
voorspelde EHT-beeld in vergelijking met niet-gekoelde tegenhangers. Over het
algemeen is er minder NIR- en röntgenemissie voor gekoelde modellen in vergelijking met niet-gekoelde modellen. Bovendien deden zich bij het gekoelde model
meerdere NIR uitbarstingen voor waarbij de corresponderende röntgenﬂux niet
hoger kwam dan de de rustﬂux van Sgr A∗ . Dit duidt op een mogelijk mechanisme om NIR-uitbarstingen zonder een röntgen-tegenhanger te creeren en is
inconsistent met de conclusies in hoofdstuk 4, waar we spontane versnelling van
elektronen overwogen. We concluderen dat radiatieve koeling essentieel is voor
de emissie-eigenschappen en variabiliteit van de accretieschijf. Bovendien is het
mogelijk da radiatieve koeling enkele van onze conclusies uit hoofdstuk 4 zou
kunnen veranderen. Door rekening te houden met radiatieve koeling verandert
de gemiddelde structuur van de schijf niet signiﬁcant in het geval van Sgr A∗ .
Als de acretiesnelheiid in Sgr A∗ echter hoger komt dan 10−8 zonsmassa’s per
jaar, moet in numerieke simulaties op een consistente manier rekening worden
gehouden met radiatieve koeling. Voortbouwend op de methoden beschreven in
hoofdstukken 4 en 5, kunnen we verschillende mogelijkheden uittesten om de
emissieeigenschappen van zowel thermische processen als deeltjesversnelling in
de jets van Sgr A∗ beter te beschrijven.
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“Science, my lad, is made up of mistakes, but
they are mistakes which it is useful to make,
because they lead little by little to the truth.”
- Jules Verne, A Journey to the Centre of the Earth

