UvA-DARE (Digital Academic Repository)

Exploring the potential and feasibility of multi-objective deformable image
registration for breast cancer treatment
Pirpinia, K.
Publication date
2020
Document Version
Final published version
License
Other
Link to publication
Citation for published version (APA):
Pirpinia, K. (2020). Exploring the potential and feasibility of multi-objective deformable image
registration for breast cancer treatment. [Thesis, fully internal, Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).
Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)
Download date:09 Jan 2023

EXPLORING THE POTENTIAL AND FEASIBILITY OF
M U LT I - O B J E C T I V E D E F O R M A B L E I M A G E R E G I S T R AT I O N
F O R B R E A S T C A N C E R T R E AT M E N T

��������� ��������

ISBN: 978-94-6421-044-6
This work was funded by the Dutch Cancer Society (KWF), and with
grant number KWF 2012-5716.
Cover design: Katerina Bakatselou
Printed by: Ipskamp Printing
c 2020 Kleopatra Pirpinia

EXPLORING THE POTENTIAL AND FEASIBILITY OF
M U LT I - O B J E C T I V E D E F O R M A B L E I M A G E R E G I S T R AT I O N
F O R B R E A S T C A N C E R T R E AT M E N T

ACADEMISCH PROEFSCHRIFT
ter verkrijging van de graad van doctor
aan de Universiteit van Amsterdam
op gezag van de Rector Magnificus
prof. dr. ir. K.I.J. Maex
ten overstaan van een door het College voor Promoties ingestelde commissie,
in het openbaar te verdedigen in de Agnietenkapel
op woensdag 4 november 2020, te 13.00 uur

door Kleopatra Pirpinia
geboren te Thessaloniki

�����������������
����������

Prof. dr. M. B. van Herk

AMC-UvA

Prof. dr. ir. J. J. Sonke

AMC-UvA

������������

Dr. T. Alderliesten

Leids Universitair Medisch
Centrum

Prof. dr. P. A. N. Bosman

Technische Universiteit Delft

������� �����

Prof. dr. G. M. M. Bartelink

AMC-UvA

Prof. dr. E. J. T. Rutgers

AMC-UvA

Prof. dr. C. R. N. Rasch

AMC-UvA

Prof. dr. J. P. W. Pluim

Technische Universiteit
Eindhoven

Prof. dr. D. J. Hawkes

University College London

Dr. ir. D. Thierens

Universiteit Utrecht

��������� ��� �����������

Sthn oikogËneià mou

CONTENTS

� ������������
1.1 Breast cancer treatment . . . . .
1.2 The DIR optimization problem
1.3 Multi-objective optimization . .
1.4 Aim and outline . . . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

�� �������� �������� �� �����-��������� ����������
����� ������������ �� ��������� ������
� ��� ����������� �� ������ ��������� ������ ��� ���������� ������ �� ����� ������������ ���� � �������������� ������������ �����������
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . .
2.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.5 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . .
� ������������ ������� �������� ��� �����-���������
����� ��������� �� ������� ���������� ����� ������������
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . .
3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.5 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . .
� ������� �������������� �� �����������-������ ���� ��
�����-��� ��������� ��� ���� ��������� ���������� ���
�������� ���������
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.2 Problem description . . . . . . . . . . . . . . . . . . . . . . .
4.3 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.5 Discussion and conclusions . . . . . . . . . . . . . . . . . . .
� �������-����� ���������� ���� ��� � ���������� ��������� �� ��� ��������� ���������� ����� ������������ ������� ���� � ��� �� �����-��� ���������
�������� ���� �����-��������� ������������ ��� ���
���� �� ������ ���
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . .
5.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

1
2
3
6
7

i

11
13
14
21
29
32

39
41
43
50
54
56

59
61
63
64
67
72

77
79
80
88

vii

viii

��������

5.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
� ������������ �����-��������� ����-������������ �� ����������� ��� ������ ������� ���������� ��������
��� ����������� �� ���������� ����� ������������ ��
���- ��� ����-������� ������
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . .
6.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.4 Discussion and conclusion . . . . . . . . . . . . . . . . . . . .

95

99
101
102
109
115

ii ������� � ������ �������� �� �����-��������� ����������
����� ������������
� �� ��� ���������� �� �������� ����������� �� �������������� ���������� ����� ������������ ����� � �������-����� ����-������� �������������� �����: ���������� �� ����� ������������ ����������
119
7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
7.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . . 122
7.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126
7.4 Discussion and conclusion . . . . . . . . . . . . . . . . . . . . 127
� ������������ �����-��������� �������� ���������� ���
����� ���� �� ������ �����-��������� ������������ ���������� ��� ���������� ������� ����� ������������ 133
8.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135
8.2 Definitions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137
8.3 Benchmark problems . . . . . . . . . . . . . . . . . . . . . . . 138
8.4 Exploiting multi-objective gradient information . . . . . . . 139
8.5 Experiment setup . . . . . . . . . . . . . . . . . . . . . . . . . 143
8.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148
8.7 Discussion and conclusions . . . . . . . . . . . . . . . . . . . 150
� ����������, ������ ����, ��� �����������
153
9.1 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 154
9.2 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157
9.3 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160
������������
Summary
Samenvatting
PhD portfolio
About the author
Acknowledgments

161
179
183
187
191
193

1

INTRODUCTION

1

2

������������

Medical imaging plays a crucial role in many aspects of modern
oncology. It is increasingly used to diagnose and monitor cancer, but it
is also used for treatment planning, to assess treatment response, and
predict treatment outcome. Following this intensifying integration of
imaging, multiple images are typically available per patient, acquired
with different modalities and with the patient in different positions.
To ensure maximum benefit to the patient, the extraction of all useful
information contained in these multiple images is becoming ever more
important.
A way of combining patient imaging information is image registration, which concerns the alignment of images of patients acquired in
different positions, different time points, and/or from different imaging modalities, such that corresponding pixels in the different images
correspond to the same anatomical locations. Image registration can be
either rigid, where the so-called source image is aligned to the so-called
target image only by means of rotations and/or shifts, or deformable,
where the source image is warped to be aligned with the target image.
Deformable image registration (DIR) [1] is an important task in
medical imaging, as it can describe better than rigid image registration
the changes in patient anatomy, which are most often non-rigid. There is
a wide range of applications in which DIR can play an important role [2].
In this work, we consider the application of DIR and its potential in the
context of breast cancer treament.
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Depending on the stage of the disease, a breast cancer patient will
get a combination of different treatments, i.e., surgery, radiotherapy,
and/or chemotherapy. For most women with early-stage breast cancer,
standard treatment consists of breast-conserving surgery (BCS) as a
first step, followed by radiotherapy, i.e., the use of ionizing radiation to
kill any remaining cancer cells. BCS is a type of operation where the
surgeon aims to remove only the tumor and a rim (i.e., margin) of surrounding tissue, to account for microscopic residual disease, conserving
the rest of the breast. BCS followed by radiotherapy was shown to be
as effective as mastectomy [3]. However, for women with early-stage
non-palpable breast cancer, such as ductal carcinoma in situ, intraoperative targeting using current techniques is often suboptimal, resulting
in incomplete tumor removal [4]. This leads to higher chances of local
recurrence. Further, the number of patients diagnosed with early-stage
non-palpable breast cancer is increasing, due to the aging population
combined with improved cancer screening technology. Therefore, improving tumor localization during the operation is essential for these
patients. Translating the available pre-operative imaging information
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to the treatment setting could be helpful. As an example, magnetic
resonance imaging (MRI) acquired for diagnosis can provide accurate
tumor visualization, using contrast enhancement [5]. Unfortunately,
this MRI alone is not useful enough, as it is acquired with the patient
in prone position (i.e., with the patient lying face down), as opposed
to the treatment setting where the patient is in supine position (i.e.,
with the patient lying face up). Acquiring a supine MRI with contrast
enhancement is susceptible to image artifacts, due to the breathing
motion of the patient, and results in images of inferior quality. This
obstacle can be overcome by warping the contrast-enhanced MRI in
prone position, to an MRI in supine position without contrast enhancement. This is a challenging DIR problem, since the deformation of the
breast from prone to supine position can be very large.
Further, whenever radiotherapy is given after surgery, the treatment
involves whole breast irradiation with an extra dose (a so-called boost)
to the tumor area, as this has been shown to improve local control [6].
The radiation dose delivery plan is determined based on a computed
tomography (CT) scan acquired after surgery, since this is most representative for the anatomy to be treated. However, delineating the
volume that needs to be irradiated based on the post-operative CT
scan alone, is very challenging [7, 8], as it is hard to determine the
(original) tumor location. Effectively using pre-operative information
(such as a CT or an MRI acquired before surgery) in combination
with the post-operative information given by the CT can improve radiotherapy treatment planning. DIR can be utilized to translate the
pre-operative information to the post-operative setting, registering a
pre- to a post-operative CT. The content mismatch however between
these two images, i.e., the presence of tissue in one and its absence in
the other, makes this DIR problem also very challenging.
It is clear that using DIR has the potential of improving breast cancer
treatment. However, solving a DIR problem can become very challenging, depending on the magnitude and complexity of the deformations
present, the image modalities involved, the (lack of) contrast in the
regions to be registered, and so on. To explain why, we need to look
into the optimization problem underlying DIR.
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DIR is formulated as the problem of establishing the optimal spatial
correspondence between two images. Alternatively stated, it concerns
finding the optimal non-linear transformation T that aligns the source
image to the target image (Figure 1.1). The parameters that define the
transformation are optimized by the DIR method.
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T=?

Figure 1.1: Source image (left), target image (right) and (unknown) non-linear
transformation T .

Such a method typically consists of three components. The first
component is the so-called transformation model, i.e., the model that
describes the nature of the deformations that are used to warp the
source to the target image. Second, the cost function, which generally
describes the quality of the alignment between the two images. Third,
the optimization algorithm, which aims to find the transformation
parameters that yield the global optimum of the cost function.
As is often the case with an inverse optimization problem [9], DIR
is ill-posed, i.e., does not meet the criteria for a well-posed problem
according to Hadamard’s definition [10]. This means that the problem
may not even have a solution, the solution may not be unique, or arbitrary perturbation in the initial data can lead to arbitrary perturbations
in the solution. For such ill-posed problems, a process called regularization is necessary, and in DIR, regularization is often introduced in
the cost function C(T ), which takes the following form:
C(T , Is , It ) = S(T (Is ), It ) + R(T ).

(1.1)

Here, T is the transformation, Is is the source and It is the target
image, S(T (Is ), It ) describes the similarity between the images, and
R(T ) describes the regularization. The regularization is fundamental, as
it implicitly controls the magnitude of the deformations. The weight
determines the trade-off between the similarity and the regularization,
and needs to be defined before the optimization starts. This trade-off
is at the heart of every DIR method, and it must be carefully chosen:
if DIR becomes too constrained, i.e., by restricting the magnitude of
the deformations too much, the resulting similarity between the images will not be adequate; if there is too much freedom, implausible
deformations will likely occur. In order to further anatomically constrain the space of possible solutions and make the solution unique and
well-behaved (i.e., representing plausible deformations), more terms
are often incorporated in the cost function that describe user knowl-
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edge about the problem. This results in more weights that balance the
trade-offs between these terms that also need to be determined a priori.
There is no universally applicable transformation model, cost function, or optimization algorithm. For this reason, numerous paradigms
have been developed to tackle different kinds of DIR problems: from
intensity-based [11, 12] to physics-inspired [13, 14] transformation models, cost functions for mono- and multi-modality DIR [15], and from
continuous [16] to discrete optimizers [17, 18]. Extensive reviews and
classifications of DIR methods can be found in [2, 19–22] .
What all of the current approaches for DIR share, is a single-objective
optimization approach, which involves the computation of a single
solution every time any method is run. This solution depends highly
on the parameter settings of each DIR method (including the weights
of the cost function as explained above, as well as more registrationspecific parameters, e.g., number of optimizer iterations, number of grid
resolutios and so on). There is little to no insight into the impact of all
these parameters on the quality of the final outcome and the interaction
among them, and as a result, often the methods are tuned via trial and
error. It is important to investigate what the impact of these manual
tuning choices is on the performance of the method, i.e., whether
changing these parameters actually yields the expected changes in
its performance. Having this knowledge can yield a potentially less
error-prone and time-consuming process.
Further, given the potential impact of different parameter choices
on the registration quality [23, 24], in case of hard problems such as
breast, lung, or liver DIR, finding a systematic way of deriving case- or
problem-specific parameter settings would be highly beneficial.
This process becomes more complex for DIR problems with large
deformations and complex anatomical changes. To solve such problems
with acceptable accuracy, an appropriate transformation model needs
to be chosen (that has the capacity to represent the desired transformation), and a powerful optimizer needs to be used, as the similarity term
in such cases is probably highly non-convex (i.e., having local optima).
To tackle large deformations of the breast specifically, biomechanical
modeling combined with intensity-based transformation models has
shown the most promising results [25, 26]. These models are quite
complex and also require optimization of additional parameters (e.g.,
material parameter values per tissue type and per patient case). When
a structure is present in one image but not present in the other (e.g., in
images before and after surgery), the problem is even harder, as few
transformation models can describe the discontinuous transformation.
The approaches that tackle this problem require a segmentation of the
missing tissue [27–30], which may not always be possible, or rely on
assumptions that are not always applicable, such as that the missing
tissue is replaced by air [31].
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Currently, continuous, gradient-based optimizers remain popular for
DIR methods and are well-established, as they are easy to implement,
can be computationally efficient, and guarantee local optimality. However, these optimization algorithms are sensitive to local minima of the
cost function, and in cases of large deformations, local minima may not
yield solutions of sufficient quality.
All these DIR-method-related choices are parameters to be set and
a potential source of error in the DIR process. This may explain to an
extent why the use of DIR for many problems in clinical practice is currently limited. Breast DIR is a prime example of limited clinical uptake,
due to the very large difference in breast anatomy, as well as content
mismatch, between different positions, and when considering surgery,
increasing the difficulty of DIR and magnifying current shortcomings
of available DIR approaches.
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In this thesis, we study in more depth a recently introduced perspective
on DIR based on multi-objective optimization [32, 33]. Multi-objective
optimization [34] arises naturally in many real-world situations, where
multiple objectives of interest exist, that are typically in conflict with
each other. Finding the preferred trade-off between all of them is then
often desirable, as it is often hard or impossible to express beforehand
which trade-off would ultimately be desirable. For this, the nature of
the set of all trade-off solutions can provide much needed additional
insight to a posteriori choose the desired solution to ultimately use. The
optimum of a multi-objective optimization problem is not one solution,
but a set of solutions that can be considered equally good, as they
express the optimal trade-offs between the objectives, i.e., there exist
no other solutions superior to any of these, with superiority of one
solution compared to another meaning being better or equal in all
objectives and stricty better in at least one objective. These solutions
form the so-called Pareto set.
Due to its nature as an ill-posed problem, DIR inherently entails
finding the desired trade-off between the similarity between the images
and the magnitude of the deformation. As some cases may require
more deformation than others and this is not always clear a priori,
this makes DIR a natural candidate to be solved using multi-objective
optimization, where each term in the single-objective cost function can
be instead considered a separate objective of interest, to be optimized
independently from, and simultaneously with the other objectives. A
multi-objective optimization approach removes the need for combining
the terms into one cost function, thus eliminating the weight tuning,
and explicitly provides a set of DIR outcomes with trade-offs between
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these objectives of interest, that can be immediately visualized. Further,
a ‘true’ multi-objective approach is capable of readily finding trade-offs
that cannot be obtained by linearly combining the objectives. Such
an approach is also flexible, since within it different objectives and
transformation models can be used easily.
In this work, we mainly employ multi-objective evolutionary algorithms (EAs) [35, 36], and more specifically, model-based EAs. Multiobjective EAs employ a population of solutions that approximates the
entire Pareto set in a single run. The capability of model-based EAs
in particular to learn and exploit a problem’s structure (e.g., dependencies between the parameters of the problem) during optimization
(see, e.g., [37, 38]), makes them very powerful techniques for so-called
"black-box" optimization problems, i.e., problems where no, or little,
information about the objective function(s) (e.g., gradient information)
is known. Model-based multi-objective EAs are, as a consequence, stateof-the-art for solving multi-objective real-world optimization problems.

�.�

��� ��� �������

In this thesis we firstly aim to further investigate whether by viewing DIR from a multi-objective optimization perspective, we can gain
insight into the problem. Secondly, we will explore ways to utilize
multi-objective optimization to improve the performance and use of
DIR for practical purposes. In doing so, we focus on breast DIR problems, particularly those involving large deformations and anatomical
changes.
Part I of this thesis is dedicated to exploring what insights we can
gain from reformulating DIR as a multi-objective optimization problem, and whether this can be leveraged to improve the performance
of currently widely used DIR software. To this end, in Chapter 2 we
investigate the interplay between important parameters of current DIR
methods and objectives of interest, and explore whether manual tuning
is feasible for easy and hard breast DIR problems, more specifically
for prone-to-prone and prone-to-supine DIR of MR images. Further,
a systematic way of deriving a set of equally good DIR outcomes for
a DIR case is provided, removing the need for iterative manual parameter tuning. In Chapter 3 we investigate whether sets of parameter
configurations can be obtained for classes of DIR problems that consider limited variations of problem instances (i.e., similar but not the
same DIR instances, like prone-prone breast registration only rather
than any type of breast DIR). Such sets of parameter configurations,
called multi-objective class solutions, when used on any instance of a
DIR problem from the specific problem class they were determined for,
can then provide sets of high-quality outcomes without any additional
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effort to find or tune the parameter configurations. In Chapter 4 we
present a way to intuitively visualize the sets of DIR outcomes that
result from a multi-objective approach, and in Chapter 5 we explore the
feasibility of identifying and selecting a preferred DIR outcome from
such sets by clinical experts. The first part ends with Chapter 6, where
we investigate whether we can enhance current DIR algorithms using
multi-objective optimization in order to solve a very hard DIR problem
which involves content mismatch: DIR of pre- and post-operative CT
images.
Part II is focused on direct multi-objective DIR methods. In contrast
to the first part of the thesis that involved parameter optimization of
standard DIR software, these methods directly search for the optimal
transformation using multi-objective optimization. In Chapter 7 we
investigate whether exploiting gradient information in a multi-objective
DIR method can be beneficial, by comparing different optimization
algorithms, and in Chapter 8 we investigate ways to better exploit
the gradient by improving one of the optimization algorithms used in
Chapter 7, a hybrid form of gradient- and evolutionary multi-objective
optimization, in order to obtain faster and better results.
Finally, in Chapter 9 we discuss our findings and present our conclusions.

Part I

AN INDIRECT APPROACH TO
M U LT I - O B J E C T I V E D E F O R M A B L E I M A G E
R E G I S T R A T I O N B Y PA R A M E T E R T U N I N G

2

THE FEASIBILITY OF
M A N U A L PA R A M E T E R
TUNING FOR DEFORMABLE
BREAST MR IMAGE
R E G I S T R AT I O N F R O M A
M U LT I - O B J E C T I V E
O P T I M I Z AT I O N
PERSPECTIVE

����� ��:
Pirpinia, K., Bosman, P.A.N., Loo, C.E., Winter-Warnars, G., Janssen,
N.N.Y., Scholten, A.N., Sonke, J.J., van Herk, M. and Alderliesten, T.,
2017. The feasibility of manual parameter tuning for deformable breast
MR image registration from a multi-objective optimization perspective.
Physics in Medicine and Biology, 62(14), pp.5723-5743.
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Deformable image registration is typically formulated as an optimization problem involving a linearly weighted combination of terms that
correspond to objectives of interest (e.g., similarity, deformation magnitude). The weights, along with multiple other parameters, need to be
manually tuned for each application, a task currently mainly addressed
via trial-and-error approaches. Such approaches can only be successful
if there is a sensible interplay between parameters, objectives, and
desired registration outcome. This, however, is not well established.
To study this interplay, we use multi-objective optimization, where
multiple solutions exist that represent the optimal trade-offs between
the objectives, forming a so-called Pareto front. Here, we focus on
weight tuning. To study the space a user has to navigate during manual
weight tuning, we randomly sample multiple linear combinations. To
understand how these combinations relate to desirability of registration
outcome, we associate with each outcome a mean target registration
error (TRE) based on expert-defined anatomical landmarks. Further,
we employ a multi-objective evolutionary algorithm that optimizes the
weight combinations, yielding a front of non-dominated solutions that
approximates the Pareto front, which can be directly navigated by the
user. To study how the complexity of manual weight tuning changes
depending on the registration problem, we consider an easy problem,
prone-to-prone breast MR image registration, and a hard problem,
prone-to-supine breast MR image registration. Lastly, we investigate
how guidance information as an additional objective influences the
prone-to-supine registration outcome. Results show that the interplay
between weights, objectives, and registration outcome makes manual
weight tuning feasible for the prone-to-prone problem, but very challenging for the harder prone-to-supine problem. Here, patient-specific,
multi-objective weight optimization is needed, obtaining a mean TRE
of 13.6 mm without guidance information reduced to 7.3 mm with
guidance information, but also providing a set of high-quality solutions that exhibits an intuitively sensible interplay between weights,
objectives, and registration outcome, allowing outcome selection.
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Deformable image registration (DIR) has the potential to be a key component of various processes in medical image analysis. It has particular
potential in the field of radiotherapy, as it can be used for dose accumulation [39], response assessment [40], or treatment adaptation [41] [42].
Its use in clinical practice, however, remains limited.
For the majority of currently used registration methods, the first
step when performing a registration is to set the values of a multitude
of parameters (e.g., weights in cost function, number of image resolution levels, number of optimizer iterations), which are often tuned
by hand. This can be a laborious process, as good settings can vary
greatly depending on the type of registration problem, or even the
specific problem instance at hand. For efficient iterative trial-and-error
parameter adjustment to be feasible, a sensible relation between parameters, objectives (typically related to similarity and deformation
magnitude), and registration outcome needs to hold. However, whether
such a relation generally holds for currently widely used registration
methods is not well-established.
We study the feasibility of trial-and-error approaches for DIR problems by investigating the relation between parameters, objectives, and
desirability of registration outcomes. We specifically focus on a subset of parameters, i.e., the weights in the optimization function that
determine the trade-offs between the objectives of interest in DIR. We
propose to use multi-objective optimization [35] as a weight-tuning
strategy, to navigate the space of optimal registration outcomes. In
multi-objective optimization, there is no unique optimal solution, but
there are multiple equally good solutions that represent the optimal
trade-offs between the objectives.
To see how the interplay between weights, objectives, and desirability
of registration outcomes changes depending on the difficulty of the
registration problem, we test the methodology on a relatively easy
problem, i.e., with limited deformations, namely prone-to-prone breast
magnetic resonance (MR) image registration of images acquired preand post-radiotherapy. This can be helpful for treatment response assessment for patients that undergo pre-operative breast irradiation. We
then test the methodology on a harder problem, prone-to-supine breast
MR image registration, which is associated with large deformations
and has been shown to be very challenging for intensity-based registration methods, e.g., [43]. Registration of contrast-enhanced prone MR
imaging (MRI), currently routinely used for diagnostic purposes, to
non-contrast-enhanced supine MRI, can be used for surgical planning,
as it translates the diagnostic information to the patient’s treatment
position during breast-conserving surgery. This can be particularly
helpful for breast cancer patients with non-palpable tumors.
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Preliminary results of this work have been reported in [44] and [45]
on a limited number of test cases. In this work, we expand considerably
our previous studies by increasing the number of datasets, and by
including the following new elements; we investigate whether the addition of guidance information as a third objective, along with similarity
and deformation magnitude, influences the quality of the registration
outcome for the prone-to-supine registration problem. Further, we perform a quantitative comparison of the acquired sets of solutions, by
using two different comparison metrics. Lastly, we perform a more
robust evaluation of the registration accuracy, based on the landmark
annotations by two observers instead of one observer.
�.�.� Related work

To address the challenge of parameter tuning, automated parameter
tuning methods have been proposed for rigid image registration [46].
Parameter optimization (including the weights) for DIR has been investigated and applied to computed tomography (CT) lung registration,
showing that there can be large variations in the optimal values of
parameters even for the same type of registration problem [47]. This
indicates that parameter tuning is very challenging.
To specifically tackle the challenge of weight tuning in DIR, techniques for adaptively determining the weight associated with the
smoothness term that regularizes the transformation during the optimization process have been proposed, [48], [49]. The focus of such
approaches was more on accommodating the absence of information
(e.g., edges) in parts of the images that could guide the optimization
algorithm, and were tested on MR thigh images. Further, a machine
learning approach to determine the weights for DIR was also introduced [50]. This approach was validated on a specific class of problems, namely brain image registration. Moreover, all aforementioned
approaches regard registration problems where little deformation is
needed, in order to obtain an accurate match of the multiple anatomical structures present in the images. For such cases, optimization is
typically not very challenging, making a trial-and-error approach likely
viable. In contrast, in this work we focus on problems that involve
(large) deformations.

�.�
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We first study the space of weights that a user has to navigate by randomly sampling sets of weight combinations and observing how those
correspond to desirable registration outcomes. Further, we employ a
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b

c

Figure 2.1: Examples of source (upper row) and target (lower row) images
for the prone-to-prone registration problem. The source image
is acquired pre-radiotherapy, the target image is acquired postradiotherapy. From left to right: cases p1 , p3 , p4 , p5 .

multi-objective evolutionary algorithm (EA), in conjunction with opensource image registration software, that finds the weight combinations
that lead to multiple, equally good DIR outcomes, in the multi-objective
sense. To quantify desirability of registration outcome, we associate to
each solution a mean target registration error (TRE). We assume that
the TRE aligns with a user’s idea of a good registration outcome, hence
making a solution with a low mean TRE a preferable solution.
�.�.� Datasets
Prone-to-prone

Ten pairs of T1-weighted, non-contrast-enhanced MR images were retrospectively used. The images were acquired pre- and post-radiotherapy
of breast cancer patients in prone orientation (Figure 2.1), in a Philips
3T scanner (Achieva Philips Medical Systems, Best, Netherlands). The
patients (age > 60 years, tumor size 6 30 mm on MR images) underwent partial breast radiotherapy between December 2012 and June
2015, prior to breast-conserving surgery [51]. The images have a reconstructed voxel size of 0.9 ⇥ 0.9 ⇥ 1.2 mm3 . The study for which the data
was acquired was approved by the institutional review boards of the
participating centers, and written informed consent was obtained prior
to start of the treatment protocol.
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Figure 2.2: Examples of source (upper row) and target (lower row) images for
the prone-to-supine registration problem. The source image is in
prone orientation, the target image is in supine orientation. From
left to right: cases v1 , v3 , v7 , v8 . Arrows indicate marker locations.

Prone-to-supine

Ten volunteers (age 26 - 60 years) underwent a T1-weighted, noncontrast-enhanced imaging sequence (used for routine clinical tumor
diagnosis in breast cancer patients) in a Philips 3T scanner (Achieva
Philips Medical Systems, Best, The Netherlands) both in prone and
supine orientation during the same scan session (Figure 2.2). The images have a voxel size of 0.88 ⇥ 0.88 ⇥ 0.90 mm3 . In contrast to the
prone-to-prone cases, where markers were not available (due to the
retrospective use of the data from a study for which marker placement was not part of the protocol), here, nine self-adhesive MR-visible
fiducial markers (MM3005, IZI Medical Products Corporation, Baltimore, MD, USA) were attached to the breast. They were placed in a
symmetrical fashion in order to achieve consistent and reproducible
positioning. The markers are donut-shaped with a diameter of 15 mm
and a thickness of 3.5 mm. Details about the marker configuration are
provided in subsection 2.3.2. Written informed consent was obtained
from the volunteers for the MR acquisition.
�.�.� Multi-objective parameter tuning for DIR

DIR can naturally be viewed as a problem where multiple objectives
are of interest. In DIR, not only a high degree of similarity between the
target image and the transformed source image is desirable, but also
an anatomically correct transformation T between the source image
and the target image. Another objective of interest can be to minimize
the distance between points with a known correspondence so as to
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aid the registration by use of guidance information. In current state-ofthe-art registration methods, all m objectives of interest Oi are linearly
combined into one cost function C that needs to be optimized, taking
the following form:
C(T ) =

0 O0 (T ) + 1 O1 (T ) + 2 O2 (T ) + · · · + m-1 Om-1 (T ).

(2.1)

The weights i , i 2 {0 . . . m - 1} determine the compromise between
the objectives and need to be determined beforehand.
To compute such linear combinations, in this work we used elastix,
an open-source image registration toolbox [52]. Within elastix, we
used a transformation model based on B-splines [53]. We employed
elastix to run linear combinations of two objectives: dissimilarity
and deformation magnitude, as well as three objectives: dissimilarity,
deformation magnitude, and guidance information.
Random sampling (RS) of linear combinations

We randomly sampled multiple linear weight combinations for m = 2,
3 objectives, which correspond to sets of 2 and 3 weights. The value of
the weights was chosen to be sampled in [0, 1].
Optimized linear combinations (OLC)

The preferred registration outcome encompasses the optimal tradeoff between all the objectives, which, as expressed by the relative
weighting of the objectives of interest, can vary greatly depending on
the registration problem as well as the specific set of images to be
registered. Hence, by design, the use of single-objective optimization
for these problems puts the user potentially at a disadvantage. Multiobjective optimization (see Appendix 2.1.1) focuses on such problems,
where there exist multiple objectives of interest and decisions need to be
taken in the presence of trade-offs between the objectives. Consequently,
there exist multiple solutions that can be considered equally good,
forming the Pareto front (Figure 2.3).
The goal is to find linear combinations that correspond to registration
outcomes (i.e., after running elastix) that form a non-dominated front,
i.e., a set of solutions that can be considered equally good, but also
are as good as possible in objective space. To this end, we employed a
multi-objective EA [35] to optimize the weight combinations. EAs are
population-based optimization methods. Being able to simultaneously
advance an entire population of solutions, and thereby approximating
the Pareto front in one run, makes EAs state-of-the-art in multi-objective
optimization.
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Objective 1
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Pareto front
Optimal solutions
Non-optimal solutions

0

Objective 2

Figure 2.3: A convex Pareto front with non-dominated solutions (filled) and
dominated solutions (non-filled). Here, both objectives are to be
minimized.

The specific EA we used is an estimation-of-distribution algorithm [54]
known as iMAMaLGaM (incremental multi-objective adapted maximum likelihood Gaussian model) [55]. To evolve the population, in
every generation 35% of the best solutions are selected based on a
well-known domination ranking scheme [56] and are subsequently separated into clusters on the basis of their objective values, distributing
the search bias across the Pareto front. An l-dimensional Gaussian
mixture distribution is subsequently estimated (l is the number of
parameters) and then sampled to generate new candidate solutions.
iMAMaLGaM has been shown to perform very well on benchmark as
well as real-world problems [57].
For the optimization problem at hand, each candidate solution is
a set of weights which is given as input to elastix, which yields a
value for each objective (after elastix has converged to a solution).
The values of the objectives are then passed back to iMAMalGaM.
After testing different settings on benchmark problems, we allowed
iMAMaLGaM to run for 100 generations, or equivalently use approximately 4000 evaluations per objective. The remainder of the EA-specific
settings were set according to guidelines that were shown to work well
on various benchmark problems [57].
�.�.� Registration experiments and setup

For both registration problems, the images were first rigidly aligned
using elastix. For DIR, default elastix parameter settings were used,
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excluding the number of resolution levels, the final control point grid
spacing, and the number of optimizer iterations per resolution, which
were determined after testing different settings on a subset of images
included in this study and following elastix guidelines. For both
datasets, the fixed number of iterations of the optimizer per resolution
was set to 200, and the final control point grid spacing was set to
8 ⇥ 8 ⇥ 8 mm. Furthermore, we used the adaptive stochastic gradient
descent algorithm [58] available in elastix as the optimizer. For the
prone-to-prone registration problem, we used four resolutions, whereas
for the prone-to-supine problem, five resolutions.
Prone-to-prone

We needed to define the dissimilarity objective as well as the objective
that describes the magnitude of the deformation. For the first objective
we used the negative normalized correlation coefficient (NCC). To
quantify the deformation magnitude, we used the bending energy
penalty [59].
Prone-to-supine

First, the positions of the external markers were annotated on all pairs
of images. For each pair, a region of interest was manually defined
on the target image. The region of interest included the volume of the
breast to be registered up to and including the pectoral muscle. We
then pre-processed the images in three different ways, resulting in three
different subsets. In the first subset, we removed the MR-visible markers
from the images using ImageJ [60] (by replacing them with a uniform
intensity region of gray value 0) so as to investigate the performance of
the registration algorithm without any guidance information. In this
case, we used two objectives, dissimilarity and deformation magnitude,
as in the prone-to-prone registration experiments. In the second subset,
we removed 5 out of 9 markers from the images, in a way that results
in a more sparse but still uniform distribution of markers on the breast.
In the third subset, we did not remove the markers (Figure 2.4).
For the second and third subsets we used three objectives: dissimilarity, deformation magnitude, as defined previously, and guidance
error. Guidance error is expressed as the mean Euclidean distance
between the locations of the center of the external markers in the transformed source and target image that needs to be minimized [61]. The
definitions of all objectives can be found in the elastix manual.
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Figure 2.4: Illustration of the marker configuration on the breast. For the first
subset of experiments, all markers were removed. For the second
subset of experiments, the non-filled markers were removed. For
the third subset of experiments, no markers were removed.

�.�.� Evaluation

Comparison of non-dominated fronts

A measure that accurately describes the quality of a non-dominated
front should capture several aspects, such as number of solutions on
the front, proximity to the Pareto front (if known), as well as diversity
of the solutions; i.e., how well the solutions are distributed along the
front. The hypervolume indicator [62] (see Appendix 2.1.2) is a unary
measure that encapsulates these properties in one number. The larger
the hypervolume, the higher the quality of the non-dominated front. To
be able to calculate the hypervolume for the RS approach, we derived
non-dominated fronts from the sets of the found solutions.
Another measure for front comparison is the percentage of solutions found by, e.g., algorithm A that are dominated by the solutions
found by algorithm B. If this percentage is (close to) 100%, whereas
the percentage of solutions of algorithm B dominated by A is small,
then algorithm B can be said to be truly superior under the tested
circumstances.
Registration accuracy

To evaluate the quality of the registration outcomes, an experienced
breast radiologist annotated 8 to 12 internal anatomical landmarks in
the source image and their corresponding locations in the target image
(see example in Figure 2.5). We calculated the mean TRE as the mean
Euclidean distance between the landmark locations in the target image
and their locations in the transformed source image. We calculated the
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Figure 2.5: Example (case v6 ) of an annotated landmark in a prone (upper
row) and supine (lower row) image.

mean TRE after rigid registration (which was used as our baseline), as
well as after DIR.
Furthermore, for the subsets of experiments where the external markers were removed, we used the removed markers (i.e., those not used
as guidance information) to calculate the mean external marker-based
TRE. Lastly, a second breast radiologist re-annotated the internal landmarks on the target image based on those that were annotated in the
source image by the first radiologist. In this way, we could determine if
the registration error falls into the range of the inter-observer variability
of the landmark annotations by the two radiologists.
To compare the performance of RS and OLC on these problems, we
used the Wilcoxon signed rank test (non-normal, paired data), with
p < 0.05 as the significance level.
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�.�.� Prone-to-prone

For the prone-to-prone registration problem, 86.8-96.7% of the solutions
found by the RS approach are dominated by those found by OLC, with
the inverse being 3.7-12.6%. Furthermore, the OLC approach obtains
larger hypervolume indicator values (Table 2.1) for a comparable number of evaluations (approximately 4000 random samples) (p = 0.002).
The OLC obtains solutions with a larger TRE distribution (Figure 2.6),
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as it looks for solutions all along the Pareto front, including those with
little to no deformation. Nonetheless, both approaches obtain solutions
with a low mean TRE (and thereby preferable solutions) (Table 2.2).
After rigid registration, mean TRE ranged from 3.8 - 7.9 mm and after
DIR it was reduced to 6 2.9 mm for all cases and both approaches
(Figure 2.6).
The two radiologists were in agreement about the landmark annotations, with a mean distance of approximately 1.0 mm. Furthermore,
the distribution of the TRE in objective space is smooth (mean TRE
decreases as deformation, described by the deformation magnitude
objective, increases), for the set of solutions obtained by the RS as well
as the non-dominated front obtained by the OLC approach (Figure 2.7).
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Figure 2.6: Mean internal landmark-based TRE distribution of solutions found
by RS (red) and OLC (blue) for prone-to-prone cases p1 -p10 . Mean
TRE after rigid registration shown in black.

Table 2.1: Hypervolume indicator values of non-dominated fronts found by the RS and OLC approaches for cases p1 -p10 and cases v1 -v10 .

Prone-to-prone

Prone-to-supine

-

0 markers

4 markers

9 markers

OLC

RS

OLC

RS

OLC

RS

OLC

p1

2.09⇥10-4

2.10⇥10-4

v1

3.8⇥10-3

3.8⇥10-3

4.1⇥10-2

4.5⇥10-2

4.3⇥10-2

4.7⇥10-2

p2

3.92⇥10-4

3.97⇥10-4

v2

2.2⇥10-3

2.2⇥10-3

8.8⇥10-2

1.1⇥10-1

9.1⇥10-3

1.0⇥10-2

p3

3.52⇥10-4

3.54⇥10-4

v3

10.8⇥10-4

10.9⇥10-4

3.1⇥10-1

3.7⇥10-1

3.0⇥10-1

4.7⇥10-1

p4

2.75⇥10-4

2.79⇥10-4

v4

5.0⇥10-3

5.2⇥10-3

2.6⇥10-2

2.9⇥10-2

3.0⇥10-1

3.3⇥10-1

p5

4.32⇥10-4

4.37⇥10-4

v5

2.9⇥10-4

3.1⇥10-4

5.0⇥10-1

5.8⇥10-1

1.9⇥10-1

2.2⇥10-1

p6

6.25⇥10-4

6.28⇥10-4

v6

2.7⇥10-5

3.6⇥10-5

7.6⇥10-2

8.8⇥10-2

10.2⇥10-2

11.4⇥10-2

p7

6.71⇥10-4

6.77⇥10-4

v7

4.2⇥10-4

4.5⇥10-4

1.8⇥10-1

2.1⇥10-1

4.0⇥10-1

4.4⇥10-1

p8

6.72⇥10-4

6.91⇥10-4

v8

37.3⇥10-4

37.8⇥10-4

5.5⇥10-2

7.2⇥10-2

6.0⇥10-2

6.8⇥10-2

p9

3.59⇥10-4

3.68⇥10-4

v9

4.6⇥10-4

4.8⇥10-4

3.5⇥10-2

3.9⇥10-2

2.3⇥10-2

2.5⇥10-2

p10

4.76⇥10-4

5.00⇥10-4

v10

3.1⇥10-4

3.4⇥10-4

2.5⇥10-1

3.3⇥10-1

6.2⇥10-1

7.8⇥10-1
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Figure 2.7: Solutions acquired via RS (top) and OLC (bottom) for prone-toprone registration case p4 . Color-coded internal landmark-based
mean TRE in mm.

�.�.� Prone-to-supine

Here, the algorithmic performance of the OLC approach is overall
superior; the domination percentage for OLC over RS ranges from 65.6100% (the inverse ranges from 0.0-32.4%) and hypervolume indicator
values are larger (Table 2.1) (no markers: p = 0.0156, four markers:
p = 0.0039, nine markers: p = 0.0039). When there is no guidance
information, for a comparable number of evaluations, again this did
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Table 2.2: Average (and standard deviation) over all cases of the lowest internal
landmark-based mean TRE in mm found by RS and OLC.

RS

OLC

2.3 (0.5)

2.2 (0.5)

Prone-to-supine (0 markers)

15.8 (11.1)

13.6 (8.3)

Prone-to-supine (4 markers)

14.7 (8.6)

10.4 (6.3)

Prone-to-supine (9 markers)

8.6 (6.2)

7.3 (4.4)

Prone-to-prone

not result in large differences between the two approaches in lowest
mean TRE for most cases (Figure 2.8). Furthermore, in 4 out of 10
cases (v3 , v5 , v7 , v10 ) it was not possible to find acceptable registration
outcomes, due to the very difficult and large breast deformation as
well as some intensity inhomogeneities present in the MR images (see
e.g., Figure 2.2b). This is reflected in the lowest mean TRE (Table 2.2)
as well as the lowest mean external marker-based TRE (Table 2.3).
Including guidance in the optimization as a third objective leads to
improved results for multiple cases; the overall mean TRE (Table 2.2)
decreases from 13.6 mm to 10.4 mm with four markers to 7.3 mm with
9 markers for the OLC approach, which performs better than the RS
approach (p < 0.05); registration examples found by OLC can be seen
in Figure 2.9. Also here the observers were in agreement about the
landmark annotations, with a mean distance of 1.5 mm. Further, the
OLC approach finds a larger range of superior solutions for most test
cases, as reflected in the distribution of mean TRE (Figure 2.8), see
e.g., Figure 2.10. Here, the weights are color-coded in RGB space by
straightforwardly placing ( 0 , 1 , 2 ) in the unit RGB cube. There is
no smooth distribution of the TRE in neither parameter or objective
space for the RS approach, whereas this holds for the OLC. In the case
of the OLC approach, navigating the non-dominated front directly, i.e.,
a posteriori, no longer requires the weight combinations to have an
intuitive logical ordering along the non-dominated front (i.e., the weight
color-codings in Figures 2.10c,d, 2.12c,d, 2.13c,d). Instead, only the TRE
distribution (the TRE color-codings in Figures 2.7b, 2.10b, 2.12b, 2.13b),
which should correspond to a user’s intuition of registration desirability,
should have an intuitive logical ordering. Lastly, the weight distribution
as illustrated in the color-coding of Figures 2.10d, 2.12d, 2.13d, in
combination with the solution distribution in objective space varies
considerably between test cases.
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Figure 2.8: Mean internal landmark-based TRE distribution of solutions after
rigid registration (black), after DIR by RS (red) and OLC (blue) for
0 markers (top), 4 markers (middle), and 9 markers (bottom).
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a

b

c

d

Figure 2.9: Examples of prone-to-supine registration outcomes (associated to a
low mean TRE) with 9 markers, for cases v3 (a), v6 (b), v8 (c) and
v9 (d). From left to right: source image, target image, transformed
source image, checkerboard image of transformed source and target.
Structures such as the heart are not well registered because they
were not included in the region of interest.
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Figure 2.10: Solutions acquired via RS (left) and OLC (right) for prone-to-supine registration case v8 (9 markers). Upper row: color-coded
internal landmark-based mean TRE in mm, lower row: color-coded weight distribution in RGB space.
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In this work, we studied DIR from a multi-objective perspective, to
better understand the feasibility of trial-and-error approaches for parameter tuning of existing single-objective DIR software. To our knowledge, it is the first study to do so. We studied the space of trade-offs
that a human has to manually navigate by means of iterative weight
adjustment and how the complexity of such a task changes depending
on the difficulty of the registration problem. Results suggest that for
relatively simple problems, iterative weight adjustment via trial and
error can be sufficient. This is indicated by the objective space shown
by the RS approach on the prone-to-prone registration problem, which
shows a sensible interplay between objectives and registration quality.
Therefore for this particular registration problem, although the algorithmic performance of the OLC approach is superior for the majority
of the cases, this does not always result in clinically relevant differences.
This is not the case for the prone-to-supine registration problem with
guidance information as the third objective. Here, the space shown by
the RS approach does not exhibit an intuitively simple and sensible
interplay neither in parameter or objective space, making trial-anderror approaches very challenging. For this hard problem, a space with
a sensible interplay between parameters, objectives and registration
outcomes is obtained only when a powerful optimizer such as the EA is
used. Assuming that the user’s intuition about a good outcome aligns
with the TRE, navigating the non-dominated front obtained by the
OLC should be far easier. Moreover, for these prone-to-supine cases
the OLC approach obtains a larger range of registration outcomes that
are also superior. It should however be noted that given an optimizer
of a non-local nature, the results of the RS approach would potentially
be equivalent to the results of the OLC approach for all cases, provided
that a mechanism is used to ensure a good, even spread along the front,
provided that the Pareto front of the optimization problem is convex.
Lastly, the variation in the weight and solution distribution between
different test cases indicate that deriving task-optimal parameter settings may be very challenging, and hence, patient-specific tuning is
needed.
Independently of the difficulty of the problem, choosing the right
parameter settings is always a non-trivial task. When users need to
define, e.g., the weights, they have to take into account not only the
relative importance of one objective versus the other objective, but also
for example the difference in the magnitude of the objectives, in order
to come up with an appropriate linear combination. For these reasons,
even the range from which the weights can be sampled can be a nontrivial task to determine, as was observed for the three-objective case in
this Chapter. This issue is further exemplified by additional experiments
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Table 2.3: Lowest external marker-based mean TRE found by RS and OLC
for prone-to-supine datasets with 4 and 0 markers. Note that for
the case of 4 remaining markers, their guidance error is close to 0,
since it is being explicitly minimized as a third objective, but as seen
below this is not representative of registration accuracy.

Prone-to-supine
4 markers

0 markers

Rigid

RS

OLC

RS

OLC

v1

16.0

5.1

5.2

8.6

8.1

v2

22.3

15.9

5.9

9.19

8.9

v3

52.3

23.5

19.4

25.6

20.3

v4

34.5

10.0

6.4

8.6

7.9

v5

48.2

13.2

14.5

13.1

13.1

v6

34.3

7.5

7.3

10.6

10.4

v7

40.1

15.5

12.1

23.1

23.3

v8

20.2

4.9

4.2

8.5

8.4

v9

28.2

11.9

4.5

9.2

9.0

v10

55.7

18.9

15.8

24.3

23.6

Mean

12.6

9.5

14.1

13.3

SD

6.0

5.5

7.2

6.2
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that we performed using different combinations of weights (e.g., linear
combinations versus convex combinations). For the three-objective case,
we restricted the search space to the unit simplex (i.e., ensuring that
all weights sum up to 1), which, mathematically, describes the same
optimal solutions, but led to inferior results compared to those without
the simplex restriction. This is indicative that the more compact search
space in the simplex is either more complex to search, or that due
to implementation details, the weight combinations do not describe
exactly the same solution obtained by elastix (e.g., a set of weights
(0.3, 0.7) does not give the same solution as (0.03, 0.07)). We therefore
additionally performed experiments with linear combinations rescaled
by a constant factor, which resulted in slightly different values for the
objectives. This indicates that there are also optimizer-specific details
that differ per registration algorithm that the user may be unaware of
and that may also affect the way in which each linear combination is
being optimized.
Interestingly, the multi-objective approach used here to gain insight
into the feasibility of manual parameter tuning could itself be considered as a tuning strategy, as it does not suffer from these hidden
implementation details but rather exploits this information to obtain
the non-dominated front. It may well be better then to use less restrictive parameter ranges to allow the EA-based parameter tuner to
obtain the best results, albeit potentially at the cost of a longer runtime.
Further, in this context the approach can straightforwardly be used
to optimize more parameters that are important for registration (e.g.,
number of resolutions, step size of the gradient optimizer, final control
point spacing) in order to further improve the registration outcomes.
Lastly, although in this work elastix was chosen as it provides the
freedom to adjust parameters, in principle, the approach can be integrated with any commercially available registration framework and
applied to any DIR problem.
Some of the prone-to-supine registration problems are just too hard
to solve (with or without guidance information) due to the limitations
of the transformation model as well as the intensity-based similarity
metric. However, for a subset of the DIR problems with guidance information, results comparable to the current state-of-the-art in literature
were obtained; namely, mean external marker-based TRE in the order
of 8.4 mm found by [63], which was obtained by using biomechanical
modelling in combination with intensity-based registration. Biomechanical modelling methods [64] as well as the use of a dual-dynamic
transformation model [33] have been helpful in capturing the deformation for prone-to-supine registration. Recently, for four test cases,
a mean internal-landmark based TRE of 3.7 mm was reported using
symmetric biomechanical modelling [65]. In our study, comparable
results were achieved only with the use of guidance information, which
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is not currently present in a clinical setting. Nonetheless, this could
easily be introduced. Moreover, it is also possible that, with more insightful weight tuning for intensity-based registration, the combination
of biomechanical modeling and intensity-based registration may lead
to even better results.
A limitation of the approach presented in this Chapter is the susceptibility of the selected underlying optimization method used by elastix
for the registration to the inherent incapability of linear scalarization
methods of capturing certain parts of a Pareto front (e.g., concave
parts) [66] as well as to the local-search nature of the underlying optimization method. Nonetheless, potentially clinically useful solutions
were obtained for both types of registration problems. Whether the best
registration outcomes in terms of lowest mean TRE, however, will be
actually identified and chosen as the preferred ones by an expert who
will navigate the solution space of the non-dominated front without
having knowledge of the TRE, still needs to be investigated, as part
of future work. It should be noted that the EA can be used not only
as a parameter tuner, but also as the optimization component of a
registration method [33], which removes the limitation of not being
able to capture concave parts of Pareto fronts.
Further, in some cases where the images displayed intensity inhomogeneities (inherent to the imaging sequence), the choice of NCC as
a similarity metric might not be optimal, or preprocessing might be
needed in the last resolution step, such as applying an unsharp mask
filter [67].
The runtime, approximately 1 day per registration case, as needed
to obtain the results presented in this study, is too long for most
clinical applications. It should be noted, however, that the current
implementation was not optimized for speed. The long runtime can be
mitigated by using, e.g., the GPU implementation of elastix [68]. We
should also note the EA has negligible overhead, resulting in (almost)
the same calculation time for RS and OLC. Further, the EA can be easily
parallelized, potentially significantly reducing runtime requirements.
Lastly, it should be noted that the proposed approach could be a first
step towards derivation of task-optimal parameter settings for at least
some DIR problems, possibly removing the need for applying it for
every DIR task.
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In this work, we investigated the feasibility of manual parameter tuning
for DIR from a multi-objective optimization perspective. We thereby
obtained insight into the interplay between parameters, objectives of
interest in DIR and quality of registration outcomes. By using random

�.� �����������

linear combinations as a surrogate for manual navigation of the search
space by a user, we were able to give insight into why such a task can
be very challenging for hard DIR problems, but feasible for easier DIR
problems. By considering DIR from a multi-objective perspective, the
user can navigate the space of optimized registration trade-offs in the
form of a non-dominated front which contains high-quality solutions,
getting the most out of the registration software being used. Moreover,
we found that the aforementioned interplay along this non-dominated
front does align with intuition in all tested cases, facilitating result
selection.
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�.�.� Multi-objective optimization

In multi-objective optimization we assume to have m objectives fi (x),
i 2 {0, 1, . . . , m - 1} that need to be optimized simultaneously. Without
loss of generality, we assume that the goal is to minimize all objectives.
Here, optimality is based on the notion of (Pareto) domination. A
solution x1 is said to (Pareto) dominate a solution x2 (denoted x1
x2 ) if and only if fi (x1 ) 6 fi (x2 ) holds for all i 2 {0, 1, . . . , m - 1} and
fi (x1 ) < fi (x2 ) holds for at least one i 2 {0, 1, . . . , m - 1}. A solution
x1 is said to be Pareto optimal if and only if there is no other x2 such
that x2 x1 holds. Further, the Pareto set is the set of all Pareto-optimal
solutions and the Pareto front is the Pareto front that corresponds to
the Pareto set. If the optimization problem is convex (i.e., the objective
functions as well as the Pareto front are convex), then the optimization
of any linear combination can potentially yield a solution on the Pareto
front [66]. This, however, holds only when the optimizer solves the
linear combination problem to global optimality. Furthermore, no linear
combination can lead to solutions on concave parts of the Pareto front.
Lastly, a uniform sampling of linear combinations does not necessarily
lead to a uniformly spaced set of solutions in objective space.
In real-world optimization problems, the Pareto front is typically
unknown, and often heuristic or approximate optimization algorithms
are used. Therefore, such algorithms solving the multi-objective optimization problem are said to obtain a so-called non-dominated, or
approximation front.
�.�.� Hypervolume

The hypervolume is the size of the n-dimensional space (where n is
the number of objectives) contained by a set of points, bounded by
one reference point (Figure 2.11). The reference point is defined as the
point composed by taking the ‘worst’ (in our case, the highest) values
for all objectives (as found by either RS or OLC), and multiplying
by 1.1. Hypervolumes per registration case are comparable, however,
hypervolumes cannot be compared between cases, since each one
depends on the shape of the Pareto front of the specific registration
problem. More details about the hypervolume indicator as well as how
to compute it can be found in [69], [70].

Objective 2

��������

Reference point

0

Objective 1

Figure 2.11: Visualization of the hypervolume (grey) contained by a set of
points with respect to the reference point.

�.�.� Examples of sets of solutions and non-dominated fronts

In Figures 2.12, 2.13, different examples of sets of solutions obtained
by RS and non-dominated fronts obtained by OLC can be found, for
registrations with various degrees of success, based on the mean TRE.
�.�.� Registration parameters
Prone-to-prone

(FixedInternalImagePixelType ‘float‘)
(MovingInternalImagePixelType ‘float‘)
(FixedImageDimension 3)
(MovingImageDimension 3)
(UseDirectionCosines ‘true‘)
(Registration ‘MultiMetricMultiResolutionRegistration‘)
(Interpolator ‘BSplineInterpolator‘)
(ResampleInterpolator ‘FinalBSplineInterpolator‘)
(Resampler ‘DefaultResampler‘)
(FixedImagePyramid ‘FixedRecursiveImagePyramid‘)
(MovingImagePyramid ‘MovingRecursiveImagePyramid‘)
(Optimizer ‘AdaptiveStochasticGradientDescent‘)
(Transform ‘BSplineTransform‘)
(Metric ‘AdvancedNormalizedCorrelation‘
‘TransformBendingEnergyPenalty‘)
(Metric0Weight x)
(Metric1Weight y)
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(FinalGridSpacingInPhysicalUnits 8)
(HowToCombineTransforms ‘Compose‘)
(ErodeMask ‘false‘)
(NumberOfResolutions 4)
(MaximumNumberOfIterations 200)
(NumberOfSpatialSamples 2048)
(NewSamplesEveryIteration ‘true‘)
(ImageSampler ‘Random‘)
(BSplineInterpolationOrder 1)
(FinalBSplineInterpolationOrder 3)
(DefaultPixelValue 0)
(WriteResultImage ‘false‘)

Prone-to-supine

(FixedInternalImagePixelType ‘float‘)
(MovingInternalImagePixelType ‘float‘)
(FixedImageDimension 3)
(MovingImageDimension 3)
(UseDirectionCosines ‘true‘)
(Registration ‘MultiMetricMultiResolutionRegistration‘)
(Interpolator ‘BSplineInterpolator‘)
(ResampleInterpolator ‘FinalBSplineInterpolator‘)
(Resampler ‘DefaultResampler‘)
(FixedImagePyramid ‘FixedRecursiveImagePyramid‘)
(MovingImagePyramid ‘MovingRecursiveImagePyramid‘)
(Optimizer ‘AdaptiveStochasticGradientDescent‘)
(Transform ‘BSplineTransform‘)
(Metric ‘AdvancedNormalizedCorrelation‘
‘TransformBendingEnergyPenalty‘
‘CorrespondingPointsEuclideanDistanceMetric‘)
(Metric0Weight x)
(Metric1Weight y)
(Metric2Weight z)
(FinalGridSpacingInPhysicalUnits 8)
(HowToCombineTransforms ‘Compose‘)
(ErodeMask ‘false‘)
(NumberOfResolutions 5)
(MaximumNumberOfIterations 200)
(NumberOfSpatialSamples 2048)
(NewSamplesEveryIteration ‘true‘)
(ImageSampler ‘Random‘)
(BSplineInterpolationOrder 1)
(FinalBSplineInterpolationOrder 3)
(DefaultPixelValue 0)
(WriteResultImage ‘false‘)
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Figure 2.12: Solutions acquired via RS (left) and OLC (right) for prone-to-supine registration case v6 (9 markers). Upper row: color-coded
internal landmark-based mean TRE in mm, lower row: color-coded weight distribution in RGB space.
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Figure 2.13: Solutions acquired via RS (left) and OLC (right) for prone-to-supine registration case v3 (9 markers). Upper row: color-coded
internal landmark-based mean TRE in mm, lower row: color-coded weight distribution in RGB space.
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Current state-of-the-art deformable image registration (DIR) methods
optimize a weighted sum of objectives of interest that typically describe,
among others, image similarity and deformation magnitude. Having
a pre-determined combination of weights that leads to high-quality
results for any instance of a specific DIR problem (i.e., a class solution), would make the use of DIR very efficient, facilitating its clinical
application; however, the desirable trade-off, and thereby the weight
combination, for each DIR instance can vary widely. Therefore, a fixed
combination of weights and other parameters, currently often derived
by manual tuning, is unlikely to work well for every instance of a DIR
problem. A multi-objective optimization approach for DIR removes the
need for manual weight tuning, providing multiple DIR outcomes that
represent high-quality trade-offs between the objectives (a set of tradeoff solutions). Here, we investigate machine-learning a multi-objective
class solution, i.e., not a single weight combination, but a set thereof,
that when used on any instance of a specific DIR problem approximates such a set of trade-off solutions. To this end, we employed a
multi-objective evolutionary algorithm to learn a set of weight combinations for a given DIR problem on a training set of images. We applied
this approach to three breast DIR problems of varying difficulty: 10
prone-prone cases, 4 prone-supine cases with limited deformations,
and 6 prone-supine cases with larger deformations and image artifacts.
Clinically acceptable results were obtained from the multi-objective
class solutions for all prone-prone cases and prone-supine cases with
limited deformations, but not for the prone-supine cases with larger
deformations. Therefore, for DIR problems with limited deformations,
a multi-objective class solution can be machine-learned and used, allowing to straightforwardly compute multiple DIR outcomes, from which
the preferred outcome can be insightfully selected. This potentially
leads to more efficient use of DIR in clinical practice.
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Deformable image registration (DIR) [1], i.e., the process of searching
for the optimal non-linear transformation to align two images, plays an
increasingly important role in radiotherapy [71], with applications ranging from radiotherapy planning [72], dose accumulation [73], contour
propagation [74], to radiotherapy response monitoring [75].
One of the challenges of DIR in clinical practice concerns the parameter choices that need to be made for each registration instance, since
the success of most registration methods depends on setting a variety
of parameters well (e.g., the weights in the cost function, the number of
registration levels, the control point grid spacing). The weights of the
cost function are especially important, as they determine the trade-off
between all the objectives of interest, including the effect of regularization of the DIR problem, which is necessary, as DIR is inherently
ill-posed [10].
Optimizing these parameters for each individual DIR instance is
challenging in clinical practice. Having a class solution for DIR, i.e.,
a configuration of parameters for which DIR performs well on all
instances of a DIR problem, would facilitate wide-scale clinical application. Although several approaches have been proposed [50, 76]
(one also proposed in Chapter 2), still, often, parameters are manually
tuned for each case of the DIR problem separately via trial-and-error
adaptations, followed by visual inspection of the registration outcome.
Finding a class solution may, however, be impossible for challenging
DIR cases, as it was shown that preferred parameter settings can vary
greatly even for different instances of the same type of registration
problem [47, 76]. Different parameter configurations lead to different
DIR outcomes, due to different trade-offs between the objectives of
interest in DIR, such as similarity between the images and the amount
of deformation.
The fact that different trade-offs may be preferable for different
instances of a DIR problem indicates that DIR, although currently
typically solved as a single-objective optimization problem, where all
objectives of interest are combined in one cost function, is inherently
a multi-objective optimization problem. In multi-objective optimization, the objectives of interest are not combined into one cost function,
but optimized simultaneously, resulting in a set of DIR outcomes that
represent high-quality trade-offs between the objectives of interest. If
the multi-objective problem is solved to optimality, then this set of
DIR outcomes is called the Pareto front. In cases where the Pareto
front is not known (such as in the case of DIR), it can be said that
a non-dominated front is obtained, i.e., a front where no solution is
better in both objectives than any other solution in this front. Recently,
it was shown that using a patient-specific multi-objective optimization
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approach can be useful for challenging DIR cases, for which manual
tuning becomes far more complex, as we saw in Chapter 2. This multiobjective, patient-specific approach can also be considered an online
tuning approach: online in the sense that here, the tuning algorithm is
run to search for the best parameter settings for the DIR algorithm for
a specific patient. This approach removes the challenge of manual parameter tuning and provides the expert with a non-dominated front of
DIR outcomes. Such a solution can be navigated to find a preferred DIR
outcome insightfully. However, it can be computationally expensive, as
it involves running a search algorithm on top of a DIR algorithm every
time a DIR case needs to be solved. Furthermore, the more parameters
to be tuned, the more time consuming this process becomes [77, 78].
In this work, we consider an alternative approach for efficient parameter tuning: an evolutionary multi-objective machine learning approach
that computes, in an offline training phase, a multi-objective class solution, i.e., a set of parameter configurations, that, when used on any
instance of a DIR problem, yields DIR outcomes that approximate
the non-dominated front. To this end, we re-design the parameter
optimization problem, and we evaluate the performance of the evolutionary machine learning approach by performing a comparison with
the method presented in Chapter 2. Since computing the multi-objective
class solution needs to be performed only once, it is then sufficient
for a new DIR instance to run multiple DIRs straightforwardly using the class solutions to obtain a navigable set of DIR outcomes for
that instance. These runs can be executed in parallel, resulting in a
large reduction in computation time, compared to a patient-specific
multi-objective tuning approach.
We developed and tested our evolutionary multi-objective machine
learning approach on two breast magnetic resonance (MR) DIR problems of different levels of complexity. The first one is prone-prone
breast MR DIR of patients undergoing pre-operative partial breast radiotherapy. Registering images of the patients before and after therapy
can be used to monitor therapy response. The second DIR problem is
prone-supine breast MR DIR (in this work, data from healthy volunteers are used), which presents a significantly higher challenge due to
the very large deformation occurring between the two positions (i.e.,
lying face down versus lying face up). Prone-supine DIR can be used
to map pre-surgical diagnostic imaging to the radiotherapy planning
geometry, e.g., for radiotherapy after breast-conserving surgery.
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�.�.� Datasets
Prone-Prone

We used retrospectively 10 pairs of T1-weighted MR images without contrast enhancement, acquired pre- and post-radiotherapy, of
breast cancer patients (age >60 years, tumour size 630 mm on preradiotherapy MR images) in prone orientation (Figure 3.1). These
patients underwent pre-operative partial breast radiotherapy [51] between December 2012 and June 2015, prior to breast-conserving surgery.
The images had a voxel size of 0.9 ⇥ 0.9 ⇥ 1.2 mm3 . The trial for which
these data were acquired was approved by the institutional review
boards of the participating institutes, and written informed consent
was obtained from participants.

Figure 3.1: From (left) to (right): prone-prone Cases 3, 6, 8, 9. (Upper) row:
MR image acquired before radiotherapy. (Lower) row: MR image
acquired after radiotherapy.

Prone-Supine

This dataset consisted of 10 pairs of healthy volunteer MR images
without contrast enhancement, acquired in prone and supine orientation during the same scan session. The images had a voxel size of
0.88 ⇥ 0.88 ⇥ 0.9 mm3 . Nine MR-visible fiducial markers (MM3005, IZI
Medical Products Corporation, Baltimore, MD, USA) were attached
to the breast, evenly spaced on its surface. We subdivided our pronesupine cases as follows. Given that via patient-specific parameter optimization, potentially clinically-useful registration results (on the ba-
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sis of achieved mean target registration error (TRE)) were found for
four cases (Chapter 2), we grouped these cases together. We call this
prone-supine Group A (Figure 3.2). We grouped the remaining six
registration cases in prone-supine Group B. After rigid registration
on bony anatomy, for Group A, the mean Euclidean distance between
external marker locations in the rigidly-transformed source and target
image was 24.7 mm (SD 8.1 mm), whereas for Group B, the mean
Euclidean distance was 42.2 mm (SD 12.5 mm), i.e., there were larger
deformations in Group B. Further, large intensity inhomogeneities were
present in multiple images of Group B (Figure 3.3).

Figure 3.2: From (left) to (right): Cases A1, A2, A3, and A4 (from prone-supine
Group A). (Upper) row: source image acquired in prone orientation.
(Lower) row: target image acquired in supine orientation.

�.� ��������� ��� �������

Figure 3.3: From (left) to (right): Cases B6, B9, and B10 (from prone-supine
Group B). (Upper) row: source image acquired in prone orientation.
(Lower) row: target image acquired in supine orientation.

�.�.� Patient-Specific Multi-Objective DIR

DIR is typically formulated as the minimization of a single cost function
that consists of several terms describing objectives of interest, such as
the degree of dissimilarity between the two images and the amount
of deformation. The typical formulation is to find, for a given weight
vector 2 [0, 1]m , the transformation T that minimizes:
C(T , ) =

0 O0 (T ) + 1 O1 (T ) + · · · + m-1 Om-1 (T ).

(3.1)

Here, Oj , j 2 {0, . . . , m - 1} are the m objectives considered in the DIR
method. The weight vector = ( 0 , . . . , m-1 ) determines the trade-off
between the objectives and needs to be set before the start of optimization. Each different weight vector corresponds to a different cost
function and therefore to a different (local) minimum. The objectives
can be highly non-convex, as is often the case, e.g., with the objective
describing the (dis)similarity between the images to be registered [79].
Now, let T (i, ) be the transformation resulting from performing
DIR with a typical DIR method on instance i. The more complex
the registration problem (e.g., content mismatch, large deformations),
the more likely T (i, ) does not correspond to the global optimum
of C(T , ), given the local nature of the gradient descent optimizers
typically used in DIR.
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We can use this definition to formulate the patient-specific multiobjective weight-tuning problem:
min {(O0 (T (i, )), O1 (T (i, )), . . . , Om-1 (T (i, )))} .

(3.2)

Solving this multi-objective parameter-tuning problem to optimality
results in a set of solutions that can be considered equally good, i.e.,
no solution can be improved in one objective without deteriorating
one or more other objectives. This set of solutions in parameter space
is called the Pareto set, and the set of corresponding objective values
in objective space is called the Pareto front [35]. When solving this
problem in practice, however, the solutions obtained may or may not
lie on the Pareto front; therefore, these solutions form a trade-off, or
non-dominated, front.
�.�.� Evolutionary Multi-Objective Class Solution Learning for DIR

To avoid solving this problem each time we want to use DIR in clinical
practice, as it can be very time consuming, we are interested in finding
weight vectors that are expected to give good results on any instance
of a DIR problem. Good expected performance from the DIR method
means that the expected value of each objective needs to be minimized.
Given a finite training set of n image pairs, an approximation thereof
can be obtained, by using the mean, or for optimization purposes,
equivalently, the sum, of observed objective values on the training set,
i.e.,

min

n-1
X
i=0

O0 (T (i, )),

n-1
X
i=0

O1 (T (i, )), . . . ,

n-1
X
i=0

Om-1 (T (i, ))

!✏

.

(3.3)

This is now a class-specific multi-objective optimization problem
aimed at optimizing the performance of a model on a set of example
image pairs representing multiple instances of a certain DIR problem
class, essentially making it a machine learning problem. To solve this,
we use an evolutionary algorithm (EA) that minimizes the sum of DIR
objective values after a single-objective DIR method has converged to
a (local) minimum on the training set. A flowchart that describes the
procedure is given in Figure 3.4.
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EA

DIR method

EA generates a population
of weight vectors

Performs DIR for each weight
vector on every image pair
of the training set
Calculates DIR objective
values associated with
each weight vector

For each weight vector, the
EA objective values (i.e., the
sums of objective values over
all DIR cases of the training
set) are calculated

The 35% best weight vectors
based on their associated EA
objective values are selected

Figure 3.4: A flowchart of the proposed multi-objective evolutionary class
solution learning approach. It contains a double optimization loop:
in the inner loop (red dashed line), each DIR problem instance for
a given weight vector is solved; in the outer loop (black solid line),
the weight optimization problem is solved by the EA.

DIR Method

The underlying single-objective DIR method we used in this study is
elastix [52], a well-known open-source image registration toolbox,
which uses a B-spline transformation model [53].
For the prone-prone registration problem, we used two objectives:
dissimilarity as described by the negative normalized correlation coefficient [80] and deformation magnitude as described by the bending
energy penalty [59], both to be minimized. This corresponds to a vector
of two weights.
For the prone-supine registration problem, we used, in addition to
dissimilarity and deformation magnitude, a third objective: the socalled guidance error [61], to be minimized, resulting in a vector of
three weights for optimization. Guidance information was provided
via the presence of the external fiducial markers on the breast surface.
We explicitly annotated their location, i.e., the centre of the marker, on
the source, as well as on the target image. The guidance error was then
defined as the sum of Euclidean distances between pairs of transformed
marker source locations and marker target locations.
Evolutionary algorithm

To learn multi-objective class solutions, we employed a multi-objective
EA. EAs are among the state-of-the-art in multi-objective optimization [35, 36, 81]. We used a specific type of EA, called an estimation-ofdistribution algorithm (EDA) [55]. EDAs build and sample a probability
distribution (in the specific algorithm, we employed an l-dimensional
Gaussian mixture distribution, where l is the number of parameters,
i.e., the number of weights) to generate new solutions.
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The EA-specific parameter settings were set according to the literature [57], where the performance of the EA was tested on benchmark
problems with the same number of objectives as our problems here.
Although for these benchmark problems, the EA was found to obtain
high-quality results already after 100 generations, in this work, we allowed the EA to run for 200 generations, as we observed that a notably
better non-dominated front (with a larger number of points) could be
obtained. This is most probably due to the higher complexity of the
problem at hand, i.e., the presence of more local optima than most
benchmark problems, due to the multiple combinations of image pairs
to be registered.
We used three objectives for the EA for both the prone-prone, as well
as the prone-supine problem. The first two objectives were formulated
as the sum of the dissimilarity and deformation magnitude objective
values over all the images in the training set.
The third EA objective makes use of guidance information of anatomical landmarks, similar to the guidance error objective used within the
DIR method elastix. However, since for the prone-prone DIR problem, no external landmarks were available, the location of internal
landmarks was used. The sum of the distances between transformed
internal landmark source locations and their corresponding target
locations was minimized; this objective is calculated within the EA
optimization flow and not within elastix. For the prone-supine DIR
problem, both internal as well as external landmark locations (in the
form of the fiducial markers) were utilized, again within the EA and
not within elastix, which calculated the objectives separately and then
passed the value of the dissimilarity and deformation magnitude to
the EA. Note that the internal landmark locations can be used for the
evaluation of the registration quality, as they were not used by the
DIR method itself, which only used external landmark locations in the
prone-supine problem, but only by the EA that finds the class solution.
This is because the objective values for the EA are calculated after the
DIR method has terminated, as illustrated in Figure 3.4. We decided to
use both the internal and external landmarks as guidance information
to the EA, since the class-solution-learning problem is a challenging
optimization problem and we wanted to maximize performance.
�.�.� Evaluation

To evaluate the quality of registration outcomes, an experienced breast
radiologist annotated eight to twelve internal anatomical landmarks in
the source image and their corresponding locations in the target image.
These pairs of annotations were distributed as uniformly as possible
throughout the breast volume in order to obtain a representative overall
estimation of the registration accuracy.
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We calculated the mean TRE as the mean Euclidean distance between
the internal landmark locations in the target image and their locations
in the transformed source image.
To assess the quality of the learned class solutions, we compared
them to the solutions obtained by our previously-introduced patientspecific multi-objective optimization approach (Chapter 2), where for
each individual patient, the optimal weight configurations that yield
a non-dominated front of DIR outcomes were found. These results
were considered the best possible outcomes for these individual DIR
cases. For this, we used the inverted generational distance (IGD) [82,
83], a well-known performance indicator that describes how close one
non-dominated front (called the reference front) is approximated by
another. Given a set of class solutions A = {a0 , a1 , . . . , aK-1 } and a reference front (here, the non-dominated front obtained by patient-specific
optimization) P = {p0 , p1 , . . . , pL-1 }, the IGDobjectives is defined as
follows:

IGDobjectives (A, P) =

L-1
1 X
min d(pi , aj )
L
aj 2A

(3.4)

i=0

where d is the Euclidean distance in objective space. IGD is a common
descriptor in the multi-objective EA literature, with a value around
0.001 to be considered a very good approximation of a non-dominated
front that is ranging between zero and one in every objective and has
5000 points on its front [55]. Here, after normalizing every objective to
[0, 1] and adjusting for the size of our non-dominated fronts, which was
on average of 500 points, we considered a value of IGDobjectives 6 0.1
to be a very good approximation.
From a clinical standpoint, however, it is important to observe
whether a solution in the reference front is covered by the existence of
a class solution with similar TRE. For this reason, in equation 3.4, we
replaced the Euclidean distance in objective space with the distance (in
mm) between points in TRE space, by calculating additionally IGDT RE
(we denote with MeanT RE(a) the mean TRE associated with solution
a):

IGDT RE (A, P) =

L-1
1 X
min d(MeanT RE(pi ), MeanT RE(aj )) .
L
aj 2A
i=0

(3.5)

Moreover, in recent work, it was observed that, when provided a
potentially navigable patient-specific front (Chapter 2) and the right
user interface, decision makers can actually easily identify preferred
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solutions that have the near best TRE (Chapter 5). Following from this,
we are interested in the TRE difference between the potentially best
solution found by the patient-specific approach (i.e., the solution with
the lowest mean TRE) and the best solution among the class solutions:

T REdiff = min {MeanT RE(pi )} - min MeanT RE(aj )
pi 2P

aj 2A

. (3.6)

Finally, we measured computation time for each DIR outcome on
a six-core PC (Intel Xeon E5-1650). In patient-specific optimization,
100 generations were used to compute results, where the DIR method
elastix was called 100 times in each generation (see (Chapter 2)).
In the case of prone-prone DIR, performing DIR on one core took
approximately 20 s, whereas for prone-supine DIR, this was 60 s. For
patient-specific optimization, this resulted in a total computation time
of approximately 12 h for prone-prone and 27 h for prone-supine cases,
making use of the parallelization feature of elastix [68].
�.�.� Experimental Setup

To estimate the performance of our evolutionary machine learning approach for multi-objective class solutions, we performed leave-one-out
cross-validation [84], i.e., assuming we have a dataset of n cases for a
DIR task, we learned multi-objective class solutions on n - 1 cases, and
we used the learned class solutions, i.e., the sets of parameter configurations, to perform DIR on the left-out case. Note that the resulting DIR
outcomes on the left-out case do not necessarily form a non-dominated
front in objective space, as opposed to the DIR outcomes obtained
by patient-specific optimization. We repeated this procedure n times,
i.e., ten times for the prone-prone registration group, four times for
prone-supine Group A and six times for Group B.
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�.�.� Prone-Prone

The multi-objective class solution learning approach showed good performance, obtaining very good approximations of the patient-specific
non-dominated fronts in eight out of ten cases, in objective space and in
TRE space (see Table 3.1). For Case 1, despite the larger IGDobjectives ,
the IGDT RE was very low, indicating that the class solutions were in
their entirety very similar in quality to the patient-specific solutions,
while for Case 8, the IGDT RE was larger. This happened because all
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the weight combinations in the multi-objective class solution led to
outcomes that were located only in one part of the non-dominated front
(see Figure 3.5). However, the part of the non-dominated front that was
not covered by these class solutions mostly contained solutions that
were uninteresting, as they were the ones with less deformation and
larger TRE values. Consequently, T REdiff was extremely small for all
ten cases (Table 3.1), indicating that the class solution approach was
capable of obtaining a solution(s) of high quality, in spite of the poor
result for Case 8 from an evolutionary multi-objective machine learning
standpoint.
Computation time associated with applying a multi-objective class
solution on a six-core PC ranged from 12.5 min to 42 min (depending
on the size of the class solution).
Table 3.1: Inverted generational distance (IGD) values in objective and target
registration error (TRE) space and T REdiff for the prone-prone
deformable image registration (DIR) group.

Patient

IGDObjectives

IGDT RE (mm)

T REdiff (mm)

1

0.1194

0.1018

0.1865

2

0.0219

0.0077

0.0298

3

0.0309

0.0058

0.0658

4

0.0154

0.0053

0.0611

5

0.0104

0.0075

0.0283

6

0.0152

0.0069

0.0575

7

0.0400

0.0021

0.2068

8

0.2476

1.3751

0.0801

9

0.0123

0.0077

0.0120

10

0.0225

0.0348

0.0831
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Figure 3.5: Non-dominated front of patient-specific solutions and class solutions for test cases 6 (top) and 8 (bottom), colour coded with the
mean TRE in mm. The colour scales are different for each case, to
illustrate the different TRE distributions better.

�.�.� Prone-Supine

For Group A, the multi-objective class-solution approach found good
approximations of the patient-specific non-dominated fronts (Table 3.2
and Figure 3.6a,b), with the exception of Case A1, where the mean TRE
associated with the best DIR outcome found by using the class solutions
was 1.2 mm larger than the mean TRE associated with the best patientspecific DIR outcome. A1 was the only case in Group A that exhibited

�.� �������

image inhomogeneities, making finding a good match very challenging,
despite the limited deformation. For Group B, the IGDobjectives and
IGDT RE were larger, and the quality of the class solutions that were
obtained was clearly inferior to the patient-specific ones for three out of
six cases, as described by T REdiff (see Cases B6, B7 and B8 in Table 3.3).
This is illustrated further for Case B6 in Figure 3.6c), which was one
of the most difficult cases in this set in terms of large breast volume,
coupled with the presence of image intensity inhomogeneities. These
registration cases were, however, already unsuccessful also with patientspecific optimization, resulting in relatively large mean TREs. The fact
that, additionally, a well-covering multi-objective class solution cannot
be found, in objective or TRE space, signifies the complexity of such
cases resulting from the large diversity among the individual cases in
addition to the large deformations present.
Computation time associated with applying a multi-objective class
solution on a six-core PC ranged from 24 min to one hour and 28 min
(depending on the size of the class solution).

Group A

Table 3.2: IGD values for prone-supine Group A.

IGDobjectives

IGDT RE (mm)

T REdiff (mm)

A1

0.1878

0.3072

1.2083

A2

0.0284

0.0076

0.0104

A3

0.0123

0.0180

0.0053

A4

0.0816

0.0280

0.0427

Table 3.3: IGD values for prone-supine Group B.

Group B

IGDobjectives

IGDT RE

T REdiff

B5

0.1279

0.0215

0.0615

B6

0.1442

8.0500

8.7400

B7

0.1061

1.4100

1.5611

B8

0.0616

0.0872

2.4605

B9

0.0427

0.0774

0.2865

B10

0.0606

0.0629

0.0410
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Figure 3.6: Non-dominated fronts of patient-specific solutions and their class
solutions for prone-supine test cases A1 (a), A2 (b), B6 (c) and B9
(d), colour coded with the mean TRE in mm. The colour scales are
different for each case, to illustrate the different TRE distributions
better.
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We presented an evolutionary multi-objective class-solution learning
approach for DIR, which we applied to breast MR DIR problems of
increasing difficulty. We used our approach to learn weights typically
used in DIR software, but the approach was general and could straightforwardly be used to consider other parameters, as well. The multiobjective class-solution approach presented in this work kept the benefits of a multi-objective perspective (Chapter 2) and was more efficient
than multi-objective patient-specific parameter optimization, by allowing parallel computation of DIRs without any further tuning or optimization, thereby much more so facilitating the use of multi-objective
DIR in clinical practice.
Although the concept of a class solution implies the existence of a
unique solution that solves all instances of a particular problem well, we
considered a set of class solutions, i.e., a multi-objective class solution,
to be more appropriate for the problem of DIR. The idea that a single
trade-off can work for all DIR cases of a certain type comes from a
single-objective optimization perspective, but even among registration

�.� ����������

problems of the same type, parameter settings that give the desired
results can differ (Chapter 2). A multi-objective optimization approach
instead has the ability to capture high-quality trade-offs among which
the preferred outcome is likely present. Moreover, as we will see in
Chapter 5, selecting this outcome is insightful and easy. It was also
observed that what the users thought was a high-quality solution
coincided with a mean TRE (very) close to the minimum mean TRE
obtained, indicating that the results obtained by our method can be
considered reliable.
The evaluation of the quality of the DIR outcomes, in the absence of
a ground truth, relied on the annotated landmarks, which has known
limitations (it may not be representative of the quality of the deformation throughout the entire volume). A realistic phantom-based study
could potentially circumvent this, but such an elaborate study is out
of the scope of this work. We further saw that when the solutions
were visually inspected by observers, what the users thought was a
high-quality solution coincided with a mean TRE (very) close to the
minimum mean TRE obtained (Chapter 5), indicating that the mean
TRE was representative of the overall quality of the solutions.
Since EAs are state-of-the-art for multi-objective black-box optimization and given the limited amount of data present for the DIR problems
studied in this work, the choice of an EA as a machine learning technique, as opposed to more widely-used machine learning approaches
such as, e.g., convolutional neural networks, seems reasonable. Using
the EA to tackle this problem, even in the presence of very limited data,
was possible since the problem concerned a limited number of parameters (i.e., a low-dimensional manifold) to be learned and the learning
of point sets. The EA employed in this work was specifically chosen as
it was designed for continuous, multi-objective problems, and it has
been shown to perform well for those problems [57]. Given that the
bulk of the computation was in the DIRs during meta-optimization and
given the performance of this EA on different benchmark problems
compared to other EAs, we do not expect that choosing a different
EA as a meta-optimizer would yield significant differences in terms of
computation time.
The results of this approach, which may be considered an evolutionary multi-objective machine learning approach [85], indicate that
deriving a multi-objective class solution for DIR is feasible, even with
a limited amount of data, for DIR problem classes that are solvable
and for which the variation within the class is not too large, as in the
case of prone-prone breast MR image registration. It may be feasible
even for quite challenging DIR problems, as in the case of the pronesupine DIR problems, provided that the underlying DIR method, on
which our approach was ultimately dependent, can actually solve the
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DIR problem, and the variation in (quality of) the images and their
content was limited.
Further, for our approach to work properly, it was necessary to perform a classification of prone-supine DIR instances, into two groups,
one with larger and one with smaller deformations. It may be challenging to always classify correctly the prone-supine DIR instance at hand.
One solution could be to pre-process the data. For instance, classification could be performed by quantifying breast volume (e.g., with breast
cup size) and/or based on age. DIR cases with small breast volumes
(and therefore with limited deformation present) and of young patients,
which tend to have breasts with more fibroglandular tissue (therefore
with more information present in the images), are most likely easier to
solve.
Further research could involve using the approach presented in
this work to tune multiple parameters, with very few parameters
subsequently tuned patient-specifically, to perhaps obtain even higher
quality solutions for challenging DIR problems. In the case of tuning
multiple parameters, the computational benefit of using a class solution
approach instead of a patient-specific approach increases. Moreover, a
so-called adaptive steering mechanism in the EA could be incorporated
in order to obtain more solutions in the region of the non-dominated
front that is of interest [86]. Lastly, we note that the number of DIRs
to be performed and the total online computation time can potentially
be reduced by selecting a diverse, but front-spanning subset of the
multi-objective class solution of a limited, pre-defined size.
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In this work, we presented an evolutionary multi-objective machine
learning approach that computed a set of so-called class solutions, for
problems of increasing difficulty: prone-prone breast DIR, prone-supine
breast DIR with limited deformations and prone-supine breast DIR with
large deformations. We showed that, for DIR problems with limited
deformations (prone-prone, as well as prone-supine), it is feasible for a
multi-objective class solution to straightforwardly obtain a set of highquality outcomes for every DIR instance of those problems without
additional parameter tuning. This allows selection of the preferred
outcome by an expert, potentially leading to more efficient use of DIR
in clinical practice.
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A multi-objective optimization approach is often followed by an a posteriori decision-making process, during which the most appropriate
solution of the set of trade-off solutions is selected by a professional in
the field. Conventional visualization methods do not correct for sets
with irregularly-spaced solutions. However, achieving a uniform spread
of solutions can make the decision-making process more intuitive when
decision tools such as sliders, which represent the preference for each
objective, are used. We propose a method that maps an m-dimensional
trade-off front to an (m - 1)-simplex and spreads out points to achieve
a more uniform distribution of these points in the simplex while maintaining the local neighborhood structure of the solutions as much as
possible. This set of points can then more intuitively be navigated
due to the more uniform distribution. We test our approach on a set
of non-uniformly spaced 3D trade-off fronts of a real-world problem:
deformable image registration of medical images. The results of these
experiments are visualized as points in a triangle, showing that we indeed achieve a representation of the trade-off front with a near-uniform
distribution of points where these are still positioned as expected, i.e.,
according to their quality in each of the objectives of interest.
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Many real-world problems are actually multi-objective, meaning that
multiple, often conflicting, objectives of interest arise and decisions
need to be taken in the presence of trade-offs between the objectives.
Without having a clear notion of preferences among these objectives a
priori, the most commonly adopted approach is multi-objective optimization [35]. Solving a multi-objective optimization problem results
in a set of solutions that can be considered equally good, since they
represent the optimal trade-offs between the objectives. This set of
solutions in the parameter space of the optimization problem is called
the Pareto set, and the set of solutions in the objective space is called
the Pareto front. In real-world applications it is unknown whether
the algorithm utilized to solve the problem has obtained solutions on
the actual Pareto front, therefore the obtained front is typically called
non-dominated or trade-off front. Typically, a user then has to select a
solution from the acquired trade-off front that best represents his/her
preferences in terms of the objectives’ trade-offs.
Naturally it follows that the way the trade-off front is presented to
the user plays an essential role in enabling the final decision-making
process. An appropriate trade-off front visualization should provide
the user the ability to explore efficiently the entire objective space,
while capturing the structure of the trade-off front and the (local) ordering between all solutions. Such a visualization can be straightforward
for problems with two objectives, but presents challenges for higher
dimensions. Many interesting visualization techniques have focused
on visualization of Pareto fronts consisting of more than three dimensions in order to enable insightful decision making, using, e.g., level
diagrams [87], self-organizing maps [88], parallel coordinates [89], the
prosection method [90], or a projection to a two-dimensional (2D) [91]
or three-dimensional (3D) surface [92]. Nonetheless, these methods
do not address the challenge of solutions on the trade-off front being
indistinguishable, which is mostly a problem for fronts that have a
non-uniform distribution of solutions across their surface. An example of a uniformly spaced Pareto front (obtained from a benchmark
problem), as opposed to a non-uniformly spaced trade-off front (obtained from a real-world problem), can be seen in Figure 4.1. Selecting
a solution from the latter can be challenging, due to the fact that many
solutions are virtually indistinguishable from each other. This can be a
problem, because solutions that are very close in objective space could
represent very different solutions in parameter space. Moreover, the
remapping of a trade-off front for visualization purposes can even lead
to a larger number of points being indistinguishable, even if such points
were not close to each other in the original trade-off front. Therefore,
an ideal remapping of such a front to a 2D space should result in a
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Figure 4.1: Example of a uniformly spaced Pareto front of a benchmark problem (left) and a non-uniformly spaced trade-off front from a realworld problem (right). Exploring the local structure of the realworld trade-off front via an interactive decision tool is potentially
quite challenging.

representation where the solutions are better (i.e., more uniformly)
distributed, while maintaining the characteristics of the initial topology of the front and the (local) ordering relations. This remapped set
of points could then be easily navigated by using a set of trade-off
sliders, one for each objective, which represent the relative preference
for each objective. Since, however, there is no mapping from a higher
dimensional space to a lower dimensional space that preserves 100%
of local ordering relations [93], this problem becomes a multi-objective
optimization problem itself. In this work, we therefore formulate this
as a problem with two objectives. To solve it, we use a Multi-Objective
Real-Valued Gene-pool Optimal Mixing Evolutionary Algorithm (MORV-GOMEA) [94]. Although the proposed approach generalizes to
more than three dimensions, in this work we focus on the 3D case,
for which the output of the algorithm also results in an intuitively
sensible 2D visualization. Moreover, we are intrinsically motivated by
data obtained from a real-world, three-objective optimization problem:
Deformable Image Registration (DIR).
The remainder of this Chapter is organized as follows. In Section
4.2, we illustrate the challenges related to the uniformly distributed
mapping of non-uniformly spaced sets of Pareto-optimal solutions. In
Section 4.3, we describe our methods of addressing these challenges,
including the optimization objectives and MO-RV-GOMEA. In Section
4.4, we describe our experimental setup, as well as our benchmark
problems and the problem of DIR. In Section 4.4.3, we present our
results, and in Section 4.5 we discuss our findings and present our
conclusions.
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We use the example displayed in Figures 4.2 and 4.3 to illustrate the
difficulties involved in achieving a sufficiently spread mapping of a
trade-off front while preserving the structure of the original trade-off
front as best as possible. This better illustrates the reasoning behind
the use of a multi-objective approach to this problem. Figure 4.2 displays an example of a projection of a 3D trade-off front onto a triangle.
This trade-off front contains a number of points that are largely overlapping, making the selection of one of these individual points very
difficult. Figure 4.3 then displays a fairly intuitive attempt at achieving
a larger spread between points while preserving the structure of the
original trade-off front. Because preservation of the original structure
is not clearly defined, we look at the following three measures that
are relevant for displaying the quality of solutions in regard to other
solutions that are visualized. These measures of the mapped trade-off
front should ideally be identical to those of the original trade-off front.
1. For each point, the ordering of Euclidean distances to each other
point.
2. For each point, the set of k nearest neighbors, where k is a small
constant.
3. For each vertex of the simplex, corresponding to the extremum
of one objective, the ordering of the points based on the distances
from this vertex to these points.

Figure 4.2: Projection of an arbitrary 3D trade-off front
onto a triangle.

Figure 4.3: Example of a redistribution of the points in Figure 4.2.

Despite the seemingly intuitive spreading of points, all three previously listed measures are in some way different for Figure 4.2 and
Figure 4.3, whereas they should ideally be similar. The first two measures have changed due to, among others, the point marked in red

63

64

��������� ������� �������������� �� �����-��� ���������

having two different nearest neighbors in the two figures. The third
measure has changed due to, among others, the green point being
further away from the bottom left vertex of the triangle than the black
point in Figure 4.2, but closer in Figure 4.3.
Figures 4.2 and 4.3 only show one example, but it is likely that no
sufficient spreading of the points is possible without the violation of all
three measures. Moreover, it seems very difficult to define a different
meaningful measure of trade-off front structure that remains constant
when points are spread out. This would allow the measure to be used
as a constraint while the spread between pairs of points is maximized.
Instead, violations of the rankings are seemingly necessary to achieve
a sufficient spread of points in the mapped trade-off front, meaning
that there is an inherent trade-off between the spread of points and the
preservation of the front structure. We therefore avoid using a hard
constraint or penalty value for the preservation of the structure of the
original trade-off front. Alternatively, a weighted sum of objectives can
be optimized, but this will require the manual tuning of the weights,
which is unintuitive and problem specific.

�.�
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An m-dimensional Pareto (or trade-off, if the Pareto front is unknown)
front PF of size n, normalized to the range [0, 1]m is given as input.
We assume, without loss of generality, that in the original optimization
problem all objectives need to be minimized. We then construct a
mapping of the points on the input trade-off front to an (m - 1)-simplex.
We consider two different representations: one where we aim to map
the maximum of each dimension to the region near one of the vertices
of the simplex, and one where we aim to map the minimum of each
dimension to the region near one of the vertices of the simplex. Both
representations are valid and could be useful in different scenarios,
depending on the shape of the input trade-off front, and possible
preferences regarding the decision-making process.
Points on the mapped surface (or in the mapped hypervolume for
high-dimensional problems) of the simplex must be sufficiently spread
in order to easily be individually selectable. At the same time, the
structure of the original trade-off front must be preserved as much
as possible. These two objectives are contradictive and no weights
can intuitively be defined, leading us to solve this problem using a
multi-objective optimization approach. The two objectives of interest
are defined as a function of the set of points PF of the input trade-off
front. Each point pi 2 PF is mapped to the point pi0 2 [0, 1]m-1 . The
set of parameters of the optimization problem consists of the m - 1
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Cartesian coordinates of each pi0 . More specifically, any solution to this
problem is represented by a vector x of length ` = n(m - 1).
�.�.� Multi-Objective Optimization

For the multi-objective approach used in this Chapter, the two objective
functions of interest Fspread and Fstress are defined in this section, which
both need to be minimized. The first objective function, Fspread , is
aimed at the maximization of the distance between each point and its
nearest neighbor. This problem is in general known as the Circles-In-ASquare (CIAS) packing problem, which is a quite difficult continuous
optimization problem when solved to optimality [95]. We are however
not interested in achieving optimal spread of all points, because we only
aim to achieve a spread that is sufficient to spread out large clumps of
points and prevents large empty spaces in the mapped representation
of the input trade-off front. For this reason, we use a relaxed definition
of the original CIAS objective function, which is derived in Equation
4.1, based on the p-norm, with x the vector of points and d(i, j) the
Euclidean distance between points i and j.

FCIAS (x) = arg max min d (i, j)
x

i,j

1
= arg min max
x
i,j d (i, j)
v
8
9
u
>
>
u|x|-1
i-1
p
<
=
X X
1
u
p
= arg min lim t
x >
d (i, j) >
:p!1
;
i=0 j=0
8
9
|x|-1 i-1
<
=
X X
= arg min lim
d (i, j)-p
x :p!1
;

(4.1)

i=0 j=0

The objective function that is used in our optimization approach
is defined as Fspread in Equation 4.2, again with d(a, b) the Euclidean
distance between a and b. The sum of pairwise distances with p = 4
is used, because the smoothness of this objective makes it easier to
optimize than an objective with a flat landscape, such as the original
definition of FCIAS .

Fspread =

n-1
X i-1
X

d(pi0 , pj0 )-4

(4.2)

i=0 j=0

Although any of the measures introduced in Section 4.2 could be
used for optimization of the preservation of the original trade-off
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front structure, all these measures are discrete, which will increase the
difficulty of their optimization. Instead we use the objective function
defined as Fstress in Equation 4.3, with d(a, b) again the Euclidean
distance between a and b. This objective is continuous, has a smooth
landscape, and is based on the Sammon stress [96]. The second term
of Equation 4.3 has the purpose of mapping the extreme points of the
input trade-off front onto the space near the corresponding vertex of
the simplex. For this, we define V as a set of hyperplanes, where each
Vj 2 V defines a hyperplane. The hyperplane Vjmin has the coordinate
0 in dimension j, and Vjmax is the hyperplane that has the coordinate
1 in dimension j. In Equation 4.3, Vjmin and Vjmax can be used for Vj ,
depending on which of the two representations discussed in Section
4.3 is used. The hyperplane Vj is mapped onto the point Vj0 , which
uniquely corresponds to one of m vertices of the simplex.

Fstress

n-1 i-1
⌘2
2 X X⇣
=
d(pi , pj ) - d(pi0 , pj0 )
n-1
i=0 j=0

1
+
m

n-1
X m-1
X ⇣
i=0 j=0

⌘2
d(pi , Vj ) - d(pi0 , Vj0 )

(4.3)

To ensure that each point is mapped to a point inside the simplex,
a constraint value is used that is equal to the number of points that
is not inside the simplex. The constraint domination [56] technique is
used for constraint handling. This means that a solution is considered
to dominate any solution that has a higher constraint value.
�.�.� MO-RV-GOMEA

For the optimization of the parameters that define a mapping, we use
the recently introduced MO-RV-GOMEA [94], because Evolutionary
Algorithms (EAs) are known to be among the state of the art for
multi-objective optimization [35]. MO-RV-GOMEA has been shown
to perform better than well-known state-of-the-art EAs [94], such as
NSGA-II [56], especially when partial evaluations are possible, which
is the case here.
MO-RV-GOMEA is a model-based EA for the optimization of realvalued variables. An adaptive elitist archive [97] is maintained to keep
track of non-dominated solutions. The population is clustered, because
this is known to be highly beneficial to find a good spread of solutions
across the entire Pareto front [83, 98]. A fraction of the solutions in
the population that rank the best according to non-domination sorting
[56] is selected. The variation operator is based on a linkage model
that explicitly defines subsets of problem variables, so-called linkage
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sets, that are considered to be dependent. A linkage model can either
be learned during optimization, in which case a model is learned for
each cluster separately, or it can be defined a priori, in which case it
is fixed throughout the optimization process and each cluster uses the
same linkage model. For each linkage set of each cluster, a multivariate
normal probability distribution is estimated with maximum likelihood
based on the selection. The estimated probability distribution of a linkage set is used to sample new values for the parameters included in this
linkage set, which are inserted into existing solutions in the population.
Only if such a modification of a subset of variables is considered to be
an improvement, the modification is accepted. Otherwise, the solution
is returned to its previous state. Partial modifications of solutions can
be evaluated efficiently through so-called partial evaluations, which
efficiently evaluate the modified objective values of a solution based
on the modification of the variables. The probability distribution of
a linkage set is newly estimated each generation, but it is scaled by
a factor that is adapted based on improvements that are found and
where they are found. We refer the interested reader to the relevant
literature for further details [94].
To efficiently solve the objectives defined in Equations 4.2 and 4.3,
we use a linkage model where each linkage set consists of all (m - 1)
Cartesian coordinates of a single point pi 2 PF . This linkage model
allows for efficient partial evaluations, because any objective value can
efficiently be updated after the coordinates of one point are modified.
Half of the population of MO-RV-GOMEA is initialized uniformly random in the (m - 1)-simplex, while the other half of the population is
initialized based on the coordinates of each point in the input front.
Specifically, each solution in the latter half of the population is initialized such that each point pi 2 PF maps to the point pi0 for which
the barycentric weight of the jth vertex of the simplex is pi [j] · U(0, 1),
where pi [j] is the coordinate of pi in dimension j. This latter half of
the population can improve the speed of optimization due to more
targeted initialization, while the former half of the population prevents
premature convergence in rare cases where the targeted initialization
procedure is unsuccessful at finding reasonable initial solutions.
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We test the performance of our method by applying it to a set of 3D
trade-off fronts. The results of these experiments can easily be visualized, because each 3D trade-off front is mapped to a 2-simplex, i.e.,
a triangle. Each point on the resulting mapping of a trade-off front
is then color coded according to its normalized values in each of the
dimensions of the original trade-off front. Specifically, each point is
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assigned an RGB color with the intensity of red corresponding to its
coordinate in the x-dimension, the intensity of green corresponding to
its coordinate in the y-dimension, and the intensity of blue corresponding to its coordinate in the z-dimension. This simultaneously allows
for a visual representation of the degree by which the structure of the
original trade-off front is preserved, and the degree by which points
are spread out.
We perform two experiments for each benchmark problem introduced in Section 4.4.1, one where the maximum of each dimension is
mapped to a vertex of the triangle and one where the minimum of each
dimension is mapped to a vertex of the triangle. A time limit of one
hour is used for each experiment, and each experiment is performed
on a desktop computer with an Intel Core i7-2600 CPU @ 3.40GHz.
�.�.� Benchmark Problems

A number of irregularly-spaced trade-off fronts were previously obtained by taking a multi-objective approach to the real-world problem
known as DIR, which is discussed in more detail in Section 4.4.2. These
benchmark problems are referred to as DIR1 through DIR10 . A 3D
scatter plot of each DIR benchmark problem is displayed in the leftmost column of Figures 4.6 and 4.7, where each point is color coded
according to the scheme introduced in Section 4.4. The benchmark
problems consist of a number of points between approximately 400
and 1200 points, but a random subset of 100 points was used for the
purpose of clearer visualization and faster optimization.
�.�.� Deformable image registration

DIR [1] is a key tool in several medical processes, e.g., in radiotherapy [99]. DIR has a lot of potential since it can be used for radiotherapy
planning as well as surgical planning and treatment response assessment [75]. However, DIR presents several challenges which limit its
wider application in clinical practice.
Solving a DIR problem entails finding the optimal non-linear transformation to align two images, i.e., the optimal spatial correspondence
between points in a so-called moving image and the reference image.
For most general-purpose registration methods, DIR is formulated as
a single-objective optimization problem, where the cost function to
be optimized is a linear combination of terms that express objectives
of interest. These objectives most often describe the dissimilarity between the images that needs to be minimized, but also the deformation
magnitude. Although in general a certain amount of deformation is
necessary in order to achieve a good match, and thereby a low value
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for the dissimilarity, too much deformation can result in physically
incorrect deformations. Therefore, penalizing the deformation magnitude ensures avoiding such unwanted deformations. Depending on
the type of registration problem, more objectives can be added; for
example, for the most challenging registration problems which involve
large anatomical changes, guidance information in the form of a third
objective can help the registration algorithm; further, objectives which
enforce local rigidity (i.e., not allowing deformation of certain regions
such as bony anatomy) can be added.
However, this single-objective formulation presents a challenge, as
the weights associated with the objectives that define the linear combination need to be determined beforehand, along with multiple other
registration-specific parameters. This results in a time-consuming process, since the interplay between parameters, objectives of interest,
and registration outcome is very complex for challenging registration
problems, and the optimal configuration of parameters can be very
problem-specific, leading to multiple trial-and-error attempts for each
problem separately. Recently, multi-objective optimization approaches
for DIR have been introduced, either by directly finding the optimal
transformation that aligns the two images [86], or by optimizing the parameters (including the weights) of existing single-objective registration
software (Chapter 2) In either case, these multi-objective approaches
remove the need for predefining sets of parameters, resulting in a tradeoff front of registration outcomes, which is then potentially navigable
by an expert a posteriori, while immediately seeing the associated DIR
outcomes.
In this work, using the aforementioned multi-objective approach
that optimizes the weights associated with the objectives of an existing
registration method, we acquired ten trade-off fronts of ten instances of
a very challenging DIR problem: aligning breast Magnetic Resonance
Imaging (MRI) scans of patients (in this study, healthy volunteers) acquired in a prone (i.e., lying face down) to a supine position (i.e., lying
face up). Solving this registration problem can be useful in surgical
planning for breast cancer patients that undergo breast-conserving
surgery. In standard clinical practice, contrast-enhanced prone MRI is
acquired to aid diagnosis, since supine MRI suffers from breathing motion artifacts which do not allow acquisition with contrast enhancement.
By registering, however, the prone MRI to a non-contrast-enhanced MRI
of a patient in supine position, pre-operative information is related to
the intra-operative setting, where the patient is also in a supine position.
This can lead to better tumor localization during surgery, reducing the
chances of local recurrence and improving cosmetic outcome. However,
the large deformation that the breast undergoes between prone and
supine positioning makes this DIR problem very hard. For this reason,
for this DIR problem not only dissimilarity and deformation magni-
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Figure 4.4: An example of a DIR problem. Left: slice of 3D prone MRI (moving
image), right: 3D supine MRI (reference image).

tude were optimized, but also guidance information is exploited by
minimizing the distance between marker locations in the moving and
reference image that were attached on the breast of the volunteer. This
resulted in ten 3D trade-off fronts. An example of a DIR problem can
be seen in Figure 4.4.
The very different scale of these three objectives, as well as the fact
that dissimilarity and guidance error are not always necessarily conflicting, results in highly non-uniform trade-off fronts (see, e.g., Figure 4.1
right) . Another reason for an uneven distribution is possibly the difference in optimization difficulty of the three objectives. The dissimilarity
objective is a highly non-convex function, with a lot of local minima,
whereas the objectives that describe deformation and guidance information are convex. Each solution on the trade-off front represents a
differently deformed image. Therefore, the differences between the
deformed images, albeit probably small between solutions which are
very close to each other, are potentially clinically relevant depending
on the DIR application, and therefore, they should be distinguishable
and navigable for the user.
�.�.� Experimental Results

Because we solve our problem using a multi-objective approach, the
result of the optimization is itself actually a front of solutions with
different trade-offs for Fspread and Fstress . In Figure 4.5 we show the
output trade-off front for the input trade-off front of DIR1 (shown in
Figure 4.6), along with visualized solutions from different regions of
the output trade-off front. Figures 4.5b and 4.5d are the best solutions in
terms of Fspread and Fstress , respectively. The fact that these solutions are
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optimal in one objective also means that they are the worst solution of
the trade-off front in terms of the other objective. Figures 4.5b and 4.5d
make it evident that these solutions are both not desirable, i.e., Figure
4.5b shows a distribution of points where similarly colored points are
not mapped to the same region of the triangle, and Figure 4.5d shows
large clumps of indistinguishable points. Rather, a solution from a
non-extreme region of the trade-off front should be selected, as shown
in Figure 4.5c. Automatic selection of a solution from the trade-off front
could be performed based on, e.g., a linear combination of weights of
the two objectives, or a region of interest on the trade-off front, which
would also mean that the problem could be solved single-objectively.
Automatic selection is however difficult to tune such that it selects a
proper solution for each benchmark problem, and is moreover not the
focus of this work. Solutions presented in this section are therefore
manually selected from the trade-off set based on visual preference.
zmax

Fstress
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xmax
(b) Optimal spread.

(a) Output trade-off front.
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ymax
(c) Selected solution.
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(d) Optimal stress.

Figure 4.5: Output trade-off front in Figure 4.5a, with the marked solutions
from left to right displayed in Figures 4.5b to 4.5d.

In Figures 4.6 and 4.7, we display the results of the experiments. The
leftmost column shows 3D scatter plots of the input trade-off fronts.

71

72

��������� ������� �������������� �� �����-��� ���������

The second column from the left shows the output trade-off fronts of
both optimization approaches, i.e., where either the maximum or the
minimum of of each dimension is directed towards one vertex of the
simplex. In case the maximum of each dimension is directed to the
vertices, Vjmax is used for Vj in Equation 4.3. In case the minimum
of each dimension is directed to the vertices, Vjmin is used for Vj in
Equation 4.3. The position of the selected solutions, displayed in the
two rightmost columns, are denoted on the output trade-off fronts.
We see that the points in Figures 4.6 and 4.7 are all spread out
near-uniformly, and the points are clearly positioned in regions near
points with similar colors, i.e., similar objective values. Moreover, points
are correctly placed in the region of the triangle that corresponds to
their coordinates in the original trade-off front, e.g., green points were
originally located near (0, 1, 0) and should therefore be mapped to the
region near ymax , or a region opposing ymin .
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We have introduced a method for the mapping of any m-dimensional
trade-off front to an (m - 1)-simplex, achieving a more uniform spread
of points that still accurately represents the partial ordering of quality of the associated solutions in each of the objectives of interest. A
uniform spread of points is beneficial to the decision-making process
when solutions are initially assumed to be of equal preference, because this makes each point individually distinguishable. Moreover, if
a decision-making tool such as a set of sliders to control the relative
preference of each objective is used, a uniform spread of points will
avoid navigation through very dense or sparse regions of the solution
space. Sparse regions are difficult to navigate through, because many
possible objective weights in such regions will correspond to the same
solution. Dense regions of the solution space make it difficult to distinguish each solution while in the parameter space these solutions may
well be significantly different.
A time limit of one hour was used for the experiments in this Chapter,
but the key contribution of this Chapter is the general idea of solving
the remapping problem multi-objectively rather than a perfectly streamlined algorithm. A variety of methods could be applied to improve the
efficiency of the optimization. For instance, a multi-resolution approach
could be used that starts by performing the optimization on a small,
diverse, subset of points on the original trade-off front. Remaining
points are then incrementally added at a later stage of the optimization
procedure, and these points can be initialized around already mapped
points that are close in the original trade-off front. Secondly, more
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advanced methods for the initialization of the population might be
possible, which would speed up the optimization by providing better
initial solutions.
An alternative approach to the redistribution of trade-off fronts could
entail the formulation of the problem as a discrete permutation problem.
With such an approach, a trade-off front would be mapped to a set of
uniformly distributed locations on the simplex, one for each point on
the input trade-off front. The problem then consists of finding the best
one-to-one mapping of points on the input trade-off fronts to locations
on the simplex. Using this approach, a single-objective optimization
method can be used, but it is not known whether this approach is
capable of producing good results for any possible input trade-off
front.
We have tested our approach on a set of 3D trade-off fronts from
the real-world problem known as DIR. Results show that we are well
able to find 2D representations of these trade-off fronts where each
point is easily distinguishable and points are located at an intuitive
position with respect to their quality in each of the objectives of interest,
enabling the design and use of effective decision support tools, e.g., in
the case of the DIR problem in this Chapter.
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Figure 4.6: From top to bottom: each row shows results of benchmark problems
DIR1 through DIR5 . The leftmost column shows a 3D scatter plot
of the input trade-off front. The second column shows output tradeoff fronts of the approach with maximum values mapped to the
vertices of the triangle (in purple) and the approach with minimum
values mapped to the vertices of the triangle (in green). In this plot,
the solutions displayed in the two rightmost columns are marked
by a red cross.
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Figure 4.7: From top to bottom: each row shows results of benchmark problems
DIR6 through DIR10 . The leftmost column shows a 3D scatter plot
of the input trade-off front. The second column shows output tradeoff fronts of the approach with maximum values mapped to the
vertices of the triangle (in purple) and the approach with minimum
values mapped to the vertices of the triangle (in green). In this plot,
the solutions displayed in the two rightmost columns are marked
by a red cross.
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Pirpinia, K., Bosman, P.A.N., Loo, C.E., Russell, N.S., van Herk, M.B.
and Alderliesten, T., 2018. Simplex-based navigation tool for a posteriori
selection of the preferred deformable image registration outcome from
a set of trade-off solutions obtained with multiobjective optimization
for the case of breast MRI. Journal of Medical Imaging, 5(4), p.045501.
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Multi-objective optimization approaches for deformable image registration (DIR) remove the need for manual adjustment of key parameters
and provide a set of solutions that represent high-quality trade-offs
between objectives of interest. Choosing a desired outcome a posteriori
is potentially far more insightful as differences between solutions can
be immediately visualized. The purpose of this work is to investigate
whether such an approach allows clinical experts to intuitively select
their preferred DIR outcome. To this end, we developed a simplexbased tool for solution navigation and asked ten clinical experts to
use it to choose their preferred DIR outcome from sets of trade-off
solutions obtained for ten breast magnetic resonance DIR cases of low
(prone-prone DIR; n=5) and high (prone-supine DIR; n=5) difficulty,
of patients and volunteers, respectively. The usability of the software
was subsequently evaluated by the observers using the system usability
scale. Further, the quality of the selected DIR outcomes was evaluated
using the mean target registration error. Results show that the users
were able to identify and select high-quality DIR outcomes, and attested to high learnability and usability of our software, supporting
the validity of the presumed added value of taking a multi-objective
perspective on DIR in clinical practice.

�.�

������������

�.� ������������

Deformable image registration (DIR) [1], i.e., the process of deforming
one image to match another image, is a medical image processing problem of potentially high impact in the field of radiation treatment [100].
Nonetheless, its use remains limited in clinical practice, since performing DIR using current state-of-the-art software can still be challenging.
This is partially due to the large number of parameters that needs to
be determined separately for each DIR application, combined with the
lack of insight to successfully tune such parameters, often resulting
in time-consuming manual parameter adjustments, which can lead to
sub-optimal results.
Although typically approached as a single-objective optimization
problem (e.g., [13, 52, 101, 102]), in DIR actually multiple, conflicting
objectives are of interest, making a multi-objective optimization approach a much more natural fit. These objectives typically describe,
e.g., the degree of similarity between the images, which needs to be
high, but also the deformation needed for a good alignment, that needs
to be sufficiently smooth, in order to ensure an anatomically realistic
correspondence between the images, while avoiding overfitting. The
concept of multi-objective optimization for DIR was introduced [32]
to remove the need to combine these objectives into one cost function
and to provide a set of DIR outcomes, that can be considered a set of
superior choices in terms of these key objectives of interest. By using a
multi-objective approach, the need for parameter tuning is removed,
and a set of trade-off solutions is obtained, containing solutions representing high-quality trade-offs between the objectives of interest, and
giving insight into the interplay between the objectives. From this set, a
solution needs to then be manually selected. Providing this set of tradeoff solutions to the user can enable insightful selection of a desired DIR
outcome a posteriori, i.e., after the multi-objective DIR algorithm has
been terminated, and thereby ensure that the user gets the most out
of the DIR method. Recent results indicate that in order to solve more
complex DIR problems, such an a posteriori approach is really needed
as the space of parameters to be tuned by hand is too complex to navigate (Chapter 2). It was moreover shown that by using a multi-objective
approach potentially clinically acceptable results could be obtained for
an easy as well as a hard breast DIR problem (Chapter 2). The easy
problem is prone-prone breast DIR, i.e., registration between images of
a patient lying face down, and can be used, for example, to monitor
treatment response. The harder problem is prone-supine breast DIR,
where during the supine acquisition the patient is lying face up. This
could be used e.g., to improve tumor localization during surgery as
well as radiation treatment by translating pre-treatment information to
the intra-treatment setting. However, whether the clinically acceptable
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results can be a posteriori identified by a user, i.e., a clinical expert, by
navigating the set of trade-off solutions, is not yet studied.
In this work, we investigate the usability of a navigation tool for
multi-objective DIR in a clinical setting. To this end, we provided ten
clinical experts with DIR outcomes sets of trade-off solutions of five
prone-prone breast DIR cases, and five prone-supine breast DIR cases,
which they could navigate by using a tool that we specifically developed
for this study. The set of low-difficulty cases consisted of data acquired
from breast cancer patients before and after radiation treatment. The
set of high-difficulty cases consisted of data acquired from healthy
volunteers. We assessed the quality of the observers’ preferred DIR
outcomes, by calculating the mean target registration error (TRE) [103]
for each outcome based on expert-annotated anatomical landmarks.
Moreover, the observers’ experience with the software was assessed
using the system usability scale (SUS) [104] as well as a software-specific
questionnaire.
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�.�.� Multi-objective optimization

In multi-objective optimization [105], we assume to have m objectives
Oi (x), i 2 {0, 1, . . . , m - 1} which need to be minimized. A solution
x1 is said to (Pareto) dominate a solution x2 (denoted as x1
x2 )
1
2
if and only if Oi (x ) 6 Oi (x ) holds for all i 2 {0, 1, . . . , m - 1} and
Oi (x1 ) < Oi (x2 ) holds for at least one i 2 {0, 1, . . . , m - 1}. A nondominated set of size n is a set of solutions xj , j 2 {0, 1, . . . , n - 1} for
which no solution dominates any other solution, i.e., there are no
j, k 2 {0, 1, . . . , n - 1} such that xj
xk holds. A non-dominated front
corresponding to a non-dominated set is the set of all m-dimensional
objective function values corresponding to the solutions, i.e., the set
of all O(xj ) = (O0 (xj ), O1 (xj ), . . . , Om-1 (xj )), j 2 {0, 1, . . . , n - 1}. A
solution x1 is said to be Pareto optimal if and only if there is no other x2
such that x2 x1 holds. Further, the Pareto set is the set of all Paretooptimal solutions and the Pareto front is the set of objective function
values that corresponds to the Pareto set. Since for real-world problems
the Pareto front is typically unknown, the set of solutions obtained by
a multi-objective optimization algorithm is a non-dominated front, or,
equivalently, a set of trade-off solutions (that do not dominate each
other in objective space) which approximates the Pareto front.
To solve multi-objective optimization problems, evolutionary algorithms (EAs) [35] are frequently adopted. Their capacity to approximate
the Pareto front in one run by evolving a population (i.e., a set) of solutions simultaneously, as well as their good performance on benchmark
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and real-world problems makes them state-of-the-art in multi-objective
optimization. In this work, we used EAs to solve two multi-objective
optimization problems. First, we employed an EA to optimize the
parameters of a single-objective DIR method, providing us with nondominated fronts of DIR outcomes that exhibit the best trade-offs in
terms of key objectives of interest. Second, an EA was employed to
solve a multi-objective optimization problem that enables the intuitive
visualization and navigation of the aforementioned non-dominated
fronts. More details follow in Sections 5.2.2 and 5.2.3.
�.�.� Multi-objective DIR

In DIR, the aim is to find the optimal transformation that deforms the
so-called source image to the target image. To do so, current state-ofthe-art DIR methods optimize a cost function that consists of a linear
combination of terms that describe objectives of interest, where the
weights in this linear combination need to be determined beforehand.
By formulating DIR as a multi-objective problem, we aim to optimize
these objectives separately and simultaneously. Specifically, in previous work (Chapter 2), we used an EA to find the weights that result
in non-dominated objective values when used within a well-known
single-objective registration method called elastix [52]. The EA we employed is an estimation-of-distribution algorithm called iMAMaLGaM
(incremental Multi-objective Adapted Maximum-Likelihood Gaussian
Model) [55]. Such EAs evolve and generate solutions by estimating a
probability distribution from a selection of high-quality solutions in
the population and subsequently sampling the estimated distribution
to generate new solutions. In iMAMaLGaM, the selected solutions are
grouped into clusters in the objective space, because it is known that
clustering can play an important role in dealing with the complexity
of multi-objective optimization problems [98]. For each cluster an ldimensional (where l is the number of parameters of the optimization
problem) Gaussian distribution is estimated. Subsequently, iMAMaLGaM samples the Gaussian distributions to generate new solutions.
In this meta-optimization process, a set of candidate weight vectors
(m weights for m objectives) is first generated by iMAMaLGaM, which
is then passed to elastix which performs single-objective DIR with
each weight vector, and calculates the objective values. The objective
values are then passed back to iMAMaLGaM, which then subsequently
generates new candidate weight vectors. Since within elastix we used
linear combinations of m = 2 and m = 3 objectives, we obtained
two- and three-dimesional (2D and 3D) non-dominated fronts of DIR
outcomes, for the low- and high-difficulty DIR cases respectively. For
more details on this combination of algorithms, see Chapter 2. There,
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we showed that to get the most out of DIR software for hard DIR cases,
manual tuning is not sufficient, and meta-optimization is necessary.
�.�.� Solution exploration for DIR

For a 2D non-dominated front, a simple slider was used. However,
it was essential to develop an intuitive visualization tool for 3D nondominated front exploration. To this end, we used trade-off sliders
combined with a 2D unit simplex. However, large differences between
the objectives of DIR in scale and optimization difficulty, especially in
the 3D case, resulted in irregular non-dominated fronts, which, when
mapped to the unit simplex, resulted in highly non-uniform distributions across it. An example of such a 3D DIR non-dominated front can
be seen in Figure 5.1. Navigating 2D and 3D fronts with typical tools
such as trade-off sliders (which are already used in clinical practice
in the context of multi-objective optimization for radiation treatment
planning [106]) can as a consequence be hard and unintuitive. Key
reason for this is that a straightforward use of sliders on the directly
mapped data makes it virtually impossible to identify individual solutions that are very close to each other, but are potentially different
and potentially clinically interesting. Moreover, large parts of the slider
space would map to empty space where there are no solutions on the
non-dominated front. Whereas spreading the solutions in a uniform
manner in the 2D case is straightforward (by taking the minimum value
(min) and maximum value (max) of one objective and redistributing
uniformly the solutions in [min, max]), this is not the case for a 3D
trade-off front. Therefore, to enable easier trade-off front exploration
for the 3D case, we mapped the non-dominated front surface to the
2D unit simplex in a way that achieved a more uniform distribution,
i.e., we aimed to maximize the smallest distance between any two
pairs of points. The definition of this objective can be found in Chapter
4. However, preserving to a large extent the topology of the original
non-dominated front (i.e., the relative pair-wise distances between the
points in the original front) is also desirable (exact definition of this
objective can be found in Chapter 4, which conflicts with perfectly
uniformly spreading the solutions across the simplex. This too, poses a
multi-objective optimization problem, which we solved using an EA
known as the Multi-Objective Real-Valued Gene-pool Optimal Mixing
Evolutionary Algorithm (MO-RV-GOMEA) [107], because this algorithm allowed us to quickly and reliably achieve desirable remappings.
MO-RV-GOMEA for non-dominated front exploration was introduced
in Chapter 4,where more details about the formulation of this optimization problem and the algorithm employed to solve it can be found.
MO-RV-GOMEA takes as input the non-dominated front objective values normalized to [0,1]. The final solution (i.e., the configuration of the
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Figure 5.1: 3D non-dominated front for a DIR problem with three objectives.

unit simplex) was chosen manually from the non-dominated front of
simplex configurations, to achieve a good spread that allows sensible
use of sliders, while maintaining the topology of the original front
sufficiently. The coordinates of the solutions in the unit simplex were
used (through transformation into barycentric coordinates) as input
for a set of trade-off sliders, one for each objective. The unit simplex
served also as an intuitive visualization of the 3D trade-off front. The
corners of the unit simplex were the solutions that were the best in
terms of each of the three objectives. An example of such a mapped
non-dominated front can be seen in Figure 5.2.
�.�.� Datasets
Prone-prone

Five non-dominated fronts were randomly selected from a set of ten
non-dominated fronts resulting from DIR (performed in a previous
study, see details in Chapter 2) of breast magnetic resonance imaging
(MRI) scans of breast cancer patients acquired in prone position before and after radiation treatment. Approval was obtained from the
institutional review boards for the data used in the study. For this DIR
problem, within elastix, two objectives were optimized (more specifically, minimized): the dissimilarity, based on the negative normalized
correlation coefficient [108], and the deformation magnitude, based on
the bending energy penalty [59], resulting in five 2D non-dominated
fronts.
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Prone-supine

Five non-dominated fronts resulting by DIR of breast MRI scans of
healthy volunteers, acquired during the same scan session in prone and
in supine position were used. Also here, ten non-dominated fronts were
obtained in a previous study (Chapter 2), however, since in a subset
of cases it was not possible to obtain meaningful results (based on
the mean TRE values), the five fronts representing the most successful
DIR cases (on the basis of minimum mean TRE, the range of which
for these cases was 2.9 - 5.8 mm) were selected. This DIR problem is
very hard to solve, because of the large breast deformation occuring
between the two positions. For this reason, an additional objective was
added for minimization, which exploits guidance information present
in the images, i.e., the presence of eight external MRI-visible markers
attached to each breast of the volunteers. For these DIR problems,
there were three objectives that needed to be minimized, dissimilarity
and deformation magnitude as above, but also the guidance error,
described by the mean Euclidean distance between the location of the
external markers in the transformed source image and their location
in the target image. Solving this optimization problem resulted in 3D
non-dominated fronts.
�.�.� User interface for trade-oﬀ front navigation

For the prone-prone solution navigation, the user interface consisted of
two trade-off sliders, one for each objective, and in-house-developed
image visualization software. The names of the objectives were formulated in a way that implied that they needed to be maximized, for a
more user-friendly experience: within the optimization algorithm the
dissimilarity and the deformation magnitude were minimized, whereas
in the interface the similarity and the smoothness, respectively, needed
to be maximized. The observers could use the trade-off sliders to select and visualize different solutions. Moreover, the observers could
choose among four visualization modes: visualizing the target image,
the transformed source image, a checkerboard overlay of target and
transformed source image, or a green/magenta overlay of the target
and the transformed source image. Further, a deformed grid could be
overlaid on each of the different visualization modes.
For the prone-supine solution navigation, the user interface consisted
of a set of three trade-off sliders, the in-house-developed image visualization software, and the unit simplex. Similarly to the other two
objectives, within the optimization the guidance error was to be minimized, whereas in the interface the marker match was to be maximized.
The observers could use the trade-off sliders to inspect solutions, while
at the same time observing the location of these solutions in the unit
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simplex. Another option available to the observers was the possibility to
select individual solutions by clicking on them in the unit simplex. The
observers could visualize the path of the already inspected solutions,
and clear it whenever desired.
The starting point of the solution navigation for each case was a
solution with a very low amount of deformation. The user interface for
the prone-supine solution navigation can be seen in Figure 5.2. Every
solution that was selected for inspection by the observers, either by
sliding or clicking on the unit simplex, was saved.
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Figure 5.2: The user interface for prone-supine solution navigation. Target image is shown in green, transformed source image is shown in
magenta. The overlay looks grey wherever the two images have similar intensity.

�.�.� Observers
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Five radiation oncologists/physician assistants specialized in breast
cancer (group 1) and five experienced breast radiologists (group 2) were
asked to navigate the non-dominated fronts and select their preferred
DIR outcome, basing their selection on alignment of structures within
the breast. Group 1 was familiar with the in-house developed software
for image visualization. Prior to the start of the solution navigation
session, each observer was given a short tutorial on the study and the
user interface, followed by testing the software on a prone-supine DIR
case not included in the study. The session was also audio recorded and
timed. At the end of the session, the observers were asked to complete
two questionnaires.
�.�.� Usability evaluation

To assess the observers’ perceived usability of the solution navigation
tool, we used the SUS [104], which consists of ten questions, each
with five response options on a linear scale, ranging from 1= strongly
disagree, to 5= strongly agree. The maximum obtainable score for this
questionnaire, which would indicate the perfect system, is 100. An SUS
score above 68 would be considered above average. To gain further
insight into the SUS scores, SUS scores were mapped to adjective
ratings, according to which a mean SUS score above 70 indicates an
acceptable or good system, whereas a mean SUS score of 85 or above
indicates an excellent system [109].
Further, a second set of questions was designed according to guidelines [110, 111] in order to extract more software-specific information
about the observers’ experience. It consisted of six questions with five
response options on a linear scale similar to the SUS, and three questions that varied in format: the observers were asked whether they
preferred to use only the trade-off sliders, only the unit simplex, or if
they preferred to use both. Further, they were asked whether in their
opinion the DIR outcomes that were provided were too many, too few,
or of the appropriate amount. Lastly, they were asked an open-ended
question on whether they had any suggestions that could improve the
navigation tool.
�.�.� Selected solution evaluation

To quantify the quality of the registration outcomes, and also to investigate the variation in selected outcome quality between the observers,
we calculated the mean TRE for each solution as follows. The Euclidean
distance between the locations of each one of eight expert-defined
internal anatomical landmarks in the transformed source image and
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in the target image was calculated, and then the average distance was
calculated. We consider a solution with a low mean TRE to be a solution
of high quality. In a previous Chapter (Chapter 2), the interobserver
variability (based on two observers) was shown to be approximately
1.0 mm. To test if there were significant differences in performance
between the two groups of observers, based on the quality of solutions
that they selected, we used multiple Wilcoxon signed-rank tests, with
the Bonferroni correction to account for multiple comparisons (n =10).
Following this, the significance level becomes p=0.05/10=0.005.
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The overall usability of the software was rated highly, with a mean SUS
score of 87 over all ten observers, and therefore in the ‘excellent’ range
(see Table 5.1). Multiple observers remarked that the multi-objective
solution navigation system was very easy to learn and intuitive to
use, which is reflected in questions 3 and 7 of the SUS (Table 5.2).
Further, they felt confident using the system (Table 5.2, question 9).
They became more comfortable using the software during the study
(Table 5.3, question 2). The observers were also quite satisfied with
their registration outcomes, slightly more for the prone-prone than for
the prone-supine DIR (questions 5 and 6 of Table 5.3). Five observers
found that they would rather use both the sliders as well as the simplex
for navigation, whereas the remaining five would rather use only the
sliders for the prone-supine DIR cases. Three observers used exclusively
the sliders to select solutions, whereas observer 4 of group 1 used
almost exclusively the unit simplex to locate their preferred solution
for test cases 3, 4, and 5. The observer that gave the lowest grade
on the solution navigation tool as described by the SUS score (67.5)
gave a 2 and a 3 respectively to questions 5 and 6 of questionnaire 2,
the lowest scores observed for these questions. Regarding the proneprone DIR cases, this observer felt that the outcomes, given the easier
nature of the DIR task, were not good enough. The dissatisfaction of
this observer with the DIR outcomes may be related to the low SUS
score. Observer 5 of group 1 indicated in the SUS that they did not
feel very confident using the software, and in retrospect this observer
appeared to have selected outcomes with the largest mean TRE on
average compared to the other observers. This observer did not use at
all the unit simplex. An observer suggested incorporating a function
that allows saving temporarily a DIR outcome, to which they could
go back. Total navigation time for the full session that included all 10
test cases varied from 19 to 56 minutes. Navigation time was shorter
for group 2 for both prone-prone and prone-supine cases, compared
to group 1. In both cases, prone-supine navigation time was longer
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Table 5.1: SUS scores for the two observer groups (score given for observer 1
through observer 5, for each group).
1

2

3

4

5

Mean

Group 1

92.5

87.5

92.5

92.5

82.5

89.5

Group 2

77.5

82.5

95.0

100.0

67.5

84.5

All observers

87.0

(see Table 5.5). The navigation process of each observer for the pronesupine test cases can be seen in Figure 5.3. Test case 2 along with
test case 3 were considered to be the most challenging, as reflected
in the solution navigation process, where a large number of solutions
was selected for inspection by the observers before making their final
selection (Figure 5.3). The navigation process for the prone-prone cases
can be seen in Figure 5.6. It can be seen that for the prone-prone cases,
multiple observers explored the entire set of solutions before making
their final selection, and often (as opposed to the prone-supine cases)
they selected a solution with, or very close to, the maximum similarity.
The largest variation in quality of selected solutions was found for
test case 2 of the prone-supine dataset (Figure 5.4). For this test case,
misalignment can be observed in the DIR outcomes at the outer side of
the breast in supine position, due to image intensity inhomogeneities
in the supine image (see upper row of Figure 5.5). For the rest of the
prone-supine cases, as well as the prone-prone cases, the observers
selected solutions with a mean TRE close to the minimum mean TRE
(Figure 5.4). There were no significant differences in the performance
of the two groups (see Table 5.4). The selected solutions with the lowest
mean TRE as well as those with the largest mean TRE for test cases 2
and 3 can be seen in Figure 5.5.
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Table 5.2: Mean (standard deviation) of responses to questionnaire 1. Response
options range from 1=strongly disagree, 2=disagree, 3=neither agree
or disagree, 4=agree, and 5=strongly agree.
Questionnaire 1 (SUS)

Group 1

Group 2

All

1. I think I would like to use this system frequently

4.4 (0.5)

4.2 (1.1)

4.3 (0.8)

2. I found the system unnecessarily complex

1.4 (0.5)

1.4 (0.5)

1.4 (0.5)

3. I thought the system was easy to use

5.0 (0.0)

4.6 (0.5)

4.8 (0.3)

4. I think that I would need the support of a technical
person to be able to use this system

2.8 (1.5)

2.2 (1.6)

2.5 (1.6)

5. I found the various functions in this system were
well integrated

4.4 (0.5)

4.4 (0.9)

4.4 (0.7)

6. I thought there was too much inconsistency in
this system

1.0 (0.0)

1.8 (0.8)

1.4 (0.4)

7. I would imagine that most people would learn to
use this system very quickly

4.8 (0.4)

4.8 (0.4)

4.8 (0.4)

8. I found the system very cumbersome to use

1.2 (0.4)

1.2 (0.4)

1.2 (0.4)

9. I felt very confident using the system

4.4 (0.9)

4.2 (0.8)

4.3 (0.9)

10. I needed to learn a lot of things before I could
get going with this system

1.0 (0.0)

1.4 (0.5)

1.2 (0.3)

Table 5.3: Mean (standard deviation) of responses to a subset of questions of
questionnaire 2. Response options range from 1=strongly disagree,
2=disagree, 3=neither agree or disagree, 4=agree, and 5=strongly
agree. In question number 7, the percentage of every group that
gave each response is reported.
Questionnaire 2

Group 1

Group 2

All

1. I fully understood how to use the software prior to the
start of the study

4.0 (1.0)

4.4 (0.5)

4.2 (0.8)

2. During the study, I became more comfortable using the
software

5.0 (0.0)

4.8 (0.4)

4.9 (0.2)

3. The user interface for prone-prone solution navigation
was easy to use

4.8 (0.4)

4.8 (0.4)

4.8 (0.4)

4. The user interface for prone-supine solution navigation
was easy to use

4.6 (0.9)

4.4 (0.9)

4.5 (0.9)

5. I am satisfied with the clinical quality of my selected
prone-prone DIR outcomes

4.6 (0.5)

4.2 (1.3)

4.4 (0.9)

6. I am satisfied with the clinical quality of my selected
prone-supine DIR outcomes

4.2 (0.8)

3.8 (0.8)

4.0 (0.8)

a. both the sliders and the simplex

60%

40%

50%

b. only the sliders

40%

60%

50%

c. only the simplex

0%

0%

0%

7. I would rather use
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Test case 1

Group 1
8.5

8

7.5

Group 2
O1
O2
O3
O4
O5

Observer 1
Observer 2
Observer 3
Observer 4
Observer 5
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Figure 5.3: Solution navigation of the prone-supine test cases for the two observer groups. The unit simplex is color-coded with the mean TRE
in mm. As the mean TRE distribution can vary between cases,
the colorbar scales are different, in order to better illustrate the
complexity of each DIR case. The filled points represent the final selected solution by each observer. Round non-filled point represents
starting point for each case. The corner points of the simplex are the
solutions that score best in each of the three objectives (similarity
in bottom left, smoothness of deformation in bottom right, and
marker match in top corner), and their values are not the same for
all cases, neither in weights nor objective values.
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Figure 5.4: Mean TRE of preferred solutions of observers along with solution
with minimum mean TRE for prone-supine DIR (upper row) and
prone-prone DIR (lower row) cases for group 1 (left) and group 2
(right).

Table 5.4: p-values testing the difference in the performance in terms of mean
TRE between groups 1 and 2 for cases 1-5 for prone-prone DIR and
prone-supine DIR.

Case

Prone-supine

Prone-prone

1

0.625

1.000

2

0.312

0.812

3

1.000

0.125

4

0.437

0.812

5

0.750

0.812

�.� �������

Figure 5.5: From left to right: Source image, target image, selected DIR outcome with lowest mean TRE, selected DIR outcome with largest
mean TRE for prone-supine test case 2 (upper row) and prone-supine test case 3 (lower row).
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Figure 5.6: From left to right: solution navigation for prone-prone cases for
group 1 and group 2. From top to bottom: prone-prone case 1, 2,
3, 4, 5. The x-axis represents the length of the solution navigation
session, and it has been normalized per case, in order to better
compare the two groups. The y-axis is the position of the slider
describing the similarity. The filled points are the final selected
solutions of each observer.
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Figure 5.6: From left to right (cont.): solution navigation for prone-prone cases
for group 1 and group 2. From top to bottom: prone-prone case 1,
2, 3, 4, 5. The x-axis represents the length of the solution navigation
session, and it has been normalized per case, in order to better
compare the two groups. The y-axis is the position of the slider
describing the similarity. The filled points are the final selected
solutions of each observer.
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In this work, we presented a simplex-based navigation tool for a posteriori selection of the preferred DIR outcome from a set of trade-off
solutions, with an application to breast MRI. It is the first time, to
our knowledge, that a multi-objective optimization framework developed for DIR is evaluated using a specially-designed user interface.
The results indicate that the combination of this framework with the
simplex-based navigation tool can be used in clinical practice to find the
preferred registration outcome for multi-objective DIR, as the majority

95

96

�������� ��������� ���� � ��� �� �����-��� ���������

Table 5.5: Mean (standard deviation) length of the solution navigation session
in minutes.

Prone-prone

Prone-supine

Group 1

13.8 (4.7)

22.1 (10.6)

Group 2

10.5 (0.5)

18.5 (7.2)

of the observers were able to select DIR outcomes with which they
were satisfied, and had a positive perception of its usability.
The assessibility of a DIR outcome based on visual inspection alone
can be considered inadequate in some cases, as good alignment may
have been achieved with an incorrect deformation. In this study, however, visual assessment is complemented with the knowledge of the
interplay between objectives. In particular, using the sliders and seeing
the differences between DIR outcomes while navigating gives insight
into the amount of deformation occurring with respect to the image
similarity, making DIR outcome selection much more insightful.
In this study, we investigated the feasibility of DIR solution navigation with two and three objectives, but the framework can accommodate
more objectives. However, in those cases, only the slider feature can
be used, as the simplex visualization for more than four dimensions
would become complex or impossible.
One of the limitations of this study is the lack of features in the
images that can be of clinical interest (e.g., tumor presence in the
case of the prone-supine DIR problem), which would have made the
solution selection criteria more specific, and thereby possibly reduced
the variation between the selected solutions, in case where the DIR
outcome was not perfect, such as in prone-supine cases 2 and 3. Further,
the limited use of DIR in everyday clinical practice made the selection
of the appropriate observer group challenging. For this reason, two
observer groups were selected: the radiologists, since they are experts
on breast MRI, and the radiation oncologists, since they are familiar
with (mostly rigid) registration approaches.
A limitation of the method is that there is yet no automatic way to
select a simplex configuration from a non-dominated front of such
configurations, as this was done manually for this study by a multiobjective optimization expert. Based on this pilot study, however, we
observed that all the selected simplex configurations have similar objective value for one of the two objectives (and more specifically the
objective related to the uniformity of the spread of the solutions in the
simplex), and are close to the knee of the non-dominated front. It may
therefore be well possible that we could automatically derive a solution
using this information.

�.� ����������

Multiple observers remarked that although they did select a final
solution, an entire region of the simplex close to that solution contained
acceptable registration outcomes. This is valuable information, as identification of clinically interesting regions of the non-dominated front
could be used as a priori information for the optimization algorithm
that approximates the Pareto front of the DIR problem, improving its
efficiency and performance. Further, it may be possible to derive a
range of parameter configurations that yield solutions in the clinically
interesting region of the non-dominated front for any image pair, making the use of DIR more efficient. We also noted that, although group
1 was more familiar with the in-house developed software for image
visualization, there were no significant differences in their performance
compared to the radiologists’ group, as both groups found high-quality
DIR outcomes in terms of mean TRE and rated the software highly.
This indicates that the tool is learnable by people with different backgrounds and training. Moreover, the short solution selection time (on
average three minutes per test case) allows for possible incorporation of
the process in clinical practice, although in the case of a larger number
of objectives this time is expected to increase. The high refresh rate of
the software allows almost real-time visualization of a high number of
solutions in this short time frame. The meta-optimization procedure
is the most computationally expensive, because of the high number
of DIRs to be performed, but this can be mitigated by using DIR software that can run on GPUs [112]. The EAs are easy to parallelize, and
MO-RV-GOMEA in particular has already been implemented on a
GPU. [113]. The EAs as well as elastix are open-source.
The use of single-objective DIR with manually determined parameters was shown to not be sufficiently robust for complex DIR problems
such as prone-supine DIR (Chapter 2). Therefore, a patient-specific
multi-objective approach may be more appropriate, since it ensures
that the selected outcome is clinically acceptable, without requiring
cumbersome parameter adaptations and/or rerunning DIR software,
but rather using only a transparent solution navigation and selection
tool.
Further, care should be taken when evaluating the quality of a DIR
outcome solely based on the mean TRE. The approach illustrates the
high subjectivity in the assessment of the quality of the DIR outcome.
Even for the less challenging cases of prone-prone DIR, where the mean
TRE remained relatively low, there were highly variable responses with
regards to the satisfaction with the clinical quality of the DIR outcome.
This work further illustrates that some DIR cases are inherently hard
and sometimes very challenging to be solved to clinical satisfaction,
regardless of the multi-objective automated tuning approach used in
this study, which ultimately remains dependent on the underlying
single-objective DIR software (albeit getting the most out of it). This
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is part of the reason why some observers were not 100% satisfied. A
purely multi-objective DIR algorithm or improvements to the existing
single-objective DIR software could overcome this. Moreover, the tool
presented in this Chapter could in that case still be used directly and
results are expected only to improve.
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Breast conserving surgery followed by radiotherapy is the standard of
care for early-stage breast cancer patients. Deformable image registration (DIR) can in principle be of great value for accurate localization
of the original tumor site to optimize breast irradiation after surgery.
However, current state-of-the-art DIR methods are not very successful when tissue is present in one image but not in the other (i.e., in
case of content mismatch). To tackle this challenge, we combined a
multi-objective DIR approach with simulated tissue removal. Parameters defining the area to be removed as well as key DIR parameters
(that are often tuned manually for each DIR case) are determined by a
multi-objective optimization process. In multi-objective optimization,
not one, but a set of solutions is found, that represent high-quality
trade-offs between objectives of interest. We used three state-of-the-art
multi-objective evolutionary algorithms as meta-optimizers to search
for the optimal parameters, and tested our approach on four test cases
of computed tomography (CT) images of breast cancer patients before
and after surgery. Results show that using meta-optimization with
simulated tissue removal improves the performance of DIR. This way,
sets of high-quality solutions could be obtained with a mean target registration error of 2.4 mm over four test cases and an estimated excised
volume that is within 20% from the measured volume of the surgical
resection specimen.
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Breast cancer is the most common cancer among women. For women
with operable breast cancer, the standard of care typically consists
of breast conserving surgery (BCS), followed by radiotherapy. BCS is
an operation to remove the cancerous tissue while leaving as much
healthy tissue as possible, aiming at complete tumor removal as well
as a good cosmetic outcome. After BCS, radiotherapy is given to treat
potential microscopic disease remains throughout the entire breast. An
extra dose of radiation that covers the initial tumor site is applied,
a so-called ‘boost’, where a higher density of residual cancer cells is
expected. It is desirable to target the initial tumor site as accurately
as possible, in order to kill the remaining cancer cells and prevent the
cancer from recurring, while minimizing undesirable post-treatment
side effects. However, accurate localization of the initial tumor site is a
very challenging task, as the anatomy of the breast changes significantly
after surgery. By accurately registering the pre-operative computed
tomography (CT) image of the patient, where the tumor is visible, to
the post-operative CT image of the patient (which is typically used
for radiotherapy planning), a more accurate radiotherapy plan can be
created [114].
To compare images where complex anatomical changes occur, deformable image registration (DIR) can be of great value. DIR is the
process of optimizing the spatial non-linear mapping that aligns corresponding anatomy in two or more images. This mapping reveals the
desired information about the changes in anatomy, and can be used
by the clinical experts for improved radiotherapy treatment planning.
Nonetheless, effectively using DIR is not trivial. First, a lot of parameters need to be tuned for each DIR case separately when using standard
DIR software, and often this is done manually, with no insight a priori
on what would constitute appropriate parameter settings. This can
become a laborious process that can lead easily to sub-optimal results.
Second, current state-of-the-art DIR methods perform poorly in solving
problems with content mismatch, i.e., problems where tissue is present
in one image but not present in the other, as in the case of images of
breast cancer patients before and after BCS. Some approaches include
identification of the missing structure via segmentation, where the
assumption is that the tissue in one image has been replaced by air
in the other image [31, 115]. However, this is not the case for the preto post-operative breast CT registration. In other approaches explicit
delineations of the structure to be removed are required [116]. However,
manually determining the shape and the location of this tissue is not
trivial.
This work investigates the feasibility of improving the performance
of widely used DIR software for hard problems (therefore, DIR software
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that is not explicitly implemented for a specific application), and more
specifically for problems where tissue is present in one image but missing in the other. To this end, we employ multi-objective evolutionary
meta-optimization of both key parameters pertaining to deformation,
as well as location and size of the removed tissue. We introduce a
parameterized pre-processing step to DIR, where the process of tissue removal occurring during surgery, a discontinuous deformation,
is simulated in the pre-operative image. Since we do not know the
exact location and size of the tissue that was surgically excised, we use
evolutionary meta-optimization to find the parameters that determine
its size and location. The evolutionary meta-optimizer also optimizes
parameters of the standard DIR method, removing the need for manual
parameter tuning.
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�.�.� Multi-objective DIR

In DIR, the aim is to find the optimal non-linear transformation that
aligns two images. DIR methods are typically single-objective, and they
consist of the following components: the transformation model, which
describes how the tissue can deform, an interpolator to map voxel
locations from one image to another, the cost function, and the optimizer. B-spline-based transformation models are widely used within
DIR methods, due to their versatility and computational efficiency [53].
B-splines are smooth polynomial functions. As such, they are unable to
capture the complex deformation occurring when tissue is missing in
one image, which is by nature a discontinuous transformation. Further,
the cost function used within the DIR method is typically a linear
weighted combination of objectives of interest, such as the similarity
between images and the amount of deformation needed for good alignment. The trade-off as expressed by the weights associated with the
objectives needs to be determined before the start of the optimization,
and in challenging cases may need extensive tuning. In case of such
problems, a multi-objective optimization approach is preferable, since
in multi-objective optimization a set of solutions, which are considered
equally good, can be computed at once [35]. These solutions are the
result of different trade-offs between the objectives. In our approach, a
multi-objective perspective on DIR is taken, where a set of solutions
with different, high-quality trade-offs between the objectives is first
computed and presented to a clinical expert for a posteriori interactive selection of the preferred solution for the case at hand (Chapter
2). This removes the need for time-consuming and error-prone iterative manual parameter adaptations and allows insightful selection
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of the preferred DIR outcome. These solutions are obtained by using
meta-optimization, i.e., using an EA to optimize the parameters (and
specifically, the weights within the objective function associated with
each objective) of a standard DIR method.
To tackle the challenge where tissue is present in one image (in
this study: the pre-operative breast CT) and not present in the other
(in this study: the post-operative breast CT), we introduced a preprocessing step in the aforementioned multi-objective DIR pipeline
that simulates tissue removal during surgery on the pre-operative CT.
Based on consultation with a breast cancer surgeon, we modeled the
shape of the excised tissue as a truncated circular cone (Figure 6.1). In
this work, the cone collapses into a plane which bisects the truncated
cone, is perpendicular to its top and bottom, and parallel to its axis of
symmetry. The neighboring voxels move towards this plane, resulting
in a new, deformed image without the tissues located in the cone. The
displacement of the neighboring voxels decreases exponentially, i.e.,
the shorter the distance of the voxel from its closest point on the central
axis of the truncated cone, the larger its displacement is. Note that the
choice of an exponential decay is arbitrary, as image registration will
address remaining distortions. A schematic illustration of the simulated
tissue removal process is shown in Figure 6.2.
Since the exact location and size of the excised tissue volume is not
known in the pre-operative CT, we optimized the parameters within
the meta-optimization pipeline. We used a multi-objective evolutionary
algorithm (EA) as a mea-optimizer, and a standard DIR method. In
this work, we used elastix [52], a well-known DIR method, which
uses a B-spline transformation model, a cost function which is a linear
combination of different objectives, and adaptive stochastic gradient
descent as an optimizer [58]. The EA aimed to find the location of the
cone, as determined by the center of the first circle of the cone (cx , cy ,
cz ), as well as its size, as determined by its radius at the surface rs
(the radius of the first circle of the cone), its radius at depth rd (the
radius of the last circle of the cone), and its length l. The orientation
of the structure within the breast remained fixed, and was determined
(for each patient separately) in consultation with an experienced breast
surgeon. This pipeline was implemented using the Visualization Toolkit
(VTK) [117]. This new image was then registered (with elastix) to
the post-operative image. The weights of the objective function were
optimized jointly in the same meta-optimization process.
�.�.� EAs

In this work, we used and compared the performance of three state-ofthe-art EAs as meta-optimizers. Evolutionary algorithms are commonly
identified as state-of-the-art approaches for (black-box) multi-objective
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Figure 6.1: 3D visualization of the structure to be removed, alone (left) and
inside the breast (right).

Source

Source after
tissue removal

Target

rs
rd
l

Figure 6.2: Schematic illustration of the optimization of tissue removal. Left:
source image, with tumor area (in blue), and the structure to be
removed by the algorithm (black) (with length l, radius at surface
rs and radius at depth rd ), which collapses to a plane (red). The
green ellipsoids, which become more circular after the tissue is
removed, illustrate what happens to surrounding tissue. Center:
source image after tissue removal. Right: target image.
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optimization. This is largely due to the fact that multiple solutions, a socalled population, are manipulated simultaneously, allowing efficient
joint progression towards the optimal trade-off solution set [35].
iMAMaLGaM

Incremental Multi-objective Adapted Maximum Likelihood Gaussian
Model (iMAMaLGaM) [55] is an estimation-of-distribution algorithm.
In iMAMaLGaM, the best 35% of solutions is selected, based on a
well-known domination ranking scheme, and from those new Gaussian distributions are generated. To generate these distributions, the
selected solutions are divided into clusters in objective space, from
which subsequently Gaussian distributions are estimated with maximum likelihood. After applying adaptations to these distributions to
prevent premature convergence, and to align the distributions with the
directions of improvement, new solutions are generated by sampling.
iMAMaLGaM was shown to perform very well on different benchmark
problems but also on real-world applications, including DIR [57].
NSGA-II

Non-dominated Sorting Genetic Algorithm (NSGA-II) [56] is one of
the most frequently used EAs in evolutionary computation literature.
NSGA-II uses non-dominated sorting and a crowding distance to select a parent population. New solutions are generated via real-valued
crossover and mutation operators. In particular, by default NSGA-II
uses simulated binary crossover and polynomial mutation.
MOEA/D

In Multi-Objective Evolutionary Algorithm based on Decomposition
(MOEA/D) [118], the problem is decomposed into N scalar singleobjective subproblems, which are optimized simultaneously. Each
single-objective subproblem is optimized using information from its
neighboring subproblems. For example, new solutions are generated by
combining solutions pertaining to neighboring subproblems. For variation operators, also here simulated binary crossover and polynomial
mutation are used. The new population is formed by the best solution
found for each subproblem. MOEA/D has been successfully used for
multiple applications.
�.�.� Datasets

We retrospectively tested our approach on four patient cases, treated
with radiotherapy and subsequent BCS between 2010 and 2013 at the
Netherlands Cancer Institute [51]. Each case consisted of a pre-operative
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Figure 6.3: Landmark locations in source (left) and target (right) image of test
case 2 used in the guidance information objective. The bright spots
in the target image are the surgical clips left behind after surgery.

CT (i.e., source image) and a post-operative CT (i.e., target image). All
scans have a voxel size of 0.97⇥0.97⇥2.00 mm3 .
�.�.� Guidance information objective

We also used so-called guidance information to aid the DIR method,
formulated as an objective to be minimized (the guidance error). Here,
we used the Euclidean distances between the locations of the landmarks
in the target image and the transformed locations of the landmarks in
the source image, as annotated by an expert observer. The objective
was expressed as the average distance between these corresponding
locations that needs to be minimized [61]. We performed experiments
with and without this objective within elastix. An illustration of the
location of such landmarks can be seen in Figure 6.3.
�.�.� EA and DIR settings

The EA-specific settings were chosen according to literature [57]. The
initialization range of the parameters of the pre-processing step was
restricted to a large rectangular region of interest that encompassed the
area determined by the surgical clips. The population size n for all EAs
was fixed to n = 100. The neighborhood size T for MOEA/D was set to
be 10. All EAs were allowed to run for 100 generations. Each EA was
run 10 times on each test case, to assess the variation in performance.
The images were first rigidly aligned on bony anatomy, and a fixed
mask was placed on the post-operative image. We applied the mask
to exclude uninteresting regions (such as the area under the pectoral
muscle) and structures that are present in the post-operative CT but
not present in the pre-processed pre-operative CT (such as the surgical
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clips implanted during surgery, see Figure 6.3) from the DIR method.
For DIR, 3 registration levels were used, with a final B-spline control
point spacing of 8⇥8⇥8 mm. We used the normalized correlation
coefficient as the similarity objective and the bending energy penalty
as the objective that describes the amount of deformation.
�.�.� Solution quality evaluation

To evaluate the quality of the solutions, i.e., the sets of DIR outcomes
obtained by the EA, an expert observer annotated the locations of
four to seven anatomical landmarks (different from those used in the
guidance information objective) in the pre- and the post-operative CT.
The landmarks were selected as close as possible to the tumor excision
area, as estimated by the surgical clips left behind (see example in
Figure 6.4). Then, the average distance between the transformed preoperative locations (via the pre-processing step that simulates tissue
removal and the subsequent DIR) and the post-operative locations
was computed, resulting in a mean target registration error (TRE) per
solution. Since a set of trade-off solutions is computed by the multiobjective EAs, here we report the solution with the minimum mean
TRE, since it is possibly the solution of the highest quality. Moreover,
recent results indicate that it is well possible to select such a solution
using user-friendly trade-off front navigation software (Chapter 5). To
get an idea of where the anatomical landmarks used for evaluation were
with respect to those used for guidance, we calculated their Hausdorff
distance in the pre-operative image, which was 5.6, 6.7, 5.1, and 3.2 cm
correspondingly for cases 1, 2, 3, and 4.
Further, we also examined the volumes identified during the metaoptimization process. In the accompanying pathology report for each
patient, the weight w of the excised tissue specimen is described. We
used the formula v = w/⇢, with ⇢=0.95 g/cm3 [119] the average density
of breast tissue, in order to obtain a volume estimate v of the specimen.
We assumed that the volume of the actual tumor is small compared
to the excised volume [120], so we did not adjust for the density of
the tumor. We compared the excised volume with the volume of the
simulated tissue removal as obtained by the EA. The volume of the
truncated cone is found by: vc = 13 ⇡(r2s + r2d + rs rd )l. Here, we report
the vc of the solutions of the potentially highest quality (as per mean
TRE) found by the EAs (averaged over 10 runs) compared to the volume
estimate obtained from the pathology report.
Lastly, to evaluate the algorithmic performance of the EA in the tissue
removal simulation, we used a well-known measure in multi-objective
optimization, the hypervolume indicator [69, 70]. The hypervolume
indicator value expresses essentially the size of the objective space
spanned by the set of solutions obtained by the multi-objective algo-
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Figure 6.4: Landmark locations in two different slices (first and second row)
of source (left) and target (right) image of test case 2 used for
calculation of the mean TRE.

rithm. Absolute values here are problem-dependent, so it is mostly
useful to compare algorithm performance. The objective space is determined by this obtained set of solutions, as well as the so-called nadir
point, which is the point determined by taking the ‘worst’ values in
each objective. Here, as we ran the EAs 10 times, we calculated the
hypervolume value 10 times, once for each run. We performed pairwise
comparisons between the EAs, using the Wilcoxon signed-rank test,
with the significance level at ↵ = 0.0125 (after applying the Bonferroni
correction to ↵ = 0.05 for multiple comparisons; 4 to be exact, as we
compare algorithm pairs on 4 cases each time).
�.�.� DIR only experiments

iMAMaLGaM has been used previously for meta-optimization in DIR,
and has been shown to yield high-quality outcomes, compared to
manual parameter tuning (Chapter 2). To assess the added value of
the simulated tissue removal preprocessing step to DIR alone, we
therefore used iMAMaLGaM to perform multi-objective tuning of only
the weights in the cost function of elastix for all four test cases. We ran
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iMAMaLGaM once for each case. Further, to visualize the location of
the volume changes in the case of DIR only, we calculated the Jacobian
determinant of the transformation.
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When there is no guidance information, the simulated tissue removal
method performs better than DIR alone, whereas with guidance information, the mean TRE values are very similar (Table 6.1), even though
these solutions are obtained through very different deformations. For
example, the Jacobian determinant of the registration for test case 3
which describes the volume changes throughout the image with DIR
only (Figure 6.6) shows that no tissue removal has occurred, and is not
very insightful, even though the mean TRE is low. Further, we see that
the inclusion of guidance information improves DIR accuracy, both for
the DIR-only as well as for the simulated tissue removal step with DIR
(Table 6.1).
The EAs show good performance in all 10 runs, since the minimum
mean TRE displays mostly only sub-millimeter variations per case
(Table 6.1). The same also holds for the algorithmic performance, for
all cases and EAs (Table 6.2). There are statistically significant differences in the hypervolume performance of the EAs as seen in Table 6.3,
however, these differences are not large (Table 6.2). They are also not
translated in large differences in mean TRE, where all EAs perform
similarly, with MOEA/D performing slightly worse compared to the
other tested EAs (see, e.g., cases 3 and 4 with guidance information in
Table 6.1). For illustration purposes, an example of the sets of trade-off
solutions obtained by the three EAs can be seen for case 1 in Figure 6.5.
In Figure 6.7, we visualized the identified volume of a solution obtained by iMAMaLGaM for test case 3 (which has a mean TRE of 2.7
mm), and the area of the excised volume when registered to the postoperative image. The volume of this excised area was approximately
20.5 cm3 , compared to a volume estimate of 24.2 cm3 based on the
excised tissue weight. We also see that the volumes associated with
the solutions of highest quality are closer to the volume estimate when
guidance information is used (Table 6.4), as opposed to when no guidance is used. With the exception of MOEA/D in some cases, solutions
could be obtained with a volume within 20% of the true excision volume. Even though here we reported only the volume associated with
the solutions with the lowest mean TRE, we should note that clusters of
potentially interesting solutions were found that closely approximate
the ’true’ excision volume, while being only slightly worse in terms of
accuracy with respect to the ’best’ solutions (difference < 1 mm). Therefore, it is essential that all the solutions are visualized and evaluated
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by an expert, using an intuitive navigation tool (such as by extending
the tool presented in Chapter 5), which displays each solution with the
identified area overlaid on the pre-operative image.
-0.94

iMAMaLGaM
NSGA-II
MOEA\D

-0.95

-0.96
Dissimilarity
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Figure 6.5: Sets of trade-off solutions obtained by the three EAs for case 1 with
two objectives, dissimilarity and deformation magnitude.

Figure 6.6: From left to right: source image of patient case 3, target image of
patient case 3, transformed source image, image of the Jacobian
determinant after DIR alone (bright areas indicate tissue expansion)
with guidance information.

Table 6.1: Minimum mean TRE (mm) for DIR only, without and with guidance, and average (min - max) minimum mean TRE over all ten runs
of optimized tissue removal in combination with DIR without and with guidance.
Patient case

DIR only

Simulated tissue removal with DIR

No guidance

Guidance

No guidance

Guidance

iMAMaLGaM

iMAMaLGaM iMAMaLGaM NSGA-II

MOEA/D

iMAMaLGaM NSGA-II

MOEA/D

1

3.2

2.2

2.3 (2.1 - 2.4)

2.2 (2.1 - 2.4)

2.3 (2.1 - 2.6)

2.1 (1.7 - 2.5)

2.2 (1.7 - 2.9)

2.1 (1.8 - 2.2)

2

4.5

2.2

2.5 (2.4 - 2.9)

2.4 (2.3 - 2.5)

2.5 (2.3 - 3.0)

2.0 (2.0 - 2.1)

2.3 (1.1 - 3.0)

2.3 (2.0 - 2.5)

3

5.5

3.6

4.5 (4.2 - 4.8)

4.7 (4.6 - 4.8)

5.5 (5.2 - 5.6)

2.8 (2.7 - 3.0)

2.8 (2.6 - 3.5)

3.6 (3.6 - 3.7)

4

5.8

2.5

5.1 (5.1 - 5.2)

6.3 (5.1 - 13.4)

5.1 (5.1 - 5.3)

2.8 (2.7 - 2.9)

3.1 (3.0 - 3.2)

3.8 (3.7 - 3.8)
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Patient
case

1
.

2
3
4

No guidance

Guidance

iMAMaLGaM

NSGA-II

MOEA/D

iMAMaLGaM

NSGA-II

MOEA/D

9.93e-05

9.75e-05

9.92e-05

2.22e-03

2.33e-03

2.29e-03

(2.95e-08)

(1.42e-07)

(3.51e-08)

(4.44e-05)

(1.61e-06)

(1.80e-05)

6.92e-05

7.05e-05

6.90e-05

3.81e-03

4.02e-03

3.91e-03

(5.38e-08)

(3.95e-08)

(2.96e-09)

(3.76e-05)

(4.08e-06)

(3.86e-05)

6.97e-03

6.92e-03

7.16e-03

1.72e-03

1.66e-03

1.63e-03

(4.67e-08)

(1.31e-07)

(1.94e-08)

(1.61e-06)

(2.13e-05)

(6.81e-05)

2.46e-04

2.46e-04

2.45e-04

1.86e-03

7.57e-04

1.83e-03

(5.77e-07)

(1.25e-05)

(2.40e-06)

(4.41e-05)

(6.37e-04)

(5.05e-05)
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Table 6.2: Average (standard deviation) hypervolume indicator values for the EAs over 10 runs in the optimized tissue removal in
combination with DIR without and with guidance. Best values are in bold. For statistical significance, see Table 6.3

Table 6.3: ↵-values produced by Wilcoxon’s signed rank test comparing the hypervolume performance of the multi-objective EAs. In bold
are values that correspond to statistical significance (below ↵ = 0.05/4 = 0.0125, Bonferroni corrected for 4-case comparison).
Patient
case

No guidance

Guidance

iMAMaLGaM

iMAMaLGaM

NSGA-II

iMAMaLGaM

iMAMaLGaM

NSGA-II

vs. NSGA-II

vs. MOEA/D

vs. MOEA/D

vs. NSGA-II

vs. MOEA/D

vs. MOEA/D

1

0.0019

0.0097

0.0019

0.0039

0.1289

0.0117

2

0.0039

0.0039

0.0039

0.0039

0.0039

0.0039

3

0.0019

0.0019

0.0019

0.0156

0.0781

0.0156

4

0.0039

0.0039

0.0019

0.0156

0.1093

0.0156
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Patient
case

Simulated tissue removal with DIR (cm3 )

Weight
(g)

Volume
No guidance

estimate

Guidance

(cm3 )

1

16

16.8

2

35

36.8

3

23

24.2

4

25

26.3

iMAMaLGaM NSGA-II

MOEA/D

iMAMaLGaM NSGA-II

MOEA/D

11.5

9.7

11.6

15.0

11.6

13.4

(8.1 - 14.2)

(8.5 - 11.0)

(10.2 - 12.4)

(11.2 - 21.8)

(8.0 - 21.8)

(7.5 - 19.9)

28.8

26.9

19.4

30.1

31.3

33.6

(25.1 - 29.9)

(25.4 - 28.3)

(19.4 - 19.5)

(27.4 - 35.5)

(28.9 - 36.2)

(30.0 - 62.1)

14.1

15.6

26.6

19.8

16.2

32.5

(13.1 - 18.2)

(12.3 - 17.6)

(25.1 - 28.8)

(16.2 - 28.6)

(3.5 - 27.6)

(30.8 - 34.5)

19.5

16.1

20.8

23.2

19.4

32.6

(18.6 - 22.7)

(12.2 - 19.4)

(19.2 - 23.1)

(18.2 - 29.7)

(15.1 - 22.7)

(31.3 - 33.5)

�����-��������� ������ ��� �������� ���� ������� ��������

Table 6.4: Excision weight, volume estimate, and average (min - max) volumes associated with the minimum mean TRE over 10 runs
of the EAs, without and with guidance.
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Figure 6.7: Left: example of identified area by the simulated tissue removal
pre-processing step (in red), overlaid on the pre-operative image
(i.e., source image). Center: location (in red) of excision on the
transformed pre-processed source image (i.e., after tissue removal
and after DIR to the post-operative image. Right: the post-operative
image with the location of the excision overlaid (in red) after DIR.
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In this work, we introduced the concept of optimization of tissue
removal simultaneously with parameter tuning of an existing DIR
method using multi-objective evolutionary algorithms in order to tackle
a DIR problem with content mismatch, in the context of breast cancer
radiotherapy after surgery. This work for the first time combines a multiobjective optimization perspective on DIR with a simulation of tissue
removal. As the tissue removal step describes a deformation, given the
ill-posed nature of the DIR problem, it may be very challenging to find
a single optimal size and location configuration for the removed tissue.
Using multi-objective optimization, a set of such configurations that
leads to high-quality results is provided, that trades off key objectives,
in particular the quality of a match and the amount of deformation
needed. This gives the clinical expert unique and novel insight to select
the best (i.e., most anatomically likely) one. Recent work showed that
selection of the preferred outcome for a (less complex) DIR problem was
actually intuitively easy, using a navigation tool specifically designed
for this application, i.e., for multi-objective DIR problems of two and
three objectives (Chapter 5).
The state-of-the-art EAs that we tested in this work were shown
to be in general capable of finding high-quality solutions, although
MOEA/D performed slightly worse than NSGA-II and iMAMaLGaM
in some cases. The chosen neighborhood size (T=10) may have been
too small, not allowing sufficient exploration of the solution space.
To improve the results, the parameter ranges can be further constrained, guided by, e.g., the location of the surgical clips left behind
post-surgery. Further, use of magnetic resonance imaging (MRI), which
is being increasingly used in the breast cancer diagnostic and treatment
process as it provides superior soft tissue contrast, can provide more
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detailed image information, thereby guiding the algorithm better, and
potentially improving the quality of the registration. Future work could
include redesigning the objective functions, in a way that the changes in
similarity in the area of interest are emphasized, and employing more
powerful transformation models than the B-splines (e.g., biomechanical
transformation models [102] which can encapsulate different tissue
types, or a dual-dynamic transformation model [33], which allows
more flexible grid configurations, and can accommodate disappearing
as well as appearing structures).
This study has some limitations, such as the low number of included
cases, as well as the need to manually determine per patient the orientation of the structure to be removed. Further, in the presence of
complex anatomical changes as is the case here, the mean TRE may
overestimate the overall quality of the solution, and needs to be evaluated in conjunction with the excised volume estimate. Lastly, although
selecting a solution from a set of trade-offs has been shown to be easy
for breast DIR, it has not been determined yet for the cases studied in
this work, which are more complex.
In this work we studied the feasibility of improving the performance
of DIR software for the hard problem of content mismatch using evolutionary multi-objective meta-optimization for deformation and tissue
removal. This approach shows promising results and enables the identification and display of the area that was excised during surgery on
the post-surgery CT. To facilitate clinical implementation, a tailor-made
visualization tool needs to be developed or extended, and a way to
automatically derive the orientation of the structure to be removed
needs to be determined. A way to tackle this would be to include the
orientation within the meta-optimization process. The approach presented here can provide valuable insight to the clinical expert during
the process of radiotherapy treatment planning, and testifies to the
capability of EAs to solve complex optimization problems.

���������������

The authors would like to thank A. O. J. Vreeswijk for providing the
data, and M. J. T. F. D. Vrancken - Peeters for her consultation. The
authors acknowledge the financial support provided by the Maurits
en Anna de Kock Stichting for a high-performance computing system,
and the Nijbakker-Morra Stichting for financing a high-performance
computing system.

Part II

TOWARDS A DIRECT APPROACH TO
M U LT I - O B J E C T I V E D E F O R M A B L E I M A G E
R E G I S T R AT I O N
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ON THE USEFULNESS OF
G R A D I E N T I N F O R M AT I O N I N
M U LT I - O B J E C T I V E
DEFORMABLE IMAGE
R E G I S T R AT I O N U S I N G A
B-SPLINE-BASED
DUAL-DYNAMIC
T R A N S F O R M AT I O N M O D E L :
C O M PA R I S O N O F T H R E E
O P T I M I Z AT I O N
ALGORITHMS
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T., 2015. On the usefulness of gradient information in multi-objective
deformable image registration using a B-spline-based dual-dynamic
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The use of gradient information is well-known to be highly useful in
single-objective optimization-based image registration methods. However, its usefulness has not yet been investigated for deformable image
registration from a multi-objective optimization perspective. To this
end, within a previously introduced multi-objective optimization framework, we use a smooth B-spline-based dual-dynamic transformation
model that allows us to derive gradient information analytically, while
still being able to account for large deformations. Within the multiobjective framework, we previously employed a powerful evolutionary
algorithm (EA) that computes and advances multiple outcomes at once,
approximating the Pareto front, i.e., a set of solutions that represents
the optimal trade-offs between the objectives. With the addition of
the B-spline-based transformation model, we studied the usefulness
of gradient information in multi-objective deformable image registration using three different optimization algorithms: the (gradient-less)
EA, a gradient-only algorithm, and a hybridization of these two. We
evaluated the algorithms to register highly deformed images: 2D MRI
slices of the breast in prone and supine positions. Results demonstrate that gradient-based multi-objective optimization significantly
speeds up optimization in the initial stages of optimization. However,
allowing sufficient computational resources, better results could still be
obtained with the EA. Ultimately, the hybrid EA found the best overall approximation of the Pareto front, further indicating that adding
gradient-based optimization for multi-objective optimization-based
deformable image registration can indeed be beneficial.
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The goal in image registration is to find the best transformation that
aligns two images. In most registration methods, one image is considered to be the source (also referred to as moving) image, which is
mapped via a transformation to the target (also referred to as fixed)
image.
In single-objective optimization in general, and also for image registration purposes, the gradient (the direction of greatest increase) of the
function to be optimized, is frequently used to guide an optimization
algorithm faster to the (local) optima, especially if the gradient can be
computed efficiently [121]. However, contrary to the state-of-the-art
single-objective optimization registration methods, gradient information was so far not yet considered in a multi-objective optimization
approach to registration.
In a previously introduced multi-objective optimization framework
for deformable image registration [32], registration is posed as a problem with multiple objectives to be optimized simultaneously. This
removes the need of pre-determining a singular combination of objectives that are of interest in image registration, such as similarity
measure and regularization. For multi-objective optimization, we employed an advanced, model-based evolutionary algorithm (EA), known
as an Estimation-of-Distribution Algorithm, which solves an optimization problem by building and sampling a probabilistic model [54]. The
algorithm is a population-based method, i.e., it computes and advances
multiple solutions at once, resulting in a final set of solutions that
represent efficient trade-offs between the objectives, a so-called nondominated, or trade-off front, which approximates the Pareto front
of the problem. The Pareto front consists of the set of solutions that
represent the optimal trade-offs between the objectives.
In this Chapter, we assess the utility of incorporating gradient information in the multi-objective optimization framework for deformable
image registration. To achieve this, it is important to derive gradient
information for both objectives analytically for maximum efficiency.
Therefore, we used a dual-dynamic transformation model based on
B-splines. Furthermore, the previously introduced dual-dynamic transformation model has the advantage of being capable of tackling large
deformations as well as disappearing structures [33]. In such a model,
there are two moving grids instead of one, one for the source image and
one for the target image. This allows better correlation of underlying
structures in both the source and target image with the two grids.
To test the impact of using gradient information, we compare three
different optimization algorithms: 1) gradient-less EA, 2) gradient-only
algorithm, and 3) a hybrid combination of these two.
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�.�.� B-spline-based dual-dynamic transformation model

Free-form deformation models based on B-splines [53, 122] are widely
used in image registration, because they provide flexibility, transformation smoothness and computational efficiency. In such models, the
source image is deformed by manipulating an underlying grid of control points that govern, via interpolation, the deformation and thereby
the transformation of the image.
We build upon a previously introduced concept of dual-dynamic
transformation that has shown to be capable of handling large deformations [33]. In this model, both images are considered moving. Here,
we propose a B-spline-based dual-dynamic transformation model. We
consider two meshes nx ⇥ ny of control points s , t associated with
the source and target image respectively, and a "virtual" fixed grid of
dimensions N⇥M. A mapping between the images is defined indirectly
by mapping the points of the virtual grid to both the source and the
target image through two B-spline transformations Ts , Tt : R2 ! R2
which are defined as follows:

Ts (x, y) =

Tt (x, y) =

3 X
3
X

i=0 i=0
3 X
3
X

Bi (u)Bj (v)

si+k,j+l

Bi (u)Bj (v)

ti+k,j+l ,

i=0 i=0

where

u=
v=
k=
l=

⌫
x
x
,
nx
nx
⌫
y
y
,
my
my
⌫
x
- 1,
nx
⌫
y
- 1,
my

0 6 x < N,

0 6 y < M,
and Bi , Bj are cubic B-spline basis functions. The sets of control
points s , t are the parameters to be optimized.
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�.�.� Multi-objective deformable image registration

We formulate deformable image registration as a multi-objective optimization problem. Two objectives are defined: one related to the quality
of fit, i.e., the degree of similarity between the images, and one related
to the smoothness of the transformations, which favors smooth transformations over strong deformations. These objectives are conflicting;
one (related to similarity) needs to be maximized, the other (related
to smoothness) needs to be minimized. As a consequence, a unique
optimal solution does not exist, but a set of equally good ones do,
each one better in one objective than the other solutions but worse in
the other objective. Evolutionary algorithms (EAs) are known to deal
excellently with multi-objective problems [35], being able to advance
multiple solutions (the so-called population) simultaneously, resulting
in a final set of solutions (i.e., efficient trade-offs between the objectives) called the Pareto front. Such a method can find possibly existing
Pareto-optimal solutions, that cannot be computed using repeatedly
single-objective optimization methods with a linearly weighted combination of objectives (i.e., if the Pareto front is concave) [35].
�.�.� Optimization objectives

For the similarity measure we use the sum of squared differences in
grey value between the target- and the source image. This measure must
be minimized. To calculate this sum, we perform uniform sampling
on the virtual grid, acquiring locations in both the source- and target
image. We then derive the grey values at these locations using preprocessed B-spline coefficients [123, 124], and calculate the sum of
their squared differences. Note that the use of this particular similarity
measure is not a necessity. Other measures could be used here as well.
To address the ill-posedness of the deformable image registration
problem, the second objective is introduced to measure smoothness,
using second order derivatives of the deformation field [53, 125, 126].
We use a smoothing term that involves the second order derivatives of
the two deformation fields. Specifically, the smoothing term is the sum
of squared second order derivatives of the B-spline transformations
and is denoted as T. We formulate the smoothness objective as the sum
of the squared differences of the smoothness terms evaluated at pairs
of points in the source- and target image.
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�.�.� Three optimization algorithms
Gradient-less EA

We employ a specific type of EA, known as EDA, that aims to exploit
features of the problem’s structure via probabilistic modeling. The specific EDA we use is called iMAMaLGAM (incremental Multi-objective
Adapted Maximum Likelihood Gaussian Model mixture), in which the
probabilistic model is a Gaussian mixture distribution. In related work,
iMAMaLGaM was shown to perform excellently, finding sufficient
approximations of the Pareto front for various well-known benchmark
problems [57].
Gradient-only algorithm

As a result of being constructed using B-spline transformations as
well as using B-spline pixel interpolation, both the similarity- and the
smoothness objective are smooth functions. Therefore, we are able to
derive analytic expressions of the gradient for both objectives, which
makes the use of gradient information much more computationally
efficient. For the similarity objective, calculating the analytic expression
for the gradient comes down to calculating the following term:
rSimilarity =

@Similarity Ii Ti
,
@Ii
Ti i

where Ii = Is, It are the B-spline pixel-interpolation functions associated with the source- and the target image, Ti = Ts, Tt are the B-spline
transformations, and i = s , t are the control points. More details
about the derivation of the analytic gradient can be found in the Appendix. For the gradient of the smoothness objective we essentially
have to calculate the following term:

rSmoothness =

@( Ti )

.

i

In single-objective optimization, the application of the gradient is
quite straightforward; it is used to indicate the direction in which the
function to be optimized improves the most. Many powerful singleobjective gradient-based optimization algorithms exist, such as the
conjugate gradients method [127]. However, in a multi-objective framework the notion of improvement is different and much less is known
about the use and possible benefit of using gradient information in such
a setting. We use a multi-objective gradient-based algorithm from literature that exploits gradient information in three different ways [128].
ROCG: The first exploitation method is called Random Objective
Conjugate Gradients (ROCG); here, every time the method is called,
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one objective is chosen randomly and the conjugate gradients technique
is performed for that objective only.
AORL: The second exploitation method is called Alternating Objectives Repeated Line search (AORL). AORL performs a line search in the
direction of the negative gradient of an alternatingly chosen objective this reduces the chance that the algorithm converges to a local optimum
for one objective, while making the other worse.
CORL: The third method is called Combined Objectives Repeated
Line search (CORL). CORL exploits gradient information in a purely
multi-objective manner. The set of all improving directions for both
objectives is calculated (which can be done on the basis of the gradients
of the individual objectives), one direction is chosen randomly, and a
line search is performed in this direction, improving both objectives
simultaneously. For maximum efficiency, the multi-objective gradientbased algorithm adaptively decides each time an exploitation method
is called which method (i.e., ROCG, AORL, or CORL) to use, based on
the number of improved solutions found by that method compared to
the number of evaluations it has used.
Hybrid EA

Whether the use of gradient information in real-valued multi-objective
optimization is beneficial or not, depends highly on the problem at
hand. High dimensionality and existence of local optima are problematic for pure gradient-based algorithms. A combination, however, of
the EA with gradient techniques used in an adaptive manner has been
shown to be capable of overcoming these difficulties and to find improvements on the non-dominated front compared to using solely the
EA. Therefore, we consider also this hybridization here. In this hybrid
algorithm, the gradient method is applied to solutions that the EA has
generated, i.e., at the end of every evolutionary generation cycle.
Experiments

We considered a large-deformation registration case; prone-supine
breast MRI registration (Figure 7.1). MRI scans were acquired from
a healthy volunteer. First, the two MRI scans were rigidly registered
on the bony anatomy. Subsequently, one central pair of 2D slices was
selected. We performed registration using two 8⇥8 grids of control
points, which resulted in 256 parameters to be optimized. To compare
the algorithms’ performance and to ensure robustness in the results (as
all algorithms include a stochastic component), we ran each algorithm
(the gradient-less EA, the gradient-only algorithm, and the hybrid EA)
10 times, obtaining in total 30 non-dominated fronts. Since the Pareto
front cannot be known beforehand, the set of best solutions out of these
30 non-dominated fronts was taken as the surrogate Pareto front. To
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Figure 7.1: Axial slices from breast MRI scans acquired from a healthy volunteer. Left: prone breast MRI (source image). Right: supine breast
MRI (target image).

measure each algorithms’ rate of convergence to the surrogate Pareto
front, we used a well-known indicator in multi-objective optimization,
called Inverted Generational Distance (IGD) [129]. IGD measures how
far a result (i.e., an approximation front) is from the (surrogate) Pareto
front as well as how well the solutions in an approximation front are
spread along the (surrogate) Pareto front. A value of 0 for the IGD
corresponds to optimality, i.e., all solutions on the Pareto front are
covered by at least one solution in the approximation front. Therefore,
the lower the IGD value, the better.
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The gradient-less EA as well as the hybrid EA, in combination with
the use of the B-spline-based dual-dynamic transformation model, are
capable of finding good solutions, as opposed to the gradient-only
algorithm, that yields poorer results (Figure 7.2). When comparing the
solutions found by all runs of the algorithms in Figure 7.3, we see that
the gradient-only algorithm is less powerful than the gradient-less EA,
since it finds inferior approximation fronts compared to the gradientless EA and the hybrid EA. Moreover, the hybrid EA is capable of
finding a better-spread approximation of the surrogate Pareto front
than the gradient-less EA. Even if the solutions that the hybrid EA
finds in the interesting part of the Pareto front (for this case: high
value for the smoothness objective, combined with a low value for
the similarity objective) are not better than those that the gradient-less
EA finds, visually they are comparably good, as can be seen in Figure 7.2. Moreover, the average IGD convergence graphs in Figure 7.5
indicate that the hybrid EA outperforms both the gradient-less EA
and the gradient-only algorithm in terms of the number of required
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evaluations to approximate the surrogate Pareto front with a certain
quality level which can be interpreted as the convergence rate. It finds
interesting solutions already after 500,000 evaluations, as shown in Figure 7.4. The gradient-less EA starts with a well-spread non-dominated
front, but in the end it finds only solutions that are confined to one
region (Figure 7.4). This ultimately results in deteriorating IGD values
(Figure 7.5).
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For the first time in multi-objective deformable image registration,
analytical gradient information is derived based on a B-spline-based
dual-dynamic transformation model. The possible benefit of exploiting
this information in multi-objective image registration is assessed, with
promising results. The assessment is based on the comparison of three
different optimization algorithms. Moreover, although B-spline deformation models are widely used, they have not been yet studied in a
multi-objective framework.
We assessed the utility of multi-objective gradient information for
the task of deformable image registration, within a previously introduced multi-objective optimization framework, combined with a
B-spline-based dual-dynamic transformation model to account for large
deformations. Results from the comparison of three optimization algorithms show that, even given smooth objectives, the use of common
multi-objective gradient-only algorithms is not powerful enough, however, exploitation of the gradient in combination with an evolutionary
algorithm does have the potential to improve registration results and
achieve faster overall convergence.
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Figure 7.2: Results obtained with a budget of 2,500,000 evaluations. Results
from top to bottom: the gradient-less EA, the gradient-only algorithm, the hybrid EA. From left to right: target image, resulting
non-dominated fronts, and transformed source images associated
with the selected solutions (black triangle) on the non-dominated
front.

�.� ���������� ��� ����������
1400

EA
Gradient only
Hybrid EA
Surrogate Pareto front

1200

Similarity objective

1000

800

600

400

200

0
0.1

1

10
100
1000
Smoothness objective

10000

100000

Figure 7.3: All 30 non-dominated fronts of the three optimization algorithms
together with the surrogate Pareto front.
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Figure 7.4: Example of the performance of the hybrid EA with a budget
of 500,000 evaluations. Left: target image. Middle: resulting nondominated front. Right: transformed source image associated with
the selected solution (black triangle) on the non-dominated front.
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Figure 7.5: Average convergence graphs with IGD.
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Analytical derivation of the gradient

The similarity measure we use is the sum of squared intensity differences. For a dual-dynamic transformation model it is defined as
follows:
Similarity =

X⇥

Is (Tsx (x, y), Tsy (x, y)) - It (Ttx (x, y), Tty (x, y))

x,y

⇤2

where Is and It are interpolated intensity functions for the sourceand target image defined also in terms of cubic B-splines:
X X
Is (x, y) =
cp1 ,p2 B(x - p1 )B(y - p2 ),
p1 2Z p2 2Z

It (x, y) =

X X

dn1 ,n2 B(x - n1 )B(y - n2 ),

n1 2Z n2 2Z

where pi , ni , i = 1, 2 loop over the dimensions of the images, and
cp1 ,p2 , dn1 ,n2 are the pre-processed image B-spline coefficients.
To calculate the gradient of the similarity measure with respect to
the control points, we need to calculate the partial derivative
@Similarity
@ i

8

i,

i = s, t.

For example, if we want to calculate the partial derivative for the
coefficient sx1,1 , we proceed as follows:
@
@Similarity
=
@ sx1,1
=

X⇥

Is (Tsx , Tsy ) - It (Ttx , Tty )

x,y

X

@

sx1,1

⇤2

2(Is (Tsx , Tsy ) - It (Ttx , Tty ))

x,y

@Is (Tsx , Tsy ) @It (Ttx , Tty )
@ sx1,1
@ sx1,1

!

,

where the right term of this product can be written as:

·
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XX

cp1 ,p2

p1 p2

XX
n1 n2

@B(Tsx - p1 )B(Tsx - p2 )
@ sx1,1

dn1 ,n2

@B(Ttx - n1 )B(Ttx - n2 )
@ sx1,1

If we look at the right part of this last expression, since sx1,1 is
associated with the source image, the right sum will be equal to 0. Now,
for one pair (x, y) we can calculate the left term:
@B(Tsx - p1 )B(Tsx - p2 )
@B(Tsx - p1 )
=
B(Tsx - p2 )
@ sx1,1
@ sx1,1
+ B(Tsx - p1 )

@B(Tsy - p2 )
@ sx1,1

Then since sx1,1 could be a part only of the Tsx mapping, the
right term of the above equation is again equal to 0, and therefore the
derivative comes down to calculating the following term:
@B(Tsx - p1 )
@B(Tsx - p1 ) @Tsx
=
.
@ sx1,1
@Tsx
@ sx1,1
If sx1,1 is not in the neighborhood of (x, y), then the above term will
be equal to 0. Otherwise, the left term will be a polynomial of second
degree and the right term will consist of the product of the two B-spline
functions associated with sx1,1 .
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Gradient methods and their value in single-objective, real-valued optimization are well-established. As such, they play a key role in tackling
real-world, hard optimization problems such as deformable image registration (DIR). A key question is to which extent gradient techniques
can also play a role in a multi-objective approach to DIR. We therefore
aim to exploit gradient information within an evolutionary-algorithmbased multi-objective optimization framework for DIR. Although an
analytical description of the multi-objective gradient (the set of all
Pareto-optimal improving directions) is available, it is nontrivial how
to best choose the most appropriate direction per solution because
these directions are not necessarily uniformly distributed in objective
space. To address this, we employ a Monte-Carlo method to obtain a
discrete, spatially-uniformly distributed approximation of the set of
Pareto-optimal improving directions. We then apply a diversification
technique in which each solution is associated with a unique direction from this set based on its multi- as well as single-objective rank.
To assess its utility, we compare a state-of-the-art multi-objective evolutionary algorithm with three different hybrid versions thereof on
several benchmark problems and two medical DIR problems. Results
show that the diversification strategy successfully leads to unbiased
improvement, helping an adaptive hybrid scheme solve all problems,
but the evolutionary algorithm remains the most powerful optimization
method, providing the best balance between proximity and diversity.
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Local search algorithms that employ the gradient (i.e., the direction of
greatest increase) of a function to iteratively arrive at a (locally) optimal
solution have been studied for a long time in single-objective continuous
optimization. In such approaches, gradient-based methods constitute
a very powerful mathematical tool and are an efficient and practical
way of finding (local) optima, especially when the function f to be
optimized possesses desirable properties such as differentiability. As a
consequence, their use is widespread in solving real-world optimization
problems.
In contrast to local search algorithms, population-based algorithms
such as evolutionary algorithms (EAs) seek to exploit the global properties of the search space. The synergy of EAs with local search has
been investigated and has resulted in the so-called memetic algorithms
or genetic local search [130], which are frequently successfully applied
in single-objective- and multi-objective optimization.
Multi-objective optimization problems arise frequently in real-world
situations, where it is often the case that optimal decisions need to be
taken in the presence of two or more conflicting objectives. In a multiobjective approach, there are sets of optimal solutions to the problem,
which represent the most efficient trade-offs that can be considered to
be equally good [36].
One of the real-world problems that could benefit from such an approach is deformable image registration (DIR). DIR is a medical image
processing task that can be of great value for healthcare. Its clinical
implementation is still limited and presents many challenges [131].
Currently, a registration outcome is computed based on a single combination of different objectives, using predominantly single-objective
gradient methods. However, there is currently no insightful way of
finding the singular optimal combination of the objectives beforehand,
thus making clinical implementation of such algorithms difficult. Different combinations lead to different outcomes, which can ultimately
only be judged in quality by experts. For this reason, multi-objective
optimization where multiple optimal outcomes with efficient trade-offs
are computed and presented simultaneously could be the key in obtaining wider clinical use. In this framework, studying the design and use
of gradient-based methods for DIR becomes also of interest, as their
efficient use could help achieve improved results.
However, as a consequence of the existence of these numerous (possibly infinite) trade-offs between objectives, the notion of improvement
also becomes different. This makes the use of gradient information in
multi-objective optimization less straightforward than in the singleobjective case. For this reason, many different strategies have been
proposed for its exploitation in such settings. In some cases, gradient
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information is not used explicitly [132]. Other multi-objective methods make explicit use of the gradient after having reduced the multiobjective problem to a single-objective one by constructing one function
via weighted aggregation (see e.g., [133]) which is then optimized.
Therefore, there is no guarantee that all objectives improve simultaneously. In another approach, the direction of greatest simultaneous
improvement has been derived analytically [134], and applied in a
hybrid algorithm [135]. Such approaches however can lead to a bias,
if the objectives have different ranges, towards the objective with the
largest range. Moreover, there are still infinitely many directions, that
cannot be compared to each other; each one of them improves one
objective more than the others. A complete analytic description of the
best improving directions has been derived and has subsequently been
utilized as a part of a multi-objective gradient search method [128].
Even then, a non-uniform spatial distribution of directions can lead
to a bias due to differences in range or difficulty of the objectives.
Therefore, to ensure gradient exploitation leads to a well-spread set of
optimal solutions, it is essential to determine a strategy in which the
multi-objective gradient is exploited such that it results in a balanced
improvement of all objectives.
In this Chapter, we propose a diversification technique to exploit in
such an unbiased way this multi-objective gradient information. We
assess its utility by comparing a state-of-the-art multi-objective evolutionary algorithm to three different hybrid versions thereof on several
benchmark problems, which gives us insight into the performance of
the proposed approach when it comes to problems with great variation in difficulty and scale. Additionally, we test the best performing
hybridization scheme on two DIR problems. Considering that the objectives of our DIR problem have a large difference in difficulty, we aim
to assess whether the new technique results in a clearer advantage of
the hybrid algorithm compared to the EA.
The remainder of the Chapter is organized as follows. In Section 8.2
we present some definitions for multi-objective optimization. In Section 8.3 we discuss the selected benchmark problems with an emphasis
on those which exhibit the aforementioned behavior. In Section 8.4 we
discuss in more detail the initial multi-objective gradient technique
and the new diversification technique. Further, we present results of
their comparison. In Section 8.5 we discuss the hybridization schemes,
and the DIR problems we will test them on. In Section 8.6 we compare
the performance of the schemes on all problems and in Section 8.7 we
discuss our findings and conclusions.
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�.�.� Multi-objective optimization

We assume to have m objective functions fi (x), i 2 {0, 1, . . . , m - 1}
and, without loss of generality, we assume that the goal is to minimize
all objectives. A solution x1 is said to (Pareto) dominate a solution
x2 (denoted x1
x2 ) if and only if fi (x1 ) 6 fi (x2 ) holds for all
i 2 {0, 1, . . . , m - 1} and fi (x1 ) < fi (x2 ) holds for at least one i 2
{0, 1, . . . , m - 1}. A solution x1 is said to be Pareto optimal if and only if
there is no other x2 such that x2 x1 holds. Further, the Pareto set is
the set of all Pareto-optimal solutions and the Pareto front is the Pareto
front that corresponds to the Pareto set. For real-world applications,
the algorithms used for optimization approximate the Pareto front,
obtaining a so-called non-dominated, or trade-off front.
�.�.� Multi-objective gradient

For any real-valued function f(x), x = (x0 , x1 , . . . , xl-1 ), the gradient
of f is defined as:
✓
◆
@f(x)
@f(x)
rf(x) =
,...,
.
@x0
@xl-1

The directional derivative then is a function that gives the rate of
change of f in direction û at any y:
ru f(x)(y) = (rf(x)(y))T û.

(8.1)

Therefore, to find the direction of greatest decrease the following
single-objective optimization problem must be solved:
min {ru f(x)(y)} .
û

It is easy to see that the directional derivative at a point is minimal
when the direction points to the direction of the negative gradient, i.e.,
the solution to this problem is naturally -rf(x)(y).
If we extend the notion of gradient and directional derivatives to a
multi-objective setting, we must now solve the optimization problem
min {ru f (x)(y)} ,
û

where f = (f0 , f1 , . . . , fm-1 ). The directional derivative of f is now
also a vector whose i-th component is the directional derivative in the
i-th objective, i.e., (ru f (x))i = ru fi (x) and therefore (8.1) for the
multi-objective case is formulated as
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ru f (x) = Gû,

where G = (rf0 (x), . . . , fm-1 (x))T . Now, similar to the single-objective
case we are ultimately interested in the direction that maximizes the
improvement (i.e., the negative gradient). However, now this is a multiobjective optimization problem. Hence, no single direction of greatest
increase of f starting from y exists, but a set of directions that correspond to the Pareto front of all improving directions. A parametric
description of these Pareto-optimal directions is available [128], and
a method called Combined-Objectives-Repeated-Line search (CORL),
that will be explained in more detail in Section 8.4, exploits them
by choosing a random direction from this parametrically described
set. However, choosing a direction at random can lead to a bias, in
particular when the objectives to be optimized vary a lot in difficulty.
To investigate this, we have specifically chosen some problems in our
multi-objective optimization test suite that exhibit this bias.
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We have selected a set of well-known benchmark problems in multiobjective evolutionary optimization, see Table 8.1. We first considered
the well-known problems ZDTi , i 2 {1, 2, 3, 6}. The initialization ranges
(IRs) of the ZDTi problems are also constraints. For more details,
see [136].
We also considered two problems with smooth properties. These
are the most simple ones, and they are a generalization of the MED
(Multiple Euclidean Distances) problems, which we will refer to as
GenMED. There are two cases, one where the Pareto front is concave
and one where it is convex, but both cases are smooth functions with
equally scaled objectives and without any local Pareto fronts.
Lastly, we have selected two more problems, which are characterized
by a strong difference in difficulty between their objectives. Both of
these problems, labeled BDi , i = 1, 2, make use of the Rosenbrock
function in one of their objectives. The real-world problems we are
interested in share this difference in difficulty.
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Name
ZDT1

ZDT2

ZDT3

Objectives

IR

⇣
⌘
p
f0 = x0 , f1 =
1 - f0 /
⇣P
⌘
l-1
= 1+9
i=1 xi /(l - 1)
f0 = x0 ,

BD1

f0 = 1 - e-4x0 sin (6⇡x0 ), f1 =
⇣P
⌘0.25
l-1
= 1+9
i=1 xi /(l - 1)
f0 = x0 ,

f0 =
f1 =

1
l

[0; 1]30
(l = 30)

1 - (f0 / )2

2

100(xi+1 - x2i ) + (1 - xi )2

Pl-1

1
l-1

(l = 30)

[0; 1]10
(l = 10)

f1 = 1 - x0 +

l-2
P⇣
i=1

2
i=0 xi
l-2
P⇣
i=0

2
100(xi+1 - x2i )

|| 12 (x - c0 )||d
|| 12 (x - c1 )||d

f0 =
GenMED1,2 f =
1
c0 = (1, 0, 0, . . . )

�.�

[0; 1]30

f1 =
1 - (f0 /
⇣P
⌘
l-1
= 1+9
x
i=1 i /(l - 1)
⇣
⌘
p
f0 = x0 , f1 =
1 - f0 / - (f0 / )sin(10⇡f0 )
⇣P
⌘
l-1
= 1+9
i=1 xi /(l - 1)

=
BD2

(l = 30)

)2

6

ZDT6

[0; 1]30

[0; 1]⇥
[-5.12; 5.12]9
(l = 10)

⌘
2

+ (1 - xi )

⌘

[-5.12; 5.12]10
(l = 10)
[-1; 1]10

c1 = (0, 1, 0, 0, . . . ) d = 1, 12

(l = 10)

Table 8.1: The MO problem test suite.
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�.�.� Combined Objectives Repeated Line-search (CORL)

In this multi-objective version of gradient descent, the set of all Paretooptimal improving directions for a vector function f is initially calculated [128]. To do so, every direction û is mapped to its directional
derivative rû f from a unit l-dimensional hypersphere (where l is
the problem dimensionality) to the surface and interior of an mdimensional hyperellipsoid, where m is the number of objectives. The
directions that are of interest, i.e., that lead to maximum improvement
of all objectives, correspond to the negative non-dominated directional
derivatives which lie in the intersection of the surface of the hyperellipsoid with (-1, 0]m (Figure 8.1). This set of directions can be described
and sampled.
One of these promising directions is chosen randomly and a multiobjective line search is performed along that direction. Typically, in a
single-objective line search scheme, it is decided how far the algorithm
should move in the chosen search direction to reach a local minimum
along that direction, which maximizes the objective value difference
between the starting point and the point where the line search ends.
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f1

f0

Figure 8.1: Part of the ellipsoid (in red) that includes the Pareto-optimal improving directions.

The multi-objective version of line-search is a natural generalization of
that scheme, where the negative scaled Euclidean distance in objective
space between the starting point x and the local minimum is used
instead. The further x + ↵û travels in objective space along the chosen
direction û while improving upon the starting point, the better. When
the line search terminates, a new promising direction is sampled and a
line search is repeated. This technique is called Combined Objectives
Repeated Line-search (CORL).
To understand why a uniform distribution of directions is not necessarily preserved, one needs to look at the mapping of a direction û from
the parameter space to its directional derivative in the objective space.
When one chooses a direction û, this direction is taken from the unit
l-dimensional hypersphere. This direction is then collapsed onto the
surface of the m-dimensional hyperellipsoid via a sequence of rotations,
translations, and a projection. Therefore, the uniform distribution of
the directions in the hypersphere is not necessarily preserved in the
distribution of the directional derivatives on the hyperellipsoid, which
depends on the orientation of the hyperellipsoid as well as its scale.
The lack of a spatially uniform distribution is possibly one of the
reasons why in problems where the objectives have a large difference
in difficulty, powerful single-objective methods such as conjugate gradients applied randomly or alternatingly to the different objectives
perform better than CORL.
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�.�.� Rank-Based Combined Objectives Repeated Line-search
(RB-CORL)

In this technique, we change the way directions are chosen for each
member of the population. The multi-objective line search remains the
same as in CORL.
A rank-based scheme

Aiming to exploit the analytically described set of Pareto-optimal improving directions in a truly uniform manner, we employ a diversification scheme, where as a first step the solutions are classified according
to their multi-objective rank, which is calculated using the well-known
domination-ranking scheme [56]. Consequently, the non-dominated
solutions are of rank 0, the second best ones rank 1, and so on.
1

m.o. rank 2
m.o. rank 1
m.o. rank 0
0

Figure 8.2: Directions assigned according to their multi-objective (m.o.) as
well as their single-objective rank (within each multi-objective rank
separately).

Subsequently, in each set of solutions that belong to the same rank,
the solutions get a direction that depends on their ranks with respect
to the individual objectives. In other words, the better a solution ranks
in one objective compared to the other solutions that belong in the
same multi-objective rank, the more favorable the direction for that
objective (Figure 8.2). Each direction is associated with a solution in
objective space that expresses this relation. Therefore, if we have k
grouped solutions for one multi-objective rank, and r0 is the rank of a
solution s according to f0 , r1 the rank of s according to f1 , rm-1 the
rank of s according to fm-1 , the corresponding vector
✓

k - 1 - r0 k - 1 - r1
k - 1 - rm-1
,
,...,
k
k
k

◆

will be used to find a direction via sampling.
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Monte-Carlo sampling

A uniform spatial distribution of the directional derivatives is what
we need in order to assign the directions according to our rank-based
scheme. We aim to partition uniformly the set of directional derivatives
in objective space. The set of directional derivatives is parametrically
described (see [128]) and therefore it can be sampled. This set can be
easily visualized for m = 2 objectives, as in Figure 8.1. We initially
normalize the directions to the observed ranges of solutions in the
population, to ensure that the outcome is independent of the scaling
of the objectives. To obtain a discrete uniformly distributed approximation, we employ Monte-Carlo sampling of this set of directions.
Subsequently, each direction (which is an m-dimensional vector) is
mapped via spherical coordinates to m - 1 angles. For instance, if
m = 2, each direction gets associated with one angle. We partition our
objective space into equisized bins, each represented by an angle, and
consequently by the direction associated with that angle. Finally, we
can map the direction we want from the rank-based scheme (by also
converting it to spherical coordinates) to its closest available one from
our obtained discrete set.
�.�.� CORL versus RB-CORL

We first tested the new technique alone in a random-restart fashion,
i.e., we applied it iteratively to 10000 randomly generated starting
points. We are mostly interested in its behavior on problems with great
difference in difficulty between objectives, such as BD1 and BD2 .
We see that for BD1 , applying the multi-objective gradient method
and choosing a random improving direction does not lead to a uniformly distributed improvement (Figure 8.3). CORL pushes all the
members of the population to the vertical axis, as a result of the difficult
landscape of the objective on the vertical axis, that uses the Rosenbrock
function. The different level of difficulty as well as scale between the
objectives translates into uneven spatial distribution of the directional
derivatives in objective space. It demonstrates furthermore the need for
a spatial uniformization of the choice of directions. The new technique
is able to arrive much closer to the Pareto front of the problem, while
achieving a much better spread of the population, as is the case also
for BD2 . Moreover, it performs equally well on the GenMED problems
(Figure 8.3). For BD1 neither of the two techniques alone are able to
actually find points on the Pareto front, and therefore the hybridization
of the new technique with an EA is considered necessary.
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�.�.� Hybridization
iMAMaLGaM

Here we describe briefly the multi-objective EA we use for our hybridization schemes. We use an Estimation-of-Distribution Algorithm
(EDA). EDAs are model-building EAs that aim to exploit structural
features of the problem landscape. EDAs do so by estimating a probability distribution from selected solutions and sampling the estimated
distribution to generate offspring.
The EDA we use is called iMAMaLGaM - incremental Multi-objective
Adapted Maximum-Likelihood Gaussian Model. iMAMaLGaM, in contrast to well-known algorithms such as NSGA-II [56], is specifically
designed for real-valued, multi-objective optimization. It should be
noted that the variation operators of iMAMaLGaM could be easily
used within NSGA-II as well and would approximately give the same
results. In iMAMaLGaM, the selected solutions are grouped into clusters in objective space. For each cluster a multivariate Gaussian distri-
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bution is estimated using maximum-likelihood estimates, which are
subsequently potentially adapted to prevent premature convergence.
iMAMaLGaM samples then the Gaussian distributions to generate
new solutions. An elitist archive of non-dominated solutions is also
maintained. iMAMaLGaM has been shown to perform excellently in
various benchmark as well as real-world problems [57].
Three hybridization schemes

In a multi-objective setting, it is not clear what is the most efficient
way of integrating local search. For this reason, we consider different
integration schemes. We compare these hybrid variants of iMAMaLGaM to iMAMaLGaM alone as well as to an adaptive hybridization
scheme that was considered before for CORL [128]. The first two hybridization schemes are common in evolutionary optimization and
local search [130].
Genetic Local Search 1 (GLS1): Given the large improvement obtained
in initial stages of optimization using gradient techniques, in this
hybridization scheme RB-CORL is applied only during initialization to
all randomly generated solutions.
Genetic Local Search 2 (GLS2): In this scheme, RB-CORL is additionally
called at the end of every evolutionary cycle to all members of the
population.
Adaptive Genetic Local Search (AGLS): In this method RB-CORL is integrated in an adaptive hybridization scheme taken from literature [128],
which exploits gradient information in three different ways. In this
scheme, for maximum efficiency, the scheme decides during the run
which exploitation method to use at the end of each evolutionary cycle,
based on the number of improved solutions found by that method
compared to the total number of evaluations used. The first exploitation method is called Random Objective Conjugate Gradients (ROCG);
here, every time the method is called, one objective is chosen randomly
and the conjugate gradients technique is performed for that objective
only. The second exploitation method is called Alternating Objectives
Repeated Line search (AORL). AORL performs a line search in the
direction of the negative gradient of an alternatingly chosen objective.
The third method of this hybrid scheme is CORL. We call this scheme
old AGLS.
We made some changes to obtain a new AGLS version. Considering
that both ROCG and AORL play approximately the same role during
optimization - that is, they are able to find extreme points on the
Pareto front, in this Chapter for the adaptive scheme we choose to only
consider a variant of ROCG. Moreover, instead of applying conjugate
gradients to a randomly chosen objective for a solution, we apply the
method to only members of the population following again a rank-
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based scheme. More specifically, conjugate gradients is applied to
(maximum) two solutions of each multi-objective rank that rank best at
each objective individually. Therefore, conjugate gradients is applied
to the solution that ranks best in one objective to further improve it.
Finally, we replaced the old CORL with RB-CORL.
�.�.� Benchmark problems

The problems we use to test the performance of iMAMaLGaM and our
hybridization schemes are described in Table 8.1.
Measuring performance

To measure performance we consider the set of the non-dominated
solutions of the final population of the EDA, which we denote by
S. To measure how well S approximates the Pareto set PS of each
problem, we use a well-known indicator in multi-objective optimization
which takes into account proximity to PS as well as the spread along
PS . This indicator, called Inverted Generational Distance (IGD) does
so by computing the average distance to the closest solution in an
approximation set S over all solutions in PS . The lower the value of the
IGD, the better the overall approximation is, and IGD is 0 if and only if
the approximation set and PS are identical. IGD is denoted by DPf !S ,
and formulated as follows:
DPf !S (S) =

⌦
↵
X
1
min d(x0 , x1 ) ,
|PS | 1
x0 2S
x 2PS

d(x0 , x1 )

where
is the Euclidean distance between the objective values
0
1
f(x ), f(x ). For the problems in our test suite, given the ranges of the
objectives for the Pareto front configurations, a value of 0.01 for the
DPf !S indicator corresponds to fronts that are quite close to the Pareto
front.
Algorithmic setup

We experimentally investigate the performance of RB-CORL as part of
hybridization with iMAMaLGaM on the benchmark problems taken
from literature shown in Table 8.1. We gave each algorithm a budget of
1,000,000 evaluations (per objective). The number of clusters was set to
20, since it was shown previously to yield good results. The cluster size
for problems of dimension 10 was 11 and for problems of dimension
30 was 19. The selection percentile was set to ⌧ = 0.35, and the elitist
archive target size was set to 1000. The evaluations for the computation
of the gradient were not counted, considering that for our real-world

145

146

������������ �����-��������� �������� ����������

application where we would like to use our hybrid version the gradient
can be computed analytically.
�.�.� Deformable image registration
Definition

Deformable image registration, i.e., finding the optimal transformation
to align two images, is of great value in medical imaging. Healthcare
specialists use it to combine images of different imaging modalities, as
well as images taken at different time points. This allows them to get
a clearer and more complete picture of the situation at hand as well
as see how the anatomy of a patient changes over time. This is very
important for example for radiation treatment planning, for diagnostic
as well as for follow-up purposes.
In image registration, one image is referred to as the source image,
whereas the other image is referred to as the target image. In the case
of affine transformations (e.g. rotations or translations), the registration
is called rigid. If non-affine transformations are needed to transform
one image to the other (in the case of large anatomical differences, e.g.,
due to different positioning of the patient in image acquisitions) the
registration is called deformable.
In this work, DIR is approached from a multi-objective optimization
perspective [32]. This approach removes the need for pre-determining
a singular combination of objectives, which is difficult to determine but
necessary in existing registration methods. Moreover, since multiple
outcomes are produced, this approach gives more options to the expert
to choose the best outcome for the case at hand.
An image registration algorithm can be decomposed in three parts:
the transformation model (the representation of all possible transformations from one image to the other image), the objective(s) to be
optimized, and the optimization method.
Transformation model

We use a dual-dynamic transformation model based on B-splines that
allows us to formulate differentiable objectives and calculate the gradient analytically.
B-splines (cubic polynomial functions used to model deformable
objects) are widely used in image registration because they provide
flexibility, transformation smoothness, and computational efficiency. In
such transformation models, the source image is deformed by manipulating an underlying grid of control points that govern, via interpolation, the deformation and thereby the transformation of the image.
In our dual-dynamic transformation model we have two grids associated with source- and target image, respectively, allowing us to handle
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large deformations. The correspondence between these two grids is
established via a mapping from a ‘virtual’ fixed grid to the other two
(Figure 8.4). More specifically, we loop over the virtual grid and we
map the points to a location in the source- and a location in the target
image. These locations are derived via the B-spline transformations
Ts , Tt (which depend on the control points). Finally, the grey value at
the obtained location is derived via pixel grey value interpolation. The
sets of control points s , t that correspond to the source- and targetimage are the parameters to be optimized.
Objectives

There are at least two objectives that are of interest in DIR and have to
be minimized simultaneously. The first objective is quality of fit, i.e.,
the degree of similarity between the two images. The second objective
is related to the smoothness of the transformation and aims to prevent
implausible deformations.
The similarity measure we use is the sum of squared differences in
pixel grey values between the source- and the target image:
Similarity =

X

[Is (Ts (x, y; )) - It (Tt (x, y; ))]2 ,

x,y

where Is , It are the grey values at a point (x, y) on the source- and
target image, respectively, and Ts , Tt are the B-spline transformation
functions that determine the deformation of the source- and targetimage. Is , It are interpolated functions constructed again via B-splines
which make them differentiable.
The second objective is introduced to measure smoothness, using the
sum of squared second order derivatives of each B-spline transforma⇣ 2 ⌘2 ⇣ 2 ⌘2
T
tion @@xT2 , @
. We formulate the smoothness objective as the
@y2
sum of the squared differences of the smoothing terms evaluated at
pairs of points in the source- and target image. This objective is easier
to optimize than the similarity objective, as no displacement of control
points is already (close to) an optimum.

Ts

Source

X̄

Tt

Target

Figure 8.4: Dual-dynamic transformation model.
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Optimization method

We apply three optimization methods to the DIR problems: iMAMaLGaM alone, the old AGLS scheme and and the new AGLS scheme. We
use settings for the EDA which were shown to yield good results [57].
Algorithmic setup

We considered two test cases; the first one is a large-deformation registration case: prone-supine breast MRI registration. All MRI scans
were acquired from a healthy volunteer. First, the two MRI scans were
rigidly registered on the bony anatomy. Subsequently, one central pair
of 2D slices was selected. The second case concerns MRI bladder registration, where there is also a large deformation of the bladder between
image acquisitions, with an empty bladder in one image and a full
bladder in the other. For both cases, we performed registration using
two 8⇥8 grids of control points, which resulted in 256 parameters to
be optimized. These settings are not necessarily sufficient to obtain the
best possible registration result, but certainly sufficient to demonstrate
the capabilities of the approach, and the impact of choosing different
multi-objective optimizers.
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�.�.� Results on the benchmark problems

Results show that the use of gradient-based local search every generation, i.e., in the traditional GLS sense, is very computationally expensive
(Figure 8.5). Note that evaluations required to approximate gradients
are not even counted here as we are interested in the real-world application case where we have analytical expressions for the gradients of
the objectives. iMAMaLGaM is capable of making many improvements
all along the non-dominated front at a much smaller budget of evaluations, which results in overall superior performance. This is in line
with the common conception that EAs are well-suited and among the
state-of-the-art for multi-objective optimization. Only by making use of
the adaptive scheme for gradient integration that only uses gradient
exploitation methods more often if they are really capable of making
improvements more frequently than the EA, results can be obtained
that come close to the performance of iMAMaLGaM. However, for
problems BD1 and BD2 , which exhibit most strongly the difference in
objective complexity that we are interested in and that we redesigned
AGLS for, the performance of the new version of AGLS is equal or
even better than iMAMaLGaM. Moreover, the new AGLS clearly out-
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performs the old version of AGLS on these problems, which was one
of our main objectives.
�.�.� Results on the registration problems

For the breast MRI problem, iMAMaLGaM finds the most interesting
solutions (i.e., solutions with a low value for the similarity measure,
resulting in highly similar images). Compared to the old AGLS, we
see that the new AGLS finds solutions which are slightly better in the
interesting region, and it is closer to the final non-dominated front of
iMAMaLGaM (Figure 8.6). For the bladder MRI case, we can see a large
difference between the old and the new AGLS; the new AGLS is able
to obtain much better solutions regarding both objectives compared
to the old AGLS. Also here, the EA is the most successful at finding
solutions in the interesting region (Figure 8.6).
Although iMAMaLGaM finds the best solutions in a strict sense,
the registration results of all algorithms on the breast MRI case are
visually comparably good (Figure 8.7). For the bladder MRI case (Figure 8.8), the registration outcomes are overall not as good, however
iMAMaLGaM and the new AGLS are able to obtain much better registration results compared to the old AGLS. It is worth noting that both
the bladder and the breast MRI cases are difficult tasks, since there
can be structures between these image acquisitions that move in the
non-visible third plane, making it impossible to find a perfect match.
Furthermore, many small structures do remain visible but are difficult
to match using a low complexity deformation model of 8⇥8 control
points. Therefore, it is possible that a larger number of control points is
necessary to improve the registration results, especially in the bladder
case. Additional guidance information such as contours could also be
of great help.
Nonetheless, the above test cases demonstrate the capability of producing promising registration results using a multi-objective optimization approach to DIR. Moreover, the ability of RB-CORL to improve in
an unbiased way all objectives, as shown in problems such as BD1 and
BD2 , can have a potentially large effect when it is part of a hybridization scheme: on hard, DIR problems like the bladder MRI case, the
new AGLS is capable of obtaining results as good as of iMAMaLGaM.
Lastly, its use could become more favourable in a hybridization scheme
where not only the number of improvements are taken into account,
but also the length of each improvement.
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In this work, we developed and studied a new diversification technique
for the exploitation of multi-objective gradient information, based on
an analytically described set of Pareto-optimal improving directions.
We assessed whether this new technique can be combined efficiently
with a multi-objective evolutionary algorithm, by considering three
different hybridization schemes. Results showed improvement over
existing adaptive hybridization schemes, especially for the problems
we are particularly interested in: when there is a large difference in
difficulty and/or scale between the objectives to be optimized, as is
the case for the deformable image registration problem. The unbiased
improvement of all objectives in a multi-objective gradient technique
as part of a hybridization scheme was indeed successful at solving the
tested hard DIR cases, as opposed to a previously introduced adaptive
hybridization scheme. Nonetheless, the EA is still the most robust
and powerful optimization algorithm, having the best balance between
proximity and diversity. This is testimony again to the power of stateof-the-art EAs for multi-objective optimization, even for medical image
processing applications, that have predominantly been solved using
other types of algorithms, albeit from a single-objective optimization
perspective.
For problems such as DIR, where a particular region of the Pareto
front is of interest, it would also be interesting to investigate methods
that are able to discover individual solutions on only part of the Pareto
front, using linear/Chebyshev combinations of objectives.
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Figure 8.5: Convergence of all algorithms on 6 benchmark problems, averaged over 10 runs. Horizontal axis: number of evaluations (both
objectives per evaluation). Vertical axis: DPF !S .
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Figure 8.6: Final non-dominated fronts for the breast MRI case (top) and the
bladder MRI case (bottom).
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Figure 8.7: Selected DIR results on the breast MRI problem instance.
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Figure 8.8: Selected DIR results on the bladder MRI problem instance.
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The aim of this work was to utilize a multi-objective optimization
perspective in order to, firstly, gain insight, and further, explore ways in
order to ultimately facilitate use of DIR for practical purposes, when it
comes to hard problems with large deformations and content mismatch.
Gaining insights was achieved with our work in Chapter 2, by making the interplay between DIR method parameters and DIR outcomes
explicit: by linking parameter distribution to outcome distribution and
quality, we saw why for problems with large deformations, manual
tuning cannot be effective. We saw the same in Chapter 6, when we
considered the hardest DIR problem in this work, namely pre- to
post-operative breast CT DIR, where an additional step that explicitly
simulates the tissue excision was needed in order to obtain deformations that are physiologically plausible.
In line with our aim of finding ways to facilitate DIR for clinical
purposes, in Chapter 3 we explored the possibility to perform the
parameter tuning process only once for a certain class of DIR problems,
thus accelerating it. We furthermore saw that selecting a solution from
a set of trade-off solutions can be very intuitive and efficient, using
tailor-made visualization software as presented in Chapters 4 and 5.
In the second part of this thesis, aiming to investigate new ways to
improve DIR performance, we employed a multi-objective approach
in a different way, i.e., not as a tool to make the most out of the
DIR methods currently in use, but as the optimization component of a
multi-objective, EA-based DIR method. We did so by further developing
upon a novel, already introduced proof-of-concept study in 2D. Our
comparison of optimization algorithms in Chapter 7 showed that using
gradient information can improve speed. However, in Chapter 8, we
found that even though it can potentially yield superior sets of tradeoff solutions from an algorithmic perspective, it does not yield more
interesting solutions from a clinical perspective.
�.�.� On (multi-objective) parameter tuning

Even though multi-objective optimization approaches have been widely
used for real-world problems, including problems in image processing
of similar (i.e., inverse) nature [137, 138], it is the first time that a
multi-objective perspective is studied for DIR. Prone-supine breast
DIR has been an active topic of research [64, 139], with a focus on
biomechanical-modeling-based approaches [65], whereas there has been
limited progress for pre-to-post operative breast DIR. As indicated also
in recent research work [140], where the tissue excision was explicitly
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simulated similarly to our work, the problem remains very challenging
for currently used DIR algorithms.
With regards to DIR parameter tuning, polynomial chaos expansion [141] was considered to explore parameter sensitivity for DIR,
with promising results, as an approximation of the model (in this case,
the DIR transformation) can be done quite efficiently, requiring far
fewer registrations than exhaustive search. The method was shown
to approximate well the DIR transformations for liver CT registration.
However, it is not known if from those approximated registrations a
high-quality solution can be easily reached, as it is here implicitly assumed that when changing a parameter the outcome changes logically.
Our approach highlighted the key difficulties associated with manual
tuning of existing DIR software when it comes to hard DIR problems.
We therefore believe there is a need for insightful parameter tuning
in order to make the most out of currently available DIR software in
clinical practice for problems with large deformations. Still, obtaining
reliably high performance from a DIR method for problems with large
deformations does remain a challenge. Insightful tuning can make a
DIR method more reliable, but this alone will not always yield clinically
acceptable accuracies, since what is achievable is ultimately dependent
on the underlying transformation models and optimization algorithms.
Using more powerful transformation models and/or optimization algorithms which are less prone to local optima within the DIR method
is essential to tackle these problems. It has been shown that for breast
DIR specifically, biomechanical models do have the potential of tackling the prone-supine DIR problem, achieving an average mean target
registration error accuracy of 5.6 mm [65], whereas with tuning DIR
without biomechanical models we obtained an average accuracy of 7.3
mm including guidance information (which was required in order to
achieve this accuracy). These biomechanically enhanced transformation models also depend on a number of parameters (e.g., material
properties). Material property optimization is not employed to find the
best possible parameters for the full registration but to find a good
enough initial position for the traditional intensity-based alignment,
which is the final step of this approach in [65]. Multi-objective tuning
of these parameters, i.e., within a DIR method based on biomechanical
modeling could be utilized in future work, in order to ultimately solve
the prone-supine DIR problem acceptably and consistently for clinical
practice.
Further, using class solutions as explored in Chapter 3 is one way
to accelerate the tuning process, however, in the case investigated in
this thesis, there was a way to quantify the deformations present and
therefore classify them in difficulty. Other DIR problems may be harder
to classify in terms of difficulty, and furthermore, research should be
performed with more data to demonstrate definitively the effectiveness
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of this class solution based approach. Therefore, there could be cases
where tuning per DIR case might still be needed.
�.�.� On multi-objective EAs for DIR

Throughout this work, an a posteriori multi-objective approach was
used, i.e., information about the preferences of the practitioner was
not utilized neither before or during the search of the EA for optimal
solutions. These approaches are valuable, however it is well-established
that they have certain limitations which can impact their possible usage
in day-to-day clinical practice. First, they can often be quite complex
for the practitioner to understand and they have their own parameter
configurations. Throughout most of this work, we applied an EA using
the same parameter settings on all DIR problems, as determined by
literature on benchmark problems. The EAs used are quite robust when
it comes to most parameter settings, but the most impactful parameter
is the population size of an EA, as setting it wrong (too small) may lead
to premature convergence, or, if set too large, make the search very
inefficient. Unless the practitioner is familiar with the EA settings, a
parameter-less scheme can be introduced to tackle this challenge, [142,
143], thus facilitating its use for the practitioner. It was shown that such
an approach can be two to four times slower when applied to some
problems, whereas for others, it actually improved convergence speed.
Therefore, its effect on DIR should be investigated.
Further, off-the-shelf, generic EA-based approaches can also be slow
to converge to high-quality solutions. In this work, to reduce the complexity and size of the solution space, in multiple cases we relied on
guidance information to guide the algorithm towards high-quality solutions. It would be highly beneficial to employ automatic landmark
detection methods [144–146] to accelerate this process. Detection, however, of landmarks in low-contrast regions does remain a challenge,
with deep-learning-based methods showing promising results regarding detection of landmarks in such regions [147].
Finally, the amount of solutions generated could be simply too large
to be inspected effectively by the practitioner, and especially for problems with a higher number of objectives, navigation will be more
challenging. Regarding the inspection of the solutions, we actually
saw that for this number of objectives (two and three), inspection and
selection of a solution by the practitioner was quick and easy; it was
observed though that the obtained set was not inspected in its entirety
before the selection of the preferred solution, and the large number
of solutions, as remarked by one practitioner, led to uncertainty with
regards to the quality of their selected final outcome: did they really
select the best outcome, or was there a better one which they did not
inspect? It may be possible to reduce the density of the solutions along
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the approximation front before visualization using a pre-processing
step. It should be possible to ’prune’ solutions from the obtained set,
based on a measure of similarity between deformation vector fields,
thus reducing the number of solutions presented to a set which contains
solutions with meaningful differences among them. Based on the cases
examined in this work, a number close to 100 solutions would have
sufficed. An interesting alternative would be to separate the solution
selection process into stages: for example, enable first a coarse selection
of solutions, and then enrich that selection further, by providing the
most similar/closest solutions to that first selection, and so on. In any
case, one should strive for a higher solution density in the region of
interest of the approximation front.
The process of selecting the final preferred DIR outcome could ultimately be accelerated by visualizing elements that give more insight
into the quality of the registration specifically for the application at
hand (e.g., target volume delineations, dose distributions), as well as,
for example, registration uncertainty maps [148]. We observed that
the variation in outcome selection was somewhat larger for challenging cases, where a perfect match could not be obtained. Training in
the assessment of the DIR outcome using those tools may reduce the
variation in outcome selection between practitioners for such cases.
Visualization of the deformation vector fields should give enough information to the practitioner for DIR assessment, even in absence of
other visual information such as delineations.
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To truly enable the use of a purely multi-objective EA-based DIR
method in clinical practice, it is essential to make it efficient and scalable
for the 3D case. This can be achieved in different ways. One way is to
exploit the inherent parallelizability of population-based approaches
such as the EAs, i.e., parallelizing the evaluations of the solutions in the
population. Alternatively, if possible, parallelization of the computation
of objective function values, which is typically the most time-consuming
part of the optimization, could achieve a significant speed-up, especially
when utilizing GPUs.
Another way to improve the scalability of an EA is by exploiting
problem-specific knowledge during the optimization process. In the
case of DIR, deformations can be local, thus modifying at once the
entire set of parameters that determines the transformation and recomputing the objective function values (which is the bottleneck of
the optimization algorithm in terms of time) would be unnecessary.
Therefore, only partially evaluating the objective functions can be of significant benefit. There now exist algorithms that can efficiently exploit
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these known dependencies between the parameters of the optimization
problem and adapt accordingly the existing solutions of the population
using partial variations and, accordingly, partial evaluations. An example of such an algorithm is the multi-objective real-valued gene-pool
optimal mixing EA (MO-RV-GOMEA) [94], which has already been
applied to DIR of 2D images, showing a substantial speed-up of a factor
of 1600 [107]. Further, parallelized versions of GOMEA exist and have
already been applied to the optimization of brachytherapy treatment
plans [149], achieving typically another speed-up factor of around 50
to 100. Therefore, with a GPU implementation of an algorithm such
as GOMEA combined with the aforementioned DIR-specific optimizations, we believe that performing multi-objective DIR in a matter of
minutes will be possible.
Future work should consequently encompass efficient objective function evaluation, enabling as a consequence the step from 2D, that
was investigated in this thesis as we further studied an already introduced proof-of-concept approach, to 3D multi-objective DIR, whereas
incorporation of models with biomechanical properties should also be
considered in order to achieve higher accuracy. Finally, future work
should entail further improvements to the user interface for solution
selection presented in this thesis that could include e.g., better tracking of the already inspected DIR outcomes, saving, and comparing
multiple DIR outcomes next to each other, as well as visualization of
DIR uncertainty metrics, such as the Dice coefficient, or the inverse
consistency metric. Further, the possibility of creating new deformation vector fields (via, e.g., interpolation using the obtained ones), in
case the practitioner is not satisfied with the ones available, could be
investigated.
Finally, with the increasing amount of data available for certain DIR
problems, machine learning approaches which can leverage this data
have become feasible [150–153]. These approaches, albeit very promising, especially in terms of final performance speed (i.e., performing DIR
in seconds or less) need a significant amount of data (typically in the
order of hundreds of image pairs), which in the case of prone-supine
DIR would be difficult to obtain, and, when it comes to supervised
learning, need some kind of ground truth transformations for training,
using, e.g., simulated deformations, phantoms, or manual annotations.
Therefore, weakly- or unsupervised learning-based approaches based
on convolutional neural networks may be a promising direction. Such
approaches work by being trained first on large sets of data to minimize the dissimilarity between fixed and moving images, while also
satisfying constraints to ensure plausible deformations. Afterwards,
they can perform DIR on unseen image pairs. They have been shown
to perform well [154], but have had limited success so far on problems
with large deformations [150]. Also for these methods, appropriate
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choices need to be made beforehand, since they typically include different regularization terms and parameters to be tuned [155], for which a
multi-objective optimization approach can be very valuable as well.
�.�.� Implications for clinical practice

In this thesis we proposed a new perspective on DIR that can be utilized
to increase the impact and use of currently existing DIR software in
clinical practice, either indirectly or directly.
A multi-objective optimization approach for DIR could be used to
possibly improve the performance for problems with large deformations, using existing DIR software. The methodology presented for preand post-operative breast DIR can be built upon and applied to tackle
other, similar problems which involve content mismatch. This occurs
for example, in cervical cancer treatment, where brachytherapy (BT),
a type of radiation therapy which involves the dose being delivered
through placement of a device (an applicator, needles or a catheter)
close to the tumor, is used, together with external beam radiotherapy [116, 156]. The challenge lies in performing DIR between patient
images during the course of the treatment, where the brachytherapy applicator/catheter, or needles are present, and images where the device
is absent.
Further, when it comes to DIR methods that tackle sliding tissues,
where often different regularization terms are used [157], multi-objective
tuning could be of added value.
We think that perhaps the biggest value of the presented multiobjective optimization approach for DIR lies in its providing an intuitive
way to inspect the effect of different DIR choices on the corresponding deformation vector fields, the entity used in all DIR applications;
radiotherapy, computer-aided diagnosis, and any type of treatment
which is based on information from different imaging modalities and
with different clinical setup. By providing a set of high-quality DIR
outcomes to choose from as well as application-tailored tools to assess their quality, a multi-objective approach can improve the clinical
translation potential for DIR.
Let us take as an example a radiotherapy application of which DIR
is a key process, namely, dose mapping and accumulation for adaptive
radiotherapy [158]. The robustness of DIR for such tasks needs improvement, as it has been shown that the choice of the DIR method and
the associated parameter settings can lead to different (often physically
implausible) deformations, and non-negligible variations in the dosimetric results [159, 160]. Using a multi-objective optimization-based
approach the relation between the parameters of the DIR method, the
DIR accuracy and the associated accumulated dose could be investigated.
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In this work, we developed and studied a new perspective on DIR
based on multi-objective optimization. We found that taking a multiobjective approach can be of added value when augmenting currently
used DIR methods, and our work shows promise as a first step towards
purely multi-objective DIR methods.
Based on our findings, we therefore believe that the eventual use of
an efficient, scalable multi-objective approach in combination with an
intuitive graphical user interface will contribute to a better understanding of DIR by the practitioners, which we consider to be something
ultimately essential for its integration in day-to-day clinical practice.
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SUMMARY

Techniques that enable combination and extraction of information from
the imaging data available for a patient are becoming increasingly
important, as imaging has become an integral part of cancer diagnosis,
treatment, and monitoring. Deformable image registration (DIR), i.e.,
the process of deforming one image to match another image, is one
of those techniques, since it allows, for example, to combine information from multiple imaging modalities, align image data acquired in
different patient orientation, or capture patient anatomy changes over
time.
Performing DIR consists of finding the optimal non-linear transformation to deform one image onto the other; such an optimal transformation should lead to a high degree of similarity between the two
images, through an anatomically plausible deformation. The currently
used DIR methods typically aim to find the optimum for a predefined
trade-off between image similarity and anatomical plausibility, as determined by the amount of deformation (with too little deformation, the
transformation is likely anatomically plausible, but image similarity
may be poor; allowing more deformation likely improves the situation, but at some point, the gain in image alignment requires so much
deformation, the transformation is no longer anatomically plausible).
However, in practice finding the clinically desired transformation is
very challenging for the DIR methods, as the final result often depends
on multiple parameters of the method, which include parameters that
define the trade-off. These parameters are typically empirically tuned,
and can vary a lot between cases. It is furthermore difficult for DIR
methods to capture large anatomical changes when present in the
images (due to, for example, different patient positioning) or when a
structure is present in one image but not present in the other. These
challenges are some of the obstacles limiting the usage of DIR in dayto-day clinical practice.
In this thesis, we proposed taking a new perspective on DIR based on
multi-objective optimization. Using this perspective, we did not model
DIR as a problem that has one, unique solution (i.e., one optimum), but
as a multi-objective problem, which has a set of solutions representing
high-quality trade-offs between the DIR objectives (such as, but not
limited to, image similarity and deformation, as mentioned before)
that can be considered equally important. To find such a set of highquality trade-off solutions, we employed evolutionary algorithms (EAs),
a state-of-the-art family of algorithms for multi-objective optimization.
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We applied this multi-objective approach to DIR problems that arise
in breast cancer treatment. Solving breast DIR problems can provide
clinical benefit, e.g. to use diagnostic scans for surgery planning, but
is also very challenging, due to the large deformations present. The
first DIR problem involving a large deformation concerns registration
of magnetic resonance imaging (MRI) of patients in prone position
(i.e., lying on their stomach) to supine position (i.e., lying on their
back). The MRI taken for diagnostic purposes is in prone position
and with use of a contrast agent, enabling better tumor visualization.
The contrast-enhanced MRI is only possible in prone position, due to
the reduced breathing motion artifacts. Using DIR to align the highquality prone MRI to the supine MRI can improve tumor localization
during surgery, where the patient is in supine position. The second
problem we considered is DIR of computed tomography (CT) images
before and after breast-conserving surgery, which would allow the
clinicians to understand how the anatomy of the patient has changed
and help them in making a more accurate radiation treatment plan
after surgery. This problem is particularly challenging because of the
content mismatch: the tumor is present in the pre-operative CT but
absent in the post-operative CT.
In Part I, we employed EAs as a tool to first gain insights into our
multi-objective perspective on DIR, and second, to find ways to improve
the way DIR methods are fine-tuned prior to use in clinical practice for
problems with large deformations and content mismatch. In Chapter
2, we investigated the interplay between DIR method parameters and
DIR outcome quality, for easy (prone-prone DIR) and for hard (pronesupine DIR) problems. More specifically, we employed a multi-objective
EA to optimize the DIR method parameters, yielding a set of trade-off
solutions for each breast DIR case. In this way, we were able to observe
the relation between the DIR method parameters and DIR outcome
quality. We saw that for easy problems, the interplay between parameters and DIR outcome quality is sensible enough, thereby allowing for
manual parameter tuning to be feasible. For harder problems, however,
such as prone-supine DIR, manual tuning is not feasible, since the interplay between parameters and the DIR outcome is not insightful, and
multi-objective parameter tuning, which results in a set of high-quality
DIR outcomes, is necessary.
Since, however, we saw that this multi-objective approach to parameter tuning is computationally expensive, performing it for each instance
of a DIR problem in clinical practice would not be always feasible.
Therefore, in Chapter 3, we investigated how to perform this process
only once, i.e., by computing a multi-objective class solution, i.e., a
set of parameter configurations that can be straightforwardly used to
obtain sets of high-quality DIR outcomes when used on any case of a
specific DIR problem (a so-called class solution). We saw that comput-
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ing multi-objective class solutions is feasible, that lead to high-quality
DIR outcomes for prone-prone DIR, as well as prone-supine DIR problems with limited deformations (quantified as such by a smaller initial
displacement of markers on the breast surface).
The multi-objective approach yielded sets of high-quality solutions,
but it was crucial to know whether the preferred solution of such a
set of trade-off solutions could be actually identified and selected by
a practitioner. Therefore, the next step was to develop an intuitive
visualization tool in order to study the solution selection process. In
order to develop such an intuitive visualization for sets of solutions for
three objectives, which are often irregularly distributed, in Chapter 4
we employed a multi-objective EA method that maps and redistributes
the sets of solutions more uniformly onto a simplex, enabling solution
navigation. In Chapter 5, we incorporated these visualizations into
tailor-made software for solution selection. We tested the feasibility
of solution selection for prone-prone and prone-supine DIR problems,
with radiologists and radiation oncologists. The participants in this
pilot study were able to easily and efficiently identify the preferred
DIR outcome for each case. They furthermore rated the usability of the
software highly, allowing us thereby to conclude that translation of a
multi-objective approach in clinical practice can be achieved.
In Chapter 6, we proceeded to investigate a way to improve DIR for
the hardest problem considered in this work, namely pre- to postoperative CT registration. We first augmented the traditional DIR
method with a pre-processing step which explicitly simulated the
tissue excision during surgery. We then applied the multi-objective
tuning approach of Chapter 2 to optimize not only the parameters of
the traditional DIR method, but also the parameters that define the
shape and location of the excised tissue. Even though there were no
significant differences in DIR accuracy between the augmented DIR
method and the traditional DIR method alone, only by using the augmented DIR method it was possible to obtain results with plausible
deformations.
In Part II of the thesis, we investigated using multi-objective optimization as a component of a fully multi-objective DIR method, i.e.,
a method that searches directly for a set of optimal transformations
that align the two images. We advanced the development of an already
introduced direct multi-objective optimization approach for DIR, which
had been applied to 2D images. To enable going from 2D to 3D, we
first needed to explore ways to improve the computational efficiency
of the optimization algorithm. As a step in that direction, in Chapter
7 we investigated whether gradient information, the use of which is
well-established and used in current DIR methods to speed up convergence, could be beneficial also in the multi-objective approach. We
did so by comparing three multi-objective optimization algorithms:
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one gradient-free EA, one algorithm that uses only the gradient, and
a hybrid combination of the two. We observed that the hybrid EA
had the best convergence speed, but if allowing enough computational
resources the EA alone would obtain a set of more clinically interesting
solutions. Therefore, in Chapter 8 we investigated different ways to better exploit the gradient information within the hybrid EA. Even though
the diversifying techniques we employed did yield improved results
from an algorithmic perspective, they did not yield more interesting
solutions from a clinical perspective, leading us to conclude that the
gradient-free EA is currently the most promising way of performing
multi-objective DIR.
All in all, in this thesis we studied a novel perspective on DIR, which
can be used to derive insights and improve the fine tuning of current
DIR methods, improving their clinical use for DIR problems with small
deformations. Further, we made first algorithmic steps towards new
ways of performing DIR from a multi-objective perspective, for hard
registration problems.

S A M E N VAT T I N G

Medische beeldvorming is een integraal onderdeel van de diagnose,
behandeling en monitoring van kanker. Dit proefschrift gaat over vervormbare beeldregistratie (Deformable Image Registration, DIR), dat wil
zeggen het vervormen van één afbeelding om deze uit te lijnen met een
andere afbeelding. DIR is nodig om informatie uit meerdere beelden
van dezelfde patiënt te kunnen combineren. De vervorming moet echter
wel anatomisch plausibel zijn. In bestaande software hangt de afweging tussen een optimale uitlijning en anatomische plausibiliteit af van
meerdere parameters, die doorgaans handmatig worden ingesteld. Het
is met name moeilijk voor bestaande DIR-methoden om met grote
anatomische veranderingen om te gaan, zoals bijvoorbeeld vanwege
een verschil in ligging (op de buik of op de rug) van de patiënt of door
medische ingrepen (bijvoorbeeld chirurgie). Vanwege deze obstakels is
het gebruik van DIR in de dagelijkse klinische praktijk beperkt.
In dit proefschrift hebben we een nieuw perspectief op DIR onderzocht op basis van optimalisatie met meerdere doelen (multi-objective
optimization). Vanuit dit perspectief heeft DIR niet één unieke oplossing,
maar een verzameling van oplossingen waarin elke oplossing een andere afweging representeert tussen bijvoorbeeld de mate van uitlijning
(beeldovereenkomst) en de anatomische plausibiliteit (hoeveelheid vervorming). Om een dergelijke verzameling van oplossingen te vinden,
gebruiken we Evolutionaire Algoritmen (EAs), die in veel gevallen de
state-of-the-art vormen voor multi-objective optimization. We hebben
ons gericht op DIR-problemen rond borstkanker.
Het eerste probleem betreft de registratie van Magnetic Resonance
Imaging (MRI) beelden van patiënten in buik- en rugligging. Het diagnostische MRI beeld wordt namelijk in buikligging gemaakt, met
de borsten in een speciale houder. Dit geeft de beste visualisatie van
de tumor omdat het borstweefsel in deze houding uitgerekt is en er
minder ademhalingsbeweging van de borst optreedt. Operaties worden
echter in rugligging uitgevoerd. Het gebruik van DIR om het diagnostische MRI beeld te vervormen zodat deze uitgelijnd wordt met een
MRI beeld in rugligging ten behoeve van de planning van de chirurgie,
kan de tumorlokalisatie tijdens de operatie verbeteren.
Het tweede probleem betreft de combinatie van Computed Tomography
(CT) beelden voor en na borstsparende chirurgie; waarbij de tumor plus
een stukje omliggend weefsel wordt verwijderd. Kennis over de oorspronkelijk plaats van de tumor helpt namelijk om een nauwkeurigere
bestraling na de operatie te realiseren. Dit DIR probleem is bijzonder
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uitdagend vanwege het verschil in inhoud: de tumor is aanwezig in het
pre-operatieve CT beeld maar afwezig in het post-operatieve CT beeld.
In Deel I hebben we EAs gebruikt om de mogelijkheden van bestaande
DIR-methoden te bestuderen. We zagen dat voor eenvoudige problemen (het registreren van twee MRI beelden gemaakt in buikligging)
het samenspel tussen parameterinstellingen en de kwaliteit van DIRresultaten redelijk rechttoe-rechtaan is, waardoor handmatige parameterafstemming mogelijk is. Echter, voor moeilijkere problemen (het
registreren van een MRI beeld gemaakt in buikligging naar een MRI
beeld gemaakt in rugligging) werkt handmatige parameterafstemming
niet. In dit geval biedt het gebruik van multi-objective optimization
een semi-automatische manier van parameterafstemming die wel werkbaar is. Omdat deze aanpak echter heel veel computertijd nodig heeft,
hebben we onderzocht of dit proces voor een groep van patiënten
eenmalig kon worden opgelost. Dit bleek inderdaad mogelijk, echter
niet voor de moeilijkste gevallen (met erg grote vervormingen). Om
te onderzoeken of een gebruiker uit de resulterende verzameling van
oplossingen de gewenste oplossing kan selecteren, hebben we vervolgens een intuïtief visualisatiesysteem voor de selectie van oplossingen
ontwikkeld en getest met radiologen en radiotherapeut-oncologen. De
deelnemers aan deze pilotstudie konden gemakkelijk en efficiënt de
gewenste DIR-oplossing identificeren. Ze gaven bovendien een hoge
beoordeling aan de bruikbaarheid van de software, hetgeen de translatie van een multi-objective aanpak voor DIR naar de klinische praktijk
een stap dichterbij brengt. Ten slotte hebben we een EA gecombineerd
met een traditionele DIR-methode en een expliciete simulatie van het
verwijderen van de tumor met omliggend weefsel tijdens borstsparende
chirurgie. Dit stelde ons in staat om multi-objective optimization te
gebruiken voor zowel de parameterafstemming van de DIR-methode
als voor het bepalen van de vorm en locatie van het verwijderde weefsel.
Vergeleken met de resultaten van enkel de traditionele DIR-methode
was het haalbaar om met deze gecombineerde aanpak meer plausibele
vervormingen te behalen.
In Deel II van dit proefschrift hebben we grondslagen onderzocht
voor een volledig nieuwe multi-objective DIR-methode. Om de rekenefficiëntie van het EA te verbeteren hebben we onderzocht of multiobjectieve gradiëntinformatie kan worden gebruikt. We merkten op dat
het EA met gradiëntinformatie de beste convergentiesnelheid had, maar
dat het EA zonder gradiëntinformatie bij voldoende computertijd de
klinisch meest interessante oplossingen gaf. Daarna hebben we andere
manieren onderzocht om de gradiëntinformatie te benutten, die echter
geen klinisch interessantere oplossingen opleverden, waardoor we concluderen dat de gradiëntvrije EA momenteel de meest veelbelovende
techniek voor multi-objective DIR blijft.
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We hebben in dit proefschrift een nieuw perspectief op DIR bestudeerd.
Dit heeft geleid tot een nieuwe methode voor de parameterafstemming
in huidige DIR-methoden, waardoor deze beter werken met grote
vervormingen. Verder hebben we belangrijke stappen gezet om DIR
vanuit een multi-objective perspectief uit te voeren, en laten zien dat
dit met name voordeel heeft voor moeilijke registratieproblemen.
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