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“Déjà vu: Motion Prediction in Static Images.”
Springer International Publishing, 2014. 172-187.
Proceedings of the European Conference on Computer Vision (ECCV), 2014.
• S. L. Pintea — All aspects of the paper.
• J. C. van Gemert — Guidance and technical advice.
• A. W. M. Smeulders — Insights and supervision.

(ii) S. L. Pintea, P. S. M. Mettes, J. C. van Gemert, and A. W. M. Smeulders.
“Featureless: Bypassing Feature Extraction In Action Categorization”
Proceedings of the International Conference on Image Processing (ICIP), 2016.
• S. L. Pintea — All aspects of the paper.
• P. S. M. Mettes — Helped with the implementation.
• J. C. van Gemert — Guidance and technical advice.
• A. W. M. Smeulders — Insights and supervision.
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PRELUDE

The main focus of this work is learning the continuity present in the world, and
specifically, the visual world. Continuity is the property of something being
unbroken, uninterrupted, without gaps. We start by discussing the idea of
continuity and its encounters in the everyday world in a multitude of fields such
as evolution theory, psychology, number theory and philosophy, and analyze how
these ideas can be found back in computer vision.
Before we get to the heart of the matter, we note that continuity is an
important basic principle of our reason to be. We learn about the world we live in,
and we pass this information down to the next generations in our adapted genes
or in our social conventions. This continuous learning is evolution. The individual
is insignificant, but the corresponding genetic information is priceless [Dawkins,
2006, Holland, 1998]. For humans, as short-lived beings, the thought of the
world being continuous is reassuring, because we can continue living through our
“memes” [Dawkins, 2006] — physical offsprings or intellectual offsprings. If we
cannot accept oblivion, we must pursue a form of continuity.
The idea of continuation through adaptation can be related to the idea
of change — the world is in continuous change. Survival is possible because
change is possible. Change, in its most obvious form, is present in the everyday
dynamics of the entities in the world. In the context of this thesis, we analyze
this continuous aspect of the world — motion learning.
From another perspective on continuity, the “theory of continuity in life”
[Atchley, 1989] claims that people at adult stages maintain their beliefs, ideas and
personality acquired throughout life. Inconsistent behavior would be associated
with a personality or mental disorder. It is expected to use past experience and
knowledge in taking decisions about the future.
This idea is consolidated in machine learning, in sequential models such
as HMM (Hidden Markov Models) and sequential decision making processes,
as the Waldboost method discussed in the context of feature learning in this
thesis. Here, the previous knowledge affects the prediction at the current step.
Moreover, the RNN (Recurrent Neural Networks) [Francesco et al., 2015, Gregor
et al., 2015,Weninger et al., 2015], and more specifically LSTM (Long Short-Term
Memory) networks [Gers et al., 2000, Stollenga et al., 2015], relying on the same
principle of continuity, have received considerable attention recently due to their
effectiveness when dealing with sequential data.
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An old and very fundamental description of the world around us, is to
count things. Although straightforward at first sight, there is a necessary division
between the countable discrete numbers and the uncountable real numbers, used
to define
√ continuous variables. In the history of number theory, the discovery
of the 2 as a number has caused one of the first crisis, as it turned out to be
irrational — it cannot be defined as a ratio of integers and its digits are infinite
while never repeating [Von Fritz, 1945]. The acceptance of the unboundedness
of the world has always led to progress once the first challenges, implied by a
new way of thinking, have been overcome. In the mathematical formalism of a
function, continuity is defined by the fact that very small changes in the input
of the function will cause very small changes in the output of the function —
requiring the notion of a limit. A continuous function can be infinitely divisible.
This work focuses precisely on learning these continuous functions. In
computer vision, the acceptance of the continuity, leads to the design of stronger
models, which give the machine more competence and more descriptiveness in
processing the input visual information.
In computer science we have artificially discretized the world. We have
based our machines on the 0/1 dichotomy, thus, limiting their representational
power. Research has not manage to invent yet the positronic brain [Clarke, 1993]
where the continuity is implemented in the actual hardware of the machine brain,
responding to electric impulses and processing continuous inputs and outputs
with the speed of reaction of a human and accuracy of a machine. We are far
from such designs, where the actual hardware of a machine is based on continuity,
yet a first step is to enforce the focus on continuous principles in the software.
Wittgenstein analyzes the continuous versus episodic forms of visual perception [Kalpokas, 2015]. He calls the continuous visual perception to be the one
in which a person looking at an image recognizes continuously the same entity
in the image. The episodic visual perception occurs when a person perceives
something different in the image for a short duration of time. Essentially, this is
the process of hallucinating artifacts into images. In the context of this thesis,
visual hallucination has been studied in computer vision [Karsch et al., 2011].
In [Torralba and Freeman, 2012] the hallucinated shadow on the wall is explained
as the outcome of a very basic pinhole camera created by the window. This thesis
also focuses on visual hallucination — hallucinating motion in static images.
When things receive their names, the individual entities in the world
are discrete, yet their characteristics and attributes and their interactions are
continuous. If we want to describe the world through the eyes of the machine, we
cannot limit ourselves to discrete classes — entities. If we limit the description
of the world to discrete values, we abandon the beauty of life. The charm is in
the things we cannot pinpoint, that we cannot bin, we cannot limit. There is
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always more to learn from the things that we cannot fully capture in discrete
words. The philosophical ideas present in the literature, are strongly connected
with the ideas in computer vision. One such idea is the matter of discrete versus
continuous, which has received a considerable amount of attention. Aristotle
defines ten higher order categories: “substance”, “quantity”, “quality”, “relative”,
“where”, “when”, “being-in-a-position”, “having”, “doing”, “being affected”. For
the “quantity” category, he makes the distinction between continuous and discrete.
The continuous part of “quantity” led to the topic of infinity and infinitely divisible
quantities [Cooke et al., 1938]. The “relative” category encompasses the relations
between entities. These are, by nature, characterized by continuity. The world is
not dichotomous — no absolute evil or good, therefore, the “goodness” feature of
objects cannot be binary either.
We have analyzed a multitude of aspects of continuity present in everyday
world. We conclude that the world is characterized by continuity, starting from
the everyday interactions of its entities to the actual essence of life, as supported
by Leibniz — “Natura non facit saltus” [Leibniz et al., 1996] (nature does not
make jumps).
In the chapters of this thesis, we focus in detail on different ideas encountered
in different fields discussed above. We have picked the topic of visual hallucination
in the context of motion prediction, the topic of using past knowledge to make
present decisions in the context of visual feature learning, the idea of continuous
“quantities” such as motion, the idea of learning “relative” attributes focused on
relations between entities, such as “importance” or “goodness”, and the idea of
continuity enabling descriptiveness.

11

1
INTRODUCTION

Continuity is an essential part of the world, the visual world. Computer vision
aims at allowing the machine to deal with visual data. Inasmuch as this thesis is
concerned with computer vision problems, we must accept the innate continuity
of some of these problems. Therefore, the idea of continuity in computer vision
leads to continuous learning through sequential decision making and regression.
Machine learning research brought forth regression — “the goal of regression
is to predict the value of one or more continuous target variables t given the value
of a D-dimensional vector x of input variables” [Bishop, 2007]. The regression
models can be split into a few categories, depending on how the learning problem
is approached: linear regression, boosted-regression, neural networks and kernelbased regression [Bishop, 2007]. The term “regression” is used for the first time
by Francis Galton in 1885, in his work [Galton, 1885] while discussing the height
of humans. Once the field of “machine learning” has been officially formalized, in
1959 by Arthur Samuel [Samuel, 1959], continuity and regression have received
due attention. A main focus of this thesis is regression.
The overall aim of this work is to stay true to the inherent nature of
problems approached, and treat them as such. Starting from the assumption
that the world is characterized by continuity, the main question of this work is:
Can we learn continuous functions in computer vision?
Nowadays, deep neural networks are bridging the gap between continuous
and discrete. The famous neural network proposed by Gerald Tesauro in 1994
[Tesauro, 1994] was the first to challenge the human abilities, and it was trained
to play backgammon at a competitive level. At the moment, deep neural networks
are used to oppose world-wide champions in the game of go [Silver et al., 2016],
which involves a much larger search space than a backgammon game. They are
still to be applied more extensively to continuous learning problems, as their
main objective remains categorization [Iandola et al., 2016, Krizhevsky et al.,
2012, Rastegari et al., 2016, Szegedy et al., 2015, Vinyals et al., 2015]. However,
in this thesis the kernel-based regression approaches, and specifically Gaussian
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Processes [Rasmussen, 2006], are a central topic. The Gaussian Processes have
been used in the field of geostatistics under the name of kringing. They are tightly
related to other learning methods. In [Bishop, 2007] their similarity to Kalman
filters and RBF (Radial Basis Function) networks is depicted. In [Rasmussen,
2006] the connection between Gaussian Processes and neural networks, RVM
(Relevance Vector Machine) and SVM (Support Vector Machine) are described.
The core of representing the world as being continuous is the gain in
descriptive power. When we treat continuous problems as such, we stay true to
the innate nature of the data. If we approach a continuous problem by discretizing
the targets into a fixed set of class labels, in the best case, we can only perform
as good as the discretization is. For example, if we would want to estimate the
orientation of a motion vector but we only use ranges of 10 degrees, our prediction
error will always be at least 10 degrees. Moreover, for orientation classification,
predicting 10 instead of 60 gives the same binary error as predicting 50 instead
of 60. It does not take into account that 60 is closer to 50 than to 10. Regression
deals with this better as it weights the loss accordingly. However, this comes at
the cost of having to train on more diverse data. It is important for our model
to be allowed during training to see samples that cover fairly the target space
distribution. If the training samples are all centered on only one region in the
target space, the regressor will have nothing but its prior guess as a prediction
for the unseen areas of the space. Depending on the variance of the target space
— the complexity of the problem — this may also entail needing a larger amount
of training samples. Nonetheless, the same issue can also be encountered in the
classification case, where the diversity of the examples seen during training for
each class, has a direct impact on performance.
Throughout this thesis, we focus on four directions that challenge learning
in computer vision, and in particular, the continuous learning. Not all chapters
perform continuous learning, but all of them use continuous information, and
they all test how much of the burden of the problem can be learned.
(i) Can we learn to predict continuous motion?
As mentioned in Prelude, motion is the most obvious continuous characteristic of this world. Humans can easily predict the likely direction and speed of
entities, as well as the motion of parts of these entities — the movement of the
wheels in a car, the flap of the wings of a bird. This comes from a long process
of interacting with the world and internalizing the physical laws of the world.
So the first question we focus on is: can we learn to predict human motion in a
single static image? Furthermore, chapter 2 analyzes the claim that the motion
is locally consistent. Therefore, the first question answered in this thesis is: can
we learn to predict locally consistent human motion in a single static image?
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(ii) Can we learn to approximate continuous importance ratings in
an efficient manner?
The second interesting aspect of learning in computer vision is learning the
visual representation. Standardly, the video recognition approaches follow a three
step procedure: extracting frame features, aggregating these features into a final
representation and, using this representation for categorization. The aggregation
can be represented by either first-order frequency statistics as in the traditional
bag-of-words model [Csurka et al., 2006, Sivic and Zisserman, 2003], or by second
and third order statistics as in the Fisher representations [Perronnin et al., 2010].
The second question we focus on, is can we discard the features and learn their
importance instead? Can the learning take over the feature extraction step?
Rather than thinking of better ways to represent images, can we just discard the
problem all together and learn statistics of virtual features? More specifically,
chapter 3 answers the question: can we, in one step, go from raw image pixel
values to the final representation?
(iii) Can we learn continuous goodness ratings of object proposals?
The measure of “goodness” of an entity, is a “relative” notion, as discussed
in Prelude. Therefore, the third question is: can we learn the “goodness” —
informativeness — in the context of object proposals? The generation of object
bounding box proposals for object localization, has been the focus of works such
as [Alexe et al., 2010, Cheng et al., 2014, Krähenbühl and Koltun, 2014, Manen
et al., 2013, Rahtu et al., 2011, Uijlings et al., 2013, Zitnick and Dollár, 2014].
Consistency or agreement can be seen as indicators of “goodness”. Therefore, can
we learn the “goodness” property without looking inside of the box? Thus, the
chapter 4 of the thesis focuses on the question: can we learn “goodness” from the
consistency in position with other proposal boxes coming from different algorithms,
relying on different cues? Moreover, is consistency sufficient information to learn
proposal “goodness”?
(iv) Can we learn the variation in a continuous function?
When considering continuous learning in itself, the most important aspect
is being able to learn the variations presents in the target function. If we would
have large amounts of data, uniformly distributed over the complete target space,
then we would be able to learn a good model of the target function. But the
problem that arises is feasibility of the learning. The question that comes into
focus is: how can we learn the variance in the data, while not having to ensure
that we have observed numerous samples that cover the target space? Chapter
5 of the thesis tries to answer these concerns: how can we limit the number of
sample similarities estimated — kernel matrix size, while still being able to learn
the variance present in the target function?
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D É J À V U : M O T I O N P R E D I C T I O N I N S TAT I C I M A G E S

The image inserted here in the printed thesis
is not available in the digital thesis.

Living Still Life — Salvador Dali
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d éj à vu: motion prediction in static images

(a)

(b)

(b)

(b)

(b)

Figure 2.1: (a) Original still image. (b) Warps with different motion magnitude steps —
obtained from predicted motion — overlaid over original image.
When considering the possible continuous aspects of the world, motion and in
particular, human motion, is one undeniable continuous characteristic of the
world. Therefore, it is of interest to aim at learning to predict human motion.
This chapter proposes motion prediction in single still images by learning it from
a set of videos. The building assumption is that similar motion is characterized
by similar appearance. The proposed method learns local motion patterns given
a specific appearance and adds the predicted motion in a number of applications.
This work (i) introduces a novel method to predict motion from appearance
in a single static image, (ii) to that end, extends of the Structured Random
Forest with regression derived from first principles, and (iii) shows the value
of adding motion predictions in different tasks such as: weak frame-proposals
containing unexpected events, action recognition, motion saliency. Illustrative
results indicate that motion prediction is not only feasible, but also provides
valuable information for a number of applications.
2.1

introduction

In human visual perception, expectation of what is going to happen next is
essential for the on time interpretation of the scene and preparing for reaction
when needed. The underlying idea in estimating motion patterns from a single
image is illustrated by the walking person in figure 2.1. This figure is obtained
from the proposed method by warping the static image with the predicted motion
at different magnitude steps. For a human observer it is obvious what to expect
in figure 2.1: motion in the legs and arms, while the torso moves to the right.
From these clues we build our expectation. (That is the reason why the moonwalk
by Michael Jackson is so salient as it refutes the expectation.) Closer inspection
of figure 2.1 reveals that only the face, the legs and hands expose the expected
motion direction, whereas the torso cannot reveal the difference to left or to the
right. This indicates that motion is locally predictable. Therefore, for building
motion expectation we start with local parts rather than the complete silhouette.
The chapter shows that motion prediction in static images is possible
by learning it from videos and transferring this knowledge to unseen static
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Appearance descriptors on edges

Random Forest

Motion predictions per pixel

Legend

Figure 2.2: The Random Forest receives as input pairs of appearance-motion patches
and learns the correlation from the part-based appearance to its corresponding motion.
images. The proposed method does not use any localized object-class labels or
frame-level annotations; it only requires suitable training videos. We consider
a few applications of predicted motion: weak proposals of frames containing
unexpected events, action recognition, motion saliency. This work has three main
contributions: (i) a method for learning to predict motion in single static images
from a training set of videos; (ii) to that end, extension of Structured Random
Forests (SRF) with regression; (iii) a set of proposed possible applications for the
motion prediction in single static images. Figure 2.2 illustrates our approach.

2.2

related work

Adding motion to still images is also considered in SIFT flow [Liu et al., 2011],
albeit with a different goal in mind — global image aligning for scene matching.
As opposed to this work, in [Liu et al., 2011] two images are first aligned by
matching local information and, subsequently, the motion from the training frame
is transferred to the test frame. Other work visualizes motion in a static image
by locally blurring along a vector field [Cabral and Leedom, 1993] or creates a
motion sensation illusion by varying oriented image filters [Freeman et al., 1991].
In [Dai and Wu, 2008] the authors learn affine motion models from the blurring
information in the α-channel, while [Cifuentes et al., 2012] proposes a grouping
of point trajectories based on different types of estimated camera motion. The
authors of [Kitani et al., 2012] focus on trajectory prediction by using scene
information. Unlike these works, the proposed method predicts local motion by
learning it from videos.
Local methods in video-based action recognition only depend on a pair of
consecutive frames to compute the temporal derivative [Everts et al., 2013, Klaser
et al., 2008] or optical flow [Laptev, 2005, Wang et al., 2009]. Because the
temporal derivative lacks the motion direction and magnitude, this work focuses
on predicting the more informative optical flow. Next to optical flow we also
consider representing the motion as flow derivatives. These have been used
in [Dalal et al., 2006] for MBH (Motion Boundary Histograms) computation.
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Cross-modal approaches use static images to recognize actions in videos [IkizlerCinbis et al., 2009] and appearance variations in videos to predict and localize
objects in static images [Prest et al., 2012]. Similarly, we propose a cross-modal
approach: learning from videos and applying the learned model to static images.
Structured learning is suitable for this approach because motion is spatially
correlated. Therefore, it is more appropriate to consider motion-patches, rather
than look at pixel-wise motion vectors. Several structured learning approaches
are available, such as CRF (Conditional Random Field) [Lafferty et al., 2001],
Structured SVM (Support Vector Machines) [Tsochantaridis et al., 2005] or
Structured Random Forests [Kontschieder et al., 2011]. In this chapter we use
an SRF (Structured Random Forest) because it has innate feature selection and
allows for easy parallelization.
In [Kontschieder et al., 2011], the authors use SRF for semantic segmentation. Here, each feature-patch has a corresponding patch of semantic labels
instead of a single pixel label. In contrast to Kontschieder et al. [Kontschieder
et al., 2011], we predict motion in static images. Thus, we work with continuous
data (regression) where the labels are patches of measured motion vectors, not
discrete classes. Apart from solving different problems: motion prediction versus
image segmentation, we also perform different learning tasks: regression (continuous motion vectors) versus classification (pixel-level class labels). The more recent
work of Dollár et al. [Dollár and Zitnick, 2013] proposes the use of SRF for edge
detection. Rather than estimating joint probabilities for the edge-pixels — which
would be prohibitively expensive — they map their structured space to a discrete
unidimensional space on which they evaluate the goodness of each split. Contrary
to [Dollár and Zitnick, 2013], in this work the outputs are continuous motion
vectors, thus mapping from patches of continuous vectors to a discrete space is
not straightforwardly done and not without discarding useful information.

2.3

motion prediction — formalism

Closer inspection of figure 2.2 reveals that the motion magnitude and direction are
correlated with the appearance and they are consistent in a given neighborhood,
therefore the problem requires structured output rather than single pixel-wise
predictions. Thus, to learn motion from local appearance, this method uses a
structured learning approach — SRF — which is fine tuned for regression.
A random forest is composed out of a number of trees. Each tree receives
as input a set of training patches, D, and their associated continuous motion
patches — spatial derivatives of optical flow or optical flow, as in figure 2.3.(a).
Node splitting. For each node in the tree, a number of splits Ψ, are generated
by sampling: two random dimensions of the training features — F, denoted by
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{

=

,

(x 8 | t1 )

,..}

Feature

0

(x 1 | t1 )
1

(x 8 | tT )

p2

p1

Ψ

Left child

(x1 | tT )

Predict in all trees, ti , at all positions, x i

Right child

(a)

(b)

Figure 2.3: (a) Random Forest splitting: pixel-wise variance over the continuous motion
vectors is estimated for all the training samples and all the splits. (b) Motion prediction
in neighborhood: the neighbors of the current patch contribute to the final prediction at
the current location due to overlap.
p1 and p2 , a random threshold t and a split type that is randomly picked out of
the following four split types:
Ψ1 = F( p1 ) ≥ t

Ψ3 = F( p1 ) − F( p2 ) ≥ t

(2.1)

Ψ2 = F( p1 ) + F( p2 ) ≥ t

Ψ4 =| F( p1 ) − F( p2 ) |≥ t.

(2.2)

Each generated split, Ψ, is evaluated at every training sample in the set D. This
decides if the sample goes to the left child, containing the values larger than t or
to the right child with values lower than t.
Split Optimization. At each node, the best split — Ψ∗ — is retained. The
quality of a split is often evaluated by an information gain criterion [Breiman,
2001, Kontschieder et al., 2011]. Alternatively, [Fanello et al., 2014] optimizes the
splits by minimizing a problem-specific energy formulation. Unlike in the common
RF problems, here the predictions are continuous optical flow/flow derivative.
This entails an SRF regression — which is based on a motion similarity measure.
In [Hastie et al., 2001], continuous predictions in the RF are approached
by estimating the best split as the one corresponding to the smallest squared
distance to the mean in each node. Despite its simplistic nature, the use of
variance for regression in RF is also indicated as effective in practice in [Criminisi
et al., 2012, Dollár and Zitnick, 2013]. In this case, the predictions are motion
patches rather than single labels, which requires a measure of diversity of patterns
inside these patches. For this purpose, we use pixel-wise variance:
VS Ψ =

X
x∈SΨ

1 X
| P | i∈P

PD
j

( xij − µij )2

| SΨ | −1

,

(2.3)
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where SΨ ∈ {LΨ , RΨ } is the left/right child node, P is the set of pixels in a patch
j
— x, D is the number of dimensions (i.e. the 2 flow components) and µi is the
mean motion at pixel i and dimension j.
Consequently, the best split is the one characterized by minimum variance
of patch patterns inside the two generated children:
Ψ∗ = argminΨ

VL Ψ | L Ψ | + VR Ψ | R Ψ |
,
| LΨ | + | RΨ |

(2.4)

where VLΨ /RΨ are the variances of the two child nodes (eq. 2.3). The weighting by the node sizes is regularly used in RF to encourage more balanced
splits [Kontschieder et al., 2011].
Edge features. The features used are patch-based HOG descriptors extracted
over the opponent color space [Van De Sande et al., 2010]. Given that motion can
only be perceived at textured edge-patches (the aperture problem), we make the
choice of extracting training patches for the SRF along the edges. This reduces
the number of samples by retaining only the relevant set of patches in terms of
motion perception.
Worst-first tree growing. For stopping the tree growing and deciding to create
a leaf, it is customary to threshold the variance (defined in eq. 2.3) [Breiman,
2001, Criminisi et al., 2012, Kontschieder et al., 2011]. Rather than deciding to
stop only based on variance thresholds, which can be cumbersome for different
classes: i.e. classes with larger motion magnitudes such as running or jogging
have inherently higher motion variance than classes such as boxing, we can impose
a limit on the number of leaves we want in each tree.
[Shotton et al., 2013] proposes the use of directed graphs for decision
making. These graphs are iteratively optimized by alternating between finding
the best splitting function and finding the best child assignment to parent nodes.
Unlike here, the proposed “worst-first” tree growing changes the order in which
the nodes are visited, but not the topology of the trees. At each timestep the
worst node — with the highest variance as defined in equation 2.3 — is chosen to
be split next. Finally, when the number of terminal nodes reaches the number of
desired leaves, the splitting process ends and all terminal nodes are transformed
into the leaves of the tree.
By following this procedure we ensure that the more diverse nodes are split
first, thus allowing for a fairly balanced tree at stopping time — when the desired
number of leaves is reached. Given that the data is more evenly split, this can
be seen as a measure against overfitting as well as a speedup.
Leaf patch. A leaf is created when all the patches in one node have a similar
pattern. To enforce this, one can threshold the variance measure defined in
equation 2.3 or additionally, as discussed above, grow the trees in a worst-first
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(a) Patch 11 × 11

(b) Patch 32 × 32

(c) Original flow

(d) Corrected flow

Figure 2.4: (a) & (b) Patch size selection: small patch sizes fail to capture motion
direction, while large ones are more error prone. (c) & (d) Camera motion correction —
section 2.6.3: (c) original Farnebäck flow estimation, (d) affine corrected flow estimation.
manner and select a desired number of leaves. At the point when a leaf node
is created, it contains a set of patches, that are assumed to have a uniform
appearance. Thus, we define the leaf prediction as the average over the patches
in the node. This is a common approach for regression RF [Criminisi et al.,
2012, Hastie et al., 2001] and, despite its simplicity, proves effective in practice.
Motion Prediction. Given an input test appearance patch, the goal is to
obtain a motion prediction, x∗ , from the trained SRF. For this, the method first
evaluates at each edge-pixel in the image the most likely prediction over the trees
of the SRF. Following the approach of [Criminisi et al., 2012, Hastie et al., 2001]
P
we define the prediction over trees as the average patch: x∗ = |T1 | x∈T x, where T
is the set of tree predictions at the current position. At last, because the patches
overlap as shown in figure 2.3.(b), the final prediction at each pixel position is
the average over all overlapping predictions at that position.

2.4

motion prediction — learning and features

SRF patch size selection. All experiments use the same patch size for features
and for motion. Figures 2.4.(a) and 2.4.(b) show that a small patch size would
fail to provide an indication for the expected motion direction. On the other
hand, large patch sizes would be prone to prediction mistakes since full-body
poses are characterized by larger motion diversity, thus, harder to learn than
local patches. We have experimented with different patch sizes, and found a
patch size approximately 5 times smaller than the maximum image size to be a
reasonable size.
Training features and labels. The model learns motion from static appearance
features at Canny edges to avoid the aperture problem. Motion is represented
by dense optical flow, and optical flow derivatives respectively, measured at
every pixel in the patch. For flow estimation we use the OpenCV library1 . One
opponent-HOG descriptor is extracted over each training patch. Each HOG
1 http://opencv.org
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computation uses 2×2 spatial bins, 9 orientations and has 3 color-channels.
SRF parameter settings. The SRF uses 50 iterations per node during training
and another 10 for finding the optimal threshold (eq. 2.2). Given that the patchfeatures have 108 dimensions, the number of iterations — usually set to the square
root of the number of feature dimensions — is sufficient. All trees are grown in
the “worst-first” manner until a number of 1,000 leaves is reached, additionally
leaves are created when the variance (eq. 2.3) goes below a 0.1 threshold. Each
tree in the SRF is trained on 20 random pairs of sequential frames.
2.5

evaluating motion prediction

This section focuses on evaluating the SRF motion predictions with respect to
measured and ground truth video motion. The goal of this experiment is to
test the ability to learn motion from appearance. For evaluation, we use both
KTH [Schuldt et al., 2004] and Sintel [Butler et al., 2012] datasets. The choice
for the simplistic KTH dataset is motivated by its laboratory setting providing
limited appearance variations and reliable optical flow measurements — limited
to no camera motion.
Setup. We use the KTH dataset where the data is split in the standard manner [Schuldt et al., 2004]. From each video we retain only a set of 20 sequential
frames. We compare the motion predictions against measured flow on the complete data — trainval and test. For each one of the 6 classes we train an SRF
regressor containing 11 trees. We train SRFs on the training set and use them
to predict on the validation set and vice versa. Finally, we merge the SRFs of
the two sets and use them for predicting on the test. Given that we extract
motion patches along the Canny edges, we evaluate the motion predictions at
the edge points. We use the standard optical flow error estimation — EPE
(End-Point-Error) — which computes the Euclidian distance between the end
point of the measured OF and the predicted one. We also evaluate the direction of
predicted flow by computing the cosine similarity between the prediction and the
measurement: √ x2 1 x22+√y1 y22 2 . The orientation of the flow is estimated as the angle
x1 +y1

x2 +y2

between the prediction and the measured OF on the half-circle: √ |x2 1 x22+√y1 y22 |
x1 +y1

x2 +y22

.

Evaluation. Figure 2.5 depicts a few examples of measured motion comparative
to predicted motion and their corresponding flow maps. Noteworthy here is
that the predicted motion is realistic and in agreement with the expectation of
the observer. Moreover, the flow maps for the measured flow are similar to the
flow maps of the predicted motion. Table 2.1 shows that for jogging, running
and walking the EPEs are lower than the 0-prediction and also on average the
predicted motion is better than the 0-EPE. While looking at the direction estimation, one can see that the first 3 classes are quite often wrong — due to the
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(a)

(b)

(c)

(d)

(e)

Figure 2.5: (a) Original image. (b) Measured optical flow vectors. (c) Predicted optical
flow vectors. (d) Measured flow map. (e) Flow map of the predictions (colors of the flow
map following [Max et al., 1994]).

characteristic bidirectional motion. On the other hand, the orientation of the
flow is considerably better (closer to 100%) especially for the last 3 classes that
involve larger motion magnitudes — jogging, running and walking.
Impact of flow algorithm. Table 2.2 shows the average scores over the classes
when the training of the SRFs is based on different existing flow algorithms.
Farnebäck and Simple Flow are characterized by smaller errors in both flow
magnitude as well as flow direction and orientation — Simple Flow has a 10%
relative gain over the 0-baseline in magnitude while Farnebäck gains a 3% over
the 0-baseline. Yet the direction of the prediction is more often correct when
training on Farnebäck flow.
We run an additional experiment on the Sintel dataset [Butler et al., 2012]
for which ground truth flow is provided. We have retained 10 frames out each
training video for learning the SRF and used the rest for testing. We have trained
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Edge EPE

0-Edge EPE

Edge
direction

Edge
orientation

Boxing
Clapping
Waving
Jogging
Running
Walking

1.23 px
1.13 px
1.65 px
4.51 px
8.41 px
3.90 px

1.21 px
1.08 px
1.59 px
4.61 px
8.62 px
3.92 px

3.86 %
1.18 %
-0.49 %
14.39 %
26.68 %
10.80 %

66.60
65.80
67.52
76.52
77.02
72.17

Avg.

3.47 px

3.50 px

9.40 %

70.94 %

%
%
%
%
%
%

Table 2.1: Predicted EPE (End-Point-Error) at the Canny edges compared to the EPE
of the zero prediction. Cosine similarity at edge-points for direction estimation. Cosine
similarity at edge-points using the angle on the half-circle for orientation estimation.
The direction and orientation should be as close as possible to 100%.

only one SRF containing 11 trees where each tree was trained on maximum
20 randomly sampled frame pairs. We have compared the predictions of the
SRF when using the ground truth flow with the measured flow for both Simple
Flow and Farnebäck. The scores are computed with respect to the ground truth
flow. Table 2.3 displays the results. Predicted flow outperforms Farnebäck
measurements in terms of edge EPE, while the direction of the predicted flow is
often correct.
Comparison with other learning methods. Table 2.4 compares the SRF
motion predictions on the KTH data with motion predictions obtained by training
a pixel-wise SVR (Support Vector Regressor) with linear kernel and pixel-wise
least squares regression. We train a separate regressor for the x and y coordinates
of the flow. The SRF obtains the smallest error — 3% relative gain over the 0

Horn-Schunck
Lucas-Kanade
Farnebäck
Simple Flow

Edge EPE

0-Edge EPE

Edge
direction

Edge
orientation

4.25 px
3.18 px
3.47 px
0.91 px

4.21 px
3.22 px
3.50 px
1.01 px

02.72 %
08.30 %
09.40 %
18.30 %

65.69 %
70.03 %
70.94 %
70.08 %

Table 2.2: Average scores over classes at the Canny edges compared to the scores of the
zero prediction when the training of the SRFs uses different flow algorithms: Farnebäck,
Horn-Schunck, Lucas-Kanade, Simple Flow.
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Edge EPE
Edge direction
Edge orientation

SRF prediction

Simple Flow

Farnebäck

11.46 px
38.64 %
73.45 %

09.26 px
71.18 %
80.88 %

14.42 px
71.26 %
84.63 %

Table 2.3: Average scores over classes on Sintel data estimated at Canny edges. The
measured Farnebäck and Simple Flow are compared to the SRF predictions.

Edge EPE

0-prediction

SRF

SVR

Least squares

3.50 px

3.47 px

5.02 px

6.09 px

Table 2.4: Average EPE over classes on KTH data estimated at Canny edges when all
methods are trained on Farnebäck flow.

baseline while the other two methods perform worse than the 0-baseline. This
experiment ascertains the need for a structured learning regression method.

2.6

applications of motion prediction

In this section, we bring forth a few possible uses of the predicted motion. One
could consider other applications, as this is not a complete list of tasks that
could benefit from motion prediction. Application 1 gives an illustration of
weakly detecting unexpected events in videos. Application 2 evaluates how far
off is the predicted motion from the measured motion in the context of action
recognition. Application 3 focuses on the gain of adding motion prediction to
action recognition in still images, while application 4 proposes a method for
motion saliency in static images.

2.6.1

Application 1 — Illustration of finding unexpected events

This application shows a possible use of the motion prediction — finding unexpected events. We do not present this as an end goal of the proposed motion
prediction method, but rather as an illustration of its usefulness. Given an SRF
trained on a set of videos, one could use the SRF to obtain motion predictions at
each frame in a given unseen video. If the EPE between the measured motion
vectors and the predicted ones is large, it can be assumed that a motion that has
not been seen before in the training data occurs at some point in the video.
Setup. For speed considerations, the SRF uses 3 trees. The training videos
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Figure 2.6: EPE between measured flow at previous frame and current frame in blue.
EPE between measured flow at current frame and predicted flow at current frame in red.
The two graphs are centered on 0 for illustration purpose. Images containing unexpected
motion together with their associated EPE heatmaps are displayed on top.

are queried from the TRECVid (TREC Video Retrieval Evaluation) [Smeaton
et al., 2006, Van Gemert et al., 2009] development set. The frames are resized
to maximum 300 px. We obtain motion predictions at each frame in the test
video and compute the EPE score between the measured Farnebäck optical flow
and the predicted flow. We retain the frames whose EPE scores are over one
standard deviation from the mean. The same procedure is repeated for the
baseline comparison, but this time by computing the EPE between the motion
at the previous frame and the current frame.
Evaluation. Figure 2.6 displays the EPE error over the video frames, with
respect to both previous frame and predicted motion. Frames containing interesting motion are displayed together with their corresponding EPE heatmaps.
The video contains a catwalk show during which one person falls through the
floor — unexpected event. Noteworthy is that the predicted motion graph is
reasonably similar to the one based on the errors to the previous frame, while
better emphasizing the interesting moments — when the person falls or is no
longer visible in the frame — through the graph peaks.

2.6.2

Application 2 — Predicted vs. measured motion for AR

Being able to predict motion can provide useful information in the action recognition context. The predictions obtained from appearance can be combined with
appearance features in an action recognition pipeline. We present this application
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from a compelling theoretical perspective as we are not interested in absolute
numbers but in gaining insight about the feasibility of motion prediction and its
relative usefulness when compared to measured motion.
Setup. We evaluate on the same KTH dataset. For action recognition, we follow
the setting of Laptev et al. [Laptev et al., 2008]. We extract HOG features for
appearance description, and HOF, MBH respectively for motion description at
Canny edges. We also use a level-2 spatial pyramid for all descriptors [Lazebnik
et al., 2006]. For each class we train a one-vs-all SVM classifier with HIK (Histogram Intersection Kernel) where the C parameter is set by performing 5-fold
crossvalidation on the subsampled trainval set. The obtained predictions from
all 6 one-vs-all SVMs are ranked.
Evaluation. Figure 2.5 shows a few examples of measured motion compared to
predicted motion on KTH data, together with their corresponding flow maps.
The accuracies for action recognition are displayed in table 2.5. The scores are
lower than standardly reported in the literature due to the fact that we only use
20 frames per video. Here we compare the static features (HOG) with the combination of HOG and predicted motion (HOF and MBH). The measured motion
exceeds the predicted motion in itself, but in combination with the appearance,
the predicted motion can actually reach the scores of the measured motion. As
expected, adding the motion information improves for categories that involve a
larger amount of motion such as: running, jogging and walking and less so for
boxing, handclapping and handwaving. It is worth noting that the combination of
predicted HOF and HOG equals the measured HOF for this dataset. This proves
that motion, even imperfect, brings useful information.
HOG

Predicted Motion

Measured motion

pHOF

HOG+
pHOF

pMBH

HOG+
pMBH

mHOF

mMBH

Boxing
Clapping
Waving
Jogging
Running
Walking

0.58
0.83
0.97
0.72
0.83
0.97

0.56
0.64
0.89
0.61
0.83
0.97

0.58
0.89
0.97
0.78
0.89
1.00

0.61
0.87
0.86
0.56
0.86
0.80

0.70
0.92
0.94
0.70
0.89
0.91

0.75
0.89
1.00
0.78
0.81
0.89

0.78
0.89
0.94
0.81
0.86
0.97

Avg.

0.82

0.75

0.85

0.76

0.84

0.85

0.88

Table 2.5: Action Recognition accuracy on the KTH dataset for HOG only, predicted/
measured HOF — pHOF/mHOF — and predicted/measured MBH — pMBH/mMBH.
The underlined text shows where the prediction results are better than static (HOG) while
the bold shows the best.

29
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(a)

(b)

(c)

(d)

Figure 2.7: (a) Examples of images from the static Willow dataset [Delaitre et al.,
2010]. (b) Warped image using the predicted motion, overlaid over the original image.
(c) Predicted flow vectors. (c) The training appearance associated in the SRF with the
predictions. More examples of static images animated with predicted motion can be found
at: https://github.com/SilviaLauraPintea/DejaVu.
2.6.3

Application 3 — Predicted motion for AR in Still Images

While application 2 estimates how far apart are the predicted motion and the
measured motion in the context of action recognition, here we predict motion
over inherently static images which lack the video compression artifacts or motion
blurring. The models are trained on realistic video-data and this application
analyzes if the learned motion can, indeed, be transferred to still images. We
measure the value of the static motion predictions in the context of image-based
action recognition. Again, the goal here is to test the ability of predicting motion
and its added value, and less so to improve over state-of-the-art.
Setup. We apply the motion predictions on a static action recognition dataset
— Willow [Delaitre et al., 2010]. For each class we train a separate SRF on
TRECVid data as in application 1. For each image we obtain seven flow/
flow derivative predictions — one per class, subsequently used for HOF/MBH
descriptor extraction. In the action recognition part we use the same setting as
in application 2, except that we extract descriptors densely over the images.
Affine camera motion correction. The videos used for training SRFs are
realistic videos characterized by large camera motion which drastically affects
the Farnebäck measurements. To correct for camera motion we assume an affine
motion model whose parameters we determine by first selecting a set of interest
points in the two sequential frames. These interest points are matched between
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frames and the consistent matches are retained by employing RANSAC. From
the kept point-matches we estimated the parameters of the affine model. Given
the affine camera motion estimation, we then correct the second frame for this
motion and subsequently perform flow estimation. Figures 2.4.(c) and 2.4.(d)
show an example of original flow estimation and camera-motion corrected flow.
Evaluation. Figure 2.7 displays a few examples from the static dataset together
with their predicted motion vectors, the appearance associated in the SRF with
that motion and the static image warped with the predicted motion overlaid
on top of the original image. Interesting to notice in figure 2.7 is that the SRF
manages to distinguish the foreground motion from the background motion. We
notice here, that unlike in the case of KTH predictions (figure 2.5), there is
predicted background flow, but this flow has at all times a different direction
from the foreground motion.
The results of Delaitre et al. [Delaitre et al., 2010] (0.63 MAP) exceed
the proposed motion prediction results due to the more sophisticated model
and more fine-tuned features. Provided that we would process our features
— HOG and HOF/MBH descriptors — in the manner described in [Delaitre
et al., 2010], the relative improvement should remain. Despite the drawbacks
of noisy motion estimations (i.e. figures 2.4.(c) and 2.4.(d) ), low video quality
as well as large camera motion, the SRFs are capable of learning the motion
patterns characteristic for each class. By adding predicted HOF to the static
HOG descriptors we obtain a relative gain in performance of 1% in MAP – from
50% to 51% — and a 2% relative gain in accuracy.

2.6.4

Application 4 — Motion saliency

Motion saliency is yet another possible use for the predicted motion. Objects
that move differently from their background are salient and capture the viewer’s
attention. Being able to predict motion in static images provides the advantage
of finding pixels that can be distinguished from their surrounding pixels through
their motion. Inspired by [Van Gemert, 2011], we propose descriptor pooling
based on predicted flow. Rather than pooling image descriptors on spatial location
only, here we also pool them on their predicted motion.
Setup. This application uses the same experimental setup as application 3. We
add to the spatial pyramid 10 more pools based on the predicted motion: 4 pools
for the quadrants of the flow angles, 1 pool for the 0 prediction times 2 pools for
flow magnitude larger/equal to 0.
Evaluation. Figure 2.8 displays an example of a static image together with its
associated predicted motion vectors from the SRF and the corresponding motion
grouping in the motion-based pooling framework. We notice that the background
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(a)

(b)

(c)

Figure 2.8: (a) Original still image. (b) Predicted flow vectors in the still image. (c)
Grouping descriptors based on their predicted motion — each color represents a pool in
the flow-based spatial pyramid.
is grouped into a different pool than the foreground and also the pixels associated
with the dog are grouped together while the ones corresponding to the boy are
organized into a separate group.
By adding motion based pooling to static images, we obtain a 1% relative
improvement in both MAP and accuracy over the results in application 3. Thus,
overall we have a relative gain on 2% in MAP and 3% in accuracy over static HOG
features by adding motion — predicted HOF features and flow-based pooling.
Adding the flow-based pooling leads to improvements especially for the classes
that involve a larger amount of motion: riding bike, riding horse and walking.
The outcome of this application ascertains that grouping pixels that have similar
motion brings conclusive information.

2.7

discussion

The experimental evaluation tests the ability of the proposed method to learn motion given appearance features. One limitation of the method is data dependency
— the learned motion depends on the quality of the training data and its similarity
to the test data. This can be observed in application 3 where motion is learned
from complex realistic videos characterized by noise, motion blur and camera
motion, yet the predictions are tested on high quality static images. Another
drawback is the class dependency — each action class is characterized by a certain
direction and magnitude in the motion of the part (i.e. arms, legs) and the SRFs
learn class specific motion (figure 2.5). Nonetheless, the considered applications
show that learning motion from appearance is possible. Finally, the SRF code is
made available online at: https://github.com/SilviaLauraPintea/DejaVu.
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2.8

conclusions

This chapter proposes a method for motion prediction based on structured
regression with RF. The undertaken task of performing structured regression in
Random Forest is novel, as well as the problem of learning to predict motion in
still images. We experimentally provide an answer to our first research question:
can we learn to predict motion from appearance only? And we prove that this
is possible provided proper training data and reliable optical flow estimates.
Furthermore, for illustrative purposes, we apply the proposed motion prediction
method to a set of tasks and validate that the predicted, imperfect, motion adds
novel and useful information over the static appearance features only, which
answers our second research question. Finally, motion prediction can be employed
in a multitude of topics such as: action anticipation or conflict detection. Another
possible use for motion prediction is camera motion removal — if the training
videos are characterized by camera motion, the SRF is bound to learn the
distinction between foreground and background motion (fig. 2.7, 2.8).

S. L. Pintea, J. C. van Gemert, and A. W. M. Smeulders.
“Déjà vu: Motion Prediction in Static Images.”
Springer International Publishing, 2014. 172-187.
Proceedings of the European Conference on Computer Vision (ECCV), 2014.
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Galatea of the Spheres — Salvador Dali
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In the context of learning from video data, standardly, a set of features are
extracted from the video frames. These features are subsequently aggregated
into a video representation which is used for the video categorization. We
aim at discarding the feature extraction step and learning the virtual feature
statistics instead. The purpose of this chapter is to move the burden from the
frame description into the learning part. This method introduces an efficient
manner of learning action categories without the need of feature estimation. The
approach starts from low-level values, in a similar style to the successful CNN
methods. However, rather than extracting general image features, we learn to
predict specific video representations from raw video data. The benefit of such
an approach is that at the same computational expense it can predict 2D video
representations as well as 3D ones, based on motion. The proposed model relies
on discriminative Waldboost, which we enhance to a multiclass formulation for
the purpose of learning video representations. The suitability of the proposed
approach as well as its time efficiency are tested on the UCF11 video dataset.

3.1

introduction

Ever since the bag-of-words representation of visual information was proposed
[Sivic and Zisserman, 2003], the focus has been on feature robustness [Dalal
and Triggs, 2005, Lowe, 2004, Van De Sande et al., 2010]. The popular deep
CNN (Convolutional Neural Networks) [Krizhevsky et al., 2012, Schmidhuber,
2015, Vondrick et al., 2015] have effectively replaced the handcrafted descriptors
with network features. Such networks have been successfully applied in the
domain of action recognition [Karpathy et al., 2014, Chéron et al., 2015, Weinzaepfel et al., 2015, Simonyan and Zisserman, 2014]. More recently, CNN features
are used together with Fisher Vectors video encodings, to build stronger video
representation [Jain et al., 2015, Xu et al., 2014b]. However, competitive performance for action recognition is still achieved by video representations relying
on appearance and motion descriptors [Wang and Schmid, 2013, Peng et al.,
2014, Fernando et al., 2015]. This work proposes a manner of learning a given
video representation, rather than learning better features to be subsequently
used in the video representation, as in the case of CNN features. Illustrated in
figure 3.1 is the proposed method that bypasses feature computation and, instead,
learns the final video representation.
This work presents a proof of concept which challenges the idea of discarding
the feature estimation and learning in one step the transition from low-level data
to the final video representation. The premise of this chapter is to keep the
advanced analysis as simple as possible, therefore, here we focus on the more
simplistic bag-of-words model. We research how much of this classic pipeline
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Figure 3.1: Going from raw video values to higher level features. We propose bypassing
feature computation by learning the mapping from raw input data to any type of higher
order video representation — i.e. based on appearance, motion descriptors.

can be discarded while still achieving comparable performance. In the proposed
method we learn from low-level values to predict a known codebook assignment
— thus, at test time neither the image descriptors, nor the codebook need to
be defined. Motion features as well as appearance features together with their
codebook assignments are bypassed in the featureless method.
We rely on boosting to solve the learning problem. The gain of starting from
boosting techniques is their well known quality of being specifically appropriate
for real time applications [Hall and Perona, 2014b, Hall and Perona, 2014a]. This
is a desirable property in the context of videos. We start from individual values
and build a strong classifier by incorporating multiple local cues in a boosting
framework. In this work, we propose a straightforward discriminative multiclass
extension of Waldboost [Šochman and Matas, 2005]. This is employed to learn the
mapping from the low-level input visual information to the desired representation.
Tasks such as large scale video categorization and event recognition still
rely on the use of large codebooks and descriptor extraction [Sun and Nevatia,
2014, Soomro et al., 2012]. Moreover, the action recognition field deals with
large amounts of data whose processing comes at considerable computational
costs. This work can prove useful for such approaches, as it discards descriptor
extraction and the need of codebooks or other video encodings such as Fisher
Vectors at test time. Figure 3.2 displays the proposed framework in the context
of action recognition.
3.2

related work

In the literature the focus has been on either more compact and robust descriptors
[Dalal and Triggs, 2005, Lowe, 2004, Van De Sande et al., 2010], or on stronger
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Figure 3.2: We start from input videos, we subsequently extract frame patches to be used
as training samples for the multiclass Waldboost. During training we estimate appearance
and motion descriptors — HOG and HOF and 3D HOF — and we build a codebook which
defines the training labels. For each low-level patch extracted from an input video frame,
we learn its final codebook assignment in the proposed multiclass Waldboost extension.
At test time we discard the codebook and predict in one step, from low-level patches, the
final codebook assignment which is subsequently input to an SVM for learning the final
video categorization.
video encodings [Jégou et al., 2012, Sánchez et al., 2013, Van Gemert et al.,
2010]. The effective CNN methods are able to produce strong image features
[Krizhevsky et al., 2012, Schmidhuber, 2015, Vondrick et al., 2015]. Followed by
a subsequent video encoding step, these methods represent the state-of-the-art
in action recognition [Jain et al., 2015, Xu et al., 2014b]. In this work we do
not focus on learning either the image/frame features or the video encoding, but
instead, we focus on learning a time-efficient classifier that bypasses these steps
and retrieves the final video representation.
We use as starting point the real-valued multiclass Adaboost [Zhu et al.,
2009]. This is extended in a discriminative manner to determine at each iteration
whether to continue with the evaluation of the next weak classifier or stop. Thus,
it allows for fast decision making as not all weak classifiers need to be employed.
As described in section 3.3.1, this corresponds to a discriminative multiclass
extension of Waldboost [Šochman and Matas, 2005].
In the action recognition literature, efficiency has been a main focus [Kantorov and Laptev, 2014, Oneata et al., 2014]. Proposed methods are ranging from
faster features, based on faster flow computation, to faster video encodings, based
on additive approximations. Methods such as [Chéron et al., 2015, Simonyan and
Zisserman, 2014,Gkioxari et al., 2015,Sun et al., 2015] have focused on improving
the CNN architecture to achieve better performance in the context of action
recognition. Yet, with the gain in performance comes also a gain in speed as
deep neural networks are known to be fairly efficient at test-time. However, when
focusing on the performance gain, methods [Wang and Schmid, 2013, Peng et al.,
2014, Fernando et al., 2015] successfully rely on handcrafted visual descriptors
such as HOG, HOF and MBH, and video encodings such as Fisher Vectors and
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VLAD. In this work we propose to combine the best of both worlds — allow
to obtain video representations similar to the ones based on visual descriptors
such as HOF, HOG and MBH while not having to estimate these descriptors or
define the video encoding. Therefore, we bypass feature computation and video
encoding and learn a direct mapping from low-level data.

3.3
3.3.1

learning the mapping
Multiclass Extension of Walboost

Data and Labels. We use grayscale pixel values as input to the boosting
pipeline. Given and input image patch, we perform L1 normalization
over the
√
patch. During the boosting training we sample randomly D dimensions, where
D is the
√ total number of data dimensions. For stability, we repeat the selection
step D number of times and keep the feature dimensions that provide the
best performance on the training data. We use these dimensions to train a
weak classifier. During training, each patch of gray values is associated with a
descriptor which is subsequently projected on a codebook in order to retrieve
the codebook assignment. The codebook assignment defines the labeling for the
multiclass Waldboost.
Weak Learners. The weak learners are a set of M multiclass decision trees with
probabilistic outputs, pm (·), where m ∈ {1, ..M} is the tree index. The maximum
depth of each tree is set to 15, as standardly done in literature. Each decision
tree predicts a K dimensional probabilistic output, where K is the number of
classes — codebook size. As suggested in [Zhu et al., 2009], we weight the decision
boundary in each leaf by the current weights of the training samples falling in
that leaf:
P
k
i∈L wi (yi = 1)
m
P
pk ( xi ) =
, ∀k ∈ {1, ..K},
(3.1)
i∈L wi
where L — the leaf reached by sample xi , wi — the weight associated with xi ,
and yki the label of xi and class k. The weights of the training samples are only
used in this step and reset for each weak learner.
Data Pool Sampling. We follow the standard approach and initialize the
weights, w, with N1 , where N is the number of training samples for the current
weak classifier. After training each weak classifier the weights are updated as
indicated below:


K
 K − 1 X

k
m
wi = wi exp −
yi log pk (xi ) ,
(3.2)
K
k
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where the labels for the current sample are:



if k0 = k,
1,
k0
yi = 

 −1 , otherwise.
K−1

(3.3)

During training we sample a 10th of the complete number of training patches to
be used for learning each weak classifier. Following [Kalal et al., 2008], we use
the QWS+trimming (Quasi-random Weighted Sampling with trimming) for this
step. Although each weak classifier is trained on a subset of the training data,
the weight update (eq. 3.2) is applied over the predictions of the weak classifier
on the complete data.
Strong Classifier. Following [Zhu et al., 2009], the probabilities of each weak
classifier are transformed into real-valued scores:


K
X


1
m
 .
log pm (xi ) −
log
p
(
x
)
sm
0
i
k
k (xi ) = ( K − 1) 
k


K 0

(3.4)

k

The final probabilistic prediction is obtained by taking the softmax over the sum
of the scores of the weak classifiers:
sk ( xi ) =

M
X

sm
k ( xi ) ,

(3.5)

m

exp( sk (xi ))
pk ( xi ) = P K
.
0
k0 exp( sk (xi ))

(3.6)

Discrimiantive Multiclass Waldboost. Rather than testing all the weak
classifiers to reach a decision, we can determine if the strong classifier is sufficiently
confident in its prediction and stop without evaluating the subsequent weak
classifiers. Waldboost [Šochman and Matas, 2005] selects a stopping threshold
for each weak classifier. These thresholds are learned over the strong classifier
scores up to the current iteration.
We propose an intuitive deterministic approach to learning stopping thresholds. After training each weak classifier on its current data pool, we employ it
together with all the preceding weak classifiers to obtain a strong prediction on
a validation set, denoted by x̄. The strong classifier scores (eq. 3.5) up to the
current step on the validation set are input to a new decision tree. We train one
such stopping decision tree per weak classifier, m. The stopping classifiers return
K class probabilities. We choose decision trees as stopping classifiers for both
consistency as well as efficiency.
At test time, the strong classifier scores up to the current step, m, are
passed on to the current decision tree used for stopping. The stopping classifier
decides whether to stop or continue with the estimation of the next boosting

40

3.4 experiments

Time/Frame

HOF

Adaboost
HOG/HOF

Waldboost
HOG/HOF

3D HOF

Waldboost
3D HOF

0.60 s

4.00 s

0.60 s

7.50 s

0.60 s

Table 3.1: Run-times of the proposed featureless method versus descriptor extraction.
The proposed method is on par with optimized HOF descriptor estimation and ten fold
faster than 3D HOF.

weak classifier. This is done by evaluating the output of the stopping classifier
against a fixed desired class probability, α:

 M0 ≤M


 X

0
 ≥ α,
max StopkM 
sm
(
x̄
)
(3.7)
i
k

k
m=1

M0

where Stopk (·) — stopping probability for class k at M 0 .
3.3.2

Computational Requirements

The speed of dense descriptor extraction has improved considerably as most of
the available implementations rely on integral images [Vedaldi and Fulkerson,
2008]. However, when the temporal dimension is used — 3D descriptors, or
motion information — flow-based descriptors, the computational requirements
increase. Table 3.1 shows the times for the computation of different descriptors
as well as the Adaboost/Waldboost run-times for predicting on the patches of
a complete frame. The runtime numbers are obtained running a single-thread,
unoptimized implementation in C++. The Waldboost prediction is as fast as
the HOF descriptor extraction over the same frame. However, when predicting
a codebook assignment based on 3D motion features, boosting approaches are
faster while Waldboost is one order of magnitude faster.
3.4

experiments

We compare against the representations we learn from — BOW (bag-of-words)
with k-means codebooks. The codebooks are extracted over HOF, HOG and
3D HOF descriptors and used to define the multiclass Waldboost labels. More
powerful representation such as Fisher encodings or just the first fully connected
layer in a pretrained CNN could also be used, by applying a discretization step.
However, the aim is to keep the analysis simple and test the feasibility of transitioning in one step from the low-level features to the final video representation.
Therefore, in our experimental setup we use small codebooks and we use as input
only grayscale patches.
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Linear
SVM

Adaboost Waldboost

MAP

16%

41%

41%

Time/frame

15.00 sec

4.00 sec

0.60 sec

Table 3.2: Performance of different learning algorithms when learning the mapping
from input grayscale values to the HOG codebook assignment. The proposed multiclass
Waldboost method achieves better performance than linear SVM and at the same time
gains in efficiency over Adaboost at no loss in performance.

3.4.1

Experimental Setup

Experiment 1 employs codebooks of only 100 dimensions obtained by applying
k-means over 100,000 descriptors and compare against the standard BOW baseline.
For the 3D descriptors we use larger codebooks — 1000 D — which are also
obtained by employing k-means over a set of 100,000 training descriptors. The 3D
motion descriptors are computed over 8 pairs of frames. Experiment 2 discards
the codebook altogether from both training and test and consider each descriptor
to be its own cluster center. All experiments use 1000 weak classifiers, each
trained on 24 randomly sampled data dimensions. The patch sizes for descriptor
extraction as well as for boosting are of 24×24 px. For the multiclass Waldboost
we set the stopping threshold, α, to .97 as this proved effective in practice. All
experiments report MAP scores (Mean Average Precision) on UCF11 [Liu et al.,
2009] action recognition dataset.

3.4.2

Experiment 1: Featureless

Experiment 1.1: Waldboost vs. Other Algorithms
Table 3.2 displays comparative results when learning the mapping from grayscale
input values to the HOG codebook assignment. Waldboost manages to outperform by a large margin the linear SVM classifier as it focuses the learning on
the informative data dimensions. At the same time, the proposed multiclass
Waldboost brings gain in efficiency at no loss in performance when compared
with Adaboost, although it analyzed only a subset of the weak classifiers.
Experiment 1.2: Learning vs. Feature Extraction
This experiment tests the feasibility of the featureless aim. Given a set of grayscale
input patches together with their codebook assignments over the associated
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HOG

MAP

HOF

3D HOF

BOW

Waldboost

BOW

Waldboost

BOW

Waldboost

BOW
&
Waldboost

44%

41%

37%

32%

45%

36%

50%

Table 3.3: MAP (mean average precision) scores on UCF11 when using the standard
BOW video representation as compared to the representation obtained from the proposed
multiclass Waldboost predictions. The results of the featureless approach are comparable
with the baseline, while the combination of the two gains in performance.
BOW

MAP

44%

Codebookless
Adaboost

Waldboost

41%

37%

Table 3.4: MAP scores on UCF11 for the BOW baseline on a 100D codebook as well
codebookless Adaboost and Waldboost — no codebooks are used during training. The
learned mapping predicts patch IDs rather than codebook IDs. The boosting methods
manage to achieve comparable performance to the baseline, despite the fact that it discards
both the descriptors and the codebooks.

descriptors, it trains a multiclass Waldboost. At test time no descriptors or
codebooks are used, thus, obtaining a featureless representation. Table 3.3 depicts
the results obtained by the proposed method when compared to the classic BOW
approach. The performance of BOW is slightly better than Walboost. The
work of [Reddy and Shah, 2013] reports an accuracy of 55.46% on BOW with
SVM and SIFT descriptors on a codebook of 500 dimensions. Our methods
based on BOW and Walboost over HOG features using a codebook of only 100
dimensions obtains a competitive accuracy of 43.18% which corresponds to a
mean average precision of 41%, as listed in table 3.3. However, when combining
the two representation — as in the case of 3D HOF, the combined representation
exceeds in performance both BOW and Waldboost. This indicates that despite
using the same starting point — the same codebook and descriptor assignment,
the BOW and Waldboost representations encode complementary information.

3.4.3

Experiment 2: Featureless and Codebookless

Table 3.4 displays the action recognition performance when the boosting techniques learn from both a featureless as well as codebookless representation. Each
patch is considered to be the center of its own cluster, thus the mapping learns
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to predict patch IDs rather than codebook IDs. Out of the 100,000 patches
considered, only ≈100 unique patch IDs are begin predicted, the rest having zero
predictions. Both Adaboost as well as the proposed multiclass Waldboost still
manage to learn the underlying structure in the data, despite not making use of
either descriptors or codebooks at test-time.

3.5

conclusions

This work analyzes whether we can bypass feature extraction and still attain
comparable performance with the framework we learn from. In search for the
simplest possible method, we learn a mapping from grayscale values to existing
representations such as codebooks. A straightforward multiclass extension of
Waldboost is brought forth for learning this mapping. The efficiency as well
as the performance of the proposed method are tested in the context of action
recognition. Moreover, we also consider video representations based on motion
features, as well as discarding the codebook altogether and learning both a
featureless and codebookless mapping.

S. L. Pintea, P. S. M. Mettes, J. C. van Gemert, and A. W. M. Smeulders.
“Featureless: Bypassing Feature Extraction In Action Categorization”
Proceedings of the International Conference on Image Processing (ICIP), 2016.
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LARGE SCALE GAUSSIAN PROCESS FOR
OVERLAP-BASED OBJECT PROPOSAL SCORING

The image inserted here in the printed thesis
is not available in the digital thesis.

Illumined Pleasures — Salvador Dali
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Certain characteristics of entities in the world are continuous by nature. The
“goodness” attribute of a certain entity is continuous when considering it relative
to other entities. This chapter aims at learning the “goodness” quality of object
proposal boxes in the context of object localization in images. This work bring
forth object proposal scoring by relying on the agreement between different
state-of-the-art object proposal algorithms. Proposal scoring is inherently large
scale since we deal with over 2,000 boxes per image within a single proposal
algorithm. The goodness scores of boxes are inherently continuous variables, this
leads to large scale regression. The approach starts from existing popular object
proposal algorithms and assigns scores to these proposals based on the consistency
within and between proposals of these algorithms. Rather than generating new
proposals, we focus on the consistency of state-of-the-art ones and score them on
the assumption that mutually agreeing proposals usually indicate the location of
objects. This work performs large-scale regression by starting from the strong
Gaussian Process model, renowned for its power as a regressor. We extend the
model in a natural manner to make effective use of the large number of training
samples. We achieve this through metric learning for reshaping the kernel space,
while maintaining the kernel-matrix size fixed. We validated the new Gaussian
Process models on a standard regression dataset — Airfoil Self-Noise — to prove
the generality of the method. Furthermore, we test the suitability of the proposed
approach for the undertaken box scoring task on Pascal-VOC2007. And we
conclude that box scoring is possible by employing overlap statistics in a new
Gaussian Process model-fine tuned to handle large amounts of data.

4.1

introduction

In this work we focus on the task of object proposal scoring from a novel
perspective. The box scoring integrates the consistency of proposals among
multiple state-of-the-art object proposal algorithms. We formulate the boxconsistency problem as a large-scale regression task. This is valid, as there
are over 2,000 object proposals per image within only one proposal algorithm.
Furthermore, assigning scores to boxes is inherently a regression task. Thus,
we choose as a starting point for our approach the strong Gaussian Process
model [Bottou, 2007, Hensman et al., 2013, Quiñonero-Candela and Rasmussen,
2005, Snelson and Ghahramani, 2005]. In this work, we extend the standard
Gaussian Process regression model to make effective use of the large number of
training samples by employing metric learning. Therefore, this work extends
the Gaussian Process model for large-scale proposal scoring. This is achieved
by looking at the consistency between the proposals of different state-of-the-art
object proposal algorithms.
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(a) Inconsistent.

(b) Consistent.

Figure 4.1: Proposals characterized by consistency in overlap with other proposals, tend
to be centered on objects.

Object proposal methods can be considered to have reached a satisfactory
level when inspecting the recall of state-of-the-art methods [Alexe et al., 2010,
Cheng et al., 2014, Krähenbühl and Koltun, 2014, Manen et al., 2013, Rahtu et al.,
2011, Uijlings et al., 2013, Zitnick and Dollár, 2014]. However, the high recall
comes at the cost of a large number of boxes — between 1,000 and 3,000 boxes
per image. This indicates that the good boxes are present in the set of proposed
boxes. It is, therefore, a new challenge to try and find these good boxes. This
work aims at precisely this: re-scoring existing proposals of different algorithms
such that we can more easily find the good ones.
Another gain following from the ability to assign goodness scores to boxes
is self-assessment — providing scores for each bounding box. This allows for the
selection of a limited number of boxes to be used at a subsequent step for object
detection. Well-known methods such as selective search [Uijlings et al., 2013]
and prim [Manen et al., 2013], despite their good performance, lack the ability of
self-assessment by design. This work provides a manner of assigning goodness
scores to any proposal box.
There is a common denominator between well-known object detection
methods [Alexe et al., 2010, Cheng et al., 2014, Krähenbühl and Koltun, 2014,
Manen et al., 2013,Rahtu et al., 2011,Uijlings et al., 2013,Zitnick and Dollár, 2014]
— they use as a starting point different assumptions yet they attain comparable
performance. The fact that these methods all achieve praiseworthy performance,
yet rely on different cues, indicates that there is gain in jointly employing them.
In this work, we hypothesize that the consistency in proposals between different
methods is revealing as to the true location of objects in an image. This idea
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is underlined in figure 4.1. The figure depicts a box proposed by the edge-boxes
algorithm [Zitnick and Dollár, 2014] and its closest neighbors in a set of 6 other
object proposal algorithms [Alexe et al., 2010, Cheng et al., 2014, Krähenbühl and
Koltun, 2014,Manen et al., 2013,Rahtu et al., 2011,Uijlings et al., 2013]. Here, we
bring forth regression for box scoring by learning from box-overlap information.
This method starts from a simple premise — that we can learn box goodness
from consistent box overlap. In this work, rather than extracting appearance
features from the pixels enclosed in the bounding boxes, we build our features
upon the consistency in overlap between the neighboring boxes within the same
proposal algorithm as well as the other considered proposal algorithms. To our
knowledge we are the first to propose box scoring from box-overlap information.
Moreover, this method can be applied to any object proposal algorithm, as it is
not restricted to only the 7 algorithms discussed here.
We cast the box-consistency as a large-scale regression problem, given that
the scores associated with boxes are continuous variables to be learned. The box
scoring function is nonlinear in the feature space, since a satisfactory filtering of
boxes is hard to achieve. Gaussian Processes are strong nonlinear — kernel-based
— regressors characterized by a high descriptive power [Bottou, 2007, Hensman
et al., 2013, Quiñonero-Candela and Rasmussen, 2005, Snelson and Ghahramani,
2005]. The proper kernel characteristics, describing the similarities between
samples, are estimated directly from the data. Moreover, they are non-parametric
and have similar computational costs with their discriminative counterpart, the
SVR (Support Vector Regressors). Similar to SVR, Gaussian Processes are kernel
methods, thus, require the estimation of a kernel matrix, squared in the size
of training data. Given that we have numerous training samples — proposals
in the training set, we introduce an adaption of the Gaussian Process for largescale problems. This allows us to retain the descriptive power of the Gaussian
Process, while limiting the kernel-matrix size to a fixed small set of centroids. We
subsequently employ additional samples to learn the kernel distances in a metric
learning formulation through loss optimization. Thus, we reshape the kernel
space such that the model better describes the target space distribution. This
theoretical extension is not restricted to box scoring, and it can be applied to
regression problems with a prohibitively large number of samples. We derive the
proposed theoretical extension of Gaussian Process from the task at hand — box
scoring. For this task, the number of proposed boxes per image, over 7 algorithms,
exceeds 10,000. However, the utility of the model expands beyond the box scoring
purpose, since it can be applied to numerous large-scale regression problems.
Therefore, we additionally test the introduced Gaussian Process models on a
standard machine learning dataset. This demonstrates the generality of our
theoretical contribution.
To summarize this work: (i) we propose to theoretically extend the Gaussian
Process model for large-scale regression. We do so by retaining a fixed kernel-
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matrix size. To compensate for the lost information we employ metric learning
for reshaping the kernel space to better fit the training targets. (ii) We introduce
a novel view of box proposal scoring by learning it from the consistency between
the box proposals of different algorithms. (iii) We validate the proposed Gaussian
Process models on a standard machine learning regression dataset — the Airfoil
Self-Noise Dataset of NASA. This proves the generality of the model. Finally, we
test the suitability of the proposed approach in the context of box regression, on
the Pascal-VOC2007 dataset.

4.2
4.2.1

related work
Object Proposal Methods

In the literature, generating object proposals has been a main focus. Methods
such as objectness [Alexe et al., 2010] and core [Rahtu et al., 2011] rely on the
fact that objects are usually salient. They use this as the main cue for generating
box proposals. On the other hand, methods such as prim [Manen et al., 2013]
and selective search [Uijlings et al., 2013] consider a hierarchical approach to
object proposals. They use as a starting point the assumption that object parts
are internally coherent in terms of color, texture or location in the image. They
generate proposals by starting from an over-segmented image and iteratively
merging similar segments. Finally, the most recent methods — bing [Cheng et al.,
2014], geodesic [Krähenbühl and Koltun, 2014] and edge-boxes [Zitnick and Dollár,
2014] — ascertain that objects are visible through strong boundaries. These
methods focus on learning edges that are likely to enclose objects. In this work,
rather than generating object proposals by introducing a new paradigm, we start
from existing popular proposal methods and learn the goodness of boxes. We
relate the idea of box goodness to the consistency in proposals between different
methods. Our underlying assumption is that none of the above paradigms wins
exclusively in the end, but rather, all bare reliable truth about object locations.
Thus, there is gain to be achieved by combining them.

4.2.2

Deep Net Proposals

Convolutional Neural Networks (CNN) have been recently used with success
for object detection starting from already existing object proposals [Girshick,
2015], [Girshick et al., 2014], [Ren et al., 2015], or for proposing class-agnostic
bounding boxes [Erhan et al., 2014], [Karianakis et al., 2015]. [Girshick et al.,
2014] brings forth the well known RCNN (Regions with CNN features) model
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which uses Selective Search [Uijlings et al., 2013] object proposals in a CNN for
object detection. [Girshick, 2015] improves the RCNN method of [Girshick et al.,
2014] in terms of training and test speed, as well as detection accuracy and it coins
the new method “Fast RCNN”. [Ren et al., 2015] introduces a fully-convolutional
network that predicts object bounding boxes. The network can be trained to
share features with the “Fast RCNN” [Girshick, 2015] and thus, be used for
object detection. Instead of considering the feasible locations and sizes of objects
in the image [Zhao et al., 2014], in [Erhan et al., 2014] a neural network based
on saliency features is proposed for generating class independent bounding boxes
together with an object likelihood score. [Karianakis et al., 2015] advises the
use of CNNs for generating object proposals by advancing a boosting approach
based on the hierarchical CNN features which gives competitive performance on
the object detection task. The recent work of [Chavali et al., 2015] points out
shortcomings in the current object proposal evaluation protocols and offers a fully
annotated dataset for evaluation as well as performing diagnostics on existing
proposal methods. It is of interest to take into account these findings, however
we do not aim at diagnosing popular object proposals, but rather at testing if
consistency in proposals discloses the true location of objects. Our goal is to test
if consistency in object proposals gives information regarding the goodness of
a proposal. In contrast to methods generating new object proposals — based
on hand-crafted features, integrating prior knowledge about the task at hand or
learned in a CNN framework — we aim at combing the information given by
a set of largely used object proposal algorithms such that we can estimate the
goodness of a given proposal box.

4.2.3

Combining Methods

To learn the goodness of bounding boxes, we start from a set of existing proposal
methods. We consider the overlap between the boxes as the only required training
information. This can be seen somewhat similar to the idea of combining existing
methods which was studied in [Karaoğlu et al., 2014, Xu et al., 2014a]. [Karaoğlu
et al., 2014] combines object detectors by using the detection scores together with
the maximum overlap with other detections. [Xu et al., 2014a] merges pedestrian
detectors by employing the scores associated with each detection and clustering
the detections. Here we do not have scores associated with each box. Therefore,
we need a method that allows us to both assign scores to boxes and also integrate
the information of all proposal methods. Therefore, we learn box-goodness scores
by considering the consistency in prediction between boxes. Rather than merging
existing proposals in a straight-forward fashion, we learn box goodness based on
consistency. We correlate the consistency in the proposals of different methods
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to the goodness of a certain box. We can achieve this in a Gaussian Process
regression framework.

4.2.4

Box Overlap as Features

[Vezhnevets and Ferrari, 2015] defines 3 overlap statistics that describe the
relative position of two object proposal bounding boxes. These overlap statistics
indicate roughly the positioning of 2 boxes: their relative overlap, and whether
the first box is included in the second or vice-versa. In our work we incorporate
these 3 statistics in the feature definition. We do so as we want to learn the
quality of a proposal box given the consistency in overlap with other boxes.
Unlike [Vezhnevets and Ferrari, 2015] where the statistics are used as targets
for regression, here we employ them in the feature definition of our proposals.
Furthermore, we do not make use of any additional appearance features based
on the pixel values enclosed by the bounding boxes. We want to challenge the
idea of box scoring from overlap information only.
In [Vezhnevets and Ferrari, 2015] the use of Gaussian Processes is also
advanced, albeit with a different goal in mind — object detection. The authors
of [Vezhnevets and Ferrari, 2015] learn from appearance features extracted from
the pixels enclosed by the bounding boxes to predicted overlap statistics with other
boxes. These overlap statistics are subsequently used together with appearance
features in an Exemplar-SVM for detection. Dissimilar to [Vezhnevets and Ferrari,
2015], here we employ these 3 overlap statistics to describe the boxes, with the
goal of learning the quality of box proposals in the large-scale Gaussian Process
regression framework.

4.2.5

Gaussian Process versus Other Regressors

The problem of box scoring is inherently a regression problem as the goodness
scores are continuous variables. Given that the task of estimating box goodness
is not straight-forwardly solved and we have numerous training samples, we use
a non-linear regressor. We propose the use of Gaussian Processes [Rasmussen,
2006], as they are renowned for their strength as non-linear regressors. [Neal, 2012]
shows that when the number of hidden units tends to infinity, the distribution
of functions generated by a neural network converges to a Gaussian Process.
Moreover, RVM (Relevance Vector Machines), which are another choice of nonlinear regressors, can be seen as a special case of Gaussian Processes. In the RVM
case the covariance function is degenerate [Bishop, 2007,Rasmussen, 2006]. When
comparing the SVR (Support Vector Regression)/SVM (Support Vector Machine)
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with the Gaussian Process regressor/the Gaussian Process classifier, they can
be shown to optimize very similar quantities [Rasmussen, 2006]. However, they
are not equivalent as the former is a discriminative model while the Gaussian
Process is generative. This also entails that the Gaussian Process can associate a
certainty estimate with every prediction. Moreover, the Gaussian Process model
can learn the kernel characteristics automatically from the data. This provides
more flexibility to the model.
Similar to [Vivarelli and Williams, 1999], we also propose the use of a full
covariance matrix in the kernel distances between the samples of the Gaussian
Process. But unlike this work, rather than using eigen analysis, we propose to
learn this covariance through metric learning. This step helps to better model
the target distribution by employing additional available training data.

4.2.6

Large Scale Gaussian Processes

Gaussian Processes focusing on the local information in the data samples have
been proposed in [Bo and Sminchisescu, 2012], [Nguyen-Tuong et al., 2009],
[Snelson and Ghahramani, 2007], [Urtasun and Darrell, 2008]. The local Gaussian
Process regression methods focus on different manners in which the data can
be split into separate groups that can be efficiently optimized locally. [Bo and
Sminchisescu, 2012] splits the optimization problem into a set of subproblems
and optimizes them separately in a greedy fashion. Rather than decreasing the
considered number of training samples, [Bo and Sminchisescu, 2012], uses all
training samples, yet performs the optimization locally. [Nguyen-Tuong et al.,
2009] partitions the data in local regions and trains an individual Gaussian
Process for each region. The final prediction is a weighted estimation of the
predictions of the neighboring models. [Snelson and Ghahramani, 2007] combines
local regression — where a small number of experts are trained to describe
different parts of the data space, with a global approach where the training data
is described by a small set of points. [Urtasun and Darrell, 2008] proposes a local
mixture of Gaussian Processes where the hyperparameters of each component
are learned in an online fashion. The Gaussian Process models proposed in this
chapter are based on a restricted set of training sample which represents cluster
centers describing the data in a certain area of the feature space. Despite the fact
that these samples locally describe the feature space, the Gaussian Process model
we propose is a global one rather than a local one. The gain of the proposed
method, with respect to the local regression methods, is having one unified model
rather than a set of models trained on different parts of the data.
Previous work has also focused on sparse methods for restraining the kernel
matrix size in the Gaussian Process. Global approximations in order to achieve
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efficiency is proposed in relevant methods such as [Cao et al., 2013], [Csató and
Opper, 2002], [Hensman et al., 2013], [Lawrence et al., 2003], [Quiñonero-Candela
and Rasmussen, 2005], [Ranganathan et al., 2011], [Snelson and Ghahramani,
2005], [Titsias, 2009]. [Csató and Opper, 2002] proposes an online algorithm
in which the relevant training samples are selected in a sequential manner.
[Quiñonero-Candela and Rasmussen, 2005] presents a literature survey where
existing sparse Gaussian Process methods are presented in a unified manner by
changing the definition of the prior, thus emphasizing similarities between existing
methods. [Snelson and Ghahramani, 2005] learns a small set of pseudo-inputs
together with the model hyperparameters through gradient optimization. This
method can be seen as a Bayesian regression model where the noise is input
dependent. [Lawrence et al., 2003] builds on active learning and forward selection
to find a sparse set of training samples which is advantageous both in terms of
speed and storage requirements. [Titsias, 2009] introduces a variational inference
method that finds the inducing variables by minimizing the KL divergence between
the variational distribution and the exact posterior distribution. [Hensman et al.,
2013] proposes a stochastic variational inference approach that relies on a set of
global variables which factorize into observations and latent variables. [Cao et al.,
2013] jointly optimizes the selection of the inducing points — which provide the
Gaussian Process regression with sparsity — and finds the optimal Gaussian
Process hyperparameters. [Ranganathan et al., 2011] proposes an online sparse
Gaussian Process regression method that uses Cholesky updates for sparse kernel
matrices. It, subsequently, applies the proposed model on the problem of headpose estimation and tracking. Similarly, the models proposed in the chapter are
also sparse in the sense that rather than using the complete training data, we rely
on a fixed set of cluster centers in the data space. Dissimilar to existing methods,
we follow an approach based on metric learning through loss minimization for
hyperparameter optimization. This is more common for discriminative methods
— i.e. SVM (Support Vector Machine), SVR (Support Vector Regression).

4.2.7

Metric Learning

In order to efficiently employ the large amount of training data while keeping
the kernel-matrix size fixed, we use metric learning. Metric learning has been
previously the focus of works such as [Huang and Sun, 2013, Kostinger et al.,
2012, Titsias and Lázaro-Gredilla, 2013, Weinberger et al., 2009, Xing et al.,
2002, Ying and Li, 2012]. [Ying and Li, 2012] proposes a metric learning approach
based on eigenvalue optimization, connecting these two trends together. In this
work we rely on the classic metric learning approach through loss optimization.
[Xing et al., 2002] analyzes the use of metric learning for improving clustering
and proposes learning similarity measures in a convex optimization formulation.
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(1) Proposals of 7 algorithms

N

Box Distribution wrt Ground Truth-IOU

Train input images

(2) Overlap-based features

1/N

2/N

3/N

Samples

N

Training sampling

Figure 4.2: Method overview. In the first step we generate box proposals for each
image using the 7 considered proposal algorithms [Alexe et al., 2010, Cheng et al.,
2014, Krähenbühl and Koltun, 2014, Manen et al., 2013, Rahtu et al., 2011, Uijlings
et al., 2013, Zitnick and Dollár, 2014]. In the training phase, we sample the proposals
of each algorithm based on their distribution with respect to the overlap with the ground
truth. Subsequently, in the second step, we compute overlap statistics for each retained
box with boxes from all proposal algorithms. Both during training and test, these overlap
statistics with neighboring boxes describe our features. During training, a subset of these
box features are used to obtain cluster centers from K-means. In the third step we propose
2 models: GP-Cluster — a Gaussian Process model trained on the K-means cluster
centers only, and GP-Metric — a Gaussian Process trained on the same K-means cluster
centers, but for which additional training samples (boxes with associated features) are
used to adjust the kernel distances through metric learning. The targets of the regressors
are the overlap scores with the ground truth boxes.

Somewhat similar, we also combine clustering with metric learning, but clustering
is not the end goal. We do so in order to effectively employ the training data in
the Gaussian Process and to add more descriptiveness to the model. [Titsias and
Lázaro-Gredilla, 2013] advances a variational Gaussian Process method which
shifts the kernel into a space where the hyperparameters are neutralized to 1.
Unlike in our work, the goal of [Titsias and Lázaro-Gredilla, 2013] is to
achieve a model where the hyperparameters are integrated out. Here, we adapt
the kernel shape such that it incorporates information from the discarded training
samples. We expand the hyperparameters to allow the Gaussian Process model
to have more descriptive power by making use of the numerous available training
samples. [Huang and Sun, 2013] proposes kernel regression with sparse metric
learning that imposes a regularization over the projection matrix to be learned.
Similar to [Huang and Sun, 2013], we also use metric learning for reshaping the
kernel distances by loss minimization. By doing so, we allow the model to better
map the target distribution. In this work, we perform the metric learning through
loss optimization in the SGD (Stochastic Gradient Descent). We, additionally,
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employ in the SGD the cone projection step described in [Weinberger et al., 2009]
together with their update of the learning rate.

4.3
4.3.1

box goodness through regression
Method Overview

This work proposes learning box goodness in a Gaussian Process regression
framework based on the consistency in proposals of 7 different object proposal
algorithms [Alexe et al., 2010, Cheng et al., 2014, Krähenbühl and Koltun, 2014,
Manen et al., 2013, Rahtu et al., 2011, Uijlings et al., 2013, Zitnick and Dollár,
2014]. Figure 4.2 depicts the main steps entailed by our method.
The first step generates proposal boxes by applying all 7 algorithms. Given
the large number of proposals generated by each algorithm — ≈ 2,000 per image
— during training, we sample boxes from each proposal method. The sampling is
based on the distribution of the overlap of the training boxes with the ground
truth boxes. This is meant to retain a set of diverse boxes for training, ranging
from bad to good.
In the second step, features are defined for the retained training boxes.
These features measure the consistency in overlap with other boxes from the same
proposal algorithm as well as other proposal algorithms. This feature definition
based on overlap statistics is used both for training and test boxes. Additionally,
during training we cluster these features into a predefined set of clusters (in
our experiments we use 500 cluster centers) using K-means. This aims at both
reducing the kernel-matrix size of the Gaussian Process and making the regressor
more robust.
Finally, we introduce two models: the GP-Cluster — Gaussian Process
trained on the K-means cluster centers only, and GP-Metric — Gaussian Process
regressor trained on the same K-means cluster centers but employing metric
learning on additional training samples. The targets of the Gaussian Process
regressor are represented by the maximum overlap with a ground truth box,
as this indicates the goodness of a box. During test time, we extract overlap
features for all proposal boxes of all 7 algorithms and assign a quality score to
each proposal by performing inference in the trained Gaussian Process models.
Metric learning is used to reshape the kernel such that the model better describes
the target space. The proposed methods not only provide a box scoring solution
based on consistency between different proposal algorithms, but they allow us
to provide a manner of self-assessment. This is specifically advantageous for
methods that do not have a way in which to incorporate box scores, as it is the
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Method

# Proposals/Image

# True Boxes

Recall

Core [Rahtu et al., 2011]
Objectness [Alexe et al., 2010]
Prim [Manen et al., 2013]
SSE [Uijlings et al., 2013]
Bing [Cheng et al., 2014]
Edge-Boxes [Zitnick and Dollár, 2014]
Geodesic [Krähenbühl and Koltun, 2014]

1,000
1,000
2,494
2,008
1,924
3,479
653

9,348
10,660
11,418
11,516
11,470
11,860
11,059

0.776
0.886
0.949
0.957
0.953
0.985
0.919

Ground Truth
Combined

—
10,758

12,032
12,005

—
0.998

Table 4.1: Evaluation of the 7 considered object proposal algorithms, run by us on PascalVOC2007 — consistent with the literature [Alexe et al., 2010, Cheng et al., 2014, Hosang
et al., 2014, Krähenbühl and Koltun, 2014, Manen et al., 2013, Rahtu et al., 2011, Uijlings
et al., 2013, Zitnick and Dollár, 2014]. Edge-boxes achieves the best recall, while at the
same time, generating the largest number of proposals per image.
case with [Manen et al., 2013, Uijlings et al., 2013] — Exp 2.3. Furthermore, the
considered Gaussian Process extension by employing metric learning is a general
addition to the model that is not restricted to only the box scoring problem. This
model can be applied whenever dealing with numerous samples — Exp 1.

4.3.2

Combining Proposals

Our underlying assumption for the box scoring problem is that the consistency
between object proposals is useful in deciding the goodness of boxes. We aim at
estimating the goodness of object proposals by looking only at the consistency
in prediction. The recent paper of Hosang et al. [Hosang et al., 2014] considers
12 state-of-the-art object proposal methods. Out of these we have selected 6
methods based on their being relatively fast at prediction time — less than 3
seconds per image. Moreover, we have additionally considered a newer method,
geodesic object proposals [Krähenbühl and Koltun, 2014], which provides good
performance in practice.
Table 4.1 lists the average number of boxes proposed by each one of the
considered algorithms together with their recall, evaluated by us on the PascalVOC2007 dataset. We choose the Pascal-VOC2007 dataset as it is a popular
dataset for testing object proposals. In addition, we are interested in the overlap
between different proposals, so the actual choice of the dataset has limited
influence on the experimental outcome. The numbers indicate that the boxes
proposed by the edge-boxes are the most accurate — achieving the highest recall.
However, the total number of proposed boxes is relatively high. When considering
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all the proposals of all algorithms, the recall is very close to 1. Thus, there is
gain in trying to re-rank boxes of different algorithms based on their goodness.
In this work, we consider the boxes of these 7 algorithms, as just merging
all proposals from all algorithms achieves 0.998 recall. This almost solves the
problem, were it not for this recall being reached at the cost of obtaining an
impractically large set of boxes. We aim to perform box regression for finding
an ordering of these proposals such that we can attain a good performance at a
smaller number of boxes.
4.3.3

Box Description and Selection

Each one of the 7 discussed algorithms provides a set of approximately 2,000
boxes per image. We first need to select a subset of these boxes, as it is unfeasible
to use all boxes in the kernel computation. For the selected boxes we devise a
set of features that are used to describe them in terms of the overlap with other
boxes. These features are subsequently clustered. The cluster centers represent
the actual training samples to be used for computing the training/test distances
in the kernel space.
Training Box Sampling. The training set is represented by proposed boxes
and there are on average 2, 000 boxes proposed per image, thus ≈ 7 × 2, 000
training samples per image. This generates a prohibitively large kernel matrix.
A first step towards making effective use of the training data is to sample the
bounding boxes based on their IOU (Intersection Over Union) score with the
ground truth boxes. For each box we estimate the maximum over IOU scores with
the ground truth. These scores are also used as targets during regression training.
We retain only the training boxes that have an IOU score greater than zero —
boxes that intersect at least one ground truth box. The QWS (Quasi-random
Weighted Sampling) [Kalal et al., 2008] implies adding the IOU scores of all boxes
in one algorithm and one image, on a unit line. The line is divided into N equally
sized segments and we sample one unique box from each such segment. In the
experimental part, we sample 100 boxes per box-proposal algorithm out of 500
random training images using QWS.
Features. Given the input boxes of all algorithms, we define their features in
terms of the overlap with neighboring boxes. We aim to employ the consistency
between proposals as features for learning box-goodness. We achieve this by
making use of the 3 statistics proposed in [Vezhnevets and Ferrari, 2015], depicted
in equation 4.1. For each considered box we estimate its closest 5 neighbors in all
the 7 algorithms and compute these 3 statistics with the corresponding neighbors.
!
box1 ∩ box2 box1 ∩ box2 box1 ∩ box2
,
,
,
(4.1)
box1 ∪ box2
box1
box2
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where box1 represents the current box to be described, and box2 represents one of
its closest 5 neighbors. These statistics are concatenated into a feature vector of
105 dimensions, describing each box — 5 neighbors × 7 algorithms × 3 statistics.
For ensuring stability of the features, the neighbors are ordered in descending
order of their proximity to the current box being described. The regression
targets are the maximum over the IOU scores with the ground truth boxes.
Clustering. The number of used training samples determines the kernel-matrix
size in the Gaussian Process. This restricts us to using a very small fraction out
of the available samples. In order to both limit the kernel-matrix size as well as
make the regressor more robust, we cluster the box features corresponding to the
sampled boxes. We train our model only on the cluster centers. The clustering is
performed using K-means. We show in the experimental section the performance
with respect to the number of clusters. For box scoring we use 500 cluster centers.

4.4

large scale gaussian process regression

We aim to assign goodness scores to proposals based on the maximum over
the IOU (Intersection Over Union) scores with the ground truth boxes. As
this is a regression problem, non-linear in the feature space, we adopt the
Gaussian Process model. This is renowned for its power as a non-linear regressor,
while having similar computational costs with its discriminative counterpart, the
SVR [Rasmussen, 2006]. In the next subsections we briefly revisit the standard
Gaussian Process model. We subsequently, indicate the changes, entailed by the
large-scale nature of the data, that we introduce in model.

4.4.1

Standard Gaussian Process Regression Model

For the estimation of the Gaussian Process kernel matrix we use the squared
exponential kernel, as this is the standard choice [Rasmussen, 2006]. The training
procedure involves the computation of the inverse of the kernel matrix. The
test-time prediction together with the standardly used squared exponential kernel
are given by equations below:

−1
y∗ = kl (x∗ , X)T kl (X, X) + σ2 I y,


 || xi − x j ||2 
 ,
kl (xi , x j ) = exp −
2l2

(4.2)
(4.3)

where X is the matrix of training samples, kl (·, ·) is the kernel function depending
on l — the lengthscale hyperparameter of the Gaussian Process, y is the vector of
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training targets and y∗ is the prediction on the current test sample, x∗ is the input
test sample, and σ2 is the noise hyperparameter, while I denotes the identity.
Gaussian Processes are non-parametric models, as seen above — there are
not weights to be estimated from the data. The lengthscale, l, and the noise, σ2 ,
represent the hyperparameters of the model. They do not directly describe the
model, they only affect the kernel distances. The hyperparameters are estimated
from the data during training and help shape the kernel. This is achieved by
adjusting the kernel distances to more suitably describe the similarities between
the training samples.

4.4.2

Augmenting Gaussian Processes with Metric Learning

The clustering of samples solves the problem of too large kernel-matrix sizes.
However, this discards valuable information as it only retains the few cluster
centers and disregards the rest of the samples. Therefore, we may ignore the
variation in the target space given by the disregarded samples. In the kernel-based
methods, the choice of the kernel defines the distance metric between the samples.
By employing metric learning we make effective use of the additional samples
present in the training data and use them to reshape the kernel space. This
enables the Gaussian Process to better learn the target space variations. By
doing so, we keep the kernel-matrix size fixed while adjusting the kernel distances
on additional training samples.
Covariance-based Kernels. We aim to add back into the model the information lost by training on the cluster centers only. To do so, similarly to [Vivarelli
and Williams, 1999], we add more descriptiveness into the model by expanding the
kernel definition to incorporate a covariance matrix. We change the lengthscale
parameter of the Gaussian Process – equation 4.3 – to be a covariance matrix as
depicted in below:
!
1
T
(4.4)
kΣ (xi , x j ) = exp − (xi − x j )Σ(xi − x j ) .
2
This makes the kernel more flexible. It allows us to learn from the data not
only the correct scale — as in the case of the scalar lengthscale, l — but also
the correct shape. We subsequently, perform metric learning to determine the
covariance, Σ, from new sets of training examples. This allows the model to
better describe the target distribution.
Metric Learning Optimization. We learn the added covariance matrix
through metric learning, unlike [Vivarelli and Williams, 1999]. This enables
us to find a kernel function that facilitates the model to better describe the target
distribution. In order to learn Σ from the data, we assume the squared loss:
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P
L = n (yn − y∗n )2 . Consequently, we evaluate the gradient of the loss function
over the Gaussian Process model with respect to Σ. This gradient is used in
an SGD (Stochastic Gradient Descent) optimization to iteratively update the
covariance over batches of samples. We estimate the gradient formulation as in
equations below — detailed derivations provided in 4.8.
"
# "
#
"
#
∂L
∂L
∂L T
∂L
=
+
− diag
∂Σ
∂Σ
∂Σ
∂Σ

(4.5)




train

clusters
X
X clusters
X
∂L


inv
inv
∗ 

M
K
−K
=2
(yn − yn ) 
ji

ji
i
j

∂Σ
n
j
i
yi kΣ (xi , xn ) + αi Min ] + 2λΣ,
1
M ji = − (x j − xi )T (x j − xi )kΣ (x j , xi ),
2
Kinv = (kΣ (X, X) + σ2 I)−1 ,
α = (kΣ (X, X) + σ2 I)−1 y.

(4.6)
(4.7)
(4.8)
(4.9)

Given that Σ is symmetric, we use the derivation for symmetric matrices —
equation 4.5. After each gradient step we reinforce that Σ has to be a symmetric
and semi-positive definite matrix. This is done by performing a cone projection
step as described in [Weinberger et al., 2009]. Algorithm 1 provides the steps
for estimating Σ. Given that the optimization in terms of Σ may have local
optima [Rasmussen, 2006], we restart the SGD at different lengthscale ranges.
We do so by initializing Σ with a diagonal matrix where the elements on the
diagonal are l12 . The same ranges are used in the standard Gaussian Process for
estimating the optimal lengthscale parameter — l∗ . This parameter optimization
is done in the standard model through cross-validation over a held-out training
set. After each SGD step we evaluate the reached Σ on the held-out training set.
As suggested in [Sutskever et al., 2013], we use the momentum parameter to make
the gradient updates more smooth between iterations. We start by initializing
the learning rate as  = 0.05 of the ratio between the Frobenius norm of the
initial Σ setting and the first gradient step. We subsequently update the learning
rate as suggested in [Weinberger et al., 2009]. Following [Bottou, 2012], we add
to the loss optimization a regularization term based on the norm of Σ. This helps
us in dealing with overfitting. Moreover, also as a way of avoiding overfitting, in
the experimental part we use the Huber loss rather than the squared loss. By
doing so, we bound the contribution to the gradient for the samples that are far
away from the corresponding target.
Metric Learning-based Gaussian Process Illustration. We have argued
that by expanding the kernel definition to incorporate the covariance matrix,
Σ, we allow the Gaussian Process to be more descriptive. This helps in more
effectively learning the shape of the target distribution. Figure 4.3 depicts
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Algorithm 1: Metric learning SGD for kernel distances.
1: Get training samples using QWS and cluster them.
2: Initialize starting lengthscale, l, and noise, σ.
3: Assume the kernel of eq. 4.4.
4: Initialize Σt ← l12 I, Vt ← ∅, t ← 0.
5: while | Lt − Lt+1 |≥ θ do
6:
Sample a new set of training samples using QWS.
t
7:
∇Lt ← ∂L
∂Σt as in eq. 4.5 — 4.9 over new samples.
8:
if (t == 0) then
Frob(Σ )
9:
Initialize η ←  Frob(∇Lt ) , where Frob(·) is the Frobenius norm.
t
10:
end if
11:
Update Vt+1 ← µVt − η∇Lt
12:
Update Σt+1 ← Σt + Vt+1 .
13:
Σt+1 ← Pr(Σt+1 ),
where Pr(·) is the cone projection of Σ.
14:
Compute the loss over the newly sampled set:
P
Lt+1 ← n (yn − y∗n )2 + λ | Σ |2 .
15: end while
16: Output Σ estimated through metric learning.

precisely this idea. Here, we use as input three grayscale images, displayed on the
first column in figure 4.3. We want to learn to predict the pixel intensity values
from pixel locations in the image. Thus, our targets are represented by pixel
intensities while our input features are the pixel locations. For all models we use
only one training sample in the kernel computation, depicted in red. Hence, our
training kernels have sizes 1 × 1. The two GP-Metric models use 100 additional
pixel samples to learn the covariance, Σ. By doing so they reshape the kernel
space to better describe the target space. However, they still use the same 1
sample for computing the training kernel. We consider two cases of the metric
learning-based Gaussian Process: GP-Metric diag — the metric learning-based
Gaussian Process in which the covariance matrix, Σ, is assumed to be diagonal
for time efficiency, and GP-Metric full — the metric learning-based Gaussian
Process using a full covariance matrix, Σ. The first one is able to learn the correct
shape of the target distribution. Nonetheless, due to the restriction imposed
on the Σ, to be diagonal, it cannot learn the appropriate rotation. The later
learns both the shape and the appropriate orientation from additional samples.
We depict the losses between the input image and the predictions for the three
considered models. Low values (darker) correspond to small losses, while high
values (brighter) represent larger prediction losses. We also plot the RMSE (Root
Mean Squared Error) achieved by each method on each task. Figure 4.3 indicates
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RMSE:

76.91 px

76.44 px

76.53 px

RMSE:

79.73 px

55.81 px

56.19 px

RMSE:

79.62 px

61.92 px

53.89 px

Input.

GP-Cluster.

GP-Metric diag.

GP-Metric full.

Figure 4.3: Losses in predicting pixel intensities from pixel location on 3 images: a circle,
an ellipse and a rotate ellipse. We use the center point — depicted in red — as the only
cluster center to compute the kernel on. We randomly sample 100 pixels for evaluating
the hyperparameter, Σ. The second column depicts the loss of the standard Gaussian
Process on 1 cluster. The third column shows the loss for the metric learning-based
Gaussian Process with a diagonal covariance matrix, Σ. The last column corresponds to
the metric learning-based Gaussian Process with a full matrix, Σ.
that the GP-Cluster can only learn the appropriate scale. However it cannot
learn the shape and the orientation of the samples in the target space. The
diagonal model learns the ellipse but fails to learn the rotated ellipse. Finally,
the full model can predict the rotated ellipse from 1 cluster only, by reshaping
the kernel space through metric learning. This illustration shows the gain of
employing metric learning for reshaping the kernel space while the restricting
the kernel-matrix size.

4.5

complexity analysis

The train-time computational complexity of a standard Gaussian Process is
O( N 3 + N 2 D). Here N represents the total number of training samples and D
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represents the data dimensions. The train-time complexity of the Gaussian
Process trained on cluster centers is O( K 3 + K 2 D). K represents the number of
considered clusters and it is taken to be considerably smaller than the complete
number of training samples, N. For the proposed metric learning based extension
of the Gaussian Process method, the train-time complexity, as derived from
Algorithm 1, is O(T ( K 3 + K 2 D + K MD(1 + KD))). Here T is the number of
iterations and M is the mini-batch size in the SGD. For a reasonable parameter
setting, we readily obtain train-time computational gains when compared to the
standard Gaussian Process. If we set K to 500 clusters, T to 100 iterations, M
to 100 samples in the mini-batch and assume 100-dimensional data, gains are
achieved for training data sizes, N, larger than 7,000 samples for the model based
on diagonal covariance, and 30,000 samples using the full covariance.
At test time, the gain is even more notable, as for one test sample the
standard Gaussian Process has an O( ND) complexity. While in our case, for
either of the two Gaussian Process models proposed, the test-time complexity
is O( KD), with K taken to be considerably smaller than N. This is specifically
desirable as it provides substantially faster test-time predictions.
Table 4.2 displays real runtime estimated when predicting on a single image
in the Pascal VOC-2007 dataset. These estimates are obtained when using 500
cluster centers. We also show time estimates when using 1,500 samples rather
than 500 cluster centers. The proposed method based on only clustering is able
to perform inference considerably faster than the standard Gaussian Process
model while being more accurate. The subsequent two models — Meric-diag
and Metric-full — based on metric learning with diagonal and full covariances,
respectively, are less than 1 second slower per image than the clustering based
model while further boosting the accuracy.
GP models
GP Std.

Cluster

Metric-diag. Metric-full

# Samples
≈1,500
500
500
Millisec./Box 8.847 ms. 1.124 ms. 1.177 ms.
Sec./Image
132.76 sec. 16.87 sec. 17.66 sec.

500
1.181 ms.
17.73 sec.

Table 4.2: Runtime estimates when using 500 cluster centers in the 3 proposed Gaussian
Process models as well as the standard Gaussian Process where 1,500 samples are randomly
picked from the data. The times are estimated as average time for predicting goodness
scores for one box as well as for all boxes (≈14,000 per image) in one image of Pascal
VOC-2007 Dataset. The newly designed Gaussian Process models are more time-efficient
when compared with the standard Gaussian Process model.
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4.6

experimental evaluation

The proposed Gaussian Process models are not restricted to the problem of box
regression and can be applied to any task with numerous training samples. To
demonstrate the generality of the proposed extensions, we validate the Gaussian
Process model choices and the model formulation in Exp 1. This is done on
an independent machine learning regression dataset — the Airfoil Self-Noise
Dataset of NASA [Lichman, 2013]. In Exp 2 we evaluate the performance of
the advanced Gaussian Process models on the box scoring problem. Exp 2.1
analyzes the features used. The choice of using the Gaussian Process regressors
versus linear and non-linear SVR (Support Vector Regression), as well as the
large-scale Gaussian Process model of [Bo and Sminchisescu, 2012], is validated
in Exp 2.2. Exp 2.3 supports the ability of performing self-assessment for
individual object proposal algorithms. Exp 2.4 evaluates the Gaussian Process
models on the task of scoring object proposals based on box consistency. The
consistency between proposals is integrated in the definition of the features as a
manner of combining the multiple object proposal algorithms considered. We
compare the results of our method of combining proposals of all 7 algorithms
with the interleaved baseline — where at each position the best box is picked out
of the 7 algorithms based on the provided ranking, if any. And we additionally
compare with the best performing method in terms of the goodness of proposed
boxes (table 4.1) — edge-boxes [Zitnick and Dollár, 2014].

4.6.1

Exp 1: Analysis of Model Choices

This experiment tests our model choices on an independent machine learning
dataset — the Airfoil Self-Noise Dataset of NASA [Lichman, 2013]. The dataset
comprises 1,503 data samples. The features represent 5 different statistics of
airfoils such as size, frequency and speed and outputs sound pressure levels,
in decibels. We shuffle the data keeping half for training and the other half
for testing. For this experiment we use all training samples, thus no QWS
sampling is applied. We report the performance with respect to varying numbers
of clusters. This experiment is designed to support the generality of the proposed
Gaussian Process adaption. The model variations advanced in this chapter are
not restricted only to the problem of box regression. They can be applied to
numerous problems where the number of training samples is prohibitively large.
Table 4.3 depicts the results on this dataset obtained by the Least Squares
(LS) regressor as a baseline. We show as well the Gaussian Process trained on
the full training data as the upper bound. We compare the clustering Gaussian
Process, with the two variants of metric-learning Gaussian Process — with
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#Samples
RMSE

GP

Least

GP models

Std.

Squares

Cluster

M. diag

M. full

1,503
3.29 dB.

1,503
4.88 dB.

300
3.63 dB.

300
3.18 dB.

300
2.86 dB.

Table 4.3: RMSE on the Self-Noise Dataset of NASA [Lichman, 2013] for a baseline
Least Squares (LS) regressor on all training samples, standard Gaussian Process on all
samples, GP-Cluster — Gaussian Process trained on 300 clusters centers, GP-Metric
diag/full — the metric-learning kernel version of equation 4.4 on 300 clusters. (We show
in bold where the methods are better than the baselines and underline the best method.)
8
Least Squares
Standard GP

7

GP-clusters
GP-metric full
GP-metric diag

RMSE

6

5

4

3

2
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50

100
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#clusters
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Figure 4.4: Plots of the changes in RMSE with respect to varying numbers of clusters
for the 2 baselines trained on all training samples — Least Squares (LS) and standard
Gaussian Process, and the 3 Gaussian Process variants we have proposed: GP-Cluster,
GP-Metric diag and GP-Metric full.

diagonal Σ and full Σ. Figure 4.4 shows how the performance varies with respect
to the number of clusters. The results indicate that, indeed, incorporating the
target variance by reshaping the kernel space is beneficial. This is true, as the
metric-learning models improve over the Gaussian Process model using the same
number of clusters. Moreover, they attain similar performance to the standard
Gaussian Process model using the complete training set. Yet the introduced
Gaussian Process models use only 300 samples — cluster centers.

4.6.2

Exp 2: Gaussian Process models for Box Scoring

In this experiment we evaluate the performance of the developed Gaussian Process
model variations on Pascal-VOC2007 for the task of box scoring. The purpose of
this experiment is to verify the suitability of the approaches brought forth by
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(a) AUC scores w.r.t. the number of neighbors. (b) Recall w.r.t. the number of neighbors.

Figure 4.5: Recall and AUC scores at 0.5 overlap threshold, with respect to the number
of neighbors considered in the feature computation. We plot separately the case when
5 neighbors are used in the feature computation, as this is the standard setting in our
experiments. Overall, the considered number of neighbors seems to have limited influence
on the performance of the method, as the ranges have limited variance both in terms of
AUC scores as well as recall.
this work, in the context of estimating box goodness. In the introduced models
we use the QWS box-sampling to retain a number of 100 boxes per box-proposal
algorithm from 500 randomly selected training images. We subsequently cluster
the statistics used as features — equation 4.1 — into 500 clusters. This setting
represents our starting model — GP-Cluster. The GP-Metric uses the same
cluster centers as training data, yet it learns the appropriate kernel distances
from 100 additional boxes per iteration in the SGD mini-batches, sampled using
QWS. For the box-scoring task we only use the metric-learning Gaussian Process
model with an associated diagonal Σ as this is more efficient. Given that we rank
the boxes of all 7 algorithms, we perform an additional NMS (non maximum
suppression) at 0.7 overlap threshold over the scores to remove near duplicates
generated by different algorithms. We also apply this step for all methods we
compare against.
Exp 2.1: Box Feature Analysis
In order to describe the consistency in box prediction, we estimate the overlap
between boxes of all 7 considered algorithms. For each box we retain the closest
neighbors in all 7 algorithms and use the 3 overlap scores of equation 4.1 to define
the features. In this experiment we test the effect of the number of neighbors
considered in the feature computation on the overall performance.
We plot the change in recall as well as the change in the AUC scores
when we vary the number of neighbors from 1 to 10. Figure 4.5 depicts these
scores at a 0.5 overlap threshold with the ground truth. We additionally plot the
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Linear SVR

#Samples
Recall @ 1K
Recall @ 500
AUC @ 1K
AUC @ 500

RBF-SVR

GP baselines

Proposed GP models

Standard

Cluster

Standard

Cluster

Standard

Large scale
[Bo et al., 2012]

Cluster

Metric-diag.

≈1,500
87.09%
78.71%
69.97%
63.81%

500
88.86%
81.80%
72.45%
66.80%

≈1,500
90.30%
83.60%
71.91%
66.80%

500
92.51%
86.15%
74.38%
69.52%

≈1,500
89.48%
81.03%
71.99%
65.00%

≈1,500
93.62%
88.62%
73.76%
69.66%

500
94.12%
89.25%
74.47%
70.41%

500
94.73%
89.52%
74.80%
71.03%

Table 4.4: Box regression results on the Pascal-VOC2007 dataset for different regression
baselines and different training selection methods. We report recall and AUC at top 500
and 1K boxes with 0.5 overlap. (We show in bold where the proposed Gaussian Process
model extensions outperform the baselines and underline the best method.). The new
Gaussian Process models proposed in this chapter are more suitable for performing the
box scoring task while using a smaller set of samples to define the kernel matrix.

performance when the average over 5 neighbors is considered per algorithm —
giving rise to a 7 D feature vector. The scores when considering 5 neighbors is
depicted separately, as this is taken to be our default setting in the subsequent
experiments. It can be observed the AUC scores vary 2% when considering
different numbers of neighbors in the feature computation, while the recall varies
3%. The setting considering 5 neighbors attains an average performance and
at the same time it retains the feature dimensions within reasonable bounds —
using 10 neighbors rather than 5 does not bring substantial gain, yet it increases
the feature dimensions twofold, fact which affects the kernel matrix computation,
and thus the runtimes.
Exp 2.2: Gaussian Process models vs. Other regressors
The goal of this experiment is to test the performance of the proposed Gaussian
Process models — based on sample selection, clustering and metric learning —
when compared to other regressors trained either on the same cluster centers
or on randomly selected samples. We inspect, therefore, a linear regressor, the
linear-SVR (Support Vector Regressor), as well as the non-linear counterpart of it.
In the non-linear SVR we choose the RBF kernel as this is closely related to the
squared exponential kernel used in the Gaussian Process formulation. We train
the SVR models on ≈ 1,500 random samples. We additionally compare our models
with two Gaussian process baseline: the standard Gaussian Process on ≈1,500
randomly selected samples — GP-Standard — instead of on the 500 cluster centers,
as well as the large scale Gaussian Process method of [Bo and Sminchisescu,
2012] also trained on ≈1,500 randomly selected samples. The strength of [Bo
and Sminchisescu, 2012] is in the ability to retain all training samples, and still
perform the optimization, therefore for this method we use 3× more data than
for our proposed methods. The first Gaussian Process baseline validates the

67

large scale gaussian process for object proposal scoring

proposed way of defining training features based on sampling and clustering,
while the second Gaussian Process baseline evaluates the performance of our
method as a large scale Gaussian Process regression method. We additionally
evaluate the performance of the SVR regressors when trained on samples selected
as proposed in this chapter: QWS sampling and K-means clustering. We do
so in order to test the choice of the non-linear regressor, independent of the
sample-selection procedure.
Table 4.4 depicts the achieved recall and AUC at top 500 boxes and
1K boxes. As seen from the results, the proposed sampling and clustering
is highly effective. Regardless of the choice of the regressor, this achieves an
improvement in the recall of 2% to 3%. Moreover, for the Gaussian Process case,
the improvement achieved by clustering is more substantial: 5% and 8%. What
is even more advantageous in our box selection method is the fact that these
gains are achieved while training on a third of the data. When compared to the
standard case, we use only 500 cluster centers instead of 1,500 random samples.
This is an important gain as, at test time, the Gaussian Process prediction has
a complexity O( ND) (where N is training data and D are data dimensions). So
with the proposed training data selection in the Gaussian Process model, we
gain a 3× computational speedup at test time and an additional 5% to 8% recall
improvement. Furthermore, when performing the data selection as proposed in
this chapter by applying QWS and clustering, the Gaussian Process regressor
proves to be the most appropriate for the box-scoring task. Table 4.4 shows
that both recommended Gaussian Process models — the GP-Cluster and the
GP-Metric — outperform the linear and non-linear SVR regressors.
As we argued that the task of box-scoring is highly non-linear, it is to
be expected that the linear SVR is outperformed by the other regressors. The
RBF-SVR and the Gaussian Process rely on the same non-linear kernel. The
only difference is that in the Gaussian Process, the kernel distances are reshaped
during training to better fit the data. This provides more descriptive power to
the Gaussian Process model and explains the obtained performance gain, for
the box-scoring task, when compared with its discriminative counterpart — the
RBF-SVR approach.
When comparing the proposed models with the large scale baseline of [Bo
and Sminchisescu, 2012], we observe that the proposed methods are slightly
more accurate while using a smaller number of training samples and, thus, a
smaller training/test kernel matrix. The fact that our proposed Gaussian Process
methods outperform the results of [Bo and Sminchisescu, 2012] on this data,
validates our models as large scale regression models. We, further, conclude that
both developed Gaussian Process methods are able to discover the underlying
structure present in the data. Our metric-learning based Gaussian Process model
performs on par with our proposed clustering-based method. This drives us to
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Figure 4.6: Recall and AUC scores with respect to the number of boxes, at 0.5 overlap
threshold with the ground truth. We evaluate on Pascal-VOC2007 the developed Gaussian
Process model based on metric learning, compared with the interleaved baseline — selecting
the best box at each position, out of each of the 7 algorithms, based on their provided
ordering and, the best method in terms of proposed good boxes (according to table 4.1) —
edge-boxes [Zitnick and Dollár, 2014].
the conclusion that the target variance is not substantially present in the data.
Therefore, the more simple model, employing a scalar lengthscale rather than a
diagonal covariance, is sufficient for tackling the box-scoring problem.
Exp 2.3: Object Proposals Self-Assessment
One of the claimed gains of the proposed box-scoring method is the ability of
performing self-assessment for any object proposal algorithms. In this experiment
Recall @ 500

AUC @ 500

Method

Provided

GP-Metric

Provided

GP-Metric

Core [Rahtu et al., 2011]
Objectness [Alexe et al., 2010]
Prim [Manen et al., 2013]
SSE [Uijlings et al., 2013]
Bing [Cheng et al., 2014]
Edge-Boxes [Zitnick and Dollár, 2014]
Geodesic [Krähenbühl and Koltun, 2014]

70.76%
84.14%
82.38%
85.53%
87.49%
85.89%
88.84%

76.37%
86.90%
87.14%
88.09%
90.07%
90.82%
89.61%

59.06%
59.78%
66.41%
66.37%
59.19%
68.19%
70.28%

62.40%
61.32%
69.06%
70.36%
61.48%
70.82%
71.34%

Table 4.5: Evaluation of the ability to perform self-assessment within the proposed GP
regression method. We depict the scores at top 1K boxes when using the provided scores
(if any) versus the ranking obtained my applying the box-goodness learning based on GP
regression with metric learning. We show in bold where our ranking method exceeds the
original scores.

69

large scale gaussian process for object proposal scoring

we test precisely this claim. Thus we train on only boxes of a fixed reference
algorithm. We still sampled the boxes using the QWS method, followed by the
K-mean clustering. The only difference with the previous experiment is that
the boxes used for training come from the proposal algorithm to be evaluated.
The features are, however, defined as before by looking at the consistency with
the 5 closest neighbors in the other proposal algorithms. Subsequently, at test
time we only score the boxes of the evaluated proposal method by looking at the
consistency with the other algorithms.
Table 4.5 displays the recall and AUC scores at 0.5 overlap threshold on
the top 500 boxes on Pascal-VOC2007. We compare the GP-Metric — Gaussian
Process trained through metric learning for estimating the diagonal covariance
matrix — with the scores obtained when using the ranking provided by the
proposal algorithms. If no scores are provided, as in the case of prim and selective
search, we randomly shuffle the boxes and then evaluate the performance. For all
methods there is a substantial gain in performance — up to 6% in recall and up
to 4% in AUC — when employing the proposed method. A considerable gain is
obtained by performing self-assessment on the edge-boxes method. This is due
to this method having more precise boxes present in the list of predicted boxes
(see table 4.1). And the introduced box-scoring method aims at giving higher
scores to those good boxes. For the geodesic object proposal method the gain is
not substantial when compared to the provided ranking. The geodesic method
produces a small number of proposals to start with, 653 on average per image,
while in table 4.5 we evaluate the AUC and Recall at 500 boxes. Overall, we can
observe that the proposed method of box-scoring is effective in practice and it is
useful when scoring boxes of individual algorithms.
Exp 2.3: Combining Object Proposals
The ambition of this chapter is in developing a method for scoring object proposals based solely on the overlap information with other boxes within the same
algorithm as well as other algorithms. For this we use 2 baselines to compare
against: Interleaved — selecting the best box from each algorithm greedily at
each position, Best — the best performing algorithm in terms of goodness of
proposed boxes, which as seen in table 4.1 is the edge-boxes [Zitnick and Dollár,
2014] proposal method.
Figure 4.6.(a) displays the change in the AUC with the number of retained
boxes for the metric-learning based Gaussian Process variant proposed in this
chapter — GP-Metric — and the two baselines: Interleaved and Best. We can
notice that the Gaussian Process method outperforms the other two methods in
terms of AUC at already only 100 boxes retained. The tendency remains stable
as the number of boxes increases. The Gaussian Process model is on average
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2% more precise in the AUC scores than the Best. The Interleaved method is
less precise than the Best for a smaller number of considered boxes. However, it
gains in performance as the number of boxes increases. This is to be expected as
the best box per algorithm is not necessarily the best box over all algorithms.
The Interleaved method is characterized by more diversity, yet the proposed
box-scoring model outperforms both these methods.
For the recall, we can observe a similar tendency — figure 4.6.(b) — the
proposed Gaussian Process regression model being on average more precise than
the Best, regardless of the number of considered boxes. Finally, we notice that
at 1000 boxes the Interleaved method slightly outperforms Best. We argue that
this is due to the Interleaved baseline being characterized by more diversity in
the proposals. And this brings a gain in the performance as the number of boxes
increases. Moreover, the proposed box-scoring regression method outperforms
both baselines in terms of recall. This is due to the boxes being more precise
— more likely to be centered on true objects — as it is the case with the Best
baseline, and more diverse boxes, as it is the case with the Interleaved baseline.

4.7

discussion and illustrative results

This work proposes a manner of assigning goodness scores to boxes. We start with
the idea that consistency in box proposals — high overlap between proposals of
different algorithms — is a sufficient indication of box goodness. In figure 4.7 we
shows a few examples of top-10 ranked boxes for the two considered box-scoring
baselines, Interleaved and Best, and our GP-Metric method. In green we display
the ground truth boxes. In blue we indicate the boxes out of the top-10 ranked
ones that overlap more than 0.5 with a ground truth box. In red we show the
non-overlapping boxes. The first row indicates a failure case for our method: no
ground truth box is present in the top-10 ranked boxes. This is due to the fact
that, for this case, the top-10 boxes tend to focus on object parts rather than
complete objects. On the second row we can observe that our method manages
to find, within the first 10 proposals, one out of the two people present. Also
noteworthy is the fact that it correctly finds the human faces as good proposals.
Similarly, in the example with the car, we notice that the highly ranked boxes
for our method contain parts of the car such as the license plate and the wheels.
The Interleaved baseline seems to have a preference for large boxes in the top-10
ranked boxes, yet we can also observe a few small boxes. The Interleaved baseline
takes greedily the best box per algorithm at each position. Therefore, intuitively,
it is characterized by more diversity in the proposals. The Best (edge-boxes)
baseline opts for medium-sized boxes that focus more on the textured part of
the image. Thus, it is more precise as it tends to be more object-focused. The
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(a) Interleaved.

(b) Best (edge-boxes).

(c) GP-Metric.

Figure 4.7: Illustrative results of top 10 boxes per image for the 3 considered methods:
Interleaved — where the boxes of all 7 algorithms are interleaved based on the provided
ranking, Best — the method acquiring the best recall, edge-boxes (table 4.1), and GPMetric — assigning scores to boxes based on the consistency in the overlap. We show in
green the ground truth boxes, in blue the boxes, out of the 10 ones retained, that have
over 0.5 overlap with the ground truth and in red the ones that are not meeting the 0.5
overlap criterion. The first row displays a failure case where the boats are missed, yet
parts of them are selected. The Interleaved method has a preference for large boxes being
ranked higher in the list. Compared to the two baselines, the proposed approach gives rise
to more diverse boxes in the top-ranked ones, as both small and large boxes are present
in the top 10. Moreover, our method focuses on both object parts — i.e. faces of people,
wheels of the cars, as well as entire objects.
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highly ranked boxes in our case are more diverse, as both small boxes as well as
large boxes are present in the top 10. Additionally, they are also characterized by
more precision, since they rely on the consistency in the proposals. Therefore, if
more algorithms select a certain area of the image as likely to contain an object,
the box corresponding to that area will be assigned a high score in our method.
This explains why for the proposed GP-Metric method we observe also the object
parts being highly ranked.
From the 7 considered proposal algorithms, 2 of them do not provide scores
— prim [Manen et al., 2013], selective search [Uijlings et al., 2013]. As seen from
Exp 2.3: Object Proposals Self-Assessment, the proposed regression models
can be used as a manner of performing self-assessment for methods that do not
provide a way to do so.
For the algorithms that provide associated scores to boxes, however, a possible approach to integrating existing box scores in the learning of box goodness
is transforming these scores into probabilities and using them as priors. Alternatively, as in [Karaoğlu et al., 2014], the scores can be included as part of the
feature in the feature vector or as in [Xu et al., 2014a], where the individual scores
are combined using theory of belief functions. Noteworthy is that in [Karaoğlu
et al., 2014] and [Xu et al., 2014a] the goal is combining detection scores, thus
these scores are class specific. In our case the scores do not correspond to class
confidences but rather, presumed box-goodness scores. This fact makes the scores
more unreliable in our case. Therefore, given that not all the algorithms provide
scores and moreover that these scores are unreliable, in this work we choose not
to make use of this information.

4.8

conclusions

This chapter starts with the assumption that the consistency between the proposed
boxes of different state-of-the art algorithms, is revealing as to how good a certain
box is. The considered object proposal algorithms rely on different cues, which
makes their naive combination able to achieve a recall close to 1. We further
investigate the correlation between box proposals of different origin. We develop
an addition over the standard Gaussian Process model by learning the kernel
shape in a metric learning framework through loss optimization. The optimization
enables us to keep the kernel-matrix size fixed, while using as much as possible of
the information provided by the additional samples. We find that on the problem
of box regression, both the simpler GP-Cluster approach and the metric-learning
Gaussian Process models, capture the correlations in the data. Experiment Exp
2.1 evaluates the influence of the number of neighbors considered in the feature
definition. Additionally, we experimentally prove the suitability of Gaussian
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Process regression models — clustering and metric-learning Gaussian Process —
when compared with other regressors on the box scoring problem — Exp 2.2.
We show the ability of performing self-assessment for individual object proposal
methods in Exp 2.3. We prove experimentally — Exp 2.4 — that features
capturing the overlap are sufficiently descriptive for evaluating box goodness.
Exp 1 shows the effectiveness of the metric-learning Gaussian Process models
on an independent regression problem as well as the suitability of the methods
as general purpose large scale models.
The idea of considering only the overlap between boxes for scoring existing
proposals can be extended to other similar problems such as: pedestrian detection
[Dollár et al., 2012], where multiple detector predictions are available, or in the
context of object tracking [Smeulders et al., 2014]. Furthermore, the 3 proposed
variations of the Gaussian Process model are suitable for a multitude of problems
where the number of training samples is prohibitively large.
appendix: metric learning derivations
The standard Gaussian Process model definition estimates at test-time the kernel
similarities between the input test sample, x∗ , and training samples, X. In
our case, these training samples represent cluster centers. The test-time kernel
distances are weighed by the vector α, learned during training.
y∗ = kΣ (x∗ , X)T α.

(A.1)

α = (kΣ (X, X) + σ2 I)−1 y.

(A.2)
!

1
kΣ (xi , x j ) = exp − (xi − x j )Σ(xi − x j )T .
2

(A.3)

As presented in section 4.3, rather than a scalar lengthscale, we use the covariance
matrix, Σ, in the kernel function definition.
In order to determine the covariance matrix, Σ, we consider the squared loss
and we optimize this by computing the gradient with respect to it and iteratively
updating the parameters in an SGD optimization. Given that Σ is symmetric,
we use the derivative formulation for symmetric matrices – eq. A.4.
" # " #T
" #
∂L
∂L
∂L
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+
− diag
.
(A.4)
∂Σ
∂Σ
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(A.5)

clusters
X ∂αi
∂kΣ (xn , xi )
∂y∗n
=
kΣ (xn , xi ) + αi
.
∂Σ
∂Σ
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i

(A.6)

train
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The predictive distribution of the Gaussian Process, as see in eq. A.1, has two
components: the test-time kernel and the vector α. We use the product rule and
estimate the derivative for each term separately.
The first term involves computing the gradient of αi with respect to the
covariance matrix. This is a function that depends on the train-time targets, yi ,
and train-time kernel values, Ki j = kΣ (xi , x j ), where xi and x j are cluster centers.
clusters
X ∂(Ki j + σ2 Ii j )−1
∂αi
=
yi
∂Σ
∂Σ
j
#
clusters
X "
2
−1 ∂K ji
2
−1
=
−(Ki j + σ Ii j )
(K ji + σ I ji ) yi .
∂Σ
j

(A.7)

The gradient of the train kernel depends on the covariance matrix Σ, as
derived from eq. A.3.
∂K ji
∂kΣ (x j , xi )
=
.
(A.8)
∂Σ
∂Σ


∂exp − 21 (x j − xi )Σ(x j − xi )T
∂K ji
=
.
(A.9)
∂Σ
∂Σ
1
= − (x j − xi )T (x j − xi )kΣ (x j , xi ).
(A.10)
2
The derivative of the kernel has the same formulation for test and train.
At test time the only difference is that rather than having both samples represent
cluster centers, one of them is the cluster center while the second represents the
input test sample, x∗ .
∂kΣ (x∗ , xi )
1
(A.11)
= − (x∗ − xi )T (x∗ − xi )kΣ (x∗ , xi ).
∂Σ
2
Putting all partial derivatives back into the formulation of the gradient
of the loss function with respect to the covariance, Σ, we obtain the complete
derivation:
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yi kΣ (xn , xi ) + αi Mni ] + 2λΣ,
1
M ji = − (x j − xi )T (x j − xi )kΣ (x j , xi ),
2
inv
K = (kΣ (X, X) + σ2 I)−1 .

(A.12)
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(A.14)
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This work proposes a manner of incorporating the multi-modality of data distribution into a Gaussian Process regression model. We approach the problem
from a discriminative perspective by learning, jointly over the training data, the
target space variance in the neighborhood of a certain sample through metric
learning. We start by using data centers rather than individual training samples.
Subsequently, each center is allowed to learn an individualized kernel metric. This
enables each center to adjust the kernel space in its vicinity in correspondence
with the topology of the targets — a multi-modal approach. We additionally,
add descriptiveness to the model by letting each center learn a covariance matrix
rather than a single scale parameter in the kernel metric. We demonstrate
empirically that the proposed model achieves reliable performance while limiting
the number of samples in the kernel matrix computation.

5.1

introduction

Departing from the standard Gaussian Process, we introduce a regression approach
that incorporates the multi-modality of the data distribution. While in the
Gaussian Process model we have a global kernel metric that is shared by all
the samples [Rasmussen, 2006], here we propose to define a set of training data
centers considerably smaller than the number of training samples. Subsequently,
we learn from the numerous training samples an individualized kernel metric per
training data center. By doing so, we are able to use a smaller training kernel
matrix computed only on the training data centers while retaining the descriptive
power of the model. This is highly efficient at test-time as it limits the size of
the kernel matrix.
By treating each data center differently, we lose the symmetry of the
Gaussian Process kernel matrix at the gain of adding more descriptiveness
to the model and being able to deal with the variability in the target space.
Instead of learning multiple kernel metrics for one sample, as in the mixture
of regressors [Meeds and Osindero, 2006, Rasmussen and Ghahramani, 2002],
we learn an individualized kernel metric for each data center. Moreover, this
allows the model to pick the correct metric in the neighborhood of each center
point. We are not the first to consider the use of asymmetric kernels [Kulis
et al., 2011, Mackenzie and Tieu, 2004, Tsuda, 1999, Wua et al., 2010], and we,
experimentally, show that there is gain from such an approach. The proposed
method is specifically useful when dealing with multi-modal data with large
variation in the target space.
We approach the model from a discriminative perspective and we introduce
two main changes in the standard regressor. We start by defining a number of
centers over the data by clustering or sampling the data. We learn individual
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kernel matrix parameters per center, in a discriminative manner, through metric
learning. By doing so, we allow the regressor to capture the multi-modality in
the data distribution. The learning is done in a discriminative fashion, as a
marginal likelihood approach is not straightforward in our case [Rasmussen, 2006].
Finally, we expand the kernel parameters to full covariance matrices also learned
through metric learning per center. This gives rise to a multivariate multi-modal
approach. The individual steps entailed by our method are not specifically novel,
yet their combination is what gives the strength of the model. Clustering of
the data in Gaussian Processes has been previously proposed [Pintea et al.,
2016c, Snelson and Ghahramani, 2007]. Multi-modal Gaussian Processes have
been defined by changing the noise in the Gaussian Process definition to depend
on the data samples in [Titsias and Lázaro-Gredilla, 2013, Vivarelli and Williams,
1999]. While a multivariate lengthscale parameter has been used in [Kersting
et al., 2007, Lázaro-Gredilla and Titsias, 2011, Pintea et al., 2016c] to increase
the descriptiveness of the model. Finally, asymmetric kernels have been studied
in works such as [Mackenzie and Tieu, 2004, Wua et al., 2010]. Here, we combine
all these ideas into a new approach which is suitable for learning target data
variance. If we would consider each training sample to be a data center, and
enforce that all samples share the same kernel metric, and assume an univariate
lengthscale in the kernel distance computation, we would recover the standard
Gaussian Process definition. We evaluate the proposed approach by considering
three increased levels of complexity: center-based Gaussian Process, multi-modal
asymmetric Gaussian Process and multivariate multi-modal asymmetric Gaussian
Process. The experimental validation is done on the regression datasets So2 and
Temp used in [Titsias and Lázaro-Gredilla, 2013], and the synthetic dataset used
in [Kersting et al., 2007].

5.2
5.2.1

related work
Mixtures of Gaussian Processes

Given that the kernel matrix is squared in the size of training data, noteworthy
work has been focusing on mixtures of Gaussian Processes [Lázaro-Gredilla
et al., 2012, Meeds and Osindero, 2006, Nguyen and Bonilla, 2014, Rasmussen and
Ghahramani, 2002, Tresp, 2000, Yuan and Neubauer, 2009]. In [Tresp, 2000] a
mixture of Gaussian Processes is proposed to effectively deal with the large amount
of training data. [Meeds and Osindero, 2006, Rasmussen and Ghahramani, 2002]
extend this idea by proposing an infinite mixture of Gaussian Processes. Somewhat
similarly, [Li, 2014] advances the splitting of the problem into subproblems in a
divide-and-conquer fashion and solving each such problem in a Gaussian Process
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model. [Yuan and Neubauer, 2009] proposes an elegant model, employing a
variational Bayesian algorithm for training the mixture of Gaussian Process
experts, for time efficiency. A simple and effective model is proposed in [LázaroGredilla et al., 2012], where the authors simplify the mixture of experts such that
no gating function is used to assign samples to components and rather, trajectory
clustering is employed instead. [Nguyen and Bonilla, 2014] gracefully combines
the mixture of Gaussian Process experts with the idea of inducing points that is
meant to provide fast approximate Gaussian Process models. Unlike these works,
we propose to learn the hyperparameters corresponding to training data centers
in a single Gaussian Process instead of a mixture of Gaussian Processes.
5.2.2

Efficiency in Gaussian Processes

The work of [Quiñonero-Candela and Rasmussen, 2005] reviews the sparse approximations of Gaussian Process models from an unified perspective by analyzing the
implied prior of different methods. [Csató and Opper, 2002] proposes learning iteratively, online, the sparse set of inducing points in a Bayesian formalism by minimizing the KL divergence. Inspired from metric learning techniques, [Lawrence et al.,
2003] uses forward selection to obtain a sparse and time-efficient model. [Snelson
and Ghahramani, 2005] proposes a graceful solution of learning a set of sparse
pseudo-inputs through gradient based optimization. A combination between
sparse methods based on inducing points and local regression based on a multitude of experts that describe locally the target space, is proposed in [Snelson and
Ghahramani, 2007]. In [Titsias, 2009, Titsias and Lawrence, 2010] variational
approaches are used to learn sparse representations. [Titsias, 2009] jointly learns
the inducing points and the kernel hyperparameters by minimizing a lower bound
through KL divergence. The robust method of [Hensman et al., 2013] decomposes
the Gaussian Process model, variationally, such that the model is factorized based
on a set of global inducing variables. [Bo and Sminchisescu, 2012, Ranganathan
et al., 2011] focus on iterative updates of the Gaussian Process. [Rodner et al.,
2012] proposes the use of parameterized histogram intersection kernels to bypass
the hyperparameter estimation and for memory efficiency. [Cao et al., 2013]
proposes a method to speed up the hyper-parameter estimation by inducing
sparsity in the model. Somewhat similar to these methods, we only retain a set
of data centers as informative training samples. Yet, unlike the above approaches,
we subsequently add extra information into the Gaussian Process model in order
to better describe the target distribution by treating the data centers differently.
5.2.3

Descriptiveness in Gaussian Processes

Full covariance matrices in the kernel definition have been proposed in [Pintea
et al., 2016c, Vivarelli and Williams, 1999], in order to make the model more

80

5.2 related work

descriptive. We also use full covariances in the kernel matrix. However in our work,
each center learns an individualized covariance matrix. [Paciorek and Schervish,
2004] proposes nonstationary covariance matrices in the Gaussian Process model,
such that the kernel metrics depend on the input samples. However, the final
kernel matrix is symmetric as it is defined using symmetric combinations of
per-sample covariances. This can be seen as similar to RVM (Relevance Vector
Machine). [Kersting et al., 2007, Lázaro-Gredilla and Titsias, 2011] propose
well-founded approaches to make the model more descriptive. They do so by
extending the Gaussian Process definition to a heteroscedastic approach by
modeling the noise distribution of the Gaussian Process to be dependent on the
training data. [Kuss et al., 2005] proposes EP (Expectation Propagation) as an
effective manner to train these models. Similarly to this work, we also start
with the assumption that the kernel metric should be data dependent, but we
allow each training center to learn an individualized kernel metric. [Titsias and
Lázaro-Gredilla, 2013] proposes a compelling method for adjusting the kernel
distances by assuming that the data is mapped in a feature space based on
the Mahalanobis kernel distance that is estimated through variational inference.
Unlike this work, we learn both the shape and the scale of the kernels per data
center such that they minimize the predictive loss through metric learning.
5.2.4

Asymmetric Kernels

The use of asymmetric kernel distances is not a recent idea but, rather, a wellmatured topic [Kulis et al., 2011, Mackenzie and Tieu, 2004, Tsuda, 1999, Wua
et al., 2010]. In [Tsuda, 1999] the use of asymmetric kernels is proposed in the
context of SVM classification. [Wua et al., 2010] shows how similarity functions,
commonly used in real-life applications, can be related to asymmetric kernels,
and gives a formal definition for the mathematical space described by asymmetric
kernels. The work in [Mackenzie and Tieu, 2004] proposes asymmetric kernel
regression in the context of neural networks and shows that such models are better
behaved around the data boundaries. The recent work of [Kulis et al., 2011]
learns asymmetric distances for visual domain adaptation in the context of object
recognition. Similar to these methods, we also propose the use of asymmetric
kernel distances, as these prove to have more descriptive power when limiting
the number of training samples in the Gaussian Process kernel computation —
data centers, in our case.
5.2.5

Metric Learning

In [Rahimi and Recht, 2007], the authors propose learning a low dimensional
mapping of data such that the kernel distances remain approximately equal to
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the ones of the original features. In this work, we learn the kernel metric given
the targets, rather than the feature representation. [Weinberger and Tesauro,
2007] proposes a method for learning the kernel metric by minimizing the leaveone-out regression error. Similarly to this method, we aim at learning the
kernel parameters such that the obtained kernel distances minimize the squared
loss. [Jain et al., 2012] combines kernel learning with metric learning by employing
a linear transformation. In this work, we use a fixed kernel — the squared
exponential kernel — yet we expand the parameters of the kernel to full covariance
matrices. [Globerson and Roweis, 2005, Weinberger et al., 2009, Xing et al., 2002]
represent pioneering work in the field of metric learning. [Xing et al., 2002] is
the first paper to pose metric learning as a convex optimization problem learned
from similar/dissimilar pairs of points. [Globerson and Roweis, 2005] is one of the
first works to propose Mahalanobis distances for metric learning. In [Weinberger
et al., 2009] the authors propose learning the Mahalanobis distance in the context
of a nearest neighbor classifier, which induces a large-margin separation of
classes. [Kedem et al., 2012, Kostinger et al., 2012, Weinberger et al., 2009] are
recent works focusing on metric learning in the context of classification with
kernels, while [Huang and Sun, 2013] is centered on sparse kernel learning for
regression. In this work we employ metric learning rather than estimating the
optimal model hyperparameters through marginal likelihood [Rasmussen, 2006].
We do so, as each data center has an associated lengthscale in the proposed
model and, thus, the marginal likelihood optimization is not straightforward in
our case.

5.3

asymmetric kernel gaussian process

We redefine the Gaussian Process model by allowing each training data center
to learn an individualized kernel metric. This entails that the kernel matrix
ceases to be symmetric in our case. However this comes at extra gain in terms of
descriptive power, as despite using a small set of training samples for the kernel
computation, we optimize the individualized kernel metrics over the numerous
available unused training samples.

5.3.1

Standard Gaussian Process Revisited

We shortly revisit the standard Gaussian Process formulation, to unify the
notations. The mean of the predictive distribution is [Rasmussen, 2006]:

−1
f (x∗ ) = k(x∗ , X)T k(X, X) + σ2 I y,
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Where x∗ represents an input test samples, X represent the training samples used
for the training kernel matrix computation, y represent the training targets, f ∗ is
the prediction over the inputs x∗ and k(·, ·) the kernel metric used for estimating
sample distances.
5.3.2

Cluster-based Gaussian Process

As equation 5.1 indicates, the training procedure requires the computation of the
inverse of the training kernel-matrix, which is prohibitive on larger datasets. The
first alteration of the Gaussian Process model that we investigate, is considering a
set of data centers rather than individual training samples. Despite its simplicity,
this is very effective in getting a fair overview over the variation in the training
data while not having to use all samples during training.
5.3.3

Multi-modal Asymmetric Kernel Gaussian Process

Given that we have sparsified the training data by keeping only the training data
centers, we have lost information regarding the smoothness or variability of the
function we are trying to learn, in a certain region of the data space. Therefore,
we want to allow each training center to define individualized kernel metrics in
its data neighborhood, thus, having individualized lengthscale hyperparameters.
This entails the second alteration of the standard Gaussian Process model. In this
case the prediction function uses training and test kernel terms with per-center
metrics:

−1
f (x∗ ) = k̂(x∗ , X)T k̂(X, X) + σ2 I y,
(5.2)
where k̂(·, ·) is a non-symmetric kernel distance whose shape and size depends on
its corresponding training center — k̂(xi , x j ) = ki (xi , x j ). Thus, the distance from
a training center to the others is computed within the associated kernel space
of that center. At test-time k̂(x∗ , X) = (k1 (x∗ , x1 ), k2 (x∗ , x2 ), ..kN (x∗ , xN )). In this
work we restrain our focus to the squared exponential kernel distance:


 1

T
k̂(xi , x j ) = ki (xi , x j ) = exp − 2 (xi − x j )(xi − x j )  .
(5.3)
2li
where li is the lengthscale hyperparameter.
Given that the kernel matrix uses individualized metrics per center, it
ceases to be symmetric. Therefore, we cannot employ the standard Cholesky
decomposition anymore for estimating the kernel-matrix inverse. We compute the
kernel matrix inversion through SVD (Singular Value Decomposition). Despite
this drawback, the individualized kernel metrics allow us to optimize the shape
and scale of the kernel locally, in the neighborhood of each data center.
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5.3.4

Multivariate Multi-modal Asymmetric Kernel Gaussian Process

By allowing each center to define its own kernel metric, we change the model
such that we can locally resize the kernel space to better map the target space.
As highlighted in [Chen and Buja, 2013], not only the size of the kernel space
is important but also the shape. Therefore, we also consider a multivariate
extension of the model that would allow for optimizing the kernel shape per
training center.
!
1
T
k̂(xi , x j ) = ki (xi , x j ) = exp − (xi − x j )Σi (xi − x j ) .
(5.4)
2
where Σi is the covariance matrix corresponding to the lengthscale hyperparameter,
to be learned from additional unused training data.
5.3.5

Kernel Metric Optimization

Standardly in the literature, the Gaussian Process hyperparameters are learned
through gradient methods by maximizing the marginal likelihood over the weights.
In our case this is not straightforwardly computed. We approach this problem
discriminatively and, given that we want to learn a kernel metric that allows us
to better model the target distribution, we solve it through metric learning.
Thus, we learn from additional training samples the appropriate kernel
metric for each training center. We use the regularized squared loss over the
targets as the function to be minimized and we employ SGD (Stochastic Gradient
Descent) by estimating the gradients with respect to each per-center lengthscale.
centers samples

L=

X

X

i

xn

(yn − y∗n )2 + µ | Σi |2 .

(5.5)

We denote by y∗n the prediction for input sample xn , and by | · |2 the Frobenius
norm in the multivariate case, or the squared value in the univariate case. At each
iteration we perform one gradient update step for all hyperparameters, therefore,
allowing them to be jointly learned.
Univariate Multi-modal Kernel Optimization
The derivative of the loss with respect to the lengthscale per center, li , for the
univariate case is given by the following formulation:
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5.4 illustrative results

NRMSE:

82.99%

65.32%

56.26%

Input

(i) center-GP

(ii) univariate-AGP

(iii) multivariate-AGP

Figure 5.1: Pixel intensity prediction from input normalized pixel location. (i) center-GP
— standard GP trained on training centers. (ii) univariate AGP — proposed asymmetric
model using per-center univariate lengthscale in the kernel — eq. 5.3. (iii) multivariate
AGP — proposed asymmetric model using per-center multivariate legnthscale — eq. 5.4.
1
(xi − x j )(xi − x j )T k̂(xi , x j ),
li3

−1
K̂−1 = k̂(Xz , Xz ) + σ2 I ,

−1
α = k̂(Xz , Xz ) + σ2 I y.
mi j =

(5.7)
(5.8)
(5.9)

Multivariate Multi-modal Kernel Optimization
In the multivariate case we have to ensure that the covariance matrix Σi is
symmetric. For this, in the gradient computation, we apply the derivations for
symmetric matrices.
# "
#
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1
T
Mi j = − (xi − x j ) (xi − x j ) k̂(xi , x j ).
2

(5.10)

(5.11)
(5.12)

In this case, an additional cone projection step — as described [Weinberger et al.,
2009] — is required after each update to ensure that the covariances remain
positive definite after each update step. In algorithm 2 we present the steps
entailed by the proposed asymmetric kernel learning.
5.4

illustrative results

Figure 5.1 illustrates the need for the asymmetric model. If all samples would
share the same kernel metric, figures 5.1.(ii) and 5.1.(iii) would not be possible.
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Algorithm 2: Asymmetric kernel distance learning.
Require: X, y input training data and labels,
K number of data centers,
T number of SGD epochs and
l0 and σ20 starting values for the noise and lengthscale.
Ensure: Per center-learned univariate/multivariate lenghtscale li∗ /Σ∗i .
1: Obtain a reliable set of K data centers, XK , through clustering or sampling.
2: for i ∈ {1, ..K} do
3:
if univariate then
4:
Initialize li∗ ← l0 and σ2 ← σ20 .
5:
else
6:
Initialize diag(Σ∗i ) ← l12 and σ2 ← σ20 .
0

7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:

end if
end for
while | Lt − Lt+1 |≥ θ or t < T do
for i ∈ {1, ..K} do
if univariate then
t
∇Lt ← ∂L
∂li as in eq. 5.6 — 5.9 over samples X\XK .
Update Vt+1 ← mVt − η∇Lt
Update li∗ ← li∗ + Vt+1 .
else
t
∇Lt ← ∂L
∂Σi as in eq. 5.10 — 5.12 over samples X\XK .
Update Vt+1 ← mVt − η∇Lt
Update Σ∗i ← Σ∗i + Vt+1 .
Σ∗i ← Pr(Σ∗i ), where Pr(·) is the cone projection of Σ∗i .
end if
end for
Compute the new loss: Lt+1 using equation 5.5.
end while
Output per-center li∗ /Σ∗i estimated through metric learning.

When deciding to restrict our attention to very few training samples — hopefully
well distributed in the data space and informative — we lose the additional
information regarding the fluctuations in the function we are aiming to learn.
However, the per-center kernel metrics help recover this information.
In this illustration, we fix the training centers to be the centers of the
two ellipses. The ( x, y) pixel coordinates represent the input features and the
image intensity value is the target. We test three models: (i) center-GP —
where we train the standard GP on only the 2 data centers and the optimal
lengthscale hyperparameter is found through cross validations over 100 randomly
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Synth [Kersting et al., 2007]
Temp [Titsias and Lázaro-Gredilla, 2013]
So2 [Titsias and Lázaro-Gredilla, 2013]

#Train

#Test

#Dims.

256
7,117
15,304

128
3,558
7,652

1
106
27

Table 5.1: Datasets statistics.
sampled training pixels; (ii) univariate-AGP — where the kernel of equation 5.3
is employed and the optimal lengthscale per center is estimated as described
in subsection 5.3.5, and (iii) multivariate-AGP — using the kernel definition of
equation 5.4. Figure 5.1 shows that the univariate asymmetric Gaussian Process
model manages to better estimate the sizes of the two blobs, when compared
to its center-based counterpart. While the multivariate asymmetric Gaussian
Process achieves the lowest NRMSE (Normalized Root Mean Squared Error) —
defined in equation 5.13 — as it learns both the sizes and the shapes of the blobs
in the image.

5.5

experiments

For experimental evaluation we use 3 existing regression datasets. We choose
these datasets as we want to compare with previous works [Kersting et al.,
2007, Titsias and Lázaro-Gredilla, 2013], focusing on related problems — adding
more descriptive power to the Gaussian Process formalism. Table 5.1 depicts the
specifics of each dataset1 .

5.5.1

Experimental Setup

We report NRMSE (Normalized Root Mean Squared Error) for all experiments:
v
t
N
1 X (yn − y∗n )2
∗
NRMSE(y, y ) =
,
(5.13)
N n var(ytrain )
where var(ytrain ) represents the label variance on the training data. The centers
are defined with K-means clustering. We standardize the data to have zero mean
and unit variance per dimension, on the training data. In the SGD, the initial
learning rate is set to 0.01 and the update steps are following the learning rate
updates advised in [Bottou, 2012]. We use batch-SGD rather than standard SGD
and we use mini-batches of 100 randomly selected training samples. We initialize
1 Available at http://www.theoval.cmp.uea.ac.uk/∼ gcc/competition/.
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#Samples

NRMSE

50

100

200

all

center-GP

10
univariate-AGP

center-GP

univariate-AGP

GP

Kersting et al.

GP

0.745

0.668

0.733

0.618

0.747

0.739

0.746

Table 5.2: NRMSE on the Synth dataset for: center-GP — trained on training centers
only and, univariate-AGP — the proposed method with per-center kernel metrics as
in eq. 5.3. Results are compared to Kersting et al. [Kersting et al., 2007] and GP —
standard GP trained on randomly sampled examples. We show in bold the method that
outperforms all other methods.

the lengthscale in the SGD with 0.1 for all centers. Given the non-convexity
of the solved problem, we make use of momentum and set it to 0.9 as advised
in [Sutskever et al., 2013]. Next to using the regularization term in the loss
function with µ set to 1.0 we have also considered the use of the Huber loss rather
than squared loss, in order to bound the contribution to the gradient for the
samples that have high prediction errors. For the standard GP models as well
as for center-GP — Gaussian Process trained on training centers only — we
estimate the model hyperparameters, noise and lengthscale, by performing cross
validation on 100 randomly selected training samples.

5.5.2

Univariate Multi-modal Approach Evaluation

Table 5.2 displays the results obtained by the proposed approaches when compared
with the previous work of [Kersting et al., 2007]. As additional baselines, we show
comparative results with the standard GP model trained on randomly sampled
examples as well as full data. Given the limited size of this dataset, 256 samples,
a small number of centers — 10 centers — are able to achieve good performance.
When adding more centers, we observe that the error decreases even more. The
numbers show that the univariate multi-modal asymmetric Gaussian Process
outperforms the center-based model as it allows each center point to find its
optimal kernel metric. It is worthwhile noting that the univariate asymmetric
Gaussian Process approach trained on only 10 centers outperforms baselines
using a larger number of samples.

5.5.3

Multivariate Multi-modal Approach Evaluation

Table 5.3 depicts the results of the proposed approaches on the So2 and Temp
datasets when compared to [Titsias and Lázaro-Gredilla, 2013] and with the standard Gaussian Process model. The gain brought by the multi-modal asymmetric
methods over the center-based Gaussian Process and the standard Gaussian
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# Samples

NRMSE

# Samples

NRMSE

Titsias et al.
GP

100
100

1.004
0.985

Titsias et al.
GP

100
100

0.489
0.533

center-GP
univariate-AGP
multivariate-AGP

50
50
50

0.984
0.846
0.863

center-GP
univariate-AGP
multivariate-AGP

50
50
50

0.559
0.482
0.445

center-GP
univariate-AGP
multivariate-AGP

10
10
10

0.985
0.818
0.808

center-GP
univariate-AGP
multivariate-AGP

10
10
10

0.642
0.602
0.493

(a) So2 data evaluation.

(b) Temp data evaluation.

Table 5.3: NRMSE on the So2 and Temp datasets for the 3 methods: center-GP —
trained on training centers only, univariate-AGP — the univariate asymmetric model
using the kernel metrics defined in eq. 5.3 and, multivariate-AGP — the multivariate
asymmetric model with kernel metrics as defined in eq. 5.4. Results compared with Titsias
et al. [Titsias and Lázaro-Gredilla, 2013] and GP — standard GP trained on randomly
sampled examples. We show in bold the results outperforming the baseline and underline
the best result.

Process is more visible for the Temp dataset. This can be explained by a larger
degree of label variance with respect to the samples, but also larger number
of dimensions to learn from, in the multivariate case. Nonetheless, on both
datasets, the proposed models achieve a better performance than the one reported in [Titsias and Lázaro-Gredilla, 2013], while using only 50 centers. On
So2 the performance decreases slightly with the increase in the number of centers
for the asymmetric models. This may be due to the model not being sufficiently
trained, as well as the model not being able to learn an informative covariance
in the multivariate case. However, the results are still outperforming the two
considered baselines.
The outcome of the experimental evaluation, validates the suitability of the
proposed models and indicates that, indeed, wherever there is a gain possible by
learning the target variance from additional data, the multi-modal asymmetric
approaches gain in accuracy. Moreover, the proposed methods make efficient
use of the data by allowing us to considerably reduce the kernel-matrix size —
number of training centers — while retaining the descriptiveness of the model.

5.6

conclusions

This work brings forth a three fold extension of the standard Gaussian Process
model — (i) training the model on training data centers only, (ii) learning
individualized kernel metrics per center such that the kernel distances better
describe the target function and, (iii) extending the lengthscale hyperparameter
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to a covariance matrix, thus learning not only the appropriate size but also
the shape in the kernel metric. Due to the limitations imposed by the need to
jointly optimize the per-center parameters, we approach the learning problem
from a discriminative perspective by employing metric learning. Given that we
allow each sample to learn an individualized kernel metric, we lose the symmetry
in the kernel matrix of the Gaussian Process. However, this comes at the
gain of better describing the function to be learned in the neighborhood of the
few center points, retained for the kernel computation. Moreover, this work
makes effectively use of the available training samples as it estimates the kernel
matrix over a limited set, while optimizing the model over additional samples.

S. L. Pintea, J. C. van Gemert, and A. W. M. Smeulders.
“Asymmetric Kernel Gaussian Processes for Learning Target Variance”
Paper under submission.
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6
S U M M A RY A N D C O N C L U S I O N S

6.1

summary

Continuous Learning in Computer Vision
The focus of this thesis is continuous learning in the context of computer vision.
The reason why we focus on continuity is that, as argued in the Prelude, the
world is characterized by continuity. Therefore in this thesis, we let the learning
algorithm cope with the continuous aspects of the problems approached. Each
chapter in the thesis focuses on learning a continuous property such as motion,
or a relative entity such as “goodness” and “importance”, or overall focuses on
the problem of learning continuous functions.
When thinking of the continuous aspects of the world, motion is definitely
one of its first continuous characteristics. Chapter 2 [Pintea et al., 2014], focuses on
learning to predict human motion from appearance information. The underlying
idea of this chapter is that humans have a remarkable ability to predict plausible
motion, when looking at a static image. This work aims at testing if the same
can be achieved by a machine through learning. We learn, from video data, local
motion patterns specific to a set of considered human actions, and predict the
learned motion in single static images. To this end, we propose a Structured
Random Forest for regression which learns the mapping from local appearance
patches to local motion — optical flow patches. The Structured Random Forest
model, proposed in this work, is highly suitable for the motion prediction problem,
as it allows us to predict complete patches of motion rather than single motion
vectors. This is effective for our goal, as the motion is consistent in a local
neighborhood — i.e. all the points along the foot of a footballer move consistently
in the same direction and with a similar speed. Results in chapter 2 show that it
is possible to predict motion in a single image.
Traditionally, in computer vision, the input visual information is processed
such that a set of informative features are obtained which are, at a later step,

91

summary and conclusions

used for solving the problem at hand. These features — hand-crafted or retrieved
from a pre-trained Deep Network — can be subsequently grouped into meaningful
clusters whose centers are called “visual words”, or used to obtain more descriptive
representations such as the ones based on Fisher Vectors [Perronnin et al., 2010].
Describing the visual world, is not necessarily a continuous problem, yet the
importance of features is a continuous property — their statistics. In this work,
we propose to bypass this description step and focus on the final representation.
In the context of action recognition, we learn the mapping from raw input pixel
values to the final video representation by developing a multi-class version of
the Waldboost classifier [Šochman and Matas, 2005]. Although the multiclass
extension of Waldboost predicts discrete outputs, the Wald test relies on analyzing
a sequence of prediction probabilities. Thus, it is operating in the continuous
space. Moreover, in order to enhance the standard Waldboost definition to
multiple classes we need to employ the real-valued version of AdaBoost [Zhu
et al., 2009]. Therefore, despite the discrete outcome of the proposed model,
the building blocks manipulate real-valued entries. Chapter 3 [Pintea et al.,
2016a], validates the ability of bypassing the visual features and learning a final
representation that incorporates the importance of these features.
The characteristics of entities can be either discrete: blue, white — or
continuous: heavy, large. The “goodness” characteristic is continuous, as it can
range between certain values, when set on a scale. In this work, we focus on
object proposal goodness. Thus, we want to estimate how good — informative —
are certain bounding-boxes. Rather than looking inside the boxes, we claim that
the consistency in overlap between object proposals of different algorithms, is
informative as to how good a certain proposal box is. The considered algorithms
rely on different cues such as: saliency, the characteristic of being enclosed by
a strong edge, or being composed out of similar parts. This work uses only
the overlap statistics of bounding boxes proposed by popular state-of-the-art
algorithms and estimates the goodness of these boxes. This is a regression
problem, as the box scores are continuous. In order to deal with the large amount
of training data, this work brings forth a clustering-based multivariate Gaussian
Process model for solving the continuous learning problem of scoring proposal
boxes. Chapter 4 [Pintea et al., 2016c], shows that the goodness values can be
learned in a Gaussian Process regression framework [Rasmussen, 2006], for a
set of input object proposals. Moreover, this is done without using appearance
features, but rather based on consistency of proposals from different algorithms.
Chapter 5 [Pintea et al., 2016b], focuses on learning the variance in a
given target function space. The aim of the chapter is the actual problem of
performing regression — continuous learning — in the context of Gaussian
Process theory [Rasmussen, 2006]. Given that the goal is to learn the target
function variance, the proposed formulation must deal with the multi-modality
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of the target space. The work analyzes ways in which to limit the kernel matrix
size in the Gaussian Process formalism while retaining the descriptiveness of
the model. We start by proposing an approach that uses cluster data centers
rather than individual samples in the kernel matrix computation. By retaining
only cluster centers, we lose the information as to how the function varies in
different parts of the target space. Subsequently, we add back the descriptiveness
into the model by letting each cluster center learn the variance of the target
space in its corresponding neighborhood. This gives rise to an asymmetric kernel
matrix in the model definition. Given that the per-cluster model hyperparameters
must be jointly learned, the standard marginal likelihood optimization is not
straightforwardly done. Therefore, we propose a discriminative approach by
employing metric learning. This has the added value that, while minimizing the
squared loss, it finds the parameters that help best describe the target function.
We show how the proposed asymmetric model can be related to assuming a
Gaussian Mixture Model distribution over the weights, rather than a single
Gaussian in the weight-space view of the Gaussian Process. The loss in the
symmetry of the kernel matrix, comes at the gain of adding descriptive power to
the model. This is true, as we allow each cluster center to learn the appropriate
size and shape. The size is learned as the result of the multi-modal asymmetric
Gaussian Process. And the shape is learned as the result of the multivariate
multi-modal kernel metric.

6.2

conclusions

The overall question of this thesis is: “Can we learn continuous functions in
computer vision?”. This general question is answered by subsequent focused
questions, which detail the meaning of “continuous learning in computer vision”.
Therefore, firstly, continuous learning means learning the dynamics of the world.
As emphasized in Prelude, motion is the most obvious continuous aspect present
in the world.
This leads us to the first question of this thesis: “Can we learn to predict
continuous motion?”. Chapter 2 of the thesis, answers this question by proposing a
Structured Regression Random Forest model that correlates the input appearance
patches to motion patches. We find through experimental evaluation that, indeed,
it is possible to learn motion from appearance data and predict it in a single
static image. This enables us to automatically hallucinate a short-term motion
in static images — fact that brings us back to the philosophical idea of visual
hallucination discussed in Prelude. In this chapter, we focus on a specific aspect
of continuous learning in computer vision — motion — and bring forth a viable
solution. Next to the dynamics of the world, the continuity is present also in the
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interaction between entities — relatives, as underlined in Prelude. This brings
us to the following two chapters that pursue two different approaches towards
learning or approximating a relative relation.
Chapter 3 aims at answering the question: “Can we learn to approximate
continuous importance ratings in an efficient manner?”. The “importance” property is a relative one, which this chapter aims at learning in the context of features
for action recognition. Therefore, the chapter proposes bypassing video frame
feature extraction and learning in one step the final video representation to be
used for action recognition. Rather than learning good features, here the goal is
to discard them and instead learn the occurrence of virtual features — which
can be related to the relative importance of features. The problem is solved, for
efficiency, in a multi-class Waldboost formulation. The experimental outcome
brings the insight that when working with large amounts of correlated samples
— video frames, focusing on their statistics gives viable information for learning
a meaningful representation. Despite the approach being a multi-class discrete
approach, the aim is at learning occurrences of virtual features, which reveals
their importance. Instead of learning approximations of relative entities, we can
learn them from a continuous perspective. The following chapter does precisely
this. Chapter 4 aims at learning another relative property, namely the “goodness”
of object proposals. Although approaching similar problems, the methods are
different — while chapter 3 uses a multi-class Waldboost model for efficiency, the
“goodness” is learned in a Gaussian Process regression formulation.
Similar to chapter 3, chapter 4 aims at learning another relative entity
— “goodness” — but following a different path. The question answered in this
chapter is: “Can we learn continuous goodness ratings of object proposals?”.
This question is answered by looking only at consistency in alignment. We
argue that consistency is an indicator of “goodness”. Experimental evaluation
shows that agreement in proposal position is, indeed, sufficient information to
learn proposal “goodness”. Noteworthy, we can estimate how informative a
certain object proposal box is without actually looking inside the box. Therefore,
this approach can be extended to other problems apart from object proposal
scoring. The learning problem is solved in a Gaussian Process formalism. While
being similar to chapter 5, this work aims only at learning the relative property
of “goodness” or “informativeness” of proposals. Chapter 5 can be seen as a
generalization of this approach, as it focuses on learning the variations present in
given continuous functions.
Lastly, chapter 5 puts together all the previous efforts and focuses on the
general problem of learning continuous functions. This chapter answers the
question: “Can we learn the variation in a continuous function?”. Therefore, it
focuses on learning the variance in the target space of a set of continuous problems.
The question that it tries to answer is: can we learn the variance in the target
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space while not having to see all training samples? The proposed model aims
at giving a viable solution. This is not the only possible approach, yet is proves
effective in the experimental evaluation. One can envision other approaches
towards learning the diversity in the continuous target spaces. The model
proposed, however, follows our intuition of how the sample similarities in the
kernel space can help improve the model. This chapter, although approaching the
problem of continuous learning, it does this from a more theoretical perspective.
It aims more towards gaining insight into the continuous learning problem, and
less to solving a given learning problem. Therefore, from an abstract perspective,
this can be seen as a generalization over the previous chapters. However, this is
not specifically true as each learning approach is different. This chapter does not
propose a unifying approach that is suitable for any continuous learning problem,
but rather aims at gaining insight into what is required to be able to learn the
variations present in a given function.
At the end, we return to the main question of the thesis: “Can we learn
continuous functions in computer vision?”. The chapters of this thesis provide
answers regarding continuous functions, or aspects of these functions that we
can learn. However, each chapter approaches the learning problem in a different
manner. We do not propose an all-comprehensive algorithm that solves the
general-case continuous learning, but rather focus on aspects of continuity and
search for viable solutions by following different learning approaches. As expressed
in Prelude, integrating the idea of continuity into the models, provides us with
stronger methods that are characterized by more descriptiveness. This idea can
be found back into the popular CNN models. The convolutions are continuous,
as well as the activation functions used. A network is fluid: neurons can be
removed at random, and it still can function. Moreover, the “graceful degradation”
property of the CNNs hints at continuity. Thus, one can wonder, is the continuity
not one of the driving forces of CNNs? And, therefore, is continuity not the way
towards stronger, better, more descriptive models?
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S A M E N VAT T I N G

continu leren in computer vision
De focus van dit proefschrift is continuı̈teit in computer vision. Zoals beschreven in de
Prelude, is dit relevant omdat de wereld niet discreet is, maar continue. Het noodzakelijke
onderscheid tussen discrete en continue aspecten van deze wereld, en met name in de
visuele wereld verplicht ons om flexibel te zijn. Vandaar dat we gebruik maken van leer
algoritmes om met de continue aard van de wereld om te gaan. Elk hoofdstuk uit dit
proefschrift richt zich op een specifiek aspect van het continu leren; zoals beweging, of
een gerelateerd concept zoals “goedheid” or “belangrijkheid”, of het leren van continue
functies.
Als we denken aan continue aspecten is beweging duidelijk een van de meest
typerende. Hoofdstuk 2 [Pintea et al., 2014] richt zich het leren van het voorspellen van
menselijke beweging in foto’s. Het onderliggende idee is dat mensen exceptioneel goed
zijn in het voorspellen van waarschijnlijke bewegingen in een statische afbeelding. Met
dit onderzoek testen we of een machine hetzelfde inzicht kan verkrijgen met behulp van
leer technieken. We leren lokale bewegingspatronen die typerend zijn voor mogelijke
menselijke acties vanuit video’s en gebruiken deze bewegingspatronen voor het voorspellen
van bewegingen in een statische afbeeldingen. We stellen een Structured Random Forest
model voor, omwille van regressie, welke de functie leert van lokale beeldrepresentaties
naar lokale bewegingsrepresentaties met behulp van optical flow. Het Structured Random
Forest model is geschikt voor het voorspellen van beweging, omdat het mogelijk is om
complete stukken van beweging te voorspellen in plaats van aparte bewegingsvectoren.
Dit is effectief voor ons doel, omdat beweging consistent is voor een locale omgeving —
d.w.z. bij alle punten in de voet van een voetballer is beweging consistent in dezelfde
richting met eenzelfde snelheid. De resultaten in hoofdstuk 2 laten zien dat het mogelijk
is om beweging te voorspellen voor een statische afbeelding.
Hoofdstuk 3 [Pintea et al., 2016a] gaat over het omgezetten van pixels naar een set
van informatieve eigenschappen. Deze eigenschappen die ofwel met de hand gemaakt zijn,
of verkregen zijn uit een geleerd Deep Network, kunnen vervolgens gegroepeerd worden
in clusters waarvan het middelpunt ook wel een “visueel woord” wordt genoemd, of
anderzijds gebruikt worden voor het verkrijgen van een meer beschrijvende representatie
zoals bijvoorbeeld representaties gebaseerd op Fisher Vectors [Perronnin et al., 2010].
Het omschrijven van de visuele wereld is niet noodzakelijkerwijs een continu probleem.
Echter, het belang van de beeldeigenschappen is een continue eigenschap — namelijk,
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hun statistische gegevens. We stellen in dit werk een methode voor die de stap van
visuele informatie quantiseren omzeilt en direct focust op de eind representatie. In de
context van actie-herkenning, leren we de functie van rauwe pixel waarden tot video
representatie door een multi-klasse versie te ontwikkelen van de Waldboost Classifier
[Šochman and Matas, 2005]. Hoewel de multi-klasse uitbreiding van Waldboost discrete
waarden voorspelt, vertrouwt de Walt test op het analyseren van een sequentie van
voorspellingswaarschijnlijkheden en werkt het dus in een continue ruimte. Om gebruik
te maken van de standaard Waldboost definitie met multi-klassen, gebruiken we een
versie van Adaboost die met reële waarden werkt [Zhu et al., 2009]. Ondanks dat
het voorgestelde model een discrete uitkomst geeft, manipuleren de bouwblokken data
bestaande uit reële waarden. Hoofdstuk 3 valideert de bekwaamheid van het omzeilen
van de visuele eigenschappen en het leren van een eind representatie welke het belang
van de omzeilde eigenschappen in acht neemt.
In hoofdstuk 4 wordt een selectie gedaan uit continue eigenschappen. Eigenschappen van concepten kunnen ofwel diskreet zijn: blauw, wit — of continu: zwaar, groot.
De “correctheid” eigenschap is continu omdat het kan variëren in een gegeven bereik. In
dit werk richten we ons op de correctheid van object-voorstellen, d.w.z. Het schatten van
de positie van objecten in afbeeldingen. We willen inschatten hoe goed — informatief —
bepaalde selectiekaders voor objecten zijn. In plaats dat we direct in de selectiekaders
kijken, beweren we dat de consistentie in overlap tussen object-voorstellen van verschillende algoritmes informatief is voor hoe goed een bepaalde selectiekader is. De algoritmes
die we overwegen, gebruiken verschillende aanwijzingen, bijvoorbeeld: opvallendheid
(de eigenschap waarbij het object is ingekaderd met een sterke rand), of het object is
een compositie van soortgelijke onderdelen. Dit werk gebruikt alleen de overlappende
statistieken van de selectiekaders die worden voorspeld door populaire state-of-the-art
algoritmes en voorspeld de correctheid van deze kaders. Dit is een regressie probleem
omdat de kader scores continu zijn. Om met de grote hoeveelheid training data overweg
te kunnen, gebruiken we een cluster-gebaseerde multivariaat Gaussian Process model
om een oplossing te vinden voor het continue leer probleem van het vinden van scores
voor selectiekaders. Hoofdstuk 4 [Pintea et al., 2016c] laat zien dat correctheid waarden
geleerd kunnen worden in een Gaussian Process regressie framework [Rasmussen, 2006]
voor een set van ingevoerde object-voorstellen. Bovendien is dit gedaan zonder het
gebruik van visuele eigenschappen, maar op basis van de consistentie tussen voorstellen
van verschillende algoritmes.
Hoofdstuk 5 [Pintea et al., 2016b] richt zich op het leren van variantie in een
gegeven functie ruimte. Het doel van dit hoofdstuk is het probleem van het uitvoeren van
regressie — continu leren — in het kader van de Gaussian Process theorie [Rasmussen,
2006]. Gegeven dat we de doelfunctie variantie willen leren, zal de voorgestelde formulering
moeten omgaan met de multi-modaliteit van de doelwit ruimte. Het werk analyseert
manieren die de kernel matrix grootte limiteren in het Gaussian Process formalisme en
tegelijkertijd de omschrijvende karakteristieken van het model behoud. We beginnen
met het voorstel voor een Algoritme wat cluster middelpunten gebruikt in plaats van
individuele voorbeelden in de kernel matrix berekening. Omdat we alleen de cluster centra
behouden verliezen we informatie over hoe de functies variëren in verschillende delen van
de doelwit ruimte. Vervolgens voegen we de omschrijvende karakteristieken terug in het
model door elk cluster middelpunt de variantie te laten leren van de doelwit ruimte in
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de overeenkomstige omgeving. Dit geeft de mogelijkheid tot een asymmetrische kernel
matrix in de definitie van het model. Gegeven dat de per-cluster model hyperparameters
gezamenlijk geleerd moeten worden, is de standaard marginale waarschijnlijkheid niet
eenvoudig gedaan. Daarom stellen we een discriminatieve aanpak voor door metrisch
leren te bewerkstelligen. Dit geeft als meerwaarde dat het de parameters vind, terwijl
we de functie-afstand minimaliseren, welke het beste de doelwit functie omschrijven.
We laten zien hoe het voorgestelde asymmetrische model gerelateerd kan worden aan
de aanname van een Gaussian Mixture Model distributie over de gewichten, in plaats
van een Gaussian in de gewichtsruimte van een Gaussian Process. Het verlies in de
symmetrie van de kernel matrix komt met de winst van meer omschrijvende kracht voor
het model. Dit komt omdat elk cluster centrum z’n respectievelijke grootte en vorm leert.
De grootte is geleerd als resultaat van de multi-modale asymmetrische Gaussian Process.
De vorm is geleerd als het resultaat van de multivariate multi-modale kernel metriek.
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113

Acknowledgements
on the 4th chapter of this thesis and the wonderful barbecues. Many thanks to all the
people that have been part of my PhD life: Virginie Mes (Thank you for all your help.),
Lou Zhongyu, Fares Alnajar (Thank you for all the cigarettes.), Jörn Jacobsen, Hendrik
Heuer, Peter O’Connor (The most free spirit I know.), Kandan Ramakrishnan, Agni
Delvinioti, Amir Habibian, Masoud Mazloom, Mihir Jain, Stevan Rudinac, Svetlana
Kordumova, Marco Manfredi, Hamdi Dibeklioglu, Dung Chu, Koen van de Sande, Ivo
Everts, Gosia Migut (Thank you for your kind attitude and my lovely home.), Sofia
Gonçalves (You showed me how much happiness a cat can bring in a PhD’s heart.),
Aziz Baibabaev, Diego Rabaioli & Maria Buccolo (Thank you for the wonderful dinners
and, the long gone, climbing Sundays.), Roberto Valenti (The greatest dreamer of all
times.), Emma Beauxis, And the rest of the Quva lab that I, unfortunately, hardly had
time to get myself acquainted with: Zhenyang Li, Tom Runia, Matthias Reisser, Berkay
Kicanaoglu, Changyong Oh, Shuai Liao, Noureldien Hussein, Kirill Gavrilyuk.
Thank you to the wonderful ex-Blippar Computer Vision team: Olaf Booij, Michael
Hofmann, Cedric Nugteren — thank you for inviting me to join your reading group,
Abhi Krishna, Hemanth Korrapati.
Lovely Amsterdam climbers, you have made my PhD experience so much more
enjoyable. Thank you Els Weerstra, with your simple caring attitude you remind me
why I admire Dutch people so much. Mikoiłaj Baranowski, there is so much kindness in
you. Soraya Omardien, a wise loving woman whose advice I would always follow. Thank
you to all of you, wonderful people: Rubinia Nelson, Macs Gallo, Charlotte Vavourakis
(Thank you for cat-sitting Luna.).
Many sincere thanks to the Van Turnhout family. Thank you from heart for
accepting me in your house when I was homeless, thank you for taking care of me. You
showed me that true happiness can still be found in simple family life. Thank you. Dear
Jasper van Turnhout, thank you for being by my side for the past 6 years of my life.
Thank you from heart for everything you have done for me.
Thank you to all my beloved siblings: Ioana, Mihai, Maria, Ioan Constantin. I
love you. And, yes, I still would never give up on any of you. Thank you to my parents
for encouraging me to come to Amsterdam and doing their best to provide for me. Many
thanks to my Romanian adoptive family, the Stoian family. I will never forget you.
Many thanks to anyone that I have failed to mention, and to you, dear reader.
Last but not least, thank you to my beloved cat, Luna.

114

