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Abstract
Current interrater reliability (IRR) coefficients ignore the nested structure of multilevel
observational data, resulting in biased estimates of both subject- and cluster-level IRR.
We used generalizability theory to provide a conceptualization and estimation method
for IRR of continuous multilevel observational data. We explain how generalizability
theory decomposes the variance of multilevel observational data into subject-, cluster-,
and rater-related components, which can be estimated using Markov chain Monte Carlo
(MCMC) estimation. We explain how IRR coefficients for each level can be derived
from these variance components, and how they can be estimated as intraclass
correlation coefficients. We assessed the quality of MCMC point and interval estimates
with a simulation study, and showed that small numbers of raters were the main source
of bias and inefficiency of the ICCs. In a follow-up simulation, we showed that a
planned missing data design can diminish most estimation difficulties in these
conditions, yielding a useful approach to estimating multilevel interrater reliability for
most social and behavioral research. We illustrated the method using data on
student–teacher relationships. All software code and data used for this paper are
available on the Open Science Framework: https://osf.io/bwk5t
Keywords: Bayesian hierarchical modeling, generalizability theory, interrater
reliability, MCMC estimation, missing data, multilevel designs.
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Interrater Reliability for Multilevel Data: A Generalizability Theory Approach
As an alternative to self-reports, observational data about subjects are often
obtained by raters. For example, in a study assessing the relationship among
primary-school students and their teacher (Zee, Rudasill, & Roorda, 2020) researchers
(raters) rated the tension towards a teacher (attribute) as displayed in students’
drawings (subjects); and in a study assessing dynamic risk factors of juvenile
delinquency (Van der Put et al., 2011), social workers (raters) rated adolescents
(subjects) on compliance (attribute). An important aspect of these ratings is the
interrater reliability (IRR). Loosely speaking, the IRR reflects the precision of the
ratings and informs researchers about the ability to differentiate among subjects
(Kottner & Streiner, 2011). Because IRR bounds the validity of ratings (cf. Lord &
Novick, 1968, p. 72), using ratings with low IRR in statistical analyses may result in
biased estimates and loss of power (e.g., Hallgren, 2012). Therefore, it is important to
report the IRR in observational studies.
IRR is not uniquely defined, and multiple conceptual foundations of IRR have
been proposed (for an overview, see e.g., Gwet, 2014; Hallgren, 2012; Zhao, Liu, & Deng,
2013). These conceptual foundations can roughly be divided into two groups. The first
group defines IRR in terms of the number of agreements and disagreements among
raters, and is most useful for categorical data. Often-used coefficients from this group
are Cohen’s (1960) kappa and Krippendorff’s (1970) alpha; the latter is also applicable
to continuous data. The second group defines IRR in terms of variance components, and
is most useful for continuous data. A frequently-used coefficient from this group is the
intraclass correlation coefficient (ICC; McGraw & Wong, 1996; Shrout & Fleiss, 1979).
Observational studies in social and behavioral science often have a multilevel
structure, with subjects nested within clusters. For example, researchers (raters) rated
the tension towards a teacher (attribute) as displayed in students’ drawings (subjects),
and classes of students were taught by different teachers (clusters; e.g., Goble, Sandilos,
& Pianta, 2019; Zee et al., 2020). Subjects from the same cluster may be more alike
than subjects across clusters because of cluster-related influences such as class size, or
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teachers’ teaching experience. Multilevel modeling is useful to distinguish or predict
variation among clusters, and variation among subjects within clusters (Raudenbush &
Bryk, 2002; Snijders & Kenny, 1999). Differences among subjects within clusters are
then captured in the subject-level attribute (e.g., a single student’s tension towards the
teacher); differences among clusters are captured in the cluster-level attribute (e.g., the
average tension towards the teacher).
Similar to how multilevel scale-score reliability was recommended to be defined
separately for each level of measurement (Geldhof, Preacher, & Zyphur, 2014), an IRR
coefficient for multilevel data should be defined for each of the levels of interest,
quantifying the degree to which ratings on each of the levels of the attribute are affected
by raters. A coefficient that "conflate[s] reliability across levels ... will be biased to the
extent that [interrater] reliability differs across levels and ... [cluster variance is] greater
than zero" (Geldhof et al., 2014, p. 89). A subject-level IRR provides information on
the degree to which the ordering of subjects within clusters is independent across raters,
and therefore about the ability to differentiate among subjects within clusters. A
cluster-level IRR provides information on the degree to which the ordering of clusters is
independent of raters, and therefore about the ability to differentiate among clusters.
Such information is useful to inspect the quality of rating procedures and improve these
where necessary.
IRR has not been sufficiently defined for multilevel data. For the first group of
IRR coefficients, based on the number of agreements and disagreements of raters,
hierarchical kappa coefficients are available for multilevel ratings (Vanbelle, Mutsvari,
Declerck, & Lesaffre, 2012). These coefficients describe the IRR for each attribute level
separately, but they are applicable only to ratings from two raters who rate an attribute
on a dichotomous scale. For the second group of IRR coefficients, based on variance
components, no coefficient has been described that accommodates multilevel ratings.
Due to the lack of an appropriate alternative, researchers use available IRR coefficients,
which ignore the nested structure of the data (e.g., Salazar Kämpf et al., 2018; Zee et
al., 2020). Such coefficients estimate the IRR for subject-level ratings, without
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controlling for clustering effects. As a result, the estimated IRR is biased. We name this
a conflated approach because it conflates both the reliable and error variance from the
subject and cluster levels.
To remedy this problem, we propose a method to assess IRR for multilevel
continuous ratings provided by two or more raters based on Generalizability Theory
(GT; Brennan, 2001; Cronbach, Rajaratnam, & Gleser, 1963). First, we explain how
IRR of continuous single-level data is estimated using ICCs. Second, we show how GT
decomposes the total variance in multilevel observational data into cluster, subject, and
rater-specific variance components, and define IRR for the subject and cluster levels
separately using these variance components. We explain how both the variance
components and multilevel ICCs can be estimated with hierarchical linear models, and
we also discuss the difference between our approach and the conflated approach in more
detail. Third, we evaluate a Bayesian hierarchical modeling approach with Markov
chain Monte Carlo (MCMC) estimation of the proposed ICCs in two simulations.
Fourth, we provide an illustrative example using empirical data on student–teacher
relationships. Finally, we discuss the results of the simulations and the illustrative
example, based on which we provide advice for applied researchers.

Interrater Reliability for Single-Level Data
The existing ICCs for estimating IRR of continuous independent observations
provide an intuitive basis for estimating the IRR of multilevel data. These coefficients
are rooted in the flexible and substantive framework of GT, and express which part of
the variance in a measurement is independent of raters.
GT considers a single observation as a draw from a universe of admissible
observations and identifies sources of variances in such observations. Such sources are
known as facets. These facets can be divided into facets of generalization and facets of
differentiation. Sources of theoretical interest, for example, the students’ drawings in
the example provided earlier, are known as facets of differentiation. Other sources are
merely a nuisance to the researcher, for example, the raters in the examples provided
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earlier; they are known as facets of generalization. These facets of differentiation and
generalization may differ, depending on the purpose and design of a study. GT
decomposes an observation into the main effects of all these facets, plus all possible
interaction terms among the facets. The variability of each of these facets provides
information about the relative importance of all facets in an observation (Brennan,
2001; Cronbach et al., 1963; Shavelson, Webb, & Rowley, 1989) and can be used to
construct the most appropriate coefficient for IRR.
Variance Decomposition
In single-level observational studies involving multiple raters, subject is typically
the facet of differentiation and rater the facet of generalization. Let 𝑌𝑠𝑟 be the rating of
subject 𝑠 as rated by rater 𝑟 on variable 𝑌 . Observation 𝑌𝑠𝑟 consists of a grand mean
(𝜇), a subject effect (𝜇 𝑠 ), a rater effect (𝜇𝑟 ), a subject × rater interaction effect, and
random measurement error.
If each rater assesses multiple subjects, raters are crossed with subjects (i.e., a
two-way design). If no additional facets (e.g., measurement occasion) are involved, the
subject × rater interaction effect and the random measurement error cannot be
disentangled. So, let 𝜇 𝑠𝑟 here denote a combination of the subject × rater effect and
random error. The decomposition of 𝑌𝑠𝑟 equals

𝑌𝑠𝑟 = 𝜇 + 𝜇 𝑠 + 𝜇𝑟 + 𝜇 𝑠𝑟 .

(1)

For example, a negative effect 𝜇 𝑠 means that subject 𝑠 is—on average across
raters—rated lower than the average rating 𝜇, and a positive effect 𝜇 𝑠𝑟 means that
subject 𝑠 is rated higher by rater 𝑟 than would be expected based on their respective
subject effect, 𝜇 𝑠 , and rater effect, 𝜇𝑟 .
If each rater assesses only a single subject, raters are nested within subjects (i.e., a
one-way design). As a result, the rater effect 𝜇𝑟 cannot be disentangled from the subject
× rater interaction effect and the random measurement error. So, let 𝜇𝑟:𝑠 here denote a
combination of the rater effect, the subject × rater effect, and random error, with 𝑟 : 𝑠
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denoting that rater 𝑟 is nested within subject 𝑠. The decomposition of 𝑌𝑟:𝑠 results in

𝑌𝑟:𝑠 = 𝜇 + 𝜇 𝑠 + 𝜇𝑟:𝑠 .

(2)

For example, a negative effect 𝜇 𝑠 means that subject 𝑠 is—on average across
raters—rated lower than the average rating 𝜇, and a positive effect 𝜇𝑟:𝑠 means that
subject 𝑠 is rated higher by rater 𝑟 than would be expected based on the subject effect,
𝜇𝑠 .
All effects in Equations 1 and 2 are assumed to be uncorrelated and distributed
with a mean of zero and unknown variance 𝜎 2 . The total variance in ratings of different
subjects by multiple raters can thus be decomposed into the following orthogonal
variance components associated with each facet’s main and interaction effects, that is,

𝜎𝑌2𝑠𝑟 = 𝜎𝑠2 + 𝜎𝑟2 + 𝜎𝑠𝑟2

(3)

2
𝜎𝑌2𝑟 :𝑠 = 𝜎𝑠2 + 𝜎𝑟:𝑠

(4)

for Equation 1, and

for Equation 2. We assume that each of the facets presented in Equation 1 and 2 are
drawn from an infinite universe of admissible observations. Hence, we treat all of the
effects from equations 1 and 2 as random effects.
Intraclass Correlation Coefficients
The variance decompositions in Equations 3 and 4 are used for the definitions of
IRR provided in Table 1. Each definition is an intraclass correlation coefficient (ICC;
Bartko, 1966; McGraw & Wong, 1996; Shrout & Fleiss, 1979). Originally, Fisher (1954)
proposed ICCs as correlations of observations randomly drawn from the same class
(here, subjects). Because this interpretation only holds for specific ICCs, such as the
ICC for a one-way design (Bartko, 1966), a more general interpretation of an ICC is the
proportion of variance that can be explained by the differences among the subjects. In
the case of ICCs for IRR, this is equivalent to the proportion of variance in ratings that
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is independent of raters. In this paper, we employ the definition of ICCs in terms of
variances. Assume we have 𝑘 raters rating each subject. The most elaborated ICC
equals

ICC(A, 𝑘) =

𝜎𝑠2
𝜎𝑠2 +

2
𝜎𝑟2 +𝜎𝑠𝑟
𝑘

(5)

,

Other definitions of IRR are determined by removing terms from the denominator of
Equation 5 (Table 1). Note that Equation 5 has the same structure as test-score
reliability, 𝜌 𝑋 𝑋 0 = 𝜎𝑇2 /(𝜎𝑇2 + 𝜎𝐸2 ) (e.g., Lord & Novick, 1968, p. 58), in which the
numerator is the subject variance and the denominator the total variance. As the
subject variance is positive by definition, and the total variance is equal to or greater
than the subject variance, the ICCs as defined in Equation 5 and Table 1 are bounded
by 0 and 1.1
Table 1
ICCs for Ratings From Designs Without Clustering
Two-Way Design
Agreement
Consistency
Average Ratings

ICC(A, 𝑘)

=

Single Ratings

ICC(A, 1)

=

Average Ratings

ICC(𝑘)

=

Single Ratings

ICC(1)

=

𝜎𝑠2
2 )/𝑘
2
𝜎𝑠 +(𝜎𝑟2 +𝜎𝑠𝑟
𝜎𝑠2
2
𝜎𝑠2 +𝜎𝑟2 +𝜎𝑠𝑟

ICC(C, 𝑘)

=

𝜎𝑠2
2 /𝑘
2
𝜎𝑠 +𝜎𝑠𝑟
𝜎𝑠2
2
𝜎𝑠2 +𝜎𝑠𝑟

ICC(C, 1) =
One-Way Design
Agreement
Consistency
𝜎𝑠2
2
𝜎𝑠 +𝜎𝑟2:𝑠 /𝑘
𝜎𝑠2
2
𝜎𝑠 +𝜎𝑟2:𝑠

−
−

Agreement or consistency. The ICC(𝐴,k) (Equation 5) contains the 𝜎𝑟2 in its
denominator, and is therefore a coefficient of absolute agreement for a two-way design
(McGraw & Wong, 1996). This ICC(A, 𝑘) includes 𝜎𝑟2 in the denominator (cf.
criterion-referenced reliability; Rajaratnam, 1960). If a researcher were interested only
in the consistency of rank-ordering subjects (e.g., to identify the top 10% of students),
the relative differences among raters would not be of interest (cf. norm-referenced
reliability; Winer, 2013), so 𝜎𝑟2 would be removed from the denominator of Equation 5.
1

Alternative definitions of the ICCs can be negative (see e.g., Kenny, Mannetti, Pierro, Livi, & Kashy,
2002)
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This results in the ICC(C, 𝑘), which is generally higher than ICC(A, 𝑘). In a one-way
design, 𝜎𝑟2 and 𝜎𝑠𝑟2 cannot be disentangled. Therefore, the absolute differences among
raters can not be ignored, and one-way designs allow only for coefficients of absolute
agreement, labeled ICC(k) for one-way designs specifically.

Average or single ratings. Suppose that each subject is assessed by 𝑘 raters,
and that each subject’s average rating across raters is used in subsequent analyses or
decision-making processes. The reliability of subjects’ average ratings across 𝑘 raters is
then of interest (McGraw & Wong, 1996; Shrout & Fleiss, 1979). To achieve this, the
ICC(A, 𝑘), ICC(C, 𝑘), and ICC(𝑘) divide the rater-related effects (i.e., 𝜎𝑟2 , 𝜎𝑠𝑟2 , and
2 , respectively) by the number of raters, 𝑘 (Equation 5 and Table 1). The rationale
𝜎𝑟:𝑠

for the division by 𝑘 is similar to dividing the sample variance by 𝑁 to obtain the
variance of the sample mean: Sample means vary less than individual ratings,
proportional to the number of ratings that are averaged. If a researcher uses a single
rating per subject in subsequent analyses or decision making, 𝑘 = 1 and disappears from
the equation (ICC(A, 1), ICC(C, 1) and ICC(1) in Table 1). Although 𝑘 is typically
fixed to the number of raters used to estimate the variance components, different values
of 𝑘 can be used to estimate IRR of future (hypothetical or real) data gathered from
different numbers of raters.

Raters as random or fixed effects. Rater effects 𝜇𝑟 and 𝜇 𝑠𝑟 should be
considered random effects if the raters were randomly drawn from a larger population of
possible raters (McGraw & Wong, 1996; Shrout & Fleiss, 1979). For example, the raters
in the introductory example were a random sample of all the possible raters who are
able to rate students’ drawings. Rater effects should be considered fixed effects only if
the raters in a study are the only possible raters in any future rating process. Treating
raters as fixed effects would affect both the estimation of the variance components and
the definition of the ICCs (Brennan, 2001; McGraw & Wong, 1996). We do not consider
fixed rater effects because most observational studies in the behavioral sciences use a
sample of raters.
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Estimation

Three general methods are readily available to estimate the variance components
in Equation 3, from which the ICCs in Table 1 can be derived. First, using the mean
squares (MS) of each effect in a random-effects ANOVA model (Cronbach et al., 1963;
Webb, Shavelson, & Haertel, 2006). This method cannot easily accommodate
unbalanced designs or missing data, and small sample sizes frequently yield
out-of-bounds (i.e., negative) estimates of small population variance components
(Cronbach et al., 1963; Webb et al., 2006). Secondly, Marcoulides (1990) proposed to
estimate the different variance components in a GT decomposition using restricted or
full maximum likelihood estimation (MLE) with a hierarchical linear model, in which
observations are cross-classified within both subjects and raters. When using MLE, SEs
and Wald-based CIs are usually obtained using the delta method, assuming a normal
distribution (Oehlert, 1992). For bounded variables, the delta method may be
problematic as the normality assumption may be violated, and the Wald-based CIs
need not be range preserving. Alternatively, one may resort to resampling techniques
such as residual bootstrapping, which can be computationally intensive. Thirdly,
LoPilato, Carter, and Wang (2015) proposed using MCMC estimation of Bayesian
hierarchical models to estimate the different variance components and derive
generalizability coefficients, which are—similar to the ICCs—functions of these variance
components. MCMC does not assume normally distributed sample estimates of
variances, nor does it depend on asymptotic theory (Gelman et al., 2013). Both the
MLE and MCMC approaches can easily handle missing-at-random data, which is a
tenable assumption if a planned missing data design were used (Baraldi & Enders, 2010;
Little, Jorgensen, Lang, & Moore, 2013; Schafer & Graham, 2002). However, a
convenient by-product of using MCMC estimation is that uncertainty measures (SEs
and Bayesian credible intervals) of both the variance components and the ICCs are
trivially simple to obtain from the estimated posterior distribution. We elaborate more
on the MCMC approach in the following section.
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Interrater Reliability for Multilevel Data
In a multilevel design, clusters form a third facet, beyond subjects and raters. For
example, in the introductory example, raters rated the drawings of students who were
nested within teachers. The facets were raters, students’ drawings (the subjects), and
teachers (the clusters). The research questions involved only differences among students’
drawings, whereas differences across teachers were merely considered a nuisance (i.e.,
each class had its own teacher, and class differences were controlled for; Zee et al., 2020).
Students’ drawings thus were a facet of differentiation, whereas raters and teachers were
a facet of generalization. If researchers also formulated research questions about average
differences among teachers, both students’ drawings and teachers could have been a
facet of differentiation, with only raters as facet of generalization. Estimating the ICCs
is more complicated than in a single-level design, because of this additional facet.
As with single-level data, the decomposition of the total variance in a
measurement (and hence the estimation of ICCs) depends on the research design that is
used to collect data. For single-level data, we discussed two research designs; for
multilevel data, we discuss three commonly used research designs.

Variance Decomposition
We discuss how GT decomposes the variance in three types of multilevel designs:
(a) raters are crossed with both subjects and cluster, thus each rater provides ratings
for each subject and cluster, (b) raters are nested within clusters, thus each rater
provides ratings for each subject within a single cluster, and (c) raters are nested within
both clusters and subjects, thus each rater provides a rating for a single subject from a
single cluster. As for single-level data, we treat all facets as random effects.
Design 1: Raters crossed with clusters. If a design were fully crossed—that
is, each rater rates each subject who, in turn, is rated within each cluster (Table 2,
columns 1 and 2)—the main effects of all facets involved (clusters, subjects, and raters),
and all interaction effects among these facets could be estimated. However, in a nested
design, subjects are not crossed with clusters; each subject belongs to a specific cluster
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(Table 2, columns 3 and 4). As a result, the interaction effects that include both subject
and cluster, for example the cluster × subject and the cluster × subject × rater
interactions, cannot be disentangled from the subject and subject × rater effects,
respectively (Cronbach et al., 1963; Webb et al., 2006).
Table 2
Illustration of Four Multilevel Observational Designs
Fully Crossed
Design 1
Design 2
Design 3
𝐶1
𝐶2
𝐶1 𝐶2
𝐶1 𝐶2
𝐶1 𝐶2
𝑆 1 𝑅1 X
X
X
−
X
−
X
−
𝑅2 X
X
X
−
X
−
X
−
𝑅3 X
X
X
−
X
−
−
−
𝑅4 X
X
X
−
X
−
−
−
𝑅5 X
X
X
−
−
−
−
−
𝑅6 X
X
X
−
−
−
−
−
𝑅7 X
X
X
−
−
−
−
−
𝑅8 X
X
X
−
−
−
−
−
𝑆 2 𝑅1 X
X
X
−
X
−
−
−
𝑅2 X
X
X
−
X
−
−
−
𝑅3 X
X
X
−
X
−
X
−
𝑅4 X
X
X
−
X
−
X
−
𝑅5 X
X
X
−
−
−
−
−
𝑅6 X
X
X
−
−
−
−
−
𝑅7 X
X
X
−
−
−
−
−
𝑅8 X
X
X
−
−
−
−
−
𝑆 3 𝑅1 X
X
−
X
−
−
−
−
𝑅2 X
X
−
X
−
−
−
−
𝑅3 X
X
−
X
−
−
−
−
𝑅4 X
X
−
X
−
−
−
−
𝑅5 X
X
−
X
−
X
−
X
𝑅6 X
X
−
X
−
X
−
X
𝑅7 X
X
−
X
−
X
−
−
𝑅8 X
X
−
X
−
X
−
−
𝑆 4 𝑅1 X
X
−
X
−
−
−
−
𝑅2 X
X
−
X
−
−
−
−
𝑅3 X
X
−
X
−
−
−
−
𝑅4 X
X
−
X
−
−
−
−
𝑅5 X
X
−
X
−
X
−
−
𝑅6 X
X
−
X
−
X
−
−
𝑅7 X
X
−
X
−
X
−
X
𝑅8 X
X
−
X
−
X
−
X
Design 1: Raters and subjects nested in clusters; Design 2: Raters nested within clusters;
Design 3: Raters nested within subjects and clusters. 𝑆1 , . . . , 𝑆4 : Subjects 1 to 4;
𝑅1 , . . . , 𝑅8 : Raters 1 to 8; 𝐶1 , 𝐶2 : Clusters 1 and 2. X = Indicating that a subject belongs
to a specific cluster and is being rated by a specific rater.

Let 𝑖 : 𝑗 denote that facet 𝑖 is nested in facet 𝑗. 𝑌(𝑠:𝑐)𝑟 then denotes the rating of
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subject 𝑠 nested in cluster 𝑐 as rated by rater 𝑟 on attribute 𝑌 . In GT, 𝑌(𝑠:𝑐)𝑟 is
decomposed into a grand mean 𝜇; three main effects—𝜇𝑐 of cluster 𝑐, 𝜇 𝑠:𝑐 of subject 𝑠
nested within cluster 𝑐, and 𝜇𝑟 of rater 𝑟—and two interaction effects—𝜇𝑐𝑟 and
𝜇 (𝑠:𝑐)𝑟 —representing the interaction effects of clusters and subjects (respectively) with
raters. The highest-order interaction effects, 𝜇𝑐𝑟 and 𝜇 (𝑠:𝑐)𝑟 , are confounded with
cluster-level and subject-level error, respectively, similar to 𝜇 𝑠𝑟 in Equation 1. The
decomposition of 𝑌(𝑠:𝑐)𝑟 results in

𝑌(𝑠:𝑐)𝑟 = 𝜇 + 𝜇𝑐 + 𝜇 𝑠:𝑐 + 𝜇𝑟 + 𝜇𝑐𝑟 + 𝜇 (𝑠:𝑐)𝑟 .

(6)

In this decomposition, a positive subject effect, 𝜇 𝑠:𝑐 , for example means that
subject 𝑠 is on average (across raters) rated higher than the average rating in this
subject’s cluster, and a positive subject × rater interaction effect, 𝜇 (𝑠:𝑐)𝑟 , means that
rater 𝑟 rates subject 𝑠 higher than is expected given their respective subject effect, 𝜇 𝑠:𝑐 ,
and rater effect, 𝜇𝑟 . Each facet in Equation 6 is assumed to be uncorrelated with any
other facet, and distributed with a mean of zero and unknown variance 𝜎 2 . Hence, the
variance in multiple observations 𝑌(𝑠:𝑐)𝑟 , is decomposed as
2
2
2
𝜎𝑌2(𝑠:𝑐)𝑟 = 𝜎𝑐2 + 𝜎𝑠:𝑐
+ 𝜎𝑟2 + 𝜎𝑐𝑟
+ 𝜎(𝑠:𝑐)𝑟
.

(7)

Design 2: Raters nested within clusters. If each rater rates only subjects
from a single cluster, both subjects and raters are nested within clusters (Table 2,
columns 5 and 6). As a result, the interaction effect that includes both cluster and
rater, 𝜇𝑐𝑟 from Equation 6, cannot be disentangled from the cluster effect, 𝜇𝑐 . This
effect is therefore confounded with random cluster-level error. As for 𝜇 𝑠𝑟 in Equation 1,
and 𝜇𝑐𝑟 and 𝜇 (𝑠:𝑐)𝑟 in Equation 6, the highest-order interaction effect 𝜇 (𝑠𝑟):𝑐 is
confounded with random subject-level error, resulting in

𝑌(𝑠𝑟):𝑐 = 𝜇 + 𝜇𝑐 + 𝜇 𝑠:𝑐 + 𝜇𝑟:𝑐 + 𝜇 (𝑠𝑟):𝑐 .

(8)
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The interpretation of the effects in Equation 8 are similar to those of Equation 6.
However, 𝜇𝑟:𝑐 now consists of three indistinguishable effects: the rater main effect, the
rater × cluster interaction, and random cluster-level error. Again, each facet is assumed
to be uncorrelated with any other facet, and distributed with a mean of zero and
variance 𝜎 2 , resulting in the following orthogonal variance components of multiple
observations 𝑌(𝑠𝑟):𝑐 :

2
2
2
2
𝜎(𝑠𝑟):𝑐
= 𝜎𝑐2 + 𝜎𝑠:𝑐
+ 𝜎𝑟:𝑐
+ 𝜎(𝑠𝑟):𝑐
.

(9)

Design 3: Raters nested within subjects and clusters. If each rater rates
only a single subject from a single cluster, raters are nested within subjects who
themselves are nested within clusters (Table 2, columns 7 and 8). As a result, 𝜇𝑟 from
Design 2 cannot be disentangled from 𝜇 (𝑠𝑟):𝑐 anymore. This effect is therefore
confounded with random error, just as all the confounded effects in Design 1 and Design
2, resulting in
𝑌𝑟:𝑠:𝑐 = 𝜇 + 𝜇𝑐 + 𝜇 𝑠:𝑐 + 𝜇𝑟:𝑠:𝑐 .

(10)

The interpretations of the effects in Equation 10 are similar to those of Equations 6 and
8. However, 𝜇𝑟:𝑠:𝑐 now consists of four indistinguishable effects: the rater main effect,
the rater × cluster interaction, random cluster-level error, and random subject-level
error. Again, each facet is assumed to be uncorrelated with any other facet, and
distributed with a mean of zero and variance 𝜎 2 , resulting into the following orthogonal
variance components of multiple observations 𝑌𝑟:𝑠:𝑐 :

2
2
2
𝜎𝑟:𝑠:𝑐
= 𝜎𝑐2 + 𝜎𝑠:𝑐
+ 𝜎𝑟:𝑠:𝑐
.

(11)

Intraclass Correlation Coefficients
To estimate IRR of multilevel data, a researcher should first decide which levels
are of interest in subsequent analyses. Raters would always be the facet of
generalization, but the facet of differentiation can be subjects, clusters, or both. For
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each of these two levels, IRR should be estimated separately.
Subject-level IRR. IRR coefficients of subject-level attributes are defined
using the variance decomposition from Equations 7, 9, or 11. Similar to the coefficients
in Table 1, each definition is an ICC expressing the proportion of subject-level variance
independent of raters. The most elaborated ICC is a measure of interrater agreement
for average ratings (cf. the ICC(A, 𝑘) from Equation 5), which equals
2
𝜎𝑠:𝑐

ICC𝑠 (A, 𝑘) =
2
𝜎𝑠:𝑐

+

2
𝜎𝑟2 +𝜎(𝑠:𝑐)𝑟
𝑘

(12)

,

where the subscript 𝑠 after the ICC indicates a subject-level ICC. ICC𝑠 (A, 𝑘) does not
2 ) because the ordering of
contain any cluster-related variance components (i.e., 𝜎𝑐2 or 𝜎𝑐𝑟

subjects within clusters is independent of cluster-related effects.
Other definitions of subject-level IRR are obtained by removing terms from
Equation 12. Similar to Table 1, Table 3 distinguishes between measures of agreement
and measures of consistency by (not) incorporating the main-rater variance in the
denominator and between the IRR of average or single ratings by scaling the
rater-related components by the (possibly hypothetical) number of raters per subject.
Table 3
Representation of the Subject-Level and Cluster-Level ICCs
Raters Crossed
Agreement

Consistency

Average Ratings

ICCs (A, 𝑘) =

Single Ratings

ICCs (A, 1) =

Average Ratings

ICCs (C, 𝑘) =

Single Ratings

ICCs (C, 1) =

2
𝜎𝑠:𝑐
2 +(𝜎 2 +𝜎 2
)/𝑘
𝜎𝑠:𝑐
𝑟
(𝑠:𝑐)𝑟
2
𝜎𝑠:𝑐
2 +𝜎 2 +𝜎 2
𝜎𝑠:𝑐
𝑟
(𝑠:𝑐)𝑟
2
𝜎𝑠:𝑐
2 +𝜎 2
/𝑘
𝜎𝑠:𝑐
(𝑠:𝑐)𝑟
2
𝜎𝑠:𝑐
2 +𝜎 2
𝜎𝑠:𝑐
(𝑠:𝑐)𝑟

Raters Crossed
Agreement

Consistency

Average Ratings

ICCc (A, 𝑘) =

Single Ratings

ICCc (A, 1) =

Average Ratings

ICCc (C, 𝑘) =

Single Ratings

ICCc (C, 1) =

𝜎𝑐2
2 )/𝑘
𝜎𝑐2 +(𝜎𝑟2 +𝜎𝑐𝑟
𝜎𝑐2
2
𝜎𝑐2 +𝜎𝑟2 +𝜎𝑐𝑟
𝜎𝑐2
2 /𝑘
𝜎𝑐2 +𝜎𝑐𝑟
𝜎𝑐2
2
2
𝜎𝑐 +𝜎𝑐𝑟

Subject Level
Raters Nested in Clusters
ICCs (A, 𝑘) =
ICCs (A, 1) =
ICCs (C, 𝑘) =
ICCs (C, 1) =

2
𝜎𝑠:𝑐
2 +(𝜎 2 +𝜎 2
)/𝑘
𝜎𝑠:𝑐
𝑟 :𝑐
(𝑠𝑟 ):𝑐
2
𝜎𝑠:𝑐
2 +𝜎 2 +𝜎 2
𝜎𝑠:𝑐
𝑟 :𝑐
(𝑠𝑟 ):𝑐
2
𝜎𝑠:𝑐
2 +𝜎 2
/𝑘
𝜎𝑠:𝑐
(𝑠𝑟 ):𝑐
2
𝜎𝑠:𝑐
2 +𝜎 2
𝜎𝑠:𝑐
(𝑠𝑟 ):𝑐

Cluster Level
Raters Nested in Clusters
−

Raters Nested in Subjects
ICCs (1) =
ICCs (1) =

2
𝜎𝑠:𝑐
2 +𝜎 2
𝜎𝑠:𝑐
𝑟 :𝑠:𝑐 /𝑘
2
𝜎𝑠:𝑐
2 +𝜎 2
𝜎𝑠:𝑐
𝑟 :𝑠:𝑐

−
−

Raters Nested in Subjects
−

−

−

−

−

−

−

Equation 12 refers to Design 1, in which raters are crossed with subjects and
2 ,
clusters. If raters were nested within clusters (Design 2), 𝜎𝑟2 would be replaced by 𝜎(𝑟:𝑐)

and the variance of the subject × rater interaction effect in the denominator would
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2
2
(Table 3, top panel). If raters were nested within both
to 𝜎(𝑠𝑟):𝑐
change from 𝜎(𝑠:𝑐)𝑟
2 , cannot
subjects and clusters (Design 3), the variance of the main rater effect, 𝜎𝑟2 or 𝜎𝑟:𝑐

be estimated. Hence, only the ICC𝑠 (𝑘) and ICC𝑠 (1) can be estimated for such designs
(cf. the one-way design for single-level data).
Cluster-level IRR. Similar to subject-level IRR coefficients, IRR coefficients of
cluster-level attributes are defined using the variance components of Equation 7. For
cluster-level IRR coefficients, the interest is the ordering of clusters by different raters,
captured by 𝜇𝑐𝑟 . Therefore, only Design 1 (raters crossed with clusters), is sufficient.
Designs 2 and 3 are not interesting.
Similar to subject-level ICC, the most elaborated ICC is a measure of interrater
agreement for average ratings, which expresses the proportion of cluster-level variance
independent of raters; that is,

ICC𝑐 (A, 𝑘) =

𝜎𝑐2
𝜎𝑐2 +

2
𝜎𝑟2 +𝜎𝑐𝑟
𝑘

,

(13)

where the subscript 𝑐 after the ICC indicates a cluster-level ICC. 𝐼𝐶𝐶𝑐 (A, 𝑘) does not
2 or 𝜎 2
contain any subject-related variance components (i.e., 𝜎𝑠:𝑐
) because the
(𝑠:𝑐)𝑟

ordering of clusters across raters is independent of subject-related effects. Similar to the
conflated ICCs from Table 1 and to the subject-level ICCs, measures of consistency
and/or single ratings are determined by removing terms from Equation 13 as shown in
the bottom panel of Table 3. For simplicity, we assume the same number of raters are
nested within each cluster, so that 𝑘 represents the number of raters per cluster rather
than the total number of unique raters.
Multilevel versus conflated ICCs. If higher-order effects remain unmodelled,
the variances of higher-order effects are absorbed by the variances of lower-order effects
(Moerbeek, 2004). For multilevel observational data, cluster variance, 𝜎𝑐2 , is conflated
2 . Also, rater-related variance at the cluster-level, 𝜎 2 , is
with subject variance, 𝜎𝑠:𝑐
𝑐𝑟
2
conflated with rater-related variance at the subject-level, 𝜎(𝑠:𝑐)𝑟
. The conflated ICC of

interrater agreement, defined in terms of the multilevel variance decomposition of
Equation 7 equals
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2 + 𝜎2
𝜎𝑠:𝑐
𝑐

ICC(A, 𝑘) =
2
𝜎𝑠:𝑐

+

𝜎𝑐2

+

2
2
𝜎𝑟2 +𝜎(𝑠:𝑐)𝑟
+𝜎𝑐𝑟
𝑘

.

(14)

If the cluster variance is non-zero, the rater variance in Equation 14 has less influence
on the ICC compared to any of the multilevel ICCs. Also, if the proportion of
rater-related variance differs between the subject-level and the cluster-level,
subject-level and cluster-level ICCs are necessarily different from each other and from a
conflated ICC. Hence, a conflated approach likely yields biased estimates of the IRR at
each of the attribute levels of interest. The conflated approach should therefore be
avoided when working with multilevel data.
Estimation
As for single-level ratings, the variance components for IRR coefficients of
multilevel ratings can be estimated using ANOVA decomposition (i.e., mean squares),
MLE, and MCMC estimation. We showed that Equation 3 can easily be extended to
multilevel designs by specifying subjects as nested within clusters. To estimate the
variance components of Equations 7, 9, or 10, from which the subject and cluster-level
ICCs can be derived, raters should—depending on the research design—be specified as
either crossed with or nested within clusters or subjects. Because MCMC readily
provides uncertainty measures (SEs and CIs) for the ICCs and random-effect variances
without assuming a specific form for the distribution of sampling variability, we focus
only on MCMC and ignore the ANOVA and MLE approaches.
Let 𝛉 denote a model’s vector of parameters, and let 𝑌 denote the data. MCMC
estimates the posterior distribution of the model parameters given the data, 𝑃(𝛉|𝑌 ), as
proportional to the product of the prior probability distribution of parameters, 𝑃(𝛉),
and the likelihood of the data conditional on the parameters, 𝑃(𝑌 |𝛉). That is,
𝑃(𝛉|𝑌 ) ∝ 𝑃(𝛉)𝑃(𝑌 |𝛉) (Gelman et al., 2013).
With MCMC algorithms, all unknown quantities can be estimated simultaneously.
Using the model in Equation 6 (Design 1) as an example, this involves the mean of
2 , 𝜎 2 , and 𝜎 2 ), and a
Equation 6 (𝜇), the variance components from Equation 7 (𝜎𝑐2 , 𝜎𝑠:𝑐
𝑟
𝑐𝑟

INTERRATER RELIABILITY FOR MULTILEVEL DATA

18

vector for each random effect from Equation 6, except for the lowest-level residual
confounded with error, (𝛍 (𝒔:𝒄) 𝒓) ); that is,

© 𝜇1 ª
© 𝜇1 ª
© 𝜇1 ª
© 𝜇11 ª
 ®
 ®
 ®

®
 ®
 ®
 ®

®
 𝜇2 ®
 𝜇2 ®
 𝜇2 ®
 𝜇12 ®




®
®
®
𝛍𝒄 =  . ® , 𝛍 𝒔:𝒄 =  . ® , 𝛍 𝒓 =  . ® , and 𝛍𝒄𝒓 =  . ®® .
 .. ®
 .. ®
 .. ®
 .. ®
 ®
 ®
 ®

®
 ®
 ®
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®
𝜇
𝜇
𝜇
𝜇
« 𝐶¬
« 𝑆¬
« 𝑅¬
« 𝐶𝑅¬

(15)

The mean, variances components, and random effects are stored in the concatenated
parameter vector 𝛉,


2
2
2
𝛉| = 𝜇 𝜎𝑐2 𝜎𝑠:𝑐
𝜎𝑟 𝜎𝑐𝑟 𝛍𝒄 𝛍 𝒔:𝒄 𝛍 𝒓 𝛍𝒄𝒓 ,

(16)

that is estimated by sampling from the joint posterior distribution 𝑃(𝛉|𝑌 ).
The likelihood of the data 𝑃(𝑌(𝑠:𝑐)𝑟 |𝛉) is modeled as univariate normal, conditional
on all parameters that are estimated in 𝛉:

2
𝑌(𝑠:𝑐)𝑟 ∼ 𝑁 (𝑌ˆ(𝑠:𝑐)𝑟 , 𝜎(𝑠:𝑐)𝑟
).

(17)

The mean of each observation’s univariate likelihood is the vector of expected values for
𝑌(𝑠:𝑐)𝑟 , calculated as the sum of all estimable random effects in Equation 6; that is,
𝑌ˆ(𝑠:𝑐)𝑟 = 𝜇ˆ + 𝜇ˆ𝑐 + 𝜇ˆ𝑠:𝑐 + 𝜇ˆ𝑟 + 𝜇ˆ𝑐𝑟 .

(18)

Similarly, for Design 2, 𝑌ˆ(𝑠𝑟):𝑐 , is the sum of all estimable random effects in Equation 8
(i.e., all random effects except 𝜇 (𝑠𝑟):𝑐 ), and for Design 3, 𝑌ˆ𝑟:𝑠:𝑐 , is the sum of all
estimable random effects in Equation 10 (i.e., all random effects except 𝜇𝑟:𝑠:𝑐 ).
Treating random effects as parameters to be estimated, the corresponding
variance components of Equations 7 (Design 1), 9 (Design 2), or 11 (Design 3) are
hyperparameters that require their own prior distributions, called hyperpriors. These
hyperprior distributions can be uninformative (or weakly informative) to allow the

INTERRATER RELIABILITY FOR MULTILEVEL DATA

19

posterior to be influenced overwhelmingly by the data. The model estimates are then
similar to estimates that would be obtained with MLE. More informative hyperprior
distributions can be specified to incorporate prior beliefs (e.g., based on previous
research or theoretical expectations).
This MCMC approach provides Bayesian credible intervals (BCI) of both the
variances components and the ICCs derived from them. These BCIs quantify the
precision with which the variance components and ICCs are estimated (cf. LoPilato et
al., 2015). Several approaches are available to derive these BCIs from the empirical
posterior distribution. For example, percentiles as limits, or kernel density estimators to
obtain highest posterior density (HPD) limits. These approaches may yield very
different results when the posterior is bimodal or non-symmetrical (e.g., skewed) (for a
brief discussion see Gelman et al., 2013, p. 33).
Simulation 1
In this study, we investigated the convergence, bias, coverage rates, and precision
of the proposed MCMC estimation procedure under different levels of the magnitude of
variance components and sample sizes. Using these criteria, we expected better
estimated IRR coefficients as sample size or magnitude of a variance component
increased. We made some arbitrary yet realistic choices in our design factors to keep the
computation time and number of results feasible.
Method
Data generating process. We used the R software environment (R Core
Team, 2019) to generate data from Equation 6 using the parameters in Equation 7,
which represents Design 1 in which raters are crossed with clusters. We fixed the
population values of the following variance components: σ2𝑠:𝑐 = 1, σ2𝑐𝑟 = 0.16, and
σ2(𝑠:𝑐)𝑟 = 0.50; whereas we varied 𝜎𝑐2 and 𝜎𝑟2 , as well as the number of clusters, the
number of subjects per clusters, and the number of raters.
Independent variables. The main-cluster variance 𝜎𝑐2 and main-rater variance
𝜎𝑟2 had two levels, representing a relatively small value (0.16) and a moderate value
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(0.50). The sample sizes were mostly informed by our empirical example data, which we
will elaborate on in the following section. The number of clusters, 𝑁𝑐 , had two levels:
20 and 40. Multilevel literature usually suggests a sample size of at least 30 clusters to
estimate random effects in univariate models (Hox, 1998; Snijders & Kenny, 1999).
Social and behavioral research—especially studies requiring multiple raters to obtain
information about subjects—typically involve small sample sizes. To reflect practice, we
simulated these small (𝑁𝑐 = 20) and modest number of clusters (𝑁𝑐 = 40). The number
of subjects per cluster, 𝑁 𝑠 , had two levels: 10 and 30, representing a small or moderate
cluster size, respectively. Because the total sample size equals 𝑁 = 𝑁𝑐 × 𝑁 𝑠 , 𝑁𝑐 and 𝑁 𝑠
affected the total sample size, which ranged from 200 to 1200. The number of raters, 𝑘,
had three levels: 2, 5 and 10. The minimum number of raters required to estimate the
IRR equals 𝑘 = 2, because multiple raters per subject are needed. However, previous
research showed that 𝑘 = 2 yields biased estimates for both variance components and
ICCs (Gelman & Hill, 2006; Ten Hove, Jorgensen, & Van der Ark, 2020). We therefore
included 𝑘 = 2 as a benchmark, and selected 𝑘 = 5 and 10 to evaluate whether the ICC
estimates improved when more raters provided information about the same number of
subjects and clusters.
The simulation design was fully crossed, resulting in 2 (𝜎𝑐2 ) × 2 (𝜎𝑟2 ) × 2 (𝑁𝑐 ) × 2
(𝑁 𝑠 ) × 3 (𝑘) = 48 conditions, for each of which we simulated 1,000 replications. The
resulting population ICCs per condition varied from .50 to .95 at the subject level and
from .20 to .97 at the cluster level (online supplement S1). Given that most
cross-sectional social and behavioral science studies show small proportions of variance
at the cluster level (see e.g., Snijders & Kenny, 1999, p. 18), which makes rater-related
variance components more influential on cluster-level ICCs compared to subject-level
ICCs, we expected that this lower range of cluster-level reliability was realistic.
Parameter estimation. We used MCMC estimation in the Stan software (Stan
Development Team, 2017) with the R package rstan (version 2.18.2; Stan Development
Team, 2018), which uses a No-U-Turn sampler (NUTS; Hoffman & Gelman, 2014). Our
Stan program estimated random-effect SDs rather than random-effect variances (i.e.,

INTERRATER RELIABILITY FOR MULTILEVEL DATA

21

variance components), from which we derived the variance components and ICCs. In
the following, we therefore focused on the hyperprior distribution and estimated
posterior distribution of the random-effect SDs instead of that of the random-effect
variances. To make sure the posterior distributions of the random-effect 𝑆𝐷s (σ𝑐 , σ𝑠:𝑐 ,
σ𝑟 , σ𝑐𝑟 , and σ (𝑠:𝑐)𝑟 ) were mainly influenced by the data, we specified weakly informative
half-𝑡(𝑑𝑓 = 4, location = 0, scale = 1) hyperprior distributions for the random-effects
SDs. These hyperprior distributions typically result in less biased and more efficiently
estimated ICCs, compared to often used uniform hyperprior distributions. This is
especially the case in conditions with small samples, such as in studies with few raters
(Ten Hove et al., 2020).
We used three independent chains of 1000 iterations, half of which served as
burn-in iterations, the other half were saved in each chain. This resulted in a sample of
1500 iterations to estimate each parameter. If the three independent chains did not mix
ˆ criterion of 𝑅ˆ < 1.10 (Gelman
well according to the potential scale reduction factor, 𝑅,
et al., 2013), we doubled the number of burn-in iterations. This was repeated until the
model converged, or did not converge after the limit of 10,000 burn-in iterations was
reached, in which case the replication was discarded. Thereafter, we checked the efficient
sample size using 𝑁eff > 100 as a criterion of a sufficient effective sample size (Gelman
& Hill, 2006). When the effective sample size was insufficient, we increased the number
of post burn-in iterations based on the lowest 𝑁eff with a factor of 120/min(𝑁eff ).
Because for ICCs, maximum a posteriori (MAP) estimates typically have less bias
than expected a posteriori (EAP) estimates (Ten Hove et al., 2020), we used the MAP
estimates as point estimates. We obtained these estimates from the posterior
distributions of the parameters using the modeest package (Poncet, 2019) and
estimated the 95% BCIs using percentiles as limits (Gelman et al., 2013; Ten Hove et
al., 2020). Our software code and data are available on the Open Science Framework
(OSF): https://osf.io/bwk5t/
Dependent variables. We evaluated the convergence, relative bias, 95% BCI
coverage rates, and relative efficiency of the estimated ICCs. Let 𝜃¯ denote the average
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MAP estimate of a parameter (or derived ICC) across replications in a condition, and 𝜃
denote the population parameter in that condition. Relative bias was computed as

¯
𝜃−𝜃
𝜃 ,

and we used relative bias > .05 as indicating minor bias, and > .10 as indicating
substantial bias. For the 95% BCI coverage rates, we used Agresti-Coull confidence
intervals (Agresti & Coull, 1998) to evaluate whether the 95% BCI coverage rates
differed statistically significantly from 95%; we considered a coverage rate < 90% to be
of practical significance. For the relative efficiency, we calculated the ratio of the
average posterior SD—analogous to the SE of a ML estimate—relative to the SD of the
posterior means—an indicator of actual sampling variability of an estimate.2 Preferably,
this ratio equals 1, indicating accurate estimates of variability. We used relative
efficiency < .90 or > 1.10 as indicating minor under- or overestimation of the posterior
SDs, and relative efficiency < .80 or > 1.20 as indicating substantial under- or
overestimation of the posterior SDs. To find the source of substantial bias, or
substantial inefficiency in an ICC, we investigated the relative bias and relative
efficiency in the relevant random-effect SDs.

Results
Because of the large number of results (i.e., 48 conditions × (8 ICCs + 5
random-effect 𝜎s) = 624 values per dependent variable) we present only a summary of
the simulation results. We focused on the conditions with low 𝜎𝑐2 and 𝜎𝑟2 because the
bias and inefficiency were most severe in these conditions. Trends across the other
design factors were similar in conditions with larger variance components. The complete
results are available in online supplement S2.
Convergence. In 36 conditions, the convergence rate was 100%. In 12
conditions, the convergence rate was between 99% and 100%. Conditions with
non-converging replications were characterized by low cluster-level variance and a high
number of clusters. Non-convergence resulted in discarding 33 replications, so the
2

We emphasized the difference between random-effect SDs (denoted by 𝜎 in the results section), which
quantify the variability of the random effects, and the posterior SDs, which quantify the uncertainty
about the estimated parameters (the random-effect SDs and the ICCs).
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results are based on the remaining 47,967 replications.
Relative bias. Figure 1 shows the relative bias of the ICCs across conditions
with low 𝜎𝑟2 and 𝜎𝑐2 . Subject-level ICCs showed negligible bias, whereas in several
conditions cluster-level ICCs showed minor or substantial underestimation. Most
notably, underestimation decreased as the number of raters increased. Furthermore,
underestimation was more severe for ICCs of agreement than for ICCs of consistency,
and underestimation decreased when average ratings rather than a single rating were
used. The differences in either the number of clusters or the number of subjects per
cluster slightly affected the bias, with less bias for larger sample sizes. However, these
factors were not as influential as the number of raters, or the differences between the
level of the ICCs or the types of ICCs. Among the random-effect SDs, 𝜎𝑟 showed the
largest underestimation (up to 30%), and 𝜎𝑐 also showed substantial underestimation.
95% BCI coverage. The 95% BCIs yielded significantly (but not practically
significant) low coverage rates for both subject-level ICCs and cluster-level ICCs of
agreement in most conditions with 2 raters, and for subject-level ICCs of agreement in
few conditions with 5 raters. The 95% BCIs yielded significantly (but not practically
significant) high coverage rates for cluster-level ICCs of consistency, in conditions with a
minimal number of raters and few clusters. In all other conditions, and for all other
ICCs, 95% BCI coverage rates were nearly nominal.
Relative efficiency. Figure 2 shows the relative efficiency of the ICCs across
conditions with low 𝜎𝑟2 and low 𝜎𝑐2 . The posterior SDs of the subject-level ICCs of
agreement were too high, but the inefficiency decreased when the number of raters
increased. The posterior SDs of the subject-level ICCs of consistency resembled the
sampling variability of these ICCs. The posterior SDs of the cluster-level ICCs of
agreement were too high only in conditions with 2 raters. In all other conditions, and
for all cluster-level ICCs of consistency, the posterior SDs well approximated the actual
sampling variation of the ICCs. The number of clusters and the number of subjects per
cluster affected the efficiency only negligibly. Among the random-effect SDs, the
posterior SD of 𝜎𝑟 was practically significant overestimated in conditions with few
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Figure 1 . Relative bias of the ICCs for 𝜎𝑐2 = 0.16 and 𝜎𝑟2 = 0.16, for 2 (dashed
segments), 5 (solid segments) and 10 (dotted segments) raters, at both cluster level
(black triangles) and subject level (white triangles), for 4 levels of sample size (200, 400,
800, and 1200). Note that different levels of sample sizes are constructed from two levels
of number of subjects per cluster (𝑁 𝑠 ; 10 and 30) and two levels of number of clusters
(𝑁𝑐 ; 20 and 40). The y-axes differ across graphs to facilitate reading. White areas:
substantial bias (>10%); Light-gray areas: minor bias (5–10%); Dark-gray areas:
negligible bias (< 5%).
raters.

Discussion
Simulation 1 investigated MCMC estimates of the proposed multilevel IRR
coefficients, and showed that the proposed method provides unbiased estimates of
subject-level ICCs for almost all conditions. These ICCs were only moderately
underestimated in conditions with a minimum number of raters. The bias of
cluster-level ICCs was more severe, and mostly for ICCs of agreement, specifically in
conditions with fewer raters and little cluster-level variance. The posterior SDs of the
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Figure 2 . Relative efficiency of the ICCs for 𝜎𝑐2 = 0.16 and 𝜎𝑟2 = 0.16, for 2 (dashed
segments), 5 (solid segments) and 10 (dotted segments) raters, at both cluster level
(black triangles) and subject level (white triangles), for 4 levels of sample size (200, 400,
800, and 1200). Note that different levels of sample sizes are constructed from two levels
of number of subjects per cluster (𝑁 𝑠 ; 10 and 30) and two levels of number of clusters
(𝑁𝑐 ; 20 and 40). The y-axes differ across graphs to facilitate reading. White areas:
substantial inefficiency (>20%); Light-gray areas: minor inefficiency (10–20%);
Dark-gray areas: negligible inefficiency (< 10%).

ICCs were typically overestimated in conditions with a small number of raters. Thus,
conditions with underestimated ICCs tended to be the same conditions with
overestimated posterior SDs, resulting in adequate or only slightly too high BCI
coverage rates.
The estimation problems in conditions with a minimal number of raters are to be
expected because estimation of random-effect variance components stabilizes in larger
samples (Gelman & Hill, 2006; McNeish & Stapleton, 2016). This implies that
researchers should use 𝑘 > 2 raters to collect ratings. However, a rating protocol might
be too time-consuming to be feasible in practice. To balance the need for more raters to
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inform rater-variance estimates against the need to minimize the burden on raters, it
might be sufficient to randomly sample a few raters from a larger pool of raters to rate
each subject. From the perspective of a planned missing data design (Graham, Hofer, &
MacKinnon, 1996; Graham, Taylor, Olchowski, & Cumsille, 2006; Jorgensen et al.,
2014), this is equivalent to a fully crossed design (cf. Design 1) with more raters, but
randomly selecting a subset of raters for each subject. This has several advantages.
First, it provides more information about raters to estimate the variance of their
random effects, which presumably improves the estimation of the ICCs (McNeish &
Stapleton, 2016). Second, the same total number of ratings (per subject and overall)
can be dispersed among more raters, resulting in less burden for each rater. Such an
approach reflects current research practices in which each subject is typically assessed by
only a subset of the raters involved in a study (Viswesvaran, Schmidt, & Ones, 2005).
Simulation 2
As a follow-up, we evaluated whether a planned missing data design, in which
each subject is assessed by a randomly assigned subset of raters from a larger rater
pool, improves ICC estimates.
Method
Apart from the design factors, the data-generating process was equal to the
data-generating process of Simulation 1. We replicated the condition of Simulation 1
that yielded the poorest estimates in terms of bias and coverage. The following variance
components had the same values as in Simulation 1: 𝜎𝑐2 = 0.16 and 𝜎𝑟2 = 0.16, with
σ2𝑠:𝑐 = 1, σ2𝑐𝑟 = 0.16, and σ2(𝑠:𝑐)𝑟 = 0.50. We included only the smallest sample sizes: 𝑁𝑐 =
20 clusters and 𝑁 𝑠 = 10 subjects per cluster, and we varied only the number of raters
per subject and the size of the pool of raters in a fully crossed design (Design 1). The
size of the rater pool had two levels: 𝑘 = 5 or 10. The number of raters per subject had
two levels: 𝑘 𝑠 = 2 or 3, that were randomly drawn from the pool of raters. This
simulated random assignment in a planned missing data design. Data analysis
proceeded as in Simulation 1.
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Results
We present a summary of the results. The complete results are available in online
supplement S3.
Convergence. Non-convergence occurred for < 2% of the replications in both
conditions with 2 raters per subject, resulting in 𝑁 = 32 discarded replications. In both
conditions with 3 raters per subject, all of the replications converged to a solution. The
following results are therefore based on the 3,968 converged replications.
Relative bias. Figure 3 shows the relative bias of the ICCs across all conditions
of Simulation 2, and—for comparison—the relative bias for 𝑘 = 2 from Simulation 1.
Subject-level ICCs were unbiased across conditions, which resembled the results for
𝑘 = 2 in Simulation 1. Cluster-level ICCs of agreement were substantially
underestimated in all conditions, whereas cluster-level ICCs of consistency showed
negligible (average ratings) and minor (single ratings) underestimation. However, the
underestimation diminished noticeably compared to the conditions with 𝑘 = 2 from
Simulation 1. The difference between a rater pool of 5 or 10 raters was negligible but
sampling 3 instead of 2 raters per subject considerably decreased the bias, especially for
cluster-level ICCs of agreement.
95% BCI Coverage. The 95% BCI coverage rates of both the subject and
cluster-level ICCs were nominal in all conditions. This is an improvement compared to
the significantly (but not practically significant) low coverage rates of the ICCs of
agreement in Simulation 1.
Relative efficiency. Figure 4 shows the relative efficiency of the ICCs across all
conditions of Simulation 2, and—for comparison—the relative efficiency for the
conditions with 𝑘 = 2 from Simulation 1. The posterior SDs of subject-level ICCs of
agreement were substantially overestimated, whereas those of the subject-level ICCs of
consistency resembled the sampling variability of these ICCs. This resembled the results
for 𝑘 = 2 from Simulation 1. However, the inefficiency of the subject-level ICCs of
agreement diminished considerably in the conditions with a planned missing data
design. The posterior SDs of the cluster-level ICCs resembled the sampling variability
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Figure 3 . Relative bias of the ICCs in a planned missing data design for 2 (solid
segments) and 5 (dashed segments) raters per subject, at both cluster level (black
triangles) and subject level (white triangles), for 3 levels of the total rater pool (2, 5,
and 10). Results from 𝑘 𝑠 = 2 combined with 𝑘 = 2 stem from Simulation 1. The y-axes
differ across graphs to facilitate reading. White areas: substantial bias (>10%);
Light-gray areas: minor bias (5–10%); Dark-gray areas: negligible bias (< 5%).
of these ICCs, which was a substantial improvement compared to the substantial and
minor inefficiency of the posterior SDs in conditions with 𝑘 = 2 from Simulation 1. The
size of rater pool and the number of sampled raters per subject affected the relative
efficiency of the ICCs only negligibly.

Discussion
Simulation 2 investigated whether a planned missing data design improved the
ICC estimates in a situation with few raters per subject. The results showed a slight
drop in convergence for conditions with a high proportion of missingness; however, the
estimated ICCs improved regarding all other criteria. Both bias and efficiency of all
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Figure 4 . Relative efficiency of the ICCs in a planned missing data design for 2 (solid
segments) and 5 (dashed segments) raters per subject, at both cluster level (black
triangles) and subject level (white triangles), for 3 levels of the total rater pool (2, 5,
and 10). Results from 𝑘 𝑠 = 2 combined with 𝑘 = 2 stem from Simulation 1. The y-axes
differ across graphs to facilitate reading. White areas: substantial inefficiency (>20%);
Light-gray areas: minor inefficiency (10–20%); Dark-gray areas: negligible inefficiency
(< 10%).
ICCs improved substantially when as few as two raters per subject were sampled from a
larger pool of raters, rather than assigning the same two raters to each subject. Only
the cluster-level ICCs of agreement were still substantially underestimated, and the
posterior SDs of subject-level ICCs of agreement remained too high.
Assuming interchangeable raters are available, estimation difficulties of the
multilevel ICCs can thus be diminished with a planned missing data design. This
implies not only that researchers should use more than two raters for their study, which
would actually decrease the burden for each individual rater. For maximally efficient
allocation of the costs of collecting data, each subject could be assessed by a small
random subset of raters, which reflects current research practices (Viswesvaran et al.,
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2005).
Some bias remained in estimating cluster-level ICCs of agreement. This seems
reasonable because we generated data resembling the most problematic condition from
Simulation 1. In this condition, both the cluster and rater-level variance was low. Low
variance implies less information to sample from, which often results in estimation
difficulties (Gelman, 2006; McNeish & Stapleton, 2016). Moreover, in these cluster-level
ICCs, the poorly estimated variance of rater effects appears more influential than the
relatively low variance in the cluster effects. We expect that cluster-level ICCs of
agreement from a planned missing data design would be estimated more accurately
when the magnitude of variance of cluster main effects is sufficiently higher than the
rater main effects. Moreover, we used weakly informative hyperpriors on the
random-effect SDs. It may be reasonable to use more informative hyperpriors for
studies in which high or low variability is expected for a specific facet. Future research
could therefore investigate whether more informative hyperpriors for the random-effect
SDs can improve the MCMC estimation of the ICCs.

Illustrative Example

To illustrate the use of the proposed method, we estimated the IRR of data about
student–teacher relationships using both the conflated ICCs and the newly proposed
ICCs for multilevel data. These data were collected from students who drew a picture
of themselves with their teacher. A pool of independent raters rated these drawings on
each of eight student–teacher relationship dimensions (for the original study, see Zee et
al., 2020). Because rater-related effects can attenuate the relation between the observed
attribute and other student (or teacher) related characteristics, it is vital to estimate
the IRR of the student–teacher relationship dimensions. The IRR provides information
about the quality of the rating procedure, and the degree to which the estimated
associations between the student–teacher relationship dimensions and other student or
teacher characteristics are attenuated by rater effects.

INTERRATER RELIABILITY FOR MULTILEVEL DATA

31

Method
Design and measures. The 𝑁 = 789 upper-elementary school students drew a
picture of themselves with their teacher (𝑁𝐶 = 35), and the number of students per
teacher ranged from 8 ≤ 𝑁 𝑠 ≤ 29 (𝑀 = 21.83, 𝑆𝐷 = 4.19). The drawings were rated on
eight student–teacher relationship dimensions on a 7-point Likert scale ranging from low
to high by 𝐾 = 8 raters (for more information on the constructs and the rating
procedure, see Zee & Roorda, 2017). Raters were crossed with both students and
teachers (Design 1), albeit using a planned missing data design. Each student’s drawing
was assessed by 3 raters, but raters were not perfectly balanced over the drawings per
teacher (i.e., cluster). Each teacher’s drawings were rated by 5 raters in total. For each
teacher, 1 rater rated all the drawings, and 4 raters each rated half of the drawings.
We made an agreement with the researchers who collected these data that we
would share data about only a single variable from a random subset of 𝑁 𝑠 = 8 students
per teacher on the OSF. The following results are therefore based on drawings from a
subsample of 35 (𝑁𝑐 ) × 8 (𝑁 𝑠 ) = 280 students, and we discuss the IRR of only one of
the eight student–teacher relationship dimensions, namely emotional distance/isolation,
hereafter named emotional distance. These are multilevel data because students (the
subjects) were nested within teachers (the clusters), and the clustering effect was
substantial. Approximately 15% of the total variance was at the teacher level.3
Analysis plan. We estimated both the conflated ICCs from Table 1 and the
proposed subject and cluster-level ICCs from Table 3, for purposes of comparison. We
estimated the ICCs of both consistency and agreement, but solely discuss the estimates
for average ratings because the average scores across multiple raters were used in the
original study on student–teacher relationships. For purposes of completeness, the
estimated ICCs for single ratings are provided in online supplement S4. As the number
of raters per clusters was unbalanced, we used 𝑘 = 3 and 𝑘 = 5 as a conservative and
liberal estimate, respectively, to estimate the cluster-level ICCs of average ratings.
3

This percentage of teacher-level variance includes both the cluster (i.e., teacher) variance and the
rater × cluster variance.
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We estimated the variance components in Equations 3 and 7 using Bayesian
hierarchical models. We used MAPs as point estimates and posterior percentiles as
limits for the 95% BCIs. We also estimated MLE point-estimates for all random effect
SDs and ICCs, using the R software package lme4 (Bates, Mächler, Bolker, & Walker,
2015), to inspect how the results from our proposed MCMC estimation method
compare to those that would be obtained using MLE.
We interpret the ICCs using the fixed benchmarks of Koo and Li (2016), who
suggested that ICC ≤ .50 is poor, .50 < ICC ≤ .75 is moderate, .75 < ICC ≤ .90 is good,
and ICC > .90 is excellent. We emphasize that the interpretation of IRR coefficients in
terms of their practical implications (e.g., effect on predictive validity) is preferred over
the interpretation of IRR coefficients in terms of fixed benchmarks. However,
investigating the predictive validity of the ratings is beyond the scope of this paper.

Results and Discussion
We provide only the MCMC estimates, and diverted the MLE estimates to online
supplement S4 because they resembled the MCMC estimates.
Conflated IRR. The first column of Table 4 shows the estimated variance
components of the emotional distance attribute, which do not account for any
cluster-related effects. These conflated estimates show that most variance can be
assigned to average differences among students, and the least variance can be assigned
to average differences among raters. The student × rater component, which is conflated
with random error, was the highest of the two rater-related components.
Table 4
Variance Decomposition of the Emotional Distance Measures
Conflated
MLM
MAP
BCI
MAP
BCI
Student
1.63 [1.37, 1.95]
1.38 [1.16, 1.76]
Teacher
–
–
0.17 [0.07, 0.53]
Rater
0.24
[0.12, 1.2]
0.24 [0.12, 1.16]
Student × Rater 0.48 [0.42, 0.54]
0.45 [0.39, 0.51]
Teacher × Rater
–
–
0.03 [0.01, 0.07]
MLM = Multilevel model; MAP = maximum a posteriori estimate; BCI = Bayesian credible
interval.
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Table 5 shows the IRR estimates that are derived from the posterior distributions
of the variance components from Table 4. The conflated ICCs in the top row suggest
the IRR of both agreement and consistency were good, meaning that both absolute and
relative ordering of subjects is reliable if average ratings across three raters are used.
However, based on the 95% BCIs we could not reject a null hypothesis of moderate
agreement.
Table 5
IRR Estimates of Average Ratings of the Emotional Distance Measures for 𝑘 = 3, and
𝑘 𝑐 = 3 or 𝑘 𝑐 = 5
ICC(A, 𝑘)
ICC(C, 𝑘)
MAP
BCI
MAP
BCI
Conflated (𝑘 = 3)
.87
[.74, .90]
.91
[.89, .93]
Student Level (𝑘 = 3)
.85
[.72, .89]
.91
[.88, .93]
Teacher Level (𝑘 = 3)
.71
[.24, .86]
.96
[.83, .98]
Teacher Level (𝑘 = 5)
.80
[.35, .91]
.98
[.89, .99]
ICC = Intraclass correlation; MAP = maximum a posteriori; BCI = Bayesian credible
interval; 𝑘 = number of raters.

Multilevel IRR. The multilevel variance decomposition (Table 4, column 3)
shows that most variance was associated with average differences among individual
students. Only a small portion of variance could be explained by average differences
among teachers or raters, and a negligible portion of variance is explained by the
teacher × rater interaction effect.
Table 5 shows the estimated teacher and student-level ICCs, which were derived
from the posterior distributions of the variance components in Table 4. The
student-level ICCs indicated a good IRR, and resembled the conflated IRR estimates,
meaning that both absolute and relative ordering of students within classes was reliable
if average ratings across three raters are used. The association of students’ emotional
distance with other student-level variables would then be only slightly attenuated by
rater-related noise. However, as with the conflated IRR, we could not reject a null
hypothesis of moderate population interrater agreement at the student level.
Nonetheless, the employed rating protocol is promising when researchers are interested
in the differences among students within clusters, assuming multiple raters assess each
student’s drawing.
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This example showed negligible differences between the subject-level IRR and
conflated IRR. The number of clusters (35) was quite small relative to the number of
subjects (280), so the subject-level variances dominated the conflated ICCs. Conflated
ICCs would differ more substantially from both cluster- and subject-level ICCs in the
case of many small clusters (an extreme example would be dyadic data, with cluster
sizes of 2), to the degree that rater and rater × subject effects imply different IRR
across levels.
The cluster-level ICCs of agreement indicated moderate IRR for average ratings
across 3 ratings, and good IRR for average ratings across 5 ratings. The wide 95% BCIs
were consistent with a wide range of population values for cluster-level IRR of rater
agreement, which complicates the interpretation of these coefficients. The rating
protocol would thus require improvement if researchers were interested in the absolute
differences among students’ emotional distance from their teachers. The teacher-level
ICCs of consistency indicated excellent IRR which was estimated with little uncertainty,
and considerably higher than the conflated IRR. Based on the IRR, this rating protocol
thus seems useful to relatively order teachers on their emotional distance from their
students.
Consistent with the simulations, most uncertainty stemmed from the estimation of
𝜎𝑟 , which was probably due to a combination of low variability and few raters.
Cluster-level ICCs of agreement were substantially and significantly lower than the
conflated or subject-level ICCs of agreement, whereas the cluster-level ICCs of
consistency were significantly higher than the conflated ICC. The results in online
supplement S4 show an even larger difference across conflated and multilevel ICCs of
single ratings. This indicates that cluster-level IRR can be either under- and
over-estimated by conflated ICCs.

General Discussion
We proposed, tested, and illustrated a readily applicable and useful approach to
estimate the IRR of multilevel data. This promising approach can assist researchers in
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improving their data quality by inspecting the degree to which subject and cluster-level
attributes in their data are dependent on raters. Because of the potential differences
between conflated IRR coefficients—which ignore cluster-related effects—and subject or
cluster-level IRR coefficients, we argued that it is important to estimate IRR separately
for each level of the data (consistent with advice on scale reliability; Geldhof et al.,
2014).
The proposed method appears useful in typical social and behavioral research
because it performs adequately even with modest sample sizes and missing data.
Whereas selecting two raters is perhaps the most common choice when investigating
IRR (possibly because early IRR coefficients such as Cohen’s kappa were designed only
for 𝑘 = 2), our simulation revealed that this is not the best design choice when
estimating ICCs (which can accommodate any 𝑘 ≥ 2; also see Ten Hove et al., 2020).
For coefficients of consistency, only the conditions with two raters per subject showed
biased estimates, and solely at the cluster level. Simulation 2 showed that this can
easily be resolved with a planned missing data design, by randomly sampling as few as
two raters per subject from a larger pool of (as few as five) raters. The same held for
ICCs of agreement at the subject level, although those estimates were somewhat
inefficient. However, even when using a planned missing data design to maximize raters
per subject while minimizing the burden per rater, cluster-level ICCs of agreement
remain slightly underestimated when data are collected from few raters. The proposed
ICCs thus appear most useful when more than two raters are available and the interest
is in interrater reliability at the subject level, or interrater consistency at the cluster
level. Researchers who estimate the IRR using ICCs could begin with a pilot
study—including a subsample of subjects—in which at least three raters assess the
subjects. Based on the results of this pilot study, decisions could be made about the
number of raters that is required to assess the full sample of subjects or about potential
improvements to the rating procedure.
Currently, the proposed estimation procedure is only applicable to continuous data
because the models we used assume normally distributed attributes (which are sums of
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normally distributed random effects). However, this approach can be extended to binary
and ordinal responses, by assuming a normally distributed latent variable underlying
the observed binary or ordinal responses, similar to probit regression and item-factor
analysis (see e.g., Agresti, 2010, 2018; Ark, 2015; Cho, Shen, & Naveiras, 2019; Kamata
& Bauer, 2008). Deriving ICCs would then be identical to a continuous-measures
situation (cf. Cho et al., 2019; Vispoel, Morris, & Kilinc, 2019). New research is needed
to assess the properties of such estimation procedures for multilevel data under typical
conditions in social and behavioral science research. Moreover, although we suggest
using a planned missing data design to estimate the IRR, we provide IRR coefficients
that generalize only to future data gathered without missing data patterns. It might be
useful to extend the approach of Putka, Le, McCloy, and Diaz (2008)—who proposed
ICCs for ill-structured measurement designs—to multilevel designs.
The ICCs we proposed belong to a broader category of reliability coefficients that
are suitable for multilevel data. Error in multilevel data can be distinguished into
sampling error and measurement error (for more information, see Lüdtke, Marsh,
Robitzsch, & Trautwein, 2011). Reliability coefficients for multilevel data can therefore
be characterized as coefficients that consider sampling error only (e.g., Snijders &
Kenny, 1999), coefficients that consider measurement error only (e.g., Geldhof et al.,
2014; Lai, 2020), and coefficients that consider both (e.g., Brennan, 2001; Cronbach et
al., 1963). For example, Snijders and Kenny (1999) discussed an ICC to estimate the
reliability of cluster scores. This ICC expresses the proportion of variance that can be
attributed to differences between clusters, and generalized over the subjects within
these clusters. Brennan (2001) and Cronbach et al. (1963) discussed generalizability
coefficients that allow generalization of subjects’ scores over multiple sources of variance
(e.g., clusters, subjects, measurement occasions, and raters). Neither of these
coefficients differentiate between sampling error and measurement error. Low reliability
can then indicate either a poor rating procedure or large differences between subjects
within clusters.
The ICCs for multilevel IRR are closely related to Brennan’s (2001)
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generalizability coefficients but they only include rater-related measurement error as
noise. Similar to scale-score reliability of multilevel data (Geldhof et al., 2014), they
allow a researcher to inspect the quality of the measurement instrument—here the
rating procedure—at the subject-level and cluster-level separately. Especially because
these ICCs may be different, estimating IRR for each level separately can be useful for
inspecting a rating procedure. A low cluster-level IRR because of substantial cluster by
rater interaction variance could for example tell researchers that implicit biases about
clusters may largely influence raters’ evaluations of subjects or clusters.
To conclude, we would like to stress the importance of other discussions about the
reliability of cluster-level components of subject-level measures. Reliability at the
cluster-level is only theoretically meaningful for measures for which cluster-level
components can be interpreted as the aggregate of the subject-level component (Lüdtke
et al., 2011; Stapleton, Yang, & Hancock, 2016). Researchers should seriously consider
which level of the attribute is of substantive interest not only before their analyses
(Stapleton et al., 2016) but before data collection, when they choose or design
measurement instruments (e.g., to design questions that target the required level of
analysis; see discussion in Ketokivi, 2019, Section 3.1). If cluster-level components of
subject-level variables are of interest (Cho & Preacher, 2016; Preacher, Zyphur, &
Zhang, 2010), raters must be distributed across clusters in order for cluster-level ICCs
to be meaningful.
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