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CHAPTER

1

Introduction

Determining and understanding the macroscopic properties of large collections of
interacting particles is the main objective in condensed matter physics. Although
the description of all the particles is given by the same quantum mechanical
equations, actually solving these systems can be a formidable challenge. Fortunately,
there are several systems where particles are only weakly interacting that can
typically be understood in terms of the physics of individual (quasi)particles. For
instance, many fermionic systems are accurately described by Landau’s Fermi liquid
theory, allowing them to be approximated by a Fermi sea with on top only weakly
interacting quasi-particles. The interaction can be renormalized in the description
of the quasi-particles, resulting in an effective non-interacting theory. This effective
description works surprisingly well, making it the foundation behind a number of
properties, such as whether a material behaves as an insulator or conductor, and the
BCS mechanism behind conventional superconductivity [4]. Another well-known
example is the integer quantum Hall effect [5]: when the motion of free electrons
is constrained to a two-dimensional plane in the presence of a strong external
magnetic field, the Hall conductance is quantized in a set of Landau levels. This
behavior can be explained while ignoring the Coulomb interaction between the
electrons. The theory behind the integer quantum Hall effect has also triggered
the new field of topological phases of matter [6].
However, when the particles in a system are strongly interacting they may exhibit
collective properties that can no longer be explained in terms of an effective
single-particle description [7]. These systems, referred to as strongly correlated
systems, require a model that takes the full interaction into account which typically

2

Chapter 1. Introduction

makes them substantially more challenging to study. Yet, out of this collective
behavior a great variety of new and interesting phenomena can arise. A prominent
example is high-temperature superconductivity [8]: the strong interactions in a
number of systems give rise to superconductivity at temperatures far higher than
allowed by the conventional BCS theory. The mechanism behind high-temperature
superconductivity has, so far, only been partially understood. It is believed that the
two-dimensional Hubbard model, a very rudimentary model of a strongly interacting
electron system, captures the essential physics [9]. However, even this simple model
has no known exact solution and only recently have state-of-the-art techniques
been able to produce conclusive results in some of the relevant regimes [10].
Another well-known phenomenon which arises due to the strong interactions is
the fractional quantum Hall effect: in the same setting as the integer quantum
Hall effect additional, fractionalized, conductance plateaus are observed [11]. The
mechanism behind these plateaus can only be understood when the Coulomb
interaction is taken into account. A phenomenological explanation for a number
of plateaus is given by the famous Laughlin wave function [12], generating great
physical insight into these states. However, the actual microscopic origin is still
an open question. The fractional quantum Hall states cannot be described by the
standard Ginzburg-Landau symmetry breaking paradigm; they form a new kind of
order called topological order [13]. Topologically ordered phases show long-range
entanglement, resulting in very unexpected macroscopic features such as degenerate
topological ground states and low-lying excitations which exhibit anyonic and/or
non-abelian quantum statistics [14, 15]. Besides being of scientific interest, these
states might have a very important role in the path towards a topological quantum
computer [16].
In this thesis we focus on two-dimensional models arising in the field of quantum
magnetism. These are models consisting of spinful particles placed on a lattice
with a dominant magnetic interaction between the different particles. Such a
description arises for instance in the Hubbard model at half filling with a strong
on-site interaction: at low temperatures only states where the electrons are localized
on the lattice are energetically accessible resulting in an effective spin− 21 model
with an antiferromagnetic Heisenberg interaction [17]. Alternatively, quantum
spins models can effectively describe systems with strong spin-orbit coupling [18].
Quantum magnetic models, especially in the low-dimensional and small spin regime
with strongly competing (frustrated) interactions, often exhibit unique and rich
physics, such as spin nematic [19] or spin liquid phases [20].
Actually performing calculations for a strongly correlated quantum many-body
system in the thermodynamic limit is typically very challenging. A number of
interacting models, known as integrable, can be exactly solved by exploiting the
additional symmetries of the model. In general, however, this cannot be done and
accurate numerical methods are needed. Several methods have been proposed, all
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with their inherent strengths and weaknesses. At first glance, the most obvious
method would be to perform an exact diagonalization of the Hamiltonian. This
is however limited to small system sizes due to the exponential increase of the
Hilbert space. Alternatively, one could resort to mean field or field theoretical
approaches, which approximate the state by solving the model in a certain solvable
limit and systematically improve these by a perturbative expansion. However,
especially when considering strongly correlated systems, the dominant interaction
term usually limits the applicability of perturbative approaches. A very fruitful
approach within the field has been the use of Quantum Monte Carlo, which gives
reliable and unbiased results with a very controllable statistical error. There is,
however, a subset of models which suffer from the so-called sign problem [21],
preventing Quantum Monte Carlo to simulate these models efficiently. Several
crucial models, such as the aforementioned two-dimensional Hubbard model and a
number of frustrated spin systems, fall within this category.
In the past decades tensor network algorithms have emerged as a new computational
method. These algorithms represent the wave function of a strongly correlated
quantum many body systems by a variational state consisting of a set of tensors [22,
23]. They have first been used with great success in the context of ground state
simulations of one-dimensional systems by the density matrix renormalization group
(DMRG) algorithm [22]. The DMRG algorithm was found to be closely connected
to the matrix product state (MPS), a tensor network ansatz for one-dimensional
systems [24]. The justification of these methods lies in that typically ground states
of gapped Hamiltonians follow an area law of entanglement entropy. The states
that follow the area law are precisely the ones targeted by a tensor network state.
The tensor network algorithms have been generalized to higher-dimensional systems [23], which is what we will focus on in this thesis. Concretely, we focus on
results obtained by the infinite projected entangled pair states (iPEPS) ansatz [23,
25, 26], which is a tensor network state specifically designed for the simulation of
two-dimensional strongly correlated systems in the thermodynamic limit. Even
though iPEPS as variational ansatz is still a (relatively) new approach, it is already found to be very competitive when simulating ground states for a number
of strongly-correlated models [27–37]. We will use the iPEPS ansatz to simulate
either the ground state or the thermal state of models that fall within the field of
quantum magnetism.
This thesis contains the results of two main research lines; in the first research line
we investigate if it is possible to use iPEPS for the simulation of Z2 topologically
ordered systems. In the second research line we study the properties of the
compound SrCu2 (BO3 )2 under pressure. This compound is very well described
by the Shastry-Sutherland model [38], which we will simulate with iPEPS to get
insights in the behavior of this compound under pressure.
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In Chapter 2 we give a general introduction into tensor network states and algorithms. To discuss these methods we make use of a very intuitive diagrammatic
notation, which we will first introduce, followed by an introduction into tensor
network states and their connection to the area law of entanglement entropy. The
chapter then focuses on the iPEPS ansatz, and its use in simulating strongly
correlated models. The contraction and optimization algorithms that are used in
this thesis are discussed in detail. We end with a discussion on how to exploit the
U (1) symmetry of a state to reduce the computational cost.
Chapters 3 and 4 contain the main results of the first research line: investigating
whether it is possible to simulate and detect a Z2 topologically ordered phase with
iPEPS. In this chapter, we use iPEPS to perform simulations on the toric code
model [14], a two-dimensional spin model known to exhibit Z2 topological order.
We present a new approach which is able, without placing any requirements onto the
initial tensors, to accurately simulate and detect the Z2 topologically ordered state
of the toric code. To test this approach, we simulate the toric code model in a finite
magnetic field and accurately determine the location of the phase transition. A
challenge when simulating the toric code Hamiltonian is that it contains four-body
interactions, for which the standard iPEPS optimizations algorithms do not easily
adapt. Therefore, we have developed a new optimization method specific for this
interaction.
The focus of the thesis then shifts towards the second main research line: using
iPEPS to investigate the physics of the compound SrCu2 (BO3 )2 under pressure.
This compound is very accurately described by the Shastry-Sutherland model [38,
39], a two-dimensional spin- 12 Heisenberg model with an additional dimer interaction.
Remarkably, an applied hydrostatic pressure on the compound SrCu2 (BO3 )2 acts
to control the ratio between the couplings in the Shastry-Sutherland model. The
model is known to exhibit a narrow plaquette phase in between a dimer and an
antiferromagnetic phase [28]. In the vicinity of the plaquette phase the model is
very challenging to accurately simulate: the severe frustration in this regime leads
to a strong competition between several phases. We have used the iPEPS ansatz
to perform two separate studies on this model and its relation to the compound
SrCu2 (BO3 )2 .
In chapter 5 we investigate the plaquette phase observed in the SrCu2 (BO3 )2 under
pressure, which differs from the plaquette phase predicted by the Shastry-Sutherland
model. To explain this difference, we introduce a distorted Shastry-Sutherland
model which accurately predicts the observed phase. We construct the ground
state phase diagram of this model with iPEPS and higher order series expansion,
and observe that the plaquette phase predicted by this model is in much better
agreement with the experimental observations than the plaquette phase of the
original Shastry-Sutherland model.
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The second study on SrCu2 (BO3 )2 , presented in chapter 6, investigates the ShastrySutherland model with the newly developed finite temperature iPEPS ansatz. The
known first order transition between the dimer and plaquette phases is found to
extend to finite temperature, ending in an Ising critical point. The transition of
this model is found to be similar to the familiar liquid-gas transition observed in
water. We also present specific heat measurements of SrCu2 (BO3 )2 under pressure
and in finite magnetic field. We provide, to our knowledge, the first observation of
a finite temperature critical-point in a pure spin-system. The iPEPS calculations
of the Shastry-Sutherland model are found to be in quantitative agreement with
the experimental data. The observation of this critical point, and the remarkable
agreement between theory and experiment open a new dimension in understanding
the thermodynamics of quantum magnetic materials.

CHAPTER

2

Infinite projected entangled pair states

2.1

The area law of entanglement entropy

When describing a classical many-body system, the probability of encountering the
different configurations are given by a thermodynamic ensemble. This statistical
description originates due to our uncertainty about the precise state of the system.
The uncertainty vanishes in the zero temperature limit when the system can only
be found in the lowest energy configuration. Quantum systems, however, can
have an additional origin of uncertainty about the precise state of a system: the
entanglement present in the state. If one considers only a subpart of the total
system, this subpart can still be entangled with the rest of the system. Due
to this entanglement, one needs knowledge of the entire state when evaluating
observables — even when the observables considered only act locally. These nonclassical correlations, which again result in a probabilistic description, is what makes
quantum systems behave inherently differently from classical systems. However,
one can wonder how entanglement manifests itself in different kinds of quantum
states. Below we will argue that a subset of quantum states, particularly ground
states of quantum many-body systems, are less entangled than one would at first
glance expect [40].
Let us first present the general framework, used throughout the thesis, to describe
the particles and interactions in quantum many-body systems. The particles are
described by a wave function which lives within the many-body Hilbert space
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H. This many-body Hilbert space is constructed as the tensor product of the
individual particle Hilbert spaces, with possibly some additional constraints due
to the nature of the quantum statistics of the model (e.g. bosonic or fermionic
systems). However, in this thesis we will only study models consisting of spin- 12
particles fixed to a certain lattice geometry. The total Hilbert space of such a
model is constructed as
N
O
H=
Hi ,
(2.1)
i=1

where Hi = {| ↑i, | ↓i} is the Hilbert space of a single spin and N is the number of
spins. We denote the size of Hi , called the local physical dimension, by d. Due
to the tensor product structure of the many-body Hilbert space, its total size
|H| = dN grows exponentially in the number of particles.
The other key ingredient is the interaction between the particles which, throughout
this thesis, is described by a local lattice Hamiltonian. A Hamiltonian is local
when it can be written as a sum over terms which acts on a spatially finite region.
Concretely, a k-body Hamiltonian can be written as
X
Ĥ =
hi
(2.2)
i

where the index i runs over the lattice sites, and hi acts on k spatially contiguous
sites. Most observables will also be local, allowing them as well to be written as a
summation over locally acting operators1 .
Two important classifications can be made for a Hamiltonian of the form of Eq. 2.2,
namely whether it is gapped or frustrated. A heuristic definition2 of a gapped
Hamiltonian is that there exist a finite energy gap between a single ground state
and the first excited state, which persists in the thermodynamic limit. Alternatively,
a small gap between the first couple of low-lying excited states can be present, as
long as this gap decreases exponentially in system size while a finite gap remains
to the rest of the spectrum, resulting in a degenerate ground state subspace in
the thermodynamic limit. A locally gapped Hamiltonian exhibits exponentially
decaying correlations and, as will be argued below, is less entangled than a general
quantum state [41, 43].
A Hamiltonian is called frustrated when the ground state of the entire Hamiltonian
is not simultaneously the lowest eigenstate of the individual Hamiltonian terms.
This causes a competition between the different individual Hamiltonian contribution,
which could possibly lead to new and interesting kinds of phases[19, 44]. A model
is called geometrically frustrated when the frustration is induced by the lattice
1 A notable exception will be used in chapter 4 where the topological entanglement entropy
and the modular matrices are calculated as a way of detecting a topologically ordered phase.
2 A more formal definition can be found in [41, 42].

2.1. The area law of entanglement entropy
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geometry. A frustration-free Hamiltonian often has an elegant exact ground state
description, for instance the AKLT model [45, 46], the Majumar-Gosh model [47]
or, as we will see in Chap. 4, the toric code model [14].
Using this framework, we can formalize the notion of entanglement in quantum
many-body systems [48]. Considering the N -site spin model with a local interaction
and the Hilbert space H, a general wave function defined in this Hilbert space can
be expanded in the local basis as
|Ψi =

X

ci1 i2 ...iN |i1 i ⊗ |i2 i ⊗ ... ⊗ |iN i,

(2.3)

i1 i2 ...iN

where |ik i denotes the local basis state on site k and ci1 i2 ...iN the coefficient tensor
associated with the different basis states. A priori, one expects a generic quantum
state to require the complete, exponentially large Hilbert space for its description.
However, some states require only a subspace of H. An extreme example are states
which fully decompose into a local description, resulting in a reduced coefficient
tensor ci1 i2 ...iN = ci1 ci2 ...ciN . These states, called product states, are non-entangled
and would coincide with a classical description of the wave function. The complexity
of describing a state is, as we will argue below, determined by the entanglement
present in the state.
To quantify the amount of entanglement in a state we consider the entanglement
entropy between two subsystems. First, divide the lattice and the associated Hilbert
space spatially into two contiguous parts HA , HB such that H = HA ⊗ HB . Denote
the basis of this partition as |iiA ∈ HA and |jiB ∈ HB . The reduced density
matrix of system A is obtained as
ρ̂A = TrB [|ΨihΨ|]

(2.4)

where TrB is the partial trace over the basis |jiB of system B. Note that, although
we start from a pure wave function, we obtain by focusing solely on the local region
A a mixed state description. The entropy associated with ρ̂A is calculated using
the von Neumann entropy as
S(ρ̂A ) = −Tr[ρ̂A log ρ̂A ].

(2.5)

The entanglement entropy between two subspaces can be linked to the Hilbert space
description of the state via the Schmidt decomposition. Take a wave function described over the basis states of the partition |iiA , |jiB . The Schmidt decomposition

10

Chapter 2. Infinite projected entangled pair states

rewrites this wave function as
|Ψi =

X

cij |iiA ⊗ |jiB

ij

=

X

Uik λk Vkj |iiA ⊗ |jiB

(2.6)

ijk

=

X

λk |uk iA ⊗ |vk iB

k

where a singular value decomposition
(SVD) wasPused to go from the first to
P
the second line, and |uk iA = i Uik |iiA , |vk iB = iB Vkj |jiB are unitary basis
transformations within the respective subspaces. The pure state is re-expressed
over a bipartite Hilbert space, but with only a single set of basis states. However,
the basis states are still defined within the respective subsystems A and B. The
coefficient matrix has been reduced to a single set of Schmidt values λk . The Schmidt
values correspond
to the square root of the eigenvalues of ρ̂A and ρ̂B , and all obey
P
λk > 0 and k λ2k = 1, making that they behave as a proper probability
P distribution.
The entanglement entropy depends solely on λk as S(ρ̂A ) = S(ρ̂B ) = k −λ2k log λ2k ,
showing that it is completely determined by the Schmidt values and it is symmetric
in ρ̂A and ρ̂B . In addition, the number of nonzero Schmidt values also reveal the
number of relevant states when describing the state in the basis of the partition.
For example, using the Schmidt decomposition on the product state reveals that
only a single Schmidt state is relevant. In contrast, a maximally entangled state
has all the Schmidt states equally likely making them all relevant. For a generic
quantum state, although it has to lie between these two limits, the precise number
of relevant states cannot be determined beforehand.
There is a subset of states, however, where the entanglement of the state is
proportional to the boundary of a partition instead of the volume. States having
this property obey a so-called area law of entanglement entropy. The distribution of
Schmidt values decays rapidly, reflecting that only a subset of the full Hilbert space
is relevant. Fortunately, although these states at first glance seem very atypical
quantum states, the ground states of gapped local Hamiltonians typically obey this
area law. The origin of the area law in these states can be intuitively explained
by the behavior of the correlations within these systems. Correlations within a
gapped ground state of a local Hamiltonian decay exponentially in distance [41],
making these states only locally correlated. This locality is reflected in the scaling
of entanglement by the area law. So far, the area law has only been rigorously
proven for one-dimensional quantum systems [43]. Even though such a proof has
not been made for higher-dimensional systems with a gapped Hamiltonian, the
area law has been observed in a great number of models and it is conjectured
to hold in general [40]. Interestingly, a number of models which do not follow
the strict requirements for an area law have been observed to violate it only very
mildly. For example, one dimensional critical models or two dimensional gapless
fermionic models with a one dimensional Fermi surface have been shown to only
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get a logarithmic correction to the area law [49, 50], making these states still much
less entangled than a generic quantum state.
The important consequence of the area law is that a state which follows it can
be represented more compactly: the rapid decay of Schmidt values for an area
law state shows that these states can be described by only a subset of the full
Hilbert space. However, it is a priori not clear how to construct a state such that
one primarily targets the relevant states. This is precisely where tensor network
approaches come into the picture. These approaches use a representation of the
wave function, namely a tensor network state, which reproduces the area law by
construction. This makes them a suitable ansatz for approximating states which
are expected to follow the area law.

2.2
2.2.1

The tensor network state
Introduction

The tensor network state first appeared as an exact way to represent the ground
state of one-dimensional quantum many-body Hamiltonians [51], notably the
famous AKLT state [45, 46]. The ground states where represented by a matrix
product state (MPS): a tensor network state consisting of a single order-3 tensor
per lattice site. Later, a close relation was found between the MPS and the density
matrix renormalization group (DMRG) algorithm [22]. The DMRG algorithm is
a very powerful approach for simulating the ground state of strongly correlated
one-dimensional lattice models. It truncates the exponentially growing Hilbert
space down to a finite number of states which describe the ground state faithfully,
in a similar spirit to the numerical renormalization group [52]. The connection with
MPS was made by recasting the DMRG algorithm as an optimization method for
a variational MPS wave function [24, 53, 54]. The states targeted by the DMRG
algorithms are precisely the ones which obey the area law of the entanglement
entropy [55]. For details over the DMRG algorithm, recent developments and the
range of applications we refer to Refs. [56, 57].
The connection between the DMRG algorithm and the MPS showed that tensor
network states can be used as a powerful variational ansatz for representing ground
state wave functions. This started a wave of developments using MPS for related
calculations e.g. performing time evolution [58, 59], simulating systems at a
finite temperature [60–63], performing simulations of low-lying excitations [64–66]
and new improved optimization techniques [67]. Later, it was also rigorously
proven that the MPS targets the right degrees of freedom to approximate the
ground state of one-dimensional systems [68]. The success of these methods in
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simulating one-dimensional systems stimulated the invention of different, but
related, tensor network states, such as tree tensor networks for systems with long
range interactions [69, 70], the multi-scale entanglement renormalization ansatz for
critical systems [71, 72] and, the main topic of this thesis, projected entangled pair
states (PEPS) for simulating two-dimensional lattice models [23].
The succes of the DMRG algorithm also renewed the interest in solving statistical
lattice models with numerical renormalization group methods. The task of these
methods is to generate the statistically correct description of a classical lattice model
at a certain temperature. This is obtained by performing a weighted summation
over all the allowed configurations which, for any locally interacting statistical
lattice model, can be expressed as a uniform tensor network [73]. The goal of
these algorithms is to create a computationally feasible numerical renormalization
group procedure such that one can evaluate this summation. In the context
of tensor networks, this amounts to finding a method to evaluate the tensor
network accurately where the computational cost does not grow exponentially
in system size. Several algorithms have been proposed, for instance the corner
transfer matrix renormalization group (CTMRG) method [74–78], using a boundary
MPS [23, 79], or the tensor renormalization group (TRG) method [80] and its
related approaches [81–84]. These approaches are actually closely related to the
tensor network algorithms used to simulate quantum ground states: there exists a
direct mapping through a Suzuki-Trotter decomposition (see Chap. 2.3.2) between
the partition function of D-dimensional classical lattice models and the ground
state of the D − 1 dimensional quantum models. Besides their applications within
classical lattice models, these methods will turn out to be crucial when applying
tensor networks to higher dimensional quantum systems where they are used to
efficiently evaluate the network.

2.2.2

Diagrammatic notation

Before introducing the tensor network state, we first present a very convenient
diagrammatic notation for representing a tensor network which is used throughout
the thesis [85]. The idea of this notation is to represent each tensor by a shape (e.g.
circle, square, triangle) and the indices of each tensor by lines (or legs) emerging
from the shape. If two tensors are connected, the indices of the corresponding
tensors are summed over. Fig. 2.1 shows a couple of simple examples using this
notation. All the used setups and algorithms can be expressed in this notation,
and it makes them much easier to work with. Instead of explicitly writing down
all the different tensor network calculations, it allows one to show these in a simple
visual way making all the different steps more intuitive.
One of the basic computational parts in any tensor network algorithm is the
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Figure 2.1: Examples of the diagrammatic notation. a) A matrix Mij represented
by a circle
P with two legs, corresponding to the two indices. b) A matrix vector
product j Mij vj represented in diagrammatic notation. The shape of the outcome
of this contraction, a vector, is readily apparent. c) A trace Tr[M N ] over two
matrices. Note how in the diagrammatic notation the cyclic property of the trace
becomes readily apparent. d) A tensor network consisting of three tensors. The
optimal computational cost depends on the contraction order cf. main text.

evaluation of the network, often referred to as contracting the network. An
important subtlety when performing the contraction is that the computational
cost depends on the order in which it is executed. The contraction of a network
is done by iteratively pairwise contracting the tensors, where the scaling of an
individual contraction is given by the total number of indices involved. Because
the evaluation is done pairwise, there are multiple ways to contract a network
which might have a different dominant computational cost. An example, adapted
from Ref. [86], is given by the network depicted in Fig. 2.1d). Taking all the legs
to be of size D, the computational cost of contracting the network in the order
(T2 T3 ) T1 scales as O(D5 ), while the order (T1 T2 ) T3 scales only as O(D4 ). Often,
the network has a simple structure allowing for a quick determination of the most
optimal order. Even so, there is no general method for finding the most optimal
order for a network besides exhausting all the different options [87]. In the rest
of the thesis, when computational cost is presented, it is assumed to be the one
obtained using the most optimal contraction order3 .

2.2.3

The MPS and PEPS wave functions

Using the diagrammatic notation, we will introduce the concept of a tensor network
state by focusing on the MPS and the PEPS wave functions. Both wave functions
obey the area law of entanglement by construction, making them suited for representing the ground states of gapped local Hamiltonians. Consider again the system
of N spins placed on a lattice with a wave function |Ψi ∈ H expanded according
to Eq. 2.3. The idea of a tensor network state is to replace the full coefficient
matrix ci1 i2 ...iN by a trace over a product of tensors. The geometry of the network
is typically given by the model under consideration: a good approximation for
3 The order is always optimized to minimize the total computational cost, which not necessarily
coincides with the lowest total memory cost. This is done because in practice the computational
cost is the bottleneck.
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Figure 2.2: The MPS and PEPS tensor network. (a) The bulk MPS and PEPS
tensors. On the left, the rank-3 MPS tensors Tiαβ
consist of one physical index ik
k
of dimension d pointing south and two auxiliary horizontal legs α, β of dimension
D. The right shows a bulk rank-5 PEPS tensor Tiαβγδ
with a single physical index
k
ik of dimension d pointing southeast and four horizontal/vertical auxiliary legs
α, β, γ, δ of dimension D. (b) A six site MPS wave function, the boundary tensors
only have a single auxiliary leg. (c) A 4 × 4 square lattice PEPS network, where
the boundary tensors have a reduced number of auxiliary legs.
one-dimensional systems is to replace the coefficient matrix by an MPS while a
two-dimensional lattice is well approximated by a PEPS, both shown in Fig 2.2.
The network consists of a set of local tensors Tikk , each associated with a single
site4 . Each tensor has a single physical index ik of size d, and either two (MPS)
or four5 (PEPS) auxiliary indices. The size of the auxiliary indices D, called the
bond dimension, controls the total amount of entanglement the state can represent
and thereby controls the accuracy of the ansatz. Using these local tensors, for both
the MPS and the PEPS one replaces the coefficient matrix as
X
ci1 i2 ...iN →
Ti11 Ti22 ...TiNN ,
(2.7)
Aux

where the auxiliary dimension are traced over according to Fig. 2.2. For a fixed
value of D, the total number of free parameters of the ansatz scales linearly in
the number of sites. For a sufficiently large D, any coefficient matrix can be
approximated exactly, however, this is often computationally not feasible. An
interesting observation is that, being represented as Eq. 2.7, both the MPS and
PEPS can be viewed as a trial wave function obeying the variational principle.
This ensures that the energy obtained using the ansatz is bounded by the actual
ground state energy, and allows for a systematic comparison of the different setups.
Both the MPS and the PEPS tensor network states reproduce the area law by
construction. The information of a local patch within the network has to pass
through the auxiliary legs to the rest of the system, which is limited by the boundary
of the patch. Imagine dividing the network into two parts A and B, and blocking
these two parts as shown in Fig 2.3. The connection between the two patches is
4 Different
5 This

setups are also possible e.g. a single tensor per two sites.
could differ when simulating a different lattice geometry.
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Figure 2.3: Dividing both the MPS or the PEPS tensor network into two parts,
the gray tensors being part A and the blue tensors being part B. The two parts
are described by two tensors cA and cB , connected by the auxiliary legs around
the boundary. The total size of the connection is given as D|∂A| for both MPS and
PEPS, hence growing with the boundary of the division.
only proportional to the number of auxiliary indices, making that the size of the
index which connects the two part scales as D|∂A| . The wave function described
by this network is given as
XX
B
cA
(2.8)
|Ψi =
iA k ciB k |iA i|iB i,
iA iB

k

with k representing the combined auxiliary indices connecting part A and B. We
can rewrite this equation via a polar decomposition6 as
XX
A B
|Ψi =
UiAA l Plk
Pmk UiBB m |iA i|iB i
(2.9)
iA iB klm
A/B

where Uij
can be seen as a unitary transformation from the local Hilbert space
to the auxiliary space. Using this decomposition the reduced density matrix of ρA
becomes
ρA = TrB [|ΨihΨ|]
X X
A B
†B †A †A
=
UiAA l Plk
Pmk Pmn
Pon UjA o |iA ihjA |
(2.10)
iA jA klmno
X
Λlo |liho|,
=
lo

P
P
A B
†B †A
where |li = iA UiAA l |iA i, ho| = jA hjA |Uj†A
and Λlo = lmn Plk
Pmk Pmn
Pon .
Ao
Using an SVD on the last line the entanglement entropy gives
X
S(ρA ) = −
pn log pn ,
(2.11)
P

n
6 We

construct the matrices of the polar decomposition by using an SVD e.g. write the SVD
for a general matrix as A = U sV † , then P A = U sU † and U A = U V † or vice versa.
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where pn are the eigenvalues of Λlo . The crucial observation is that n, when the
block A is sufficiently large, follows the dimension of the auxiliary space instead of
the physical space, making that the entropy is proportional to the boundary of the
system. The entropy is at most proportional to S(A) ∼ |∂A| log D, showing that
the MPS and PEPS obey the area law of entanglement entropy by construction.
The derivation also shows that the bond dimension determines the maximum
amount of entanglement the network can represent.
Although this derivation suggests that both the tensor network states have the right
characteristics to represent ground states of quantum many-body Hamiltonians,
it does not automatically imply that these states also are able to represent these
ground states accurately. Remarkably, in the case of the MPS this statement has
been proven [68]. Generalizations to higher dimensional models have been tried,
but rigorous general proofs have not been made. Yet, the increasing number of
numerical competitive results using tensor networks show that they are capable
of accurately simulating these states [27–37]. Furthermore, because the ansatz is
variational it can systematically be compared with the outcome of other numerical
approaches. Therefore, even though a priori one can be unsure whether the ansatz
would suit a certain problem, it is always possible to afterwards determine if the
ansatz and related approximations have been valid.
Having established the theoretical foundation behind the tensor network state, the
question remains how to use them for simulating ground states of quantum-many
body systems. This requires several additional algorithms, notably how to perform
the optimization to find the actual tensors, and how to evaluate observables within
a tensor network. Also, several extensions on these ansatzes have been made and
different tensor network variants have been developed. The central topic of this
thesis is one of these variants, namely iPEPS: using the PEPS ansatz for simulating
two-dimensional systems in the thermodynamic limit. We will focus on the iPEPS
ansatz and its related algorithms in the remainder of this chapter. A more general
review over the different tensor network techniques is given in Refs. [57, 88–91].

2.3

Infinite projected entangled pair states

An infinite projected entangled pair state (iPEPS) is a tensor network ansatz,
based on PEPS, for two-dimensional wave functions in the thermodynamic limit.
The ansatz reproduces the area law of entanglement by construction, making it
very suited for accurate calculations of ground state properties. It can be broadly
applied to different types of Hamiltonians, lattice geometries and particles (e.g.
bosonic, fermionic). The ansatz, shown in Fig. 2.4, consists out of repetitions of a
predefined unit cell. By using a unit cell, iPEPS can represent fully translational
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Figure 2.4: An example of an iPEPS network, used throughout this thesis, consisting
of the repetition of a 2 × 2 unit cell of PEPS tensors. The two tensors in the unit
cell, A and B, are arranged on a checkerboard pattern. The links between the
tensors are labeled with respect to site A e.g. up (u), right (r) etc.

states as well as states which partially break the translational symmetry. The
ansatz is very similar to PEPS: the unit cell consists of a set of tensors which all
have a single physical leg of dimension d and, for a square network, four auxiliary
legs of dimension D. The bond dimension D controls the maximum amount of
entanglement the ansatz can represent, and thereby the accuracy of the ansatz.
The goal when using iPEPS for ground state calculations is to find the tensors
within the ansatz which give the lowest variational energy. These tensors can then
be used to investigate the properties of the ground state.
In this thesis we will use iPEPS to simulate square lattice spin- 12 models with either
two- or four-body nearest neighbor interactions. All the investigated phases can be
described by a 2 × 2 square lattice unit cell where the tensors are arranged on a
checkerboard pattern, as shown in Fig. 2.4. Therefore, the different used methods
will be presented using this specific iPEPS ansatz and using a nearest neighbor
interaction. Nevertheless, all the described techniques can be generalized to larger
and/or non-rectangular unit cells. These adaptations, despite possibly being quite
more involved, have a similar scaling in computational cost as the algorithms
introduced. It is also possible to generalize the algorithms to longer-ranged or
multi-site Hamiltonian interactions, however, the computational cost in this case
does increase.
P
The evaluation of the Hamiltonian Ĥ = hiji hij , or any other local observable,
requires the calculation of both the norm hΨ|Ψi and the different expectation
values hΨ|hij |Ψi. Therefore, often the double layer representation of the network
is used. In this representation, shown in Fig. 2.5, the physical index of each
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Figure 2.5: The different components needed to evaluate observables in iPEPS.
(a) The different double layer tensors used in the ansatz. The tensors a/b are
obtained from combining the local tensors with its hermitian conjugate and tracing
over the physical index. On the right, a two site Hamiltonian contribution hij
is sandwiched between the local tensors. (b) Examples of diagrams needed to
evaluate the two-site Hamiltonian hij in the double layer network using the tensors
from (a). The left diagram shows the norm hΨ|Ψi, the right diagram shows the
expectation value hΨ|hij |Ψi of a single Hamiltonian contribution. The calculation
of the full Hamiltonian contribution requires the calculation of all the different
local contributions within a single unit cell.
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local tensor and its local hermitian conjugate is traced over to construct a single
tensor. The calculation of a Hamiltonian contribution at a specific site reduces to a
contraction of this double layer network, except at the sites where this contribution
is evaluated. At these sites, hij is placed between the respective local bra and
ket tensors, as shown in Fig. 2.5. Due to translational invariance, the different
Hamiltonian contributions only need to be evaluated once for each unique location
within the respective unit cell.
In the subsequent parts, we present the different methods applied throughout
this thesis to use the iPEPS ansatz as a computational approach. First, in the
current form the full double layer network cannot be evaluated. The evaluation is
therefore done by a contraction algorithm. In this thesis we use a version of the
corner transfer matrix algorithm, which will be presented in chapter 2.3.1. Next, in
chapter 2.3.2 we present several optimization algorithms used to obtain the optimal
tensors. This is followed by a discussion in chapter 2.3.3 on the practical side of
performing an iPEPS simulation: how to combine the different algorithms, how
to obtain accurate and reliable iPEPS results and how to interpret and analyze
these results. Last, for a set of systems we can reduce the computational cost
by exploiting the U (1) symmetry of the model. How this is done within a tensor
network state is presented in chapter 2.3.4.

2.3.1

The corner transfer matrix algorithm

To evaluate a local observable one has to contract the double layer network of
Fig. 2.5. The exact contraction of this network is an exponentially hard problem7 ,
making this computationally not feasible. Therefore, the contraction is done by
an approximate contraction algorithm. Several methods have been developed, for
instance using an MPS at the boundary of the network [23, 26] or using the tensor
renormalization group (TRG) method [73]. In this thesis, a variant of the corner
transfer matrix renormalization group (CTM) algorithm [77, 93] is used to perform
the contraction.
The concept of corner transfer matrices has been introduced by Baxter [74–76]
in the context of statistical lattice models. Later, the corner transfer matrix
renormalization group algorithm has been introduced as a way to numerically
evaluate partition functions of classical statistical lattice models [77]. This algorithm
has been adapted to be used in the framework of iPEPS calculations [27, 31, 93].
It has shown to give a good trade-off between computational cost and accuracy,
making it one of the standard contractions methods used for iPEPS. Concretely, we
will be using the directional CTM, first introduced in [93]. Below, first the CTM
7 Concretely, the contraction of a PEPS network falls within the complexity class #Pcomplete [92].
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Figure 2.6: The approximation of the iPEPS double layer network by the CTM for
the a-site in the unit cell. The environment of the a-site is approximated by a set
of CTM boundary tensors Cia , Tib , where the superscript a/b labels their respective
place within the original unit cell and the subscript i ∈ [1, 2, 3, 4] labels the location
of the boundary tensors clockwise from the top. A similar set of boundary tensors
Cib , Tia are constructed as the environment of the b-site.

method is introduced in more detail, followed by a discussion on the theoretical
foundation of the method.
The idea of the CTM method is to approximate the environment of the network
a/b
a/b
by a set of boundary fixed point tensors Ci , Ti , where i ∈ [1, 2, 3, 4] labels the
direction of the boundary tensors clockwise starting from the top, as shown in
a/b
Fig. 2.6. A corner tensor Ci represents a quadrant of the network while an edge
a/b
tensors Ti represents half of an entire row/column of the network. Each tensor
is connected with the other boundary tensors by a single leg of size χ, called the
boundary dimension. This parameter controls the accuracy of the method. The
edge tensor is also connected with a double-leg of total size D2 with the bulk a/b
tensors. For each unique site within the unit cell, a separate set of different cornerand edge-tensors are computed. This allows one to preserve the unit cell structure,
while not increasing the computational cost of the intermediate steps. Therefore,
in the checkerboard setup, all the boundary tensors carry an additional superscript
a/b, which labels their respective position within the unit cell; i.e. T1a is the top
edge tensor fitting on the a-site in the unit cell. The boundary tensors on different
locations within the unit cell are, however, related by the CTM directional update
moves (see below).
The different boundary tensors are found by starting from some initial boundary
tensor and iteratively applying four directional coarse graining moves called the
right-, down-, left- and up-move. These four moves are iteratively performed
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Figure 2.7: A single CTM right update step. First, an additional column is
introduced between the right end of the unit cell and the CTM boundary. To
absorb this column, a set of projectors is introduced within the network. The
introduced projectors are obtained using the setup explained in Fig. 2.8, and differ
depending on the position in the unit cell. The tensors within the four shaded
blocks are combined to construct the updated boundary tensors. The different
steps are discussed in more detail in the main text.
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until the boundary tensors are sufficiently converged. The idea behind a single
right-move is shown in Fig. 2.7, where the other directional moves are identical
except for the direction. First, a new column of the edge and bulk tensors is
introduced in the network. This column needs to be absorbed into the adjacent
boundary tensors which would increase the boundary dimension from χ → χD2 .
To prevent an increase in computational cost, the increased dimension is truncated
back to the original size by introducing a set of projectors into the network. The
set of projectors acts as an approximate resolution of the identity on the respective
vector spaces. The crucial step in the CTM algorithm lies in the method how
these projectors are found. In this thesis, if not otherwise specified, the set of
projectors at each bond is obtained following the procedure of Ref. [31] outlined in
Fig. 2.8. The newly introduced column is contracted with the old boundary and
the projectors to generate an updated boundary.
Then, the other directional moves are performed in a similar way to update the
entire boundary. One can see that the effective number of sites represented by the
boundary tensors grows in the number of CTM steps. In practice, only the diagrams
of the final step in Fig. 2.7, which contracts the tensors in the shaded patch, are
calculated when performing a single directional move. The directional moves are
iterated until the boundary tensors are sufficiently converged. The convergence
can be determined by computing the energy after each iteration, and see when
it converges. Alternatively, one can monitor the singular value spectrum used in
the construction of the different projectors and determine when this spectrum
stabilizes.
The CTM algorithm thus approximates the double layer lattice by a set of boundary tensors, however, one can wonder how accurate this approximation is. The
theoretical justification behind this approximation can best be seen by going back
to the first use of the CTM algorithm, which was to approximate the partition
function of 2D classical lattice models [77]. In this context, the truncations done
in the CTM algorithm can actually be seen as a variant of the truncations used
in the DMRG algorithm. Concretely, take the CTM network which is split along
the dotted line of Fig. 2.8(a). The network can be interpreted as the overlap of
two MPS ground state wave functions. When cutting along the dotted line, the
network therefore becomes the reduced density matrix of the 1d quantum lattice
model. The projectors in this context truncate the boundary by keeping only the
largest χ Schmidt values which, due to the area law present in one-dimensional
systems, is a valid approximation. This therefore guarantees that the contraction
will yield accurate results using only a finite χ. In a similar spirit, two-dimensional
quantum lattice models can also be simulated by contracting a three-dimensional
partition function using the CTM algorithm [95, 96].
In the case of iPEPS calculations, however, the two-dimensional quantum network
is directly contracted using the CTM. The approximation can still be justified, but
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Figure 2.8: The procedure to construct the projectors for the right move, following
the procedure from Ref. [31]. The projectors truncate the bonds along the dotted
line. (a) The tensors in the square network are combined into a top/bottom part,
which are subsequently split using a QR decomposition. (b) An SVD is done
on the RT RB tensors, where only the largest χ singular values are kept. The
−1 −1
same transformations can also be used to decompose RB
RT . (c) The projectors
−1 −1
−1 †
are constructed by rewriting RB RB RT RT → RB V s U RT → Pt Pb , where the
transformations from (b) are used. The projectors act as an approximate identity
operator on the respective subspaces. The procedure creates a projector for a
specific cut, this procedure is therefore repeated for all the locations where the
network requires to be truncated. The computational cost can be reduced by
omitting the initial QR decomposition and work directly with the top and bottom
tensors, which yields the same projectors [94]. A computationally slightly cheaper
variant of this approach is to compute the projectors not based on half the systems,
but only based on the upper right and lower right corners.
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by a more subtle connection between the behavior of the bulk and the boundary of
a PEPS network. In Ref. [97], this connection is made explicit: there it is shown
for a number of models that if the PEPS ground state is gapped, the boundary of
a PEPS network can be described as the thermal state of an effective, quasi-local,
one-dimensional Hamiltonian. This connection between the bulk and boundary
has been conjectured to hold in general [98, 99]. It has been proven that if a
model can be described by a quasi-local one-dimensional thermal Hamiltonian, it
can be accurately approximated by a finite sized MPO [43], and thus by a CTM
boundary. Therefore, as long as the Hamiltonian under consideration is gapped,
this connection shows that it should be possible to approximate the network well
with a finite sized CTM boundary.

2.3.2

iPEPS optimization methods

The optimal tensors of an iPEPS are found by using one, or several optimization
algorithms. When using iPEPS for the ground state calculations, the goal of an
optimization algorithm is to find, for a given local Hamiltonian Ĥ, unit cell and
bond dimension D, the tensors which give the lowest energy expectation value.
Because iPEPS obeys the variational principle, the best approximation to the
ground state for a given unit cell and D is given by the lowest energy state. The
different optimization algorithms fall roughly into two different categories; the first
category is a set of methods which find the most optimal tensors by starting from
an initial guess, and evolving them in imaginary time. Imaginary time evolution
methods have first been used in the context of one-dimensional systems [58, 100],
and were later generalized as a way of optimizing iPEPS [26, 81, 93]. When the
state is being evolved in imaginary time, the state is being projected onto the
ground state, thus minimizing the total ground state energy. These methods have
been commonly used in the context of iPEPS and often give a good trade-off
between accuracy and computational cost.
In the second category the optimal tensors are found by a direct variational
minimization of the ground state energy, often referred to as variational optimization
approaches. Due to the variational nature of the ansatz, the energy given by the
tensors is bounded from below by the actual ground state energy. Therefore,
finding the most optimal tensors amounts to solving a highly non-linear energy
minimization problem. To make this tractable, most methods rely on calculating
the gradient of the network in an accurate way. These methods have been first
used in the context of finite PEPS calculations [23, 88, 101], but generalizations
for iPEPS have been made. At first glance, it seems that this can be done by
calculating the gradient numerically. However, due to the significant computational
cost this is only feasible if the bond dimensions is small [25, 102] or if the number
of variational parameters is kept small by exploiting symmetries [34, 35]. A number
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of algorithms have been introduced which calculate the gradient by performing
a systematic summation of the different Hamiltonian contributions [103, 104] or
via automatic differentiation [105]. These algorithms have shown to, for the same
bond dimension, outperform the imaginary time evolution methods. However, they
are computational more expensive than the imaginary time evolution methods.
In this thesis, we have used two variants of the imaginary time-evolution approaches,
the simple- and full-update method, both will be presented below. In addition, we
have also developed a new variant of the variational optimization approaches. This
new variant will be introduced in chapter 2.3.2.

Imaginary time evolution methods
The idea behind optimizing a tensor network using imaginary time evolution is to
start from an initial state |Ψ0 i, and apply the imaginary time evolution operator
e−β Ĥ onto this initial state, where β is the imaginary time. This operator, after a
sufficiently large β, projects the initial state onto the ground state as
|ΨGS i = lim

β→∞

e−β Ĥ |Ψ0 i
||e−β Ĥ |Ψ0 i||

.

(2.12)

To apply the imaginary-time evolution operator onto the network it will first be
decomposed into a series
of local gates. We will present this decomposition for
P
a Hamiltonian Ĥ = hi,ji hij containing only nearest-neighbor interaction terms
acting on the square lattice of Fig. 2.4, but generalizations to different Hamiltonians
and geometries are straightforward. First, the Hamiltonian is divided into four
terms acting along the different links (see Fig. 2.4) of the A/B tensors
Ĥ = Ĥu + Ĥr + Ĥd + Ĥl ,
where Ĥu =

P

hi,ji∈u

(2.13)

hij contains all the Hamiltonian terms acting on the u-links,

Ĥr all the terms acting along the r-links etc. The use of this division is that all the
hij contained within one of these four link Hamiltonians act on unique different
links, and therefore commute by construction. Using this division, the operator
e−β Ĥ is rewritten as
e−β Ĥ = e−β(Ĥu +Ĥr +Ĥd +Ĥl )
= [e−τ (Ĥu +Ĥr +Ĥd +Ĥl ) ]β/τ
= [(e−τ Ĥu e−τ Ĥr e−τ Ĥd e−τ Ĥl )(e−τ Ĥl e−τ Ĥd e−τ Ĥr e−τ Ĥu )]N/2 + O(τ 2 )
(2.14)
where N = β/τ . In between the second to third line the gates are decomposed
using a second order Suzuki-Trotter decomposition. The decomposition is an
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Figure 2.9: The application of the Trotter-gate onto the A and B tensor. The
application of the gate connects the two iPEPS tensors to a single tensor S. The
new tensor S can be split using an SVD, such that two new tensors A0 and B 0 are
obtained with an increased bond dimension, shown in red.

approximation which becomes exact in the τ → 0 limit. Because the Hamiltonian
contribution within each single exponential has only commuting terms, it can be
Q
Q
rewritten as e−τ Ĥu = i,j∈u e−τ hij = i,j∈u Û (τ ) where U (τ ) is the local Trotter
gate. The application of the imaginary time evolution operator is thus done by
absorbing in succession a series of Trotter-Suzuki gates Û (τ ) in the order given
by Eq. 2.14. The error introduced is a controllable Trotter error, which can be
controlled controlled by the size of the imaginary time step, albeit at the cost of
needing more steps N to reach a similar β.
When applying the Trotter gates on an iPEPS, the different gates only need to be
applied within a single unit cell; due to translational symmetry a gate applied to a
single link automatically updates all the related links in the other unit cells. The
application of the Trotter-gate U (τ ) to two neighboring tensors along a certain
link updates the local tensors A, B into two new tensors A0 and B 0 as shown in
Fig. 2.9. The absorption of the Trotter gate, however, increases the auxiliary bond
dimension on the link where the gate was applied from D → Dd2 . To become
a computationally efficient optimization scheme, this updated bond needs to be
truncated back to the original bond dimension.
In this thesis two methods are used to truncate the bond, namely the simple-[81]
and full-update [93, 106, 107] methods, both described below. Both methods
approximate the environment around the link to determine the most relevant
subspace. To represent the environment the simple update uses a set of weight
matrices, while the full update method uses the CTM boundary tensors. The full
update is therefore computationally more demanding than the simple update, but
at the same time results in a more accurate truncation. Using either method, the
Trotter gate U (τ ) can be applied iteratively onto the network. The initial state is
evolved in imaginary time β until the state converges in energy.
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Figure 2.10: (i) The representation of the iPEPS bond with the additional weight
matrices on the bonds. (ii) The single simple update step applied to the r bond.
After the application of the Trotter gate Û (τ ), the tensors with the weight matrices
are contracted to form a single new tensor S. This tensor is then split using an
SVD to create the new tensors U , s, V using an SVD. The singular values are
truncated to the largest D values. The updated tensors are formed by reintroducing
the weight matrices on the bonds and absorbing them into U, V .

Simple update method
The simple-update [81] method is a computationally efficient way to truncate the
updated bond back to the original bond dimension. It works in a similar spirit
as the iTEBD algorithm [100], an imaginary time evolution algorithm for infinite
one-dimensional lattice models. A different representation of the iPEPS network,
inspired by the canonical representation of the MPS, is used which has a set of
weight tensors λi for i ∈ [u, r, d, l] placed on all the bonds, as shown in Fig. 2.10(i).
This way of expressing the network can be obtained by initializing the network in
this ansatz. The regular A/B network can be recovered by splitting the weights,
and absorbing them back into the vertex tensors.
A simple update step for a single r-bond is shown in Fig. 2.10(ii). The method
starts by combining the respective A, B tensors with Û (τ ) and all the weights
tensors λi connected with the A, B tensors into a single tensor S. This tensor S is
split along the indices to the left and right of the bond using an SVD, S = U λ˜r V † .
The bond is truncated by only keeping the largest D singular values. Then, to
get back to the original form, an identity of the old weight matrices λi λ−1
are
i
reintroduced on all the non-updated bonds. The singular value matrix is taken
as the updated weight matrix, while the updated vertex tensors are obtained by
absorbing all the inverse weight matrices into the U and V tensors, as shown in
Fig. 2.10. This update step is used for all the bonds to iteratively absorb the
Trotter-gates into the network.
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Figure 2.11: The tensors are split between among the bond that is updated, and
the remaining bonds, to reduce the computational cost.

The representation of the network with the weight matrices on the edges is inspired
by the canonical representation of the one-dimensional MPS [108, 109]. A tensor
network representation has a gauge freedom between the different tensors in the
network. One can inserting the product XX −1 of any invertible matrix in the
auxiliary bond between two tensors, which leaves the contracted tensor network
invariant. This gauge freedom can be used to bring an MPS in the so-called
canonical form: a representation, similar as the network of Fig. 2.10, obtained
by successively applying SVD on two tensors. This representation has besides
local MPS tensors additional weight matrices on the bonds. The strength of the
canonical representation is that it possesses a very convenient property; the weight
matrices correspond directly to the Schmidt values one would obtain when the
wave function is split along that particular bond. Therefore, after the application of
a Trotter-gate, the optimal truncation is immediately given by the largest Schmidt
values of that particular bond. The canonical form allows one to properly take
the environment of a bond into account, even though the truncation is only being
performed on a single bond.
In two-dimensional systems, the network cannot be completely divided by cutting
a single bond and therefore such a canonical form is not known. However, the idea
behind the simple-update is to nevertheless express the network in an approximate
canonical form. The network still keeps the weights on the bonds and truncating
the bonds by singular value decomposition, analogously to the canonical form of
the MPS. By keeping the weights on the legs the effect of the environment is still
somewhat taken into account, even though the updates are done locally. This is still
an approximation to the full effect of the environment, but it has shown to produce
surprisingly accurate results with a substantially lower computational cost than the
other methods which use a more accurate approximation of the environment. The
convergence of the simple update method can be monitored by either evaluating
the energy using the CTM method, or by monitoring the convergence of the weight
tensors in the network.
In practice, the computational cost of the simple update is reduced by, before
the absorption of Û (τ ), splitting the tensor Aλ (and Bλ ) via an SVD exactly into
two tensors p and X, one containing the physical index and the r-link and one
containing the links to all the other tensors as shown in Fig. 2.11. These tensors are
connected with an additional leg of size Dd2 . The absorption and splitting of the
Trotter gate can then be done using only the smaller p (and q) tensors, reducing
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the total computational cost. After the absorption of the gate, this splitting is
undone by contracting all the corresponding tensors.

Full update method
The full update method truncates the updated tensors back to the original size by
using the CTM boundary tensors as environment. By using the CTM tensors, it
is a more accurate way of truncating the updated link back to the original bond
dimension D than the simple update method, however coming at an increased
computational cost. It was first introduced in the context of finite PEPS [23, 101]
and later adapted for iPEPS [26, 93, 106]. We will first present the full-update
method by following the application of a single local gate on an r-link, following
the notation of Ref. [107]. We use the CTM for the evaluation of the boundary,
however, the idea can easily be adapted for different contraction methods [26].
Having presented the method, we will give a discussion on several steps which can
be used to reduce the computational cost.
Consider the application of the Trotter gate to only a single r-link, such that
the tensors A and B of that particular bond are updated to the tensors A0 and
B 0 , while the rest of the network remains unaltered. The shared r-link between
these tensors is increased from D → Dd2 , which needs to be reduced back to the
original size. In the full update this is done by searching for two tensors, Ã and B̃,
which are a good approximation for the updated tensors but having an r-link of
the original size. To quantify the quality of the approximation, a cost function is
defined by
d(Ã, B̃) = || |ΨA0 B 0 i − |ΨÃB̃ i ||2
(2.15)
= hΨA0 B 0 |ΨA0 B 0 i + hΨÃB̃ |ΨÃB̃ i
− hΨA0 B 0 |ΨÃB̃ i − hΨÃB̃ |ΨA0 B 0 i,
where |ΨA0 B 0 i (|ΨÃB̃ i) is the original iPEPS network with only the A, B tensors
around the single r-bond replaced by A0 , B 0 (Ã, B̃). Because only a single Trotter
gate is applied, the rest of the network still consists out of the ’old’ A and B tensors.
Therefore, the different overlaps in equation 2.15 can be calculated by changing the
bulk tensors, while using the same CTM boundary obtained with the A, B tensors
for all the calculations.
The algorithm performs a minimization of the cost function d(Ã, B̃) by varying
Ã, B̃. The minimization starts from an initial guess of the two tensors. These are
then optimized by iteratively fixing B̃ while solving for the most optimal Ã and
vice versa. When B̃ is fixed, Eq. 2.15 can be written as
d(Ã, B̃)|B̃ = T + ÃRÃ† − S † Ã − S Ã† ,

(2.16)
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Figure 2.12: The different diagrams needed to minimize Eq. 2.16. All the diagrams
have the same CTM boundary, and only the bulk tensors differ. The non-truncated
bond is shown by the red line.
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where each of the overlap matrices T, R, S, S † are constructed as shown in Fig. 2.12.
The Ã tensor which minimizes d(Ã, B̃)|B̃ is obtained as Ã = R−1 S. Next, the
same procedure is done for B̃ in a similar way by fixing the Ã tensor. This is done
iteratively until d(Ã, B̃) is sufficiently converged. Once converged, all the tensors
within the lattice are replaced by the updated Ã and B̃. It is a priori unclear
why replacing all the tensors at once may still give a good approximation: the Ã
and B̃ have been optimized by an CTM environment calculated with the old A, B.
However, if τ is sufficiently small e−τ Ĥ is very close to an identity, making this
error small8 . The process is repeated for all the different gates of the imaginary
time evolution.
The approach of the full-update described above is, in the current form, computationally demanding because of two reasons. First, the construction and inversion
of the R network is computationally very expensive. This can be reduced by splitting the tensors into two sub-tensors (shown in Fig. 2.11), as was also suggested
for the simple update method. The entire Eq. 2.15 can then be recast into an
optimization problem for only the smaller sub-tensors p, q, because these only
contain the updated bond and the physical dimension. This reduces the calculation
of the inverse to a similar scaling as the CTM algorithm. The second reason is
that the full-update requires a complete recalculation of the CTM environment at
each single absorption step. Although this does not affect the dominant scaling,
this requires an enormous number of additional CTM iterations. On the other
hand, one can reasonably assume that the boundary is not altered much when
a single Trotter gate is absorbed. This is addressed by using a different variant,
the fast-full update algorithm [107]. This algorithm systematically recycles the
previous environments during the different update steps in the full update. After
each absorption step, only a single CTM step is performed which still gives a good
approximation of the environment while significantly reducing the computation
cost of the algorithm.

2.3.3

Strategies for performing accurate iPEPS simulations

Having presented the CTM algorithm as a contraction method and the different
imaginary time evolution algorithms, all the ingredients one would need to perform an iPEPS ground state calculation are introduced. Combining the different
algorithms and performing an iPEPS simulation is, however, not straightforward.
The different optimization and contraction methods used all require a form of systematic, albeit controllable, truncations. Futhermore, they all require a tradeoff to
be made between their accuracy and computation time. Besides, the optimization
is quite prone to local minima, making that the outcome of the simulation can
8 A similar problem occurs in the standard iTEBD algorithm [100] where the absorption of the
Trotter gate breaks the canonical form.
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heavily depend on both the initial state and the way the algorithms are performed.
Therefore, we will present several considerations on how to combine the different
algorithms, how to obtain accurate and reliable iPEPS results and how to interpret
and analyze these results.
The accuracy of the algorithms can be controlled by a number of parameters, which
can be seen as additional input for each optimization. For example: the precise
values used for χ, β or τ , the way the optimization and the CTM boundary are
initialized, the number of iterations done within each algorithm or the different
convergence criteria and tolerances used in algorithms. Usually, the effect on
the accuracy of changing the different parameters individually is clear but, due
to the computational cost of the different algorithms, a trade-off needs to be
made. The choice of these parameters therefore boils down to balancing the total
required computation time while preserving the accuracy of the calculation. Due
to the variational nature of the ansatz, different optimization strategies can be
directly compared allowing for a systematic analysis. One exception is however the
CTM algorithm, which does not necessarily provide variational results. Therefore,
the convergence of the energy needs to be carefully checked. The most optimal
setup of parameters depends highly on the model and phase under consideration,
making that for each different simulation one needs to perform extensive testing
and verification to ensure that one uses a setup which yields correct and accurate
results.
The outcome of an iPEPS simulation can depend on the initial state. Therefore,
often one would start from several initial small bond dimension states which are all
individually optimized. The state which has the most optimal energy is then used
as an initial state in the subsequent calculations. The simple or full update methods
can, because they have to truncate D at each step, be used to increase or decrease
the respective bond dimension of the tensors. Often, a converged size D tensor is
used as an initial state for the next D + 1 simulation, referred to as ramping up the
simulation. Ramping up a simulation speeds up convergence and thus reduces the
required number of optimization steps. Further, it also frequently results in more
accurate final states. The simple- and full update methods can also be used for
decreasing, or downramping simulations. This sometime helps to improve previous,
smaller D, optimizations which also helps when doing extrapolations.
Certain phases, due to the finite bond dimension, are more easily represented
with a particular iPEPS setup making the outcome biased towards them. This
can be prevented by performing multiple simulations with different initial states,
each initialized in the different phases. The simple- and full update methods have
the tendency to preserve these correlations of the phase in which the state was
initialized, especially when the phases are comparable in energy or separated by a
first order phase transition. This hysteresis across a phase transition can be used
to directly compare the phases, and determine which has a lower ground state
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energy. It also enables us to accurately determine the location of phase boundaries
between the phases.
The simulations are performed for multiple values of the bond dimension, with
the maximally reachable value of D being limited by the available computational
resources. However, often the calculations of the ground state energy are not fully
converged when the maximal D is reached. Therefore, an extrapolation is performed
to obtain an estimate in the infinite D limit. There are multiple ways how this
extrapolation can be done; in this thesis we have used two variants. First, one can fit
the energy as a function of 1/D. The energy is expected to decrease monotonically
when increasing D with the lowest solution in the D → ∞ limit. These requirements
are satisfied by a systematically decreasing exponential or polynomial fit. However,
it has been shown that more accurate results are obtained when the energies are
extrapolated as a function of the truncation error w [110]. √This quantity is obtained
d(Ã,B̃)

from the full-update calculations as w = limβ→∞ minÃ,B̃
, where d(Ã, B̃) is
τ
taken from Eq. 2.15. It is similar to the truncation error used in DMRG
q calculations.

When τ is sufficiently small, the dominant contribution of minÃ,B̃ d(Ã, B̃) only
depends linearly on τ making this definition of w independent of the time step. It
has been shown to give a more accurate extrapolation for iPEPS than the inverse
bond dimension, but it can only be obtained via the full-update.

2.3.4

Implementing a global U (1) symmetry

When doing iPEPS simulations, the computation cost can be significantly reduced
by exploiting symmetries of the system. This can reduce the degrees of freedom
the network can exploit, giving a more efficient representation. The iPEPS ansatz,
for example, already exploits the translational symmetry by construction. In
many models under consideration the Hamiltonian preserves e.g. the total particle
number or the total spin-z. This results in the state being invariant under a global
U (1) symmetry9 , which can be encoded on the level of the tensors. The tensors
then get a sparse block structure (similar to a block diagonal matrix) which reduces
the computational cost and memory of tensor network contractions. This is done by
associating a set of charges with the different vector spaces into which the tensors
act, and setting a charge conservation requirement. A more broad introduction
about using symmetries in tensor networks can be found in Ref. [111–113]. In
Ref. [114], the specific use of abelian symmetries in iPEPS has been developed,
which is the approach used in this thesis. Below, we will give an overview of the
general idea in the context of spin lattice models which conserve the total spin-z,
9 Actually, the Hamiltonian often preserves the total spin resulting in a global SU (2) symmetry.
However, this symmetry is spontaneously broken to the U (1) symmetry when considering the
ground state in thermodynamic limit.
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and refer the interested reader for a more in detail explanation to Refs. [111–113].
To make the symmetry concrete, one needs to first look at the representations of
the U (1) symmetry group in quantum spin lattice models. The group U (1) will
from here on be denoted as GU (1) . Consider again the setting of a local Hamiltonian
Ĥ acting on the total Hilbert space H = Hi⊗L , which conserves the total spin-z.
The total spin-z operator is given as
X
gU (1) =
σiz
(2.17)
i

where i goes over the local Hilbert spaces Hi on which the representation acts.
Because gU (1) commutes with the Hamiltonian, its eigenstates and its eigenvalues
are conserved under the application of the Hamiltonian. This operator acts as a
generator for representations of the GU (1) symmetry group. Concretely, denote
U (φ) as a unitary matrix representation of the symmetry group acting on the
Hilbert space H, then the unitary representation U (φ) can be generated from this
operator as
U (φ) = e2πiφgU (1)
(2.18)
with φ ∈ [0, 2π). Because the elements of the GU (1) symmetry are constructed from
the generator they all obey [q, Ĥ] = 0 ∀q ∈ GU (1) . In this way the conservation
of the spin-z (or particle number) results in the related GU (1) symmetry of the
Hamiltonian.
The representation of the group U (φ) can be seen as a unitary linear transformation
U (φ) : H → H

(2.19)

between the two Hilbert spaces it acts upon. As a consequence, one can decompose
these spaces into a direct sum labelled by the different irreps of the representation.
The irreducible representations of GU (1) can uniquely be labeled by the eigenvalue
of the generator gU (1) . Therefore, the local Hilbert space, on which U (φ) acts,
can be decomposed L
into different subspaces which can be distinguished by the
eigenvalues as H = n Hn , with Hn the Hilbert space for which all the states
have total spin-z value n. The eigenvalues are referred to as the charges of the
operator. Consider as example a two-site Hilbert space of the local spin- 12 Hilbert
space Hi = {| ↑i, | ↓i} → H = Hi ⊗ Hi = {| ↑↑i, | ↑↓i, | ↓↑i, | ↓↓i}. The space
can be decomposed into the eigenvalues of gU (1) as H = H2 ⊕ H0 ⊕ H0 ⊕ H−2 =
{| ↑↑i} ⊕ {| ↑↓i} ⊕ {| ↓↑i} ⊕ {| ↓↓i}. This can be done for any arbitrary state in
the Hilbert space. The Hamiltonian preserves the total charge, meaning that the
basis states associated with the charge sectors will not mix under application of
the Hamiltonian.
This charge conservation can be enforced directly into the tensor network, resulting
in a more compact representation. The idea is to translate the charge conservation
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Figure 2.13: The rank-3 GU (1) symmetric tensor. The left legs are the incoming,
and the right legs the outgoing as indicated by the arrow. The tensor is invariant
under application of U (φ).

of the whole state into a set of rules which preserve the charge within each local
tensor. To implement this we first need to introduce the concept of a GU (1)
symmetric tensor. First, we define for a tensor a set of incoming indices I and
outgoing indices O such that the tensor can be viewed as a linear transformation
between those indices. A GU (1) symmetric tensor is a tensor which is invariant
under the simultaneous application of the unitary representations of the GU (1)
group on these indices. For example, consider the rank-3 tensor Ti1 i2 i3 , as shown in
Fig. 2.13, where each leg acts within a certain Hin . Take the local vector spaces as
Hi1 = H−1 ⊕ H1
Hi2 = H−1 ⊕ H1

(2.20)

Hi3 = H−1 ⊕ H0 ⊕ H1 .
The tensor is made into a linear transformation by grouping the in- and outgoing
indices, as represented by the arrow. The tensor is written as
T : Hi1 ⊗ Hi2 → Hi3 .

(2.21)

A GU (1) symmetric tensor of this transformation would obey
X

U (φ)i1 j1 U (φ)i2 j2 Tj1 j2 j3 U (φ)†i3 j3 = Ti1 i2 i3 ,

(2.22)

j1 j2 j3

where the conjugate of U (φ) is used on the outgoing legs. When using the representation of Eq. 2.18, one can readily see that this constraint translates into a
set of charge conservation requirements. Namely, the only configurations allowed
are those where the incoming and outgoing charges are preserved. For the given
example, n1 + n2 = n3 , thus only the configurations T101 and T011 would be
allowed, reducing the number of free parameters of the tensor. The important
observation is that the symmetry can be implemented without ever needing the
actual representation of the group. The symmetry can be implemented by setting
solely a charge conservation requirement on the tensor.
Using the construct of a GU (1) invariant tensor, the charge constraint can now be
implemented within a tensor network. Take a state |Ψi ∈ Hi⊗L , which should obey
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the symmetry. Such a state will be called symmetric when
[U (φ)]⊗L |Ψi = einφ |Ψi,

(2.23)

where n = 0 is called the invariant case, and n =
6 0 the covariant case. We can
always assume this state to be invariant10 . The idea is to introduce the same
unitary representation U (φ)U (φ)† on the auxiliary legs of the network, as shown
in Fig. 2.14, transferring the GU (1) demand which only acted upon the physical
dimension to a constraint for each individual tensor in the entire network and
making each individual tensor conserve the total charges. This is done by replacing
all the tensors in the network by GU (1) symmetric tensors.
The GU (1) symmetric tensor can be seen as a new structure used to build the
tensor network. One defines for each tensor in the network what the incoming
and outgoing indices are, and the charges associated with all the indices. Then,
all the elementary operations used to manipulate the network are redefined such
that, besides performing the operations, they also appropriately take care of
the block structure. Concretely, the permutation, reshaping, multiplication and
matrix decomposition operations need to be adapted for the symmetric tensors.
Implementing the use of symmetric tensors therefore becomes an adaption to
the basic building blocks of the algorithms. For details on how these individual
operations are redefined we refer to Ref. [112]. Because the operations are only
changed at the low lying building block level, the actual algorithms used for iPEPS
remain mostly unaltered.
When using symmetric tensors for iPEPS, it is a priori unclear what charge sectors
on the auxiliary bonds will be relevant for the specific state. This will be determined
during the imaginary time evolution. First, the iPEPS tensors are initialized by
an initial charge distribution centered around the zero sector. Then, when doing
imaginary time evolution, each absoroption of the Trotter gate first increases the
local bond dimension, and subsequently is truncated back to the original dimension.
This truncation is done by selecting the most relevant states over the multiple
charge sectors, which gives at the same time a way to alter and optimize the charge
distributions on the bonds. This therefore allows to iteratively determine which
charge sectors are relevant for a given D during the optimization.
When using this symmetry within iPEPS, a couple of additional considerations
have to be made. First, the total charge within each unit cell has to strictly vanish
(or be constant), limiting the types of states these tensors can represent. This
also leads to that, in practice, the number of charge sectors within the auxiliary
dimension often are distributed around the zero charge sector while the larger
charge sectors usually less occupied. Second, instead of allowing a general GU (1)
symmetry, the subgroup GZq is used. This limits the number of allowed charges
10 We can always tweak the total charge of the network by adding an extra trivial leg which can
be used to set the total charge.
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Figure 2.14: An example of a 4-site MPS being expressed with a GU (1) symmetric network. The MPS is invariant under the application of the symmetry e.g.
[U (φ)]⊗L |Ψi = |Ψi. However, on the right the same representation is introduced
in the auxiliary dimension. The network can now be expressed using the GU (1)
invariant tensors.
to at most q and treating them modulo q, making this representation easier to
work with. Because the different charge sectors are mainly centered around the
charge zero sector, when q is taken sufficiently large this approach is in practice
not different from the q = ∞ limit [114].

CHAPTER

3

Variational optimization for models with
multi-site interactions

We have developed an alternative variational energy optimization approach for
iPEPS. The new method calculates the gradient of the network by iteratively recovering the individual energy environments of the tensors. It allows models with
longer ranged and/or multi-site interactions to be treated more easily and in a
computationally more efficient way. We have used the new approach in chapter 4
to simulate the toric code model with iPEPS.
This chapter is based on section III of Ref. [2].

3.1

Introduction

A new way to optimize iPEPS tensors based on an energy minimization has been
introduced in Refs [103, 104]. The goal of these algorithms is to directly minimize
the variational energy,
hΨ|Ĥ|Ψi
E=
,
(3.1)
hΨ|Ψi
with respect to the tensors within the unit cell. This results, due to the variational
nature of the ansatz, in a good approximation to the ground state of a Hamiltonian
Ĥ for a given bond dimension D. Two different, but related, approaches have been

40

Chapter 3. Variational optimization for models with multi-site interactions

proposed to perform this minimization. The first approach is based on computing
the derivative of Eq. 3.1 with respect to the tensor, which is then used to perform
a conjugate-gradient optimization [104]. Alternatively, one can minimize Eq. 3.1
by iteratively solving a generalized eigenvalue problem [103]. Both approaches
find, for a certain value of D, systematically better ground state energies than the
imaginary time evolution methods. Furthermore, they are also less dependent on
the initial conditions, and the order parameters associated with a certain phase
are more accurately reproduced. However, the methods are computationally more
demanding than imaginary time evolution approaches.
The crucial step in both variational optimization approaches is the way the derivative of the network ∂A† hΨ|Ĥ|Ψi is calculated. This derivative can be written as
a double infinite summation where one sum goes over all Hamiltonian terms and
the other sum over the locations of the "hole" created by taking the derivative
with respect to ∂A† (note that the derivative of a tensor network with respect
to a tensor X is given by the network with tensor X being removed). Due to
translation invariance of the infinite ansatz, only the relative distances between
the Hamiltonian terms and the holes matter, such that in practice only one of the
two summations needs to be performed. In Refs. [103, 104] the summation was
done over all Hamiltonian terms (with the hole kept fixed in the center). All the
Hamiltonian terms are absorbed into the boundary tensors, resulting in a so-called
energy environment. After the energy environment is constructed, the gradient of
the network is obtained by contracting this environment, while leaving a hole in
the central site.
The implementation of the summation over the different Hamiltonian terms can,
when simulating models with longer ranged and/or multi-site Hamiltonian contributions, become quite involved. Here we propose to instead sum over all possible
locations of the hole, with the Hamiltonian term(s) kept fixed in the center. The
different hole contributions are recovered by iteratively recovering environment
contributions of the system. It has the advantage that more general interactions
can be treated more easily and in a computationally more efficient way. We have
used the approach for the calculations on the toric code in chapter 4, which will
be setup used to present the algorithm. However, in principle it could be used for
more general iPEPS calculations.
This chapter is organized as follows. The simulation of the toric code uses a
reflection symmetric iPEPS tensors, which will be first described in chapter 3.2.
The algorithm is then presented in chapter 3.3. To conclude, we discuss the
strengths and weaknesses of the method in chapter 3.4.

3.2. Reflection symmetric iPEPS
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Figure 3.1: Tensor network diagrams describing the (symmetric) CTM algorithm
used in chapter 3.2. (a) Infinite tensor network consisting of the checkerboard
pattern of the double line tensors a and b. The infinite tensor network surrounding
a bulk tensor b is effectively represented by an environment consisting of four corner
tensors C× / C and four edge tensors T . (b) Definition of the two different corner
tensors and orientation of the T tensor.

3.2

Reflection symmetric iPEPS

The ground state of the toric code model allows for an iPEPS description where the
state is represented using a reflection symmetric ansatz (see chapter 4). The setup
used is still the same 2 × 2 checkerboard pattern as used throughout chapter 2,
but the tensors exhibit an additional mirror symmetry which translate into a set
of constraints upon the tensors, namely Aijklm = Aikjml and Aijklm = Aimlkj . Due
to the symmetry, the two tensors in the unit cell are related by a rotation as
i
Bjklm
= Aiklmj . To emphasize this relation the tensors are represented by tilted
ovals instead of circles, as shown in Fig. 3.1(a). Exploiting the mirror symmetry
allows the number of parameters in the tensors to be reduced, resulting in a more
efficient description1 Furthermore, the complexity of the involved algorithms can
be reduced, most notably the CTM algorithm.
The CTM algorithm used here has three important differences compared to the
1 In contrast to the U (1) symmetry implementation, however, the mirror symmetry here does
not reduce the total number of non-zero elements. It is used as a constraint on the tensors,
relating certain elements. The main benefit here is that it simplifies the involved algorithms.
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directional CTM algorithm. First, instead of four corner- and edge-tensors per
tensor within the unit cell, this setup requires only to keep track of two corner
(i)
(i)
tensors C× , C and a single edge tensor T (i) . Note that it is not possible to label
the boundary tensors uniquely by their place within the unit cell. The orientation of
the boundary tensor can differ depending on the positions. This can, for instance, be
seen in Fig 3.1(a) where the top-left and top-right B site has a different orientation
with respect to the bulk site, and thus require a differently oriented corner tensor.
Therefore, two corner tensors are used related to the respective orientation of the
last absorbed dimer as shown in Fig. 3.1(b). At first glance also two different
edge tensors, however, because the two different orientations are related by a
reflection the two orientation can be constructed from a single edge tensor T (i) (see
Fig. 3.1(b)).
The second difference is that a different, less complex, update step can be used,
based on the original CTMRG algorithm [77]. The different quadrants of the
network are related, making that only a single corner needs to be updated to
update the entire lattice. The update is done on the top-left quadrant, as shown
in Fig 3.2. In each iteration of the CTM algorithm, the corner tensor is updated
by absorbing two edge tensors and a bulk tensor, and the edge tensor is updated
by absorbed an additional bulk tensor, as shown in Fig. 3.2. Both absorptions
increase the boundary dimension from χ to χ × D2 , which is truncated back to
the original boundary dimension χ. Because the different boundaries are related, a
(i)
(i)
single set of tensors U× , U can be used throughout the entire network for this
truncation. These are obtained by applying an SVD on the updated corner tensors
which, in this case, directly give the most optimal truncation. The algorithm is
run for multiple iterations until the singular value spectrum s, obtained during the
corner update, is converged.
The last difference is that, for the optimization algorithm, at each iteration all the
CTM tensors are saved. They are labelled by a superscript, which indicates the
CTM iteration e.g. T (i) is the ith edge tensor. The superscript runs from 0, the
initial boundary, up to N , the total number of performed CTM iterations.

3.3

Variational optimization by recovering environments

The new variational optimization algorithm is presented in the context of the
toric code model. This
consists of two different 4-site Hamiltonian terms,
 A Bmodel

 B A a
term Ĥ1 acting on B
unit
cell
configuration
and
a
term
Ĥ
acting
on
2
A
A B
configuration. Here we will focus on the optimization using these two terms, and
refer for the specifics of the model to chapter 4.
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Figure 3.2: Growth and renormalization step in the CTM algorithm (cf. text).

Figure 3.3: The tensor network diagrams to evaluate the toric code Hamiltonian
using the CTM environment tensors is shown. The plaquette contribution is
labelled as Ĥ1 and the vertex contribution Ĥ2 .
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Figure 3.4: The derivative of the bulk and boundary tensors with respect to ∂A†
represented by the green tensors, e.g. a⊗ = ∂A† a. The ⊗ symbol in the tensor
shapes mark the different locations in the lattice at which the derivative is taken.

The goal is to efficiently calculate the gradient of the energy evaluation. The energy
evaluation is given by performing the CTM algorithm until the boundary tensors
are converged, and calculating the expectation value of each of Hamiltonian terms
by making use of the corresponding CTM environment, see Fig. 3.3. We note that
the two tensors H1 and H2 defined in Fig. 3.3 are never explicitly constructed
since this would be computationally inefficient. Following Ref. [104], we treat the
bra and ket tensors as independent and write the gradient of the energy evaluation
to tensor A† as
∂A† [

hΨ|Ĥ|Ψi
∂ † hΨ|Ĥ|Ψi hΨ|Ĥ|Ψi
]= A
−
2 ∂A† hΨ|Ψi,
hΨ|Ψi
hΨ|Ψi
hΨ|Ψi

(3.2)

where Ĥ contains both the Ĥ1 and Ĥ2 contributions. The expression is simplified
by shifting the Hamiltonian Ĥ → Ĥ − hΨ|Ĥ|Ψi, such that only the first term in
Eq. 3.2 remains. We ensure that during the optimization the state is normalized
as hΨ|Ψi = 1.
The contributions to the gradient with respect to the Ĥ1 (or Ĥ2 ) term consist of
an infinite summation over all the possible locations of where the hole can lie. This
is presented in the CTM framework in Fig. 3.5: the location of the Ĥ1 operator
is fixed in the center and the sum is taken over all possible locations of the hole
which is located either in one of the corner tensors, one of the edge tensors, or one
of the four sites in the center. Each green tensor in Fig. 3.5 denotes a sum over
all possible hole locations on the sites that the tensor is effectively representing,
as defined in Fig. 3.4, and we label the corresponding tensors with a ⊗ symbol.
The total gradient, consisting thus of all the summed over holes, is denoted as G .
Using the converged tensors at the final iteration N , the first term in Fig. 3.5 can
directly be evaluated and added to the total gradient G . The explicit construction
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Figure 3.5: Tensor network diagrams to represent the gradient of the energy
with respect to tensor A† (only the contributions from Ĥ1 are shown). The total
derivative of hĤ1 i is represented in terms of a summation over the different tensors
introduced in Fig. 3.4. The first term can be directly evaluated and its contribution
can be added to the total gradient G . The other contributions are rewritten in terms
(N )
(N )
(N )
(N )
of the environments ΓC , ΓT and C,⊗ , T⊗ which are evaluated recursively as
shown in Fig. 3.6 and Fig. 3.7.
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of the other green tensors, however, is computationally very inefficient. Instead,
we use a recursive scheme based on the CTM method to sum up all contributions
as described in the following.
The idea is to construct the remaining terms of the summation recursively in
order to systematically recover all the contributions to the gradient. We define
(N )
(N )
a set of environment tensors ΓC and ΓT corresponding to the tensor network
(N )

(N )

surrounding the C,⊗ and T⊗ tensors in Fig. 3.5, respectively. Starting from
these environments at step i = N we propagate backwards in the CTM steps and
iteratively compute the respective environments at the (i − 1)th step, and at the
same time sum up all the contributions to the gradient. How this is done precisely
is shown for the corner environment in Fig. 3.6 and for the edge environment in
Fig. 3.7. At each iteration, the ith corner (edge) gradient tensor contracted with its
respective environment is rewritten in terms of the corner (edge) gradient tensors
of the (i − 1)th step plus a one-site gradient contribution coming from a bulk tensor
which is added to the total gradient G . A similar recursion is done (simultaneously)
(i)
for the other Hamiltonian term Ĥ2 , involving the environment tensor ΓC× and
(i)

corner gradient tensor C×,⊗ .
The procedure is repeated iteratively until either all the CTM steps have been
recovered, or until the total gradient G is converged within a certain tolerance.
We have observed that it is often possible to reduce the number of recursive CTM
steps significantly by monitoring the convergence of G . The contribution of a single
hole to the total gradient is expected to decrease when considering sites which
lie farther away from the Hamiltonian. On the other hand, the number of single
hole contributions grows linearly in the number of recursion steps. Nonetheless,
we still observe that the total gradient G is already converged before all the hole
contributions have been recovered.
The total gradient can then be used in combination with a gradient-based minimization algorithm to optimize the tensors. In the work in Chap. 4 we used the
Broyden-Fletcher-Goldfarb-Shanno (BFGS) quasi-newton method [115–118], but
other optimization methods are also possible. The method is converged when either
the norm of the gradient becomes smaller than a certain tolerance, or when it is
no longer possible to find a suitable step-size which would decrease the energy. In
practice, in order to prevent convergence to a local minimum, we run the optimization starting from several random initial tensors and keep the state with the lowest
variational energy.
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Figure 3.6: Recursive procedure to sum up all the H1 contributions to the gradient
(i)
for the corner tensor. The corner gradient tensor C,⊗ is expanded in its four
contributions. The first term can be directly evaluated and its contribution added to
the total gradient G . The second term, which is counted twice due to the presence
(i−1)0
of two T tensors which are equivalent by symmetry, becomes a contribution ΓT
to the edge environment for the next iteration, and the last term generates the
(i−1)
corner environment tensors for the next iteration, ΓC .
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Figure 3.7: Recursive procedure to sum up all the H1 contributions to the gradient
(i)
for the edge tensor. The edge tensor ΓT is expanded into two terms, where the
first term can be directly evaluated and added to the total gradient G , and the
(i−1)00
second term yields a contribution ΓT
to the edge environment for the next
iteration. (Note that in the second term the orientation of the boundary legs flips.)
After each iteration the different (i − 1)th edge environment contributions obtained
in the corner and the edge update step (from both Ĥ1 and Ĥ2 ) are added to obtain
(i−1)
the edge environment ΓT
for the next iteration.
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Conclusion

Conceptually, the method has several advantages over the optimization schemes
based on the summation of Hamiltonian terms [103, 104]. First, the iterative part
of the algorithm where the environments are updated scales in the same way as
the normal CTM method2 , O(χ3 D4 ) + O(χ2 D6 ). The dominant scaling of the
(N )
(N )
algorithm lies in the calculation of the initial environments ΓC× /C , ΓT , which,
due to the four body Hamiltonian, scales as O(χ3 D6 ), but it only needs to be
done once per gradient computation. This is much more efficient when comparing
it to the previous approaches [103, 104], which involved the summation of the
Hamiltonian contributions at each CTM / corner environment update iteration,
making it computationally more expensive. Second, the current scheme can be
very easily extended to other types of Hamiltonians, including longer ranged and
multi-site interactions, by initializing the initial environments accordingly (i.e.
without performing a summation of more complicated Hamiltonian terms, which
would be required in the other schemes). The third advantage over the previous
methods is that the gradient calculation, for a given χ, is more accurate. When
summing the Hamiltonian contributions instead of the hole contributions, the CTM
boundary tensors need to represent both the Hamiltonian and the iPEPS tensors.
This has to give the same gradient, but only in the large-χ limit. For a limited χ,
one expects the method where the gradient is calculated recursively to result in a
more accurate gradient calculation.
The main disadvantage of calculating the gradient by recovering the environments
is that it requires the saving of all the intermediate CTM steps. This adds a very
significant memory overhead. Although this overhead is not the dominant scaling
of the algorithm, it can still become a challenge. This could be circumvented by
using checkpointing [105], where one saves part of the intermediate steps, and
recalculate the unsaved iterations by redoing those particular CTM steps. This
gives a trade-off between reducing the required memory or reducing the number of
CTM computations.
Finally, we note that recently an alternative optimization method based on automatic differentiation (AD) has been introduced [105]. This method performs
a similar back-propagation of environments as in our CTM approach but in an
automatized fashion. One difference is that the AD approach also includes the
gradient contribution with respect to the SVD step in the CTM method in contrast
to our approach. It would be interesting to compare the performance of the two
approaches in detail, which we leave for future work.

2 Under certain conditions, it should always be possible to obtain the environment of any tensor
in the network at the same computational cost as contracting the network itself [119].

CHAPTER

4

Detecting a Z2 topologically ordered phase with
iPEPS

We present an approach to identify topological order based on unbiased infinite
projected entangled-pair states (iPEPS) simulations, i.e. where we do not impose
a virtual symmetry on the tensors during the optimization of the tensor network
ansatz. As an example, we consider the ground state of the toric code model in a
magnetic field exhibiting Z2 topological order. We show that the optimized tensors,
when brought into the right gauge, are approximately Z2 symmetric, and they can
be fully symmetrized a posteriori to generate a stable topologically ordered state,
yielding the correct topological entanglement entropy and modular S and U matrices.
To compute the latter we develop a variant of the corner-transfer matrix method
which is computationally more efficient than previous approaches based on the
tensor renormalization group.
This chapter is based on Ref. [2].

4.1

Introduction

Since the discovery of the fractional quantum Hall effect [11], the understanding
of topologically ordered phases has been a central subject in many-body physics.
These phases do not fall under the standard paradigm of Landau symmetry breaking
theory and therefore cannot be characterized in terms of a local order parameter [13].
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They exhibit remarkable properties, including a ground state degeneracy depending
on the topology of the system, emergent anyonic excitations [14, 15], and they
are robust against local perturbations which makes them a promising platform for
quantum computing [16]. However, in general it has proven to be challenging to
determine, starting from a microscopic Hamiltonian Ĥ, whether the ground state
is in a topological ordered phase.
In recent years substantial progress in studying and classifying these phases has been
achieved on the basis of tensor networks. Many studies based on matrix product
states (MPS) have shown that topologically ordered phases can be identified [120–
123], including the characterization of their emerging anyonic excitations, see e.g.
Refs. [124–131]. However, due to the one-dimensional nature of the MPS ansatz,
these studies are limited to cylinders up to a certain width.
Projected entangled-pair states [23, 25, 132], which are a generalization of MPS
to two dimensions (2D), provide a more natural framework for the study of 2D
topologically ordered systems [82, 133]. There exist a wide range of (non-chiral)
topologically ordered states which have an exact and simple PEPS representation,
such as e.g. the ground states of the toric code model [132], string-net models [134,
135], or resonating valence-bond states [136]. It has been shown that the topological
order is encoded locally in the PEPS tensors by respecting a certain symmetry on
their virtual degrees of freedom [133], depending on the type of topological order.
The characterization of these virtual symmetries and their associated topologically
ordered phases has been under active development in recent years [137–143].
However, it has been shown that already a weak violation of the virtual symmetry
destroys the associated topological order [144, 145]. This suggests that in practical
calculations, when performing an optimization starting from random initial tensors,
one may expect that already small numerical errors in the optimization of the
tensor network ansatz will result in tensors which are not perfectly symmetric, and
therefore it seems challenging to correctly identify a topological ordered phase. A
way to circumvent this problem is to impose the virtual symmetry on the tensors
during the optimization [146], but this requires knowledge of the virtual symmetry
beforehand. Without a priori knowledge of the ground state of a given Hamiltonian,
one would need to run many simulations, starting from tensors with different
virtual symmetries, in order to identify the true ground state (given by the state
with the lowest variational energy). Since the optimization of the tensors is the
computationally most expensive part in a tensor network calculation, it would be
desirable to be able to start from unbiased simulations (i.e. without imposing a
virtual symmetry), and to identify the topologically order a posteriori. However,
due to the sensitivity to perturbations, it has so far been unclear whether this is
actually possible in practice (up to very recently [147], see comment below).
In this chapter we will demonstrate that the study and identification of topological
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ordered phases with iPEPS [26] is indeed feasible even without imposing the virtual
symmetry on the tensors during the optimization. As an example we consider the
toric code model with an external magnetic field, where the tensors are known to
exhibit a Z2 virtual symmetry in the topologically ordered phase. We show that the
resulting tensors (after a suitable gauge change) are approximately Z2 symmetric,
and that they can be fully symmetrized after the optimization. The resulting state
exhibits the relevant features of the topologically ordered state, including the correct
topological entanglement entropy and modular S and U matrices characterizing
the mutual and self-statistics of the emergent anyonic excitations.
Following ideas from Ref. [148], the modular matrices are obtained from the
computation of wave function overlaps of a complete set of ground states on a
torus with minimum entanglement entropy, where each state has a well defined
anyonic flux through the torus. This approach has already successfully been applied
based on matrix product states on cylinders [124], and also with iPEPS using
the tensor renormalization group (TRG) method [146]. In this work we introduce
another scheme based on the corner transfer matrix (CTM) renormalization group
method [77] which is more efficient than TRG to compute wave function overlaps.
We note that during completion of this work, a different approach to study topological order based on iPEPS without imposing a virtual symmetry was presented
in Ref. [147]. Instead of recovering the virtual symmetry of the local tensors, the
approach is based on projectors onto the ground states with different anyonic
fluxes represented by matrix product operators (MPO), which are found by an
optimization procedure.
A technical challenge when simulating the square lattice toric code model with
iPEPS is that the Hamiltonian consists of four-body operators. While previous
energy minimization algorithms [103, 104] are in principle not restricted to nearestneighbor models [149], their generalization to more complicated Hamiltonians is
rather involved and computationally expensive. For the calculations done in this
chapter we therefore have developed an alternative energy minimization algorithm
which, besides simple nearest-neighbor terms, can treat more general Hamiltonian
operators in a simpler and more efficient way. This algorithm is discussed separately
in chapter 3.
This chapter is structured as follows: first, in chapter 4.2 an introduction to the
toric code model is introduced as an example of a system with Z2 topologically
order, together with basic notions and concepts of topologically ordered phases
including the topological entanglement entropy (TEE), minimum entropy states
(MES), and modular matrices. In chapter 4.3, the iPEPS setup is discussed and
the proposed approach to identify a topologically ordered phase with iPEPS is
introduced, with the Z2 topological order as an example. This includes the scheme
to recover the Z2 virtual symmetry in the tensors, and the extension of the CTM
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Figure 4.1: The square lattice for the toric code model. The black dots on the
edges represent spin- 12 particles. The spins involved in the action of a single Av or
Bp operation is shown in blue and red, respectively.

method to compute wave function overlaps of the MES to determine the modular
matrices. In chapter 4.4 we present the results for the toric code model obtained
with our approach, and end with our conclusions in chapter 4.5.

4.2

The toric code model

The model investigated in this work is the square lattice toric code model. This
model was first introduced by Kitaev in the context of quantum computing [14],
but has become the archetype model of a system exhibiting a Z2 topologically
ordered ground state. The model consists of spin- 12 degrees of freedom placed on
the edges of the lattice, as shown in Fig. 4.1. The Hamiltonian is given as

ĤTC = −

X
v

Av −

X

Bp ,

(4.1)

p

where
v denotes the vertices of the lattice, p the plaquettes. The operator Av =
Q
z
σ
of Pauli matrices σiz acting on spin i adjacent to a
i∈v i is given as a productQ
vertex v, and similarly Bp = i∈p σix is a product of Pauli matrices σix acting on
the spins on a plaquette p, as shown in Fig. 4.1.
The model has a known analytical solution, which shows the topological nature
of the ground state. The solution can best be described working in the σz basis,
where the spin up configuration is associated with the presence of a line going
through the spin. All the plaquette and vertex terms commute with each other,
so the ground state configurations are the states where all plaquette and vertex
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Figure 4.2: The ground state |Ψo i cannot be turned into |Ψe i under the action
of the Hamiltonian, resulting in two distinct degenerate ground states. The
Q two
ground states can be distinguished by the non-local operator W (z) (C) = i∈C σiz
along the line C which measures the parity of the number of loops cutting the line
C.

obey Av |Ψi = Bp |Ψi = |Ψi. On a vertex this requires that the number of up
spins (and down spins) necessarily have to be even. In the line representation this
means that a line always continues through a vertex. Because lines cannot end
at any vertex, the ground state can only contain configurations of closed loops
of lines of up spins. The plaquette term in this basis flips all the spins around a
plaquette, which allows this term to locally connect states with different closed loop
configurations. The ground state, being an eigenstate of both terms simultaneously,
therefore necessarily consists of an equally weighted superposition of all the possible
closed loop configurations which can be locally be mapped onto each other by the
plaquette operator.
The ground state exhibits a degeneracy which depends on the topology of the
lattice. The plaquette term can only transform a closed loop configuration locally,
but it is not able to remove a non-contractible loop which winds around periodic
boundaries. For example, when considering the model on a cylinder geometry, a
single loop going around the cylinder cannot be removed by the plaquette operator
(see Fig. 4.2). This results in two different ground state sectors which can be
labeled by the parity of the number of loops winding around the cylinder. The
ground state manifold is spanned by {|Ψe i, |Ψo i} where e and o denote the even
and odd sectors, respectively. On a torus the ground state degeneracy is fourfold,
and the ground states can be labelled as {|Ψee i, |Ψeo i, |Ψoe i, |Ψoo i} according to
the parity in horizontal and vertical direction.
Besides the ground state, also the elementary anyonic excitations in the toric code
model are well-understood. They correspond to a violation of a vertex term (electric
excitation) or a plaquette term (magnetic excitation) and they always occur in
pairs. Acting with a σix operator on the ground state violates both vertex terms
including site i, i.e. it creates two electric (e)
Qparticles on the adjacent vertices.
More generally, the path operator W (x) (γ) = i∈γ σix where γ is an open path on
the lattice creates two electric particles at its endpoints. Similarly, a σiz operator
on the ground state violates both plaquette terms including site i, corresponding
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Figure 4.3: (a) Mapping the two dimensional lattice to an iPEPS representation
with a checkerboard pattern of A (orange) and B (blue) tensors. These tensors are
related by a 90◦ rotation. (b),(c) Tensors used for the construction of the exact
ground state of the toric code model.

to a creation of two magnetic particles
located on the two adjacent plaquettes,
Q
and the path operator W (z) (γ̄) = i∈γ̄ σiz with γ̄ an open path on the dual lattice
creates a pair of particles at the endpoints of this path. While both excitations
have trivial (bosonic) self-statistics, they exhibit non-trivial mutual statistics since
a phase factor -1 is acquired upon braiding an e and an m particle. One can further
identify the composite particle  corresponding to a combination of an e and m
particle, which has fermionic self-statistics, and the trivial identity particle I.

4.2.1

Simulating the toric code with iPEPS

To simulate the toric code model with iPEPS, the lattice of the toric code model
is mapped onto a tensor network with a unit cell consisting of two tensors Aijklm
i
and Bjklm
arranged in a checkerboard pattern, as shown in Fig. 4.3(a). The A (B)
tensors represent the spins on the horizontal (vertical) bonds. Due to the symmetry
of the lattice we impose the tensors to obey the mirror symmetries, Aijklm = Aikjml
i
and Aijklm = Aimlkj , where the two tensors are related as Bjklm
= Aiklmj . For this
reason we can make use of the reflection symmetric iPEPS framework as presented
in Chap. 3.2 and the simplifiedP
CTM implementation.
The toric code Hamiltonian
P
(Eq. 4.7) is rewritten as Ĥ = v Ĥ1 + p Ĥ2 , where Ĥ1 and Ĥ2 correspond to
the vertex and plaquette terms, respectively, and the on-site magnetic terms have
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been split evenly among both terms. Within this setup, the evaluation of both
Hamiltonian terms
 A B can be done equivalently by acting onto Beither
 the unit cell
A for the vertex
configuration B
for
the
plaquette
contribution
Ĥ
and
2
A
A B
contribution Ĥ1 . The tensors are optimized using the newly developed variant of
the variational optimization methods, described in Chap. 3, which allows for the
accurate simulation of the four-body Hamiltonian.
The ground state of the toric code (without magnetic field) can be exactly represented with D = 2 tensors as defined in Fig. 4.3(b), where the Q and δ tensors are
zero except for the elements
Q111
1
δ11

=

Q221 = Q212 = Q122 = 1,

(4.2)

=

2
δ22

(4.3)

= 1.

From the figure one can see that the two tensors A and B are related by a rotation of
90 degrees. The representation mimics the loop structure of the ground state in the
indices of the virtual level. Note that this representation of the toric code ground
state is not unique and other representations were used e.g. in Refs. [82, 132]. The
representation shows that the topological features can already be captured using a
relative small bond dimension.

4.2.2

Topological entanglement entropy and minimal entropy
states

Topologically ordered states are known to exhibit a universal correction γ to
the area-law of entanglement [150, 151], SA (L) ∼ αL − γ, where S(L) is the
entanglement entropy between a disk-shaped region A with a smooth boundary
of length L and the rest of the system. The value of γ is independent of the
entropy measure i.e. both the von Neumann entropy or one of the Rényi entropies
would give similar results [152]. The universal constant γ is called
ptopological
Pthe
entanglement entropy (TEE) and is equal to log D, where D = k (d2k ) is the
total quantum dimension and dk the quantum dimensions of the kth particle type
of the underlying topological theory. For abelian anyons, dk = 1 ∀k, and therefore
γ = log 2 for the toric code ground state [151, 153].
A finite TEE is a characteristic feature of a topologically ordered phase and can
thus be used to detect such a phase. However, the TEE does not uniquely identify
a topologically ordered phase, since two different topologically ordered phases can
have the same value for γ. Special care must be taken, however, if the region A has
a nontrivial topology. If the boundary of A is non-contractible, the value obtained
for γ depends on the specific ground state, and only the so-called minimum entropy
states (MES) yield the maximal, universal value for γ [148].
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Consider a torus cut into two cylindric (i.e. non-contractible) regions A and B.
The MES correspond to ground states with a well defined anyonic flux through
the entanglement cut between A and B [148]. For the toric code the four different
MES for this bipartition can be identified with the fluxes of anyons {I, e, m, },
corresponding to eigenstates of the loop operators W (z) (C) and W (x) (C) acting
along the cut C which detect the presence of an electric and magnetic flux, respectively. One can easily show [148] that with respect to a cut in vertical direction
the MES are given by
1
|ΨI/m i = √ [|Ψee i ± |Ψeo i],
2
1
|Ψe/ i = √ [|Ψoe i ± |Ψoo i].
2

(4.4)

Any of the MES will yield the universal constant γ = log 2 when computing the
TEE of region A. We will show in Chap. 4.3.5 how we can obtain the MES based
on iPEPS.

4.2.3

Modular S and U matrices

Because the MES describe states with different anyonic fluxes, they can be used to
compute the modular S and U matrices which characterize the non-trivial braiding
and self-statistics of the anyonic excitations, as shown in Ref. [148]. For abelian
anyons, the Sij matrix describes the phase a particle i obtains when encircling
particle j (divided by the total quantum dimension). The Uij matrix, which is
diagonal, describes the phase a particle i obtains when exchanged with another
particle of type i.
The S-matrix, which on a square geometry acts as a π/2 rotation on the MES
basis, can be calculated as [13]
Sij =

1 ŷ x̂
hΨ |Ψ i
D i j

(4.5)

where D is the total quantum dimension, and the states |Ψŷi i and |Ψx̂j i denote the
MES with anyonic flux i in x̂-direction and anyonic flux j in the perpendicular ŷ
direction on the torus, respectively.
The U matrix describes the action of a Dehn twist on the torus which can be
viewed as cutting the torus along the ŷ direction to create a cylinder, rotating
one of the cuts by 2π, and glueing the cuts back together to get back a torus
geometry. If an anyonic flux is going perpendicularly through the cut, this one
gets wrapped around the ŷ direction of the cut. Therefore, the U matrix can be
viewed as an operation which adds the flux present in x̂-direction to the flux along
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the ŷ-direction (cf. also Ref. [146]). Thus, on a state with parity px and py in the
x- and y-direction, respectively, one obtains Û |Ψpx py i = |Ψpx (py px ) i, and thus one
finds for the MES of the toric code
1
Û |ΨI/m i = √ [|Ψee i ± |Ψeo i = |ΨI/m i
2
1
Û |Ψe/ i = ± √ [|Ψoe i ± |Ψoo i] = ±|Ψe/ i
2

4.2.4

(4.6)

Toric code in an external magnetic field

Besides the standard toric code model, in this work we further investigate the
model in an external magnetic field
X
X
Ĥ = J ĤTC − hz
σiz − hx
σix
(4.7)
i

i

where hz and hx are the magnetic field strengths in z and x direction, respectively,
and we will set J = 1/2. This model is no longer exactly solvable, but has
been studied in previous works by series expansions [102, 154], Monte-Carlo
methods [155] and iPEPS [102, 156]. The topological phase extends to a finite
value of the magnetic field where a phase transition occurs towards a magnetically
ordered phase. When the magnetic field is only along either the hz or hx direction,
the model can be mapped to a 2D transverse field Ising model [157], with a second
order transition occurring at hz (hx ) = 0.164237(2) [155]. When the field is applied
in the hx = hz direction, the model can be mapped onto the 3D classical Z2 gauge
Higgs model [158] with a second order transition at hx = hz = 0.170(1) [155].

4.3

4.3.1

Detection of a topologically ordered phase with
iPEPS
Virtual symmetry

The advantage of using iPEPS to study (non-chiral) topologically ordered phases
is that there exist a powerful framework on how these phases can be represented
with this ansatz [133]. The distinguishing properties of a topologically ordered
phase occur at a global level, however it has been shown that these properties can
be translated to necessary symmetry requirements on the virtual indices of the
iPEPS tensors, namely that the tensors are invariant under the action of a certain
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Figure 4.4: (a) A tensor with a virtual symmetry, i.e. which is invariant under
the simultaneous action of Ug on the virtual level. This naturally leads to the
pulling-through condition shown in (b).

symmetry group G on the virtual indices of the tensors, which is called a virtual
symmetry. More specifically, the tensor remains invariant under the simultaneous
action of Ug on all the virtual indices, where Ug is a unitary representation of
an element g of the group G, as shown in Fig. 4.4(a). This idea has also been
generalized to symmetries represented by matrix-product operators [138, 139]
obeying a similar pulling-through condition as shown in Fig. 4.4(b), i.e. pulling an
MPO (or in our case a product of operators on a string) through tensor leaves the
tensor invariant.
Here we will focus on the Z2 topologically ordered phase of the toric code model
where the tensors are invariant under the simultaneous action of a unitary representation of the Z2 symmetry group on the virtual legs. In the D = 2 case, we use
the standard representation Ug ∈ {I, σ z }, with a straightforward generalization to
larger D. To each state in the virtual space we can assign a parity label even (e)
or odd (o) and the symmetry condition with Ug = σ z implies that elements with
a total odd parity in a tensor are vanishing, leading to a block structure of the
tensors. This block structure can be easily seen in the exact representation of the
TC ground state, by identifying the first and second element of the virtual indices
with the even and odd sectors, respectively. It naturally arises from the constraint
of having closed loops in the ground state, i.e. whenever a loop (odd parity) enters
a tensor, it has to exit it again, and all tensor elements corresponding to an odd
total parity are zero.

4.3.2

Challenges in practical simulations

We have seen in the previous section that the iPEPS tensors representing the
exact TC ground state exhibit a virtual Z2 symmetry, i.e. a block structure where
half of the tensor elements are zero due to this symmetry. However, in practice,
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Figure 4.5: The PEPS tensor is brought into an approximate Z2 symmetric form
by performing a gauge change using a unitary matrix q which minimizes δZ2 .

when performing an optimization of the tensors for the toric code Hamiltonian
starting from random initial tensors, the resulting tensors will in general not be
Z2 symmetric for two reasons. First, the symmetry may not be apparent due to
the gauge freedom in the tensor network, i.e. between each bond two D × D size
matrices q and q −1 can be inserted, acting as a basis transformation on the virtual
level, which does not change the state. After the optimization the tensors are in an
arbitrary gauge, i.e. not necessarily in the basis in which they are Z2 symmetric.
The second reason is that the optimization may fail to yield perfectly symmetric
tensors due to round-off and truncation errors and non-perfect convergence. Even if
these errors are small they may be problematic since it has been shown that already
small errors which violate the Z2 virtual symmetry lead to a loss of topological
order [144, 145]. One way to overcome this problem is to enforce the virtual
symmetry during the optimization [145, 146], which however requires knowledge of
the correct virtual symmetry beforehand. (If it is not known, one would need to
run separate simulations, testing different virtual symmetries, which is not efficient
since the optimization is computationally the most expensive part). In order to
overcome these issues, in the following we present a scheme to recover the virtual
symmetry starting from an unconstrained optimization. This allows us to perform
an unbiased iPEPS optimization, i.e. without a priori imposing a virtual symmetry,
and we will show that it is possible to correctly identify the topological order.

4.3.3

Restoring the virtual symmetry

In this section we present a scheme to restore the Z2 virtual symmetry of the tensors
obtained from an unconstrained optimization (i.e. where we do not impose the
virtual symmetry during the optimization). We start by fixing the gauge freedom
qq −1 between all the tensors such that in the final basis the tensor is closest to a
Z2 symmetric tensor. Due to the mirror symmetries on our A and B tensors, q
reduces to a D × D unitary matrix. To fix the gauge we have to pick a basis in
which we define the Z2 symmetry. In practice, for a bond dimension D, we choose
a basis where we associate the first D/2 entries of a leg with the even sector, and
the rest with the odd sector. When D is odd, we round the dimension up (down)
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to an integer for the even (odd) sector. The initial q is taken as a random unitary
matrix. Then, the optimal q is found by minimizing the norm difference δZ2 as
shown in Fig. 4.5, which measures the deviation of the tensor from a Z2 symmetric
one. If δZ2 is zero, it implies that the tensor fulfills the condition in Fig. 4.4(a), i.e.
that it is perfectly Z2 symmetric. The optimization of q is done by a quasi-Newton
minimization. Once convergence is reached, we transform the tensor using the q
matrices, yielding a new tensor which is approximately Z2 symmetric.
After fixing the gauge, the tensor A (and B) exhibits a block structure, in which
the elements lying outside the allowed Z2 symmetry blocks are small. By setting
these small elements to zero, the tensor becomes fully Z2 symmetric, leading to a
state with a robust topological order (if we consider a state within the topologically
ordered phase). This procedure should not alter the state in any significant way
i.e. it should only lead to a very small difference in energy. We will show in the
results section Chap. 4.4 that this is indeed the case.

4.3.4

Computing the TEE

We obtain the TEE from the second Rényi entropy [152], S2 (ρL ) = − log[Tr(ρ2L )],
between two halves L, R of an infinite cylinder which can be efficiently computed
with iPEPS based on ideas from Ref. [97]. It has been shown that there exists an
exact mapping between the physical degrees of freedom of a region and the virtual
degrees of freedom connecting to this region. Specifically, as shown in Ref. [97],
the reduced density matrix ρL can be represented as
q
q
Tσ
T U†
σL
(4.8)
ρL = U σL
R
where σL and σR are the left and right reduced density operators defined in the
virtual space along the cut, respectively. That is, σL (σR ) is obtained by contracting
the double-layer tensor network in the region L (R), keeping the virtual indices at
the boundary open. U is an isometry defining the mapping between the physical
and virtual space. With Eq. 4.8 the second Rényi entropy can be written as
T
T
S2 (ρL ) = − log[Tr(σL
σR σL
σR )/N 2 ],

(4.9)

T
where we have introduced a normalization factor N = Tr[ρL ] = Tr[σL σR
] for the
case that ρL is not normalized.

Using the CTM algorithm, σL (and σR ) of an infinite cylinder of circumference
L can simply be represented by a periodic chain of edge tensors T as shown
in Fig. 4.6(a), since each edge tensor represents an infinite row of bulk tensors
contracted with its complex conjugate. The trace in Eq. 4.9 can then be obtained
by contracting the tensor network shown in Fig. 4.6(b), made of a 4 × L periodic

4.3. Detection of a topologically ordered phase with iPEPS

63

network of T tensors (taking into account the orientation of the T tensors), and the
normalization factor is represented in Fig. 4.6(c). A similar approach was also used
in Refs. [90, 159]. For large cylinders, it is beneficial to diagonalize the matrices
represented by the two rows of edge tensors shown in Fig. 4.6(d), and then obtain
the second Rényi entropy as S2 (L) = − log[Tr(ΛL/2 )/[Tr(N L/2 )]2 ], where Λ and
N are the corresponding diagonal matrices.
The TEE entanglement entropy can then be determined from the intersection of
a linear fit to S2 (L) for sufficiently large L with the y-axis at L = 0, see Fig. 4.8
in Chap. 4.4 for an example. S2 (L) is computed from one of the MES, which we
obtain as explained in the following section.

4.3.5

Calculation of the modular S and U matrices with
CTM

In Ref. [146] an approach based on TRG was introduced for the calculation of
wave function overlaps to determine the modular S- and U-matrices. The idea is
to preserve the virtual symmetry in the TRG coarse-graining process in both the
bra- and ket-layer, such that the resulting coarse-grained tensor T representing
the infinite 2D system on a torus exhibits the same virtual symmetry. From this
tensor all the MES can be obtained by acting with operators on the virtual legs,
and overlaps between them can be efficiently computed.
Here we introduce an alternative scheme based on the CTM, which is computationally more efficient than TRG. For simplicity, we discuss it here for the case of
a Z2 topological order by taking the bulk tensors with a Z2 virtual symmetry (i.e.
after applying the symmetrization procedure described in Chap. 4.3.3). The main
idea is to keep track of the parity sectors on the open boundaries during the CTM
iterations, such that the different ground states can be individually selected on the
bra and ket level, similarly as in the TRG approach [146].
The following adaptations are made to the used CTM algorithm (see Chap. 3.2):
first, the initial edge tensor T is obtained by projecting the outward leg of the
bulk a (b) tensors onto two configurations, one with even and one with odd parity,
on both the bra and ket level, as shown in Fig. 4.7(a). These extra legs are kept
open in each CTM renormalization step (see Fig. 4.7(b)). Second, we initialize
the corner tensor to have an even-even parity on the two open boundaries, and
we keep it in this sector in each renormalization step by projecting all the open
parity legs of the absorbed T tensors onto the even-even sector (Fig. 4.7(ab)). The
isometries to perform the renormalization are found in a similar way as in the
standard approach.
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Figure 4.6: Diagrams for the computation of the second Rényi entropy between
two halves of an infinite cylinder of width L. (a) Representation of σL and σR of
the left / right half of the infinite cylinder in terms of the edge tensors T obtained
from the CTM method. (b)-(c) Tensor networks representing the traces in Eq. 4.9.
Instead of contracting a large network we diagonalize the double row of T tensors
shown in (d) to obtain the eigenvalue matrices Λ and N , so that the traces in (b)
can be computed as Tr[ΛL/2 ] and Tr[N L/2 ], respectively.
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Figure 4.7: Variant of the CTM algorithm where the parity on the bra- and ketlevel on each boundary can be controlled. The red lines are of dimension 2, with one
state in the even (e) and odd (o) sector, respectively, and the green triangles denote
a projection onto this space. A black dot corresponds to a projection onto the even
parity sector. (a) Initialization of the boundary tensors, where the boundaries of
the corner tensor is projected onto the even-even sector, and the red parity legs of
the T tensor are kept open. (b) Coarse-graining step, in which the corner tensors
are kept in the even-even boundary sector, and the red parity legs of the T remain
open. (c) Contraction of the network on the left yields the double-layer tensor
T representing an infinite plane (or infinite torus when connecting the legs in a
periodic way), where the parity in each layer on each boundary can be controlled
via the red legs.
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Once the CTM has converged, we construct the network in Fig. 4.7(c) representing
the infinite 2D system. Since the parity on the boundary of the corner tensors is
fixed to the even-even sector, the total parity on the boundaries of the bra and ket
level can be fully controlled by the extra legs of the edge tensors. Contracting the
network yields a double-layer tensor Tijkl
i0 j 0 k0 l0 with a Z2 × Z2 symmetry similar to
the one obtained with TRG in Ref. [146]. Using this tensor, a torus geometry can
be mimicked by connecting the horizontal and vertical legs in a periodic way. In
addition, specific ground states can be obtained by projecting the boundary onto
the desired sectors in horizontal and vertical direction. We normalize the tensor T
in each sector such that taking the trace yields an equal superposition of the four
ground states, (|Ψee i + |Ψeo i + |Ψoe i + |Ψoo i), in the bra and ket layer.
From this all MES can be constructed, by using Eq. 4.4, or (equivalently) by finding
the eigenstates of the loop operators W (z) (C) and W (x) (C) which on the level of
the T tensor are simply given by a single σ z and σ x acting on a virtual leg of the
T tensor. From the MES, the S and U matrices can then be computed, similarly
as done in Ref. [146].

4.4
4.4.1

Results
Toric code model without magnetic field

We start by testing our approach for the toric code model without magnetic field
(hx = hz = 0, with J = 1/2). The optimization is done for D = 2 and χ = 40. Since
there exists an exact D = 2 representation, we expect to be able to reproduce the
ground state accurately. The CTM contraction is terminated when the difference
in the spectrum of the subsequent corner tensors ||s(i+1) − s(i) || < 10−12 . The
minimization is done using the gradient-based energy minimization approach
described in Chap. 3. At each iteration, the calculation of the gradient is completed
either when all the CTM steps are recovered or when the total gradient has
converged, ||G (i) − G (i−1) || < 10−12 . The optimization is then performed using a
BFGS quasi-newton algorithm. The optimization is terminated when either the
difference in energy between two iterations has become smaller than 10−14 , or when
it is no longer possible to find a new direction which lowers the energy. We run
several independent optimizations with different random initial states and take
the state with the lowest variational energy. The optimization scheme yields an
iPEPS with only a very small difference in energy compared to the exact result,
|E − Eexact | = 2.4 × 10−9 .
Next, we apply the schemes presented in Chap. 4.3 to see whether we can detect
the Z2 topological order. We first determine the gauge in which the tensors are
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closest to a Z2 symmetric form using the method described in Chap. 4.3.3. We
find that, after performing the gauge transformation, the tensor elements which lie
outside the Z2 virtual symmetry blocks are small. We quantify the deviation from
a Z2 symmetric tensor by δZ2 (cf. Fig 4.5) divided by the norm of the tensor. Here
we obtain δZ2 /||A||2 = 1.6 × 10−5 , demonstrating that the tensors are very close
to a Z2 symmetric form, but they are not perfectly symmetric. After performing
the symmetrization, i.e. setting the small elements which violate the Z2 symmetry
to zero (cf. Chap. 4.3.3), we obtain a state which has essentially the same energy,
|E − EZ2 | = 4.1 × 10−10 , showing that the symmetrization step has only a minor
effect on the ground state energy.
In Fig. 4.8(a) we present results for the second Rényi entropy as a function of
the width L of an infinite cylinder. To compute the TEE γ we determine the
intersection of a linear fit to the data with the y-axis. Using the tensors directly
obtained from the optimization (labelled O), the TEE is not correctly reproduced,
which is expected since the iPEPS is in an arbitrary gauge, i.e. it does not represent
a MES. After performing the gauge transformation (labelled O + GT ) we obtain
the correct TEE with a deviation of only 1.7 × 10−7 if we take the linear fit up
to L = 40. However, when increasing L the result for the TEE starts to deviate
from the exact result, see Fig. 4.8(b), because they are not perfectly Z2 symmetric.
This is consistent with previous observations [144] where a breakdown of the
topological order was found by manually adding small perturbations to the tensors
which violate the Z2 virtual symmetry. In contrast, after symmetrization (labelled
O + GT + S) the TEE is correctly reproduced even on very large cylinders1 .
Another difference between the O + GT and the O + GT + S simulations can be
identified by comparing the eigenvalue spectrum of the transfer matrix, i.e. the
eigenvalues N shown in Fig. 4.6. For a Z2 topologically ordered state we expect a
twofold degeneracy [137]. While in the symmetrized case the degeneracy is accurate
up to machine precision, without symmetrization the difference between the two
leading eigenvalues is 2.8 × 10−5 , i.e. very close but not a perfect degeneracy, which
causes the loss of topological order at long distances.
Last, we calculate the modular S and U matrices based on the procedure explained
in Chap. 4.3.5 using the symmetrized tensors. We find values, presented in Tab. 4.1,
which are in perfect agreement with the exact results (see e.g. Ref [148]), i.e. the
anyonic particles I, e, m have bosonic self-statistics, whereas the  particle has
fermionic self-statistics, and braiding an e particle with an m particle (or with an
 = em particle) yields a phase of π (i.e. they are mutually semions).
1 We note that due to round off and truncation errors during the contraction in the CTM
approach, the Z2 symmetry could become broken in the environment which we observe here
only when going to much larger cylinders. This problem could be circumvented by enforcing the
Z2 symmetry also in the environment tensors (not during the optimization, but only after the
symmetrizing the iPEPS tensors), as done in Ref. [146].
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Figure 4.8: (a) Second Rényi entropy of the toric code model as a function of width
L of an infinite cylinder, obtained from the optimized tensors (O), combined with a
gauge transformation to bring the tensors into an approximate Z2 symmetric form
(O + GT ), and symmetrized to recover the Z2 virtual symmetry (O + GT + S).
The TEE γ is obtained from the intersection of a linear fit (dashed lines) with the
y-axis. At short distances the correct value of TEE is obtained after performing
the gauge transformation even without symmetrizing the tensors. (b) The TEE γ
obtained from linear fits to the data between L and L + 100 on large cylinders. At
large distances, only the symmetrized tensors yield the correct value for γ.
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E
|E − EZ2 |
γ − log 2
δZ2 /||A||2

S

U

hx = hz = 0
−0.9999999976
4.1 × 10−10
1.1 × 10−13
1.6 × 10−05


1
1
1
1
1 −1 −1
1
1



2 1 −1
1 −1
1

1
0


0
0

−1 −1
1

0
0
0
1
0
0


0
1
0
0
0 −1

Table 4.1: Summary of the results obtained for the toric code model (without
magnetic field) for D = 2 (see main text for discussion).

4.4.2

Toric code model in a magnetic field

Having established that the correct features of the topological ordered phase can
be extracted in the unperturbed toric code model, we now test our approach for
more challenging cases which are no longer exactly solvable. We first consider two
examples with a magnetic field applied in the z direction for values hz = {0.1, 0.18}
which lie inside and outside the topologically ordered phase, respectively. (The
location of the critical point is hz = 0.164237(2) [155]). The simulations and analysis
are done in a similar way as in the previous case, with the results summarized in
Tab. 4.2 and Tab. 4.3, for D = 2 and D = 3, respectively.
In the topological phase (hz = 0.1) we can make similar observations as at the
exactly solvable point. We again obtain tensors which, after a suitable gauge
change, are approximately Z2 symmetric, and after symmetrizing them we are able
to successfully extract the correct TEE and modular matrices with a very high
accuracy. Interestingly, after the gauge change the deviation from a Z2 symmetric
tensor is larger for D = 3 than for D = 2, probably because there is more freedom
in these tensors to add off-diagonal elements which do not affect the energy in a
significant way. We note also that the change in energy from D = 2 to D = 3 is
very small here. In Fig. 4.9 we show the error in the modular matrices with respect
to the exact results as a function of CTM iteration, showing that after sufficiently
many steps (i.e. for sufficiently large system sizes depending on the correlation
length in the system) the U and S matrices are accurately reproduced.
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E
|E − EZ2 |
γ − log 2
δZ2 /||A||2

hz = 0.10
−1.01041
5.7 × 10−11
7.0 × 10−14
7.5 × 10−11

hz = 0.18
−1.04216
6.8 × 10−06
0.6931
4.6 × 10−3

Table 4.2: D = 2, χ = 40 results for the toric code model with a magnetic field in
z-direction. The data in the left and right column corresponds to a state in and
outside the topologically ordered phase, respectively. The accuracy on the S and
U matrices in the topological phase is close to machine precision.

E
|E − EZ2 |
γ − log 2
δZ2 /||A||2

hz = 0.10
−1.01042
1.7 × 10−06
7.3 × 10−15
6.3 × 10−2

hz = 0.18
−1.04220
1.5 × 10−5
0.6931
4.8 × 10−2

Table 4.3: Same as in Tab. 4.2, here for D = 3, χ = 60.
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Figure 4.9: Error in the modular matrices with respect to the exact results,
∆S = ||S − Sexact || and ∆U = ||U − Uexact ||, as a function of CTM iteration N ,
corresponding to a linear system size L = 2N + 2, here for D = 2.
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E
|E − EZ2 |
γ − log 2
δZ2 /||A||2

hz = hz = 0.15
−1.04952
2.1 × 10−5
2.2 × 10−13
6.9 × 10−4

hz = hx = 0.20
−1.10492
5.1 × 10−3
0.6931
0.155

Table 4.4: Same as in Tab. 4.2, here for D = 3, χ = 80 for fields along h = hz = hx .

Outside the topological phase (hz = 0.18) we consistently find a vanishing TEE and
a non-degenerate transfer matrix spectrum, which allows us to correctly identify the
trivial phase. Since the ground state is no longer degenerate, the CTM approach
only yields a state with a finite norm in the even-even sector, whereas the other
sectors exhibit a vanishingly small norm, such that the (trivial) modular matrices
cannot be computed in a meaningful way here. We further note that we do find a
gauge in which the tensors are close to be Z2 symmetric, however, the Z2 virtual
symmetry alone does not automatically imply a topologically ordered phase.
In Tab. 4.4 we present data of two additional examples for D = 3 (χ = 80) in
and outside the topological phase along the self-dual line, (hx , hz ) = (h, h) with
h = {0.1, 0.18} for which we find similar results as in above case. (The critical
point is located at hc = 0.170(1) [155]).

4.4.3

Phase transition as a function of hz

Last, we test the approach for magnetic fields close to the phase transition as a
function of hz (with hx = 0) to locate the critical point. In Fig. 4.10(a) we present
the D = 2 results for the TEE γ (obtained from linear fits to S2 (L) with L between
200 and 400) which exhibits a clear jump from log(2) down to zero at hz = 0.1675(5)
which is close but not equal to the Monte-Carlo result hc = 0.164237(2) [155] due
to finite D effects. In Fig. 4.10(a) we also show the largest few values of the transfer
matrix spectrum N where we clearly find a degeneracy within the topologically
ordered phase up to the D = 2 critical point as expected. At the phase transition
we consistently find a peak in the correlation length ξ (Fig. 4.10(b)), computed
from the two leading (non-degenerate) eigenvalues of the transfer matrix of the
gauge-transformed state. With increasing bond dimension the location of the
phase transition approaches the Monte-Carlo result, as shown in Figs. 4.10(c-d)
with a transition value hz = 0.1665(5) for D = 3. These results demonstrate
that our approach is applicable also close to a phase transition (with an accuracy
on the location of the critical point depending on D as in conventional phase
transitions [160, 161]).
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Figure 4.10: (a) The TEE γ and the dominant eigenvalues of the transfer matrix
N across the phase transition as a function of the magnetic field hz , obtained for
D = 2 (χ = 30). The dashed line shows the Monte-Carlo result for the location
of the phase transition [155]. (b) Correlation length ξ as a function of hz across
the phase transition for different values of the boundary dimension χ, exhibiting a
peak at the D = 2 critical point. (c-d) Same as in (a-b) for bond dimension D = 3
(χ = 60 in (a)).
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Summary and discussion

In this work we have demonstrated that it is possible to correctly identify a
topologically ordered phase using unbiased iPEPS simulations, i.e. where we start
the optimization from random initial tensors without imposing the corresponding
virtual symmetry on the tensors. As an example we considered the toric code
model in a magnetic field where, within the topologically ordered phase, the tensors
should exhibit a virtual Z2 symmetry. We found that, after a suitable gauge
change, the resulting tensors are approximately Z2 symmetric, and they can be
fully symmetrized a posteriori to generate a stable topologically ordered state,
exhibiting the correct topological entanglement entropy and modular S and U
matrices.
What are the implications of our findings? So far, a common believe was that
the virtual symmetry needs to be imposed on the tensors in order to obtain and
identify the correct phase, which is not a problem if the type of topologically
order is known beforehand. However, if it is not known one would need to run
a separate simulation for each possible virtual symmetry (each corresponding to
another topologically ordered phase) which is not efficient since the optimization
of the tensors is the computationally most expensive part. In our approach, in
contrast, the idea is to perform a single unbiased simulation using unconstrained
tensors, and determine the (approximate) virtual symmetry a posteriori, as a part
of the analysis of the state. This is computationally cheaper and more in the spirit
of unbiased tensor network calculations. We note that during completion of this
work a different approach to study topological phases based on unbiased iPEPS
simulations was presented in Ref. [147]. In this chapter we have also developed a
variant of the CTM method where the parity on the boundary can be controlled,
which is computationally more efficient than schemes based on TRG [146] to
compute the modular S and U matrices. Furthermore, we have shown that, using
the newly introduced gradient-based energy minimization algorithm based on a
summation of tensor environments of Chap. 3, we can accurately reproduce the
physics of the toric code, which opens the possibility of simulating models with
interactions beyond nearest-neighbor sites and multi-site interactions.

CHAPTER

5

Competition between plaquette phases in
SrCu2 (BO3 )2

Building on the growing evidence based on NMR, magnetization, neutron scattering,
ESR, and specific heat that, under pressure, SrCu2 (BO3 )2 has an intermediate
phase between the dimer and the Néel phase, we study the competition between
two candidate phases in the context of a minimal model that includes two types
of intra- and inter-dimer interactions without enlarging the unit cell. We show
that the empty plaquette phase of the Shastry-Sutherland model is quickly replaced
by a quasi-1D full plaquette phase when intra- and/or inter-dimer couplings take
different values and that this full plaquette phase is in much better agreement with
available experimental data than the empty plaquette one.
This material in this chapter is based on Ref. [1].

5.1

Introduction

The Shastry-Sutherland model (SSM) [38], also known as the orthogonal dimer
model [39], was first proposed as a two-dimensional frustrated antiferromagnetic
spin model which admits an exact solution. The model has attracted great attention
because it is realized to a very good accuracy in the compound SrCu2 (BO3 )2 [39,
162]. This makes it an ideal candidate to compare the theoretical predictions of a
strongly frustrated model with experiment. It consists of spin- 12 particles placed
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on the vertices of a square lattice (see Fig. 5.1(a)), where the interaction is defined
by the Hamiltonian
X
X
~i · S
~j + J
~i · S
~j .
Ĥ = J 0
S
S
(5.1)
hi,ji

hhi,jii

The interaction consists of a nearest neighbor coupling J 0 as well as a next-nearest
neighbor coupling J, shown by the blue and black lines in Fig. 5.1(a). The SSM is
equivalent to the orthogonal-dimer model, shown in Fig. 5.1(b), where the two J
and J 0 couplings are referred to as the intra- and inter-dimer couplings, respectively.
The phase diagram is described as a function of the coupling ratio J 0 /J, wherein
this work we will only focus on the region J 0 /J > 0. When J  J 0 , the model
reduces to the two-dimensional antiferromagnetic Heisenberg model which has a
Néel ordered ground state. In the opposite J 0 = 0 limit, the particles only interact
along the diagonal bond resulting in the exact dimer state as ground state. The
dimer state remains a valid eigenstate of the model even when the J 0 coupling is
~1 with two spins in a singlet
included. Consider the interaction of a single spin S
0 ~
~
~
~
~
~
configuration S2 , S3 , given by J (S1 · S2 + S1 · S3 ). The interaction is symmetric
~2 and S
~3 , while the singlet state is antisymmetric, making
under the exchange of S
that all the contributions of the J 0 interaction have to vanish. This ensures that
the dimer state remains a valid eigenstate even when the inter-dimer interaction is
included with a Edim = −3/8N J for all J 0 /J. In Shastry and Sutherland’s original
work they showed, by constructing a variational wave-function, that this dimer
eigenstate is the actual ground state of the Hamiltonian for at least the region
J 0 /J ≤ 0.5.
The intermediate region between the dimer and the Néel phase in the phase diagram
has long been a subject of investigation. In this region, the model is severely
frustrated leading to a strong competition between different phases. Furthermore,
the model suffers from a severe negative sign problem when the coupling ratio
J 0 /J > 0.6, prohibiting the use of QMC simulations [163]. Several proposals for the
intermediate region have been made: a direct transition between the dimer and Néel
phases [164–166], a helical phase [167], a columnar-dimer phase [168] or a plaquette
phase [169–172]. Eventually, it was conclusively shown that indeed an intermediate
phase with plaquette order exists in the region 0.675(2) < J 0 /J < 0.765(15) [28].
The plaquettes are formed around the four sites without a dimer (see Fig. 5.2(a)),
which we will call the empty plaquette phase (EPP). The phase is formed around
one of the two equivalent empty plaquettes, therefore spontaneously breaking
the lattice symmetry. Both the transition between the dimer and EPP and the
transition between the EPP and Néel phase were determined to be first order.
The Shastry-Sutherland model is accurately realized in the compound SrCu2 (BO3 )2 [162].
The compound consists of alternating layers of Sr and Cu2 (BO3 )2 where, to first approximation, the behavior is dominated by a spin- 12 degree of freedom on the Cu2+
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Figure 5.1: The lattice of the Shastry-Sutherland model and how it is related to
the compound SrCu2 (BO3 )2 . (a) The square lattice of the SSM with the black
J 0 bonds representing the square lattice Heisenberg interaction, and the blue
diagonal bonds J bonds the next-nearest neighbor interaction. (b) The lattice of
the equivalent orthogonal-dimer model [39]. (c) A schematic representation of the
connection between the Cu2 (BO3 )2 plane of SrCu2 (BO3 )2 and the SSM. The red
dots represent the spin- 12 degree of freedom of the copper sites. Each copper site
has a next-nearest neighbor interaction with its closest neighboring copper site,
giving rise to the J interaction in the orthogonal dimer model. It further has a
nearest neighbor interaction propagated over the BO3 sites, shown by the black
and gray circles, giving rise to the nearest neighbor interaction J 0 .

sites. Because the Sr layer separates the different Cu2 (BO3 )2 layers, the compound
has an effective two-dimensional description solely within the Cu2 (BO3 )2 layer.
This layer is shown in Fig. 5.1(c); the dominant interactions between Cu2+ sites
are only nearest and next-nearest neighbor1 , making it very well described by the
orthogonal dimer and thus the Shastry-Sutherland model [39, 165]. The effective
coupling ratio of the compound was first estimated by exact diagonalization be
approximately J 0 /J ≈ 0.6352 , i.e. the compound lies within the dimer phase but
close to a phase transition [39, 176]. This value has later been verified to indeed lie
around J 0 /J ≈ 0.63 by comparing simulations of the SSM to magnetization [29]
and specific heat [177] measurements of SrCu2 (BO3 )2 .
Because the coupling ratio J 0 /J lies so close to the phase transition into the empty
plaquette phase, the natural question arises whether it is possible to drive the
compound towards this phase. This has been achieved by applying hydrostatic
pressure onto the compound, which increases the coupling ratio [178–182]. The
first experiment using this technique has been done by Waki et al. [178], using
NMR as experimental probe. They showed that the application of hydrostatic
pressure indeed drives the compound into a new phase. However, the data suggests
that the new phase has two distinct Cu sites, making it incompatible with the EPP
1 Additional interactions are known, notably a Dzyaloshinskii-Moriya [39, 173, 174] interaction
and an interlayer coupling [39]. However, both interactions are sub-leading compared to the SSM
interactions.
2 A different study placed the compound at a slightly smaller ratio of J 0 /J ≈ 0.603 [175].
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Figure 5.2: Spin-spin correlations in the EPP (a) and FPP (b) phase obtained by
iPEPS using the Hamiltonian of Eq. 5.2 at the points J1 /J2 = 1, J10 = J20 = 0.7
and J1 /J2 = 0.9, J20 /J2 = 0.74.

where the Cu sites are equivalent. The report of a weak orthorhombic distortion
already at low pressure has led to the investigation of a model with two sets of
intra-dimer couplings [183]. They observed that, if the couplings are sufficiently
altered, a one-dimensional phase related to the spin-one Haldane chain is realized.
Note however that the presence of an orthorhombic distortion at low pressure has
not been confirmed by subsequent experiments.
Later, Zayed et al. [180] investigated the compound under pressure by inelastic
neutron scattering measurements. They observed an intermediate phase characterized by the presence of an additional second excitation branch at low energies, in
sharp contrast with the dimer phase. The structure factors of these excitations
also appear to be incompatible with the intermediate plaquette phase of the SSM.
They are however compatible with a different plaquette phase in which bonds get
stronger around the four sites with diagonal couplings (see Fig. 5.2(b)). We will
refer to this different plaquette phase as the full plaquette phase (FPP), in contrast
to the empty plaquette phase (EPP) found in the SSM. Therefore, there seems
to be a discrepancy between the theoretical description of the compound and the
experimental data.
In this chapter, we discuss theoretically the possible nature of this intermediate
phase. We introduce a generalized Shastry-Sutherland model that includes two
types of intra- and inter-dimer couplings. The model is simulated using both iPEPS
and high-order series expansions (SE), and we construct the ground state phase
diagram of this model. In this chapter we focus on the iPEPS simulations, while
summarizing the most important series expansion results of Ref. [1]. We show
that the Haldane phase observed in Ref. [183] and the FPP actually constitute a
single phase, and that the properties of this phase are in much better agreement
with available experimental data than those of the EPP. The consequences for the
three-dimensional system are discussed.

5.2. The distorted Shastry-Sutherland model
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Figure 5.3: Sketch of the distorted orthogonal dimer lattice. The unit cell is defined
by the unit vectors ~ex and ~ey , and the interactions in the model
are described by
0.149
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0.035
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the couplings {J1 , J10 , J2 , J20 }.
-0.267
-0.376
-0.350

5.2

The distorted Shastry-Sutherland model

To study the presence of the FPP in SrCu2 (BO3 )2 under pressure, we have investigated a minimal modification of the Shastry-Sutherland model that contains two
sets of inequivalent J-bonds, J1 and J2 , but also two sets of inequivalent J 0 -bonds,
J10 and J20 (see Fig. 5.3). The Hamiltonian is defined by
Ĥ = J10

X

~i · S
~ j + J1
S

X

~i · S
~j + J20
S

X

~i · S
~ j + J2
S

X

~i · S
~j , (5.2)
S

where the summation runs over all the bonds associated with the red lines in the
respective diamond. The modification can be viewed as being generated by an
orthorhombic lattice distortion of the original Shastry-Sutherland geometry. The
distortion violates the C4 symmetry, resulting in that the differently oriented intraand inter-dimer bonds become inequivalent. Such a distortion has, however, so far
not been detected in experiments. Even so, we still expect a distortion to occur in
the compound when the FPP is stabilized, as will be argued in the discussion.
In the FPP, diamonds with short intra- and inter-dimer bonds are formed. Naively,
one could expect both intra- and inter-dimer couplings to get stronger, but this is
not the case. The intra-dimer coupling corresponds to a Cu-O-Cu bond with an
angle of 97.6 degrees, and making it shorter will actually decrease the magnitude
of the coupling constant [181]. By contrast, the inter-dimer coupling is a more
standard geometry, and the coupling constant is expected to get stronger if the
bond gets shorter. So we have considered the parameter range where the weaker
intra-dimer coupling J1 (or J2 ) is surrounded by stronger inter-dimer couplings J10
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Figure 5.4: Two possible iPEPS setups for simulating the deformed ShastrySutherland model. (a) Taking one tensor per dimer, which gives a physical
dimension ddim = 4. (b) One tensor per four sites associated with an empty
plaquette, with a physical dimension dplaq = 16.
(J20 ). Taking the other configuration would anyway require very different inter-dimer
bonds to stabilize the FPP, a possibility which is not realistic.
Variants of this model have been investigated before. A model with different J10 and
J20 has been introduced in Ref. [170] as a starting point for series expansions, but
they did not study the relative stability of the EPP and FPP. A model considering
a different J1 and J2 was proposed in the context of an orthorhombic distortion of
the SSM [183], where the above-mentioned Haldane phase was observed.

5.3

iPEPS simulation details

The distorted SSM model is simulated with iPEPS following the approach used
in Ref. [28]. First, the model is mapped onto a certain unit cell setup. The best
way to determine the optimal setup is by testing the different options, which has
been done in the previous iPEPS study [28]. There are different possibilities; at
first glance the most straightforward and unbiased setup would be to take a single
tensor per lattice site. However, it was found to be beneficial to instead block a
number of sites together and optimize a more coarse grained ansatz. This biases a
certain set of correlations, allowing the ansatz to represent certain phases more
accurately at finite bond dimension (in the infinite or large-D limit the different
setups yield equivalent results). The downsides of taking a more coarse grained
setup are that the local physical dimension increases and that, for the same value of
D, the ansatz effectively represents a less entangled state3 . In Fig. 5.4 two possible
3 The bond dimension has to carry the entanglement of all the sites which the single tensor
represents. However, the entanglement and correlations within the tensor are exactly represented,
making this trade-off worthwhile for certain phases.
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setups are depicted, namely taking a single tensor per dimer (a) or taking a single
tensor per plaquette (b). In Ref. [28] it was found that the setup using a single
tensor per dimer yielded the most accurate results: it had consistently the lowest
variational energy for any value of D in both the plaquette and Néel phase, which
is therefore the setup used for the calculations in this chapter. The plaquette setup,
due to its ability to represents the plaquette correlations more faithfully, will be
used in chapter 6.
When using the dimer setup, the lattice is mapped onto a 2 × 2 unit cell where
the tensors are arranged on a checkerboard pattern, allowing the use of the iPEPS
framework presented in chapter 2. An additional benefit of working in the dimer
setup is that the next-nearest neighbor interaction of the SSM is mapped to an
onsite interaction, whereas the remaining interactions are nearest neighbor, making
the optimization less involved. The ground state tensors are obtained by evolving
the state in imaginary time using a combination of the simple and full update
method. Some results have been verified by the variational optimization method of
Ref. [103]. All the simulations are done using U (1) symmetric tensors.
In the distorted SSM we expect the dimer, EP and Néel phase of the undistorted
SSM model, as well as both the FPP and the Haldane phase, though we will show
that these actually constitute a single phase. Although in principle a different phase
could emerge in this model, this is not observed for the parameter ranges considered.
When simulating the model with iPEPS, all the phases under consideration can be
distinguished by defining and keeping track of their respective order parameters.
The Néel phase breaks the SU (2) spin rotation symmetry,
which can be monitored
q
by looking at the local magnetic moment m = 12 hσx2 i + hσy2 i + hσz2 i. To observe
the plaquette phases we monitor the bond energies Ei on each bond in the unit
cell and compute
∆EEPP/FPP =

X

Ei

i∈EPP/FPP

−

X

Ei ,

(5.3)

i6∈EPP/FPP

namely the difference between the bond energies around the location of an EPP/FPP
plaquette and the remaining bonds. A finite ∆EEPP/FPP shows that the lattice
symmetry is broken to realize the EPP or FPP plaquette correlations. Note that
when the Hamiltonian biases the FPP, the ∆EFPP can be finite even when this
phase is not realized. The dimer phase can be observed by the perfect singlet
spin-spin correlations along the dimers.
We use iPEPS to determine the phase diagram of the distorted SSM. The model is
first simulated for several couplings to get a general overview of the location of the
phases, followed by additional simulations to accurately estimate the location of
the phase boundaries. For this estimation, we first generate initial states biased
towards the phases under consideration. These states are obtained by evolving
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Figure 5.5: Energy per site of the FPP and EPP states as a function of the
truncation error w obtained with iPEPS (using the full-update with bond dimensions ranging from D = 6 . . . 10), for different values of J10 /J20 and fixed value of
J20 /J2 = 0.7. The extrapolations are obtained by a polynomial fit of the data,
where the shown error is given by the 1σ confidence interval.

a randomly initialized iPEPS in imaginary time with the simple update method
using a biased Hamiltonian. Next, for all the biased initial states we perform
multiple D = 10 full-update optimizations in the vicinity of the phase transition.
Because the simulations are optimized at a finite bond dimension, the iPEPS states
show a hysteresis effect: they remain within the phase of their respective initial
states, but with a different variational energy. The location of the phase transition
is found by determining the point where the linearly interpolated energies of the
different phases under consideration intersect. All the phase boundaries have been
determined by this procedure, using D = 10 full-update simulations.
To verify that finite D effects on the phase boundary are small, we compare the
finite D = 10 results to the ones obtained by extrapolating the energies to the exact,
infinite D limit, for a single transition in a phase boundary. Here we will illustrate
this estimation for the EPP/FPP transition at a fixed J1 = J2 , J20 /J2 = 0.7. We
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simulate the two phases for several values of D and extrapolate the ground state
energy as a function of truncation error w. Figure 5.5(a-d) shows the energies of the
two plaquette phases for different values of J10 /J20 . For the unbiased Hamiltonian
(J10 /J20 = 1), we find that the EPP is clearly lower in energy than the FPP. When
increasing J10 /J20 , taking the extrapolated energies including their error bars into
account, we find a transition value of J10 /J20 = 1.060(8). In comparison, the
D = 10 result for the critical coupling is J10 /J20 = 1.058, which is very close to
the extrapolated result and lies well within the extrapolation error bar. Thus, we
conclude that the D = 10 result already provides a good accuracy of the phase
boundary in the infinite D limit. We take the extrapolation error computed here
as a representative error estimate of the entire EPP/FPP phase boundary.
We use the same procedure to estimate the error on all the different phase boundaries, with three exceptions: the error on the phase boundary between the FPP
and dimer phase is obtained by extrapolating the FPP in 1/D instead of truncation
error, and the error estimates of the phase boundaries between either the dimer or
Néel phase and the EPP are taken from Ref. [28]. Note that the phase boundary
between the FPP/EPP and the dimer phase always represents a lower bound for
the phase transition, because the energy of the dimer phase is known exactly,
whereas the energy of the FPP decreases with increasing D.

5.4

Results

We first investigate the competition between the FPP and EPP in the undistorted
SSM by comparing the two phases at the point J 0 /J = 0.7 (see Fig. 5.5(a)). The
EPP remains substantially lower in energy than the FPP, reaffirming the results of
Ref. [28]. Next, we study the ground state phase diagram for the distorted SSM by
both iPEPS and SE calculations. Since we have four parameters, hence three up
to an overall energy scale, plotting the full phase diagram is tricky. Therefore, we
have chosen to study the phase diagram in three planes defined by J10 = J20 = J 0 ,
J1 =J2 =J, and J20 /J2 = 0.68, all plotted in Fig. 5.6:
− Fig 5.6(a): In the first cut, we revisit the effect of different intra-dimer couplings
discussed in Ref. [183]. Qualitatively, the results are the same as found in
Ref. [183], with four phases (dimer, EPP, Néel, and Haldane), but the extent of
the EPP is considerably reduced, and accordingly the Haldane phase is stabilized
in a much larger parameter range that extends up to J1 /J2 ' 0.98, very close to
the isotropic point. We observe that the correlations of the Haldane phase and
the FPP close to the original SSM regime are equivalent, suggesting that these
two phases actually constitute a single quasi-one dimensional phase. Below, this
connection between these two phases is demonstrated in more detail.
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Figure 5.6: The phase diagram of the extended SSM along three different cuts.
All the results are generated using both iPEPS and higher order series expansion
methods. The different figures are discussed in detail in the main text.
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− Fig. 5.6(b): In the second cut, the effect of varying the inter-dimer couplings
J10 , J20 is studied. This phase diagram shows that the EPP is indeed the only
phase appearing in the undistorted SSM, but that it only takes a modest
difference in inter-dimer coupling ratio to stabilize the FPP.
− Fig. 5.6(c): The last cut connects the previous two diagrams by varying both
the dimer and the plaquette coupling ratios for a fixed value of J20 /J2 = 0.68.
The top horizontal axis corresponds to a line in diagram (b) at J20 /J = 0.68
for J10 /J ∈ [0.68, 0.76], while the left vertical axis corresponds to a vertical line
in (a) at J 0 /J2 = 0.68 for J1 /J2 ∈ [1, 0.88]. From the previous phase diagrams,
we know that in the bottom left corner the Haldane phase has to be stabilized,
while in the top right corner, the FPP is stabilized. We do not observe a phase
transition between these phases, implying that they actually constitute a single
phase.

To further demonstrate that the FPP and the Haldane phase are adiabatically
connected we have computed the inter- and intra-dimer spin-spin correlations and
the correlation lengths along a linear path in parameter space connecting the model
with unequal inter-dimer couplings (J20 /J2 = 0.66, J10 /J20 = 1.1, J1 /J2 = 1) to the
one with unequal intra-dimer couplings (J20 /J2 = 0.55, J10 /J20 = 1, J1 /J2 = 0.5).
The states along the path are obtained using D = 10 full-update simulations,
starting from a state in the FPP. The results, as plotted in Fig. 5.7, show that
all correlations change smoothly, i.e. that there is no sign of a quantum phase
transition along this path. Interestingly, the ratio of the correlation lengths in
x- and y-direction, ξx /ξy , remains almost constant along this path, revealing the
anisotropic nature of this phase even in the limit of equal intra-dimer couplings
(J1 = J2 ). To exclude that the results are biased due to this choice of the initial
state, we have verified that the results at the end point of the path in the Haldane
phase agree with the ones obtained when starting from randomly initialized tensors.
We further note that the correlation lengths have been computed based on the
largest and second largest eigenvalue of the row-to-row transfer matrix along both
directions, as explained in Ref. [77]. We therefore conclude that the FPP and
Haldane phase are the same phase which we will therefore call the FPP/Haldane
phase.
To make an additional connection with the experimental data, we have studied the
properties of the magnetic excitations in both the EPP and FPP/Haldane phase
using high-order series expansions. Here we will summarize the most important
findings and refer to Ref. [1] for further details. We have compared the behavior of
both phases with data from zero field experiments, namely ESR, neutron scattering
and specific heat measurements [180–182]. All these experiments confirm the
presence of two well-defined magnetic excitations, one at an energy comparable
to that of the gap in the dimer phase just before the transition (ESR, neutron
scattering), and one at an energy about two times smaller (neutron scattering,
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Figure 5.7: Various correlations along a path connecting the model with only
asymmetric intra-dimer couplings to the model with only asymmetric inter-dimer
couplings. The path is parametrized by (J20 /J2 , J10 /J20 , J1 /J2 ) = (0.66 − 0.1t, 1.10 −
0.1t, 1 − 0.5t) with t ∈ [0, 1]. The correlations with a prime h•i0 refer to inter-dimer
bonds, the ones without a prime h•i to the intra-dimer bonds. Additionally, the
anisotropy in the correlation length ξx /ξy is shown.

specific heat). Also, the neutron scattering measurements have followed the
dispersion along the line (kx , ky = 0) in the Brillouin zone, while the specific heat
could keep track of the pressure dependence of the gap, i.e. of the minimum of the
lowest excitation, with clear evidence that it decreases with pressure.
The excitations in the EPP are found to be incompatible with the experimental
data: only a single low-energy excitation is observed, the dispersion and structure
factor disagree with neutron scattering measurements and the energy gap increases
with pressure. In contrast, the FPP/Haldane phase in the distorted SSM does
qualitatively reproduce the experimental data e.g. it has two low-lying excitations,
the lowest one has an energy about half that of the other one at k = 0, the structure
factor is consistent with neutron scattering measurements and the gap decreases
with pressure. This behavior is observed for different coupling ratios. The strong
agreement with experiment gives compelling evidence that the distorted SSM can
describe SrCu2 (BO3 )2 under pressure.

5.5. Conclusion
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Conclusion

Data from NMR and inelastic neutron scattering measurements suggests that the
intermediate phase of SrCu2 (BO3 )2 under pressure is different from the EPP found
in the Shastry-Sutherland model. We have investigated a minimal model that
includes two types of intra- and inter-dimer interactions without enlarging the unit
cell. The ground state phase diagram shows that only a small change in coupling
ratio is needed to stabilize the FPP/Haldane phase over the EPP. Furthermore, the
excitation spectra of this phase are in much better agreement with the experimental
data than the ones of the EPP, giving additional support for the FPP/Haldane
phase as the ground state of the SrCu2 (BO3 )2 compound under pressure.
However, how realistic is this description in explaining the realization of the
FPP/Haldane phase in SrCu2 (BO3 )2 ? If the system was purely two-dimensional,
the stabilization of the FPP/Haldane phase would induce an orthorhombic distortion because the C4 symmetry is lost. Such a distortion can still occur in
SrCu2 (BO3 )2 if, in all the layers, the intra-dimer couplings have the same orientation. This would mean that the different layers have to be coupled by some
mechanism which ensures the distortion occurs in the same direction in all the
layers simultaneously. However, the fact that no distortion has been observed in
experiments hints towards a different explanation: if the direction of the intra-dimer
coupling alternates in the different layers, the FPP/Haldane can still be realized
while no longer a clear orthorhombic distortion is observed in experiments.
There is also an interesting conceptual difference between the two plaquette phases
regarding the nature of the phase transition. The EPP is an instability of the
Shastry-Sutherland model that spontaneously breaks the symmetry even if all
intra- and inter-dimer couplings remain the same. By contrast, the FPP is not
an instability of the Shastry-Sutherland model. Like a spin-Peierls transition in
spin-1/2 chains, it has to be an instability of the coupled spin-lattice system. So,
when applying pressure, if there is a direct transition between the dimer phase and
the FPP, it has to take place below the critical ratio at which the transition to the
EPP takes place in the Shastry-Sutherland model. Otherwise, there would first be
a transition to the EPP. Current estimates of the ratio J 0 /J at 1.7 GPa from ESR
and susceptibility are in the range 0.66-0.665 [180–182], indeed below the critical
ratio 0.675 of the EPP.

CHAPTER

6

A quantum magnetic analogue to the critical
point of water

The familiar liquid-gas phase transition of water is discontinuous at atmospheric
pressure, but increasing pressures define a line of first-order transitions (density
discontinuities) that terminates at the critical point, a concept ubiquitous in statistical thermodynamics. We demonstrate by high-precision specific-heat measurements
under pressure and applied magnetic field that, like water, the pressure-temperature
phase diagram of SrCu2 (BO3 )2 has an Ising critical point terminating a first-order
transition line. We obtain a quantitative explanation of the data by detailed numerical calculations using newly-developed finite-temperature iPEPS. These results
open a new dimension in understanding the thermodynamics of quantum magnetic
materials, where the anisotropic spin interactions producing topological properties
for spintronic applications drive an increasing focus on first-order quantum phase
transitions.
The material in this chapter is based on Ref. [3] (submitted to Nature).

6.1

Introduction

A prominent example of a critical point is the one that terminates the liquid-gas
transition of water [184, 185]. The two phases share the same symmetry, but are
distinguished by a difference in density. The boiling of water (at atmospheric
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pressure) is the familiar example of this transition; water vaporizes and a sharp
drop in density occurs, which is a key characteristic of a first order phase transition.
The transition is part of a first order transition line in the (P, T ) phase diagram,
which separates the two phases. However, under sufficiently applied pressure, the
transition line terminates at the critical point (Pc = 221 bar, Tc = 374 ◦ C). In the
region beyond this point, called the supercritical region, the liquid and gas phases
become a single phase. Through the supercritical region one can move continuously
between the gas and liquid phases without encountering a phase transition.
The behavior of such a first order transition line ending in a critical point is
exemplified in the square lattice Ising model in a magnetic field. This model is well
known to have an exact zero field description, while at the same time exhibiting
a finite temperature critical point. At zero temperature, it exhibits a first order
phase transition between the ordered spin-up and spin-down states under changing
the direction of the external magnetic field. This transition extends as a first order
transition line with increasing temperature, ending in a second order critical point.
Analogously to the jump in density at the liquid-gas, the transition is characterized
by a jump in magnetization. Beyond the critical temperature one can move between
the two states without encountering a phase transition.
Quantum matter with spin degrees of freedom provide theorists with a fertile avenue
for realizing quantum many-body models, including those with exact solutions
or ground states, and experimentalists with an unparalleled platform for probing
their properties on truly macroscopic lengthscales. Among the key magnetic
quantum materials, SrCu2 (BO3 )2 [162] has drawn attention because of the extreme
frustration of its orthogonal-dimer geometry. It is described very well by the
Shastry-Sutherland model (SSM) [38], as discussed in chapter 51 . The SSM has an
exact dimer ground state for the coupling ratios J/JD < 0.675(2) [28], while for
larger ratios this model exhibits two quantum phase transition (QPTs): a dimer
to the plaquette phase transition at J/JD = 0.675(2) and a plaquette to the Néel
phase transition at J/JD = 0.765(15) [28]. Our interest in SrCu2 (BO3 )2 lies in
the remarkable fact that an applied hydrostatic pressure acts to control J/JD ,
revealing both transitions at respective pressures of approximately 19 [180] and 27
kbar [182].
A finite-temperature critical point has been discussed theoretically in the fully
frustrated bilayer (FFB) Heisenberg model [186]. This model consists of pairs of
spins, coupled via an interaction Jk , that are placed vertically on a two-dimensional
square lattice and couple to all their direct neighboring spin pairs via an interaction
J⊥ . The ground state of this model exhibits a first-order transition at the ratio
J⊥ /Jk = 2.315 between a phase where the spin pairs form exact dimer singlet
to a phase where they from exact triplets. This first order transition extends
1 In this chapter we use a different notation for the inter- and intra-dimer couplings than in
chapter 5, namely J → JD and J 0 → J, as shown in the inset of Fig. 6.2.
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up to a certain temperature, ending in a finite-temperature critical point. The
connection [163] between the FFB Heisenberg model and the Shastry-Sutherland
model (SSM) suggests that they may share similar critical-point physics. Although
the total spin of each dimer is not a good quantum number in the SSM, it is already
known that the average dimer spin-spin correlation jumps at the dimer-plaquette
quantum phase transition.
We investigate the critical point in SrCu2 (BO3 )2 by performing high-precision
measurements of the specific heat on the compound SrCu2 (BO3 )2 using an a.c.
calorimetry technique [187]. By controlling both pressure and magnetic field, we
provide evidence that the dimer-plaquette QPT extends to finite temperature,
ending in a critical point. At the same time, we investigate the possible criticalpoint physics by studying the thermodynamics of the Shastry-Sutherland model
with iPEPS around dimer to plaquette transition (at J/JD = 0.675(2)). The
thermodynamics are simulated by applying newly-developed methods [177, 188]
for representing the thermal states of two-dimensional lattice models with iPEPS.
We study the pure (undistorted) SSM, both at zero and at finite external magnetic
field. The first order transition between the dimer and plaquette phase is found to
extend to finite temperature, ending in a critical point. We find a good agreement
between experimental data and the iPEPS simulation results.
In this chapter we focus on the iPEPS simulations, while summarizing the most
important experimental findings (see Ref. [3] for more details). We first present the
approach used to simulate thermal states with iPEPS, and how these are applied
to the SSM. Then, the iPEPS results on the SSM are presented alongside the
experimental data on SrCu2 (BO3 )2 under pressure. We present the phase diagram
for SrCu2 (BO3 )2 under varying both pressure and field. The universality of the
critical behavior is investigated by comparing the specific heat around the critical
point of the SSM with the specific heat around the critical point in both the square
lattice Ising model and the FFB Heisenberg model. We conclude by a discussion
and outlook.

6.2

Simulation of thermal states with iPEPS

6.2.1

Purification ansatz

The iPEPS ansatz can, with a few minor adaptations, be used to accurately simulate
thermal states of two-dimensional quantum many-body systems. The thermal state
of a local Hamiltonian was shown to follow an area law in the mutual information2 ,
2 In

the T → 0 limit, this reduces to the area law of entanglement for the ground state.
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allowing them to be accurately represented by a tensor network state [189, 190].
The approximation of thermal states with tensor networks has first been done in the
context of one-dimensional systems [60, 63, 191], where later several generalizations
for two-dimensional systems have been made [192–196]. Here we will focus on the
purified state approach, adapted for iPEPS as presented in Refs. [177, 188].
A thermal state, at a certain temperature T , is described by a mixed density matrix
where the states are distributed according to the Boltzmann distribution. The
density matrix is given by
1
ρ̂(β) = e−β Ĥ ,
(6.1)
Z
where Z = Tr[ρ̂(β)], the partition function, and β = 1/T . The thermal expectation
value of an observable is then given by hÔi = Tr[ρ̂(β)Ô]. A density matrix is
Hermitian, normalized and positive definite, which the state given by Eq. 6.1
clearly obeys.
The thermal density matrix is approximated by representing its purification as an
iPEPS. Concretely, we construct an iPEPS |Ψ(β)i that acts within an enlarged
Hilbert space. Each tensor has, besides the physical index, an additional ancilla
leg (see Fig 6.1(a-b)) of similar size as the physical space. The density matrix state
is constructed from the pure state by
ρ̂(β) = Tra [|Ψ(β)ihΨ(β)|],

(6.2)

where Tra means tracing over the ancilla space, depicted in Fig 6.1(c). The ancilla
space can be regarded as connecting a pure state with a heat bath, such that
tracing over the ancilla space translates to tracing out the environment. This
results in a ρ̂(β) with the correct thermodynamic averages. The accuracy of the
representation is controlled by the bond dimension D of the auxiliary legs. Because
ρ̂(β) is constructed via a purification, the density matrix is automatically Hermitian
and positive definite by construction. Once ρ̂(β) is obtained, observables can be
calculated using the same CTM algorithm as for ground state calculations, except
that one now traces over both the physical and the ancilla indices, as depicted in
Fig. 6.1(d).
The main task is to, for a certain β, accurately obtain the iPEPS tensors. The
β
idea is to construct a network that represents the pure state e− 2 Ĥ |Ψ(β = 0)i such
that, after tracing over the ancilla space, one obtains the thermal density matrix.
We use the imaginary time evolution approaches of chapter 2.3.2 to construct this
β
state. The operator e− 2 Ĥ is split in N = β/(2τ ) thermal evolution Trotter steps
e−τ Ĥ that are iteratively applied onto the physical legs of an initial β = 0 state.
This state is obtained by taking a D = 1 equally weighted product state, given as
YX
|Ψ(β = 0)i =
|sj , sj i,
(6.3)
j

sj
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Figure 6.1: The alterations made to the iPEPS algorithm to simulate thermal
states. (a) The bulk tensors have, besides a physical index, an additional ancilla
index shown in red. (b) The purified state |Ψ(β)i has a similar structure as the
regular iPEPS state, except for the additional ancilla indices. (c) The thermal
density matrix obtained by taking |Ψ(β)i and its complex conjugate, and tracing
out the ancilla space according to Eq. 6.2. (d) Evaluating the partition function Z
by taking the trace of the density matrix, which amounts to taking the trace over
both the ancilla and physical indices. After tracing over both indices, the network
is contracted with the CTM algorithm.
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where j runs over all the lattice sites and sj runs over the local Hilbert space. The
first and second sj index correspond to the physical and ancilla space, respectively.
Tracing this state over the ancilla space yields ρ(β = 0) = I ⊗L which is the
expected β = 0 state (each configuration is equally likely). The Trotter steps are
iteratively absorbed using either the simple- and/or full update method. To reduce
the total computational cost, the ancilla legs are not included into the reduced p, q
tensors during the update step (see Fig. 2.11).
There are two important algorithmic differences when simulating thermal states
instead of ground states. The first difference is that the initial state always has
to be the β = 0 state instead of any initial state. This does not enable us to
test different initial states as in ground state calculations. It also makes that low
temperature states are more difficult to properly simulate, because they are reached
only after many updates. Besides, thermal states are anyway more challenging to
accurately simulate when increasing β because the quantum effects become more
pronounced [197].
The second difference is that it is not possible to easily determine the accuracy of a
calculation. There is not an easily obtainable parameter, equivalent to the energy
in ground state calculations, which allows one to compare different calculations.
A good candidate would be to calculate the free energy, which is minimal for
a thermal state. However, this quantity can only be efficiently calculated in a
non-variational approximate way, limiting its use in this context. Nevertheless,
the outcome is expected to systematically converge in the τ → 0, D → ∞ limit.
Therefore, to check the validity of the outcome, a careful and systematical analysis
of the results is needed.
Both these differences could be circumvented if one would obtain ρ̂ via a direct
minimization of the free energy. We investigate this alternative approach in the
context of one-dimensional lattice models in appendix A. The major challenge in
such a direct minimization is that it requires the evaluation of the entropy density,
which is a very challenging quantity to obtain in the thermodynamic limit. We
introduce a scheme to estimate the entropy by constructing the reduced density
matrices of differently sized blocks of consecutive lattice sites. We then calculate the
entropy for these density matrices and observe how the entropy per site converges
in block size. The state is obtained via a BFGS quasi-newton minimization of the
free energy, where we obtain the gradient of the free energy with respect to the
local tensors via automatic differentiation.

6.2.2

Simulation details

Using the purification approach, we simulate the SSM at finite temperature around
the dimer-plaquette QPT. In the SSM, the optimal tensor geometry depends on
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the ground state: the spin correlations of the dimer phase are represented most
efficiently using the dimer setup (see Fig 5.4(a)), while correlations in the plaquette
phase are best described by the plaquette setup (Fig 5.4(b)). For working around a
critical point, it is essential to use a single representation of both quantum phases,
and when simulating the SSM the plaquette setup is more efficient for representing
the dimer phase than the reverse. For this reason, we have used the plaquette
setup in a 2 × 2 checkerboard unit cell for all the results reported here. In this
setup, the next-nearest neighbor interactions in the Hamiltonian reduce to effective
nearest neighbor interactions.
To maximize D while working near the QPT, we restrict the truncation to the
simple-update method. All the calculations have been done using τ = 0.04, for
which we have verified that this is sufficiently small to not affect the final outcome.
To improve the efficiency of the calculations, we exploit the global U (1) symmetry
of the model, which for a pure Heisenberg model is preserved in the presence of
an applied field at finite temperatures. When working in the plaquette setup, we
found that the required boundary dimension is much smaller than one would at
first glance expect in ground state calculations. We were therefore able to perform
the simulations up to D = 20 using a χ = 16, a much higher bond dimension than
in typical ground state calculations. Having obtained the tensors for a certain β, we
calculate the specific heat, the correlation length and the hS · Si along the different
intra-dimer couplings. The specific heat is computed by taking the numerical
derivative of the energy with respect to temperature, while the correlation length
is computed based on the largest and second largest eigenvalue of the row-to-row
transfer matrix, as explained in Ref. [77].
When working in the dimer phase, we do observe numerical instabilities at low
temperatures, which are most probably an artifact arising due to the product
nature of the dimer ground state, as all observables and energies are essentially
converged at those temperatures. One means of circumventing this problem is to
add a small Dzyaloshinskii-Moriya (DM) interaction to the model, in fact guided by
the real spin Hamiltonian of SrCu2 (BO3 )2 . This leads to an entangled ground state,
which makes the low-temperature regime accessible, albeit at cost of a reduced
D. When working in the plaquette phase, the strongly entangled nature of the
plaquette ground state makes low-temperature studies very challenging, and for
this reason our primary focus is on temperatures T /JD & 0.03.
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Figure 6.2: (a) Experimental data for the specific heat, Cp (P, T )/T , of
SrCu2 (BO3 )2 . Below 18 kbar is the dimer product phase and above 20 kbar
is the plaquette phase. The two lines of maxima meet at the critical point at
approximately 19 kbar and 3.3 K. The inset shows the orthogonal dimer geometry
of the SSM, which is realized by the Cu2+ ions (S = 1/2) in SrCu2 (BO3 )2 . (b)
Analogous data obtained by iPEPS calculations with D = 20 performed for the
SSM with different values of the coupling ratio, J/JD , which in SrCu2 (BO3 )2 was
shown to be an approximately linear function of the applied pressure [180].
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Figure 6.3: (a, b) Specific heat for different pressures at zero magnetic field.
Cp (T )/T measured for applied pressures from 0 to 18.2 kbar (a) and from 20 to
26.5 kbar (b). (c, d) Analogous data obtained by D = 20 iPEPS calculations
performed for the SSM in the dimer c and plaquette d phases. The evolution
of peak heights with proximity to the critical coupling ratio, illustrated clearly
in the numerical data, is less apparent in experiment. We note that the phonon
contribution (Cp (T )/T ∼ T 2 ) to the measured specific heat becomes appreciable
at higher temperatures; while this can be subtracted for accurate fitting [177], our
focus here is on the peak positions at and below 6 K.
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Figure 6.4: (a) Correlation length, ξ/a, obtained by iPEPS with D = 20 and
expressed in units of the lattice constant, a. ξ becomes large only at the finitetemperature critical point; the dashed black line shows the locus of maxima of
ξ(J/JD ) at each fixed temperature, which we terminate when ξ/a < 1. (b) Dimer
spin-spin correlation function, hSi · Sj i, showing a discontinuity with J/JD at
low temperatures but continuous behavior throughout the supercritical regime.
The dashed black line, the equivalent of the critical isochore in water, shows
the locus of points where this order parameter is constant at its critical-point
value,hSi · Sj i = −0.372(30).

6.3
6.3.1

Results
Zero field critical point

The specific heat measurements of SrCu2 (BO3 )2 under pressure at zero magnetic
field, shown as Cp (T )/T , are plotted in Figs 6.2(a) and 6.3(a-b). At low pressure,
the specific heat shows a broad peak becoming maximal at temperature Tmax . When
increasing pressure, the Tmax of the peak moves gradually lower in temperature
and becomes proportionately narrower. Between 18 and 20 kbar, it becomes very
narrow and tall (Fig 6.3(a)), bearing all the characteristics of a continuous phase
transition, with diverging observables. After Tmax reaches a lowest measured value
of 3.4 K at P = 20 kbar, it rises with increasing pressure and the peak broadens
again (Fig. 6.3(b)), showing that the system has moved beyond the critical region.
A second small peak appears around 2 K for P ≥ 18 kbar (Fig 6.3(a-b)) and
persists to our upper pressure limit. We expect that this peak corresponds to the
thermal transition out of the plaquette phase. As discussed in chapter 5, there is a
competition between the empty plaquette phase (EPP) predicted by the SSM, and
full plaquette phase (FPP) previously observed in SrCu2 (BO3 )2 . Following the
conclusion of that chapter, we expect that the state we observe above 18 kbar and
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below 2 K is the FPP. Nonetheless, for both phases the important property is that
their ground state is two-fold degenerate (only half of the plaquettes may form
singlets), and thus the thermal transition out of either plaquette phase exhibits an
Ising symmetry, making that for both phases we expect another transition line to be
present. The key observation is that the critical point occurs at a temperature well
above the plaquette transition, consistent with its interpretation as the termination
of a line of first-order transitions.
The specific heat of the Shastry-Sutherland model is simulated with iPEPS using
a D up to D = 20 for the region J/JD ∈ [0.63, 0.73]. All the calculations are run
starting from β = 0, up to either T /JD = 0.02 or when the instabilities occur. The
results for the specific heat, shown as Cp (T )/T , are plotted in Figs. 6.2(b) and 6.3(cd). The Cp (T )/T at J/JD = 0.63 in the dimer phase shows an exponential rise
to a broad maximum at a temperature, Tmax . With increasing J/JD , the broad
peak gradually becomes narrower and Tmax moves to lower temperatures, where on
approaching the transition it changes to a tall, sharp spike at the critical coupling
ratio (Fig. 6.3(c)). The peak at the coupling ratio shows all the characteristics of
a continuous phase transition, with diverging specific heat and correlation length
(Fig. 6.4(a)). The order parameter hS · Si (Fig. 6.4(b)) abruptly jumps at the
same coupling ratio when T < Tc , but changes smoothly as a function of J/JD
when T ≥ Tc . When moving beyond this critical coupling ratio, the peak broadens
again and Tmax rises (Fig. 6.3(d)). In the iPEPS simulations, a small feature (see
Fig. 6.8) is observed in Cp (T )/T at temperatures around T /JD = 0.02, but we
caution against associating this with the Ising transition of the plaquette phase,
because we do not find corresponding behavior in the spin correlations and thus
cannot confirm the reliability of our results at such low temperatures.
We have estimated the precise location of the critical point by a scaling analysis in D.
In figures 6.5(ab) we plot the location of the critical point both in J/JD and T for the
values D = 10, 14, 20, and extrapolate these linearly in 1/D. From this we estimate
the critical temperature and coupling as J 0 /J = 0.67(1), kB Tc = 0.039(6)JD , which
is consistent with the location of the known zero-temperature first order QPT [28].
The extrapolation and the sharp transition in the hS · Si show that the model has,
up to our accuracy, a vertical first order transition line emerging from the T = 0
QPT up to the critical point at Tc , similar to the critical point in the 2D Ising
model. We expect the critical point to be in the Ising universality class because
the transition separates two phases which differ not by symmetry, but only by
a scalar quantity (hS · Si). By analyzing the behavior of the jump of ∆hS · Si
in the vicinity of the critical point for D = 20, we deduce (Fig. 6.5(c)) that the
critical exponent is fully consistent with the value β = 1/8 of an Ising transition.
Making a quantitative comparison between the location of the critical point found in
iPEPS and experiment is difficult because the exact P -dependence of the magnetic
interactions in SrCu2 (BO3 )2 is unknown. Yet, we have estimated the location of
the critical point by a linear extrapolation of the zero field value of JD [177], while
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Figure 6.5: (a, b) Convergence of the critical coupling ratio and temperature
obtained in finite-temperature iPEPS calculations as a function of 1/D. (c) Critical
exponent, β = 0.123(15), of the discontinuity, ∆hSi · Sj i, in the dimer spin-spin
correlation function, demonstrating consistency with the Ising exponent, β = 1/8.
taking a constant J, and take as an error the difference between our estimation and
alternative estimates [180]. This results in a value JD (Pc )/kB = 77(8) K, which
gives the estimate Tc = 3.0(6) K, in excellent agreement with experiment.

6.3.2

Including a magnetic field

To challenge our interpretation of the critical point, we consider the situation in a
magnetic field. Because the field has little effect on the gapped dimer and plaquette
phases, the physics of the critical point should be essentially unaffected. We have
measured the specific heat in fields up to µ0 H = 9 T at different pressures around
the critical point, as plotted in Fig. 6.6(a-c). Near to the critical point (18.2 kbar),
we observe that the peak remains sharp and shows only very minor field-induced
changes. The data at 22.0 kbar shows an initial field-induced suppression of the
low-temperature transition followed by a dramatic change in shape to a sharp
low-T peak with no broad hump at higher energies. The data at 26.5 kbar shows
the field-induced emergence of a new, sharp peak at 9 T, which is suggestive of
the transition to the AF phase. The features at 18.2 kbar are reproduced by our
iPEPS results, shown in Fig. 6.6(d). For a J/JD ratio very close to the D = 14
QPT, the sharp peak due to the critical point undergoes only a minor field-induced
suppression of its position and height, while its width is unaltered. For the g-factor
of SrCu2 (BO3 )2 , a field h/JD ≡ gµB µ0 H/JD = 0.2 corresponds to approximately
11 T.
Turning to the 2 K peak, our 18.2 and 22.0 kbar data show that the field causes a
strong suppression of both its height and position. However, at 9 T for 22.0 kbar,
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Figure 6.6: Evolution of the specific heat with magnetic field up to µ0 H = 9 T
for pressures around the QPT. (a − c) Cp (T )/T at 18.2 kbar (a), 22.0 kbar (b)
and 26.5 kbar (c) for different applied fields up to µ0 H = 9 T. (d) Cp (T )/T at
a coupling ratio, J/JD = 0.686, close to the critical point for D = 14, computed
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temperature scales revealed by our full set of specific-heat measurements, which
separate into high-T features around 4 K and low-T features around and below
2 K.
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another peak has emerged that is quite different in shape, becoming tall, sharp and
isolated from the broad 4 K hump, which has almost vanished. This behavior is
also observed above 4 T in our 26.5 kbar data. In Fig. 6.6(e) we collect all of these
peaks to obtain a clear picture of three key phenomena. First, the 4 K features
remain isolated, changing from sharp to broad with increasing P and H quite
independently of the complex action below 2 K. Second, the thermal transition of
the plaquette phase, occurring at 2 K at 18.2 kbar, is suppressed to zero by fields
of 6 T, even at higher pressures that are expected to stabilize it. Third, the new,
sharp peak appears to emerge at finite temperature at higher pressures and fields;
we believe this to be the ordering transition of the AF phase, but cannot state
definitively whether it is also first-order. Because of the challenges encountered
by our iPEPS calculations at very low temperatures, we are not currently able to
model these transitions reliably.
Recently, similar Cp (T ) data in zero field for SrCu2 (BO3 )2 under pressure have
appeared [182]. These authors did observe the tall, sharp critical-point peak in their
1.9 and 2.1 GPa data (shown only in their Supplemental Materials), but provide no
explanation. They also observe the 2 K peak and ascribe it to a plaquette state. At
pressures beyond the limits of our study, they argue that the 2 K feature develops
into a signature of the AF phase, but do not find the strong, sharp features we
obtain in an applied field (Figs.6.6(bc)).

6.3.3

(P, T, H) phase diagram of SrCu2 (BO3 )2

We combine all the features for SrCu2 (BO3 )2 in a single phase diagram plotted
in Fig. 6.7. Starting at the H = 0 plane, there are a priori two possibilities for
connecting the Ising transition line to the first-order transition line extending from
the QPT to the critical point. (i) The Ising transition line ends when it touches
the first-order line at a temperature T < Tc , forming a critical endpoint [186, 198,
199]. (ii) The point (Pc , Tc ) is in fact a tricritical Ising point, where the first-order
line turns continuously into the Ising line. Possibility (i) is clearly favored by our
specific-heat data, which show the critical point at Pc ' 19 kbar and Tc ' 3.3
K to be well isolated and to exhibit no anomalies around Tc , while the intrinsic
critical temperature of the plaquette phase remains below 2 K. We represent this
situation in the (P, T ) plane of Fig. 6.7. On the scale of the figure, the first-order
line is essentially vertical in temperature [186]. Although a structural transition
is probably associated with the magnetic transition in SrCu2 (BO3 )2 , causing a
discontinuity in the coupling constants, we stress that there is only one transition
as a function of J/JD .
Including the finite magnetic field, we find that the picture of the critical point at
H = 0 is supported by this data. The finite field data indicates a line of critical
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Figure 6.7: Phase diagram of SrCu2 (BO3 )2 illustrated in the full (P, H, T ) space.
The turquoise surface and upper edge of the green region indicate the locations of
the maxima in Cp (T )/T , respectively in the plaquette and dimer phases. These
evolve into the critical point (red star, Tc = 3.3 K) in the (P, T ) plane. The solid
vertical red line below the critical point shows the location of the line of first-order
discontinuities at H = 0; the additional red lines and red grading mark the wall
of discontinuities that extends to finite magnetic field and terminates at critical
temperatures (red circles) that fall only slowly with H. The horizontal magenta
line marks the measured location of the Ising transition out of the plaquette phase
at H = 0. The blue surface marks the volume of parameter space occupied by the
plaquette phase: its upper surface is the continuation of the magenta transition
line to finite fields and at low pressures it is delimited by the wall of discontinuities.
The orange color indicates the surface of thermal transitions into the AF phase.
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points, and a wall of first-order transitions, that dominate the (P, H, T ) phase
diagram. Below Tc (P, H), this wall defines a plane through which the average
dimer spin-spin correlation should change discontinuously, a prediction that may
be tested by measuring the P -dependence of the instantaneous spin correlation
function by neutron scattering, or of phonon modes sensitive to the magnetic
correlations [200].
Below the critical point in Fig. 6.7, our data reveal a wealth of quantum and thermal
phase transitions occurring between 0 and 2 K. The field suppresses the continuous
thermal transitions out of the plaquette phase and in its place we have found the
AF phase, for the first time at pressures as low as 22.0 kbar. The pressure-induced
plaquette-AF QPT is thought to be weakly first-order [28], although it has recently
been proposed as a candidate deconfined quantum critical point [201]. While our
data in different regimes suggest that the field-induced plaquette-AF QPT could be
first- or second-order, there is no clear sign of a second finite-temperature critical
point. An experimental verification of the universality classes of these transitions
poses a challenge to specific-heat measurements under such extreme conditions
of pressure, field and temperature. Nevertheless, given the recent numerical and
experimental progress in probing the thermal properties of frustrated systems, such
verification may soon become possible.

6.3.4

SSM including the DM interaction

The low temperature instability of iPEPS observed in the dimer phase can be
circumvented by adding a small Dzyaloshinskii-Moriya (DM) interaction to the
model, in fact guided by the real spin Hamiltonian of SrCu2 (BO3 )2 [39, 173,
174]. This interaction leads to an entangled ground state, which makes the lowtemperature regime accessible. We have performed additional simulations at zero
field around QPT using the same iPEPS setup as before, but including the interdimer DM interaction. We fix the DM interaction strength at JDM = 0.034, which
is the estimated strength in the compound [174]. The DM interaction prevents the
use of U (1) symmetric tensors, reducing the maximally obtainable bond dimension.
The results for the SSM with the DM interaction for D = 10 are plotted in
Fig. 6.8. Qualitatively, a comparable picture as the D = 20 simulations without
DM interaction is obtained, except that the low temperature instability no longer
appears. This confirms that this instability can indeed be seen as a numerical
artifact. When comparing the figure with Figs. 6.2(b) and 6.4, several finiteD effects can be observed. The location of the critical point is shifted both
in J/JD and T , and the height of the peaks of both Cp (J/JD , T )/T and ξ are
suppressed. However, the qualitative picture of a QPT with a critical point is not
changed by including the DM interaction, reconfirming that the DM interactions
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Figure 6.8: Thermodynamic data obtained from iPEPS calculations with D = 10
performed for the SSM in the presence of DM interactions. These interactions are
placed on the dimer (JD ) bonds with the geometry and magnitude (JDM /JD =
0.034) of SrCu2 (BO3 )2 . They create an entangled ground state in the dimer phase,
which resolves the numerical instabilities observed for the pure Shastry-Sutherland
model at low temperatures, although the reduced symmetry limits the maximum
D to 10. (a) Specific heat, Cp (J/JD , T )/T . (b) Correlation length, ξ, showing
clearly the critical region over which Ising correlations develop. (c) Dimer spinspin correlation function, hSi · Sj i, emphasizing the abrupt onset with decreasing
temperature of a sharp discontinuity as a function of J/JD .

of SrCu2 (BO3 )2 have no effect on the physics of the critical point.

6.3.5

Specific heat of an Ising critical point

In SrCu2 (BO3 )2 , an interesting striking feature of the phase diagram is that the
temperature, Tmax , characterizing the peak in Cp /T reaches a minimum at Tc . We
have investigated the universality of this behavior by comparing the specific heat
around the critical point of the SSM with the specific heat around the critical
point in both the square lattice Ising model and the FFB Heisenberg model (see
Fig. 6.9). The specific heat of the Ising model is obtained by contracting the
tensor-network representation of the partition function using the CTM method,
details are discussed below; the specific heat of the FFB Heisenberg model is
obtained by the stochastic series expansion quantum Monte Carlo approach to
perform simulations on systems of sizes up to 2×32×32 as a function of J⊥ /Jk ,
details on this approach can be found in Refs. [163, 186].
To simulate the specific heat of the Ising model, first the partition function is
mapped to an infinite two-dimensional square lattice network consisting of rank-4
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Figure 6.9: Specific heat, C/T , for a number of 2D models, illustrating its universal
behavior around the Ising critical point. (a) Ising model on the square lattice in
a longitudinal magnetic field, h, obtained by contracting the exact D = 2 tensornetwork representation of the partition function using the CTM method with a
boundary bond dimension χ = 24 [77]. (b) Fully frustrated bilayer model, obtained
by using the stochastic series expansion quantum Monte Carlo approach developed
in Refs. [163, 186] to perform simulations on systems of sizes up to 2×32×32 as a
function of J⊥ /Jk . (c) Shastry-Sutherland model, obtained by iPEPS calculations
with D = 20 as in Fig. 6.2(b).
D = 2 tensors3 . The partition function of any locally interacting classical lattice
models can always be mapped upon such a network [73, 77]. The two-dimensional
network is then contracted via the CTM [77], where the boundary dimension χ
controls the accuracy of the calculation. In this context, χ is directly related to the
correlation length, effectively generating a cutoff for the maximum value around
the critical region [78, 160]. The specific heat is obtained via the free energy using
χ = 24.
The dashed lines in Fig. 6.9 show the positions of the local maxima of the specific
heat, Tmax . These two lines reach an absolute minimum, Tmax = Tc , where they
meet at the Ising critical point, with Tmax increasing as the control parameter is
changed away from the QPT. Thus, the specific heat defines two characteristic
lines in the phase diagram of the Ising critical point, rather than the single line
given by the correlation length (Fig. 6.4(a)) and the critical isochore (Fig. 6.4(b)).
We stress that this contrast is a fundamental property of the Ising model, and
hence of all models sharing its physics. For the Shastry-Sutherland model (c),
the two lines of maxima could be taken to provide a qualitative definition of
dimer-like and plaquette-like regimes, accompanied by a third regime bearing no
clear hallmarks of either T = 0 phase. While the origin of this complex physics
deserves further theoretical analysis, we observe that both types of behavior can
3 In contrast to iPEPS, we work here in a single layer representation e.g. there is only a single
D = 2 bond connecting the different sites in the network.
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be probed experimentally in quantum spin systems by comparing the specific heat
with scattering measurements of the order parameter.

6.4

Conclusion

We have shown that the first-order quantum phase transition in the quantum
magnetic material SrCu2 (BO3 )2 is accompanied by a finite-temperature critical
point analogous to the phase diagram of water. By controlling both pressure and
applied magnetic field, we were able to connect the critical point and the different
phases in the (P, H, T) phase diagram, illustrating the importance of controlling
the environment in studies of criticality and universality.
We have explained the experimental data by simulating the thermodynamics of
the Shastry-Sutherland model. This was done by applying the newly-developed
methods for representing the thermal states of two-dimensional lattice models
with iPEPS. We were able to accurately reproduce the low temperature critical
region and one of the Ising critical exponents. Although we could not conclusively
observe the finite temperature transition into the plaquette phase, several recent
developments [191, 202, 203] might make this accessible in the near-future. Having
access to the finite-temperature regime of frustrated systems in two dimensions
will offer great new insights into the intricate and often unexpected behavior of
these systems.

CHAPTER

7

Conclusion

In this thesis we have focused on two different research lines; the goal of the
first research line was to investigate if it is possible to simulate and detect Z2
topologically ordered phases with iPEPS. In Chapters 3 and 4 we have shown that
this is indeed possible. We have calculated the topological entanglement entropy
and the modular matrices to determine whether a state exhibits Z2 topological
order. We have applied the method to the toric code model and have shown that it
is capable of accurately extracting the location of the phase transition. The toric
code was simulated by a newly developed variational optimization method, which
allows models with longer ranged and/or multi-site interactions to be treated more
easily and in a computationally more efficient way.
What would be the next possible steps to take in this direction? A natural
application would be to use this method in the search for gapped Z2 quantum
spin liquid phases. A strength of the iPEPS ansatz is that it is able to accurately
represent ground states of systems that are severely frustrated, which is where
such a phase might arise. A candidate would be the spin- 12 Kagome Heisenberg
model, where the gapped Z2 topologically ordered state has been proposed as one
of the possible candidate ground states [123, 204, 205]. Alternatively, studies on
the Kitaev-Heisenberg model and its generalizations have suggested a number of
different quantum spin liquids, including a gapped Z2 topologically ordered one [206,
207]. Another reason to focus on these models is that, besides the theoretical
interest, they also have experimental relevance [20]. A second direction could be to
extend the current approach to non-abelian topological phases. A different method
to detect topological order with iPEPS has recently been introduced to simulate
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abelian topological phases [147], and it has also been generalized and applied to
the exact tensor network representation of non-abelian models [208].
The second main research line has been to study SrCu2 (BO3 )2 under pressure
by simulating the Shastry-Sutherland model with iPEPS. In chapter 5, we have
studied the competition between the full-plaquette phase ground state observed
in SrCu2 (BO3 )2 and the empty plaquette phase ground state predicted by the
Shastry-Sutherland model. By constructing a model which takes into account
the effects of a possible lattice distortion, we have provided a theory compatible
with the observed ground state. This model predicts the full-plaquette phase as
ground state, and we have shown that this phase is in much better agreement with
the experimental data than the empty plaquette phase predicted by the ShastrySutherland model. Yet, additional experimental data is required to definitively
confirm or discard this prediction.
The study of SrCu2 (BO3 )2 under pressure with iPEPS was continued in chapter 6,
where we have simulated the Shastry-Sutherland model at finite temperature.
Using the newly developed techniques presented in Refs. [177, 188], we were able
to accurately simulate the dimer-plaquette phase transition at finite temperature
and observe that this transition extends from T = 0 up to Tc , where it terminates
in a continuous critical point. Remarkably, exactly the same critical point physics
is observed in the experimental specific heat data of SrCu2 (BO3 )2 under pressure.
The excellent agreement shows that, even in the extremely challenging regime of a
strongly frustrated two-dimensional system at finite temperature, iPEPS is capable
of accurately reproducing the correct physics.
The behavior of a first order quantum phase transition extending into a finitetemperature critical point was also observed in other systems besides the ShastrySutherland model, namely the fully frustrated bilayer Heisenberg model and the
two-dimensional classical Ising model. We have investigated the universality of
this behavior by comparing the specific heat characteristics of these models around
their critical point, and observe that these look very similar. We actually anticipate
that the observed behavior of a first order quantum phase transition extending into
a finite temperature critical point should occur in other systems. In this project we
have shown, both experimentally and theoretically, that it is possible to accurately
find and study these critical points.
The results in this thesis contribute to the overall progress in simulating strongly
correlated systems with tensor network algorithms. Reflecting over the course of the
research, it has been astonishing how much these algorithms have evolved. Several
technical advancements have considerably changed the way these simulations
are being performed, such as new fixed point contraction algorithms [209], the
use of variational optimization techniques to find the iPEPS tensors [103, 104],
different techniques to simulate two-dimensional thermal states [188, 191, 194,
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196], techniques to simulate low-lying excitation spectra [210–212], improved
extrapolations of observables [110, 160, 161, 213] and using automatic differentiation
in the optimization step of tensor network states [105, 214, 215]. These developments
illustrate that, even though tensor network algorithms are already capable of giving
state-of-the-art results, as a computational method they are still in their early life
and actively under development. At this point, it seems that we have only seen the
tip of the iceberg of possible applications and tensor network algorithms surely will
have a vital role in advancing our understanding of quantum many-body systems.

APPENDIX

A

Obtaining thermal states via free energy
minimization

A.1

Introduction

We have investigated a new method to obtain a tensor network representations of
thermal states. For a fixed β, a thermal state always has a strictly lower free energy
than a non-thermal state. We use this property to develop a method which obtains
thermal states of one-dimensional lattice models in the thermodynamic limit by a
minimization of the free energy functional. We represent the purification of the
one-dimensional thermal density matrix by an infinite matrix product operator
(iMPO), very similar to the infinite projected entangled pair operator (iPEPO)
used in chapter 6 for two-dimensional systems. The free energy functional contains
a contribution of the entropy of the state, which is a very difficult quantity to
accurately calculate in the thermodynamic limit. We introduce a scheme to estimate
the entropy by constructing the reduced density matrices of differently sized blocks
of consecutive lattice sites. We then calculate the entropy for these density matrices
and observe how the entropy per site, called the mean entropy [216, 217], converges
in block size. The optimization is done via a Broyden-Fletcher-Goldfarb-Shanno
(BFGS) quasi-newton method [115–118], where we calculate the gradient of the free
energy with respect to a local tensor via automatic differentiation [105]. We test
the validity and accuracy of the method by obtaining thermal states of the onedimensional quantum XY model for a wide range of temperatures and comparing
them with the exact solution.
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Minimization of free energy
Purified matrix product operator setup

To represent the density matrix with a tensor network, we use a similar setup as
in chapter 6. The main difference is that, because we simulate one-dimensional
models, the purified state |Ψ(β)i is represented by an infinite matrix product
operator (iMPO). Each local tensor in the iMPO has a physical and an ancilla
index, both of size d, and two auxiliary legs of size D. Because the system is
translationally invariant, the ansatz consists of a repetition of the same tensor, as
shown in Fig. A.1(a). The density matrix is obtained from the pure state by
ρ̂(β) = Tra [|Ψ(β)ihΨ(β)|],

(A.1)

where Tra means tracing over the ancilla space. Calculations in the iMPO representation are simplified by working with the transfer matrix T . The transfer matrix is
constructed by tracing over both the physical and ancilla indices of a local tensor
and its hermitian conjugate. The evaluation of the norm Tr[ρ̂] reduces to a product
of transfer matrices (Fig. A.1 (a)), which can be evaluated by calculating the
left and right dominant eigenvectors of T , vl/r and the corresponding eigenvalues
λl/r (see Fig. A.1(b)). We normalize the eigenvectors such that vl vr = 1. The
eigenvectors give the exact environment of a local site, and can therefore also be
used to evaluate local observables (Fig. A.1(c)).
The free energy of a density matrix is defined as
F [ρ̂] = hĤi −

1
S[ρ̂],
β

(A.2)

where hĤi = Tr[ρ̂Ĥ] is the energy expectation value and S[ρ̂] = −Tr[ρ̂ log ρ̂] the
von Neumann entropy of the density matrix. The crucial property of the free energy
is that, for a given β, the thermal state corresponds to the density matrix which
minimizes the free energy functional. This can be seen by looking at the quantum
relative entropy between a general state ρ̂ and the thermal state σ̂ = Z1 e−β Ĥ , given
as
S(ρ̂||σ̂) = Tr[ρ̂(log ρ̂ − log σ̂)]
(A.3)
= β[F [ρ̂] − F [σ̂]].
Because the relative entropy is strictly positive (see for instance Ref. [48]), a general
state ρ̂ always obeys F [ρ̂] ≥ F [σ̂] where the equality only holds when ρ̂ = σ̂.
Therefore, one can approximate the thermal state by varying a general ρ̂ such that
it minimizes the free energy. To work in the thermodynamic limit, we instead
consider the free energy density f [ρ̂] = limL→∞ F [ρ̂]/L = e − β1 s, where e is the
energy density and s the entropy density, which we will also refer to as the mean
entropy.
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Figure A.1: The setup used to represent the thermal density matrix for a onedimensional lattice model in the thermodynamic limit. (a) The density matrix is
constructed from a purified state and tracing over the ancilla dimensions (shown
in red) as described in Eq. A.1. The norm of the state is obtained by a product
of transfer matrices. (b) The left and right dominant eigenvectors of T . (c) The
network to evaluate a contribution of the Hamiltonian. The environment of the
local tensors is given by the left and right the eigenvectors of T .

116

A.2.2

Chapter A. Obtaining thermal states via free energy minimization

Mean entropy

The entropy is estimated by constructing the reduced density matrices of differently sized blocks of consecutive lattice sites. Concretely, we take a translational invariant state ρ̂ and calculate for these lattice sites the reduced density
matrices {ρ̂1 , ρ̂2 , ..., ρ̂lmax }, where ρ̂l is the reduced density matrix of a block
A = {i, i + 1, ..., i + l} defined as
ρ̂l = TrĀ [ρ̂],

(A.4)

and lmax indicates the maximum block size. Due to translational invariance, the
density matrix is labeled by only a single subscript. We also calculate for all the
reduced density matrices their entropies Sl = −Tr[ρ̂l log ρ̂l ], to obtain a set of block
entropies {S1 , S2 , ..., Slmax }. Note that, because the initial ρ̂ is a mixed state, Sl
should not be interpreted as the entanglement entropy; it possesses both quantum
and classical correlations.
Using the translational invariance of the chain combined with the subadditivity1
property of the von Neumann entropy, one can generate a number of bounds
relating the different Sl . Consider for instance the entropies for block sizes up to
lmax = 4: the entropies S1 , S2 , S4 are related by the subadditivity as S2 ≤ 2S1
and S4 ≤ 2S2 ≤ 4S1 . These relations can be used to place an upper bound on
the entropy per site (sl = Sl /l), namely s4 ≤ s2 ≤ s1 . This pattern continues for
larger l, giving an increasingly stronger bound on the entropy per site. Yet, from
the subadditivity it also follows that this sequence will converge to a finite value
once lmax is large enough that the reduced density matrix can be separated as
ρ̂lmax +1 = ρ̂lmax ⊗ ρ̂1 . The value it converges to, referred to as the mean entropy
s, can be used to estimate the entropy of the chain in the thermodynamic limit.
These bounds have been studied in a more general setting in Refs. [216, 217], where
they derive, by also using the strong subadditivity of entropy [48], the following
relations
Sl
s = lim
= lim (Sl − Sl−1 )
l→∞ l
l→∞
Sl+1 − Sl ≤ Sl − Sl−1 , l > 1
(A.5)
Sl
Sl−1
≤
, l > 1.
l
l−1
The first line shows two sequences which converge towards the mean entropy when
increasing the block size, while the second and last line show that both sequences
converge monotonically from above towards s with increasing l.
We use these relations to estimate the entropy of a density matrix.
1 The

Using

subadditivity property of the von Neumann entropy states that for a state ρ̂AB defined
over two Hilbert spaces A and B, S(ρ̂AB ) ≤ S(ρ̂A ) + S(ρ̂B ), where the equality only holds if
ρ̂A = ρ̂A ⊗ ρ̂B [48].
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Figure A.2: Examples of the diagrams evaluated to construct the reduced density
matrices ρ1 , ρ2 and ρ3 . The left and right eigenvectors are obtained as described
in Fig A.1(b).

the MPO representation we calculate successive series of reduced density matrices {ρ1 , ρ2 , ..., ρlmax }, as shown in Fig. A.2, and their associated entropies
{S1 , S2 , .., Slmax }. The computational cost of calculating the entropy scales exponentially in the size of the block, severely limiting the reachable sizes. Therefore,
the accuracy of the entropy estimation depends on how well the sequence is converged within the maximally obtainable block size. To counteract this limitation
we extrapolate (Sl − Sl−1 ) as a linear function of 1/l to obtain sExt , an estimate of
the mean entropy in the thermodynamic limit. To determine the quality of the
entropy estimation we keep track of ∆s = (Slmax − Slmax −1 ) − sExt , which vanishes
when the estimation is sufficiently converged.

A.2.3

Optimization via automatic differentiation

Recently, a new series of methods have been introduced which apply automatic
differentiation (AD) in tensor network calculations [105, 214, 215]. Automatic
differentiation allows one to obtain the exact gradient of a function with respect
to the input variables at a computational cost not exceeding that of the original
function. This is done by constructing the computation of a function as a fully differentiable computational graph. Having evaluating the function, all the performed
operations can be backpropagated through this computational graph to obtain
the exact gradient. To use AD, one does require all the individual operations to
have well-defined derivatives. We have implemented the optimization with AD by
using the PyTorch library [218] as well as the techniques presented in Ref. [215] to
construct a differentiable dominant eigensolver.
We apply AD to obtain the gradient of the free energy with respect to the input
tensors. Having obtained the gradient, we minimize the free energy by the BroydenFletcher-Goldfarb-Shanno (BFGS) quasi-newton method [115–118]. The method is
converged when it is no longer possible to find a suitable step-size which would
decrease the free energy. Because the actual optimization is highly dependent on
the initial conditions, we apply the optimization routine upon several initial states
and take the state with the lowest free energy as the best representation of the
thermal state.
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A challenge of the optimization is that the entropy is estimated from above, which
violates the variational nature of the free energy. Therefore, if the entropy estimate
is not properly converged within the maximally obtainable block size, the free
energy is no longer bounded from below. The effect is reduced by using a linear
extrapolation to estimate the mean entropy. Yet, the optimization procedure tries
to find states that maximize the entropy, making this procedure biased towards
solutions which break the variational nature within the maximally obtainable block
size. We counteract this by calculating the entropy of the final state at a larger
lmax than during the optimization.

A.3

Results

We have used the method to find the thermal density matrix of the one-dimensional
isotropic spin- 21 XY model. The Hamiltonian is given by
Ĥ =

X

[Six Sjx + Siy Sjy ]

(A.6)

hiji

where the summation runs over the nearest neighbor pairs in the chain. The model
has an exact solution for the thermal state, allowing us to check the validity and
benchmark the scheme.
We apply the method for different values for β. During the optimization we calculate
the reduced density matrices for block sizes up to lmax = 8, and extrapolate the
last three values of Sl − Sl−1 as a linear function in 1/l. Once the optimization is
terminated, we calculate Sl − Sl−1 up to lmax = 12 to improve the final estimation
of the free energy. To illustrate the behavior of the entropy, Fig. A.3 shows the
behavior of four D = 10 fully converged simulations at β = 1, 5, 10, 20. The entropy
of the β = 1 simulation is very well converged (∆s = 5.4 × 10−11 ) within the
reachable block sizes. When β increases, the entropy estimation becomes more
challenging, as reflected by an increasing ∆s.
We test the accuracy of the method by comparing the free energy of several
simulations with the exact solution. For each temperature, we optimize several
initial states and pick the one with the lowest free energy. The results are shown in
Fig. A.4. In the β < 1 regime, the entropy is well converged within the reachable
block sizes, resulting in an accurate representation of the thermal states. In the
regime β > 1, the entropy estimation becomes more challenging (see Fig. A.3(b-d)),
resulting in an increased error. Interestingly, when β > 20 the accuracy of the
method again increases slightly. In this regime, the entropy is a less dominant
contribution to the free energy because it gets suppressed with increasing β.
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Figure A.3: The estimation of the mean entropy of the optimized D = 10 state for
the one-dimensional isotropic spin- 12 XY model for four temperatures. Each plot
shows Sl −Sl−1 for l = [3, .., 12] and a linear extrapolation of the last five values. The
maximal block size considered during the optimization is, however, limited to lmax =
8. The ∆s of the simulations shown in (a − d) is 5.4 × 10−11 , 1.5 × 10−5 , 1.1 × 10−3
and 5.6 × 10−3 , respectively.
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Figure A.4: The relative error δf /f between the simulated thermal state of the
one-dimensional isotropic spin- 12 XY model and its exact solution for D = [5, 10, 20].
The free energy is calculated with the linear extrapolated mean entropy for or
block sizes up to lmax = 12. The error bar on the state is obtained as the difference
of the free energy calculated with (Sl − Sl−1 ) and sExt .

A.4

Discussion and outlook

We have investigated an alternative method to obtain thermal states for onedimensional systems in the thermodynamic limit by directly minimizing the free
energy. The entropy of the state in the thermodynamic limit is estimated by
calculating the reduced density matrices of blocks of consecutive lattice sites and
observing how the mean entropy converges in block size. The method establishes
that minimizing the free energy can be a way to obtain accurate representations of
thermal states. Besides, the method is another example showing how automatic
differentiation can be used within tensor network calculations.
What are the benefits of this approach? Compared to the methods which approximate e−β Ĥ by a Trotter-Suzuki decomposition, such as the tensor renormalization
group (TRG) algorithms [73, 191, 192, 214], this approach has two conceptual
benefits. First, because the method targets the free energy directly it enables
one to systematically compare different simulations. Similar as in ground state
calculations, we are able to try different initial states to see which would result in
the most optimal thermal state. The second benefit is that the method can directly
target a specific temperature, instead of necessarily starting from the β = 0 limit
and iteratively cooling down. This can be very beneficial when targeting states at
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a large β. However, the state-of-the-art approaches produce, for the same D, representations of the thermal state which are more accurate (see for instance Ref. [214]).
These methods also generalize easier to finite-sized or higher-dimensional systems,
making them favorable as a computational approach.
The major shortcoming of the current scheme lies in the way the entropy is estimated.
The computational cost of the entropy estimation scales exponentially with the size
of the blocks, making it unsuited for systems where the entropy does not converge
in the reachable sizes. Moreover, the entropy estimation breaks the variational
principle, which limits the accuracy of the optimization. This also greatly limits the
applicability of this method in two-dimensional systems, where typically an even
greater number of lattice sites are needed to accurately approximate the entropy.
A possible way to reduce the computational cost of the entropy estimation is to
reduce the size of the ancilla space. Although this reduces the total entropy the
state could represent, at a sufficiently large β the state does not saturate this
entropy. Therefore, this would enable to calculate the entropy over a larger block
sizes, increasing the accuracy of the estimation. Because a setup with a reduced
ancilla dimension still obeys the variational principle, a direct comparison with
other setups can be made to see if this approximation is valid.
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Summary

Studying topological order and Ising criticality
with tensor network algorithms

A great variety of interesting phenomenon can be found in systems where many
particles strongly interact. These systems typically are, however, very challenging
to accurately study and usually powerful numerical methods are required. In the
past decades tensor network algorithms have emerged as a new computational
approach. These algorithms represent the wave function of quantum many body
systems by a variational state consisting out of a set of tensors. The justification of
these methods lies in that typically ground states of gapped Hamiltonians follow an
area law of entanglement entropy. The states that follow the area law are precisely
the ones targeted by a tensor network state. In this thesis we focus specifically
on the infinite projected entangled pair states (iPEPS) ansatz, which is a tensor
network state designed for the simulation of two-dimensional strongly correlated
systems in the thermodynamic limit. Even though iPEPS as variational ansatz
is still a (relatively) new approach, it is already found to be a very competitive
approach for simulating ground states of strongly-correlated systems. We use
the iPEPS ansatz to simulate either the ground state or the thermal state of
two-dimensional models that fall within the field of quantum magnetism.
This thesis contains the results of two main research lines; in the first research line,
presented in chapters 3 and 4, we investigate whether it is possible to use iPEPS
for the simulation of Z2 topologically ordered systems. We present an approach to
identify topological order based on unbiased iPEPS simulations, i.e. where we do
not impose a virtual symmetry on the tensors during the optimization of the tensor
network ansatz. As an example, we consider the Z2 topologically ordered ground
state of the toric code model in a magnetic field. We show that the optimized
tensors, when brought into the right gauge, are approximately Z2 symmetric, and
they can be fully symmetrized a posteriori to generate a stable topologically ordered
state, yielding the correct topological entanglement entropy and modular S and
U matrices. To compute the latter we develop a variant of the corner-transfer
matrix method which is computationally more efficient than previous approaches
based on the tensor renormalization group. The Hamiltonian of the toric code
contains four-body interactions, which are not easily treated by the standard tensor
network optimization methods. We therefore develop an alternative variational
energy optimization approach for iPEPS. The new method calculates the gradient
of the network by iteratively recovering the individual energy environments of the
tensors. It allows models with longer ranged and/or multi-site interactions to be
treated more easily and in a computationally more efficient way.
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The focus of the thesis then shifts towards the second main research line: using
iPEPS to investigate the physics of the compound SrCu2 (BO3 )2 under pressure.
This compound is very accurately described by the Shastry-Sutherland model,
a square lattice spin- 12 Heisenberg model with an additional dimer interaction.
Remarkably, an applied hydrostatic pressure on the compound SrCu2 (BO3 )2 acts
to control the ratio between the couplings in the Shastry-Sutherland model. The
model is known to exhibit a narrow plaquette phase in between a dimer and an
antiferromagnetic phase. In the vicinity of the plaquette phase the model is very
challenging to accurately simulate: the severe frustration in this regime leads to a
strong competition between several phases. We use the iPEPS ansatz to perform
two separate studies on this model and its relation to the compound SrCu2 (BO3 )2 .
Chapter 5 investigates the plaquette phase observed in the SrCu2 (BO3 )2 under
pressure, which differs from the plaquette phase predicted by the Shastry-Sutherland
model. To explain this difference, we introduce a distorted Shastry-Sutherland
model which accurately predicts the observed phase. The ground state phase
diagram of this model is constructed with iPEPS and higher order series expansion,
and it is observed that the plaquette phase predicted by this model is in much
better agreement with the experimental observations than the plaquette phase of
the original Shastry-Sutherland model. We show that the plaquette phase observed
in SrCu2 (BO3 )2 is actually the same phase as the previously predicted Haldane
phase.
In the second study on SrCu2 (BO3 )2 , presented in chapter 6, we demonstrate by
high-precision specific-heat measurements under pressure and applied magnetic
field that the pressure-temperature phase diagram of SrCu2 (BO3 )2 has a first-order
transisition line ending in an Ising critical point. We provide, to our knowledge,
the first observation of a finite temperature critical-point in a pure spin-system. A
quantitative explanation of the data is obtained by investigating the thermodynamics of the Shastry-Sutherland model with iPEPS. The observation of this critical
point, and the remarkable agreement between theory and experiment open a new
dimension in understanding the thermodynamics of quantum magnetic materials.

Samenvatting

Het onderzoeken van topologische orde en Ising-faseovergangen
met tensornetworkalgoritmes

In systemen waar veel deeltjes een sterke interactie hebben met elkaar kan een
grote variëteit aan fenomenen gevonden worden. Deze systemen zijn echter over
het algemeen erg lastig om te bestuderen en hebben daarvoor vaak nauwkeurige
numerieke methodes nodig. In de laatste decennia zijn tensornetwerkalgoritmes
in opkomst als een nieuwe numerieke techniek. Het idee van deze algoritmes is
om de golffunctie van een systeem te beschrijven als een variationele toestand
bestaande uit een set tensoren. In dit proefschrift bekijken we specifiek naar een
tensornetwerktoestand ontworpen voor tweedimensionale systemen in het thermodynamisch limiet: de oneindige geprojecteerde verstrengelde paartoestanden (beter
bekend als ”infinite projected entangled pair states” kortweg iPEPS). Alhoewel
het gebruik van iPEPS als variationele toestand een relatief nieuwe techniek is,
geeft het nu al competitieve resultaten wanneer het wordt gebruikt voor berekening
aan de grondtoestand van sterk gecorreleerde systemen. We gebruiken iPEPS
voor het simuleren van de grondtoestand of de thermische equilibriumtoestand van
tweedimensionale kwantummagneten.
Dit proefschrift bevat de resultaten van twee onderzoeksrichtingen; De eerste onderzoeksrichting, beschreven in de hoofdstukken 3 en 4, betreft het onderzoeken van
of het mogelijk is een Z2 topologisch geordend systeem te simuleren met iPEPS.
We presenteren een nieuwe manier om de topologische orde te identificeren waar
we niet gedurende de optimalisatie de virtuele symmetrie hoeven vast te leggen.
Als voorbeeld kijken we naar de Z2 topologische geordende grondtoestand van
het torische-code-model in een extern magnetisch veld. We laten zien dat de
geoptimaliseerde tensoren, als ze correct geijkt zijn, bij benadering Z2 symmetrisch
zijn. De symmetrie kan achteraf in de tensoren worden aangebracht waarmee een
stabiele topologisch geordende toestand kan worden gecreëerd met een correcte
topologische verstrengelingsentropie en modulaire S- en U-matrices. Om deze matrices te berekenen hebben we een nieuwe variant van de CTM methode ontwikkeld
die computationeel efficiënter is dan de vorige methodes gebaseerd op TRG. De
Hamiltoniaan van het torische-code-model bevat interacties tussen vier verschillende deeltjes die niet efficiënt gesimuleerd kunnen worden door middel van de
bestaande iPEPS optimalisatiealgoritmes. We hebben daarom een alternatieve variationeel iPEPS optimalisatiealgoritme ontwikkeld dat de gradient van het iPEPS
netwerk berekent door de individuele energieomgevingen van de tensoren recursief
te construeren. Deze methode kan makkelijker en efficiënter worden toegepast op
modellen met langeafstandsinteracties en/of interacties tussen meerdere deeltjes.
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Het proefschrift richt zich daarna op de tweede onderzoeksrichting: het gebruik van
iPEPS om het gedrag van het materiaal SrCu2 (BO3 )2 onder druk te onderzoeken.
Dit materiaal wordt goed beschreven door het Shastry-Sutherland model, een
tweedimensionaal spin- 12 Heisenberg model op een vierkant rooster met een extra
diagonale interactie. Het blijkt dat het toepassen van hydrostatische druk op het
materiaal SrCu2 (BO3 )2 overeenkomt met het variëren van de koppelingratio’s in het
Shastry-Sutherland model. Het is bekend dat het model een smalle plaquettefase
heeft tussen de dimeer singlet en de antiferromagnetische fase. Rondom deze
plaquettefase is dit model erg lastig om nauwkeurig te simuleren: de grote frustratie
in dit regime leidt tot een sterke competitie tussen de verschillende fases. We
hebben de iPEPS ansatz gebruikt om twee studies uit te voeren op dit model en
zijn relatie tot het materiaal SrCu2 (BO3 )2 .
Hoofdstuk 5 onderzoekt de waargenomen plaquettefase in SrCu2 (BO3 )2 onder druk,
die niet overeenkomt met de plaquettefase die wordt voorspeld door het ShastrySutherland model. Om dit verschil te verklaren introduceren we een vervormd
Shastry-Sutherland model. We construeren voor dit model de fasediagram van
de grondtoestand met behulp van iPEPS en hoge-orde reeksontwikkelingen en
vinden dat de door dit model voorspelde plaquettefase veel beter overeenkomt met
de experimentele data dan de plaquettefase voorspeld door het oorspronkelijke
Shastry-Sutherland model. We laten ook zien dat de plaquettefase gevonden in
SrCu2 (BO3 )2 overeenkomt met een eerder voorspelde anisotropische Haldanefase.
In het tweede onderzoek naar SrCu2 (BO3 )2 staat in hoofdstuk 6. Hier laten we met
behulp van hoge precisie metingen van de soortelijke warmte van SrCu2 (BO3 )2 onder
druk en in een extern magnetisch veld zien dat in de druk-temperatuur fasediagram
van SrCu2 (BO3 )2 een Ising kritiek punt aanwezig is aan het eind van de eerste-orde
faseovergang. Dit is de eerste observatie van een eindige-temperatuurs kritiek
punt in een systeem dat alleen bestaat uit spins. We kunnen deze observatie
theoretisch verklaren door de thermodynamica van het Shastry-Sutherland model
te simuleren met iPEPS. De observatie van dit kritieke punt en de opmerkelijke
overeenkomst tussen theorie en experiment opent een nieuwe richting in het begrip
van de thermodynamica van kwantummagneten. “”
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