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I can indeed say that my representations follow one another;
but this is only to say that we are conscious of them as in a
time-sequence, that is, in conformity with the form of inner
sense.
Immanuel Kant, Critique of Pure Reason, 1781

This is my letter to the World
That never wrote to Me–
The simple News that Nature told–
With tender Majesty
Her Message is committed
To Hands I cannot see–
For love of Her– Sweet– countrymen–
Judge tenderly– of Me
Emily Dickinson
Poem No. 441, 1862
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CHAPTER 1

Introduction
1.1 Seeing is easy, describing why - is not
We see the world around us seemingly effortlessly, yet, we are continually
engaged in constructing our reality. The amount of information hitting our senses
at any given moment is immense, but the world still appears to make perfect sense
to us because we can engage with it in a selective and predictive manner. While
walking the vibrant streets of Amsterdam, we can easily shift our focus from a
conversation we are having with a person next to us to the colorful facades of
canal houses and then eventually to our left to verify the expectation of cars
coming from that direction before crossing the street. As illustrated in this reallife example, we can selectively focus on some things in our environment, guided
either by what we prioritize at a given moment or by our expectations about where
or when something might happen. Clearly, these shifts guided by relevance or
expectation impact what we see and how we see it, or in other words, they shape
the content of our awareness. The ease of our perception is supported by several
mechanisms evolved to alleviate the processing burden our brain is faced with.
Yet, we are almost never aware of the inner workings of those mechanisms and
how they give rise to or shape our perception. To shed light on this, combining
visual paradigms with neural recordings and machine learning analysis
techniques, in this thesis I examined how perception follows from the activity at
different stages of visual processing and to what extent what we consciously
perceive is determined by the ability to attend to and to form expectations about
our visual inputs.
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1.2 On objective and subjective aspects of seeing
Visual inputs hitting the retina initiate a cascade of neural processes, which, after
passing through the thalamus, recruit a hierarchy of visual areas along the ventral
and dorsal visual pathways (Lamme & Roelfsema, 2000). The key objective of
vision is to achieve perceptual organization and segmentation, i.e., to group
certain visual features into coherent objects which are segregated from other
objects and background elements (Roelfsema, 2006). According to the theory of
recurrent processing (Lamme, 2006; Lamme & Roelfsema, 2000; Roelfsema,
2006), this is achieved through selective top-down re-activation of neurons that
encode features belonging to an object. Neurons with large receptive fields that
encapsulate entire objects modulate processing of neurons encoding smaller
features of an object, so to bind them together via recurrent connections
(horizontal or feedback connections that are modulatory) (Roelfsema, 2006).
However, conscious visual perception of a certain visual content entails a
transition from a non-conscious representation to a conscious one, accompanied
by an experience of subjective phenomenal qualities of the content, the so-called
qualia (e.g., the sensation of seeing red or hearing a piece of music).
Understanding how conscious perception emerges from non-conscious neural
events in the brain is one of the main aims of the empirical study of consciousness
(Block, 2005; Cohen & Dennett, 2011; Dehaene & Charles, 2014; Lamme, 2010).
According to one class of theories of consciousness (Lamme, 2006, 2010;
Oizumi, Albantakis, & Tononi, 2014; Tononi, 2004), the subjective aspect of
vision emerges as a consequence of recurrent processing, leading to information
integration and transition into awareness. Recurrent interactions between active
neural populations in sensory regions bind visual inputs together into unifying
percepts, which is the minimal neural basis of conscious experience. This
definition of conscious perception places the emphasis on the phenomenal aspect
of subjective experience (Block, 2005; Fahrenfort & Lamme, 2012; Lamme,
2010). Another class of theories posits that empirical study of consciousness
cannot separate phenomenology from the functional aspect of consciousness
(Baars & Franklin, 2007; Cohen & Dennett, 2011; Dehaene, Changeux,
Naccache, Sackur, & Sergent, 2006; Dehaene & Naccache, 2001). A theory
exemplifying this stance is the Global (Neuronal) Workspace Theory (Baars &
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Franklin, 2007; Dehaene et al., 2006), according to which conscious experience
is inextricably linked to the ability to access information. Conscious access is
achieved through global broadcasting and flexible information sharing between
multiple non-conscious specialized processing systems, such as memory,
attention, language, action-planning, decision-making, etc. (Dehaene &
Changeux, 2011; Dehaene et al., 2006; Dehaene, Charles, King, & Marti, 2014b).
Thus, information is consciously represented when globally available, supported
by the ignition of a large-scale network of higher (parietal and frontal) cortical
regions.
While these two classes of neuroscientific theories of consciousness
disagree about the minimally sufficient activity that is able to give rise to
conscious experience, namely, whether neural representations arising from
recurrent interactions confined to sensory areas are sufficient for conscious
experience, both camps agree that experience that can be reported is conscious.
In the following chapters, we adopt an approach that focuses on studying the
factors that influence whether a representation becomes consciously accessed,
thus those that are linked to overt behavioral performance and report as their
defining property. Thus, to clarify further, we do not assume a contrastive
approach that contrasts conscious and unconscious alternatives of a phenomenon
in order to isolate a process or a characteristic that is essentially conscious
(Doerig, Schurger, & Herzog, 2020). Rather, the present work focuses on
studying accessed contents of visual awareness as a function of relevance and
expectations and their effects in modulating time-varying dynamics of visual
information processing.

1.3 Attention and prediction in conscious visual perception
Conscious perception is surprisingly limited. While early visual processes
triggered by multiple visual events can unfold in parallel fashion, only a subset
of events gets processed up to the level of conscious access at a given point in
time (Marti & Dehaene, 2017). These limitations have been demonstrated with a
variety of psychophysical techniques for manipulating visual perception (Kim &
Blake, 2005). When required to search for two visual targets in a rapid stream of
distractor stimuli, such as in the rapid serial visual presentation (RSVP)
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paradigm, observers are very likely to miss the second target when it is presented
in close temporal proximity (200 to 500 ms) to the first target and among
distractors, a phenomenon known as the attentional blink (AB) (Raymond,
Shapiro, & Arnell, 1992). It is commonly held, as the name suggests, that the AB
occurs due to a lapse of attention, which prevents the second target to be
processed up to the level that supports conscious report (Dehaene et al., 2006;
Sigman & Dehaene, 2008) and hence suggests that attentional selection is critical
for conscious access. Interestingly, the AB is not under voluntary control and
occurs despite the foreknowledge of the likelihood of the second target (Kim &
Blake, 2005). What and how well we perceive something is thus heavily impacted
by top-down (i.e., endogenous) attention (Chun, Golomb, & Turk-Browne, 2011)
but also by predictions about the world based on our past experience (Hohwy,
2013; Summerfield & De Lange, 2014). In my thesis, I aimed to examine how
mechanisms of attention and prediction affect visual information processing and
(conscious) access.
At a given point in time, we can voluntarily choose to focus on some
aspects of our environment while ignoring other aspects and in such a way
compensate for the inability to represent everything that is available to our senses.
This set of mechanisms to prioritize relevant over irrelevant information is
commonly known as attention. Although attention is multifaceted, selection is the
core function of all its sub-domains (Carrasco, 2011; Chun et al., 2011). Based
on our current goals or environmental demands, attention permits selective
focusing of processing capacities on certain memory traces, spatial locations,
object features or tasks at the expense of others, in order to optimize and alleviate
processing and representational demands on the brain. Research has shown that
allocating attention to specific locations or object features modulates their
sensory processing and improves their detection and discrimination. Attention
has been shown to modulate the strength of early visually evoked signals, leading
to stronger neural responses to attended versus unattended stimuli (Di Russo,
Martinez, & Hillyard, 2003; Luck et al., 1994; Noesselt et al., 2002).
Furthermore, attention was found to increase the population response tuning to
attended features (Jehee, Brady, & Tong, 2011; Ling, Liu, & Carrasco, 2009).
This suggests that the ability to prioritize and selectively allocate attention
facilitates sensory processing and ensuing perception. Yet, how early in the
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processing stream attention can modulate visual information processing is still
topic of active debate (Slotnick, 2013). In the domain of visuospatial attention,
the majority of human studies have found no evidence that attention can modulate
the first feedforward sweep of activation, as reflected in the amplitude of the
earliest event-related potential (ERP), the C1 (e.g., Baumgartner et al. 2018;
Bayer et al. 2017; Di Russo et al. 2012; Di Russo et al 2003; Martinez et al. 2001;
Martínez et al. 1999; Noesselt et al. 2002). Yet, several human M/EEG studies
(Kelly et al. 2008; Poghosyan and Ioannides, 2008; Rauss et al. 2012; Rauss et
al. 2009; Slotnick et al. 2002) challenge this conclusion by showing attentional
modulations of the C1. Aiming to settle this debate, in Chapter 2, I therefore
investigated how early spatial attention can modulate visual processing using the
C1 ERP component as a proxy measure for activity of primary visual cortex.
Conscious visual perception is also impacted by our existing knowledge
and expectations about the world. Although we are not always explicitly aware
of this, sensory signals are spatially and temporally highly structured. This feature
of our environment allows us to form sensory predictions about the world around
us (Summerfield & De Lange, 2014). According to the highly influential
predictive processing framework, perception is to a large extent a process of
active inference based on previous experience, and not a passive stimulus-driven
process, as it was long considered (Clark, 2013; de Lange, Heilbron, & Kok,
2018; Friston, & Kiebel, 2009; Hohwy, 2013; Rao & Ballard, 1999). At each
level of the visual processing hierarchy, the brain is thought to formulate
hypotheses (predictions) about the hidden causes of its sensory inputs to which
incoming sensory information is then matched (Friston et al., 2009; Hohwy,
2013; Summerfield & De Lange, 2014). Predictions can be acquired through lifelong experience (e.g., seeing upright face orientation or objects illuminated from
the top) (Brodski, Paasch, Helbling, & Wibral, 2015; Chang, Baria, Flounders, &
He, 2016), can be based on an overall higher frequency of seeing certain objects
in some contexts more often than in others (a knife versus a basketball in the
kitchen) (Bar, Aminoff, & Aminoff, 2003; Oliva & Torralba, 2007), or can be
learned rapidly, on a scale of a few minutes to hours (Kok, Brouwer, van Gerven,
& de Lange, 2013; Meijs, Slagter, de Lange, & van Gaal, 2018). Indeed, using
time-resolved neuroimaging techniques, it has recently been shown that the brain
responds in an anticipatory manner to sensory inputs, formulating expectation-
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congruent patterns of activation prior to stimulus presentation (e.g., stimulus
feature- or location-specific) (Blom, Feuerriegel, Johnson, Bode, & Hogendoorn,
2020; Kok, Mostert, & Lange, 2017). It has also been shown that validly predicted
stimuli trigger lower neural responses compared to unpredicted ones, the
phenomenon called “expectation suppression”, in line with the idea that expected
aspects of visual inputs are “explained away” by predictions (Friston, 2005;
Press, Kok, & Yon, 2020; Richter, Ekman, & de Lange, 2018), although this
effect might be driven by sharper, less noisy sensory representations of predicted
outcomes (Kok, Jehee, & de Lange, 2012; Teufel, Dakin, & Fletcher, 2018; Yon,
Gilbert, de Lange, & Press, 2018). This suggests that predictions can directly
impact how sensory signals are processed by the brain, influencing what is seen,
especially when the perceptual context is weak or ambiguous (Kok et al., 2013;
Summerfield, Egner, Greene, et al., 2006). Yet, several important outstanding
questions remain that I addressed in my thesis. Using fMRI, predictions alone
and in interaction with attention have been shown to modulate neural responses
already in the primary visual cortex (V1) (Alink, Schwiedrzik, Kohler, Singer, &
Muckli, 2010; Kok, Rahnev, Jehee, Lau, & De Lange, 2012). Yet, since fMRI
has low temporal resolution, it is unclear whether reported effects in V1 reflect
modulations of initial feedforward processing, later recurrent (i.e., feedback)
processing, or a summation of both. In Chapter 2, I therefore examined how early
predictions may modulate sensory processing and how attention and prediction
may interact in shaping our perception. Specifically, using EEG (see paragraph
1.4.1), I tested whether predictions, independently and/or in interaction with
attention, may modulate the very first stage of visual information processing and
whether predictions may lead to expectation suppression. Furthermore, in
Chapter 3, I examined the outstanding question whether predictions about the
identity of an upcoming stimulus can impact its visibility and therefore also
facilitate conscious access to it. A previous study (Meijs et al., 2018) has shown
that predictions about the stimulus identity facilitated the subsequent conscious
access to the stimulus, yet, leaving it unclear whether the reported effect may be
due to predictions impacting the experience of the stimulus directly (e.g., its
visibility) or perhaps the effect simply reflected lower decision threshold for
reporting a stimulus given that its identity could be predicted beforehand.
Therefore, in two studies I tested the effects of predictions on sensory (neural)
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markers of visual processing (Chapter 2) and also the effects on conscious visual
perception, thus also focusing on subjective measures of prediction effects
(Chapter 3).
Even when attention and predictions are not explicitly manipulated, our
perception can deviate substantially from the actual input presented to our senses.
What is more, and especially when perceptual information is sparse or
ambiguous, reported perception can differ completely from the veridical sensory
input (Summerfield, Egner, Mangels, & Hirsch, 2006). In Chapter 5, I
investigated these specific cases of incorrect perceptual reports with the aim of
gaining insight in how perceptual decisions might be supported by neural activity
at various stages of visual information processing. The important question that I
aimed to resolve was whether misreports may be due to early perceptual or later
post-perceptual errors, where the former are linked to errors in early sensory
encoding of visual information, while the latter reflect errors in decision-making
that are not necessarily perceptual (Mostert, Kok, & Lange, 2015; O’Connell,
Dockree, & Kelly, 2012; Valentin Wyart, de Gardelle, Scholl, & Summerfield,
2012).
To achieve this, alongside registering participants’ reports about what they
see, we relied on neural recordings. Studying participants’ reports concerning
their perception, although an important source of information about
consciousness, does not often times suffice to explain mechanisms that gave rise
to a particular phenomenon. People are typically unaware of how their
perceptions are created and are aware only of the “output” of processes leading
to conscious perception (Earl, 2014). Asking people why they perceived a house
on an image which actually showed a face, will not provide an understanding of
the processes which might have contributed to an incorrect perception of a house,
or, for instance, an understanding of how top-down attention and predictions
might shape visual information processing. Introspective reports conflate the
level at which these factors impact perception. More recent years have seen the
advent of machine learning techniques applied to time-resolved neural recordings
of brain activity. This approach has provided a considerable amount of new
evidence leading to a deeper understanding of the neural underpinnings of
conscious perception. In my thesis, I combined this approach with several
psychophysical paradigms that relied on the overt conscious report and which
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manipulated attention and/or prediction or simply viewing conditions, thus
enabling me to examine the four currently unresolved issues outlined in the text
above, concerning the time-varying processing dynamics underlying conscious
perception.

1.4 Tracking visual information processing stages with EEG
and MVP
1.4.1 Electroencephalography
In the field of neuroscientific research, electroencephalography (EEG) is one of
the most important tools for linking electrophysiological processes of the brain to
cognitive functions. This technique rests on the non-invasive measurement of
extracellular electrical fields resulting primarily from the post-synaptic
synchronous activity of spatially extended and geometrically aligned populations
of pyramidal neurons (typically on the order of tens of thousands) using
electrodes attached to the scalp (Buzsáki, Anastassiou, & Koch, 2012; Cohen,
2017; Cohen, 2014). EEG signal is multidimensional and different analysis
techniques focus on its different aspects. The simplest way to isolate the portion
of the neural signal that is evoked by a visual stimulus is to compute event-related
potentials (ERPs) by averaging raw EEG signal recorded across many trials and
time-locked to an event of interest (Luck, 2014). As discussed in more detail in
Chapter 2, the amplitude of visually evoked ERP components is sensitive not only
to low-level sensory properties of visual input but can be modulated by cognitive
processes, such as depending on whether the stimulus is attended or unattended
(Baumgartner et al., 2018b; Di Russo et al., 2003; Kelly et al., 2008; Luck et al.,
1994) and predicted or unpredicted (Marzecová, Widmann, Sanmiguel, Kotz, &
Schröger, 2017).
Another way of linking brain activity to cognition, which we also made use
of in Chapter 2, is by examining the oscillatory nature of EEG signals by
computing time-frequency analyses (Cohen, 2014; Luck, 2014). EEG oscillations
reflect changes in neuronal excitability, occurring at multiple frequencies and
with different power and phase of oscillation (Cohen, 2014). Neural oscillations
have been shown to support a variety of perceptual processes (Busch &
8
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VanRullen, 2010; Fries, 2005; Klimesch, 2012; Mathewson, Gratton, Fabiani,
Beck, & Ro, 2009; VanRullen, 2016). For instance, the phase of the pre-stimulus
oscillatory alpha-band activity (8-12 Hz) was shown to predict detection of atthreshold stimuli (Busch, Dubois, & VanRullen, 2009; Hanslmayr, Volberg,
Wimber, Dalal, & Greenlee, 2013; Mathewson et al., 2009).
More recently, the field of neuroscientific research has seen the advent of
machine learning techniques that when applied to the brain-imaging data can
reveal the mental content of brain activity. Through the use of these techniques,
generally known as multivariate pattern analyses (MVPA), in combination with
temporally resolved brain imaging, the temporal flow of mental representations
can be characterized, permitting investigation of how mental representations at
different stages of information processing are modulated by various cognitive
processes or experimental manipulations (King & Dehaene, 2014). In Chapters 4
and 5 (but also in Chapter 2), this analysis technique was the main tool I used to
examine the flow of visual information through different processing stages,
leading to conscious report.
1.4.2 Multivariate pattern analysis
Patterns of activity generated by populations of neurons can represent a variety
of physical (King, Pescetelli, & Dehaene, 2016; Wardle, Kriegeskorte,
Grootswagers, Khaligh-Razavi, & Carlson, 2016), social, abstract (Arana,
Marquand, Hultén, Hagoort, & Schoffelen, 2020; Tavares et al., 2015) and even
illusory features of visual inputs (Fahrenfort et al., 2017). The ability of neurons
to activate in a specific spatial and temporal pattern constitutes an internal
representation of a variety of environmental inputs and mental states, supporting
goal-directed perception and decision-making (Ju & Bassett, 2020). The
application of MVPA to functional magnetic resonance imaging (fMRI) data to
decode neural patterns of activation recorded across multiple voxels in the brain
has been highly influential over the past two decades in the field of cognitive
neuroscience, but only the past decade has seen its more extensive application to
time-resolved brain data as measured with M/EEG (Grootswagers, Wardle, &
Carlson, 2017; King & Dehaene, 2014).
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Figure 1.1. The EEG decoding approach. (A) Brain activity is recorded on the scalp using
typically 64 EEG electrode setup (note that only a few electrodes are shown for illustration
purposes) in two or more experimental conditions (e.g., face and house stimuli shown in
conditions 1 and 2, respectively; images were obtained from Weaver et al. (2019)). All visual
materials used are CC0 licensed. (B) Next, at each sample of EEG data, activation patterns
recorded at multiple electrodes are fed to a classification algorithm that tries to find a decision
boundary that separates two or more conditions. Here, we illustrate this by showing the scatter
of activity patterns at one sample of EEG (simulated) data in 2-D channel space. Activation
patterns recorded in condition 1 cluster together and separate from patterns recorded in condition
2. Yet, the classification is not perfect and some “face” dots will be classified as “house” dots
and vice versa (note the position of blue and black dots with respect to the decision boundary)
during the cross-validation phase in which the performance of classifiers is tested using a new
dataset. (C) If the classification procedure is applied serially, every time on a single sample of
EEG data which is then tested on that and all other time samples, the results is the so-called
generalization across time (GAT) matrix of training time on the y-axis and testing time on the
x-axis. This matrix reveals time samples or clusters of samples during which mental
representations are decodable (adapted from Chapter 5). (D) The diagonal of the GAT matrix
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represents a decoding trace during which classifiers are trained and tested on the same time
sample. During the time periods of insets 1 and 2, decoding is typically sensitive to low-level
stimulus features (< 200 ms), while later decoding periods such as the one shown in inset 3 (350500 ms) is sensitive also to cognitive variables. Decoding during late latencies (350-500 ms)
shown in inset 4 is based on early classifiers (150-200 ms), which has therefore been suggested
to reflect the maintenance of perceptual (sensory) information across time. Classification scores
(i.e., the area under the curve on the y-axis) are tested against chance classification in order to
statistically evaluate whether two conditions can be decoded (note the horizontal red line parallel
to the x-axis indicating that two conditions can be significantly decoded from ~100 ms after
time 0 ms) (adapted from Chapter 5).

Unlike univariate analyses that link cognitive processes to changes in a single
variable (e.g., activation strength of a single EEG channel), MVPA uses relations
between multiple EEG channels at a given time point to make statistical
inferences (Grootswagers et al., 2017). MVPA pattern classifiers are algorithms
that can “learn” a combination of features (EEG channel activations) that
correspond to certain classes of stimuli, for instance, to various categories of
visual objects (Carlson, Tovar, Alink, & Kriegeskorte, 2013; Grootswagers,
Robinson, & Carlson, 2019) or experimental tasks (e.g., Marti, King, & Dehaene,
2015). In general, the goal of this so-called decoding approach is to discriminate
between two or more conditions or classes of stimuli (e.g., faces versus houses,
see Fig. 1.1) based on a (linear or non-linear) combination of features at a given
time point (note that Fig. 1.1B illustrates stimulus classification in two
dimensional feature space of 2 EEG channels for simplicity purposes, yet,
stimulus classes are typically represented by activation patterns recorded over
multiple channels). During the training stage of decoding analysis, classifiers are
trained to achieve this by finding a decision boundary in a multi-dimensional
feature space that separates conditions or classes of stimuli. Then, classifiers are
tested in their ability to predict a condition or a class label based on a new dataset
that was not present during the training stage. If classifiers are able to classify
new EEG activation patterns as representing one versus the other condition or a
class of stimuli (e.g., houses versus faces) better than chance, then it is concluded
that neural patterns contain condition- or stimulus-specific information
(Grootswagers et al., 2017).
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Mental states are not just static. They change over time, and studying their
temporal dynamics provides information about the cascade of stimulus
processing stages and about factors that might shape them. A powerful
application of MVPA, the so-called generalization across time (GAT) analysis,
accomplishes this objective (King & Dehaene, 2014). In this approach, classifiers
are trained serially, thus on every sample of EEG data, and are tested on every
other time point at each step. Applying decoding analysis in such manner, thus
training on series of time points, each time testing on that and all other time
points, results in a matrix of generalization across time (training time on the yaxis, testing time on the x-axis) (Fig. 1.1C & D), which reveals time points or
clusters of time points that contain information about conditions or classes being
decoded.
Earlier work has shown that low-level visual features such as stimulus
orientation (King et al., 2016) and position (Carlson, Hogendoorn, Kanai, Mesik,
& Turret, 2011) can be decoded from early-latency activity patterns. During early
latencies, processing is largely bottom-up and can proceed in parallel, enabling
representations or multiple visual stimuli to coexist in the brain (Marti &
Dehaene, 2017). Decoding during this early processing stage is typically
observed within the first 250 ms post-stimulus along the diagonal of the GAT
matrix (insets 1 and 2 on Fig. 1.1C & D), or can extend slightly off-diagonal on
the x and y-axis (e.g., Marti & Dehaene, 2017; Meijs, Mostert, Slagter, de Lange,
& van Gaal, 2019; Weaver, Fahrenfort, Belopolsky, & Van Gaal, 2019). At later
latencies, it is possible to decode post-perceptual cognitive variables, such as
task-relevance (Grootswagers et al., 2019; Marti & Dehaene, 2017) and
reportability (Meijs et al., 2019), in line with a larger body of work suggesting
that later processing stages, typically observed from 300 ms post-stimulus
onward, are driven by post-perceptual and decision-making processes (Cohen,
Ortego, Kyroudis, & Pitts, 2020; Marti & Dehaene, 2017; Sergent, Baillet, &
Dehaene, 2005; Sigman & Dehaene, 2008). Classification at this stage is typically
observed as a sustained and square-shape (thus extending off-diagonal) decoding
profile starting from ~300 ms post-stimulus (inset 3 on Fig. 1.1C & D),
suggesting therefore that the format of a neural representation is temporally
stable. A few recent studies using natural objects as stimuli, known to elicit robust
neural responses in visual regions, reported that classifiers trained during early
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latencies (~150-250 ms) generalized not only to those but also to later time points
(> 300 ms), revealing the so-called “perceptual maintenance” stage (Marti &
Dehaene, 2017; Meijs et al., 2019; Weaver et al., 2019). Because of their
sensitivity to sensory features, classifiers trained during early latencies which also
generalize to later time points can thus reveal maintenance of perceptual
(sensory) information across time (inset 4 on Fig. 1.1 C). In Chapters 2, 4, and 5,
I used decoding and GAT analyses of EEG data to investigate how visual
information processing across these electrophysiological stages might be affected
by attention and prediction (Chapters 2) and how they might associate with
conscious access (Chapters 4 and 5).

1.5 Overview
To summarize, this thesis investigates conscious visual perception by focusing
on reported contents of consciousness and by studying distinct
electrophysiological stages of visual information processing leading to perception
and conscious access. Furthermore, it investigates the effects of top-down
attention and prediction in shaping visual information processing and their
influence on the ability to consciously access visual information for report. To
that end, studies presented in this thesis combine visual psychophysical
paradigms with EEG recordings, thus achieving a millisecond precision in
describing neural processes of interest, supplemented with ERP, time-frequency,
and decoding analyses (MVPA).
In Chapter 2 of this thesis, first, I addressed the outstanding question about
when in time at the earliest attention and predictions, independently and/or in
interaction, modulate visual information processing. This work was inspired by
the ongoing debate in the literature about whether feedforward visual information
processing can be modulated by top-down factors at the earliest cortical
processing stage (Slotnick, 2013).
In the following Chapter 3, I used an attentional blink (AB) paradigm in
which conscious access to stimuli can be substantially impaired due to
fluctuations of attention, and manipulated expectations about the identity of
stimuli presented within and outside of the AB. This was done to test whether
predictions, when they are consciously available but also non-conscious (i.e., not

13

Chapter 1
consciously accessed), can modulate subjective visibility reports and conscious
access.
Therefore, in addition to testing whether attention and prediction modulate
sensory processing (Chapter 2), I also examined their effects on the quality of the
reported contents of consciousness.
In Chapter 4, I focused more directly on the role of attention in selecting
information for conscious access. By examining how attentional selection
impacts representations of multiple consecutive stimuli and their interactions, I
aimed to shed light on processes that precede and potentially determine the ability
to consciously access information for report.
Finally, in Chapter 5, I examined whether correct and incorrect perceptual
decisions might be distinctly supported by neural activity related to different
stages of information processing. This allowed us to test whether incorrect
perceptual decisions were truly “perceptual” or merely “decisional” in nature.
In Chapter 6, I discuss the findings of the four studies presented in the thesis
in relation to each other and to current theories of attention, predictive processing,
and consciousness. I also outline the main conclusions that can be drawn about
conscious visual perception based on this current work, with the special focus on
how top-down factors may shape its contents and impact the representational
architecture of the visual information processing stream. Lastly, I will discuss
limitations of the current work and delineate important avenues for future
research.
To foreshadow our results, I found that spatial attention and predictions
affect visual information processing from early latencies, however only after the
initial feedforward sweep of activation in the primary visual cortex (Chapter 2).
Furthermore, I found that predictions about the upcoming visual inputs facilitate
conscious access and subjective visibility reports, despite fluctuations of temporal
attention (Chapter 3). Our results in Chapter 4 shed new light on the complex
nature of representational dynamics preceding conscious access. Finally, in
conditions of weak visual inputs, perceptual reports were found to occasionally
dissociate from veridical sensory information, in which case, interestingly, they
were nevertheless found to be supported by relatively early representations of
visual information that was never presented, indicative of top-down biases to
perception (Chapter 5). Together, these results provide important new insight into
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how attention and prediction modulate perception and highlight the constructive
nature of our conscious visual perception
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CHAPTER 2

No evidence that predictions and
attention modulate the first
feedforward sweep of cortical
information processing

This chapter has been published as: Alilović, J., Timmermans, B., Reteig, L. C.,
Van Gaal, S., & Slagter, H. A. (2019). No evidence that predictions and attention
modulate the first feedforward sweep of cortical information
processing. Cerebral Cortex, 29(5), 2261-2278.

Chapter 2
ABSTRACT Predictive coding models propose that predictions (stimulus
likelihood) reduce sensory signals as early as primary visual cortex (V1), and that
attention (stimulus relevance) can modulate these effects. Indeed, both prediction
and attention have been shown to modulate V1 activity, albeit with fMRI, which
has low temporal resolution. This leaves it unclear whether these effects reflect a
modulation of the first feedforward sweep of visual information processing
and/or later, feedback-related activity. In two experiments, we used
electroencephalography and orthogonally manipulated spatial predictions and
attention to address this issue. Although clear top-down biases were found, as
reflected in pre-stimulus alpha-band activity, we found no evidence for top-down
effects on the earliest visual cortical processing stage (< 80ms post-stimulus), as
indexed by the amplitude of the C1 event-related potential component and
multivariate pattern analyses. These findings indicate that initial visual afferent
activity may be impenetrable to top-down influences by spatial prediction and
attention.
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2.1 Introduction
Influential predictive coding theories postulate that predictions derived from past
experience reduce the magnitude of sensory responses, and that attention can
modulate these effects by boosting prediction precision (Friston, 2009; Rao,
2005). Indeed, recent fMRI studies show that predictions based on visual
regularities in the environment can modulate neural responses already at the
lowest level of the cortical hierarchy, in primary visual cortex (V1) (e.g., Alink
et al. 2010). Moreover, these effects have been shown to depend on attention
(e.g., Kok et al. 2012a). For example, Kok et al. (2012a) orthogonally
manipulated spatial predictions (stimulus likelihood) and attention (stimulus
relevance) and found that V1 activity to predicted stimuli was reduced when
stimuli were unattended, reflective of reduced prediction error, but enhanced
when stimuli were attended, suggestive of heightened weighting of visual
evidence by attention. Yet, other studies reported opposing effects of prediction
and attention, with prediction and attention, respectively, reducing and enhancing
V1 responses (Boynton 2009; Kok et al. 2012b). Since functional magnetic
resonance imaging (fMRI) has low temporal resolution, it is currently still unclear
if these effects of prediction observed in V1 reflect modulations of initial
feedforward processing, later recurrent (i.e., feedback) processing, or a
summation of both. Based on theories of predictive processing, one would expect
predictions to modulate visual processing as early as V1 (Clark, 2013). Yet, no
study so far has shown that predictions can actually modulate initial visual
afferent activity.
In the domain of visuospatial attention, the majority of human studies have
found no evidence for the notion that attention can modulate the first feedforward
sweep of activation, as reflected in the amplitude of the earliest event-related
potential (ERP), the C1 (Baumgartner et al. 2018; Bayer et al. 2017; Di Russo et
al. 2012; Di Russo et al 2003; Martinez et al. 2001; Martínez et al. 1999; Noesselt
et al. 2002). This component peaks before 100ms and flips in polarity dependent
on whether the stimulus is presented in the upper or lower visual field, suggesting
strong contributions of V1 generators (Di Russo et al. 2003; Kelly et al. 2013).
Spatial attention is, on the other hand, robustly associated with modulations of
the subsequent visual-evoked P1 component, which reflects extrastriate

19

Chapter 2
processing. Accordingly, attention effects observed in V1 in fMRI studies are
typically interpreted as driven by feedback from higher visual areas (Di Russo et
al. 2003; Martinez et al. 2001, 1999; Noesselt et al. 2002). However, several
human magneto- and electroencephalography (M/EEG) studies (Kelly et al.
2008; Poghosyan and Ioannides, 2008; Rauss et al. 2012; Rauss et al. 2009;
Slotnick et al. 2002) challenge this conclusion by showing attentional
modulations of the C1. For instance, Kelly et al. (2008) showed that, when
individual differences in neuroanatomy are taken into account, spatial attention
can increase the amplitude of the initial phase of the C1 (50-80ms post-stimulus),
which conceivably more selectively indexes V1 activation. Yet, in a direct
replication Baumgartner et al. (2018) recently failed to find the same effect,
adding to the controversy of this issue.
Moreover, previous M/EEG work examining how early spatial attention
can influence cortical visual processing did not address the possibility that topdown effects might have been absent in the vast majority of previous studies due
to the fact that in these studies, stimuli appeared at attended and unattended
locations with equal probability (i.e., 50% cue validity; e.g., Baumgartner et al.
2018; Di Russo et al. 2003; Kelly et al. 2008). It is conceivable that the exact
timing of attention modulation depends on the probability of a stimulus at a given
location. Indeed, functional magnetic resonance imaging (fMRI) work suggests
that stimulus-evoked BOLD responses in V1 are largest when a given stimulus is
both relevant and more likely (Kok et al. 2012a). Thus, the fact that the vast
majority of previous studies examining effects of top-down attention on initial
visual cortical afferent activity used attention-directing cues with no predictive
value may have prevented them from observing effects at the level of C1.
Consequently, at present, it remains unclear whether predictions and attention can
modulate the first feedforward sweep of cortical visual information processing,
and if so, how.
The aim of the current study was to determine if spatial predictions and/or
attention can modulate the earliest stage of cortical visual information processing
exploiting the high temporal resolution of EEG. In two experiments, we
orthogonally manipulated stimulus location predictability and relevance (cf. Kok
et al. 2012a), using the same cueing task and individual C1 titration procedure as
Kelly et al. (2008). This allowed us to determine if prediction and attention can
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modulate the first phase of the C1 (< 80 ms) and if they do so in interaction. Both
attention (Jehee et al. 2011) and prediction (Kok et al. 2012b) have also been
associated with sharpening of neural representations in V1 using BOLD fMRI.
Therefore, next to examining modulations of activation strength, using
multivariate pattern analysis (MVPA) we also investigated how early prediction
and attention may modulate visual representations. Lastly, we also explored their
effects on pre-stimulus alpha-band activity, indicative of a top-down bias, and on
several later ERP components that capture subsequent processing stages.

2.2 Materials and Methods
Participants
Thirty-two and fifteen students participated in Experiment 1 and Experiment 2,
respectively. All participants, recruited from the University of Amsterdam, were
right-handed, reported normal, or corrected-to-normal vision, and no history of a
psychiatric or neurological disorders. Experiment 1 consisted of three EEG
sessions, of which the first was used to ensure a robust C1 ERP component in a
given individual. Based on this screening, the final set of participants, which
participated in all three sessions, consisted of 21 participants (6 males, average
age=22.4 years, SD=3.9; age information is not available for two participants, but
they were between 18 and 40 years old). In Experiment 2, we excluded two
participants, and the final set of participants consisted of 13 participants (6 males,
mean age=20.9 years, SD=2.1). One participant was excluded from the due to
extremely unmotivated behavior during the second experimental session, and the
other due to the absence of a C1 component at both stimulus locations. The study
was approved by the ethical committee of the Department of Psychology of the
University of Amsterdam. All participants gave their informed consent and
received research credit or money (10 euros per hour) for compensation.
Experimental design and stimuli
All stimuli were generated using Matlab and Psychtoolbox-3 software (Kleiner
et al., 2007), and were presented on a 1920 x 1080 pixels BenQ XL2420Z LED
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monitor at a 120-Hz refresh rate. Stimuli were viewed with a distance of 90 cm
from the monitor in all sessions.
Experiment 1
Procedure
The experimental design and tasks were similar to that of Kelly et al. (2008), who
previously reported effects of attention on initial visual afferent activity.
Specifically, Experiment 1 consisted of three EEG sessions: a ‘probe’ session and
two experimental sessions. The probe session served to identify two locations,
diagonally opposite to each other, one in the upper and one in the lower visual
field, at which for a given participant a reliable C1 could be detected (cf. Kelly et
al. 2008). This was done to account for the large variability in V1 anatomy
between participants, which may complicate uniform measurement of the C1 at
a single electrode or a cluster of electrode sites when the same location is used
for stimulus presentation for all participants (Foxe and Simpson 2002; Kelly et
al. 2008; Proverbio et al. 2007). These two locations were used in a spatial cuing
task in the subsequent experimental sessions. By using diagonally opposite
locations, the distance between the attended (cued) and unattended (uncued)
location was always equal from fixation and the horizontal and vertical meridians.
In the probe session, participants performed a simple target detection task (cf.
Kelly et al. 2008), while their brain activity was recorded with EEG. Participants
were instructed to fixate on a white cross at the center of the screen, while Gabor
patches were flashed briefly in a random order at one of eight locations positioned
equidistantly around fixation (see Fig. 2.1). They had to respond with a left mouse
button press only when detecting a target, which was a Gabor patch with a black
ring superimposed that appeared on 25% of trials. Participants did not have to
respond to non-targets. Because stimuli were presented at each location equally
often, it was assumed that attention was distributed evenly across the eight
locations.
In two subsequent experimental sessions, administered on separate days,
participants performed a visual spatial cueing task virtually identical to the task
used by Kelly et al. (2008; Fig. 2.1). The crucial difference with Kelly et al. is

22

2. Attention and prediction effects on visual information processing
that we orthogonally manipulated stimulus relevance and probability in the same
way as in a previous fMRI study that observed modulations of BOLD activity in
V1 by spatial attention and prediction (Kok et al. 2012a). This allowed us to study
the interactive effects of attention and prediction on initial visual afferent activity.
On each trial, a centrally presented attention cue instructed participants which
location (the upper or lower) to covertly attend to. This cue was followed by a
stimulus, a Gabor patch, at either the cued or the uncued location. Participants
had to press a mouse button when detecting a Gabor patch with a black ring
superimposed on it (i.e., the target) at the cued (relevant) location. While the
stimulus could occur at either cued or uncued location, target stimuli could only
appear at the cued location, i.e., the uncued location was never task-relevant. The
probability of a stimulus appearing at a given location was manipulated in a
block-by-block fashion (cf. Kok et al. 2012a). At the beginning of each block of
trials, a prediction cue informed participants about the likelihood that a stimulus
would appear at the upper or lower location in that block. In different blocks, for
a given location, this likelihood could be high (75%), neutral (50%), or low
(25%). This way, crucially, in a given trial, a stimulus could be attended and
predicted, attended and non-predicted (in the “neutral” blocks), attended and
unpredicted, unattended and predicted, unattended and non-predicted, or
unattended and unpredicted. Participants were instructed to maintain fixation on
the center of the screen at all times.
Design and stimuli
Non-target Gabor patches in all sessions had a spatial frequency of six cycles per
degree, a diameter of 1° at half-contrast, and 45° orientation. Targets in all
sessions were Gabor patches with a black ring superimposed. The black ring had
a radius of 0.4° from the center to outer edge of the ring and thickness of 0.11°.
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Figure 2.1. Experimental tasks and stimuli of Experiment 1. (A) In the probe session, stimuli
were presented at eight locations around fixation to determine two diagonally opposite locations
at which stimuli elicited a robust C1 for a given individual (numbers only shown for display
purposes). For a representative subject, shown are the corresponding C1 topographies for an
upper location (Location 4) and a lower location (Location 8) averaged over the 50-80ms poststimulus period. On the right, the corresponding ERP waveforms are shown. As depicted in the
figure, stimuli presented at the upper location elicited a C1 of negative polarity (blue line),
whereas stimuli presented at lower location elicited a C1 of positive polarity (red line). (B) The
spatial cuing task used in the experimental sessions. Each block of the task started with a
prediction cue (the word “UPPER”, “LOWER” or “NEUTRAL”), which signaled the likely
location of a stimulus in the upcoming block of 20 trials with 75% (upper or lower cue) or 50%
(neutral cue) validity. In each trial, a spatial cue instructed participants to covertly direct their
attention to the cued location, which was followed after a fixed delay, by a stimulus, a Gabor
patch, at either the cued (attended), or the non-cued (unattended) location. Participants were
asked to press a left mouse button if they detected a target, which could only appear at the cued
location. Target stimuli appeared on 25% trials and were Gabor patches with a black ring
superimposed. The trial sequence shown above is an example of a trial in which a non-target
stimulus appears at the location that is both more likely (predicted) and relevant (attended). (C)
Standard and target stimuli used in Experiment 1.

In the probe session, stimuli appeared randomly at one of eight locations in an
annulus of 4° from fixation, and a target stimulus was presented on 11% of the
trials (cf. Kelly et al. 2008; Fig. 2.1). Stimuli were each presented in the middle
of an octant (starting with Location 1 in the upper visual field at a polar angle of
157.5°, Location 2 at 112.5°, and so on). The probe session started with a practice
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block consisting of 160 trials, followed by 10 blocks of 360 trials each interleaved
with self-timed breaks. After every third block, typically a longer break was taken
to ensure enough rest throughout the session. To encourage sustained engagement
of participants during the probe session, we adaptively controlled task difficulty
using a staircase procedure by changing the luminance of the black ring that
defined targets (cf. Kelly et al. 2008). Ten difficulty levels varied in a range from
a 2% to a 47% reduction in brightness (with steps of 4.5%). Each participant
started with difficulty Level 4. After two hits with no misses in between, the
difficulty level increased by one level. The difficulty level decreased after two
false alarms with no misses in between, or after a single miss. After each block,
the difficulty level was again reset to Level 4.
In two subsequent experimental sessions, participants performed the spatial
cuing task while we recorded their brain activity with EEG and monitored
fixation using eye tracking (Fig. 2.1). Each block of 20 trials started with a
centrally presented prediction cue that indicated likely location of a stimulus in
that block of trials. Prediction cues were words: “UPPER” (75% probability of
target appearing at the upper location, i.e., 25% chance of appearing at the lower
location), “LOWER” (75% probability of target appearing at the lower location)
or “NEUTRAL” (50% probability of target appearing at either the upper or lower
location) presented for 1000ms (cf. Kok et al. 2012a). After the prediction cue, a
white fixation cross (0.3° in length and 0.12° in width) was shown at the center
of the screen for another 1000ms. Each trial in a block started with a centrally
presented attention cue, a small white rotated L-shape (line elements were 0.15°
in length and 0.06° in width) pointing towards a specific location that participants
needed to attend covertly. The attention cue was presented for 200ms at 0.4°
eccentricity from the central fixation cross, and pointed to the upper or lower
location with equal probability. The direction of the attention cue was randomized
within a block of trials so that both locations were equally often relevant in a
block. Locations were marked with 4 white small squares outlining a 2.75° x
2.75° area on the screen. A stimulus appeared on the screen 733ms after attention
cue offset at 4° eccentricity (cf. Kelly et al. 2008). The inter-trial interval was
jittered between 1000 and 1500ms. The difficulty of the spatial cueing task was
adjusted online and titrated to 75% correct by adaptively changing the luminance
of a black ring on target Gabor stimuli, which appeared on 25% of trials. In
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comparison to difficulty levels employed in the probe session, here we used more
fine-grained step sizes to adjust the task difficulty. There were 40 difficulty
levels, again in a range from 2% to 47% reduction in brightness. The starting
difficulty level for the first experimental session was the mean difficulty level
reached in the probe session. Difficulty level was calculated and adjusted if
necessary at 3 points in the experiment (in every forced break; see below). The
difficulty would increase 4 levels when mean accuracy was above 90%, and for
2 levels if accuracy was higher than 80%. When accuracy was between 75 and
80%, the difficulty level increased one level, and when it fell between 70 and
75%, it decreased one level. Task difficulty decreased for 2 levels and 4 levels if
the performance was below 70% and 60%, respectively. Difficulty levels were
adjusted automatically in every forced break, but the experimenter could
overwrite this if necessary, for instance, if the false alarm rate was high and hit
rate therefore inflated.
Each experimental session consisted of 2008 trials divided into 16 runs.
Each run contained 6 blocks of 21 trials, 2 of each prediction condition
(“UPPER”, “LOWER”, “NEUTRAL”). Randomization and counterbalancing
were done for 502 trials at a time to prevent trials of the same condition to be
overrepresented in a certain period of the task. Eight “NEUTRAL” blocks had
one trial less due to rounding. After every fourth run there was a longer forced
break, and participants could take a shorter, self-timed break in between the other
blocks or runs. In every break, participants received written feedback about their
performance (percentage of hits, average reaction time and false alarm rate if it
was higher than 15%), and a verbal warning if they had broken fixation
excessively. They also received written feedback on the computer screen if they
had too many false alarms, and were encouraged to keep their performance up to
high levels. Before the start of the experiment, every participant practiced two
upper, two lower and two neutral prediction blocks.
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Experiment 2
Procedure
In Experiment 2, we aimed to determine if we could replicate the findings from
Experiment 1 using a further optimized design. Specifically, in Experiment 2, in
order to increase the signal-to-noise ratio of the neural signal used to test for the
effects of attention and prediction, we used large-scale, high-contrast V1-tuned
stimuli (Fig. 2.2) that have been shown to elicit large C1’s (e.g., see Pourtois et
al. 2008). Second, subjects performed an orientation discrimination task on the
stimuli, which likely relies on V1 processing. Third, stimuli were only presented
in the upper field to avoid overlap between the C1 and subsequent P1 component.
While the C1 generated by lower-field stimuli peaks over lateral posterior
electrodes, like the P1, the C1 generated by upper field stimuli peaks over midline
posterior electrodes, allowing for a better separation of the two components (Qu
and Ding 2018). The task and procedure were otherwise similar to Experiment 1,
except for some additional changes that we detail in the below.
We expected that the V1-tuned stimuli used in Experiment 2 would elicit a
detectable C1 component at the scalp in the majority of subjects. Therefore, we
skipped the probe session in Experiment 2. Participants thus came to the lab twice
for an experimental session in which they performed a spatial cueing task for
~120 min, while their brain activity was recorded with EEG and eye fixation was
monitored with eye tracking. In the first experimental session, they first
performed a detection task to titrate the initial difficulty level of the subsequent
spatial cueing task. Each task was preceded by detailed instructions explaining
the task and a short practice block to familiarize participants with the task.
As in Experiment 1, in the spatial cueing task, spatial attention and
prediction were manipulated independently. The to-be-attended (i.e., task
relevant) location was cued on a trial-by-trial basis, while location likelihood
(25%, 50%, 75%) was varied block-wise. Thus as in Experiment 1, a stimulus
could be attended and predicted, attended and non-predicted, attended and
unpredicted, unattended and predicted, unattended and non-predicted, or
unattended and unpredicted. As in Experiment 1, a response was required only
when a target stimulus was presented at the cued location, while standard stimuli
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did not require a response. A target stimulus could never appear at the uncued
location.
Design and stimuli
In each trial, following a fixation period of 1000 ms, an attention-directing cue
indicated which of two locations in the upper field was relevant. The upper-left
location was at a polar angle of 135° at 5° eccentricity, and the upper-right at 45°
at 5° eccentricity. In Experiment 2, the cue used to direct attention was nonspatial, and consisted of the central fixation cross turning blue or red indicating
the left or right location, respectively, as task-relevant for that trial. We used a
symbolic cue in Experiment 2, because the cue used in Experiment 1 had a spatial
component, which may have exogenously instantiated an attentional bias in the
direction of the cued location (the tip of the L shape was pointing to the to-beattended location). The attention cue was presented for 200 ms, and followed by
a 833-ms-long cue-stimulus interval, after which a stimulus was presented at
either the cued or the uncued location (see Fig. 2.2). In order to enhance the
signal-to-noise ratio of the C1, stimuli used in this experiment were high-contrast
textures consisting of 7 x 7 white line elements on a black background, all
oriented horizontally, except for three vertically-oriented line elements in the
center of the texture stimulus (fourth row and third, fourth and fifth columnelements). With respect to the background, these vertical line elements formed a
foreground region in the center of the stimulus. The position of each stimulus line
was jittered across trials by adding a vertical and horizontal offset that varied
between 0 and 0.017° in order to minimize adaptation effects. The entire texture
stimulus was 4.75° x 4.75° in size. Each line element was 0.42° x 0.03° and
spaced 0.07° apart (see Fig. 2.2).
Standard and target stimuli differed only in the orientation of the
foreground region. The foreground line elements on a standard stimulus formed
a 90° orientation contrast with respect to horizontally oriented background lines.
Foreground regions on target stimuli formed an orientation contrast different
(higher or lower) than 90° (within the bounds of 0 to 180°). The magnitude of the
difference between the orientation of the foreground region on a target stimulus
and the foreground region on the standard stimulus defined task difficulty. Task
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difficulty was adaptively changed after every break (self-timed or fo rced),
targeting t=0.5, where t was the difference between the hit and false alarm rate.
If it was higher than 0.5, the difficulty of the task increased, i.e., the difference of
the foreground orientation between standard and target stimuli decreased by 1°.
The difficulty level remained the same for t=0.5, and decreased with one level if
the performance dropped below t=0.5, corresponding to an increase in the
difference of the foreground orientation contrast of 1°. At each difficulty level,
the foreground region on a target stimulus was tilted towards the left (> 90°) and
towards the right (< 90°) equally often.

Figure 2.2. Experimental tasks and stimuli of Experiment 2. (A) Example of a trial of the
spatial cueing task. Each block of 20 trials started with the presentation of a prediction cue (the
word “LEFT”, “RIGHT”, or “NEUTRAL”) signaling the likelihood that a stimulus would occur
at the upper left or right location in that block. Each trial started with the presentation of an
attention-directing cue, which instructed participants to covertly direct their attention to the cued
location (centrally presented fixation cross in red or blue signaling right or left location,
respectively). After a fixed interval, the cue was followed by a stimulus, a texture stimulus, at
the cued or uncued location. Participants had to press the left mouse button in case of a target
stimulus at the cued location. The depicted sequence shows an example of a predicted attended
trial in which a target stimulus is presented at the more likely and relevant location. (B) Target
stimuli appeared on 25% of trials and were texture stimuli with the foreground region (three
vertically-oriented lines in the center of a stimulus) tilted towards the left or right with respect
to the foreground region. On a standard stimulus, the foreground region formed a 90° degrees
angle with respect to the background lines.
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The starting difficulty level of the spatial cuing task in the first session was
determined first for each participant in a separate detection task. This simple
detection task consisted of two blocks of 200 trials each, divided by a self-timed
break. The task and procedure were similar to the spatial cueing task, except that
location relevance and location predictability were not manipulated (cf. the probe
session in Experiment 1). Stimuli appeared in the upper-left or upper-right
quadrant with equal probability. Participants were instructed to press the mouse
button only when they detected a target stimulus (texture stimuli with the central
foreground region forming the orientation contrast different than 90° with respect
to background), while maintaining fixation. Target stimuli appeared on 25% of
trials at either location. Four possible target difficulty levels occurred equally
likely throughout the task. The difference between target foreground regions with
respect to standard foreground regions changed with a step size of 2°. For each
of the four difficulty levels (i.e., the highest difficulty level was +/-2° + 90°), the
difference between the hit and false alarm rate was computed. The difficulty level
at which the performance was closest to t=0.5 was selected as the starting
difficulty level of the subsequent spatial cuing task. The difficulty level that a
subject reached in the last block of the first experimental session was taken as the
starting difficulty level for the second experimental session.
Data acquisition and preprocessing
Eye tracking
Eye movements were recorded using a Tobii X120 infrared eye tracker (120 Hz
sample rate) and monitored online throughout each session in both Experiments.
A standard nine-point calibration was performed at the start and after every four
blocks. If the eye position fell outside of a circle with radius of 1.5° around
fixation for more than 100ms, the central fixation cross would turn from white to
gray, indicating to participants that their eyes were not on fixation and that they
had to fixate their gaze at the central fixation cross again.
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EEG recordings and preprocessing
EEG data, digitized at 512 Hz, were continuously recorded in all sessions in both
Experiments using an ActiveTwo system (BioSemi, Amsterdam, the
Netherlands), from 64 scalp electrodes placed according to the 10/20 system, four
electrooculographic (EOG) electrodes placed above and below, and to the side of
the eyes, and two external electrodes attached to each earlobe. EEG data were
offline referenced to the average activity recorded at the earlobes, resampled to
256 Hz, filtered using a 50-Hz notch filter, and then high-pass filtered at 0.1 Hz
and low-pass filtered at 45 Hz with a roll-off of 6 dB/octave. The continuous data
were subsequently epoched from -2.1 to 2.1 s around stimulus presentation and
baseline corrected to the average activity between -80 ms and 0ms pre-stimulus
(cf. Kelly et al. 2008). Epochs with EMG artifacts or eye blinks that coincided
with stimulus or attention cue presentation were rejected based on visual
inspection. Extremely noisy or broken channels were reinterpolated. Remaining
eye blink artifacts were removed by decomposing the EEG data into independent
sources of brain activity using an Independent Component Analysis (ICA), and
removing eye blink components from the data for each subject individually.
Preprocessing was done using the EEGLAB toolbox (Delorme & Makeig, 2004)
for Matlab (The MathWorks, Inc. Natick, MA, USA) and custom-written Matlab
scripts.
Analyses
Analyses, unless reported otherwise, were done using the EEGLAB toolbox
(Delorme & Makeig, 2004) for Matlab (The MathWorks, Inc. Natick, MA, USA),
custom-written Matlab scripts (time-frequency analyses) and SPSS (repeatedmeasures ANOVA and paired sample t-test).
Experiment 1
Eye-tracking
Eye tracking data were analyzed offline to determine for each trial, if eye
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deviation from fixation was > 1.5 degrees for at least 50 ms in a -500 to 500 ms
interval around stimulus presentation, or if eye tracking data was missing for
more than 100 ms in the same time window. These trials were excluded from
behavioral and EEG data analyses. To ensure that the mean gaze deviation across
participants did not differ between conditions (e.g., varied as a function of
location relevance or location likelihood) at the time of stimulus presentation, we
entered eye position values in the x- and y-direction averaged across -200 to 100
ms locked to the stimulus presentation into separate repeated measures ANOVAs
with the within-subject factors Attended Location (upper, lower) and Predicted
Location (predicted, non-predicted, unpredicted). To enable direct comparison of
deviations in the horizontal direction, values in the x-direction were multiplied
by -1 for the subset of subjects who had their upper and lower locations in the
right and left visual field respectively. Thus, their eye tracking data were
transformed, as if, in each subject, the upper location was in the left visual field
and the bottom location in the right visual field.
The spatial cueing task: behavior
Behavioral analyses were conducted to ensure that our stimulus predictability
manipulation in the spatial cueing task impacted behavioral performance.
Specifically, we statistically evaluated the difference in average reaction times,
accuracy (percentage of correct target detections) and d’ (target sensitivity)
between three prediction conditions, collapsed across the upper and lower-field
conditions, with a repeated measures ANOVA with Prediction (P, NP, UP) as a
within-subject factor. d’, a sensitivity index based on signal detection theory
(SDT) (Stanislaw & Todorov, 1999), was computed as Z(hit rate)-Z(false alarm
rate).
The probe session EEG data
Following the procedure described in Kelly et al. (2008), the probe task EEG data
was analyzed in order to identify two spatial locations, one in the upper and one
in the lower-field, diagonal to each other (e.g., upper left Location 1 and lower
right Location 5 in Figure 2.1A), where stimuli elicited a robust C1 ERP
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component. To this end, for each subject separately, we computed ERP
waveforms to non-target stimuli for each of the eight locations separately and
inspected the waveforms for the presence of a C1. Following the same procedure
as Kelly et al. (2008) and Baumgartner et al. (2018), we defined the C1 based on
a combination of component timing, scalp topography, and polarity information.
Specifically, the C1 is characterized by (1) an onset around 50 ms, (2) a rise above
baseline before 80 ms and peak before 100 ms over posterior scalp regions, and
(3) a positive polarity for lower-field stimuli and a negative polarity for upperfield stimuli (Di Russo et al. 2002; Kelly et al. 2008). Based on these
characteristics, a pair of diagonally opposite locations showing a clear C1 was
selected for each subject. These were used as stimulus locations in the spatial
cuing task in the subsequent two experimental sessions. Out of 32 participants
tested in the probe session, eleven participants were excluded from further
testing, as they did not exhibit a clearly identifiable C1 at two diagonally opposite
probe locations.
ERP analyses: C1 component
We created ERPs time-locked to non-target stimuli, separately for upper and
lower-field stimuli, per condition. One participant’s data did not yield an
identifiable C1 component for lower-field stimuli, due to which we excluded
his/her data from the C1 analyses. Based on the offline analysis of the eye
tracking data, only trials in which the eyes were within 1.5° from fixation were
included in the ERPs.
To address our main question, if prediction and attention independently or
in interaction can modulate the first feedforward sweep of visual cortical activity,
we conducted a three-way repeated measures ANOVA with Attention (A, UA),
Prediction (P, NP, UP) and Field (upper, lower) as within-subject factors, and
average voltage values in 50-80 ms time window at C1 peak channels as the
dependent variable.
To determine possible effects of attention and prediction on the later phase
of the C1, which more likely also reflects contributions from extrastriate sources,
we repeated the same analyses, but now with C1 peak amplitude as the dependent
variable. C1 peak amplitude was determined as follows. Based on the condition-
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average upper and lower-field ERPs, for each subject separately, we determined
at which electrode and latency the amplitude of the C1 was most positive (for
lower field stimuli) or negative (for upper field stimuli) within a time window of
50-100 ms post-stimulus. The obtained C1 parameters (two peak amplitudes and
peak latencies per subject, one for each field) were then used to quantify C1 peak
amplitude separately for each condition of interest. On average, the C1 peaked at
93 ms for upper, and at 100 ms for lower-field stimuli. Average C1 amplitude
over +/- one sample around the peak sample (~12 ms) was then used as the
dependent variable in a three-way repeated measures ANOVA to test for the
presence of top-down modulations of the later phase of the C1. The repeated
measures ANOVA examined the independent and interactive effects of attention
and prediction and included the within-subject factors Attention (A, UA),
Prediction (P, NP, UP), and Field (upper, lower). In all repeated measures
ANOVAs, the polarity of C1 amplitude to upper-field stimuli was inverted so that
all values were positive and therefore directly comparable to amplitudes of lowerfield stimuli. For all repeated measures ANOVA analyses, here and in following
sections, whenever Mauchly’s test suggested a violation of sphericity, we report
Geenhouse-Geisser corrected p-values.
In case of non-significant effects of prediction and/or attention on the initial
or later phase of the C1, we performed Bayesian statistics using JASP (JASP
Team, 2018) software to determine the strength of evidence for the null
hypothesis of no effect (Masson 2011; Wagenmakers et al. 2018). Generally
speaking, Bayesian statistics allows the quantification of the probability of
hypotheses for and against the absence of effects, i.e., H0 and H1, given the
observed data p(H|D). These probabilities can be statistically compared and
expressed as a Bayes factor (BF01), which indicates the posterior probability of
the H0 over H1 (Masson, 2011). The higher the value of the Bayes factor BF01, the
stronger the evidence in favor of H0 being true. Here, we used terminology for
interpreting Bayes factors suggested by Jeffreys (1961), and labeled a BF01 from
1 to 3 as anecdotal evidence in favor of H0, values from 3 to 10 as substantial, and
those above 10 as strong evidence in favor of H0. To evaluate the main and
interaction effects of interest, we conducted a Bayesian repeated measures
ANOVA with the same within-subject factors to determine the strength of
evidence in favor of the H0. In case we needed to quantify evidence for an
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interaction effect, we computed inclusion Bayes factor (BFinclusion) across matched
models, which is the ratio between the sum of posterior model probabilities
P(M|data) of all models that contain the interaction effect of interest, but no
interactions with the interaction effect of interest, and the sum of posterior model
probabilities of all the models included in the numerator term but without the
interaction of interest. This factor thus indicates the extent to which data supports
the inclusion of the interaction effect, taking all relevant models into account. For
the sake of consistency in interpreting the BFinclusion in line with the BF01, we
inverted (1/ BFinclusion = BFexclusion) this factor such that it indicates the evidence in
favor of H0 (Wagenmakers et al., 2018) in accordance with terminology
suggested by Jeffreys (1961).
EEG multivariate analysis: Top-down effects on spatial representations
Both attention (Jehee et al. 2011) and prediction (Kok et al. 2012b) have also
been associated with sharpening of neural representations in V1 using BOLD
fMRI. Therefore, next to examining modulations of activation strength using
univariate ERP analyses (described above), using MVPA, we also investigated
how early attention and prediction may modulate sensory representations, as
reflected in the pattern of EEG activity across electrodes. This multivariate
approach may be more sensitive in picking up weak top-down modulations when
those affect the distribution of activation across scalp, than the analytic approach
by Kelly et al. (2008) of only looking at the C1 peak electrode that we followed
in our ERP analysis (Slagter et al. 2018). However, note that the univariate
approach might prove more sensitive in cases when top-down effects are locallyspecific, as the multivariate approach is less sensitive to effects present at only a
few electrode sites.
In order to examine the effects of attention and prediction on the
representational content of neural activity, as reflected in distribution of neural
activity across the scalp we used the ADAM toolbox (Fahrenfort et al., 2017) to
train a linear discriminant classifier to distinguish the patterns of activity between
conditions using the raw EEG signal measured at all electrodes (features for
classification). Specifically, we tested if patterns of neural activity differ between
attended versus unattended, and predicted versus unpredicted conditions. We
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used a 10-fold cross-validation to evaluate classification performance. Raw EEG
data was divided into 10 folds (information about the order of trials was
removed). Next, a classifier was trained on 90% of the data to classify between
stimulus classes, and then tested on the remaining 10% of the data. The training
and testing procedure was repeated ten times, so that each time a different portion
of data was used for training and testing to avoid circularity (see Kriegeskorte et
al. 2009). For each subject, classification accuracy was calculated as the average
number of correct condition classifications, first averaged across conditions, and
then across 10 folds. This was done for each sample of the EEG signal, which
resulted in vector of classification accuracies over time. Classification accuracies
were tested using a one-sample two-sided t-test to evaluate if accuracies differed
significantly from chance. Intervals of significant decoding were corrected for
multiple comparisons using group-wise cluster-based permutation testing, as
described in Maris and Oostenveld (2007) and implemented in the ADAM
toolbox (Fahrenfort et al., 2017). In this procedure, a sum of t-values in a cluster
of temporally adjacent significant time points (p<0.05) in the observed data is
computed. This sum is compared to the sum of t-values in a cluster of significant
data points obtained under random permutation. Random permutation and
computation of a sum of t-values under random permutation is repeated 1000
times. The p-value used to evaluate the significance of a cluster in the observed
data is the number of times the sum of t-values under random permutation
exceeded that of the observed sum, divided by the number of iterations.
Time-frequency analysis: Top-down effects on pre-stimulus alpha activity
Attention and prediction have also been associated with changes in pre-stimulus
alpha oscillatory activity (Horschig et al. 2014; Kelly et al 2006; Sauseng et al.
2005; Worden et al. 2000), suggesting that these top-down factors can bias visual
processing in advance. To assure that participants indeed used attention and
prediction cues to adaptively track stimulus likelihood and shift their attention to
cued locations in advance, here we performed a complex Morlet wavelet
decomposition of raw EEG data to obtain the time-frequency representation
(Mike X Cohen, 2014). The wavelet convolution was performed in the frequency
domain, such that the power spectrum of EEG signal (obtained using the fast
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Fourier transform) was multiplied by the power spectrum of Morlet wavelets.
Morlet wavelets were computed by point-wise multiplication of a complex sine
2
2
wave with a Gaussian window: 𝑒 𝑖2𝜋𝑡𝑓 𝑒 −𝑡 /2𝜎 (where t is time, f is frequency,
which increased from 2 to 40 Hz in 30 logarithmically spaced steps, and 𝜎 the
width of the Gaussian, which increased logarithmically from 3 to 8 in the same
number of steps). This was done on a single-trial level. Based on the resulting
complex signal, the power at each frequency band and time point was computed
as the squared magnitude of the result of the convolution: 𝑟𝑒𝑎𝑙[𝑧(𝑡)]2 +
𝑖𝑚𝑎𝑔𝑖𝑛𝑎𝑟𝑦[𝑧(𝑡)]2 (Cohen and Donner 2013; Cohen 2014). Power values
were baselined to average pre-stimulus power between -1133 and -983 ms (i.e.,
200-50 ms before attention cue onset) at each frequency band using a decibel
(dB) transformation: 𝑑𝐵 𝑝𝑜𝑤𝑒𝑟 = 10 𝑥 𝑙𝑜𝑔10 (𝑝𝑜𝑤𝑒𝑟𝑡 /𝑝𝑜𝑤𝑒𝑟𝑏𝑎𝑠𝑒𝑙𝑖𝑛𝑒 )
(Cohen and Donner 2013). To examine the effects of spatial prediction and
attention, per condition separately, trial-averaged alpha power values (8-12 Hz)
were computed for two pairs of parieto-occipital electrodes, PO4/PO8 and
PO3/PO7 in a -500 to -100 ms pre-stimulus time-window, where anticipatory
effects were expected to be most pronounced (Kelly et al. 2006; Sauseng et al.
2005; Worden et al. 2000). To test if prediction and attention induced alpha power
asymmetry between electrode sites contralateral and ipsilateral to the predicted
and to-be-attended locations, respectively, these values were submitted to a
repeated measures ANOVA with the within-subject factors Attended Location
(upper, lower), Predicted Location (P, NP, UP), and Hemisphere (contralateral,
ipsilateral). Note that which electrode pair for a given subject and to-be-attended
location was considered contralateral or ipsilateral depended on whether the tobe-attended location in the, for instance, upper visual field was in the left or the
right hemifield. Significant effects were followed-up by repeated measures
ANOVAs and paired sample t-tests.
ERP analyses: Top-down effects on later ERP components
A large body of work has shown that visual processing after 100ms is susceptible
to top-down modulation (e.g., Di Russo et al. 2003; Lasaponara et al. 2017;
Marzecová et al. 2017; Noesselt et al. 2002). Therefore, to confirm longer-latency
activity modulations, in a set of secondary analyses, we also examined how
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attention and prediction, separately and/or in interaction, modulated stimulus
processing over time, after 100ms. Specifically, we examined their effects on the
amplitude of the visual-evoked P1 and N1 components, as well as of the later P3a
and P3b components. Consistent with previous studies (e.g., Di Russo et al. 2003;
Noesselt et al. 2002), the group- and condition-average P1 and N1 components
peaked over lateral occipitoparietal scalp sites. Two pairs of lateral
occipitoparietal electrodes (PO4/PO8 and PO3/PO7) were hence used to calculate
the amplitude of the P1 and N1 components contralateral and ipsilateral to the
stimulus location, separately per condition of interest. The largest positive voltage
value in 100-150ms interval, and the largest voltage negativity within 150-200ms
were selected to determine the latency of the P1 and N1 peaks, respectively, for
each subject separately. Time windows for peak picking were based on visual
inspection of the group- and condition-average ERPs. The latencies of the
contralateral and ipsilateral P1 and N1 peaks were largely consistent with
previous studies. The contralateral P1 peaked at 137ms for upper and at 117ms
for lower-field stimuli, and at 145ms for upper and 141ms for lower-field stimuli
over ipsilateral sites. The N1 peaked contralaterally at 180ms and 172ms for
upper and lower-field stimuli, respectively. The ipsilateral N1 peak was measured
at 200ms for upper, and at 181 for lower-field stimuli. Average P1 and N1
amplitude values +/- 1 sample around the peak sample were entered into separate
repeated measures ANOVAs with four within-subject factors: Attention (A, UA),
Prediction (P, UP, NP), Hemisphere (contralateral, ipsilateral), and Field (upper,
lower). Significant effects that included the factor(s) Attention and/or Prediction
were followed up by paired t-tests.
We also examined effects of prediction and attention on the later P3a and
P3b components, which are consistently shown to be modulated by stimulus
relevance and probability (e.g., Friedman et al. 2001; Marzecová et al. 2017;
Polich 2007). To this end, based on the condition-average data, collapsed across
the upper and lower location, we first determined the peak latency of the P3a over
fronto-central electrodes (FCz, Fz) in the 300-400ms time window, and the peak
latency of the P3b over parieto-central electrodes (POz, Pz) in the 350-450ms
time window. The P3a peaked at 360ms for upper field, and at 348ms for lower
field stimuli. The P3b peak was identified at 387ms for upper and at 395ms for
lower field stimuli. Mean peak amplitude values (peak -/+ 12 samples around the
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peak, i.e., ~100ms) were then calculated for each condition separately and
averaged across electrodes. These values were entered into separate repeated
measures ANOVAs with factors Attention (A, UA) and Prediction (P, NP, UP).
Significant effects in all repeated measures ANOVAs were followed-up by paired
sample t-tests.
Experiment 2
Eye tracking
Due to a malfunctioning eye tracker, only five participants had full eye tracking
datasets available in Experiment 2, and their data were analyzed identically to the
eye tracking data in Experiment 1 (see above). For the remaining eight
participants, eye-tracking data was missing for more than 15% of trials (collapsed
across two sessions). For these participants, we manually inspected the HEOG
channel for horizontal eye movements and removed trials with eye movement
activity. To exclude possible condition differences in eye position on sensoryevoked ERPs, we statistically compared average x-coordinates (horizontal eye
movements), y-coordinates (vertical eye movements), and HEOG recorded
voltages in -200 to 100 ms interval in separate repeated measures ANOVAs with
Attended Location (upper, lower) and Predicted Location (P, UP, NP) as withinsubject factors. Following the empirical work of Mangun & Hillyard (1991), we
also estimated deviations from fixation in degrees of visual angle based on HEOG
voltages measured after cues directing attention to the left and right location, in
the -200 to 100ms interval around stimulus presentation.
Data acquisition, preprocessing and statistical analysis
Data acquisition procedure and preprocessing steps were comparable to those in
Experiment 1. ERP and MVPA analyses were identical to those in Experiment 1.
As we were specifically interested in top-down effects on the first feedforward
sweep of activation, replication ERP analyses only focused on the C1. The C1
component was again assessed from the signal recorded from an individually
determined C1 peak channel at a peak latency determined based on the condition-
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average data separately for left and right upper field stimuli. The C1 component
peaked at 86 and 84 ms for left and right upper field stimuli, respectively.

2.3 Results
Experiment 1
Behavior
A repeated measures ANOVA revealed that stimulus predictability modulated the
speed of responses to target stimuli (F2,18=4.617, p=.005, see Fig. 2.3A). As in
Kok et al. (2012a), whose manipulation of location predictability we adopted,
participants were significantly faster in detecting target stimuli that occurred at
predicted (P=443.3ms, SD=37.6) compared to non-predicted (NP=449.8ms,
SD=40.7, t19=-2.48, p=.023) and unpredicted (UP=460.2ms, SD=45.9, t 19=-3.12,
p=.006) locations. They were also significantly faster in detecting targets at nonpredicted in comparison to unpredicted locations (t 19=2.83, p=.011). As in Kok et
al. (2012), accuracy was not affected by stimulus predictability (F 2,18=0.43,
p=.487; P=76.5, SD=3.9; NP=77.1, SD=4.9; UP=78, SD=8.3) (Fig. 2.3B). Target
sensitivity, as indexed by d’, was also not affected by stimulus predictability
(F2,18=1.81, p=.19; d’ P=2.27, SD=0.5; d’ NP=2.39, SD=0.6; d’ UP=2.28,
SD=0.6). These results confirm that predictions influenced stimulus processing,
as participants were fastest at detecting targets presented at the most likely
location. Participants on average accurately detected 74.5% (SD=1.61) of the
targets in the probe task and 77.4% (SD=4.8) of the targets in the spatial cueing
task, which is comparable to the performance level reported by Kelly et al. (2008)
(80.7%, SD=3.3), and was expected given that we titrated performance to 75%.
Since target stimuli only appeared at cued (i.e., attended) locations, we could only
determine effects of stimulus location predictability, not location relevance, on
performance.
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Figure 2.3. Effects of prediction on behavioral performance in Experiment 1. (A) Speed of
responses decreased linearly with increasing stimulus predictability: Participants responded
significantly faster to predicted than to non-predicted and unpredicted stimuli, as well as to nonpredicted compared with unpredicted stimuli (**p<0.01), confirming that our prediction
manipulation was successful. Prediction did not significantly influence accuracy (B) or d’ (C).

Early C1 modulations
Our main question was whether prediction and attention, independently or in
interaction, may modulate the first feedforward sweep of visual cortical activity,
as indicated by the early phase of the C1. Results from a repeated-measures ANOVA
addressing this question did not reveal any evidence for top-down modulations:
the main effects of Attention (F1,18=0.079, p=.781) and Prediction (F2,17=0.608,
p=.556) were not significant, neither was their interaction (F2,17=0.173, p=.685).
This was further supported by results of a Bayesian repeated measures ANOVA,
which provided substantial to strong evidence for the null hypotheses against a
main effect of Attention (B01=6.6), a main effect of Prediction (B01=18.1).
Furthermore, inclusion Bayes factor across matched models provided substantial
support against an interaction between Attention and Prediction (BF exclusion=10.9).
Since previous studies that tested the effect of attention on the early phase of the
C1 (Kelly et al. 2008; Baumgartner et al. 2018) used cues that had no predictive
value, we also tested whether attention effects were present in prediction-neutral
blocks. Still, we found no difference in the amplitude of the early-phase C1 to
attended compared with unattended stimuli in prediction-neutral blocks (t18=0.7,
p=.49). The classical repeated measures ANOVA further revealed that the C1
amplitude in the early phase was significantly higher for stimuli presented in the
upper vs. lower visual field (main effect of Field: F1,18=9.383, p=.007), but the
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factor of Field did not interact with Attention (F1,18=2.489, p=0.132), Prediction
(F1,18=1.219, p=0.32), nor did it modulate their interaction (F2,17=2.479, p=.114).
Thus, in contrast to the notion that predictions can modulate afferent activity in
V1, we found no evidence for top-down modulation of the early phase (50-80ms)
of the C1.
C1 peak modulation
Inspection of Figure 2.4 revealed that the C1 component might be modulated by
top-down factors to a greater extent slightly later in time, around its peak.
Therefore, we also examined if prediction and/or attention might modulate the
peak of the C1. A repeated measures ANOVA also revealed no significant effect
of Attention on the later phase of the C1 (F1,18=0.742, p=.400). Yet, a significant
interaction between Attention and Field (F2,17=6.925, p=.017) suggested that
attention may have modulated the later phase of the C1 differentially at upper
versus lower locations. This was confirmed post-hoc: the C1 peak was significant
larger for stimuli presented at attended versus unattended locations only when
stimuli were presented in lower visual field (t 18=2.314, p=.033), and not when
they were presented in the upper visual field (t19=-0.515, p=.612). These findings
conceivably reflect differential overlap from the P1 attention effect, that one
would expect for lower visual field stimuli only, as in contrast to upper visual
field stimuli, which generally elicit a C1 that is maximal over midline electrodes,
lower visual field stimuli elicit a C1 that is typically maximal over the same
lateral posterior scalp regions as the P1 (Baumgartner et al. 2018; Di Russo et al.
2012, 2003; Kelly et al. 2008; Martinez et al. 2001; Martínez et al. 1999).
Furthermore, we found that the C1 peak was modulated by stimulus
location likelihood, as suggested by a significant main effect of Prediction
(F2,17=3.743, p=.045). However, contrary to the notion of prediction-based
suppression of sensory processing (e.g., Alink et al. 2010; Kok et al. 2012a,
2012b) this effect was driven by a significantly larger C1 peak to predicted than
to unpredicted stimuli (t18=2.4, p=.027), and by a significantly larger C1 peak to
non-predicted than to unpredicted stimuli (t 18=-2.330, p=.032). The difference
between predicted and non-predicted C1 peaks did not reach significance
(t18=.038, p=.970) (see Fig. 2.4B). The prediction effect was not modulated by
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the Field (F2,17=0.255, p=.778). Finally, attention and prediction in interaction did
not modulate the C1 peak amplitude (F2,17=0.706, p=.508).

Figure 2.4. Effects of prediction and attention on the first feedforward sweep of cortical
information processing. Shown are grand-average ERPs measured at individually determined
C1 peak electrodes, separately for upper and lower visual field stimuli and locked to stimulus
onset. (A) Attention (collapsed across prediction conditions), did not modulate the early phase
of the C1. The C1 peak, slightly later in time, was significantly larger for attended (A) versus
unattended (UA) stimuli, but only for stimuli presented in the lower field, likely reflecting
overlap from the P1 attention effect at lateral posterior scalp regions. (B) Prediction (collapsed
across attention conditions) also did not modulate the early phase of the C1 (50-80ms poststimulus), but did influence the amplitude of the C1 peak. Specifically, the C1 peak in the
unpredicted (UP) condition was significantly lower in amplitude than the C1 peak in the nonpredicted (NP) and predicted (P) conditions. This is contrary to what one would expect based
on predictive processing accounts that postulate that unpredicted stimuli should elicit greater
sensory activity (i.e., prediction errors). Moreover, this finding was not supported by Bayesian
analyses, which provided stronger evidence for the hypothesis that prediction does not modulate
C1 peak amplitude. (C) Attention and prediction in interaction did not modulate the early phase
of the C1 or its peak amplitude.

In contrast to the results of the classical repeated measures ANOVA, a Bayesian
repeated measures ANOVA yielded strong evidence in favor of the null
hypothesis against an effect of Prediction on the later phase of the C1.
Specifically, the Bayes factor indicated that the data were 10.9 more likely under
the null hypothesis, constituting strong evidence against a main effect of
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Prediction. However, because the main effect of Prediction was significant in the
classical repeated measures ANOVA, we followed up the Bayesian null effect by
a Bayesian equivalent of the paired samples t-test between prediction conditions.
A discrepancy between the classical and Bayesian ANOVA models could have
appeared due to violations of assumptions (e.g., homogeneity of variances and
normal distributions) of a repeated measures (Bayesian) model1, leading to model
misspecification. Indeed, the follow-up analysis yielded results in line with the
classical model. Namely, we found substantial evidence against the null
hypothesis that the peak of C1 does not differ between predicted and nonpredicted condition (B01= 4.2), and below anecdotal evidence for no difference in
C1 peak amplitude in predicted versus unpredicted (B01 = 0.44) and non-predicted
versus unpredicted (B01 = 0.5) conditions.
Moreover, in line with the classical analysis, the Bayesian analysis
suggested substantial evidence for the null hypotheses of no effect of Attention
(BF01=4.9) and substantial evidence for no interaction between Attention and
Prediction (BFexclusion=8.5). Finally, evidence against a Field by Attention
interaction was only anecdotal (BFexclusion=2), which is in line with the result
obtained by using the frequentist approach. Thus, while the classical (frequentist)
repeated measures ANOVA suggested that predictions may modulate the later
phase of the C1, this was not supported by our Bayesian analysis, which provided
strong evidence for the absence of an effect of prediction. Thus, we found no
evidence that prediction and/or attention can modulate the early phase of the C1,
and mixed evidence for an effect of prediction on the later phase of the C1 in a
direction opposite to what one would expect based on predictive processing
theories in which predictions are proposed to reduce visual responses (i.e.,
prediction errors) (e.g. Alink et al. 2010; Friston 2009).
Top-down effects on neural representations
Using multivariate decoding analyses, we next examined potential effects of
attention and prediction on representational content, as both attention (Jehee et
1

https://forum.cogsci.nl/discussion/4306/discrepancy-between-bayesian-and-regular-repeated-measures-anova;
https://forum.cogsci.nl/discussion/3596/large-bayes-factor-changes-with-exclusion-of-single-subject-bayesiananova
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al. 2011) and prediction (Kok, Jehee et al. 2012) have been associated with
sharpening of neural representations in V1 using BOLD fMRI. Using a backward
decoding model, we obtained a time course of decoding accuracies, indicative of
when in time precisely attention and prediction began to modulate neural activity
patterns. Figure 2.5 shows classification accuracies over time for attended versus
unattended (Fig. 2.5A) and predicted versus unpredicted stimuli (Fig. 2.5B). The
classifier was able to discriminate between attended and unattended conditions
with above-chance accuracy from approximately 133 to 992 ms post-stimulus
(two-tailed cluster p-value<.001 after 1000 iterations). Predictions modulated
patterns of neural activity slightly later in time, from approximately 242 ms until
about 648 ms post-stimulus, as revealed by significant decoding (predicted vs.
unpredicted) (two-tailed cluster p-value<.001 after 1000 iterations). These
multivariate results corroborate and extend the univariate ERP results, and
support the conclusion that spatial attention and prediction did not modulate
visual information processing before 80 ms.
Pre-stimulus alpha power modulations
Given the absence of top-down modulations of visual activity before 80 ms, we
next examined if attention and prediction modulated pre-stimulus baseline
activity, as indexed by pre-stimulus alpha-band oscillatory activity. By
examining attention- and prediction-related changes in pre-stimulus alpha power,
we wanted to ensure that subjects in fact directed their attention in advance to the
cued location and that location likelihood was used to predict upcoming stimuli
in advance. Previous studies have robustly related spatial attention (albeit
confounded with prediction as attended stimuli were also more likely than
unattended stimuli) with greater alpha activity over ipsilateral versus contralateral
posterior scalp regions, in line with the notion that attention can bias sensory
regions in advance to favor processing of task-relevant over irrelevant
information (Worden et al., 2000). There is also initial evidence to suggest that
predictions can modulate pre-stimulus alpha activity (Horschig et al., 2014).
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Figure 2.5. Effects of attention and prediction on the sharpness of stimulus location
representations. (A) Classification accuracy for attended versus unattended stimuli collapsed
across upper and lower locations and prediction conditions. Attention modulated patterns of
neural activity between 130 and 990 ms post-stimulus (black lines mark two-tailed cluster pvalue <.001 after 1000 iterations). (B) Classification accuracy for predicted versus unpredicted
stimuli collapsed across upper and lower locations and attention conditions. Predictions
modulated neural activity patterns between 242 and 650 ms (black lines mark two-tailed cluster
p-value <.001 after 1000 iterations). Shaded areas on both figures are +/- S.E.M. These
multivariate findings corroborate the univariate ERP findings, as they do not reveal any effects
of attention and prediction before 80 ms.

Indeed, although attention did not modulate the stimulus-evoked C1, attention
did modulate pre-stimulus alpha-band activity, as suggested by a significant main
effect of Hemisphere (F1,19=25.470, p<.001). This main effect captured the
expected pattern of relatively greater alpha activity over ipsilateral vs.
contralateral posterior scalp regions (contralateral power=-0.63, SD=0.66,
ipsilateral power=-0.28, SD=0.54) (see Fig. 2.6A). This asymmetry in prestimulus alpha power was not significantly affected by whether attention was
directed to the upper or the lower location (Attended Location x Hemisphere
interaction: F1,19=3.491, p=.077), although total alpha power was significantly
higher when upper (upper locations=-0.34, SD=0.54) compared with lower
locations (lower locations=-0.57, SD=0.7; main effect Attended Location:
F1,19=5.518, p=.03) were attended. This analysis confirms that participants
covertly directed their attention in advance towards the cued location.
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Figure 2.6. Effects of top-down attention and prediction on pre-stimulus alpha power. (A)
Shown are differences in average power values across time as a function of frequency at
electrodes contralateral versus ipsilateral to the cued (attended) stimulus location (PO3/7 and
PO4/8). Attention (collapsed over prediction conditions and upper and lower locations) was
associated with reduced pre-stimulus (-500 to -100ms) alpha power (8-12 Hz) (marked by the
black dashed rectangle) over contra- compared with ipsilateral posterior scalp regions. (B) The
scalp distribution of pre-stimulus alpha power in a -500 to -100ms window over posterior sites
as a function of cue direction: left vs. right (collapsed over upper and lower locations). As can
be seen, spatial attention was associated with a lateralization of pre-stimulus alpha activity over
lateral posterior scalp regions. (C) Prediction modulated the effect of attention on pre-stimulus
alpha lateralization (i.e., the magnitude of pre-stimulus alpha power at electrodes contralateral
versus ipsilateral to the attended stimulus location (PO3/7 and PO4/8)), but only when locations
in the lower-field were attended. Specifically, alpha power was only higher over ipsilateral than
over sites contralateral to predicted lower-field locations.

The main effect of Predicted Location (F2,18=0.433, p=.591) and the interaction
between Predicted Location and Hemisphere (F2,18=0.689, p=.445) were not
significant. However, a significant Attended Location x Predicted Location x
Hemisphere interaction (F2,18=9.027, p=.002) suggested that prediction had an
effect on pre-stimulus alpha asymmetry that was dependent on the to-be-attended
location. Indeed, a post hoc analysis revealed that, when lower locations were
cued, the interaction between Predicted Location and Hemisphere was significant
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(F2,18=5.33, p=.019), while this was not the case when upper locations were cued
(F2,18=0.568, p=.510). A paired sample t-test further revealed that pre-stimulus
alpha power was significantly greater over ipsilateral vs. contralateral posterior
scalp regions when lower locations were cued (i.e., attended) and predicted (t 19=3.15, p=.005, predicted contralateral=-0.72, SD=0.85; predicted ipsilateral=0.38, SD=0.65), but not, for instance, when two locations were equally likely
(t19=-1.308, p=.207, non-predicted contralateral=-0.67, SD=0.8; non-predicted
ipsilateral=-0.52, SD=0.57). These results suggest that when the likelihood that a
stimulus would occur at the attended lower visual field location was high, alpha
power exhibited the characteristic lateralization in particular for predicted
locations (see Fig. 2.6C). These results suggest that predictions and attention may
interact to bias visual regions in advance, however here, only when lower-field
locations were task-relevant.
P1 and N1 modulations
Given the lack of a C1 modulation, it is important to demonstrate that later effects
of attention and prediction on visual processing shown consistently in previous
research (Di Russo et al., 2003; Marzecová et al., 2017), were replicated. In line
with this body of research (e.g., Hillyard, Vogel, & Luck, 1998) and as can be
seen in Figure 2.7, the P1 was enhanced by attention, although specifically over
contralateral posterior scalp regions (contralateral: t19=3.103, p=.006; ipsilateral:
t19=-0.182, p=.858), as reflected by a significant interaction between Attention
and Hemisphere (F1,19=7.221, p=.015; main effect of Attention: F1,19=1.395,
p=.252). The P1 was also modulated by predictions over contralateral posterior
regions, albeit only marginally (Hemisphere x Prediction interaction: F2,18=3.184,
p=.065; main effect Prediction: F2,18=1.017, p=.330). The effects of attention and
prediction on the P1 were independent of each other, as reflected by a nonsignificant interaction between Attention and Prediction (F2,18=.317, p=.732). All
other interaction effects of Attention and/or Prediction with Field and/or
Hemisphere were non-significant (all p’s >.103).
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Figure 2.7. Effects of attention and prediction on later stages of visual information
processing indexed by the P1 and N1 ERP components. (A, D) Attention was also associated
with a larger contralateral P1 and bilateral N1. (B, E) Predictions did not modulate P1 and N1
amplitudes. (C, F) Prediction did marginally modulate the N1 peak in interaction with attention.

As expected, attention also enhanced the amplitude of the N1 component
(F1,19=22.431, p<.001; Fig. 2.7). This attention effect was bilateral (Attention x
Hemisphere: F2,18=0.272, p=.608) and observed independent of stimulus location
(Attention x Field: F2,18=0.006, p=.941), although it was somewhat larger for
lower-field stimuli over the ipsilateral hemisphere, as indicated by a significant
Attention x Hemisphere x Field interaction (F1,19=7.843, p=.011) (see Fig. 2.7).
Prediction did not modulate the N1 (F2,18=1.493, p=.251), but a marginally
significant interaction between Prediction x Field (F2,18=2.141, p=.063) suggested
that the differences in N1 amplitude between prediction conditions might be

49

Chapter 2
greater at upper locations (see Fig. 2.7). Notably, the interaction between
Attention and Prediction (F2,18=3.311, p=.06) was marginally significant. With
the exception of a four-way interaction between Attention, Prediction, Field, and
Hemifield (F2,18=2.966, p=.038), suggesting that the interaction between attention
and prediction differed significantly across specific combinations of stimulus
locations and hemisphere, none of the other interaction effects of Attention and/or
Prediction with Field and/or Hemisphere reached significance (all p’s>.077).
Thus, attention robustly modulated later visual processing, as indexed by
the P1 and N1, whereas effects of prediction on later visual processing were
relatively weak and only marginally significant.
P3a and P3b modulations
Prediction and attention have also robustly been shown to modulate later, postperceptual stages of information processing (Friedman et al. 2001; Polich 2007).
In line with these observations, attention and prediction, independently and in
interaction, modulated the amplitude of the P3a and P3b ERP components. Both
attention (F1,19=29.040, p<.001) and prediction (F2,18=18.330, p<.001) reduced the
amplitude of the P3a component (Fig. 2.8). Moreover, as suggested by a
significant interaction between Attention and Prediction (F2,18=8.831, p<.001),
the effect of prediction was larger in the unattended compared with the attended
condition (Fig. 2.8C).
The P3b was also modulated by predictions, but in contrast to the P3a, not
by attention, as reflected by a significant main effect of Prediction (F 2,18=32.283,
p<.001) and an insignificant main effect of Attention (F 1,19=.058, p=.812). As
expected, and can be seen in Figure 2.8B, the amplitude of the P3b component
scaled down as the probability of a stimulus increased. The interaction between
attention and prediction was not significant (F2,18=4.474, p=.199), suggesting that
prediction effects on the P3b were not modulated by attention.
To summarize the results of Experiment 1, while ERP and multivariate
analyses did not provide any evidence for a modulation of visual activity before
80ms post-stimulus by prediction or attention, these top-down factors were
associated with robust modulations of later stages of information processing.
Moreover, modulations of pre-stimulus activity indicated that prediction and
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attention biased sensory processing in advance. Nevertheless, this did not affect
the very first stage of cortical information processing.

Figure 2.8. Effects of attention and prediction on post-perceptual stages of information
processing as indexed by the P3a and P3b components. (A) Prediction modulated the size of
the P3a novelty response (~300-400 ms post-stimulus) in the expected way: the P3a was higher
to unpredicted (UP) compared with predicted (P) and non-predicted (NP) stimuli. (B) Prediction
also modulated the size of the P3b component (~340-440 ms post-stimulus), such that the
amplitude of the P3b was inversely related to the stimulus probability. (C) Post-perceptual
effects of prediction also depended on attention. The P3a response was highest to unpredicted
stimuli at both attended and unattended locations. (D) The amplitude of the P3b response scaled
inversely with stimulus predictability at attended and unattended locations. The largest P3b
response was again observed to unpredicted stimuli, however, non-predicted stimuli elicited a
smaller P3b than predicted stimuli.
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Eye-tracking
The analysis of eye tracking data indicated that the mean eye position at the time
of stimulus presentation (-200 to 100ms) was not modulated by Prediction in the
x (F2,18=.443 p<.714) or y (F2,18=1.405 p<.271) direction. Yet, attention did affect
mean eye position at the time of stimulus presentation, as indicated by a
significant main effect of Attended Location in both directions (x-direction:
F1,19=83.254 p<.001; y-direction: F1,19=56.861 p<.001). Yet, post-hoc inspection
of the data suggested that, albeit consistent across subjects, these differences in
eye position were very minor in magnitude (the average difference in gaze
direction between cued locations in x and y-directions was 0.16° and 0.4°,
respectively; absolute average deviations from fixation were: x-direction attend
low (right): 0.06°; x-direction attend up (left): -0.1°; y-direction attend low
(right): 0.24°; y-direction attend up (left): 0.16°). It is unlikely that such minor
differences can explain possible differences in stimulus-evoked ERPs between
attended and unattended stimuli, which is supported by the lack of an attentional
modulation of the first ERP component, the C1 (reported above). Moreover, the
interaction between Attended Location and Prediction was not significant (xdirection: F1,19=2.018, p=.162; y-direction: F1,19=.396 p=.679).
Experiment 2
In Experiment 1, we obtained moderate to strong evidence against a modulation
of stimulus-driven activity by spatial pre- diction and attention before 80 ms.
While our C1 peak analysis suggested that prediction may modulate the later
phase of the C1, this effect was statistically weak, not supported by Bayesian
analyses, and in a direction opposite to what one would expect based on
predictive processing theories in which predictions are proposed to reduce visual
responses (i.e., prediction errors) (e.g., Friston 2009; Alink et al. 2010). To more
conclusively establish the absence of top-down effects before 80 ms, we
conducted a second EEG experiment to determine if our findings would replicate using a design that was further optimized to detect activity generated by V1.
We again independently modulated spatial attention and prediction using a
similar cueing paradigm as in Experiment 1 with three important improvements.
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First, we used large-scale, high-contrast texture stimuli that are known to elicit
large C1s (e.g., see Pourtois et al. 2008). It is possible that in Experiment 1, we
did not observe any attention- and/or prediction-based modulations of the earliest
stage of visual information processing due to the relatively low signal-to-noise
ratio at this stage of processing. By enhancing the signal-to- noise ratio of the C1,
we expected that our sensitivity to measur- ing weak top-down effects would be
improved (Slagter et al. 2018). As a second improvement, in Experiment 2, we
used a task in which participants had to perform an orientation dis- crimination
task (vs. a ring detection task), which conceivably relies on V1 activity. Third
and lastly, we presented stimuli in the left or right upper visual field (versus at
two diagonally oppo- site locations, one in the upper and one in the lower visual
field, as in Experiment 1). By presenting stimuli only in the upper visual field,
we importantly aimed to minimize overlap between the C1 and the subsequent
P1 component (Qu and Ding 2018), which is only problematic for lower-field
stimulation. This allowed us to better isolate possible C1 effects. In addition,
some studies report that modulations of the C1, e.g., by attentional load (Rauss et
al. 2009) and perceptual learning (Pourtois et al. 2008), are only present for upper
visual field stimuli (see also Slotnick 2018). Thus, in Experiment 2, we aimed to
determine if we could observe early (before 80 ms) effects of prediction and/ or
attention when using V1-tuned stimuli, an orientation dis- crimination task, and
an upper-field stimulation protocol, or would replicate our null results from
Experiment 1.
Behavior
Contrary to the observed prediction-related increase in reaction time in
Experiment 1 and in Kok, Rahnev et al. (2012), stimulus predictability had no
influence on average reaction time to target stimuli (F2,11=0.819; p=.632,
P=528.7, SD=108.2; NP=531.6, SD=109; UP=535, SD=100.4) (see Fig. 2.9).
Yet, as in Experiment 1 and Kok et al. (2012a), we found that stimulus
predictability did not affect response accuracy (F2,11=1.550, p=.225, P=74.6,
SD=8.2; NP=76.2, SD=8.1; UP=76.6, SD=7.3) or sensitivity to target signals,
expressed in d’ (F2,11=.150, p=.863; d’ P=1.58, SD=0.3; d’ NP=1.6, SD=0.3; d’
UP=1.61, SD=0.44). While the mean accuracy was comparable between the
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experiments, reaction times were about 60-100 ms slower in Experiment 2.
Moreover, d’s were consistently lower in Experiment 2. These results indicate
that participants took more time to respond and were less sensitive to target
signals in Experiment 2, indicating that our task design changes made the task
used in Experiment 2 more difficult. It is unclear which changes specifically may
have led to these differential results between experiments (e.g., the use of a nonspatial symbolic cue in Experiment 2 vs. a spatial cue in Experiment 1, the line
element stimuli in Experiment 2 versus the Gabor stimuli in Experiment 2).

Figure 2.9. Effects of attention and prediction on behavioral performance and the C1 in
Experiment 2. There was no behavioral benefit of stimulus predictability on reaction times (C),
accuracy (D) or d’ (E). (F) Attention did not modulate C1 amplitude (neither in the early time
window, nor at the peak). (G) Prediction also did not modulate the C1 (neither in the early time
window nor at the peak). (H) Prediction and attention in interaction did not modulate the
amplitude of the C1 (neither in the early time window nor at the peak). A: attended; UA:
unattended; P: predicted; NP: non-predicted; UP: unpredicted.
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ERP results
In Experiment 2, we examined attention/prediction effects on the early (50-80ms)
and late phase of the C1 and on early patterns of activity, to address our main
question of whether top-down factors can modulate initial afferent activity and
representational content before ~80ms.
As expected, the texture stimuli used in Experiment 2 elicited a C1 that was
on average almost twice as large as in Experiment 1 and on average 3-4 times
larger than in Kelly at al. (2008) for upper-field stimuli. Nevertheless, replicating
the C1 results from Experiment 1, analyses examining effects of prediction and
attention did not reveal any evidence for top-down modulation of C1 amplitude
during the early phase (50-80ms post-stimulus) or the late phase (peak) of the C1
in Experiment 2. Specifically, during the early phase of the C1, the main effects
of Attention (F1,12=.078, p=.785) and Prediction (F2,11=2.495, p=.318), as well as
their interaction (F2,11=0.001, p=.999), were all far from significance. This was
supported by Bayesian analyses, which showed substantial evidence for the null
hypothesis against the main effects of Attention (BF01=4.95), Prediction
(BF01=6.99) and their interaction (BFexclusion=8). Moreover, a posthoc analyses
showed that Attention effects were absent also in prediction-neutral blocks
(t10=0.602 p=.56). It should be noted that, although the number of trials in the
attended and unattended non-predicted conditions were lower (248 and 336 trials,
respectively) than in the study by Kelly et al. (2008), the C1 was 3-4 times larger
in amplitude in the current than in this original study, reducing its sensitivity to
background EEG noise.
The same was true for the late phase of the C1 (main effect of Attention:
F1,12=1.083, p=.318; main effect of Prediction: F2,11=2.405, p=.376; interaction
Attention and Prediction: F2,11=.522, p=.607). This was further corroborated by
Bayesian statistics, which again provided substantial support for the absence of
these effects (Attention BF01=3.09; Prediction BF01=8.55; Attention x Prediction
BFexclusion=7). Thus, in Experiment 2, we again found no evidence for a
modulation of the first feedforward sweep of cortical activity by either prediction
or attention.
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MVPA results
In line with the ERP findings and the multivariate results from Experiment 1,
decoding analyses did not reveal modulations of the pattern of EEG activity by
attention or prediction before 80ms (attended vs. unattended: 164 and 852 ms,
p=.002; prediction: 414 and 508 ms, p=.015). These overall smaller effects
compared to Experiment 2 probably have to do with the smaller sample size
affecting the statistical power of the performed tests.
Eye-tracking
For only 5 of our 13 participants, we could collect eye-tracking data in
Experiment 2. For those participants, we compared average deviations in x and y
directions. The only significant effect observed was a main effect of Attended
Location for deviations in x-direction (x-direction: F1,12=6.551, p=.025; ydirection: F1,12=0.512 p=.488). Similarly to what we found in Experiment 1, the
difference in the eye position in the x-direction after attention cues pointing to
the left versus to the right was very small: 0.24°. Moreover, average deviations
from fixation (x-direction attend right: 0.05°; x-direction attend left: -0.19°; ydirection attend right: 0.06°; y-direction attend left: 0.05°) were very small. Thus,
these eye tracking data also suggest negligible differences in eye position as a
function of attention. Importantly, as in Experiment 1, the main effect of
Predicted Location and the interaction effect between Predicted Location and
Attended Location were non-significant (all p’s>.168).
For participants without the eye tracking data (n=8), we relied on averaged
HEOG voltage values to determine that fixation was maintained at the time of
stimulus presentation. A repeated measures ANOVA showed that the main
effects of Attended Location, Predicted Location and their interaction were not
significant (Attended Location: F1,7=0.00, p=.994; Predicted Location:
F2,6=0.141, p=.898; Attended Location x Predicted Location: F2,6=0.404, p=.684),
suggesting that there was no systematic bias in the average gaze in favor of
relevant and/or predicted locations. In line with this, the average deviation of the
HEOG amplitude after a cue pointing to the left was -0.05 µV, and -0.27 µV after
a cue pointing to the right location in the upper visual field, which corresponds
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approximately to average eye deviations of 0.005° to the left and 0.024° to the
right (see Mangun and Hillyard 1991). These results suggest that differences in
eye position at the time of stimulus presentation between conditions likely did
not affect our ERP and MVPA results.

2.4 Discussion
Influential predictive processing theories postulate that predictions derived from
past experience can influence sensory information processing across the cortical
hierarchy, and that attention can modulate these effects by boosting the precision
of predictions (Friston 2009; Kok at al. 2012a; Rao 2005). In two studies, we
exploited the high temporal resolution of EEG, with an optimized design to detect
activity generated by V1. However, we found no evidence that spatial predictions
(stimulus likelihood), either independently or in interaction with attention
(stimulus relevance), modulated the earliest stage of cortical visual information
processing indexed by the early phase of the C1 (50-80ms post-stimulus).
Strikingly, we did observe modulations of pre-stimulus alpha-band oscillatory
activity, suggestive of the implementation of a top-down sensory bias prior to
stimulus presentation. Nevertheless, this was not accompanied by a modulation
of the earliest visual-evoked activity. These findings extend previous results from
attention studies by showing that visual activity prior to ~100ms may be
impenetrable to top-down influences in general (Baumgartner et al. 2018; Di
Russo et al. 2012, 2003; Martinez et al. 2001; Martínez et al. 1999; Noesselt et
al. 2002). Replicating previous findings (e.g., Baumgartner et al. 2018;
Marzecová et al. 2017), attention and prediction did affect subsequent stages of
information processing, as reflected in modulations of the P1, N1 and P3 ERP
components. These ERP results were corroborated by MVPA analyses, which
revealed the earliest attentional modulations from ~130ms and prediction
modulations from ~240ms after stimulus presentation.
In the majority of previous studies that found no effect of attention on the
early phase of the C1, attention-directing cues had no predictive value
(Baumgartner et al. 2018; Di Russo et al. 2003; Kelly et al. 2008), which may
have affected the level of attention prior to stimulus presentation and thereby how
early attention influenced visual stimulus processing. However, our results
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suggest that even when attended stimuli are highly likely, the earliest stage of
visual information processing may remain unaffected by top-down influences.
One study did report early C1 modulations by attention, despite the equal
stimulus likelihood at attended and unattended locations (Kelly et al. 2008). Yet,
following a highly similar experimental and analytical protocol, we and others
(Baumgartner et al. 2018), in a larger sample size, did not replicate this original
finding. At present, one can only speculate as to what may cause these differential
effects (Kelly and Mohr 2018; Slotnick 2018). It is possible that small differences
in the stimuli used in our Experiment 1 and in Baumgartner et al. (2018) versus
Kelly et al. (2008) contributed to the discrepancy in findings. However, using a
V1-tuned task and stimuli, in Experiment 2, we still obtained no evidence for a
top-down modulation of the C1. Another factor that might have lead to
differential effects of attention across these studies is how well experimenters
motivated participants to do their best during the task, as this may impact how
strongly attention is directed beforehand (see Kelly and Mohr 2018). Yet,
attention effects were absent in the current study even when attention cues were
highly predictive, incentivizing participants to covertly attend to the cued location
in advance. Effects of spatial attention on the C1 were also reported in a study by
Rauss et al. (2009). In that study, the authors varied attentional load at fixation
and found a decrease in C1 amplitude to stimuli presented in the periphery when
load was high. Yet, as effects of spatial attention in the periphery were inferred
only indirectly - in relation to the central load manipulation, and eye tracking was
not used, alternative explanations for the diminished C1 cannot be excluded (e.g.,
differences in pupil size or eye-movements between load conditions, Bombeke et
al. 2016). In general, the five EEG/MEG studies in humans (Kelly et al. 2008;
Poghosyan and Ioannides, 2008; Rauss et al. 2012; Rauss et al. 2009; Slotnick et
al. 2002) that reported modulations of the C1 component by spatial attention were
either not replicated (Rauss et al. 2009; see Rauss et al. 2012 for opposite results,
and Ding et al. 2014 for a null replication), or suffer from methodological issues,
such as low trial numbers (Poghosyan & Ioannides, 2008) or uncontrolled eyemovements (Slotnick et al. 2002; see Baumgartner et al. 2018 for a more
extensive review of some of these studies), which calls for caution and
replication.
Albeit replicated across two experiments, the present null finding cannot
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solely be taken to discard the notion from hierarchical predictive processing
models of vision that predictions are implemented as early as V1 (Clark, 2013;
Friston, 2009). It is possible that despite our optimal design to detect V1 activity,
early prediction effects in V1 were too weak to be detected at the scalp level, or
take longer to be established than was allowed for in our design. Also, the specific
task that subjects perform could be an important determinant for observing
effects. For instance, in the study by Kok et al. (2012a), which observed
interactive effects of attention and prediction in V1 using BOLD fMRI,
participants were required to perform an orientation discrimination task on all
stimuli appearing at the (attended) cued location. While in Experiment 2,
participants also performed an orientation discrimination task, they only had to
indicate the orientation of target stimuli, not of the non-target stimuli that were
used to compute the C1 response. Yet, we orthogonally manipulated prediction
and attention in a similar manner as this previous fMRI study and used very
similar gabor stimuli as this study in Experiment 1, and nevertheless did not
observe an early-phase C1 effect. Moreover, in Experiment 1, we replicated the
behavioral effect of predictions on response speed reported in this fMRI study,
indicating that stimulus location likelihood was adaptively tracked.
Another striking aspect of the present findings is that even though the initial
phase of the C1 was not modulated by prediction/attention, we did observe
attention-related effects on pre-stimulus posterior alpha-band activity, indicative
of the establishment of a top-down visual bias (Horschig et al. 2014; Kelly et al.
2006; Sauseng et al. 2005; Worden et al. 2000). One possible explanation to
reconcile these opposing findings could be that prediction signals and
feedforward stimulus-driven activation recruit distinct neuronal populations
(Bastos et al. 2012; Kok et al. 2016). Another, not mutually exclusive,
explanation could be that predictions selectively modulate stimulus-driven
activity at higher frequencies, specifically in the gamma range, that are not
captured in ERPs and are in general difficult to measure with scalp EEG. Higher
cortical regions implement top-down predictions in hierarchically lower cortical
regions though synchronization of activity in lower-frequency ranges (i.e., the
alpha/beta band), whereas prediction violations are propagated from lower to
higher cortical regions through synchronization of gamma-band activity (Arnal
& Giraud, 2012; Michalareas et al., 2016). Indeed, a recent MEG study found that
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invalid predictions increased gamma activity induced by task-relevant stimuli in
V1, however, not until 130ms after stimulus presentation (Auksztulewicz,
Friston, & Nobre, 2017). Another MEG study employing a probabilistic cuing
task also reported stimulus-induced increases in gamma-band activity by
attention, which, in contrast to Auksztulewisz et al., decreased as a function of
stimulus predictability (Bauer, Stenner, Friston, & Dolan, 2014). Yet, there too,
these gamma modulations occurred after 100ms. Thus, top-down modulations of
high-frequency gamma activity, like our ERP effects, also seem to occur after the
first feedforward sweep of information processing. Nevertheless, an important
avenue for future studies is to further determine the role of neural oscillations in
predictive processing.
Overall, our findings corroborate the so-called “majority view” (Slotnick
2013), according to which attention can only bias processing in V1 through
delayed feedback from extrastriate visual areas. This view is based on human
EEG studies of attention (e.g., Di Russo et al. 2003, 2012; Martinez et al. 2001;
Martínez et al. 1999; Noesselt et al. 2002), but also supported by monkey studies,
in which recordings were made directly from V1 neurons. Also in these studies,
typically, no attention effects are observed on neural activity in V1 prior to 100ms
post-stimulus, and/or no V1 effects are observed at all (Briggs, Mangun, & Usrey,
2013; Roelfsema, Tolboom, & Khayat, 2007; Sharma et al., 2014; Stănişor,
Togt, Pennartz, & Roelfsema, 2013). Our observations extend these findings in
the attention domain by importantly suggesting that predictions regarding visual
input may also not (necessarily) influence the first cortical processing stage. They
also suggest that previous observations based on the sluggish fMRI BOLD
response, showing that predictions can modulate BOLD responses in V1 (Alink
et al. 2010; Kok et al. 2012a, 2012b; St. John-Saaltink et al. 2015), conceivably
do not reflect a modulation of the first feedforward sweep of cortical information
processing, but later, recurrent effects. Indeed, in our study, both prediction and
attention modulated later stages of information processing. Prediction effects on
the P1 were admittedly weak and absent for the N1 (see Lasaponara et al. 2017
for similar findings), but prediction effects on the P3a and P3b were robust and
exhibited a pattern that is consistent with earlier work demonstrating their role in
novelty processing and prediction updating (Friedman et al., 2001; Marzecová et
al., 2017; Polich, 2007). Consistent with predictive processing accounts and the
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idea of the inverse scaling of neural response in relation to the size of prediction
errors (den Ouden et al. 2012; Friston 2009; Hohwy 2012), we observed larger
P3a and P3b responses to unpredicted than to predicted stimuli at both attended
and unattended locations.
In conclusion, we found no evidence that prediction and attention,
independently or in interaction, modulated neural activity prior to 80ms after
stimulus presentation, even though pre-stimulus activity indicated the
establishment of a top-down visual bias. This conclusion converges with
evidence from a large body of research on attention. The results presented here
additionally indicate that the absence of top-down modulation of visual afferent
activity by spatial attention in previous studies cannot be explained by dampening
of attentional effects due to equal stimulus likelihood at attended and unattended
locations. Overall, prediction and attention may modulate V1 processing through
delayed feedback from extrastriate visual areas, or, alternatively, through
mechanisms that are not captured by M/EEG.
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Subjective visibility report is
facilitated by conscious predictions
only

This chapter has been published as: Alilović, J., Slagter, H. A., & Van Gaal, S.
(2020). Subjective visibility report is facilitated by conscious predictions
only. Consciousness and Cognition, 103048.

Chapter 3
ABSTRACT Predictions in the visual domain have been shown to modulate
conscious access. Yet, little is known about how predictions may do so and to
what extent they need to be consciously implemented to be effective. To address
this, we administered an attentional blink (AB) task in which target 1 (T1) identity
predicted target 2 (T2) identity, while participants rated their perceptual
awareness of validly versus invalidly predicted T2s (Experiment 1 & 2) or
reported T2 identity (Experiment 3). Critically, we tested the effects of conscious
and non-conscious predictions, after seen and unseen T1s, on T2 visibility. We
found that valid predictions increased subjective visibility reports and
discrimination of T2s, but only when predictions were generated by a consciously
accessed T1, irrespective of the timing at which the effects were measured (short
vs. longs lags). These results further our understanding of the intricate
relationship between predictive processing and consciousness.
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3.1 Introduction
Within the predictive processing framework (Clark, 2013; de Lange et al., 2018;
Friston et al., 2009; Hohwy, 2013; Rao, 2005; Rao & Ballard, 1999) perception
is understood as resulting from an interaction between bottom-up stimulusrelated neural activation and top-down prediction-driven biases. In this
framework, the brain continually formulates hypotheses (predictions) based on
past experience about the hidden causes of its sensory input (Friston, 2009; Seth,
2014, Hohwy, 2013). Such sensory predictions constrain possible interpretations
and shape perception (de Lange et al., 2018; Hohwy, 2013; Panichello et al.,
2013). It has for example, been shown that predictions facilitate object
recognition (Bar, 2003; Bar et al., 2006; Chaumon et al., 2014; Oliva & Torralba,
2007; Chang et al., 2016; Melloni et al., 2011; Stein & Peelen, 2015) and scene
perception. Predictions may especially benefit perception when the perceptual
context is ambiguous, involves competing alternatives (Denison, Piazza, &
Silver, 2011; Pinto, Gaal, Lange, Lamme, & Seth, 2015) or when sensory input
is weak (Summerfield et al., 2006).
Predictions have also been shown to increase the likelihood of conscious
report of visual stimuli (Meijs et al., 2019; Meijs et al., 2018). This was illustrated
in an attentional blink (AB) paradigm in which two targets (T1 and T2) are
presented within a rapid stream of distractors. In this task, conscious access of T2
after correct T1 identification is significantly decreased when T2 follows T1 after
approximately 200-500 ms compared to when T2 follows T1 after a longer
temporal interval (Raymond et al., 1992), a phenomenon called the ‘attentional
blink’. Interestingly, Meijs et al. (2018, 2019) showed that when the identity of
T1 predicted T2 identity, valid predictions decreased the AB to T2 (or in other
words valid predictions increased the likelihood of T2 identification). This effect
was furthermore shown to depend on T1 visibility (Meijs et al., 2018). That is,
T1 needed to be consciously accessed in order for its predictive nature to affect
subsequent conscious access of T2. These findings suggest that 1) predictions
impact conscious access, and 2) that these predictions need to be implemented
consciously to be effective. Building on these findings, the current study aimed
to address two open issues concerning the nature of the relationship between
predictions and conscious access. First, we examined how predictions modulate
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conscious access, using objective discrimination performance measures and
subjective visibility reports. Second, we further explored the temporal profile of
prediction effects, and whether non-conscious predictions may be able to
modulate conscious report when the weaker and more fleeting nature of nonconscious processing is taken into account.
Regarding the first question, a significant body of work suggests that
prediction effects are perceptual in nature. Studies have reported that predictions
modulate sensory responses (e.g., Kok, Rahnev, et al., 2012; Richter et al.,
2018), improve sensitivity of early feature-detectors (Teufel et al., 2018) and
sharpen neural representations in sensory brain regions (Kok, Jehee et al., 2012;
Yon et al., 2018). Moreover, a recent study by Gandolfo & Downing (2019)
provided evidence for a causal link between prediction-related neural activity and
perceptual outcomes. The authors applied fMRI-guided online transcranial
magnetic stimulation (TMS) over two category-selective brain regions, the
extrastriate body area (EBA) and the occipital place area (OPA), during the
presentation of a prediction cue that validly or invalidly predicted a body or a
scene feature on images participants needed to judge. Strikingly, TMS over the
task-relevant site (EBA during the body task, OPA during the scene task)
eliminated the validity effect by the prediction cue. However, others have
suggested that predictions (in some cases) may simply change the decision
criterion (Bang & Rahnev, 2017) and modulate metacognitive judgements related
to perceptual decisions (Sherman et al., 2015). For instance, Bang and Rahnev
(2017) contrasted the effects of probabilistic pre- and post-stimulus cues on
stimulus sensitivity and decision criterion (d’ and c from the signal detection
theory). They reasoned that pre-stimulus cues can affect both the sensory signal
and the decision criterion, while post-stimulus cues, by virtue of being presented
after the sensory signal, can only affect the decision criterion in case when the
stimulus is masked (the authors used backward masking to interrupt sensory
reverberations of stimuli to eliminate the possibility that prediction cues could
retroactively enhance perception, Sergent et al., 2013). The authors found that
post-cues influenced participants’ decision criterion (c) to a larger extent, while
there was no difference between pre and post cues in their effect on stimulus
sensitivity (d’). Furthermore, the effects of pre and post cues on the decision
criterion were found to be highly correlated, suggesting that both cues act through
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similar mechanisms. This may suggest that predictions modulate the decision
criterion, such that, for instance, a stimulus category is reported more readily
when it is congruent with the probabilistic structure of the task. In line with this,
other studies have reported that valid predictions did not modulate early sensory
responses to stimuli while they did increase the likelihood of correct
identification (Alilović, et al., 2019; Meijs et al., 2019; Rungratsameetaweemana
et al., 2018). Meijs et al. (2018) also aimed to arbitrate between predictioninduced decision criterion shifts versus perceptual shifts. In that study
(specifically experiment 1), the authors showed that valid predictions even
increased the likelihood of conscious report when subjects only had to report
whether they had seen a T2 or not (seen/unseen response), irrespective of T2
identity. As this dependent measure renders the identity of T2 irrelevant, there is
no obvious decision bias that may affect this response, suggesting that predictions
may be able to induce perceptual shifts (Meijs et al., 2018). Yet, it could still be
that when prediction and target identity matched this lowered the decision
threshold for reporting “seen”, while the true experience of the target remained
unaffected. Further investigating whether predictions modulate the perceptual
experience of stimuli and/or whether they may primarily change the criterion to
report it, was the first goal of this study. To that end, in Experiments 1 and 2, we
measured prediction effects on perceptual experience using the Perceptual
Awareness Scale (Overgaard, Rote, Mouridsen, & Ramsøy, 2006; Sandberg,
Timmermans, Overgaard, & Cleeremans, 2010), which allowed us to express the
effects on a more fine-grained scale that focuses on subjective visibility.
Regarding our second question, Meijs et al. (2018) suggested a tight link
between consciousness and predictions, because only consciously perceived T1s
(the prediction cues) were observed to facilitate subsequent conscious access of
T2. Yet, it is a topic of an ongoing debate whether, or in which circumstances,
predictive processing is automatic versus “strategic” in nature (Grotheer &
Kovács, 2016). Some predictions, such as those pertaining to contextual and
environmental associations on natural scenes, which we acquire through life-long
learning, seem to be more hardwired and therefore less dependent on
consciousness (e.g., Brodski et al., 2015; see also O'Callaghan et al., 2017; Chang
et al., 2016; Grotheer & Kovács, 2016). Moreover, low-level violations of
predictions are registered by the brain non-consciously (Kimura & Takeda, 2015;
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King et al., 2013; Meijs, et al. 2018), as for example illustrated by the presence
of mismatch responses in auditory oddball tasks in patients with disorders of
consciousness, such as the vegetative state (Bekinschtein et al., 2009; for a review
see Morlet & Fischer, 2014). Lastly, it is generally known that non-conscious
effects are much weaker and shorter-lived than their conscious counterpart
(Dehaene et al., 2006; Greenwald et al., 1996; van Gaal & Lamme, 2012; Van
Vugt et al., 2018). Together, these observations raise the possibility that nonconscious predictions can affect perception, but that their effects may be only
detectable on a sufficiently short temporal scale. For instance, a task design that
includes short temporal lags between two targets that are predictive of one
another, could be more sensitive in observing faint and quickly decaying nonconscious prediction effects (cf. Meijs et al., 2018). In Experiments 2 and 3, we
tested this possibility using an attentional blink task in which T2 could follow T1
directly or after only one distractor (i.e., at lags 1 and 2). In the Meijs et al. study,
T2 followed T1 relatively late, after two distractors (i.e., at lag 3).
In summary, in three behavioral experiments, we address two outstanding
questions concerning the relationship between consciousness and predictions,
namely the perceptual or post-perceptual (or both) nature of prediction effects on
perceptual experience, and whether non-conscious predictions may modulate
perceptual conscious report when the quickly-decaying nature of non-conscious
processes is taken into account.

3.2 Experiment 1
3.2.1 Materials and Methods
In Experiment 1, we directly tested whether predictions may affect subjective
visibility reports of stimuli. To that end, we employed an attentional blink task in
which, on each trial, T1 identity predicted which T2 letter was more likely (cf.
Meijs et al., 2018). Participants rated their subjective perceptual awareness of the
target using the PAS.
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Participants
Thirty-two students, recruited from the University of Amsterdam, participated in
Experiment 1. This sample size was chosen based on a study by Meijs et al.
(2018) (Experiment 1), which showed a significant effect of conscious prediction
on T2 identification (η2=0.23) using a similar sample size of n=26. All
participants were right-handed, reported normal or corrected-to-normal vision,
and no history of a psychiatric or neurological disorder. All participants gave
written informed consent prior to the start of the experiment and received research
credits or money (10 euros per hour) for compensation. One participant was
excluded from the analysis due to missing data on the PAS scale. The final
sample thus consisted of 31 participants (19 female, mean age=20.34 years,
SD=1.76). The study was approved by the ethical committee of the Department
of Psychology of the University of Amsterdam.
Materials
All stimuli were generated using Matlab and Psychtoolbox-3 software (Kleiner
et al. 2007) within a Matlab environment (Mathworks, RRID:SCR_001622).
Stimuli were presented on 1920x1080 pixels ASUS VG236H monitor at a 120Hz refresh rate on a “black” (RGB: [0 0 0], ± 3 cd/m2) background and were
viewed with a distance of ~ 70 cm from the monitor.
Task and Design
The task was adapted from Meijs et al. (2018). In total, 17 uppercase letters,
excluding I, L, O, Q, U and V, were shown in a rapid serial visual presentation
(RSVP) stream on each trial of the AB task (Fig. 3.1A; cf. Meijs et al., 2018).
Letters were presented at fixation in a monospaced font (font size: 40 points,
height ~1.2°), in white RGB: [255 255 255]; 320 cd/m2) for 92 ms per letter. A
letter was never repeated on a given trial. The first target letter (T1: G or H,
presented with equal likelihood) was presented on 90% of all trials, always as the
fifth letter in the RSVP. T1 was presented in green RGB: [0 255 0]; ± 320 cd/m2
), and surrounded by four small gray squares (RGB: [200 200 200], ± 188 cd/m2;
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size: 0.35°; midpoint of each square centered at 1.30° from fixation) (Fig 1A).
The second target letter (T2: D or K) followed T1 on 80% of trials. Like T1, T2
was always surrounded with placeholders (four small gray squares). On 20% a
distractor letter (any letter other than T1/T2) was presented instead of a T2, also
surrounded by gray squares. Thus, on trials without T1 or/and T2, a random
distractor letter was presented surrounded with placeholders instead. As in Meijs
et al., T2s were presented at lags 3 and 10, which corresponded to 275 and 917
ms of temporal separation between targets, respectively. Each lag was equally
likely.
Importantly, the identity of T1 letter predicted the identity of T2 letter and
participants were informed about this relationship, as in Meijs et al. For instance,
after seeing G as the T1 letter, participants were informed that, if a T2 was
presented, the letter D would be presented in 75% of cases, while the letter K
would be less likely (25%). The mapping of T1s and T2s was counterbalanced
across participants such that G-D and H-K combinations were more likely for odd
participant numbers, and G-K and H-D for even participant numbers. Each RSVP
stream ended with a 150 ms blank period, after which participants gave their
responses. Critically, in order to minimize the contribution of a response bias
towards reporting the more frequent T2 letter after a given T1 letter (e.g., D
follows G) and to measure the subjective visibility of T2 instead, participants
were asked to give a rating of their perceptual experience of T2 on a 4-point
Perceptual Awareness Scale (PAS; 1- No experience; 2- A vague experience; 3An almost clear experience; 4- A clear experience) (Overgaard et al., 2006;
Sandberg et al., 2010). Following the T2 rating, participants were also asked to
identify which T1 letter they had seen. They were instructed to give rating 1 when
they did not see T2 and to refrain from entering a letter when they did not see T1.
The responses were confirmed by pressing the spacebar on the keyboard or when
a timeout of 4 seconds had passed. The inter-trial interval was 300-500 ms.
Procedure
The experiment consisted of one 2-hours-long session. After providing consent,
participants first read the instructions and completed 3 practice blocks, each
consisting of 40 trials. The experimenter also verbally instructed participants,
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reiterating the most important aspects of the task, in particular the predictive
mapping between T1 and T2. The main task consisted of 15 experimental blocks,
each consisting of 40 trials. Each block was followed by a self-paced break,
during which participants received feedback about their performance
(percentages of T1 misses and T1 false alarms). After every four blocks, there
was a longer forced break during which the experimenter went into the testing
cubicle to assure that the participant took a break. The experimenter would also
check on participants’ performance in identifying T1 (percentages of misses and
false alarms) and encourage them to keep their performance up to high levels.
3.2.2 Data Analysis
The main statistical analysis tested whether the average T2 visibility rating,
expressed on the PAS scale, differed significantly between the two prediction
conditions (valid and invalid) and whether this difference was modulated by the
lag at which T2 was presented with respect to T1 (3 and 10). Trials on which no
T1 response was given when T1 was actually presented (3.98% of all trials) or an
impossible T1 response was given (two T1 letters reported on 0.08% of all trials),
or trials on which no or an impossible T2 rating was given (two or more T2 ratings
or a rating > 4; in total, 5.47% of trials) were excluded from the analysis. To
compute average T2 PAS ratings for the two prediction conditions, separately at
lag 3 and 10, we used only T1-correct trials, i.e. T1-present trials in which T1
was correctly identified. Using T1-correct trials, we also computed the average
T2 PAS rating for trials in which T2 was omitted, separately at lag 3 and 10.
Average PAS ratings were entered into a 2 x 2 repeated measures ANOVA
with the within-subject factors Prediction (valid, invalid) and Lag (lag 3, lag 10)
to evaluate whether valid versus invalid predictions modulated subjective
visibility reports of T2 as a function of lag. Significant main and interaction
effects were followed-up by paired-sample t-tests. All effects were followed up
by a Bayesian equivalent of the same test, which quantified the strength of
evidence for the null hypothesis (H0) (Wagenmakers et al., 2018). Bayes factors
(BF01) were computed using JASP’s (JASP Team, 2018) default Cauchy prior.
We conducted the Bayesian equivalent of the repeated measures ANOVA with
the same within-subject factors as in the classical repeated measures ANOVA
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and the Bayesian equivalent of the paired-sample t-tests to determine the strength
of evidence in favor of the H0 for the main and interaction effects of interest, and
simple comparisons, respectively. In case we needed to quantify evidence for an
interaction effect, we computed exclusion Bayes factor (BFexcl) across matched
models, which indicates the extent to which data supports the exclusion of an
interaction effect, taking all relevant models into account. In accordance with
terminology suggested by Jeffreys (1961), we labeled the effect sizes from 1 to 3
as anecdotal evidence in favor of H0, values from 3 to 10 as substantial, and those
above 10 as strong evidence in favor of H0.
3.2.3 Results
On average, participants achieved high performance in identifying T1
(mean=88.6%. SD= 8.77%, T1 false alarm rate was 3.33%). Average T2 PAS
ratings in each prediction condition and each lag were statistically compared in
repeated measures ANOVAs. This analysis revealed that predictions as expected
modulated T2 PAS ratings (main effect of prediction: F1,30=4.58, p= .04, η2
=0.132, BF01=1.94, Figure 3.1B). Validly predicted T2s were rated higher than
invalidly predicted T2s. Furthermore, we found a clear AB pattern (participants
rated T2s presented at lag 3 lower on the PAS scale than T2s at lag 10,
F1,30=31.84, p<.001, η2=0.515, BF01=1.05x10-9), but no interaction between Lag
and Prediction (F1,30=0.24, p=.63, η2=0.008, BFexcl=3.59). These findings indicate
enhanced subjective visibility reports for predicted (compared to unpredicted)
targets both in and outside the AB time window.
The results of this experiment highlight that conscious predictions can
modulate subjective visibility reports of events. Validly predicted T2s were
reported to be experienced more clearly than invalidly predicted ones, both within
and outside the AB time window. These results corroborate earlier findings (e.g.,
Meijs et al., 2018; 2019) using a report measure that is likely less sensitive to
response biases and further strengthen the conclusion that predictions may lead
to shifts in the conscious reportability of visual stimuli.
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T1-T2 lag
lag 3: 275 ms
lag 10: 917 ms
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All stimuli: 92 ms

Figure 3.1. Task design and behavioral results of Experiment 1. (A) The trial structure of
the AB task. On each trial, we showed an RSVP stream of letters in which two predefined target
letters were embedded. The first target (T1: a green G or H) always appeared at the fifth position
in the stream surrounded by placeholders. The second target letter (T2: D or K) was shown at
one of 2 lags (lags: 3 and 10) after T1, also surrounded by placeholders. On 20% of the trials, a
random distractor letter was presented instead of T2 (T2 omitted trials). The identity of T1
predicted the identity of the T2 target letter with 75% validity, which introduced validly and
invalidly predicted T2s. At the end of each stream, participants provided two answers. First,
they rated the perceived visibility of T2 using a 4-point scale (PAS; 1- No experience; 2- A
vague experience; 3- An almost clear experience; 4- A clear experience). Thereafter they
reported the T1 letter they had seen. (B) Average PAS rating of T2s at each T2 lag for validly
and invalidly predicted T2s and for T2 omitted trials on which T1 was correctly identified (T1
seen). Error bars represent SEM. Validly predicted T2s were subjectively experienced as more
visible, independent of lag.

3.3 Experiment 2
Results of our Experiment 1 showed that changes in subjective visibility reports
as a consequence of learned predictions can be measured on the PAS scale. The
PAS scale is arguably less likely influenced by response biases, i.e. tendency
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towards reporting (or guessing) the more probable stimulus category, as opposed
to a discrimination response (e.g., “what was the identity of T2?”). In Experiment
2 we examined whether also non-conscious predictions might lead to subtle
changes in subjective visibility reports. It was found earlier that predictions
cannot be implemented by non-conscious stimuli (Meijs et al. 2018). That is, the
benefit of prediction on T2 detection was dependent on correct T1 identification.
Yet, as in this study, T2 was presented 275 ms or 917 ms after T1, at lag 3 and
10, respectively, it is possible that non-conscious predictions no longer exerted
any effect by the time T2 was presented, given the weaker and more fleeting
nature of non-conscious stimulus processing (Dehaene et al., 2006; Greenwald et
al., 1996; van Gaal & Lamme, 2012; Van Vugt et al., 2018). Therefore, we used
the same AB task as Meijs et al., but critically, T2 could now follow T1 much
quicker as well, at lags 1, 2, and 10. Importantly, T1 prediction effects were
measured both after correct T1 identification (“T1 seen”) and T1 missed trials
(“T1 unseen”), which thus allowed us to address the question whether
consciousness is necessary for prediction signaling (at least for the type of
predictions studied here).
3.3.1 Materials and Methods
Participants
Forty students recruited from the University of Amsterdam participated in
Experiment 2. We used a slightly larger sample size than in Experiment 1 because
the effect size for non-conscious predictions was unknown. However, we have
verified post-hoc that based on the sample size of 40 participants, we had 80%
chance of detecting a non-conscious effect of prediction that is as small as
η2=0.05.
All participants were right-handed, reported normal or corrected-to-normal
vision, and had no history of a psychiatric or neurological disorder. All
participants gave written informed consent prior to the start of the experiment and
received research credits or money (10 euros per hour) for their participation. The
full sample tested in Experiment 2 (11 males, mean age=20.41, SD=2.75) was
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included in the final analyses. The study was approved by the ethical committee
of the Department of Psychology of the University of Amsterdam.
Materials
The same materials as in Experiment 1 were used in Experiment 2.
Task and Design
The task design and stimuli used in Experiment 2 were identical to Experiment 1
except for the following changes. On T1-present trials, T2 appeared at either lag
1 (92 ms), lag 2 (184 ms) or lag 10 (971 ms) after T1, with each lag being equally
likely in each prediction condition. Second, T1 duration was titrated for each
subject so that they each correctly reported T1 on approximately 65% of trials.
The initial duration of T1 (92 ms) was adjusted after each experimental block
depending on T1 identification performance. T1 duration was decreased for 1
frame (8 ms) when T1 identification performance exceeded 75% correct and was
increased for 1 frame when performance would drop below 55% correct
identifications. To make sure that T1 would not deviate too much from the
duration of other RSVP stimuli, we kept it within the range of 42-142 ms (+/- 50
ms different from the normal RSVP item duration of 92ms). T1 was shown in
white without placeholders (see Fig 2A). At the end of each trial, participants
reported which T1 letter they saw by typing in H or G, or nothing when they did
not see a T1, and then gave a rating of their perceptual experience of T2 on the
PAS (PAS; 1- No experience; 2- A vague experience; 3- An almost clear
experience; 4- A clear experience). Response measurement was thus identical to
Experiment 1, except that the order of T1 and T2 responses was reversed.
Procedure
Each participant completed two 2-hours-long sessions. Sessions were carried out
on two different days. In session one, participants completed 3 practice blocks,
followed by 15 experimental blocks, each block consisting of 60 trials in total.
The second session consisted of 18 experimental blocks of 60 trials each.
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Everything else regarding the procedure of Experiment 2 was identical to
Experiment 1.
3.3.2 Data analysis
In Experiment 2, we tested whether average T2 PAS ratings differed significantly
between validly and invalidly predicted T2s and critically, whether that depended
on T1 visibility and/or T1-T2 lag. We computed average T2 PAS ratings using
T1-present trials, separately for trials in which participants correctly identified T1
(T1-seen trials) and for trials in which T1 was missed (T1-unseen trials),
separately for each lag, each prediction condition and for T2-omitted trials. Trials
on which no response was given within the 4 seconds response timeout duration
(on average, 3.29% of no T1 response trials and 6.1% of trials with no T2 ratings)
or an impossible response was given (two T1 targets were reported on 0.03% of
all trials) were excluded from the analyses.
Average T2 PAS ratings were entered into a 2 x 3 x 2 repeated-measures
ANOVA with the within-subject factors T1 visibility (T1 seen, T1 unseen), lag
(Lag 1, Lag 2, Lag 10) and prediction (valid, invalid). We also examined effects
of T1 predictions on the PAS ratings separately for T1-seen and T1-unseen trials
using two 3 x 2 repeated measures ANOVA with the within-subject factors lag
(Lag 1, Lag 2, Lag 10) and prediction (valid, invalid). Significant main and/or
interaction effects were followed-up by paired-sample t-tests. For all effects, we
quantified the strength of evidence for the null hypothesis by computing a
Bayesian equivalent of the same test (Wagenmakers et al., 2018).
3.3.3 Results
Our T1 duration staircasing procedure was successful in that average T1 accuracy
was about 65% (mean=64.56%, SD=2.91%; T1 false alarm rate was 11.89%,
suggesting that participants did not guess excessively). Trials in which T1 was
correctly identified, were categorized as T1-seen trials, while T1-miss trials were
considered as T1-unseen trials. T1 duration slightly differed between T1-seen
(103.2 ms) and T1-unseen trials (101.4 ms, difference: t39=-5.3, p<.001, d=0.84,
BF01=2.58x10-4), indicating that T1 visibility was associated with T1 duration. T1

76

3. Conscious predictions facilitate subjective visibility report
duration however, did not influence whether T2 was seen or not (T2-present trials
rated > 1 on the PAS scale, mean T1 duration = 101.85 ms; T2-present trials rated
as 1 on the PAS scale, mean T1 duration=101.71 ms, t 39=-0.145, p=.89, d=0.02,
BF01=5.80).
Behavioral results are displayed in Figure 3.2. A repeated measures
ANOVA on T2 PAS scores, including the factors T1 Visibility, Lag and
Prediction validity revealed that T2 PAS ratings did not significantly differ
between T1-seen and T1-unseen trials (F1,38=0.215, p=.65, η2=0.005, BF01=7.75),
however not at all T2 lags (T1 Visibility x Lag: F2,78=30, p<.001, η2=0.44,
BFexcl=1.23x10-6). That is, PAS ratings were significantly higher for T1-unseen
vs. T1-seen trials at lag 1 (t39=-2.64, p=.01, d=-0.42, BF01=0.28) and significantly
higher for T1-seen vs. T1-unseen trials at lag 10 (t39 = 4, p<.001, d=0.63,
BF01=0.01), but there was no difference at lag 2 (t 39=-1.85, p=.07, d=-0.29,
BF01=1.25). There was also a clear AB effect, indicated by a main effect of Lag
(F2,76=32.19, p<.001, η2=0.45, BF01=1.81x10-19). Furthermore, validly predicted
T2s were overall rated as more visible than invalidly predicted T2s (main effect
Prediction; F1,38=17.28, p<.001, η2=0.31, BF01=0.13, no interaction with Lag:
F2,76=0.63, p=.54, η2=0.02, BFexcl=17.76). Crucially, the size of this prediction
effect was modulated by T1 visibility (F1,38=35.37, p<.001, η2=0.476,
BFexcl=0.002), reflecting the fact that T1 prediction effects were only present in
T1-seen but not T1-unseen trials (Figure 3.2B). The three-way interaction
between all factors was also significant (F2,76=4.2, p=.019, η2=0.1, BF01=4.25),
suggesting an additional influence of T1-T2 temporal interval, which we will
unpack in more detail below based on the follow-up repeated measures ANOVAs
we ran separately for T1-seen and T1-unseen trials.
Follow-up analyses revealed that predictions affected T2 visibility on T1-seen
trials (F1,39=38.22, p <.001, η2=0.495, BF01=3.29x10-4), but not on T1-unseen
trials (F1,39=0.36, p=.55, η2=0.009). A Bayesian equivalent of this analysis also
yielded substantial support for the absence of a main effect of prediction on T1unseen trials (BF01=6.61). The planned comparisons between T2 PAS ratings in
valid and invalid conditions at each individual lag on T1-unseen trials also
confirmed that non-conscious predictions effects were absent, even for the two
shortest lags (lag 1: t39=0.03, p=.98, d=0.005, BF01=5.86; lag 2: t39=0.09, p=.93,
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d=0.014, BF01=5.84; lag 10: t39=-1.45, p=.16, d=-0.23, BF01=2.23). These results
therefore confirm that non-conscious prediction effects, even when taking into
account the quickly decaying nature of non-conscious processes, are not apparent
at the shortest temporal lags. As such, they extend results from Meijs et al. (2018)
who also showed that only consciously perceived T1s generated predictions
biased conscious access, but only included longer-lag conditions (~300 ms).
Moreover, the size of the prediction effect on T2 PAS ratings in T1-seen trials
was modulated by T2 lag (F2,78= 3.35, p=.04, η2=0.08, BFexcl=4.33), although the
effect was present for all lags (lag 1: t39 = 3.74, p<.001, d=0.59, BF01=0.02; lag 2:
t39=4.61, p<.001, d=0.73, BF01=0.002; lag 10: t39 =6.84, p<.001, d=1.08,
BF01=2.6x10-6).
Interestingly, in both T1-seen and T1-unseen trials, we observed lag-1
sparing and the AB (main effect of Lag on T1-seen trials: F2,78=47.95, p<.001,
η2=0.55, BF01=1.26x10-19; main effect of Lag on T1-unseen trials: F2,76=17.29,
p<.001, η2=0.31, BF01=4.45x10-10), suggesting that T1 awareness is not a
necessary condition for these effects to occur. Specifically reflecting lag-1
sparing, T2s at lag 1 were rated significantly more visible than T2s presented at
lag 2 (lag 1 vs. lag 2 seen: t39=8.75, p<.001, d=1.38, BF01=9.49x10-9; lag 1 vs. lag
2 unseen: t39=8.02, p<.001, d=1.27, BF01=7.95x10-8). Further, T2 ratings for lag
2 trials were significantly lower than T2 ratings at lag 10 (lag 2 vs. lag 10 seen:
t39=-8.77, p<.001, d=-1.39, BF01=9.09x10-9; lag 2 vs. lag 10 unseen: t39=-3.28,
p=.002, d=-0.52, BF01=0.07), revealing an AB, irrespective of T1 visibility (see
also Meijs et al. 2018).

3.4 Experiment 3
The findings from Experiment 2 suggest that even when undetected, T1 can
impact subsequent T2 processing at lag 1 and within the AB window, yet
conscious access to T1 is a prerequisite for initiation of prediction-related
facilitation of T2 visibility reports. In a final experiment, we test the possibility
that non-conscious predictions can modulate conscious access, as indexed by
objective T2 discrimination, rather than self-reported subjective visibility.
Specifically, we determined whether non-conscious predictions, measured at lag
1 and lag 2 (cf. Experiment 2 of the current study) and at lag 3 and lag 10 (the
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two lags used in Meijs et al. (2018, 2019), facilitate conscious access which we
operationalized as the T2 discrimination rate. We reasoned that T2 discrimination
rate may be more sensitive to decision-related shifts that might occur as a
consequence of prediction signaling, which our study at this point cannot exclude
as one of the mechanisms that drive prediction effects (if subjects merely guess
T2 identity, even when they have not seen it, they will likely guess the predicted
T2: Meijs et al., 2018). Our aim in Experiment 3 was two-fold. First, we aimed
to replicate original findings by Meijs et al. (2018) and secondly, we wanted to
test the hypothesis that the temporal scale on which weaker non-conscious effects
are measured might prove critical for observing non-conscious prediction effects
on T2 accuracy.
3.4.1 Materials and Methods
Participants
Forty students (28 female, mean age=22.1, SD=3.38) from the University of
Amsterdam participated in Experiment 3 of this study. The rationale for choosing
this sample size was the same as in Experiment 2. All participants were righthanded, and reported normal or corrected-to-normal vision and no history of a
psychiatric or neurological disorder. All participants gave written informed
consent prior to the start of the experiment and received research credits or money
(10 euros per hour) as compensation. The study was approved by the ethical
committee of the Department of Psychology of the University of Amsterdam.
Materials
We used the same materials as in the previous two experiments.
Task and Design
In two sessions, participants performed the AB task in which on each trial they
needed to identify two target letters (T1 and T2) embedded in a stream of
distractor letters. The task design of the current experiment was identical to

79

Chapter 3
Experiment 2 except for two changes. First, we added lag 3 (275ms) to the task
design so that T2s could be presented at lag 1, 2, 3 and 10. Second, instead of
using the PAS scale as our dependent measure, as in the original Experiment 3
by Meijs et al. (2018), we used T2 discrimination rate. Participants were asked to
make a forced-choice judgement about the T2 letter identity by typing in this
letter, after having made a forced-choice judgement about the T1 letter identity.

Exp 2: Subjective visibility
rating

T2: D, K or
distractor

Q1: Which T1 did
you see?
Q2: How well did
you see T2?

C

T1 seen

4

Average PAS rating of T2

B

Task Design: Exp 2 & 3

Average PAS rating of T2

A

3

2

lag1

Durations
T1: 42-142 ms
T2 & distractors: 92 ms

Exp 3: Objective detection
performance
Q1: Which T1 and/or
T2 did you see?

100

lag2

2

lag10

T1 seen

80

lag1

E.
% correct T2 detection

T1-T2 lag
lag 1: 92 ms
lag 2: 183 ms
lag 3: 275 ms
lag 10: 917 ms

% correct T2 detection

D

3

1

1
T1: G, H or
distractor

T1 unseen

4

60

40

20

100

lag10

80
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40

20
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lag2

T1 unseen

Condition
Valid
Invalid
Omitted
lag1 lag2 lag3 lag10

Figure 3.2. Task design and behavioral results of Experiment 2 and 3. (A) The trial structure
of the AB task used in Experiments 2 and 3. On each trial, we showed an RSVP stream of letters
in which predefined target letters needed to be detected and reported at the end of the stream.
The visibility of the first target (T1: G or H) was staircased so that the target was identified with
approximately 65% accuracy. T1 always appeared at the fifth position in the stream. The second
target letter (T2: D or K) could appear at one of three lags after T1 in Experiment 2 (lags 1, 2
and 10) and at one of four lags in Experiment 3 (lags 1, 2, 3 and 10). T2 was always surrounded
with placeholders. On 20% of the trials, a random distractor letter was presented instead of T2
(T2 omitted trials). The identity of T1 predicted the identity of the T2 target letter with 75%
validity, in the case a T2 was presented. This introduced validly and invalidly predicted T2s by
seen and unseen T1s. At the end of each trial, participants needed to provide two answers. In
Experiment 2, they needed to rate their subjective visibility of T2 using the PAS and then type
in which T1 letter they had seen. In Experiment 3 participants were asked to type in which T1
and/or T2 they saw. (B, D) PAS ratings (B) and percentage of correct T2 target discrimination
(D) at each T2 lag for validly and invalidly predicted T2s and for T2 omitted trials on which T1
was correctly identified (T1 seen). When T1 was seen, validly predicted T2s were rated as more
visible (panel B; Exp 2) and were detected more often (panel D; Exp 3) than invalidly predicted
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T2s. (C & E) PAS ratings (C) and percentage of correct T2 target discrimination (E) at each T2
lag for validly and invalidly predicted T2s and for T2 omitted trials when T1 was missed (T1
unseen). Prediction did not modulate T2 visibility (panel C; Exp 2) or discrimination rate (panel
E; Exp 3) at any of T2 lags when T1 was not seen. Error bars represent SEM.

Procedure
Each participant finished two 1.5h sessions on two different days. In both
sessions, participants received detailed written and verbal instructions. All
participants were explicitly informed about the predictive relationship between
T1 and T2 and were told to use this information throughout the task. In the first
session, participants first completed 3 practice blocks to get familiar with the task,
and then another 15 experimental blocks. All blocks consisted of 60 trials each.
In the second session, participants completed 21 blocks of 60 trials each without
the practice. After every three blocks, there was a longer forced break during
which the experimenter went into the testing cubicle to assure that participants
took a break. Participants could also take shorter, self-timed breaks in between
other blocks. At the end of each block, participants received written feedback
about their performance (percentage of T1 and T2 misses and false alarms).
3.4.2 Data analysis
T2 discrimination rate was computed separately per lag and prediction condition
as the percentage of trials in which participants correctly reported the T2 letter
identity when T2 was presented. On valid/invalid trials, T2 discrimination rate
was computed on trials on which T1 was also correct. On omissions, trials were
classified as correct when participants did not type in a T2 when T2 was not
presented on T1-correct trials. Trials on which no T1 response was given within
the 4 second response timeout duration (3.26% trials) or on which an impossible
response was given, such as when two T1 or two T2 letters were typed in (0.6%
and 0.22% trials, respectively), were excluded from the analyses.
In an attempt to minimize potential contributions of response bias to our
results, we additionally performed a control analysis in which we used a measure
of T2 detection performance (seen/miss) irrespective of T2 correctness (D/K)
(Meijs et al., 2018). For that reason, this measure is independent of participants’
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biases towards reporting the more likely T2 letter after having seen a specific T1
letter, since specific letter expectation should not influence participants’ ability
to determine whether a target was simply presented or not. To that end, using T1correct and T2-present trials, we computed this control dependent measure by
aggregating all responses indicating the presence of T2, regardless of whether the
reported letter was correct or not, as T2 seen trials, and no-T2 responses as T2
miss trials, and then computed the proportion of seen T2s in valid and invalid
conditions. To illustrate, in the valid condition, the letter G is followed by the
letter D, while in the invalid condition the letter G is followed by the letter K. If
participants are simply biased to report the letter D based on the letter G even
when they in fact did not see it, then there should be no difference between valid
and invalid prediction conditions, since both conditions would contain roughly
the same proportion of T2-seen responses.
T2 percentage correct discrimination was submitted to a 2 x 4 x 2 repeatedmeasures ANOVA with the within-subject factors T1 visibility (T1 seen, T1
unseen), Lag (Lag 1, Lag 2, Lag 3, Lag 10), and Prediction (valid, invalid). To
follow up on this main analysis, we separated the analyses depending on T1
visibility. Using a 4 x 2 repeated measures ANOVA with the within-subject
factors Lag (Lag 1, Lag 2, Lag 3, Lag 10) and Prediction (valid, invalid),
separately for T1-seen and T1-unseen trials, we tested whether conscious and/or
non-conscious predictions modulate conscious access to T2 presented at different
lags. All effects were followed up by a Bayesian equivalent of the same test in
order to evaluate the strength of evidence for the H0 (Wagenmakers et al., 2018).
3.4.3 Results
T1 identification rate was 65.1% (SD=3.72%; T1 false alarm rate was 14.93%,
which suggests that participants did not guess excessively) and T1 duration did
not differ between T1-seen vs. T1-unseen trials (although there was a trend, T1seen=103.05 ms, T1-unseen=102.36 ms, t39=1.99, p=.054; d=0.31, BF01=0.99). A
repeated measures ANOVA including the same 3 factors as in Experiment 2, but
with T2 discrimination rate rather than T2 PAS rating as the dependent measure
revealed largely similar effects. A robust AB was observed, as reflected by a main
effect of Lag (F3,117=62.34, p<.001, η2=0.62, BF01=2.17x10-9), irrespective of
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prediction (Lag x Prediction: F3,117=0.85, p=.471, η2=0.02, BFexcl=58.04).
Replicating Meijs et al. (2018), predictions did increase T2 discrimination rate
overall, with validly predicted T2s being identified more often than invalidly
predicted T2s (F1,39=52.61, p <.001, η2=.574, BF01=2.98x10-7), and the size of
this effect depended on T1 visibility (Prediction x T1 Visibility: F 1,39=38.16,
p<.001, η2=.495, BFexcl=1.25x10-7). T2 discrimination was overall significantly
lower after T1 was seen compared to when T1 was missed (F1,39=11.49, p = .002,
η2=.228, BF01=1.64x10-14), especially at short lags (T1 visibility x Lag:
F3,117=55.2, p<.001, η2=0.59, BFexcl=1.6x10-14). Finally, as in Experiment 2,
predictions influenced T2 discrimination differently across lags depending on T1
visibility (T1 Visibility x Lag x Prediction: F3,117=3.124, p=.029, η2=0.07,
BFexcl=17.34). In order to investigate this interaction effect in more detail, we
followed this analysis up with two separate repeated measures ANOVAs, each
testing the prediction effect on T2 discrimination rate at 4 different lags,
separately for T1-seen and T1-unseen trials.
On T1-seen trials, T2 was detected more frequently when it was validly
versus invalidly predicted (F1,39=48.94, p<.001, η2=.557, BF01=5.88x10-14). The
size of this effect was modulated by lag (F3,117=3.445, p<.019, η2=0.08,
BFexcl=8.39), being numerically largest at lag 3 (t 39=6.82, p<.001, d=1.08,
BF01=2.73x10-6), although the effect of prediction was significant at each lag (all
p’s<.001, all d’s>0.87, all BF01<3.97x10-5). On T1-unseen trials, prediction also
seemed to affect T2 discrimination rate (F1,39=4.68, p=.037, η2=0.11),
irrespective of lag (Lag x Prediction: F3,117=0.29, p=.833, η2=0.01, BFexcl=22.16).
However, a Bayesian analysis revealed stronger evidence for the null hypothesis,
although anecdotal (BF01=1.74, in favor of the absence of a prediction effect) and
planned pair-wise comparisons between valid and invalid conditions revealed
that prediction did not affect T2 identification at any of four lags (all p’s>.136,
all d’s<0.24, all BF01>2.03). Further, our control analyses carried out using the
percentage of T2-seen responses as the dependent measure (i.e., disregarding T2
identity) confirmed that predictions affected T2 detection (irrespective of the
correctness of this response) when T1s were seen (F1,39=44.47, p<.001, η2=.533,
BF01=7.9x1036), however, not when T1 was unseen (F1,39=2.06, p=.16, η2=.05).
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Again, a Bayesian analysis revealed that evidence in favor of the null hypothesis
was stronger than evidence in favor of a prediction effect on T1-unseen trials,
although again evidence was anecdotal (BF01=2.72). Overall, these analyses
suggest that a main effect of prediction after an unseen T1 is unlikely, and if
anything, if present it may mainly reflect a higher guess rate on valid trials
compared to invalid trials when T2 identification is the dependent measure of
performance.
Overall, T2 discrimination differed across lags, as revealed by the main
effect of lag. T2 performance on T1-seen trials showed the classical AB and lag1 sparing. On T1-seen trials, there was a significant drop in T2 discrimination
performance on lags 2 and 3 in comparison to the late lag 10 (main effect of Lag:
F3,117= 81.75, p<.001, η2=0.68, BF01=1.02x10-25, lag 2 vs. lag 10: t39=-11.37,
p<.001, d=-1.8, BF01=8.11x10-12; lag 3 vs. lag 10: t39=-10.8, p <.001, d=-1.71,
BF01=3.44x10-11). Moreover, T2 discrimination performance was spared at lag 1
in contrast to other two short lags 2 and 3 (lag 1 vs. lag 2: t 39=11.45, p<.001,
d=1.81, BF01=6.63x10-12; lag 1 vs. lag 3: t39=7.55, p<.001, d=1.19, BF01=3.1x107). On T1 unseen trials the main effect of Lag was not significant (F =1.128,
1,39
2
p=.341, η =0.028, BF01=12.78).
In conclusion, our results replicate and extend findings by Meijs et al.
(2018), who showed that predictions increase the likelihood of conscious access,
but only when predictions are consciously implemented. Using a wider temporal
range between T1 and T2, that included shorter time intervals that could
accommodate short-lived non-conscious predictions, we found no indication that
predictions which are not consciously accessed facilitate conscious access.

3.5 Discussion
The current study addressed two outstanding questions concerning the
relationship between prediction and consciousness. First, we examined if
predictions can bias perception and increase subjective visibility reports of
stimuli. Second, we determined if non-conscious predictions may selectively
affect perception at short time scales, assuming the quickly-decaying nature of
non-conscious processes (Dehaene et al., 2006; Greenwald et al., 1996; Van Vugt
et al., 2018). To this end, in three experiments, we used an AB task in which the
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identity of T1 predicted which T2 target was most likely to appear (cf. Meijs et
al., 2018, 2019). We determined whether predictions induced by seen and unseen
T1s affected subjective measures of awareness (Exp 1 & 2) and/or objective
discrimination performance of T2s (Exp 3). Experiment 1 showed that T2’s that
confirmed predictions were reported to be perceived more clearly than T2s that
violated predictions. In Experiment 2, we replicated and extended this finding by
showing that prediction effects on subjective perceptual report depended on
conscious access to the prediction-generating stimulus (i.e., T1), even at short
time scales. In Experiment 3, we replicated the results of Experiment 2 but with
objective T2 discrimination performance as the dependent variable. Based on
these results, we conclude that predictions modulate subjective perceptual report
of visual stimuli and the ability to consciously access them, but that this may
critically depend on whether the prediction-initiating stimulus itself has been
consciously accessed or not. Note that correct report was used as a measure of
conscious access, but that, nevertheless, on some proportion of T1-seen trials,
there might have been some T1 correct guesses, although T1 guess rate was found
to be rather modest in all experiments. When signaled by unseen stimuli, (nonconscious) predictions did not systematically alter subsequent subjective
visibility reports or discrimination performance, even though we measured their
potential effects on a sufficiently short temporal scale to account for their alleged
weaker and more fleeting nature. Further, participants always performed the AB
task in two separate experimental sessions on different days, allowing for T1-T2
predictive associations to be formed. The fact that we did not consistently observe
prediction effects on conscious access when T1 was unseen, even after such
practice and training, extend previous findings (Bekinschtein et al., 2009; Meijs
et al., 2019; Meijs et al., 2018; Strauss et al., 2015) that demonstrate a tight-knit
relationship between predictions and consciousness.
In the first two experiments, we used the PAS scale to measure prediction
effects. This scale emphasizes subjective perceptual aspects of awareness
(Overgaard et al., 2006; Ramsøy & Overgaard, 2004) that might escape classical
dichotomous (e.g., seen/unseen) measures or discrimination responses. The PAS
scale has been shown to be sensitive to subtle changes in subjective visibility,
even when these do not amount to a quantifiable effect on response correctness.
For example, Overgaard et al., (2004) applied TMS bilaterally over the mid
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temporal regions in the ventral stream while participants viewed simple figures
of different colors shown at different spatial positions. The authors found that
TMS did not impair correctness of participants’ responses concerning different
stimuli features, even though the participants experienced a decrease in subjective
visibility when TMS was delivered 110-120 ms after stimulus presentation. This
finding suggests that the PAS scale may capture certain aspects of reported
awareness that are not always expressed in performance measures (for similar
reasoning see: Lau & Passingham, 2006). Still, being a measure that relies on
report, the PAS scale conceivably does not circumvent the problem of internal
shifts in the response criterion, which could, for instance, manifest as a tendency
to report higher levels of visibility for validly versus invalidly predicted targets
(i.e. lenient versus more stringent response criterion for valid versus invalid
trials). Therefore, the PAS scale arguably does not measure perceptual effects
alone. Nevertheless, the overall picture was consistent across our experiments:
predictions modulated subjective visibility reports, but they can only be
implemented by correctly reported stimuli. These findings corroborate previous
findings that used objective performance measures (Meijs et al., 2018) and extend
these findings by showing that non-conscious predictions also do not affect
conscious access at shorter time scales.
Implementation of the brain’s predictive mechanism has been described at
various spatial scales – at the level of neural populations (Bastos et al., 2012),
laminar connections in human primary visual cortex (Kok et al., 2016), corticostriatal (den Ouden et al., 2009; den Ouden et al., 2012; Van Schouwenburg et
al., 2010) and cortico-cortical interactions (Gordon, Koenig-Robert, Tsuchiya,
Boxtel, & Hohwy, 2017; Summerfield & De Lange, 2014; Summerfield & Egner,
2009; Wacongne et al., 2011) It has been proposed that at each scale, prediction
implementation and prediction error signaling are enabled by feedforwardfeedback interactions (Friston, 2009). At a cortical level, after an initial
feedforward sweep of activation of sensory cortices, sensory neurons receive
feedback from higher-level cortical regions, thus implementing cortico-cortico
feedback loops at various levels of the visual processing hierarchy (e.g.,
Summerfield & De Lange, 2014). Interestingly, influential models of
consciousness posit that exactly this mechanism, i.e., feedback loops spanning
widely-distributed brain areas and enabling sustained activation and global
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availability of information, is also necessary for conscious access (Dehaene et al.,
2006; Dehaene & Changeux, 2011). Based on our results, it could be concluded
that predictive processing based on arbitrary associations between stimuli
requires high-level neural feedback, characteristic for full-blown conscious
access (Boly et al., 2017, 2013; Dehaene & Changeux, 2011). Relatively local
processing of reentrant nature confined to visual cortices, which characterizes
pre-conscious processes (Dehaene et al., 2006), may not be sufficient for
implementing such predictions, at least not when recently learned, as in the
current study. Future studies will need to address whether this conclusion still
holds when predictions become over-trained and whether in such cases
predictions may recruit different brain areas. It is also still an open question
whether different types of prediction priors, for instance contextual and
environmental priors acquired through lifelong experience (Brodski et al., 2015;
Chang et al., 2016), those accrued from higher-order statistical regularities
(Summerfield et al., 2008; Wacongne et al., 2011) and priors based on arbitrary
stimulus associations (e.g., Kok et al., 2013; Meijs et al., 2019, 2018) rely on
distinct neural mechanisms and may be implemented at different levels of the
processing hierarchy. It is possible that more hard-wired priors that are acquired
through life-long learning do not require conscious access to exert effects on
perception, while arbitrary associations between stimuli such as those in the
present study, depend on consciousness as they need to be implemented at higher
processing levels.
An interesting aspect of our findings was that predictions initiated by
consciously accessed T1s modulated T2 visibility and discrimination
performance both at short and long lags, thus irrespective of temporal dynamics
of attention deployment characteristic for RSVP tasks (Nieuwenstein, Van Der
Burg, Theeuwes, Wyble, & Potter, 2009; Olivers & Meeter, 2008). This would
also therefore suggest that predictions did not interact differently with exogenous
(e.g., quickly triggered by T1 within ~100 ms) versus slower endogenous
attentional deployments (~300 ms after a cue) which are known to have different
time-courses (Carrasco, 2011). Predictions impacted performance at lag 1
(sparing), during the AB and outside the AB (lag 10). Similar observations have
been reported previously (Meijs et al., 2018). Assuming that attention is mostly
attenuated during the AB and less so at longer lags, this suggests that prediction
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effects operate relatively independent of attentional deployment in this task (see
e.g., Kok, Jehee, et al., 2012). Regarding the nature of the prediction effect
observed in the current study, one might wonder about the direction of the
prediction effect: whether valid predictions led to a benefit in T2 performance or
whether invalid predictions impaired it. Based on the current task design we
cannot arbitrate between these two possibilities, because we did not include a
neutral condition (“no prediction”) representing a baseline to which T2
performance in T2 valid and invalid conditions could be compared. However,
using a very similar paradigm to the one administered in the current study, Meijs
et al. (2019) addressed this issue directly and found that T2 discrimination
performance for valid T2 trials was higher than for neutral trials and performance
on invalid T2 trials was lower than on neutral trials. This thus suggests that valid
predictions facilitate performance and invalid predictions worsen performance.
Another interesting aspect of our results is that we found attentional enhancement
of T2s at lag-1 and deficits at lag-2 and lag3, even when T1 was not consciously
accessed (Experiment 2). This suggest that attention might have nevertheless
been captured by T1 even when it was not processed all the way up to the level
of report. This finding is in line with two earlier studies showing the same
attentional enhancement (Nieuwenstein et al., 2009) and attentional blink (Meijs
et al. 2018) after a missed T1.
In conclusion, we find a facilitatory effect of conscious, but not nonconscious, predictions on subjective visibility reports when arbitrary predictions
need to be implemented on a trial-by-trial basis. This may suggest that high-level
feedback signals that characterize full-blown conscious access are required for
implementing relatively novel associative predictions learned over short periods
of time. We show that a lack of prediction effect for non-conscious stimuli under
these circumstances cannot be explained by the general fleeting nature of nonconscious processes and therefore, in line with earlier work, these findings
demonstrate a close relationship between these types of predictions and
consciousness.
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Chapter 4
ABSTRACT Our senses are continuously bombarded with more information
than our brain can process up to the level of awareness. The present study aimed
to enhance understanding on how attentional selection shapes conscious access
under conditions of rapidly changing input. Using an attention task, EEG, and
multivariate decoding of individual target- and distractor-defining features, we
specifically examined dynamic changes in the representation of targets and
distractors as a function of conscious access and the task-relevance (target or
distractor) of the preceding item in the RSVP stream. At the behavioral level,
replicating previous work and suggestive of a flexible gating mechanism, we
found a significant impairment in conscious access to targets (T2) that were
preceded by a target (T1) followed by one or two distractors (i.e., the attentional
blink), but striking facilitation of conscious access to targets shown directly after
another target (i.e., lag-1 sparing and blink reversal). At the neural level,
conscious access to T2 was associated with enhanced early- and late-stage T1
representations and enhanced late-stage D1 representations, and interestingly,
could be predicted based on the pattern of EEG activation well before T1 was
presented. Yet, across task conditions, we did not find convincing evidence for
the notion that conscious access is affected by rapid top-down selection-related
modulations of the strength of early sensory representations induced by the
preceding visual event. These results cannot easily be explained by existing
accounts of how attentional selection shapes conscious access under rapidly
changing input conditions, and have important implications for theories of the
attentional blink and consciousness more generally.

90

4. Representational dynamics preceding conscious access

4.1 Introduction
Over the past few decades, research has shown that visual information processing
preceding conscious access tends to cluster in several functionally distinct stages
after stimulus presentation (T. Carlson et al., 2013; Grootswagers et al., 2019;
Kaiser, Oosterhof, & Peelen, 2016; Marti & Dehaene, 2017; Marti, Sigman, &
Dehaene, 2012; Sergent et al., 2005; Weaver et al., 2019). The early and
intermediate phases of stimulus processing, up to ~300 ms after stimulus
presentation, are characterized by bottom-up and local recurrent processing in
sensory cortex (Dehaene et al., 2006; Lamme & Roelfsema, 2000). During these
stages, stimulus processing is primarily bottom-up and non-conscious, supported
by a greatly parallel processing architecture, which permits multiple visual
stimuli to be represented in the brain at the same time. The subsequent processing
phase is however selective to those stimuli amplified in a top-down manner
depending on their goal relevance, i.e., that are attentionally selected (Marti &
Dehaene, 2017; Olivers & Meeter, 2008; Sergent et al., 2005; Sigman & Dehaene,
2008). At this relatively late processing stage, stimuli are encoded into working
memory, a process thought critical for translating fleeting sensory representations
into a more durable consciously accessible format (Dehaene et al., 2006; Marti &
Dehaene, 2017; Olivers & Meeter, 2008). Yet, the current literature
accommodates two conflicting views about what determines whether or not a
stimulus becomes available for conscious access: the serial nature of limitedcapacity late-stage processing, or dynamic gating effects on lower-stage sensory
representations.
Limited-capacity models (Chun & Potter, 1995; Jolicœur & Dell'Acqua,
1998; for review see Dux & Marois, 2009 and Olivers & Meeter, 2008) and some
theories of consciousness (e.g., Global Neuronal Workspace; Dehaene, Charles,
King, & Marti, 2014) postulate a serial bottleneck during late-stage processing.
Specifically, only one item can be encoded at a time by late-stage capacity-limited
processes allowing conscious access (Marti & Dehaene, 2017; Marti et al., 2012;
Sergent et al., 2005; Sigman & Dehaene, 2008). According to these accounts,
conscious access fails when an item cannot be attentionally selected for late-stage
encoding, for example when this stage is still occupied by a previous item. This
is well illustrated by the so-called attentional blink (AB): an impairment in
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identifying a second target (T2) presented after a first target (T1) within close
temporal proximity (200 to 500 ms) in a rapid stream of distractor stimuli
(Raymond et al., 1992). According to limited-capacity accounts, conscious access
to T2 fails because T1 encoding into working memory ties up limited processing
resources, rendering them temporarily unavailable for T2 (Lagroix, Spalek,
Wyble, Jannati, & Di Lollo, 2012; Marti & Dehaene, 2017; Marti, Sigman, &
Dehaene, 2012; Sergent, Baillet, & Dehaene, 2005).
Notwithstanding their popularity, limited-capacity accounts fall short in
explaining several more recent behavioral observations. First, overall high target
accuracy is observed, even for targets presented in the typical AB time window,
when targets are presented sequentially with no intervening distractors (e.g.,
TTTDD; T – target; D – distractor), a phenomenon called sparing (Di Lollo,
Kawahara, Ghorashi, & Enns, 2005; Lunau & Olivers, 2010; Olivers,
Hilkenmeier, & Scharlau, 2011; Olivers, Van Der Stigchel, & Hulleman, 2007).
What is more, T2 performance often exceeds T1 performance when the two
targets are shown consecutively (Dell’Acqua, Doro, Dux, & Losier, 2016; Di
Lollo et al., 2005; Olivers et al., 2011). Even more problematic for limitedcapacity accounts is the so-called AB reversal, whereby in a TDTT sequence T3
seems to “escape” the AB. That is, T3 accuracy is higher when T3 is preceded by
a target (TDTT) than a distractor (TTDT) and higher than T2 accuracy at this
same temporal position in the stream (TDDT) (Kawahara, Kumada, & Di Lollo,
2006; Olivers et al., 2007). These findings are difficult to explain assuming a T1triggered late-stage bottleneck.
In an alternative account, the boost and bounce theory of temporal attention
(Olivers & Meeter, 2008), the AB, sparing of conscious access, and blink reversal
are consequences of (dys)functional gating of information into working memory.
More specifically, this theory proposes that a combination of excitatory and
inhibitory gate neurons form an attentional gating system into working memory,
i.e., implement the attentional set, and provide excitatory (“boost”) and inhibitory
(“bounce”) feedback upon target and distractor detection, respectively. Critically,
this top-down feedback peaks rapidly, approximately 100 ms after stimulus
presentation (e.g., Shimozaki, Chen, Abbey, & Eckstein, 2007; Wyble, Bowman,
& Potter, 2009, for a review, see Olivers, 2012) thereby also affecting the chance
of conscious access for the following item. In this account, the attentional blink
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to T2 is caused by strong inhibitory feedback (a bounce) triggered by the
distractor after T1 (D1), that itself was accidentally boosted by strong excitatory
feedback evoked by T1. This account can also readily explain sparing: if the first
post-T1 stimulus in the stimulus stream is T2, this stimulus, as well as other
immediately ensuing target stimuli, will be boosted into working memory (hence
the observation of extended sparing in a TTTDD sequence). Rapid reversal of the
AB is similarly explained by the workings of this rapid gating system: T3 is
relatively boosted when it directly follows T2 (TDTT) compared to a distractor
(TTDT), rendering it more likely that it will gain access to consciousness. Thus,
according to this account, the attentional blink reflects dysfunctional gating of
information to late-stage processing and not a capacity limitation of late stage
visual information processing per se. Another influential model, the serial
token/simultaneous type (STST/eSTST) model, also attributes the AB to
dysfunctional gating of information into working memory in that during T1
encoding, an attentional ‘blaster’ is temporally unavailable to boost the
representation of next task-relevant items (Bowman & Wyble, 2007; Wyble,
Bowman, & Nieuwenstein, 2009). In this model, a T1-triggered attentional
enhancement can also strengthen the representation of a subsequently presented
item, such as D1. Yet, this model does not assign a critical role to D1, as the AB
is caused by T1-triggered resource depletion (i.e., the unavailability of the blaster
during T1 encoding), not enhanced D1 processing.
Neural evidence for rapid boost and/or bounce gating of conscious access
is so far scarce and relatively inconsistent. ERP studies have reported an
attentional selection response to T1, the frontal selection positivity component
peaking approximately 250 ms after the onset of T1, followed 100-150ms later
by a frontal negativity, on target-present (TD) in contrast to target-absent (DD)
trials (Martens, Munneke, Smid, & Johnson, 2006). The frontal negativity was
furthermore found to increase in amplitude as the number of stimuli that had to
be ignored grew, which was also related to a deficit in awareness of the
subsequent target, hence presumably signaling stronger frontal gating or
inhibition (Niedeggen, Hesselmann, Sahraie, Milders, & Blakemore, 2004).
These findings were interpreted as post-T1 attentional enhancement followed by
distractor-triggered inhibition, and taken as evidence for the boost and bounce
theory (Olivers & Meeter, 2008). However, a more recent study that compared

93

Chapter 4
the negativity arising after the frontal selection positivity component between two
conditions that differed only in the temporal position of the first post-T1 distractor
(TD and TTD) did not observe a latency shift of the frontal negativity component,
challenging the assumption that the frontal negativity reflects a distractor-evoked
inhibitory response (Dell’Acqua et al., 2016). Furthermore, a recent study that
used inverted encoding modeling to decode the orientation of each item in the
AB task (stimuli were oriented gratings with different spatial frequencies), which
could thus isolate single-item processing dynamics, only observed AB-related
changes in early orientation tuning to T2, but no differences in the
representational strength of D1 as a function of T2 visibility (Tang et al., 2020).
The lack of effects on the sensory representation of D1 in this study may argue
against the notion that accidental selection or boosting of D1 causes the AB to
T2. However, no differences in T1 representation were observed either, which is
surprising as limited capacity accounts, the STST/eSTST model, and boost and
bounce theory all predict that the attentional blink is related to having to encode
T1, albeit only indirectly in the latter account. Possibly, as only spatial frequency
but not orientation was a predictable/defining feature of targets in the Tang et al.
study, and hence only spatial frequency could drive attentional search, their
orientation decoding may have been less sensitive to top-down feature selectionrelated effects.
The present EEG study aimed to advance understanding of how attentional
selection shapes conscious access using multivariate decoding of individual
target- and distractor-defining features, and an attention task that allowed us to
examine dynamic changes in the representation of individual targets and
distractors in attentional blink, sparing and AB reversal conditions. Specifically,
we tested two predictions that disentangle limited-capacity and boost and bounce
accounts at the neural level. First, while limited-capacity accounts generally
assign no critical role to D1, the boost and bounce theory posits that the AB is
related to accidental selection of D1 for late-stage processing: T1-evoked topdown feedback meant to strengthen its low-level neural representation also
accidentally amplifies the sensory representation of D1, because of its close
temporal proximity to T1, boosting it into working memory. Therefore, this
account predicts quantifiable differences in the quality of D1 representations in
T2 seen vs. unseen trials, which we examined here directly. Second, as noted
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above, limited-capacity accounts have trouble explaining the behavioral
observations of extended sparing and AB reversal, which the boost and bounce
account links to dynamic attentional gating of information, depending on the
nature of the preceding item in the stream. Here, we hence also investigated
changes in the quality of target (e.g., T3) and distractor representations as a
function of the nature of the preceding item in the stream (i.e., target or
distractor).
To test these predictions, participants performed an attention task (cf.
Olivers et al., 2007) in which they had to identify up to three target numbers
presented in a rapid serial visual presentation (RSVP) stream of distractor letters,
while in each trial, we varied the number of targets and their temporal order.
Concurrently, we measured their brain activity using EEG to which we applied
multivariate pattern analysis (MVPA) (Grootswagers, Wardle, & Carlson, 2017;
King & Dehaene, 2014). This approach enabled us to identify individual
stimulus-specific sensory representations at distinct processing stages with high
temporal precision and at the whole-brain level. MVPA neural pattern classifiers
trained at each time point were also applied to all other time points, so that using
the resulting generalization across time matrix, we could also examine whether
and when neural patterns were stable and thus generalized across time (King &
Dehaene, 2014). Recent studies have identified (at least) three visual information
processing stages that can be separated using the generalization across time
approach. Its early diagonal portion (<200 ms) is thought to reflect early-stage
sensory processes driven by bottom-up input characteristics (Fahrenfort et al.,
2017; King et al., 2016; Marti & Dehaene, 2017), and a late-stage (~300-600 ms)
period with a sustained temporal profile, extending off diagonal, that correlates
with conscious access and task-related goals (Marti & Dehaene, 2017; Meijs et
al., 2019; Weaver et al., 2019). Early decoding can also extend off the diagonal,
reflecting maintenance of a low-level sensory representation over time (Meijs et
al., 2019; Weaver et al., 2019). Building on this body of work, we specifically
examined dynamical changes in neural representations across these different
processing stages, with the ultimate goal of gaining a better understanding of the
underlying processing architecture that determines conscious access.
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4.2 Materials and Methods
Participants
Thirty-five right-handed subjects (29 female, mean age = 20.91 years, SD=2.16
years), all students from the University of Amsterdam, who reported normal or
corrected-to-normal vision and no history of a psychiatric or neurological
disorder, participated in this study. Participants gave written informed consent
prior to the start of the study and received research credits or money (10 euros
per hour) for their participation. The study was approved by the ethical committee
of the Department of Psychology of the University of Amsterdam. One
participant was excluded from the final analyses because of misunderstanding the
task instructions, while two other participants dropped out before finishing the
third session. The final sample thus consisted of thirty-two participants who each
completed three EEG sessions (27 female, mean age = 20.78 years, SD=1.83
years).
Stimuli and apparatus
All stimuli were generated using Matlab 8 and Psychtoolbox-3 software (Kleiner
et al. 2007) within a Matlab environment (Mathworks, RRID:SCR_001622).
Stimuli were presented on a 1920x1080 pixels BenQ XL2420Z LED monitor at
a 120-Hz refresh rate on a “black” (RGB: [0 0 0], ± 3 cd/m2) background and
were viewed with a distance of 90 cm from the monitor.
Procedure
The study consisted of three EEG sessions in which participants either searched
for one target in an RSVP stream (localizer task session) or for up to three targets
in an RSVP stream (two attention task sessions), while their brain activity was
recorded using EEG. EEG cap placement was standardized for each participant
across the three recording sessions to reduce the chance that differences in
electrode locations across sessions contributed to our decoding results.
Specifically, in each session, we measured the distance from the nasion to the
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inion, across the top of the head, assuring that the central Cz electrode was
positioned exactly in the middle. We then measured the distance from the tragus
of the left ear to the tragus of the right ear, across the top of the head, again making
sure that the Cz was located in the middle.
Localizer task
The study started with one 180-minute localizer task session in which, on each
trial, participants had to identify a single target embedded in an RSVP stream of
13 distractor stimuli. In half of the trials, the target was a number presented
among distractor letters, while in the other half of trials, the single target was a
letter presented among distractor numbers. The target stimulus, one of eight
numbers (2-9) or one of eight letters (A, D, H, K, L, M, R, U), always appeared
on positions 5-9 (balanced across trials). The distractor stream consisted of the
eight stimuli of the other category, presented in a random fashion without
consecutive repetitions. All stimuli were shown at fixation in a monospaced font
(font size: 55 points) in white (RGB: [255 255 255]) for 83 ms with no interstimulus interval (ISI). Each trial started with a fixation cross for 400ms +/150ms jitter (25ms step size). After the last stimulus in the stream, the fixation
cross was shown again for another 600 ms, after which participants were asked
to identify which target number or letter (depending on the block) they had seen
using 8 yellow-marked keys (a, s, d, f, j, k, l and ;) on the keyboard in front of
them, which spatially corresponded to 8 numbers or letters shown on the
computer screen in a specific order, for example: 5 6 7 8 9 2 3 4. In this
example, if for instance they saw the target number 7, they needed to press the
third yellow key on the keyboard. The position of items on the screen and hence
their associated response key varied across trials (e.g., 2 3 4 5 6 7 8 9; 4 5 6 7 8
9 2 3; etc.). This was done so that our subsequent decoding analysis could not
pick up on any consistent stimulus-response relationships and decoding results
would not be confounded by activity related to specific response preparation.
Numbers and letters were always presented in ascending order, with the starting
item varying from trial to trial. For instance, on ⅛ of trials the response sequence
started with the number 2, on other ⅛ of trials with the number 3 and so on. This
resulted in eight possible number response orders and eight possible letter
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response orders, which were presented equally often over the course of the
experiment. Participants were asked to maintain fixation at all times except, if
necessary, during the response period.
The task consisted of 1440 trials, presented in 18 blocks. Half of the
participants first completed 9 blocks of trials in which they needed to identify a
target letter, while in the remaining 9 blocks they needed to identify a target
number. The order of letter and number blocks was reversed for the other half of
the participants. Blocks of trials were interleaved with self-paced breaks, except
after every forth block when a longer break, paced by the experimenter, was
administered. After every block, participants received feedback about their
performance (percentage of correct target identifications for that block).
EEG activity was concurrently recorded so that we could build classifiers
to decode identity-specific neural representations of the different target stimuli,
unbiased by any task manipulation that we employed in the following two
experimental sessions (see below). The EEG data was used to build two types of
classifiers: one that classified eight different letters and one that classified eight
different numbers.
Attention task
In the second and the third session of the study, participants performed an
attention task while their brain activity was again recorded using EEG. On each
trial, they saw 1-3 target numbers (T1, T2, T3) embedded in a stream of distractor
letters. Participants’ task was to report the identity of all targets they had seen in
the stimulus stream.
Stimuli and the design of the attention task were identical to the localizer
task except for the following differences. Each RSVP stream consisted of 18
stimuli in total. Target stimuli were numbers ranging from 2 to 9, while distractors
could be 15-17 letters (A, D, H, K, L, M, R, U, C, E, F, G, I, J, N, O, P, T, V, W,
X, Y, Q, Z). Each number appeared as T1, T2 and T3 equally often. Only the
distractor letters A, D, H, K, L, M, R, U, shown as targets in the localizer task,
could appear at positions 5 to 9. We pseudo-randomized their order such that each
letter appeared at each given position within a condition equally often. The other
distractor letters were randomly presented at the other temporal positions (i.e., 1-
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4, 10-17). The same target number and distractor letter was never repeated within
a trial.
Each trial started with a fixation cross shown at the center of the screen for
700 ± 100 ms with a 25 ms step size. After the stream ended, the fixation cross
reappeared for 800 ms, after which the response screen appeared. The manner of
responding was identical to the localizer task, except that participants could now
report more than one target. They were instructed to report any target seen and in
case of multiple targets, in the order they had seen them in the stream, but the
latter was not emphasized as crucial. After indicating seen targets, participants
needed to press the spacebar to confirm their entry and to start the next trial.
Participants were asked to maintain fixation at all times except, if necessary,
during the response period.
We manipulated the number of targets shown in each trial (1-T: 12%, 2-T:
50%, 3-T: 38% of trials) and the lag at which T2 and T3 were presented after T1
similar to Olivers et al. (2007) to be able to measure four critical phenomena: the
attentional blink, lag-1 sparing, extended sparing, and AB reversal. Specifically,
a combination of the two factors (number of targets and lag) resulted in following
8 conditions: 1. T1D1D2D3..T2 (12% long-lag trials), 2. T1T2D1D2D3 (10% lag-1
trials), 3. T1D1T2D2D3 (14% lag-2 trials), 4. T1D1D2T2D3 (14% lag-3 trials), 5.
T1T2T3D1D2 (10% extended sparing trials), 6. T1T2D1T3D2 (14% lag-2 and 4
trials), 7 .T1D1T2T3D2 (14% AB reversal trials), 8. D1D2D3D4T1 (12%, single
target trials). T1 was shown in each trial at temporal position 5 in the stream in
all conditions, except for the condition with one target (1-T condition: 8), when
a single target was presented at one of the late temporal positions (13-16). In
conditions with two targets (2-T conditions: 2, 3, 4), T1 was followed by T2 at
lags 1, 2 or 3, or at one of the long lags 8, 9, 10 or 11 (in long-lag trials). In the
three conditions with three targets (T-3 conditions: 5, 6, 7), T1 was followed by
T2 either at lag 1 or 2, whereas T3 appeared either at lag 2 or 3 (depending on
T2).
In each of the two 180-minute sessions, each participant completed 16
blocks of 67 trials. Between blocks, participants could take a short break. After
every fourth block, there was an enforced, longer break. After each block,
participants received feedback about their performance (percentage of correct T1
identification). The experimenter also kept track of the percentage of T2 and T3
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false alarms and warned participants not to guess if their false alarm rate exceeded
20%.
EEG recording and preprocessing
During each session, participants’ brain signals were sampled continuously at
512Hz using a BioSemi ActiveTwo system (www.biosemi.com) with 64 scalp
electrodes placed according to the 10/10 system. Two electrodes were placed on
the earlobes for offline rereferencing and four electrooculographic (EOG)
electrodes measured horizontal and vertical eye movements. After data
acquisition, preprocessing and subsequent analyses were performed using
custom-written analysis scripts which are publicly available and can be
downloaded at https://github.com/dvanmoorselaar/DvM. These custom written
analysis scripts are largely based on MNE software functionalities (Gramfort et
al., 2014). EEG data were referenced offline to the average activity recorded at
the earlobes and high-pass filtered using a zero-phase ‘firwin’ filter at 0.1 Hz as
implemented in MNE to remove slow drifts. EEG signals were visually inspected
for extremely noisy or malfunctioning electrodes, which were temporarily
removed from subsequent preprocessing (20 participants had no channels
removed, while the median=2 (range=2) for the remaining 12 participants across
all 3 sessions). Epochs with excessive EMG artifacts were rejected using an
adapted version of the ft_artifact_zvalue automatic trial rejection procedure, as
implemented in the Fieldtrip toolbox (Oostenveld, Fries, Maris, & Schoffelen,
2011, http://fieldtriptoolbox.org). This function applies a frequency filter
between 110 and 140 Hz and assigns a variable z-value score cutoff per
participant based on the within-subject variance of z scores (cf. van Moorselaar
& Slagter, 2019). On average, 16.3%, 15.9% and 17% of trials were removed per
participant in the first, second and third session, respectively, using this approach.
Epochs of EEG data containing all events of interest for a given trial were
created for the localizer and the attention task data from -400 to 1440 ms and 400 to 2000 ms, respectively, centered on T1 presentation time. Epoched data
was baseline corrected to the average activity between -200 and 0ms pre-T1
stimulus presentation. Independent component analysis (ICA), as implemented
in MNE using the ‘extended-infomax’ method, was performed on non-epoched 1
Hz high pass-filtered data to remove eye-blink components from the 0.1 Hz
100
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filtered data (cf. van Moorselaar & Slagter, 2019). Components topographies
were visually inspected and compared to EOG signals. A single eye blink
component per session was removed from epoched participant’s EEG data.
Malfunctioning electrodes were then interpolated using spherical splines (Perrin,
Perring, Bertrand, & Echallier, 1989).
Multivariate decoding analyses
Multivariate pattern analysis (MVPA) was applied to EEG data to decode
patterns of neural activity specific to each target number and each distractor letter
(i.e., only those shown on positions 5-9) in the RSVP streams for each condition
of interest in the attention task. Classifiers were trained on the localizer task data
and applied to the attention task data (cross-task decoding). This allowed us to
examine if 1) the strength of target and distractor stimulus-specific
representations preceding T2 were associated with conscious access to T2, and
2) whether stimulus-specific representations were generally stronger versus
weaker depending on whether they were shown on boosted or bounced positions
in the RSVP stream.
In order to decrease the computational time needed for MVPA, we
downsampled the EEG data to 128 Hz and shortened epochs used for training and
testing classifiers to -200 to 900 ms with respect to the presentation time of the
stimulus of interest. Decoding analyses were applied using the Scikit-learn
Python (Python Software Foundation, https://www.python.org/) package. We
applied a linear classification algorithm (Pedregosa et al. 2011) to raw EEG data
recorded at all 64 electrodes, using each time sample in the cross-task validation
procedure or 10-fold cross-validation procedure (see below). When classifiers
were trained and tested on each time sample of two independent datasets to
decode classes of stimuli, training was done using the localizer task and testing
was done on the attention task data. Based on the localizer task data, we thus built
letter-specific and number-specific classifiers for each time point of the data,
which were then applied to the attention task data. The multi-class decoding
problem (i.e. decoding 8 different numbers and 8 different letters) was formulated
as a series of binary classification problems such that each class was tested against
all other classes (i.e. the so-called “one-vs-all” approach).
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We also used the localizer task or attention task only in combination with a 10fold cross-validation procedure in order to within-task decode target and
distractor stimulus-specific representations (multi-class decoding) and target
versus distractor stimulus classes (binary decoding, “target” vs. “distractor”),
respectively. One participant’s data was not included in the analysis of the
attention task when decoding T2 stimulus-specific representation due to an
insufficient number of trials in a fold to train the classifier on all possible T2
numbers. Using the 10-fold cross-validation scheme we also decoded whether
T2s were reported seen versus whether they were missed in the attention task,
using “seen” vs. “unseen” labels for decoding. In general, in the 10-fold crossvalidation scheme, the classifier was trained on 90% of the data to classify
between stimulus classes, and then tested on the remaining 10% of the data. This
procedure was repeated 10 times, until all data were tested exactly once. The
percentage of correct class assignments was averaged across the 10 folds.
Classifier’s performance in separating two or more classes of stimuli was
expressed as the area under the curve (AUC), which indicates the degree of
separability between classes by integrating the receiver operating characteristic
(ROC) curve (Fawcett, 2006; Myerson, Green, & Warusawitharana, 2001). The
training procedure was done on balanced stimulus classes, which means that each
stimulus class was present equally often during training.
We used the so-called generalization across time (GAT) approach in
applying the pattern classifiers (King & Dehaene, 2014) - a classifier trained on
a specific time point was tested on that time point as well as on all other time
points. The resulting GAT matrix (training time on y-axis x testing time on xaxis) for targets and distractors can therefore reveal periods during which a
representation is stable, i.e. generalizes across time. For instance, a classifier
trained to distinguish between stimulus classes at 170 ms can be applied to an
entire time course or smaller segments of time data (e.g., 170-220 ms and 300600 ms) to test whether a stimulus representation is maintained. This approach is
thus informative of stimulus-specific representations at different stages of visual
information processing, permitting us to examine when in time and at what
processing stage representations might be modulated, and comparing the results
to predictions from the two theoretical account.
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ERP analyses
Awareness of stimuli such that they can be reported is typically associated with
a late (300-500ms) broadly distributed positive P3 ERP component (Cohen,
Ortego, Kyroudis, & Pitts, 2020; Dehaene & Changeux, 2011; Derda et al., 2019;
Sigman & Dehaene, 2008). For example, it has been shown that only seen T2s
elicit a P3 (Vogel, Luck, & Shapiro, 1998). Here, we also aimed to replicate this
finding. To this end, we selected a subset of centro-parietal channels (POz, Pz,
CPz, CP1, CP2, P1, P2, PO3, PO4) which are known to capture the P3 component
topography and created ERP waveforms using trials in which T1 was correctly
identified, but splitting the analysis on correctly identified T2s (i.e. allowing order
reversals in report, which meant that a response was considered correct when a
correct number was reported at the end of a trial irrespective of the report order)
and missed or incorrectly identified T2s (T2 seen and unseen in further text) in
the T1D1T2D2D3 condition. We also computed the P3 to correctly-identified T1s
using the T1D1D2D3..T2 condition in which T2s were shown at late latencies and
could thus not impact the T1-elicited P3 component. By contrasting ERP
waveforms to T2-late, T2-seen and T2-unseen trials, we could thus better
distinguish between P3’s elicited by T1 and T2 stimuli. All ERP waveforms were
time-locked to T1 presentation time.
Statistical analyses
Behavior
To evaluate behavioral performance, for each participant we computed the
percentage of correct target identifications in the localizer and attention task. In
the attention task, given that participants could report up to three targets,
percentage correct for each target, i.e. separately for T1, T2 and T3, was
computed by taking into account the total number of trials in which that target
was present. As in Olivers et al. (2007), we computed percentages of correct
target identifications in the attention task for each target separately allowing order
reversals in report. This means that a response was considered correct when the
correct number was reported at the end of the trial even if the report order did not
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match the target presentation order. Furthermore, as in Olivers et al., accuracy for
the post-T1 targets was contingent on T1 correct identification. For the attention
task, we also removed trials which were rejected from the EEG dataset during
preprocessing using automatic trial rejection procedure.
To verify the presence of an attentional blink, sparing, and blink reversal,
we conducted three separate repeated-measures ANOVAs as in Olivers et al.
(2007), with T1, T2 and/or T3 identification accuracies as the dependent variable.
Note that we included temporal position (TP) instead of lag as a within-subject
factor in these statistical analyses to denote the timing of an event in the stream.
This is because our ANOVA models could include T1 performance as well. At
the earliest, T1 could appear on position 5 in the stream, which we coded as TP1
into the ANOVA analysis. Accordingly, targets on position 9 in the stream, for
instance, were coded as TP5 targets. Moreover, in order to evaluate the
performance for T1s and T2s shown on the 4 late positions in the single-target
and long lag conditions (conditions 1 and 8), respectively, we aggregated
performance accuracies across those positions within a condition and entered the
score as the “late TP” target. One omnibus repeated-measures ANOVA was not
possible because not all conditions had targets at same temporal positions. To
verify the presence of the AB, we first conducted a one-way repeated measures
ANOVA with T2 identification accuracy obtained in 2-T conditions (i.e.,
T1T2D1D2D3, T1D1T2D2D3, T1D1D2T2D3, and T1..D1D2D3T2) as the dependent
variable and Temporal Position (TP 2, 3, 4, and late (13-16)) as a within subjects
factor. To determine evidence for extended sparing (Di Lollo et al., 2005; Olivers
et al., 2007), we conducted a repeated measures ANOVA with Number of Targets
(2-T or 3-T) and Temporal Position (TP 1-3) as within subject factors based on
target accuracy in the 2-T conditions (T1T2D1D2D3 and T1D1T2D2D3) and the 3-T
condition (T1T2T3D1D2). Finally, we statistically verified the presence of
attentional blink reversal using a repeated measures ANOVA with Number of
Targets (2-T vs. 3-T) and Temporal Position (TP 1, 3 and 4) as within subject
factors based on target accuracy in the following conditions: T 1D1T2D2D3,
T1D1D2T2D3, and T1D1T2T3D2. In all analyses, significant main and interaction
effects were followed-up by paired-sample t-tests.
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EEG
In order to statistically evaluate classifier’s performance across time in picking
up stimulus-specific representations, we tested whether classifier’s performance
(AUC) at each time point of the GAT matrix was significantly different than at
chance decoding. For this, we applied group-level permutation testing with
cluster correction for multiple comparisons (two-tailed cluster-permutation,
alpha p<.05, cluster alpha p<.05, N permutations=1000) (Maris & Oostenveld,
2007). The permutation distribution of t-values was constructed by storing the
maximum summed absolute t-value at each iteration. Statistical significance of
observed clusters was evaluated according to the p-value obtained by calculating
the proportion of t-values under random permutation that were larger than the tvalue of the observed cluster.
In addition to cluster-based, group-level permutation testing, specific
hypotheses-driven comparisons between conditions in classifiers’ performance
were additionally evaluated using paired-sample t-tests on AUC values averaged
across specific time windows. This is especially warranted when quantifying
relatively weak effects, because the latter statistical tests are more resilient to
noise since the tests are not performed per sample, and furthermore, they can be
more sensitive to short-lived effects that would otherwise not pass cluster
thresholding (van Moorselaar & Slagter, 2019). Earlier work has identified two
processing stages using the GAT approach: an early (<250-300ms) time-window,
reflecting initial sensory encoding and a late processing stage (>300ms)
associated with conscious report (e.g., Kaiser et al., 2016; Marti & Dehaene,
2017; Weaver et al., 2019). Based on this earlier work and based on observed
time windows of significant decoding for letters and numbers in the localizer task
of the current study (see the Result section), we focused our statistical analyses
on two decoding clusters - one between 150-250ms and the other between 300600ms. The diagonal AUC values within those two clusters were averaged
separately and tested against each other using the paired-sample t-test. In cases
where a specifically tested hypothesis did not indicate a significant result, using
JASP software (JASP Team, 2020), we followed up that null-effect by a Bayesian
equivalent of the same test in order to quantify the strength of evidence for the
null hypothesis (H0) (Wagenmakers et al., 2018). By convention proposed by
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Jeffreys (1961), Bayes factors from 1 to 3 can be considered as anecdotal, 3 to 10
as substantial, and those above 10 as strong evidence in favor of H 0.
Finally, we examined correspondence between our behavioral and
decoding results. That is, we tested the extent to which the pattern of stimulusspecific target decoding (cross-task validation scheme) resembled behavioral
results, reflecting conscious access across conditions. To that end, we used the
same conditions that were entered into the behavioral analysis, but here, we used
the average AUC decoding scores as the dependent measure in the repeated
measures ANOVA. Again, one omnibus ANOVA was not possible since not all
conditions had targets on the same TPs. We thus entered decoding scores into
three repeated measures ANOVAs, investigating whether decoding scores across
conditions reflect the AB, sparing, and blink reversal, respectively. We ran these
three separate repeated measures ANOVAs, separately for early- and late-stage
(150-250ms and 300-600ms) average AUC scores. Non-significant main and
interaction effects were followed-up by a Bayesian equivalent of the same test in
order to quantify the strength of evidence for the null hypothesis (H0)
(Wagenmakers et al., 2018). Using JASP software (JASP Team, 2020), we
conducted the Bayesian equivalent of the repeated measures ANOVA with the
same within-subject factors as in the classical repeated measures ANOVA and
computed exclusion Bayes factor (BFexcl) across matched models, which indicates
the extent to which data supports the exclusion of an interaction effect, taking all
relevant models into account.

4.3 Results
Behavioral performance reveals flexibility of conscious access
We first aimed to replicate three key behavioral findings: the AB, sparing of
conscious access, and AB reversal (Di Lollo et al., 2005; Olivers et al., 2007).
Figure 4.1B shows percentages of correct target identification for our 8
conditions, which differed according to (1) the number of targets, and (2) their
temporal position in the RSVP stream. In Figure 4.7, the behavioral results are
also shown, but split up per conditions showing the AB (Fig. 4.7A), sparing (Fig.
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4.7B), and attentional blink reversal (Fig. 4.7C). As can be seen in the figure,
participants.

Figure 4.1. Attention task and behavioural results. (A) Conditions and the trial structure of
the attention task. Each trial consisted of a sequence of rapidly presented letters in which 1 -3
targets needed to be detected and reported at the end of the stream. Responses were registered
using 8 marked keys on the keyboard, which spatially corresponded to 8 numbers shown on the
computer screen in a specific order, for example 4 5 6 7 8 9 2 3, as shown in the figure. The
order of stimuli on the response screen changed in every trial. (B) Percentage correct target
identification for T1, T2 and T3 (given that T1 was correctly identified) as a function of temporal
position and condition. Error bars represent SEM. As can be seen, our behavioral data
demonstrate the presence of a robust AB, lag-1 sparing, AB reversal, but not of extended sparing
(see also Figure 4.7).

identified single targets shown at the beginning and at the end of the stream
equally well, suggesting that T1 performance was not significantly affected by
target position in the stream alone. A paired-sample t-test revealed that there was
no difference in performance for T1s presented on TP1 in condition 1 and T1s
presented on late TPs in condition 8 (T 1D1D2D3..T2: 87.6% vs. D1D2D3D4..T2:
87.9%, t31=-0.242, p=0.81, d=-0.043).
As expected, we observed both a robust attentional blink to T2 and lag-1
sparing, as statistically captured by differences in T2 identification accuracy in
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2-T conditions as a function of its temporal position with respect to T1 (main
effect Temporal Position (2, 3, 4, and late (13-16)); F3,93=164.11, p<.001,
ηp2=0.841) and confirmed by planned follow-up pair-wise comparisons.
Specifically, these revealed a clear AB to T2: T2s on TP3 (46.2%) in the
T1D1T2D2D3 condition and on TP4 (35.7%) in the T 1D1D2T2D3 condition were
identified significantly less frequently than T2s at late TPs in the T 1D1D2D3T2
condition (75.3%) (t31=10.69, p=<.001, d=1.891; t31=13.14, p<.001, d=2.32).
Furthermore, indicative of lag-1 sparing, we found that T2s on TP2 (lag-1) were
detected more frequently than T2s shown late in the stream (T 1T2D1D2D3: 80.7%
vs. T1D1D2D3T2: 75.3%, t31=-2.82, p=.008, d=-0.49). Moreover, in line with some
prior work (Dell’Acqua, Doro, Dux, & Losier, 2016; Di Lollo, Kawahara,
Ghorashi, & Enns, 2005; Olivers, Hilkenmeier, & Scharlau, 2011), we found that
T2 identification accuracy at lag-1 (TP2) was higher than T1 identification
accuracy in the same condition (T1T2D1D2D3; 73.4% vs. 80.7%, t31 =-3.94,
p<.001, d=-0.69).
We next examined whether sparing of conscious access extended beyond
T2 to T3, as previous studies have demonstrated (Di Lollo et al., 2005; Olivers et
al., 2007). A repeated measures ANOVA revealed that the pattern of results in
the 3-T condition (T1T2T3D1D2) differed significantly from 2-T conditions
(T1T2D1D2D3 and T1D1T2D2D3), as revealed by a Number of Targets (2-T vs. 3T) x Temporal Position (1-3) interaction (F2,62=3.88, p=.026, ηp2=0.11). A followup analysis showed that, in line with our earlier demonstration of target sparing
on TP2 in the 2-T condition (T1T2D1D2D3), T2 accuracy was also spared on TP2
in the 3-T condition, and in fact, exceeded that of T1 (67%(T1) vs. 75%(T2), t31=4.21, p<.001, d=-0.75). Nevertheless, our results suggested that the sparing did
not extend to T3s presented immediately following T1 and T2. That is, a followup pair-wise comparison revealed that access to T3 on TP3 in the T 1T2T3D1D2
condition was not significantly different from identification accuracy observed
for targets on the same TP in the 2-T condition T1D1T2D2D3 (46.2% vs. 44.2%,
t31=1.24, p=.225, d=0.22, BF01=2.64). These results thus suggest that conscious
access was spared for the second, but not the third of three consecutive targets in
the T1T2T3D1D2 condition in our study. This latter finding is unexpected given
prior studies demonstrating extended sparing (Di Lollo et al., 2005; Olivers et al.,
2007), and may be explained by the relative complexity of our target report
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procedure. Albeit speculative, having to remap which response button
corresponded to which target number in each trial (necessary to decouple
responses from target perception for our MVPA analyses) may have interfered
with multiple target maintenance in working memory, and specifically affected
T3 report.
Finally, we statistically verified the presence of attentional blink reversal
(Olivers et al., 2007). As expected, T3s presented right after a T2 (T 1D1T2T3D2)
were detected more often compared to when they were separated by a distractor
(T1T2D1T3D2) or compared to T2 at the same temporal position (T 1D1D2T2D3), as
indicated by a Number of Targets (2-T vs. 3-T) x Temporal Position (1, 3 and 4)
interaction (F2,62=58.18, p <.001, ηp2=0.65). This was confirmed by follow-up
planned paired-sample t-tests which revealed that, although T2 identification was
lower on TP3 in the 3-T condition than on the same TP in the 2-T condition
(40.1% in T1D1T2T3D2 vs. 46.2% in T1D1T2D2D3, t31=4.68, p<.001, d=0.83),
identification accuracy on TP4 in 3-T condition (T1D1T2T3D2, 44.8%) was
significantly higher than accuracy on the same position in the 2-T condition
(T1D1D2T2D3, 35.7%; t31=-5.92, p<.001, d=-1.05). Furthermore, T3 accuracy on
TP4 was also higher than T2 accuracy on TP3 in the same 3-T condition
(T1D1T2T3D2, 44.8% vs. T1D1T2T3D2, 40.1%; t31=-2.5, p=.019, d=-0.44). Lastly,
we compared T3 accuracy on TP4 between two three target conditions which
differed only in the temporal position of a preceding T2. Critically, when T3
immediately followed T2, as in the T 1D1T2T3D2 condition, T3 accuracy was
significantly higher compared to when T3 followed after T2 and a distractor, as
in the T1T2D1T3D2 condition (44.8% vs. 18.1%; t31=-12.4; p<.001, d=-2.19).
Together, these results reveal a clear reversal of the attentional blink.
Considered together, we replicated three key behavioral findings: the AB,
sparing of conscious access for T2s presented immediately after T1 (i.e., lag-1
sparing), and AB reversal. However, we did not observe extended lag-2 sparing
(to T3), possibly as noted above, due to our complex response protocol. The
observed AB reversal for T3 in the T 1D1T2T3D2 sequence in particular suggests
that processes shaping conscious access are not necessarily temporally sluggish
(e.g., determined by slow T1 encoding) (Marti & Dehaene, 2017; Marti et al.,
2012; Sergent et al., 2005), but may depend on a fast information gating
mechanism, e.g., dynamic excitation-inhibition feedback loops that modulate the
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strength of sensory representations as proposed by the boost and bounce theory
(Olivers & Meteer, 2008; Olivers, et al., 2007). We next examined this hypothesis
using EEG decoding analyses that allowed us to examine dynamic changes in the
representational content of brain activity over time.
Decoding identity-specific target and distractor representations
Before examining neural representations of individual target and distractor
stimuli, separately for T2 seen and unseen trials, and separately for boosted and
bounced positions in the RSVP stream, we first verified that we could robustly
decode individual letters and numbers using the localizer task data. As shown in
Figure 4.2, individual numbers and letters could be decoded well above chance
using classifiers trained on the localizer task data in the localizer task itself and,
using cross-task classification, in the attention task. The resulting GAT matrices
for the localizer task, shown separately for numbers and letters in Figure 4.2A,
exhibited a mixture of diagonal and square shape decoding. Diagonal
classification peaked at ~203 ms for numbers (AUC = 53.09) and at ~156 ms
(AUC = 54.69) for letters. The decoding profile of stimulus-specific
representations for numbers and letters also extended off diagonal after around
~450 ms, revealing the characteristic late-stage sustained squared-shaped profile
(Carlson et al., 2013; King & Dehaene, 2014; Marti & Dehaene, 2017), which
lasted for several hundred milliseconds, suggestive of stable stimulus
representations across time. Note, however, that we did not observe early offdiagonal decoding, indicative of perceptual maintenance of early sensory
representations (Marti & Dehaene, 2017; E. L. Meijs et al., 2019; Weaver et al.,
2019).
Cross-task classification (i.e., localizer to attention task data
classification) also showed robust decoding of both target (number) and distractor
(letter) stimulus identity in the attention task (Fig. 4.2B-C), with representations
of successive stimuli partially overlapping in time (Fig. 4.3). T1-specific patterns
of activity emerged around 116 ms, with diagonal classifier performance peaking
at ~172 ms (Fig 2B, left panel). A similar decoding profile was observed for D1s:
identity specific patterns emerged around 100 ms, with diagonal decoding
peaking at ~164 ms. The cluster of significant T1 decoding was notably more
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temporally extended in comparison to D1 decoding, lasting until 528 ms versus
378 ms, respectively, likely reflecting stimulus differences in task relevance (i.e.,
report numbers). Therefore, and in line with previous work that identified two
similar processing stages using MVPA analyses (e.g., Marti & Dehaene, 2017;
Meijs et al., 2019; Weaver et al., 2019) (see Fig. 4.2A-B), in subsequent statistical
analyses comparing decoding accuracy in different conditions, we averaged
diagonal AUC values across two time windows that capture these two processing
stages: an early 150-250 ms time-window, reflecting initial sensory encoding,
and a later 300-600 ms time-window, associated with conscious report.
(C) D1 decoding

(A) Localizer decoding
Numbers

Letters

Attention task

(D) T1 decoding

(B) T1 decoding
Localizer

Localizer

Attention task

Attention task

Localizer

Attention task

Figure 4.2. Time course of stimulus-identity decoding in the localizer (A, D) and attention
task (B, C). (A) Generalization across time matrices based on within localizer task decoding
reveal robust decoding of individual numbers and letters. Following a 10-fold cross-validation
procedure, classifiers were trained on all time points and tested on all other time points, resulting
in the generalization across time matrix for each stimulus category. The black contours on
generalization across time matrices for number and letters indicate clusters of significant
decoding of a stimulus identity (two-tailed cluster permutation test, alpha p<.05, cluster alpha
p<.05, N-permutations=1000). (B) T1 identity decoding in the main attention task, based on
training the classifiers on the localizer task data (left panel). T1 identity decoding based on a 10fold cross-validation scheme, using the attention task data (right panel). (C) D1 identity
decoding in the main attention task, based on localizer task classifier (cross-task validation
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procedure). (D) Diagonal T1 identity decoding in the attention task based on the localizer task
classifier, using accuracy to evaluate classification performance. Note that classification
accuracy and AUC scores, which are used as classification metric throughout the paper, show
highly similar decoding pattern (see Fig. 4.3A) All plots show classification performance
averaged over all conditions and all participants. Time 0 ms in all plots corresponds to T1
presentation time, except for data shown in panel C and the D1 diagonal line in panel D, where
D1 time course was shifted back one temporal position for visualization purposes.

It should be noted that overall, early decoding accuracy for letters (distractors)
was higher than for numbers (targets) in both the localizer task (see early diagonal
decoding scores for numbers and letters in the localizer task in Fig. 4.2A) and the
attention task (Fig 3A). As in the localizer task, both letters and numbers were
decoded as targets, these differences in early decoding accuracy cannot reflect
differences in task relevance, and likely reflect the fact that letters and numbers
are processed in different brain regions (Carreiras, Quiñones, HernándezCabrera, & Duñabeitia, 2015), whose activity may be differentially measurable
on the scalp (e.g., due to anatomical differences in how they are oriented with
respect to the scalp). For this reason, target and distractor decoding is not
statistically compared directly in any of the reported analyses in the further text.
To summarize, we could robustly decode, in parallel (see Fig. 4.3B),
individual numbers and letters in the attention task and replicate previous reports
of two distinct processing stages (Kaiser et al., 2016; Marti & Dehaene, 2017;
Meijs et al., 2019). We next examined 1) if, how and when in time (early vs. late)
these sensory representations differed between T2 seen and unseen trials and 2)
if they were modulated depending on whether the stimuli were presented on
boosted or bounced positions in the RSVP stream (i.e. depending on the category
of the preceding stimulus: target or distractor).
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Figure 4.3. Time-resolved identity decoding as a function of stimulus class (target,
distractor) and temporal position in the attention task. (A) Target and distractor identity
decoding in the attention task, based on the localizer task classifier (cross-task validation), as a
function of the target or distractor number in the RSVP stream of the attention task. EEG data
of all stimuli except T1 were locked to the presentation time of a given stimulus and then shifted
to T1 presentation time, given the variable presentation times of stimuli across conditions. (B)
Cross-task decoding for target and distractor stimuli as a function of temporal position for two
conditions. The colored dashed vertical lines indicate objective presentation times of each
stimulus in a given condition. Note that because letter identity was better decodable than number
identity in the localizer task, target and distractor identity decoding in the attention task cannot
be directly compared. This figure simply demonstrates the ability of our approach to decode
each individual stimulus in the RSVP stream. (C) Binary target versus distractor diagonal
decoding per temporal position using 10-fold validation scheme. At each temporal position (TP),
target and distractor labels were obtained from 2 conditions: TP1 – D1D2D3D4..T1 vs.
T1D1D2D3..T2; TP2 – T1D1D2D3..T2 vs. T1T2D1D2D3; TP3 – T1D1D2D3..T2 vs. T1D1T2D2D3; TP4
– T1D1D2D3..T2 and T1D1D2T2D3. In all plots, the colored horizontal lines indicate periods of
significant decoding with respect to chance (two-tailed cluster permutation test, alpha p<.05,
cluster alpha p<.05, N-permutations=1000). All plots show classification performance averaged
over all participants.
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Early identity-specific stimuli representations are not ‘boosted’ or ‘bounced’
In contrast to limited-capacity theories that propose that the attentional blink to
T2 is caused by late-stage T1 encoding (Lagroix et al., 2012; Sergent et al., 2005),
the boost and bounce theory posits that the attentional blink is due to D1-related
dysfunctional gating of information, and hence the theory predicts differences in
the neural representation of D1 in T2 seen vs. unseen trials (Olivers & Meeter,
2008). Therefore, we next examined possible differences in early and late sensory
representation of T1, D1, and T2 as a function of whether T2 was seen or not. By
splitting the analysis for T2 seen and unseen trials, we aimed to test 1) whether
the duration and/or the strength of T1 processing differs between T2 seen and
unseen trials as limited-capacity accounts would predict (i.e. resulting in longer
and/or stronger T1 representations in T2 unseen trials), 2) whether, as proposed
by the boost and bounce account, early D1 representations are amplified in T2
unseen versus seen trials and 3) if T2 representations are weaker when T2 is not
seen vs. seen, as both accounts would predict. To foreshadow our results, shown
in Figure 4.4, these analyses yielded an unexpected link between the strength of
stimulus-specific representations and conscious access. First, we found that T1
stimulus representations were significantly stronger on T2 seen versus unseen
trials both during the early (t31=2.78, p=.01) and late (t31=2.62, p=.01) time
window. Further, contrary to what the limited capacity account would predict, we
also found that T1 stimulus-specific representations could be decoded for a longer
period of time on T2 seen trials than on T2 unseen trials. In both trial categories,
T1 identity could be decoded above chance from ~117 ms onwards, but T1
decoding was significant until ~433 ms in T2 seen versus ~275 ms in T2 unseen
condition (see Figure 4.4A), although the magnitude of this difference was not
significant.
Next, we tested differences in D1 representation between T2 seen and
unseen trials. While early D1 representations did not significantly differ between
T2 seen and unseen trials (t31=1.00, p=.32, BF01=3.34), the strength of D1
representations, like T1 representations, was significantly higher in trials in which
T2 was seen vs. unseen during the late (300-600 ms) processing stage (t31=2.83,
p<.01). Additionally, a group-level cluster-based permutation test indicated that
diagonal D1 decoding was more extended in time on T2 seen versus unseen trials
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(lasting until ~560 ms vs. ~299 ms). Thus, we found that both T1 and D1 were
better decodable in trials in which T2 was seen vs. blinked. These results are
unexpected from a limited capacity perspective, which assumes stronger or
longer-lasting late-stage processing (representation) of T1 in T2 unseen, rather
than T2 seen, trials, but also from the boost and bounce account, which would
propose that the AB is associated with attentional selection of D1 in T2 unseen
trials. Yet, our results suggest that both T1 and D1 were more strongly
represented on T2 seen versus unseen trials.
Furthermore, we found that early T2 representations did not differ in
strength as a function of whether T2s were seen or unseen. Figure 4.4C shows
classifiers’ AUC scores for T2 decoding in three conditions, T 1D1T2D2D3,
T1D1D2T2D3 and T1D1T2T3D2. The reason for collapsing across these three
conditions was that in each of these conditions, T2 followed T1 after one or two
distractors and individual conditions had too low trial numbers to achieve robust
identity decoding. At the behavioral level, T2 accuracy in each of these conditions
was very comparable (Figure 4.1B). Both cross-task and within attention task T2
decoding did not provide evidence for differences in T2 seen and unseen AUC
scores during the early 150–250 ms time window (cross-task: t31=-1.71, p =.098,
BF01=1.45; within-task: t30=-1.12, p=0.28, BF01=2.95) or late 300–600 ms timewindow (cross-task: t31=-0.44, p=.66, BF01=4.84; within-task: t30=0.98, p=0.34,
BF01=3.37) (Figure 4.4C; within-task decoding is not shown in the figure). Note
that accuracy of late-stage T2 decoding, both on and off diagonal, was close to
chance. This weak late-stage decoding likely reflects the fact that employed
classifiers were tuned to identity-specific patterns of activation, and thus less
sensitive to later processes associated with encoding and conscious access. It is
conceivable that in a context with multiple targets, representational codes of later
targets become more variable in latency or in format in which a target is encoded,
which would thus render robust classification between the tasks difficult. Overlap
from preceding items may have also interfered with T2 decoding .
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Figure 4.4. Time-resolved decoding of T1, D1 and T2 stimuli, separately for T2 seen and
unseen trials. Cross-task diagonal decoding and generalization across time of stimulus identity
for T1 (A), D1 (B) and T2 (C) in T2 seen and unseen trials based on T1D1T2D2D3, T1D1D2T2D3
and T1D1T2T3D2 conditions. In all diagonal decoding plots, the colored horizontal lines indicate
periods of significant decoding with respect to chance (two-tailed cluster permutation test, alpha
p<.05, cluster alpha p<.05, N-permutations=1000). The black dashed rectangles indicate the
early and late-stage time windows used to compare AUC decoding scores between conditions.
All plots show classification performance averaged over all participants. This figure shows that
conscious access to T2 was associated with stronger early and late stage T1 representations and
stronger late stage D1 representations, but no differences in T2 neural representation itself. In
all figure panels, time 0 ms corresponds to the presentation time of the stimulus of interest (e.g.,
T1 onset latency in A).
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We did uncover differences between T2 seen and unseen processing using two
different analysis approaches. First, replicating prior work (Sergent et al., 2005;
Sigman & Dehaene, 2008; Vogel et al., 1998), we found that the magnitude of
the T2-evoked centro-parietal P3 ERP component was significantly larger on T2
seen compared to unseen trials (600-800 ms post-T1: t31=5.26, p<.001) (Figure
4.5A). As can been seen in this figure, the T2-evoked P3 was preceded in time
by the T1-evoked P3 around 300-550 ms post-T1. That this reflects T1-evoked
activity is supported by the fact that this first positivity was also observed in long
lag trials (T1D1D2D3..T2), in which T2 was presented much later, and in which
hence, as expected, no second positivity was observed between 600 and 800ms
post-T1. The T1-evoked P3 did not differ between T2-seen and unseen short-lag
trials (t31=0.81, p=0.43).
Second, classifiers trained to decode whether a T2 was seen or unseen in
the main attention task, irrespective of the T2 identity (classifier labels: T2 seen
vs. T2 missed; i.e., T2 identity was irrelevant) revealed clusters of decoding
scores for over 900ms after T2 presentation (Fig. 4.5B), confirming that the
neural signal contained information related to conscious T2 access throughout the
trial. Interestingly, this analysis also showed enhanced decoding well before T2
presentation suggesting that, besides T2 processing, neural activity prior to T2
presentation also predicted whether T2 would be seen or not. Diagonal decoding
started rising above chance approximately around the onset of the first item in the
RSVP stream (between ~580 ms and ~500 ms) and reached a maximum around
T1 presentation time (approximately -300 to -100 ms before T2 presentation time;
Figure 4.5B). This finding may corroborate previous findings suggesting that
baseline fluctuations in neural excitability and attention across trials shapes the
likelihood of conscious access to a significant extent (Iemi, Chaumon, Crouzet,
& Busch, 2017; Mathewson et al., 2009). It could also reflect differences in
temporal expectation of T1 (which had a fixed position in the stream) between
blink and no-blink trials.
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Figure 4.5. ERP analysis and time-resolved binary decoding for T2 seen and unseen trials.
(A) Seen T2s evoked a larger P3b than unseen T2s. Shown is the centro-parietal P3 component
measured on channels POz, Pz, CPz, CP1, CP2, P1, P2, PO3 and PO4, separately for T2 seen
and unseen trials in the T1D1T2D2D3 condition (green and orange lines), and for the T 1D1D2D3...T2
condition in which T2 appears on a late temporal position (blue line), given that T1 was correctly
identified. The purple line is the difference waveform between T2 seen and T2 unseen
waveforms in the T1D1T2D2D3 condition. Time 0 ms corresponds to T1 presentation time. (B)
T2 seen versus unseen decoding based on the main attention task data, using three conditions
(T1D1T2D2D3, T1D1D2T2D3 and T1D1T2T3D2). In this analysis, using a 10-fold cross validation
procedure, a classifier was trained to distinguish between two classes of labels: T2 seen versus
unseen (T2 identity was therefore irrelevant). Seen T2s were differently represented than unseen
T2s for up to 900ms post-T2 presentation, and conscious access to T2 was also associated with
differences in the pattern of brain activity prior to T2 presentation. Time 0 ms corresponds to
T2 presentation time.

To summarize, we found that the attentional blink was associated with weaker
representations of T1 and D1, rather than enhanced or prolonged late-stage T1
encoding, as limited capacity accounts propose, or amplified D1 representations,
as the boost and bounce theory assumes. Rather, we could better decode T1 both
during early and late stage processing and D1 during late stage processing in trials
in which T2 was seen.
Next to examining T1 and D1 stimuli representations as a function of T2
visibility, we investigated whether target and distractor representations are
modulated according to whether the position at which they are presented in the
RSVP stream is boosted (following a target) or bounced (following a distractor
that is itself boosted). As noted above, limited-capacity accounts have trouble
explaining the behavioral observations of extended sparing and AB reversal,
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which the boost and bounce theory links to dynamic changes in top-down
attentional modulation. According to the latter account, a rapidly responding
gating system enhances target and suppresses distractor representations, but when
these stimuli are quickly followed in time by another stimulus, this also affects
their early representation and thereby their reportability. To investigate if the
sensory representation of a stimulus is affected by the nature of the preceding
stimulus (target or distractor), we first focused on the phenomenon of AB reversal
- enhanced identification of T3s when directly preceded by a target (T 1D1T2T3D2)
vs. a boosted distractor (T1T2D1T3D2). The boost and bounce account predicts that
the sensory representation of T3 should be enhanced when directly preceded by
T2 compared to when it is preceded by a distractor. However, although T3
decoding was numerically stronger along the diagonal in the T1D1T2T3D2 versus
T1T2D1T3D2 condition during late stage processing, the difference between
conditions did not reach significance in the early or late time window (early stage:
t31=0.31, p=.76, BF01=5.06; late stage: t31=1.44, p=.16, BF01=2.09) (Figure 4.6A).
Lastly, we investigated whether distractor representations may be
modulated depending on whether they were preceded by a target (T1) and/or a
distractor (Figure 4.6B&C). Specifically, we compared distractor representations
in the T1D1D2T2D3 condition and D1D2D3D4..T1 condition, separately for
distractors shown on TP2 and TP3. Note that both positions in the D1D2D3D4..T1
condition can be considered neutral since TP2 and TP3 distractors were always
preceded by other distractors. In the T1D1D2T2D3 condition, distractors on TP2
directly followed T1 (i.e., ‘boosted’ D1s), while those on TP3 directly followed
D1 (i.e., ‘bounced’ D2s). Statistical comparison of decoding scores for distractor
representations on boosted and neutral TP2 positions suggested that those did not
differ significantly during the early (t 31=-1.57, p=.13, BF01=1.75) and late (t31=0.67, p=.51, BF01=4.3) time interval. The same was true for distractors on neutral
and bounced positions. That is, the chance to decode distractor representations
was not statistically different on neutral versus bounced TP3 positions during the
early (t39=-1.33, p=.19, BF01=2.37) or late (t39=-0.68, p=.50, BF01=4.27) time
period of decoding. Taken together, our results provide no convincing evidence
for a modulation of identity-specific representations as a function of the taskrelevance of the preceding stimulus.
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Figure 4.6. Time-resolved stimulus identity decoding does not reveal differences in
representational strength on ‘boosted’ versus ‘bounced’ positions. (A) Cross-task diagonal
T3 identity decoding in condition T1D1T2T3D2 (T3 on boosted position) versus T1T2D1T3D2 (T3
on bounced position), and the generalization across time (GAT) matrix of T3 identity decoding
for each condition separately. Cross-task diagonal identity decoding for distractors presented
(B) on temporal position 2 in the D1D2D3D4..T1 condition (neutral position) versus in the
T1D1D2T2D3 condition (boosted position), and (C) on temporal position 3 in the D1D2D3D4..T1
condition (neutral position) versus the T 1D1D2T2D3 condition (bounced position). In all plots, the
colored horizontal lines indicate periods of significant decoding with respect to chance (twotailed cluster permutation test, alpha p<.05, cluster alpha p<.05, N-permutations=1000). The
black dashed rectangles indicate time periods used for statistical comparisons between
conditions. All plots show classification performance averaged over all participants. In all figure
panels, time 0 ms corresponds to the presentation time of the stimulus of interest (e.g., T3 onset
latency in A).

Target decoding does not resemble target report accuracy across conditions
Post-hoc trial sorting and analysis based on an outcome measure (seen vs.
unseen), as was done in the above decoding analyses, can create confounds in
condition comparisons (Shanks, 2017), and moreover, reduces the number of
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trials per analysis cell. Moreover, above, we contrasted decoding accuracy
between two specific conditions (e.g., D1 decoding in T2 seen vs. unseen trials),
while there is naturally more information in result patterns across multiple
conditions. We therefore next directly evaluated whether the pattern of decoding
results exhibits three key events, namely the AB, lag-1 sparing and AB reversal,
which we observed behaviorally. To that end, we ran three separate repeated
measures ANOVAs, identical to those we ran on behavioral data, separately for
early- and late-stage (150-250 ms and 300-600 ms) average AUC scores. In this
way, we could determine whether the strength of (early or late stage) target
decoding resembles target identification accuracy, taking multiple conditions into
account, as we did previously for the behavioral analysis. Figure 4.7 displays the
patterns of target identification accuracy and early and late target decoding
accuracy separately for the conditions used to identify the AB, lag-1 sparing and
AB reversal.
First, we tested whether early stage T2 decoding varied across the 2-T
conditions, reflecting the behavioral pattern of the AB. A one-way repeated
measures ANOVA on the early decoding data (150-200 ms), showed that early
T2 decoding accuracies did not differ across temporal positions (F 3,93=0.49,
p=.69, BF01=12.56). This was also the case for the late-stage (300–600 ms)
decoding scores, as reflected by the absence of a main effect of Temporal Position
in a one-way repeated measures ANOVA on AUC scores (F3,93=0.38, p=.77,
BF01=15.06). Thus, the AB was not reflected in early or late T2 decoding scores
(Figure 4.7A). Next, we tested whether the pattern of target decoding in 2-T and
3-T conditions (T1T2D1D2D3, T1D1T2D2D3, T1T2T3D1D2) exhibited sparing for
targets, as observed behaviorally for T2s. A two-way repeated measures ANOVA
using AUC decoding scores as the dependent variable did not provide evidence
for sparing (higher decoding scores of targets preceded by another target vs.
distractor), as decoding scores did not differ significantly between 2-T and 3-T
conditions across temporal positions, as indicated by a non-significant Number
of Targets x Temporal Position interaction for early-stage decoding scores
(F2,62=0.26, p=.77, BF01=8.20) and late-stage decoding scores (F62,2=0.11, p=.89,
BF01=9.88) (Figure 4.7B). The main factor Number of Targets was also not
significant for early- or late-decoding scores (early: F1,31=8.99e-4, p=.98,
BF01=6.51; late: F1,31=3.85, p=.06, BF01=1.01) suggesting that there was no
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difference in decoding between conditions with two versus three targets. Yet,
decoding was found to be significantly lower for later temporal positions, as
indicated by the main effect of Temporal Position for early decoding scores
(F2,62=4.61, p=.01), but not for late decoding scores (F2,62=0.97, p=.39, BF01=6.14)
(Figure 4.7B). Finally, we also did not find convincing evidence for AB reversal
using target decoding scores (Figure 4.7C). A two-way repeated measures
ANOVA again revealed that the Number of Targets x Temporal Position
interaction was not significant for the early decoding (F 2,62=1.26, p=.29,
BF01=3.85), although the interaction was trend-level significant for the late
decoding scores (F2,62=2.73, p =.07), supported by weak evidence for the null
hypothesis as revealed by the Bayes factor of BF01=0.75. Suggested by the nulleffect of the factor Number of Targets for early decoding (F 1,31=0.54, p =.47,
BF01=5.1) and late decoding (F1,31=0.78, p=.39, BF01=4.82), decoding was not
modulated by the number of targets in analyzed conditions, but decoding was
affected by the temporal position of targets, although only during early-stage
decoding (main effect of Temporal Position, early: F1,31=4.82, p =.01, late:
F1,31=1.37, p =.26, BF01=4.43).
In summary, we found that target representational strength did not reliably
reflect the attentional blink, sparing, or AB reversal as differences in decoding
across corresponding conditions were statistically not significant.
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Figure 4.7. Subjects’ behavioral and classifiers’ decoding performance in identifying
targets as a function of temporal position (TP). (A) Average behavioral accuracy (left
column) and AUC decoding scores, separately for early-phase (middle column) and late-phase
(right column) decoding, shown for conditions that at the behavioral level demonstrate the
presence of an AB and lag-1 sparing in the attention task, (B) conditions that at the behavioral
level demonstrate the presence of lag-1 sparing, but not of extended sparing in the attention task,
(C) and conditions that at the behavioral level demonstrate AB reversal.

4.4 Discussion
The present study aimed to enhance understanding on how attentional selection
shapes conscious access under conditions of rapidly changing input. Using an
attention task and multivariate decoding of individual target- and distractordefining features, we specifically examined dynamic changes in the
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representation of targets and distractors as a function of conscious T2 access and
the task-relevance (target or distractor) of the preceding item in the RSVP stream.
At the behavioral level, we found compelling evidence for a flexible gating
mechanism, replicating previous findings (Di Lollo et al., 2005; Lunau & Olivers,
2010; Olivers et al., 2011, 2007). That is, we found a significant impairment in
conscious access to targets that were preceded by one or two distractors (i.e., the
AB), but striking facilitation of conscious access to targets shown directly after
another target (i.e., lag-1 sparing and AB reversal). Yet, our neural data did not
provide convincing evidence for selection-related feedback effects on early-stage
visual representations as a determinant of conscious access under rapidly
changing input conditions (Olivers & Meeter, 2008): early-stage representations
of D1 did not differ between trials in which T2 was seen versus blinked, nor was
the early-stage representation of T3 affected by whether T3 was preceded by
another target or a distractor. Furthermore, overall, the strength of early stimulus
representations across conditions exhibited little variability, and our statistical
models suggested that the general pattern of early, as well as late, decoding results
did not resemble that which we observed in behavioral performance. Our
findings thus indicate that conscious access under rapidly changing input
conditions may be dependent on other mechanisms than rapid top-down
modulation of early low-level sensory representations. Notably, conscious access
to T2 was associated with stronger early- and late-stage T1 representations, as
well as stronger late-stage D1 representation, suggesting that both differences in
T1 and D1 processing may precede the attentional blink to T2. These findings
have implications for theories of the attentional blink and consciousness more
generally, discussed below.
Our findings corroborate previous work showing that multiple sensory
representations can coexist in patterns of neural activity for a few hundred
milliseconds, presumably at different (early) stages of processing (Grootswagers
et al., 2019; Marti & Dehaene, 2017; Tang et al., 2020). Temporal decoding
profiles of target and distractor stimuli were robust and remarkably similar up to
approximately 250 ms, confirming that early stages of visual processing are
common to all stimuli - seen or unseen - entering the visual system, while latestage processing is selective to consciously perceived stimuli (Marti & Dehaene,
2017). One of our main findings was that conscious access to T2 was associated
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with stronger early- and late-stage T1 representations, as well as stronger latestage D1 representation, indicating that encoding of both T1 and D1 may
dynamically affect conscious perception and access of subsequent stimuli
(Fahrenfort et al., 2017; Martin, Cox, Scholl, & Riesenhuber, 2019). A striking
aspect of our findings was the direction of the observed differences, namely,
conscious access to T2 was associated with enhanced T1 and late-stage D1
representations. Thus, when T2 was blinked, the strength of early and late-stage
T1 representations and of late-stage D1 representations was lower. This
observation is not only difficult to reconcile with theories that postulate that
enhanced T1 encoding causes the AB and that do not assign a critical role to D1
in the AB (e.g., Chun & Potter, 1995), but are also surprising in light of accounts
that posit that the attentional blink is due to D1 accidentally being boosted into
working memory (Olivers & Meeter, 2008) and thus would predict D1 processing
to be enhanced or prolonged in T2 blink trials, not in T2 seen trials, contrary to
what we observed.
One explanation for our findings, which could reconcile them with the
larger literature, is that an enhanced sensory representation may reduce the time
necessary for higher-level encoding of a stimulus into a durable format, and thus
indicates more efficient working memory encoding. The serial
token/simultaneous type model (Bowman, Wyble, Chennu, & Craston, 2008)
actually makes this prediction. That is, this model proposes that a reciprocal
relationship between T1 bottom-up trace (or stimulus) strength and encoding time
underlies the AB. Specifically, stronger T1 representations necessitate less
attentional enhancement, so that attention can be more quickly reallocated to T2,
rendering it more likely that T2 will be perceived. The serial token/simultaneous
type model would hence predict an initial stronger T1 representation in no-blink
trials, as we find here. In the boost and bounce model (Olivers & Meeter, 2008),
a more robust bottom-up T1 representation could also reduce the need for topdown amplification due to stronger initial evidence for its presence, which would
consequently also reduce the strength of the subsequent D1-evoked bounce
response. However, our results do not show any evidence for distractor-evoked
suppression of the representation of following items.
If an enhanced bottom-up sensory representation of T1 reduced the time
necessary for higher-level encoding of T1 into a durable format, one may also

125

Chapter 4
expect the T1-evoked P3b to peak earlier or be smaller in amplitude in no-blink
compared to blink trials. Yet, the T1-evoked P3b did not differ between T2 seen
and unseen trials in the present study. While some ERP studies have reported a
larger T1-evoked P3b in T2 blink trials (e.g., Kranczioch, Debener, Maye, &
Engel, 2007; Martens, Elmallah, London, & Johnson, 2006; Shapiro, Schmitz,
Martens, Hommel, & Schnitzler, 2006), other ERP studies reported a delayed T1evoked P3b (e.g., Martens, Munneke, et al., 2006; Sergent et al., 2005). As in the
current study, yet other studies did not observe any difference in the amplitude or
latency of the T1-evoked P3b between blink and no-blink trials (e.g., Craston,
Wyble, Chennu, & Bowman, 2009; Kihara & Kawahara, 2008; Slagter et al.,
2007, pre-retreat data). Thus, AB-related differences in late-stage T1 processing
are not consistently observed across studies. Notably, a novel line of evidence
suggests that the P3b component does not track perception and encoding, but
rather post-perceptual processes (e.g., decision making) (Cohen et al., 2020; Pitts,
Martínez, & Hillyard, 2012; Pitts, Padwal, Fennelly, Martínez, & Hillyard, 2014).
This could also provide an explanation for the fact that we did find enhanced latestage T1 representation, but no differences in the T1-evoked P3b between blink
and no-blink trials in the same time period.
Of further note, previous ERP studies did not observe differences in T1
processing between T2 seen vs. blink trials until after 300ms. Yet, we found that
the neural representation of T1 was enhanced also already at the early processing
stage (150-250 ms). Univariate ERP analyses are less sensitive towards changes
in the pattern of activity across the scalp, which could explain this discrepancy in
findings. However, it must be noted that the boost and bounce model assumes
that it only takes about 100 ms for the bulk of the attentional feedback to modulate
the sensory representation of the evoking stimulus (Olivers & Meeter, 2008). Yet,
our early T1 effect occurred after 100 ms. A recent intracranial EEG study did
observe a very early difference in T1 processing (Slagter, Mazaheri, et al., 2017).
That is, only in T2 blink trials did T1 induce a very early (~80 ms) increase in
alpha/low beta activity in the ventral striatum, also suggestive of differences in
early T1 processing, albeit at the subcortical level, which conceivably cannot be
picked up with scalp EEG (Cohen, Cavanagh, & Slagter, 2011). Animal studies
have shown similar short-latency striatal responses to salient stimuli and suggest
that they may reflect a signal to frontal regions to orient attention to enhance the
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visual representation of a potentially relevant stimulus (Overton, Vautrelle, &
Redgrave, 2014). This fits with proposals that the basal ganglia play a critical role
in gating information into working memory (Hazy, Frank, & O’Reilly, 2006) and
could explain the relatively “late” modulation of T1 processing observed at the
scalp level in our study.
The attentional blink was also associated with differences in late-stage D1
representation. This finding could suggest that when D1 is treated like a target
(i.e., is ‘spared’), as indicated by enhanced late stage decoding, T2 is also spared
(i.e., seen). If true, this would critically suggest that at least some portion of T2
seen trials reflects the well-known phenomenon of extended sparing (Di Lollo et
al., 2015). However, in the absence of any D1 report data, this possibility remains
speculative. Future studies are necessary to replicate and determine the functional
significance of our D1 effect and to replicate the here observed relationship
between early T1 representational strength and the attentional blink.
It is worth noting that our pattern classifiers were likely not optimal for
uncovering a wider range of processes linked to conscious access, as they were
specifically sensitive to identity-specific features of target numbers and distractor
letters, and as our decoding results suggested, were less revealing of more generic
late encoding and working memory processes (> 600 ms). The AB has also been
associated with relatively early differences in T2 processing, within ~200 to 300
ms, as for example captured in the N2 (Sergent et al., 2005) and the N2pc
(Akyürek, Leszczyński, & Schubö, 2010). Our classifiers may not have picked
up on AB-related differences in T2 processing that are generic (i.e., unaffected
by number identity). Arguably, our MVPA classifiers were also less sensitive to
potential generic modulations of neural response gain. Selection-related
boost/bounce feedback is presumably location-specific, boosting processing of
stimuli presented at the same spatial location as the feedback-eliciting stimulus
(Olivers & Meeter, 2008). This would suggest that the mechanism by which
selection-related feedback affects subsequent processing could be similar to that
of spatial attention, which has been shown to modulate neural population
responses by affecting their response gain, as opposed to sharpening neuronal
tuning to stimulus features (e.g., David, Hayden, Mazer, & Gallant, 2008; Fang,
Becker, & Liu, 2019; Ling, Liu, & Carrasco, 2009; Williford & Maunsell, 2006).
Indeed, a recent study using EEG and forward encoding modelling found that T2
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selection was associated with an increase in gain, not the precision of its neural
representation, suggesting that temporal attention works in a similar manner as
spatial attention (Tang et al., 2020). Yet, this study unexpectedly did not find any
differences in T1 or D1 representations between T2 seen and unseen trials. One
notable difference between the current study and the study by Tang et al. (2020)
is that the latter study examined changes in the representation of a stimulus
feature (orientation) that did not dissociate targets from distractors, as target and
distractors were defined by spatial frequency. As we decoded features that
identified targets and distractors, it is possible that we were more sensitive to
picking up effects of feature attention on sensory representations of T1 and D1.
Given these opposing results, future studies that can also measure changes in the
sharpness of location representations, are necessary to determine how spatial and
feature attention may jointly or independently affect conscious access.
An unexpected aspect of our findings was the absence of differences in the
strength of early-stage and late-stage T2 identity-specific neural representations
between trials in which T2 was seen versus not seen. Previous fMRI studies have
shown enhanced T2 processing in T2-seen trials, in frontal and parietal areas as
well as in low-level visual areas, such as the primary visual cortex (Hein, Alink,
Kleinschmidt, & Müller, 2009; Slagter, Johnstone, Beets, & Davidson, 2010;
Williams, Visser, Cunnington, & Mattingley, 2008). Using EEG, Tang et al.
(2020), as noted above, also observed differences in early T2 orientation
representation between blink and no-blink trials, within 100-150 ms post-T2. Yet,
here, while we could decode T2 number identity peaking around 170 ms, we
could do so equally well in T2 blink and no-blink trials. Also, late-stage T2
decoding was close to chance level regardless of T2 report. One possibility is that
in a context with multiple targets, representational codes of later targets become
more variable in latency or in the format (e.g., visual, phonological) in which a
target is encoded or maintained, which would thus render robust classification of
T2 difficult. For example, participants might have later relied on phonological
representations to perform serial order recall of multiple targets in the main
attention task, while the simpler localizer task could have been solved by relying
on perceptual or semantic representations (Nishiyama, 2020). Several EEG
studies have also shown that the latency of T2 processing is more variable during
the time window of the AB (Chennu, Craston, Wyble, & Bowman, 2009; Slagter,
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Lutz, Greischar, Nieuwenhuis, & Davidson, 2009). Thus, variability in the
latency or in the format of T2 representation may have hampered our decoding
efforts. It is also possible that the inability to decode T2 at later stages is (in part)
due to a rapid transformation of its representation into an activity-silent neural
state. In the context of working memory, it has been shown that transiently
unattended items in working memory (because another item in working memory
is prioritized or attended) are no longer represented in the pattern of neural
activity, but are hidden, in that they can be retrieved using an impulse stimulus
or ‘ping’ (Wolff, Jochim, Akyürek, & Stokes, 2017). Activity-silent
representations could more generally provide an explanation for our relative poor
late-stage decoding in the attention task (in which multiple targets had to be
maintained in working memory) compared to the localizer task (in which only
one target had to be maintained in working memory). Lastly, the at-chance latestage T2 identity decoding may also reflect the selective sensitivity of our
classifiers to identity-specific information. In fact, using univariate analyses, we
replicated the common finding of a larger T2-evoked P3b by seen compared to
unseen T2s, indicative of access-related differences in late-stage T2 processing.
It is of note in this regard that classifiers trained to decode whether a T2 was seen
or unseen, irrespective of its identity, revealed clusters of significant decoding
scores for over 900 ms after T2 presentation, confirming that the neural signal
contained information related to T2 conscious access throughout the trial. This
analysis also identified differences in neural activity patterns well before T2
presentation. While some of these differences likely reflect attentional blinkrelated differences in T1 and/or D1 processing, the pattern of scalp EEG activity
already predicted conscious T2 access well before T1 was presented. This finding
suggests that baseline fluctuations in neural excitability and attentional state or in
temporal expectations across trials can shape the likelihood of conscious access
to a significant extent, in line with previous work (Iemi et al., 2017; Kranczioch
et al., 2007; Mathewson, Gratton, Fabiani, Beck, & Ro, 2009, Pincham & Szucs,
2012). Our data thus also indicate that the attentional blink is likely determined
by multiple factors (e.g., Lindh, Sligte, Assecondi, Shapiro, & Charest, 2019).
To conclude, our findings do not support the notion that top-down
modulation of early-stage visual representations is the major determinant of
conscious access in rapidly changing input conditions as in the RSVP attention
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task. We did not find evidence for a rapid attentional gating mechanism that
modulated early representational dynamics preceding conscious access, as
proposed by the boost and bounce theory. The attentional blink was associated
with differences in T1 and late D1 neural representation, and in pre-T1 activity
patterns, highlighting the complex and multifaceted nature of processes
determining conscious access and informing theories of attention and
consciousness.
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CHAPTER 5

The perceptual nature of illusory
object recognition

This chapter is in preparation as: Alilović, J., Lampers, E., Fahrenfort, J. J.,
Slagter, H. A., & van Gaal, S. (n.d.). The perceptual nature of illusory object
recognition.

Chapter 5
ABSTRACT We occasionally misinterpret ambiguous sensory input leading
to perceptual illusions, e.g., seeing a face in noisy input that is actually not there.
It is unknown whether such illusions are due to errors in the initial sensory
processing of visual features or to errors occurring in later decision processes. To
address this, 40 participants performed a challenging face/house discrimination
task leading to a large number of perceptual errors (~30%). Brain activity was
measured using electroencephalography. Multivariate analyses revealed that
during misreports, sensory stages initially represent the veridical stimulus
category, while later processing stages encode the misreported illusory decision.
Intriguingly, misreported stimulus categories were represented in a “perceptual
format”, but only when participants were highly confident about their erroneous
decision (i.e., when the illusion was strong). This study, therefore, isolates the
sensory traces leading up to erroneous perceptual decisions and shows that these
decisions are informed by true illusions in perception.
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5.1 Introduction
Our perceptual experience can deviate substantially from the actual input that
reaches our senses. For instance, it has been documented that context and
stimulus frequency can act as top-down priors that bias the interpretation of
ambiguous visual information (Moshe Bar, 2004; de Lange et al., 2018;
Panichello, Cheung, & Bar, 2013b). Yet, even in conditions without strong
perceptual priors, perception can spontaneously differ from the veridical sensory
input. In particular when perceptual information is sparse or ambiguous,
interpretation of the visual input is challenged, resulting occasionally in incorrect
perceptual decisions. The experiential aspect of such incorrect decisions is often
inferred based on participants’ behavioral report. However, even when one trust
such introspective reports, the source of misperceptions remains unclear.
Behavioral reports cannot disentangle whether misperception originates from
disturbances in initial stimulus-driven perceptual analyses in sensory regions, that
translate physical stimulation into sensory evidence, or biases in subsequent
decision-making that integrate sensory evidence into a decision variable in
parietal, frontal and motor circuits (Hanks et al., 2015; Hernández et al., 2010;
Mostert et al., 2015; O’Connell et al., 2012; Wilming, Murphy, Meyniel, &
Donner, 2020; Valentin Wyart et al., 2012). Here we investigated this issue and
examined whether visual objects that were misreported (e.g., face presented,
house reported), were also misperceived (i.e., represented in a visual format), and
if so, when in time these illusions in perception emerged.
Models of perceptual decision-making have mainly focused on the
feedforward integration of sensory evidence encoded in sensory regions towards
higher level cortical regions (Brody & Hanks, 2016; Gold & Shadlen, 2007).
However, the frontoparietal network responsible for perceptual decision making
has strong feedback connections to sensory regions, and can thus continuously
inform sensory regions about the unfolding decision variables through feedback
connections (Haefner, Berkes, & Fiser, 2016; Wimmer et al., 2015). Activity
observed in sensory regions can thus be a mixture of both feedforward and
feedback processes, especially at longer latencies (~> 100 ms) (Lamme &
Roelfsema, 2000), making it difficult to disentangle sensory and decision
processes even at the level of single sensory neurons (Bondy, Haefner, &
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Cumming, 2018; Nienborg, Cohen, Marlene, & Cumming, 2012; Nienborg &
Cumming, 2014; Supèr, Spekreijse, & Lamme, 2001; Wilming et al., 2020).
Functional magnetic resonance imaging (fMRI) studies in humans have also
shown that early visual cortex activity may reflect a combination of stimulusrelated feedforward activity and decision related feedback (see e.g., Ress &
Heeger, 2003) or top-down processes such as task set and expectations
(Summerfield & De Lange, 2014). This also renders is possible that errors that
arise during decision making are not simply cognitive in nature, but associated
with erroneous sensory representation, causing true illusions in perception.
To determine the sensory nature of misreports, here we present a novel way
to dissociate perceptual from decision-related processes during human perceptual
decision-making using electroencephalography (EEG) in combination with
multivariate pattern analyses. Forty participants performed a challenging
perceptual discrimination task in which faces and houses were briefly presented,
preceded and followed by pattern masks, strongly reducing stimulus visibility.
Participants discriminated which of the two object categories was presented and
indicated how confident they were in this decision. Discrimination correctness
was titrated at 65-70% by individually adjusting the stimulus duration.
Multivariate pattern classifiers were then used to characterize the time course of
category-specific neural representations of correct and incorrect decisions, at
different levels of confidence. Confidence measures served as a proxy for the
vividness of the (correct or incorrect) perceptual experience (Salge, Pollmann, &
Reeder, 2020). We experimentally dissociated perceptual from decision-related
processes by employing two separate category localizer tasks: one uniquely tuned
to sensory features of the images and the other sensitive to both sensory features
and decision processes (see Results for details). Using a between-task MVPA
generalization approach, we could track perceptual and decisional processes, how
they evolved across time and how these processes differed for correct and
incorrect perceptual decisions as a factor of confidence.
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5.2 Materials and Methods
Participants
44 participants (33 female, mean age=23.34; SD=5.68) from the University of
Amsterdam, all right-handed, with reported normal or corrected-to-normal vision
and no history of a psychiatric or neurological disorder, were tested in this study.
Participants provided written informed consent prior to the start of the experiment
and where tested following a protocol approved by the ethical committee of the
Department of Psychology of the University of Amsterdam. Participants received
research credits or money (10 euros per hour) for compensation. Forty
participants, all between the age of 18 and 35, completed two experimental
sessions of this study and comprised the final sample included in all reported
analyses (30 female, mean age=22.83; SD=3.31). The remaining 4 participants
were tested in only one session, after which they were excluded from further
participation. One participant was excluded from the final analysis because of
surpassing the age criterion (age > 35), while the other three participants were
excluded due to the around-chance performance in one or both localizer tasks in
the first session.
Materials
All tasks used in the current study were developed and executed using Matlab 8
and Psychtoolbox-3 software (Kleiner et al. 2007) within a Matlab environment
(Mathworks, RRID:SCR_001622). Stimuli were presented on 1920x1080 pixels
BenQ XL2420Z LED monitor at a 120-Hz refresh rate on a black (RGB: [0 0 0],
± 3 cd/m2) background and were viewed with a distance of 90 cm from the
monitor.
Procedure and stimuli
The experiment consisted of 2 sessions, each approximately 3 hours long and
scheduled on two different days for each participant. In the first session,
participants completed a change detection task and a discrimination task while
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we measured their brain activity using EEG. In the change detection task,
participants focused on the central fixation cross and reported its color change
whenever it changed from red to light red, while a stream of brief house and face
images was shown simultaneously on the screen. In the discrimination task, in
every trial, participants saw a masked image of a face or a house. At the end of
each trial, they were asked to indicate which stimulus category they perceived.
The discrimination task administered in the second session was highly similar
(see the details of the design below), but in addition to reporting which stimulus
category they perceived, participants also provided confidence ratings regarding
their decision.
A multivariate pattern analysis (MVPA) classifiers were trained on EEG
data recorded during the first session, separately for the change detection task
(“perceptual” localizer task) and the discrimination task (“functional” localizer),
which were then applied to the discrimination task EEG data recorded in the
second session.
Session 1: Change Detection Task
In this task, participants focused their attention on a centrally presented fixation
cross, which was superimposed on a rapidly changing sequence of house and face
images. The fixation cross remained present on the screen throughout a block of
trials. Participants’ task was to monitor the fixation cross and report its brief color
change, from red (RBG: [255 0 0]) to a lighter shade of red (RBG: [125 0 0]) for
100 ms on 20% of randomly chosen trials. Participants were instructed to press
the spacebar whenever they noticed the color change of the fixation cross.
Stimuli set consisted of 180 unique houses and 180 unique faces (90 male
and 90 female). Face and house images were grey scale stimuli, obtained from
Weaver et al. (2019). Face and house stimuli were equated for spatial frequency
and luminance (for details see Weaver et al., 2019). All stimuli subtended 16x20°
visual angle, were presented centrally on a black background, and were tilted to
the right or left at an 5° or 355° angle, respectively. Each image was shown for
100 ms with the ISI that was jittered between 1200-1400 ms. The task-relevant
color change of the fixation cross could occur only in the ISI, at a randomly
determined moment 15 ms after the start of the ISI and 130 ms before its end.
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Participants were instructed not to pay attention to images of houses and faces
while maintaining their fixation at the center of the screen. Images of houses and
faces were thus task-irrelevant, although they were concurrently processed
visually.
By ensuring that participants’ attention is focused on the centrallypresented task, the aim was to minimize the possibility that MVPA classifiers are
impacted by systematic eye movements that could be strategically deployed to
discriminate between stimuli classes (Mostert et al., 2018). For instance, a
consistent eye-movement towards the top of the stimulus to detect face defining
features (e.g., eyes) could alone drive multivariate differences between houses
and faces stimuli.
In total, 200 images of houses and faces (100 of each category, half tilted
to the right and half tilted to the left) were shown in each of 6 experimental blocks.
Before the start of the first experimental block, each participant completed one
practice block 10 100 trials in order to get familiar with the task.
Session 1: Discrimination task
The task design was highly similar to the task developed by Weaver, et al. (2019).
An overview of the trial procedure can be found in Figure 5.1A. Each trial started
with a fixation dot that remained on the screen throughout the duration of the
trial. After a fixation-only interval that was jittered between 600-1000 ms, a
scrambled mask stimulus appeared on the screen for 50 ms, followed by a target
face or a house stimulus, shown for 80 ms. The target image was followed by
another 50ms-long scrambled mask stimulus. A response screen was presented
for 1000 ms immediately after the offset of the second mask stimulus, during
which participants needed to give a speeded response indicating whether they saw
a house or a face, using a left-handed (‘z’) or right- handed (‘m’) keyboard
response. Stimulus-response mappings were randomized across blocks of trials
to prevent motor response preparation before the response screen was shown. The
correct stimulus-response mapping (e.g., a left button press for a face and a right
button press for a house stimulus) was presented at the beginning of each block.
Furthermore, letters F and H, for faces and houses respectively, were shown on
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every trial in the right and left upper corner, or vice versa, depending on the block,
as a as a reminder of the response mapping to the button press.
Face, house, and mask stimuli were obtained from the study by Weaver et
al. (2019). Stimuli set consisted of 180 unique houses and 180 unique faces of
which 90 faces were male and 90 were female. Face and house stimuli were
equated for spatial frequency and luminance (for details see Weaver et al., 2019).
Visual masks were selected from 900 scrambled face and house images (parsed
into 12x15 tiles and randomly shuffled) that had been made transparent and
superimposed. All stimuli were grey-scale, subtended 16x20° visual angle, and
were presented centrally on a black background. Target stimuli and masks were
shown tilted to the right or left, at an 5° or 355° angle respectively.
Participants completed 14 experimental blocks containing 64 trials each,
896 trials in total. In each block, an equal number of faces and houses were
shown, half of which were tilted to the right and half to the left. Before the first
experimental block, each participant completed one practice block of 64 trials to
get familiar with the task.
Session 2: Discrimination Task
The task and procedure of the second session discrimination task was highly
similar to the discrimination task administered in the first session (cf. Weaver et
al., 2019). Here, participants again viewed a rapid stream of house and face
images and their task was to report at the end of the trial whether they had seen a
house or a face. Right (5°) or left (355°) tilted house and face images were
preceded and followed by visual masks, which were also tilted in the same
direction. The trial procedure was identical to the discrimination task of session
1, except that the target face or house was presented for 20 ms or 30 ms. The
duration of target stimuli was determined per participant depending on the
discrimination performance during practice blocks, with the aim of achieving
~65% discrimination accuracy. Specifically, if a participant scored 60% or higher
in correctly discriminating target stimuli when they were shown for 20ms, this
timing was used as the target duration for the remaining experimental blocks.
Otherwise, target stimuli were shown for 30 ms.
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After a 50 ms-long post-mask, a response screen was presented for 1300 ms,
during which participants needed to give a speeded response indicating whether
they saw a house or a face using a left-handed (‘z’) or right- handed (‘m’)
keyboard response. Additionally, following the discrimination response,
participants needed to indicate their confidence in the accuracy of their
discrimination response using a 4-point scale (1 – unsure, 4 – sure). The next trial
began after the response had been given or after a 3 seconds timeout if no
response was recorded. An equal number of right and left tilted faces and houses
were shown in each block.
The discrimination task started with 4 practice blocks of 84 trials each,
administered to familiarize participants with the task and to get an indication of
target presentation time for the remainder of the task. This was done to ensure
that the stimulus presentation time was sufficiently long, so that accuracy scores
during the practice average to around 65%. Following the practice, each
participant completed 16 experimental blocks of 84 trials each.
EEG measurements and preprocessing
The electroencephalogram (EEG) and electro-oculogram (EOG) were recorded
using the Biosemi FunctionalTwo system (Biosemi.com). 64 sintered AG/AgCl
electrodes were positioned according to the 64 standard international 10/20
system, 6 external electrodes were placed on the earlobes and around the eye. The
vertical EOG (VEOG) was recorded from two external electrodes located above
and below the right eye. The horizontal EOG (HEOG) was recorded from two
external electrodes located next to the external canthi of the eyes. The VEOG was
used to detect eyeblinks and the HEOG was used to detect horizontal eye
movements. Electrophysiological signals were digitized at a sampling rate of 512
Hz.
EEG data was preprocessed and cleaned before further analysis using
custom scripts, the EEGLAB toolbox (v2019_1; Delorme & Makeig, 2004), and
the Amsterdam Decoding and Modeling toolbox (ADAM; Fahrenfort, van Driel,
van Gaal, & Olivers, 2018). EEG data was re-referenced to the average of the
earlobes, highpass filtered at 0.5 Hz and lowpass filtered at 40 Hz. The continuous
data was then epoched from -500 ms to 2000 ms around stimulus onset. Trials
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containing jump artifacts were removed from the data using an adapted version
of ft_artifact_zvalue muscle artifact detection function from the FieldTrip
toolbox (Oostenveld, Fries, Maris, & Schoffelen, 2011). Eye blink artifacts were
removed from the data using a standard regression‐based algorithm (Gratton,
Coles, & Donchin, 1983). A baseline correction in the 200 ms pre-stimulus onset
interval was performed. Data were then downsampled to 128 Hz.
Statistical analyses
All analyses were done using custom scripts, the EEGLAB toolbox (v2019_1;
Delorme & Makeig, 2004), the Amsterdam Decoding and Modeling toolbox
(ADAM; Fahrenfort, van Driel, van Gaal, & Olivers, 2018) and JASP software
(JASP Team, 2020).
Behavior
Trials in which participants made a discrimination response < 200ms after the
stimulus presentation (3.39%) or gave no response at all (1.86%) were discarded
from the analysis. To evaluate participants’ behavioral performance, we
computed d-prime (d’, Type-I sensitivity), a measure of perceptual sensitivity to
presented stimuli, separately for each confidence level and analyzed using a oneway repeated measures ANOVA with reported confidence ratings (1-4) as withinparticipant factor.
Decoding analyses
Multivariate pattern analysis (MVPA) was applied to EEG data in order to decode
patterns of neural activity specific to house and face stimuli. First, to test if we
could decode category-specific neural representations in the localizer task, we
used a 10-fold cross validation scheme. In this procedure, after randomizing the
order of trials, the dataset was split into 10 equally sized folds. Equal number of
house and face stimuli were present in each fold. We then trained a linear
discriminant classifier to differentiate between house and face images using 9
folds and tested its performance on the remaining fold. This was repeated 10
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times, until all data were tested exactly once. Classification performance was
evaluated for each participant separately by computing the area under the curve
(AUC), which indicates the degree of separability between classes of the receiver
operating characteristic (ROC) curve (Fawcett, 2006; Myerson et al., 2001). First,
we computed the proportion of correct classifications for each stimulus category,
after which the scores were averaged across stimulus categories and over the 10
folds. Prior to training and testing procedures, EEG data was down-sampled to
128 Hz, and epochs were shortened to -100 to 800 ms, centered on the target
stimulus, in order to decrease the computational time needed for MVPA.
Decoding analyses were carried out using EEG data recorded at all
electrodes and separately at two independent electrode sets (cf. Weaver et al.,
2019). The occipital-parietal set of electrodes, chosen so that it captures early
visual “N170-like” response to houses and faces, consisted of Iz, Oz, O1, O2,
POz, PO3, PO4, PO7, PO8, Pz, P1, P2, P3, P4, P5, P6, P7, P8, P9 and P10
electrodes.
To test our specific research questions, we used the cross-task validation
scheme to evaluate the performance of the classifier in differentiating between
stimulus classes. We applied the same linear discriminant classifier to raw EEG
data from the localizer task using voltages at each time sample to train the
classifier, which was then applied to the main discrimination task data. Following
this procedure, we could examine whether and when house- and face-specific
neural representations were associated with participants’ confidence in their
perceptual decision, and whether perceptual decisions, in particular when
incorrect, rely on the category-specific pattern of activation that is specific for the
reported percept, or alternatively, representations are specific for the presented
category.
To examine this, and to uncover how category-specific representations
evolve across time, and across distinct processing stages, we used the
generalization across time (GAT) approach in applying the pattern classifiers
(King & Dehaene, 2014). Specifically, a classifier trained on a specific time point
was tested on that time point as well as on all other time points. The resulting
GAT matrix (training time x testing time) thus reveals dynamic changes of neural
representations across time. For instance, a classifier trained to decode between
house and face images at 170 ms can generalize to a wider time-window, e.g.,
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170-350 ms, in which case it would indicate that the early neural representation
was maintained in time. This approach is thus informative of how neural
representations change across different stages of visual information processing,
also permitting us to examine when in time neural representations differ between
the perceived stimulus classes and depending on the correctness and confidence
therein.
Decoding analyses were performed separately for correct and incorrect
trials as a function of two confidence levels. Trials in which participants reported
confidence ratings 1 and 2 were aggregated into “low” confidence trials, and
those on which ratings 3 and 4 were given into “high” confidence trials. To
illustrate, when decoding was performed for incorrect high and low confidence
trials, classifiers were trained on the presented image category of the localizer
task but were tested using trials in which participants reported seeing incorrect
stimulus category, followed by high vs. low confidence rating. Besides the
stimulus category, we also decoded its orientation, i.e. whether a stimulus was
tilted to the right or to the left, separately for correct and incorrect trials, as a
function of confidence level. This analysis served two purposes. First, we wanted
to verify that stimulus processing from the very bottom-up input did not differ
between high versus low confidence trials. Low-level visual features such as
orientation should be encoded in early brain activity in a bottom-up manner (JeanRémi King et al., 2016), but were not expected to be modulated by confidence
due to the early timing of that processing stage. Second, the stimulus orientation
was a task-irrelevant feature that participants did not need to do anything with
and was therefore useful to tests whether task-irrelevant features are processed
differently on high versus low confidence trials. To this end, classifiers were
trained to distinguish between right versus left tilt of the stimulus using localizer
data and then tested on right versus left images orientations using trials in which
the correct versus incorrect stimulus category was reported.
Statistical analyses were performed on average classification scores (AUC)
in time-windows which we preselected based on previous empirical work.
Typically, studies report two processing stages using the GAT approach: an early
(<250-300ms) cluster of diagonal decoding reflecting initial sensory processes
and a late processing stage (>300ms) which was found to associate with
conscious report (Kaiser et al., 2016; Marti & Dehaene, 2017; Weaver et al.,
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2019). Additionally, some studies have reported a third stage of visual
information processing, starting at early latencies and generalizing off-diagonal,
presumably reflecting maintenance of early perceptual stimuli representations
(Marti & Dehaene, 2017; E. L. Meijs et al., 2019; Weaver et al., 2019). Following
this body of work, and the study by Weaver et al. 2019 who used almost identical
task design as in the present study, we focused our statistical analyses on two
decoding clusters on-diagonal (classifiers were trained and tested on the same
time point) and one decoding cluster off-diagonal (training and testing were done
on different time points). The two on-diagonal clusters were 150-200 ms and 350550 ms. The off-diagonal time-window spanned from 150-200 ms training time
to 350-550 ms testing time.
To inspect the pattern of neural activity that drove classification
performance, we computed topographic maps for each classifier set (early, mid,
late). Weights resulting from backward decoding models are not interpretable as
neural sources (Haufe et al., 2014). For that reason, we plotted topographic maps
resulting from multiplying the data covariance matrix with the classifier weights,
yielding activity patterns that are interpretable as neural sources underlying
decoding results (Fahrenfort et al., 2018). These covariance/class separability
map maps were then normalized across electrodes for each participant (mean
activity over electrodes was thus zero).
In order to statistically evaluate classifiers’ performance, we extracted
diagonal and off-diagonal traces of GAT matrices and statistically compared each
time point to chance by applying group-level permutation testing with cluster
correction for multiple comparisons (two-tailed cluster-permutation, alpha p<.05,
cluster alpha p<.05, N permutations=1000) (Maris & Oostenveld, 2007, as
implemeted in ADAM toolbox; Fahrenfort et al., 2018). In addition to clusterbased permutation testing, average AUC values within specified clusters were
analyzed using repeated measures ANOVA with factors decoding latency (early,
late) and confidence (low, high). Specific hypotheses-driven comparisons
between conditions were additionally evaluated using paired-sample t-tests on
AUC values averaged within specific time-windows. To evaluate decoding offdiagonal, specifically, when the training was done using 150-200 ms classifiers
which were then applied to the late 350-500 ms time-window, we compared
average decoding in this time-window between two confidence levels (low vs.
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high) using a paired-sample t-tests as well. In cases where a specific hypothesesdriven comparison did not indicate a significant result, we followed up that nulleffect by a Bayesian equivalent of the same test in order to quantify the strength
of evidence for the null hypothesis (H0) (Wagenmakers et al., 2018). By
convention proposed by Jeffreys (1961), Bayes factors from 1 to 3 were
considered as anecdotal, 3 to 10 as substantial, and those above 10 as strong
evidence in favor of H0.

5.3 Results
Fourty participants took part in two experimental sessions. In the first session,
participants performed two category localizer tasks, while their brain activity was
measured using EEG. The localizer tasks were used to train our multivariate
pattern (MVPA) classifiers. In the sensory localizer task (Fig. S1A), participants
reported an infrequent contrast change of the central fixation dot (happening on
20% of trials). At the same time, streams of house and face images were shown
at the center of the screen, but they were fully task-irrelevant. In the decision
localizer task (Fig. S1B), a masked image of a face or of a house was presented
and at the end of each trial participants indicated which stimulus category they
had perceived. The images were therefore task-relevant and attended. In the
sensory localizer the classifiers’ sensitivity was thus tuned mainly to sensory
features of the two stimulus categories due to the absence of attention/taskrelevance of the face/house images. The decision localizer was, besides sensitive
to sensory features, also sensitive to post-perceptual decision processes.
Stimulus-response mappings were counterbalanced across blocks in the localizer
tasks to prevent motor response preparation from systematically biasing stimulus
category decoding. As can be seen in Fig. 5.1, the orientation of the presented
images was either left tilting or right tilting, with 50/50 likelihood. This feature
of the stimulus was always task-irrelevant and we used it to test for differences
in decoding between task-relevant (category) and task-irrelevant features
(orientation) in the main discrimination task, as a function of decision correctness
and confidence (reported at the end of the results section).
In the second session, EEG recordings were obtained during the main
perceptual discrimination task, which was similar to the decision localizer task of
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the first session (cf. Weaver et al., 2019; see Materials and Methods for details)
but now images were presented shorter (20 or 30 ms) and performance was
staircased during practice blocks in order to achieve ~65-70% discrimination
accuracy (see Materials and Methods). After each decision participants also
provided a confidence rating regarding their estimated accuracy of their
face/house discrimination response. Discrimination performance was kept low to
elicit many incorrect perceptual decisions and hence to induce enough misreports
for subsequent analyses.
Participants correctly discriminated faces and houses in 69.47% of all
images (SD=7.48) in the perceptual discrimination task. Signal detection theory
(SDT) based perceptual sensitivity (d’) increased with reported confidence level
(main effect of confidence: F3,117=116.69, p<.001, η2=0.54, Fig. 5.1B).
Sensitivity (d’) did not differ significantly from zero at the lowest confidence
level (M=0.12, SD=0.54, t39=1.36, p=.182), while it was above zero for
confidence levels 2 to 4 (all p’s <.001).

Figure 5.1. Trial sequence of the discrimination task and sensitivity as a function of
confidence. (A) Each trial started with a central red fixation dot after which a forward mask was
shown, followed by an image of a face or a house and a backward mask. Images were either
tilted to the right or to the left (task-irrelevant feature) at an 5° or 355° angle. On every trial,
participants reported whether they perceived a house or a face and indicated their confidence in
this decision. (B) Perceptual sensitivity (d’) as a function of confidence; *** p<.001, ns: not
significant.
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The time-course of category representations: Decision localizer
To investigate the time course of category-specific neural representations, we
trained classifiers on EEG data recorded during the two localizer tasks and
applied them to the main perceptual discrimination task data. We will first report
the classification when classifiers were trained on the decision localizer.
Generalization across time analyses can reveal different types of neural activity.
Fast and transient peaks are observed when a classifier generalizes to the same
time points used in the training stage and some nearby ones, but poorly to distant
time points. This is typically observed as a sharp drop in the decoding
performance when moving away from the diagonal. In contrast, generalization
across time can also reveal persistent activity patterns, observed when a classifier
trained on certain time points generalizes to other data points earlier or later in
time, suggesting the active maintenance of visual representations in visual cortex
(Carlson, Tovar, Alink, & Kriegeskorte, 2013; Cichy, Pantazis, & Oliva, 2014;
Kaiser, Oosterhof, & Peelen, 2016; Marti & Dehaene, 2017).
Category-specific neural representations could be robustly decoded based
on the decision localizer (10-fold validation scheme, i.e. within task decoding,
Fig. 5.2). The generalization across time (GAT) matrix, time-locked to stimulus
onset, exhibited the expected mixture of transient and stable on-diagonal
decoding as well as persistent off-diagonal decoding profiles observed previously
(Cichy et al., 2014; Marti & Dehaene, 2017; Weaver et al., 2019). Following the
analysis approach by Weaver et al. (2019), who used a similar face/house
discrimination task, we used matching time-windows for statistical analysis as
used in that earlier study.
Decoding was examined on a transient peak in an early time-window
between 150-200 ms and a more stable square-shaped profile between 350-500
ms time windows (on-diagonal), capturing early and late category-specific
processes, respectively (Carlson, Tovar, Alink, & Kriegeskorte, 2013; Kaiser,
Oosterhof, & Peelen, 2016; Marti & Dehaene, 2017; Weaver et al., 2019). The
timing (150–200 ms; note that the decoding peak was found at ~166 ms) and
scalp topography of the early peak is probably related to the N170 ERP
component, specific to face processing (Bentin, Allison, Puce, Perez, &
McCarthy, 1996; Rossion & Jacques, 2011). Peaks of N170-like decoding have
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been associated with neural processes in the occipital face area, superior temporal
sulcus and/or the fusiform face area (FFA) in ventral-temporal cortex (Deffke et
al., 2007; Halgren, Raij, Marinkovic, Jousmäki, & Hari, 2000; Haxby, Hoffman,
& Gobbini, 2000; Itier & Taylor, 2004; Linkenkaer-Hansen et al., 1998; Rossion
& Jacques, 2011). The decoding pattern extending off-diagonal from
approximately 300 ms and forming a square-shaped pattern with a central-parietal
topography has previously been suggested to reflect “global ignition”, large-scale
feedback processes allowing information to be broadcasted throughout the entire
brain, making information explicit for report (Kaiser et al., 2016; King, Pescetelli,
& Dehaene, 2016; Marti & Dehaene, 2017) (Fig. 5.2A). Additionally, we
examined decoding accuracy in a late time-window from 350-500 ms, based on
training on early 150-200 ms classifiers (i.e., off-diagonal decoding, number 4 in
Fig. 5.2A). Given that decoding is in this case based on early classifiers tuned to
sensory features, this stage is thought to reflect “sensory maintenance” of
categorical information across time (Gwilliams, King, & Supe, 2020; Marti &
Dehaene, 2017; Weaver et al., 2019) (number 2 in Fig. 5.2A). This late-latency
off-diagonal decoding pattern likely reflects reactivation of early sensory stages
of processing, through feedback processes (Cichy et al., 2014; Marti & Dehaene,
2017; Weaver et al., 2019).
As shown in Fig. 5.2A, decoding was pronounced during the time-windows
observed by Weaver et al. (2019) (insets 2, 3 and 4) and even at an earlier timewindow (80-130 ms) with a prominent occipital-parietal topography (inset
number 1 in Fig. 5.2A). This peak likely reflects differences in the orientations
of the images presented, which we varied systematically across trials (see results
below, note that training and testing was performed on balanced set of left and
right oriented images), because this early effect was absent in the same task when
images where presented vertically (Weaver et al., 2019). Note that although we
follow a confirmatory approach by selecting time-windows of interest (TOI)
beforehand (cf. Weaver et al., 2019), we will always in addition use across time
permutation tests with multiple comparisons corrections to test for (unexpected)
effects observed at other time-windows (see Materials and Methods for details).
Cross validation between the decision localizer and the main discrimination
task (Fig. 5.2B for all channels; see Fig. S2B for occipital-parietal channels)
revealed a highly similar decoding profile for the two tasks. Classifiers’
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performance in differentiating between face and house images were highest on
occipital-parietal electrodes, particularly during early latencies (Fig. S2 & S3).
Since our aim was to examine whether misreports (illusions) are perceptual in
nature, we report the decoding results based on data from occipital-parietal
channels here to maximize sensitivity to neural signals that distinguish between
the two categories. In the Supporting Information section, we also report the
critical decoding analyses using all channels, which yielded highly similar results.

Figure 5.2. Face/house classification based on the decision localizer. (A) GAT matrix for the
decision localizer (all electrodes) and regions of interest (ROI) marked by inset black boxes
(numbers 1-4). On the right covariance/class separability maps for each diagonal ROI, indicating
the underlying data contributing to the classification performance. Highlighted channels
significantly contributed to the classification performance after cluster-based permutation
testing over channels (corrected for multiple comparisons). Covariance/class separability maps
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2 and 4 are the same because decoding scores within insets 2 and 4 were obtained using the
same training time-window. (B) Classifiers trained on the decision localizer applied to the main
discrimination task (cross-task validation procedure), revealing a high degree of generalizability
between the two tasks. GAT matrices for correct trials (C) and incorrect decisions (D) in the
main discrimination task (occipital channels). Trials are separated by confidence - high
confidence (HC) and low confidence (LC) - in the decision. (E-H) On- and off diagonal time
courses of correct and incorrect decisions, separated by confidence. Black boxes indicate the
time-windows (early, mid, late) used for averaging the AUC scores. Colored horizontal lines
indicate periods of significant decoding with respect to chance. Perceptual maintenance (plot F
and H) is derived by training a classifier on the time-window 150-200 ms and testing it across
the entire time-window. Bar plots show average AUC values for the time-windows of interest
highlighted in panels E-H. Asterisks indicate significance levels of a one-sample t-test against
chance (AUC=0.5) or paired sample t-test when testing for differences between LC and HC
trials (*p<. 0.05, **p<. 0.01, *** p<. 0.001, ns: not significant). Classification performance was
evaluated at each time point using cluster-based permutation testing (two-tailed clusterpermutation, alpha p<.05, cluster alpha p<.05, N permutations=1000).

Diagonal decoding
Next, we examined decoding scores as a function of decision correctness
(correct/incorrect) and confidence (low confidence (LC): level 1 and 2 versus
high confidence (HC): level 3-4, as in Weaver et al. 2019). This created four
conditions: correct/HC, correct/LC, incorrect/HC, incorrect/LC trials. GAT
matrices and on/off diagonal time-courses for these four conditions are shown in
Figure 5.2C and 2D. Note that the “testing labels” of the classifier were based on
the decision of the subject (being face or house), not the actually presented
stimulus. Obviously, for correct trials the presented stimulus and the decision are
by definition the same. For incorrect trials however, this means that if positive
decoding scores are observed, the underlying data pattern correlates with the
category of the reported stimulus (the decision). In contrast, if negative decoding
is observed, this would reveal that the underlying data pattern correlates with the
actually presented stimulus, not the reported stimulus (see Methods for details).
Statistical analyses were performed on the diagonal and off-diagonal time
courses (perceptual maintenance) (Fig. 5.2E-H). We first report the analyses for
the diagonal time courses. As anticipated, category decoding was better for
correct than incorrect trials (F1,39=135.05, p<.001, ηp2=0.78) as well as for HC
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versus LC trials (F1,39=27.75, p<.001, ηp2=0.42). Category decoding was
significantly different across the three (early, mid, late) diagonal decoding timewindows (F2,78=32.16, p<.001, ηp2=0.45), with differences being modulated by
the level of confidence (Latency x Confidence: F2,78=6.88, p=.002, ηp2=0.15;
confidence and correctness did not interact significantly: F 2,78=0.022, p=.88,
ηp2=0.001). As hypothesized, the characteristic pattern of decoding across three
diagonal time-windows differed strongly between correct and incorrect trials
(Correctness x Latency interaction: F2,78=36.57, p<.001, ηp2=0.48), independent
of confidence (Correctness x Latency x Confidence interaction: F2,78=1.12, p=.33,
ηp2=0.03). As shown in Fig. 5.2E and 2G, diagonal decoding profiles were very
different for correct and incorrect decisions, especially for the early and midprocessing stages. Most prominently, it can be observed that for correct trials, all
processing stages show positive decoding, whereas in sharp contrast the two early
stages for the incorrect trials showed negative decoding. This negative decoding
pattern on incorrect decisions illustrates that early EEG data patterns look more
similar to the presented stimulus category than to the reported stimulus category
(note again that the decisions were used as the classifier labels). The fact that the
late stage decoding flips to positive decoding illustrates that later EEG data
patterns are more similar to the reported category than the presented category
(Fig. 5.2G). We will come back to these effects later in the results section.
For correct trials decoding strength differed across the three TOI’s
(F1,39=47.01, p<.001, η2=0.55) and was overall better for HC trials than for LC
trials (F1,39=31.91, p<.001, η2=0.45, see the difference between blue and orange
lines on Fig. 5.2E). Confidence interacted with latency (TOI’s) (F2,78=10.28,
p<.001, η2=0.21), indicated by better decoding in the mid/ late processing stage
for HC versus LC trials (mid stage: t39=-6.92, p<.001, d=-1.09; late stage: t39=3.06, p=.004,d=-0.48; Fig. 5.3B), while this confidence modulation was absent
for the early processing stage (t 39=-1.25, p=.22, d=-0.2). These results are
summarized in the bar plots of Figure 5.3E (lower panel).
On incorrect decisions, decoding scores across three diagonal timewindows differed significantly (F2,78=18.84, p<.001, ηp2=0.33) and while
decoding was also higher for HC than for LC trials (F1,39=11.64, p=.002,
ηp2=0.23, Fig. 5.2G), the interaction between these two factors was not robust
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(F2,78=2.81, p=.07, ηp2=0.07, BFexcl=1.96). A series of planned simple
comparisons showed that the flip from negative to positive decoding was stronger
for high confidence decisions (results are summarized in Fig. 5.2G, bottom
panel). The below chance decoding during the two early diagonal decoding timewindows on incorrect decisions indicated that the classifiers were decoding the
presented stimulus category during sensory stages of visual information
processing. At the earliest time-windows (80-130 ms) decoding was not yet
modulated by confidence (HC vs. LC; t39=-0.28, p=0.78, d=-0.05, BF01=5.64) and
decoding was below chance-level for both confidence levels (LC: t39=-5.83,
p<.001, d=-0.92; HC: t39=-3.38, p=.002, d=-0.53). During the following stage
(150-200 ms), classifiers also mainly decoded the veridical stimulus category, but
interestingly only when participants reported low confidence in their decision
(LC: t39=-5.05, p<.001, d=-0.8; HC: t39=-0.35, p=.73, d=-0.06, BF01=5.54; LC vs.
HC: t39=-2.95, p=.005, d=-0.47). Then finally, during the late processing stage
(350-500 ms) patterns of neural activity represented the incorrectly reported
stimulus category, but only when participants where highly confident in their
decision, so when the illusion was strongest (HC: t 39=3.53, p<.001, d=0.56; LC:
t39=0.44, p=.67, d=-0.07, BF01=5.36, LC vs HC: t39=-3.28, p=.002, d=-0.52).
These results confirm the hypothesized reversal from the presented stimulus
category to the reported one for incorrect decisions.
Perceptual maintenance
Next, we examined decoding of the reported stimulus category in the perceptual
maintenance stage (off-diagonal), separately for correct and incorrect decisions
(only one stage). First, on correct decisions, decoding of the reported stimulus
category was robust for both confidence levels (all p’s<.001), although decoding
was higher for HC than LC decisions (t 39=-3.98, p=<.001, d=-0.63; Fig. 5.2F,
lower panel), suggesting that the veridical/perceived stimulus category was
maintained perceptually. On incorrect decisions what was perceptually
maintained was not the presented stimulus but the misreported stimulus category.
This was only the case when participants were highly confident in their incorrect
decision (HC: t39=3.86, p<.001, d=0.61; LC: t39=1.41, p=.17, d=0.22, BF01=2.35;
LC vs HC: t39=-3.06, p=.004, d=-0.48; Fig. 5.2H, lower panel). Thus, based on
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the transient decoding peak observed at early processing stages (150-200 ms), the
erroneous and misreported stimulus category was represented in a persistent
perceptual format later in time, despite never been objectively presented.
Statistical tests across time revealed that the perceptual maintenance started even
earlier at approximately 213 ms, peaking at 236 ms (see Fig. 5.2H, horizontal
blue-colored bars reflect significant time points). Note that this was the case even
though the reported category was not decodable in the transient peak at 150-200
ms, so it is likely that this perceptual maintenance effect has been instantiated by
top-down processes. Concluding that errors in decision making in this task have
a true perceptual origin based on the current results may be premature, because
the decoded signal could reflect a combination of perceptual and decision-related
processes (Mostert et al., 2015). Therefore, we further examined this issue further
when training our classifiers on the sensory tuned localizer.
The time-course of category representations: Sensory localizer
To explore to what extent errors in decision-making have a true perceptual origin
we performed the same set of analysis but now while training the classifiers on
the sensory localizer task. In this task participants performed a simple change
detection task on the color of the fixation cross making the face/house images
fully task irrelevant. Because the sensory localizer task does not have a decision
component to the face/house images, it is uniquely sensitive to sensory features.
Therefore, we expected that the late square shaped on-diagonal decoding pattern,
related to global ignition (Kaiser et al., 2016; King, Pescetelli, & Dehaene, 2016;
Marti & Dehaene, 2017), would disappear when cross classifying between the
sensory localizer and the main perceptual decision task. Previous studies have
shown that this late square shaped decoding pattern is likely related to decision
processes arising after perceptual analysis, which disappear when visual input is
task-irrelevant (Meijs et al., 2019; Mostert et al., 2015). On the other hand,
because decoding is still performed on the face/house images the sensory stages
should be relatively unaffected by this task relevance manipulation. As
anticipated, the late on-diagonal 350-500 ms stage was indeed much weaker when
classifying face/house images within the sensory localizer (10 fold classification,
Fig. 5.3A) and cross task decoding from the sensory localizer to the main
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discrimination task showed that the late on diagonal state largely disappeared,
whereas all other stages of visual processing remained intact (Fig. 5.3B). In this
results section we focus on those aspects of decoding that are informative for
addressing the question whether decision errors have a perceptual origin, but note
that all other effects were identical to the analyses reported in the “decision
localizer” section and the details thereof can be found in the supplementary material
(including all the ANOVA’s).

Figure 5.3. Face/house classification based on the sensory localizer. (A) GAT matrix for the
sensory localizer (all electrodes) and regions of interest (ROI) marked by inset black boxes
(numbers 1-4). On the right covariance/class separability maps for each diagonal ROI, indicating
the underlying data contributing to the classification performance. Highlighted channels
significantly contributed to the classification performance after cluster-based permutation
testing over channels (corrected for multiple comparisons). Covariance/class separability maps
2 and 4 are the same because decoding scores within insets 2 and 4 were obtained using the
same training time-window. (B) Classifiers trained on the sensory localizer applied to the main
discrimination task (cross-task validation procedure). GAT matrices for correct trials (C) and
incorrect decisions (D) in the main discrimination task (occipito-parietal channels). Trials are
separated by confidence - high confidence (HC) and low confidence (LC) - in the decision. (CF) On- and off diagonal time courses of correct and incorrect decisions, separated by confidence.
Black boxes indicate the time-windows (early, mid, late) used for averaging the AUC scores.
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Colored horizontal lines indicate periods of significant decoding with respect to chance.
Perceptual maintenance (plot D and F) is derived by training a classifier on the time-window
150-200 ms and testing it across the entire time-window. Bar plots show average AUC values
for the time-windows of interest highlighted in panels C-F. Asterisks indicate significance levels
of a one-sample t-test against chance (AUC=0.5) or paired sample t-test when testing for
differences between LC and HC trials (*p<. 0.05, **p<. 0.01, *** p<. 0.001, ns: not significant).
Classification performance was evaluated at each time point using cluster-based permutation
testing (two-tailed cluster-permutation, alpha p<.05, cluster alpha p<.05, N permutations=1000).

For correct decisions, decoding was significantly above chance for both
confidence levels (all p’s <.001, see Fig. 5.3C) in the early and mid-stage, but not
at the late diagonal stage (LC: t39=1.104, p=.28, d=0.18, BF01=3.33; HC: t39=1.34,
p=.19, d=0.21, BF01=2.55). During the perceptual maintenance stage, the activity
patterns reflected the veridical/reported stimulus category (both p’s <.001),
irrespective of the level of confidence (LC vs. HC: t 39=-0.98, p=.34, d=-0.15,
BF01=3.76, Fig. 5.3D).
For incorrect decisions the early and mid-stage were also similar as
compared to when the classifiers were trained on the decision localizer.
Specifically, we observed negative decoding for both early stages reflecting the
processing of the veridical stimulus input. Crucially, also here, the late stage
decoding disappeared (Fig. 5.3E). However most importantly, during the
perceptual maintenance stage we could still decode the incorrectly reported
stimulus category, especially when participants reported high confidence in their
decision (LC: t39=1.78, p=.08, d=0.28; BF01=1.4; HC: t39=3.03, p=.004, d=0.48,
BF01=0.12; LC vs. HC: t39=-1.94, p=.06, d=-0.31, BF01=1.07, Fig. 5.3F). Again,
here as well, cluster-based testing across the entire time window revealed that the
perceptual maintenance phase started right after the 150-200 ms decoding peak
observed on the diagonal, around 200 ms (see Fig. 5.3F). This finding suggest
that misreported categories may be due to true perceptual illusions.
Stimulus orientation decoding
Our results show that initial information processing stages are stimulus related,
whereas later response profiles are capturing perceptual aspects of categorical
decisions. To show that these effects are specific for task-relevant features of the
images (face/house category), we focused on stimulus orientation decoding as a
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function of correctness and confidence. Stimulus orientation was a task-irrelevant
feature of the stimuli and previous studies have shown that it can be decoded
already ~100 ms post-stimulus (King et al., 2016). A single isolated decoding
peak within the 30-130 ms post-stimulus was observed both for within-task
decoding (Fig. 5.4A, 10-fold decoding) as well as cross-task classification
(decision classifiers main discrimination task, Fig. 5.4B and 4C). Decoding
strength was equal for correct and incorrect decisions (F1,39=0.06, p=.82,
ηp2=0.001, BF01=5.7) and confidence did not modulate this decoding profile in
any way (F1,39=0.54, p=.47, ηp2=0.014, BF01=4.77; interaction correctness x
confidence: F1,39=0.18, p=.67, ηp2=0.005, BFexcl=4.22, see also Fig. SI6 for
decoding on all electrodes).

Figure 5.4. Tilt (right/left) classification based on decision localizer. (A) GAT matrix of the
decision localizer data for arbitrating left/right tilted stimuli (irrespective of face/house category)
(occipito-parietal channels). Black on-diagonal inset indicates the time-window used for
averaging AUC decoding scores (30-130 ms). On-diagonal time courses for correct (B) and
incorrect (C) decisions separated by confidence. Colored horizontal lines indicate periods of
significant decoding with respect to chance. Bar plots show average AUC values for the timewindows of interest highlighted in panels B and C. Asterisks indicate significance levels of a
one-sample t-test against chance (AUC=0.5) or paired sample t-test when testing for differences
between LC and HC trials (*p<. 0.05, **p<. 0.01, *** p<. 0.001, ns: not significant).
Classification performance was evaluated at each time point using cluster-based permutation
testing (two-tailed cluster-permutation, alpha p<.05, cluster alpha p<.05, N permutations=1000).

5.4 Discussion
The goal of this study was to investigate whether illusory object recognition
occurs due to errors in sensory processing of category features or due to errors in
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subsequent decision-making. Participants performed a challenging face/house
discrimination task leading to many erroneous categorical decisions (~ 30%).
Because participants provided confidence ratings in their perceptual decisions,
we could dissociate whether erroneous decisions were associated with weak or
no perceptual illusions (low confidence, possibly mere guesses) or strong
perceptual illusions (high confidence) and examine the underlying neural
processes associated with this decision. When participants made an incorrect
decision, we found that early stages of visual information processing, up to ~200
ms post-stimulus, are mostly sensitive to the presented object features (e.g.,
stimulus orientation, category-specific features), whereas later on-diagonal
“cognitive” stages of processing selectively represent the reported stimulus
category. Going beyond what has previously been shown with standard analysis
techniques of evoked responses, we additionally show temporal generalization of
face-specific peaks of decoding (perceptual maintenance). At least three findings
reported here demonstrate the perceptual nature underlying erroneous perceptual
decisions.
First, the switch from veridical stimulus-related processing relatively early
in time towards report-based processing later in time could only be observed on
high confidence decisions, i.e. when the perceived illusion was strongest. Second,
persistent decoding across time (perceptual maintenance) was observed when
training a classifier on the N170-like processing stage, a peak highly associated
with face perception, localized to specialized face-processing regions in the
occipital or ventral visual cortex (Halgren et al., 2000; Jacques et al., 2019; Sadeh,
Podlipsky, Zhdanov, & Yovel, 2010; Wardle, Taubert, Teichmann, & Baker,
2020). Perceptual maintenance of this signal lasted for relatively long periods of
time, as observed previously (at least until ~600 ms, see Fig. 5.2H) (Cichy et al.,
2014). Third, perceptual maintenance effects were even observed when
classifiers were trained on the sensory-tuned localizer task. Sensory-tuned
classifiers were trained on a task in which face/house images were fully taskirrelevant and participants focused their attention on detecting small changes in
the color of the fixation cross (see Methods for details). Therefore, this classifier
was only able to pick up sensory features of the images that arbitrate between
faces and houses, in the absence of post-perceptual decision-related processes.
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We differentiated patterns of brain activity into early stimulus-driven processing
stages (< 130 ms post-stimulus), early category-selectivity (N170-like, 150-200
ms post-stimulus) and finally, late-stage processing that selectively represented
reported perceptual decisions, irrespective of their correctness (> 350 ms). These
findings fit an earlier body of work showing that low-level visual features, such
as stimulus orientation and position, drive early-latency decoding (< 100ms poststimulus), after which sensory features organize into coherently integrated objects
and object categories as early as ~135-150 ms post-stimulus (Carlson,
Hogendoorn, Kanai, Mesik, & Turret, 2011; Gwilliams et al., 2020; King et al.,
2016). A recent MEG study showed that decoding of face representations peaked
at ~160 ms post-stimulus, and this signal correlated with subjective ratings of
“faceness” of inanimate objects (Wardle et al., 2020). By combining MEG and
fMRI measures, it was shown that these face responses likely originated from the
FFA in ventral temporal cortex. Others have also provided evidence for strong
occipital contributions in decoding perceptually integrated objects and object
categories during similar early latencies (Fahrenfort et al., 2017; Marti &
Dehaene, 2017). Together, these results support the conclusion that the mid
latency (150-200 ms) decoding stage indexes perceptually coherent category
representations, likely originating from (higher level) visual cortices (see also
Jacques et al., 2019). A novel line of evidence based on decoding and
generalization across time (GAT) matrices (King & Dehaene, 2014), suggests
that such category representations are maintained for much longer periods of time
than originally anticipated, as reflected in off-diagonal decoding patterns (Cichy
et al., 2014; Marti & Dehaene, 2017; Meijs et al., 2019; Weaver et al., 2019). We
now show that this neural marker of perceptual integration and maintenance of a
coherent category representation can be observed when using sensory-tuned
classifiers, which highlights the sensory nature of this effect. Intriguingly, our
results also suggest that perceptual maintenance does not necessarily follow from
bottom-up sensory processes. When participants misreported the presented
stimulus category, we found no clear N170-like decoding pattern on the diagonal
for high confidence decisions (Fig. 5.3E, mid-stage), but we did find perceptual
maintenance of the reported category slightly later in time (Fig. 5.3F, late-stage).
Thus, we have isolated an illusory category-specific perceptual trace that has to
be instantiated by top-down processes instead.
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These results provoke an outstanding question about what drives reversals in
representations from the veridical to the misreported stimulus category. We hold
it likely that this effect is top-down in nature. Evidence suggests that top-down
signals might implement sensory-like templates of activation in anticipation of
sensory stimulation (Blom et al., 2020; Ekman, Kok, & De Lange, 2017; Peter
Kok et al., 2017) and a body of work shows that the FFA is very sensitive to topdown factors, such as task-relevance and context. In an elegant experiment by
(Summerfield, Egner, Greene, et al., 2006), in one block of trials, participants had
to detect faces among faces, houses and cars and in another block they had to
detect houses, among the same three categories of stimuli . Thereby the authors
manipulated the top-down “perceptual set” while keeping the bottom-up input the
same across blocks. When comparing the overall activity in the FFA on blocks in
which faces had to be detected versus houses had to be detected, increased FFA
activity was observed. At the same time increased activity in the medial frontal
cortex (MFC) was observed along with increased connectivity between the MFC
and FFA. The authors concluded that top-down signals from the MFC could
sensitize visual regions responsible for collecting evidence about the presence of
faces via long-range effective connectivity. The FFA is also sensitive to context,
for example illustrated by the observation that the FFA activates to simple oval
shapes when the context suggests this shape might be a face (Cox, Meyers, &
Sinha, 2004). Furthermore, misperceiving a house as a face was shown to increase
the fMRI BOLD activity in FFA, suggesting that this region can be robustly
activated by illusory perception of faces (Summerfield, Egner, Mangels, et al.,
2006). Similarly, seeing a face in ambiguous Mooney images (Andrews &
Schluppeck, 2004) or face-like inanimate objects (the phenomenon know
as pareidolia) (Wardle et al., 2020) leads to stronger FFA responses than when
no face was perceived, despite the very similar bottom-up input.
Perceptual maintenance of illusory faces and house stimuli found in the
current study might have therefore been implemented by a similar top-down
reactivation of the ventral visual stream (perhaps especially of the FFA). Such
local selective reactivation of visual cortices could account for perceptual
integration of sensory information into coherent categorical representations
(Fahrenfort et al., 2017; Wyatte, Jilk, & Reilly, 2014). Local feedback signals
within extrastriate regions have been suggested to unfold concurently with and as
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a consequence of feedforward signal propagation (Wyatte et al., 2014). Our
results seem to suggest that perceptual integration may be achieved by similar
recurrent processes, however, initiated top-down. This proposition is in line with
predicitve coding accounts of perception, which emphasize the role of predicitve
feedback in impoverished viewing conditions. Recent studies have confirmed
these ideas by demonstrating the top-down flow of predictive feedback in visual
perception (Peter Kok et al., 2016). Future work on misperceptions will benefit
from tests that can examine causality between signals recorded at frontal and
occipital scalp regions (e.g., Granger causality; Michalareas et al., 2016), and
from time-frequency decomposition of E/MEG data which has already pointed
out to segregated frequency channels for bottom-up and top-down signals
(Auksztulewicz et al., 2017; Bauer et al., 2014; Chao, Takaura, Wang, Fujii, &
Dehaene, 2018; Samaha, Bauer, Cimaroli, & Postle, 2015).
To conclude, we find that quickly after sensory processing of the veridical
stimulus category (transient decoding peak at ~170 ms), neural representations
reverse and represent the reported stimulus category on erroneous perceptual
decisions. Furthermore, we find evidence that misreported categories have in fact
been misperceived and reflect true perceptual illusions, but only when people are
confident in their erroneous choice. Our results suggest that in impoverished
visual conditions, we may be guided by illusory perception of object categories,
which may be driven by top-down processes. By clearly demonstrating a
dissociation between the veridical sensory input, categorical tuning and report,
modulated by decision confidence, this study highlights the constructive nature
of visual perception.
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Summary and general discussion
6.1 Summary
In contrast to the wealth of knowledge generated in the past decades about the
biology and the function of the visual system, how seeing follows from the
interaction between vision and cognition and at which stage of information
processing that interaction occurs is not nearly as understood. In fact, views on
how perception (“seeing”) and vision relate range from the position that
perception arises from the progressively more complex binding of sensory
features at different levels of visual hierarchy as a consequence of bottom-up
driven feedforward signal propagation, to the position that top-down factors can
modulate bottom-driven visual processing, to the position that perception is an
active top-down process of hypotheses testing guided by prior knowledge,
involving also the lowest levels of the visual hierarchy. The latter view, according
to which perception is inferred based on top-down priors is not a new one. Dating
back to the 19th century work of Hermann von Helmholtz, it was popularized in
the 1950s by Jerome Bruner (1957; the "New Look in Perception"), and most
recently by predictive processing theories of perception (Friston, 2009; Hohwy,
2013; Rao & Ballard, 1999; Summerfield & De Lange, 2014). The common idea,
which is that perception arises as a result of prediction-based perceptual
inference, has substantially influenced how we think about visual perception
nowadays. These theories, together with theories of attention (Olivers & Meeter,
2008), and, more generally, theoretical models of the processing architecture that
enables the flow of information through the sensory (visual) and cognitive system
that gives rise to conscious perception (Chun & Potter, 1995; Dehaene et al.,
2014a) have inspired the line of research that I pursued in this dissertation. In the
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studies presented in this dissertation I have set out to investigate the central idea
that conscious perception is shaped by the ability to selectively attend to relevant
aspects of our environment and by expectations based on contingencies in our
visual surroundings.
I specifically investigated four outstanding research questions informing
the central proposal of this dissertation. First, in Chapter 2, I examined whether
spatial attention and predictions can modulate the very first stage of cortical
visual information processing characterized by the feedforward stimulus-driven
activation. This study thus addressed the question of when at the earliest
perception may be shaped by top-down factors. In section 6.2, I discuss these
findings and their implications in detail.
In Chapter 3, I presented the results of a study that examined whether
predictions can modulate the ability to consciously access visual information and
whether predictions may influence how this information is experienced. This
study, therefore, addressed the important question of whether our subjective
conscious experience is shaped by top-down factors. Furthermore, I examined
whether conscious access to predictions is necessary for these effects to occur. In
section 6.3, I discuss the findings of this study and link them to current recurrent
processing theories of consciousness and predictive processing accounts of
perception.
In Chapter 4, I aimed to increase understanding of how temporal attentional
selection in rapidly changing input conditions may shape conscious access.
Motivated by a proposal that mental representations of stimuli in such viewing
conditions interact and in effect determine what is available for conscious report,
I examined the effects of attentional selection on the representational content of
neural activity in relation to conscious access. In section 6.4, I discuss possible
interpretations of these results and provide directions for future research.
Finally, I aimed to gain a better understanding of processes associated with
perceptual decisions and how correct versus incorrect perceptual decisions relate
to early sensory and later decision-making processes. In the study presented in
Chapter 5, I particularly focused on examining neural processes accompanying
participants perceptual reports of seeing something that was actually never
presented to their eyes (i.e., incorrect perceptual decisions). Following this
approach, it was possible to examine whether misreports are accompanied by
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neural signatures of illusory perception, which would suggest that perception can
be instantiated by top-down factors alone. The results of this study have important
implications for recurrent processing theories of consciousness, which I discuss
in more detail in sections 6.5 and 6.6.1.
Together, the four studies presented in this dissertation corroborate the
important role of top-down attention and predictions in shaping visual perception.
These studies provide novel information about when and how is perception
modulated and instigated in a top-down manner by what we expect in our sensory
environment and what is relevant to us at a given moment. An important asset of
the empirical work presented in this dissertation is the use of EEG and machine
learning techniques to harness the complexity of time-varying neural data that
was recorded at multiple EEG channels. Multivariate pattern analysis (MVPA)
and generalization across time (GAT) analysis of neural data, together with eventrelated potentials (ERP) and time-frequency analyses, enabled me to test the
influence of these top-down factors on mental representations at different
electrophysiological visual information processing stages leading to perception.
This approach, allowing one to track stimulus- or condition-specific
representations across time and to examine how top-down factors affect those
representations, therefore, provided a glimpse into the contents of perception. As
such, findings presented in this dissertation advance our understanding of the
intricate neural processing architecture that supports our ability to consciously
represent and access only a small subset of all information that is available to our
senses. We go about our daily lives largely ignorant of the remarkable capacity
of our brain for conscious perception and thought, aware of its existence perhaps
only when it fails to serve its purpose (e.g., experiencing perceptual illusions that
go against what we rationally would expect; inability to see something that is in
front of our eyes). This dissertation puts this capacity into the spotlight and
highlights that what we see and experience is largely impacted by what we
prioritize and expect in the world surrounding us.
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6.2 Afferent activity in V1 is not modulated by spatial
attention and predictions
In Chapter 2, I examined whether spatial attention and predictions can modulate
the very first stage of cortical visual information processing characterized by
feedforward stimulus-driven activation. I used the ERP technique to isolate initial
cortical afferent activity in human primary visual cortex (V1), which, on the
scalp, can be measured as the first visually evoked ERP component, the C1. Next
to examining modulations of activation strength on the early phase of the C1 (5080 ms), I used MVPA to investigate whether and when spatial attention and
predictions may modulate stimulus representations.
I found that spatial attention and predictions did not influence the first
cortical visual information processing stage (50-80 ms post-stimulus), but that
both attention and prediction modulated later information processing stages.
Attention enhanced the amplitude of the P1 and N1 ERP components and
modulated stimuli representations from ~130 ms post-stimulus. Prediction effects
were weak during the first 250 ms of processing but quite robust during the P3a
and P3b time window, and detectable at the level of stimulus representations from
~240 ms post-stimulus. Latencies at which these modulations were first observed
suggest that these top-down effects might be implemented via delayed feedback
from extrastriate visual areas, thus after the first cortical information processing
stage.
The majority of studies in the domain of visuospatial attention (the
“majority view”, Slotnick, 2013) have also reported that the earliest afferent
visual activation is not affected by top-down spatial attention (Baumgrtner et al.,
2018; Di Russo et al., 2012; Di Russo, Martinez, & Hillyard, 2003; Martínez et
al., 1999). Five studies published in the last two decades, however, challenged
this conclusion (Kelly, Gomez-Ramirez, & Foxe, 2008; Poghosyan & Ioannides,
2008; Rauss, Pourtois, & Vuilleumier, 2012; Rauss, Pourtois, Vuilleumier, &
Schwartz, 2009; Slotnick, Hopfinger, Klein, & Sutter, 2002), sparking a still
ongoing debate about the penetrability of early vision to cognitive factors (Kelly
& Mohr, 2017; Pourtois, Rossi, Vuilleumier, & Rauss, 2017; Slagter, Alilović, &
Gaal, 2017; Slotnick, 2017). The study presented in Chapter 2 was a replication
of a “minority view” study by Kelly, Gomez-Ramirez, & Foxe (2008), which,
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after following a stimulation and analysis protocol sensitive to measuring a robust
C1 component, showed that spatial attention can after all modulate initial afferent
activity in human V1. I used the same C1 stimulation and measurement protocol
as the original study, to accommodate individual variations in V1 anatomy that
have been shown to impact the C1 component. Furthermore, in Experiment 2 of
the same study, I further optimized the experimental protocol for measuring the
effects of spatial attention by using V1-tuned stimuli (high-contrast texture
stimuli) (Pourtois et al., 2008), and by employing a modified version of the task
which conceivably triggers V1 to a higher degree (orientation discrimination task
in Exp 2 versus a ring detection task in Exp 1). Nevertheless, the two experiments
showed no effects of spatial attention on initial afferent activity in V1.
Predictions, independently and in interaction with attention, also did not
modulate the amplitude of the C1 ERP component. In fact, the effects of
predictions were weak prior to ~300ms. The effect of prediction on P1 was only
marginally significant, absent during N1 component latencies, and again only
marginally significant in interaction with attention during the N1 peak latency.
Consistent with the predictive processing framework, we observed larger P3a and
P3b component amplitudes to unpredicted in comparison to predicted stimuli,
thus revealing inverse scaling of neural responses in relation to the size of the
prediction error (Friston, 2009). However, the absence of effects of prediction
during the earliest processing stage, which we replicated in two experiments, do
challenge hierarchical predictive processing models of vision according to which
predictions are implemented already at the lowest level of the processing
hierarchy (Clark, 2013; Friston, 2009).
At present, the results of Chapter 2 provide an incomplete picture of the
investigated processes, at least for the reason that scalp EEG is insensitive to
weak effects in a small population of neurons. Furthermore, the study in Chapter
2 also did not investigate spectral properties of EEG data post-stimulus. A
substantial body of work now suggests that neural oscillations may be a
mechanism of communication between and within neural populations and brain
areas. Accordingly, top-down attention and prediction may influence visual
information processing in a frequency-specific manner. Past work has associated
feedforward processing with gamma-band activity, and feedback activity with
activity in the lower alpha-beta frequency range (Bastos et al., 2014; Bastos et
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al., 2015; Van Kerkoerle et al., 2014). For example, MEG studies reported that
predictions correlated with cue-induced alpha-band activity in visual regions,
while stimulus-driven prediction errors correlated with gamma-band activity
(Auksztulewicz et al., 2017; Bauer et al., 2014). Furthermore, using MEG, spatial
attention has been shown to modulate long-range oscillatory phase coherence
(increased in gamma and decrease in alpha band) between the medial temporal
(MT) area in the visual pathway and two attentional control nodes, the frontal eye
fields (FEF) and intraparietal sulcus (IPS) when human participants attended to
the cued hemifield containing a weak motion stimulus (Siegel, Donner,
Oostenveld, Fries, & Engel, 2008). Because fast gamma stimulus-triggered
oscillations do not have representation in ERPs and scalp EEG is much less
sensitive to gamma band activity than MEG (note that MVPA technique used
broadband EEG data), it is possible that our study missed modulations of gammaband activity by predictions or attention. However, in these recent MEG studies,
top-down modulations of gamma activity, localized to V1, were not observed
until after more than 100 ms (Auksztulewicz et al., 2017; Bauer et al., 2014).
Nonetheless, more work is necessary to determine the role of neural rhythms and
synchronization between brain regions in implementing attention and predictions.
To conclude, the study presented in Chapter 2 revealed that visual
information processing can be modulated by top-down attention and predictions
early during visual information processing, however, only after the initial
stimulus-driven processing. Thus, top-down effects on visual information
processing are stage-depended and evade the first stimulus-driven processing
stage.

6.3 Novel predictions require conscious access
In Chapter 3, I studied how expectations about stimulus identity affect the ability
to consciously access validly and invalidly predicted stimuli and whether
predictions also may modulate the subjective visibility of those stimuli. In
Chapter 2, I showed that predictions about the likely location of an upcoming
stimulus robustly modulate post-perceptual, and to a lesser degree sensory stages
of processing, however, here, the emphasis was on examining whether
predictions may facilitate the ability to consciously access contents of perception
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and whether predictions may also lead to changes in how stimuli are subjectively
experienced. In addition to replicating earlier findings showing that valid
predictions increase the likelihood of conscious access (Meijs, Slagter, de Lange,
& van Gaal, 2018; Pinto, Gaal, Lange, Lamme, & Seth, 2015), I found that
expectations about stimuli identity also impacted reports of how visible those
stimuli were. That is, visibility judgments were higher when stimuli could be
validly predicted. This may suggest that predictions about stimulus identity
actually also influence the experience of visual information.
Yet, it should be noted that the effects of predictions on visibility were
measured using the Perceptual Awareness Scale (PAS) (Overgaard et al., 2006;
Ramsøy & Overgaard, 2004). Although this scale emphasizes the subjective
perceptual aspects of awareness, it nevertheless requires report (i.e., conscious
access to the experience). For that reason, the effect of predictions on visibility
might to some extent also reflect internal shifts in the response criterion, whereby
different response criteria could have been applied in the valid versus invalid
condition. Based on the current task, it is therefore hard to discern to what extent
prediction effects might be conflated with shifts in response criterion. Future
studies using no-report paradigms in combination with EEG recordings could
perhaps shed light on this. For example, they could assess different neural
markers of stimulus visibility (e.g., the amplitude of the N2 or P3 component, or
long-range connectivity measures) at varying levels of stimulus contrast in
predicted versus unpredicted conditions in order to determine whether predictions
impact stimulus visibility.
Furthermore, I showed that in order to facilitate conscious access and
visibility reports, predictions need to be signaled by a consciously accessed cue
stimulus. According to the predictive processing framework, conscious
perception is an upshot of perceptual inference that should unfold automatically
and non-consciously (Hohwy, 2013). So far, studies demonstrating this have been
scarce, but there is indeed some evidence that predictive processing in the brain
might not require consciousness. For instance, predictions pertaining to
contextual and environmental associations on natural scenes, which could have
thus been acquired through life-long learning, seem not to require consciousness
(Chang et al., 2016). Yet, I found that relatively novel predictions learned over a
short period of time and based on associations between arbitrarily chosen stimuli
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could only facilitate conscious access and subjective visibility reports when they
were signaled by consciously accessed prediction cues. Thus, in order to be
implemented, novel predictions seem to require full-blown conscious access.
Future studies are needed to test why some predictions require conscious access
while others do not. Awaiting such insights, in section 6.6.1, I propose that a
description of predictions in terms of their complexity can link seemingly
disparate findings regarding the relationship between predictive processing and
consciousness.
To conclude, this study revealed that predictions can facilitate the ability to
consciously access visual information. Furthermore, predictions also affect the
experienced (reported) visibility of stimuli. Together, these findings suggest that
experiential and accessed contents of our conscious perception can be
significantly shaped by expectations.

6.4 Attentional selection feedback does not modulate earlystage cortical representations under rapidly changing input
conditions
In Chapter 4, I investigated how attentional selection may shape conscious access
in rapidly changing input conditions in which multiple target stimuli need to be
selected for report. These experimental conditions mimic the task we are often
naturally faced with. From the myriad of rapidly changing inputs hitting our
senses, we need to select only a subset of relevant ones at a very high pace. This
task is exacerbated by the fact that the capacity to consciously represent
information is limited. Research has linked capacity limitations of conscious
access to the serial nature of selective attention, which was proposed to gate
information into awareness one item at a time (i.e., serially) to a capacity-limited
fronto-parietal network, which implements a late information processing
bottleneck (Marti & Dehaene, 2017; Marti et al., 2012; Sergent et al., 2005).
Indeed, the notion of a two-stage information processing system, characterized
by an early parallel processing stage followed by a serial limited-capacity
processing stage has received considerable empirical support (Marti & Dehaene,
2017; Sigman & Dehaene, 2008). Yet, the notion of serial and sluggish sampling
of information from the sensory buffer is incompatible with a body of evidence
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suggesting that attentional selection has rapid consequences on the ability to
consciously access information. For instance, as discussed in Chapter 4, AB
reversal (Kawahara, Kumada, & Di Lollo, 2006; Olivers, Van Der Stigchel, &
Hulleman, 2007) argues against the serial, capacity-limited nature of late-stage
processing and indicates that conscious access critically relies on dynamic gating
of information.
In the study presented in Chapter 4, I therefore attempted to clarify the role
of attentional selection feedback in gating conscious access. Specifically, I tested
a hypothesis put forward by the boost and bounce theory of temporal attention
(Olivers & Meeter, 2008). This theory proposes that rapid attentional excitatory
(“boost”) and inhibitory (“bounce”) feedback upon the target and distractor
detection, respectively, impacts early-stage sensory representations of the
immediately following stimulus. This feedback, peaking ~100 ms after target or
distractor detection, has been proposed to impact the following stimulus
representation, rendering is more or less likely that this stimulus will gain
conscious access (e.g., excitatory feedback triggered by T2 enables T3 in a TDTT
sequence to “escape” the AB by modulating its early representation).
First, I replicated three key behavioral findings that support the rapid
attentional selection and gating account: the AB, lag-1 sparing (but not lag-2
sparing), and AB reversal. Yet, decoding analyses did not reveal modulations of
stimulus representations by top-down selection-triggered feedback that could
explain the observed pattern of behavioral results. The early-stage T3
representation in a TDTT sequence was not different from a T3 representation
preceded by a distractor (TTDT), thus suggesting that the AB reversal might be
unrelated to the T2-triggered feedback to T3. Early-stage D1 representations also
did not differ between trials in which T2 was seen versus blinked, thus also
suggesting that the AB of T2 might not be related to the preceding bounce
response to D1. Interestingly, conscious access to T2 was associated with
stronger early and late T1 representations, as well as stronger late-stage D1
representations. This latter finding appears incompatible with two-stage
information processing models that attribute the AB to timely T1 encoding (note
also that the T1-evoked P3b did not differ between T2 seen and unseen trials)
(e.g., Chun & Potter, 1995; Wyble, Bowman, & Nieuwenstein, 2009), but also
not with the boost and bounce model that attributes the AB to dysfunctional
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gating of D1 into working memory (Olivers & Meeter, 2008). Although these
findings cannot easily be explained within existing theoretical frameworks, they
provide a unique glimpse into the representational dynamics of multiple target
and distractor stimuli and suggest that early representations are not a critical
determinant of conscious access in rapidly changing input conditions. They also
suggest that determinants of conscious access are complex. For instance, the
results suggested that it was possible to predict whether a T2 stimulus would be
consciously accessed even before T1 was presented in the stimulus stream,
suggesting that fluctuations in temporal expectation or generic attentional state
might be important to take into account.
An important avenue for future studies will be to test whether the putative
boost and bounce effects might be implemented via mechanisms that our analysis
approach was simply not sensitive to. Selection-related boost/bounce feedback
has been proposed to be location-specific, affecting stimuli presented at the same
spatial location as the feedback-triggering stimulus (Olivers & Meeter, 2008). If
so, the mechanism of selection-triggered feedback could be similar to that of
spatial attention, which has been shown to boost the neural response gain, as
opposed to sharpen neural tuning to stimulus features (Ling et al., 2009). Indeed,
there is now new evidence showing that attention, especially during early
latencies, might selectively affect the magnitude (i.e., gain) of feature-selective
responses, but not the tuning of feature-selective responses. Using forward
encoding modeling, a recent study (Tang et al., 2020) showed that the AB was
associated with a reduced gain of the feature-selective response around 100-150
ms after T2 presentation, but not with changes in the tuning (width of the response
function) of the feature-selective response. This latter observation suggests that
feature encoding was not affected. Also, another study showed that attention
modulated the magnitude of the mismatch response but, again, not orientation
tuning to deviant stimuli (Smout, Tang, Garrido, & Mattingley, 2019). In light of
these new findings, it is conceivable that we might have missed subtle differences
between stimuli representations if attention modulated the magnitude of
responses, since our classifiers were primarily tuned to identity-specific sensory
features. Indeed, decoding of identity-representations peaked at around 170 ms
post-stimulus, thus at latencies at which other studies have also shown emerging
category-specific representations (Marti & Dehaene, 2017). This early stimulus
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decoding might reflect the initial organization of sensory information into
coherent percepts (Gwilliams et al., 2020; Wardle et al., 2020; Weaver et al.,
2019). Yet, it should be noted that, unlike, the encoding approach, the decoding
approach cannot precisely differentiate between gain and tuning effects on
feature-selective responses. Furthermore, the decoding approach may be less
sensitive to gain modulations by attention as typically shown using ERPs, when
these are small and only affect activity at one or a few electrodes. Future work is
necessary to more precisely determine the temporal dynamics of both response
gain and feature tuning modulations by selective attention in rapidly changing
input conditions.

6.5 Illusory cortical representations are perceptual in nature
The study presented in Chapter 5 more directly examined sensory and decisional
(post-perceptual) contributions to visual perception. To gain a better
understanding of how and when perception might be constructed during
information processing, I focused on examining neural processing on trials in
which participants made an error in reporting the object category they saw, thus,
when early sensory processing and reported perception dissociated. The aim of
this approach was to examine whether incorrect perceptual decisions might
originate as a consequence of errors in initial sensory processing of visual features
or to errors occurring in later decision processes. To disentangle sensory and
decisional processes, I employed two independent sets of time-series classifiers,
one tuned to sensory features of object categories and the other tuned to both
sensory and decision processes, and tracked in time neural representations of
veridical (presented) and (mis)reported object categories presented in a
perceptual discrimination task.
The main finding of this study was that on incorrect trials early processing
stages (< 200 ms) represented the veridical stimulus category, but that later in
time (> 350 ms), and only when participants expressed high confidence in their
decision, patterns of activation reversed to represent the misreported stimulus
category. Intriguingly, this reversal towards the misreported representation was
not driven by participants’ decision. Rather, the findings reported in Chapter 5
suggested that erroneous perceptual decisions were sensory in nature. The
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reversal from the veridical to the reported stimulus category representation was
observed only on high confidence trials, thus on trials when the perceptual
illusion was strongest. Next, training classifiers on the N170-like face signal
(Jacques et al., 2019; Wardle et al., 2020) lead to persistent decoding across time,
reflecting perceptual maintenance, previously associated with maintenance of
perceptually integrated objects and object categories. Perceptual maintenance of
the illusory category was observed even when MVPA classifiers were trained on
the sensory-tuned localizer task. Thus, sensory features of incorrect object
categories were perceptually maintained as if they were truly seen. Given that the
earliest processing stage represented the veridical stimulus category, the signature
of perceptual integration and maintenance of an incorrect category suggest that
these illusory percepts were implemented in a top-down manner.
To verify this, future studies will need to examine the source of illusorylike percepts in similar viewing conditions as in the current study. For instance,
analytical approaches that can establish causality between signals recorded at
different scalp sites, such as Granger causality (Michalareas et al., 2016), may
determine the top-down source region of illusory percepts in the brain. There is
already some initial evidence suggesting that misperceptions might indeed be topdown implemented. A recent study combining in vivo electrophysiological
recordings and optogenetics showed that a higher-level visual region causally and
in a top-down manner regulated perception of illusory Kanisza contours in area
V1 in mice (Pak, Ryu, Li, & Chubykin, 2020). Illusory perception of houses and
faces in the current study may similarly have been instigated but by a top-down
reactivation of the ventral visual stream, or recurrent interactions enabling
category perception (Fahrenfort et al., 2017). This I discuss in more detail in
section 6.6.1.
Regarding its relevance for the central idea of this dissertation, the study
presented in Chapter 5 suggests that conscious perception can be instigated by
neural activity representing perceptual content that is distinct from the actual
sensory input. Given this dissociation between the veridical sensory input and
perceptually maintained visual information characterizing misreports during
perceptual decision-making, this suggests that top-down factors alone can
critically shape conscious perception.
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6.6 Integration of vision and cognition: the importance of
neural feedback
The studies presented in this dissertation highlight the importance of neural
feedback for visual perception and for integrating top-down cognitive factors
with visual information processing leading to perception and conscious access.
First, attentional selection and predictions in the spatial domain modulated visual
information processing stages at latencies at which recurrent interactions between
visual regions already substantially drive sensory activation (Lamme &
Roelfsema, 2000; Wyatte et al., 2014) (Chapter 2). Second, I found that only
consciously accessed prediction cues could facilitate subsequent behavioral
performance. This suggested that full-blown conscious access, characterized by
global recurrent feedback was required for newly formed predictions to be
implemented and affect behavior (Dehaene et al., 2006) (Chapter 3). Next, I
found evidence suggesting that conscious perception may arise as a consequence
of recurrent processing in visual regions, likely initiated in a top-down manner
(Chapter 5). However, in conditions of rapidly changing input conditions, I did
not find evidence of early modulation of the sensory representation by top-down
feedback triggered by attentional selection of a preceding stimulus (Chapter 4).
Neural feedback signals and recurrent interactions have been given a
central role in dominant theories of vision (Roelfsema, 2006), consciousness
(Dehaene et al., 2014b; Lamme, 2006) and predictive processing theories of
perception (Friston & Kiebel, 2009; Rao & Ballard, 1999). Although the critical
role of neural feedback for conscious perception is well established, how
feedback mechanisms realized at different levels of the brain’s processing
hierarchy may support various perceptual and cognitive functions is still debated.
While advocates of phenomenological accounts posit that local recurrent
interactions confined to visual areas are sufficient for giving rise to conscious
experience (Block, 2005; Lamme, 2006), proponents of access accounts strongly
argue that global wide-spread interactions between brain regions established
through recurrent loops of activation lie at the heart of conscious experience
(Cohen & Dennett, 2011; Dehaene et al., 2014). The findings presented in this
dissertation have implications for this discussion. Building on previous work
mapping the relationship between the levels of recurrent feedback (local vs.
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global) and consciousness, the present dissertation offers a few novel insights into
how and at which level of processing top-down factors and recurrent interactions
may shape conscious perception and conscious access.
6.6.1 Levels of recurrent feedback
Recurrent processing on a “local” scale, i.e., confined to visual areas, is automatic
and occurs as a consequence of signal propagation through recurrent
corticocortical connectivity (Hupé, James, Girard, & Bullier, 2001; PascualLeone & Walsh, 2001; Wyatte et al., 2014). For instance, very rapidly, already
within ~30 ms after the initial activation of V1 (~70 ms) and only 11 ms after the
onset of activity in extrastriate areas (Boehler, Schoenfeld, Heinze, & Hopf,
2008) V1 can be reignited by recurrent feedback. Recurrent circuits in visual
cortices have been shown to causally contribute to object categorization and
perception (Koivisto, Railo, Revonsuo, Vanni, & Salminen-Vaparanta, 2011).
Especially when object visibility is low and related bottom-up input to objectselective brain areas is correspondingly weak, recurrent feedback can serve to
reinforce stimulus processing (Wyatte et al., 2014). Recurrent processing enables
perception presumably via perceptual grouping and “filling-in” processes that
serve to reconstruct viewed objects based on available sensory evidence (Wyatte
et al., 2014). To illustrate, seeing a bicycle that is partially occluded by a parked
car can trigger a partial response in the population of neurons in inferotemporal
(IT) cortex. This partial activation backpropagates to lower visual areas where it
activates adjacent neurons representing other related parts of a bicycle that are
not visible at that given moment (e.g., handle, saddle, etc.). These “filled-in” coactivations will trigger IT neurons anew, until they finally activate in such a way
that they represent a complete bike (Wyatte et al., 2014). Similar figure-groundlike contextual modulations have also been shown on a single-neuron level,
whereby a neuron higher in the brain’s hierarchy and thus with larger receptive
fields modulates the activity of lower-level neurons based on information that
falls outside of their smaller receptive fields (Lamme & Roelfsema, 2000; Rao &
Ballard, 1999). In this way, via shared connections with the higher-level neuron,
neurons with non-overlapping receptive fields can also modulate each other
(Lamme & Roelfsema, 2000; Wyatte et al., 2014). Such local cortical
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connectivity and recurrent interactions thus accomplish basic perceptual
organization of visual input into coherent object categories.
In Chapter 5, I presented stimuli in viewing conditions which would
significantly necessitate similar local recurrent interactions. That is, stimuli were
presented very briefly (20/30 ms) and their visibility was further weakened by
forward and backward masking. Nevertheless, on a large portion of trials,
participants could correctly discriminate between the two object categories and I
could robustly decode stimulus categories from their brain activity across time.
As noted above, illusory percepts on some portion of trials were represented at
the sensory level. It is hence conceivable that illusory perception of stimulus
categories arises due to filling-in and grouping via recurrent feedback that pose
the backbone of visual perception. Due to challenging viewing conditions in
Chapter 5, bottom-up input might have not provided sufficient evidence for the
representation of the veridical stimulus category on some trials. In those cases,
local recurrent filling-in and grouping processes might have instigated a
representation of an incorrect stimulus category, leading to conscious perception
of something that was actually never presented.
There are at least three reasons to believe that these effects were perceptual
in nature and therefore likely instigated on a local scale in visual cortices. First,
the switch from the veridical to the illusory object category was found only on
high confidence trials, suggesting that on those trials the perceptual illusion was
strongest. Second, perceptual maintenance was observed for a decoding peak
resembling the N170-like face response, localized to specialized face-processing
regions in the occipital or ventral visual cortex (Halgren et al., 2000; Jacques et
al., 2019; Sadeh et al., 2010; Wardle et al., 2020). Lastly, perceptual maintenance
effects were observed using sensory-tuned classifiers trained on a task in which
category images were task-irrelevant and unattended. Together, this suggests that
illusory category perception was instantiated at the level of visual cortex perhaps
through recurrent grouping and feeling-in when bottom-up sensory activation
was insufficient to drive visual areas.
Yet, our observation that illusory percepts are sensory in nature does not
exclude an alternative possibility: that they are top-down instantiated, in
particular given that their sensory representations emerged relatively late, and
after initial veridical stimulus representation. They may have been implemented
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via top-down reactivation of the ventral visual stream, perhaps especially of the
FFA, known for its sensitivity to contextual (Cox et al., 2004) and frontal topdown signals (Summerfield, Egner, Greene, et al., 2006). Such top-down
reactivation of visual cortices leading to perceptual integration of sensory
information into coherent category representations provides modulatory input to
visual processing beyond automatically occurring recurrent interactions due to
signal propagation. Future studies that combine our approach with TMS are
necessary to causally determine the higher-order source of the illusory sensory
percepts identified here.
The results presented in Chapter 2 also demonstrate top-down effects on
relatively early sensory processing. Previous studies have shown that both
attention (Armstrong, Chang, & Moore, 2009; Armstrong, Fitzgerald, & Moore,
2006; Bressler, Tang, Sylvester, Shulman, & Corbetta, 2008) and prediction
(Gamond et al., 2011; Panichello et al., 2013b; Summerfield, Egner, Greene, et
al., 2006) signals originating in frontal and parietal regions can implement topdown control over visual processing. Furthermore, electrophysiology studies in
monkeys have shown that attentional enhancement operates via feedback from
higher-order areas to lower-order ones, e.g., from FEF and IPS to extra-striate
visual regions, and from V4 to V1. Notably, in one study, the magnitude and
latency of attentional enhancement of firing rates was largest and occurred earlier
in V4, with intermediate results in V2, and the lowest in V1 (Buffalo, Fries,
Landman, Liang, & Desimone, 2010). A recent high-density electrocorticography
study in humans has provided similar results, suggesting that attentional effects
were stronger and occurred during earlier latencies in ventral extrastriate cortex
and other higher-order cortices compared with early visual cortex (X. A. B.
Martin et al., 2019). In light of this earlier work, the findings presented in Chapter
2 could be interpreted as suggesting that top-down attention and prediction bias
later stages of processing in extrastriate cortex, effects of which then
backpropagate to the earliest visual area V1, where these effects can then be
measured robustly with fMRI (Kok, Rahnev, Jehee, Lau, & De Lange, 2012;
Martinez et al., 2001). This could also reconcile our observations in Chapter 2
that while we found no top-down modulation of the first feedforward sweep of
information processing (as reflected in the amplitude of the stimulus-evoked C1),
top-down biases were clearly represented in the pattern of pre-stimulus alpha-

176

6. Summary and general discussion
band activity. These top-down biases may hence have been implemented at a
higher-level in the processing hierarchy. To summarize, the findings from
Chapters 2 and 5 add to a growing body of work showing that perception arises
from dynamic interactions between brain regions across the processing hierarchy.
The findings presented in Chapter 3 seem to suggest that “global” recurrent
feedback, a typical neural signature of conscious access (Dehaene et al., 2006,
2014a), may be necessary to implement top-down effects of predictions on
visibility reports and conscious access, at least for recently acquired predictions.
Pior studies also indicate that predictions regarding regularities in sensory inputs
based on extended or even life-long experience with natural viewing conditions
do not require conscious effort. For instance, it has been shown that even nonconscious exposure to masked gray-scale natural scene images, which therefore
are not characterized by global neural feedback, helps subsequent recognition of
degraded and thus ambiguous Mooney images (Chang et al., 2016). Thus, such
hard-wired predictions, and in particular relating to natural object categories that
can be “solved” perceptually in visual areas (Chang et al., 2016), might be
implemented at relatively low levels in the processing hierarchy, independently
of conscious access. Conversely, predictive information based on recently
learned arbitrary associations between abstract variables such as letter identities
as in our Chapter 3, seem to require global broadcasting and conscious access.
Speculatively, top-down feedback needed to implement predictions of varying
degrees of complexity may be realized at different levels of the processing
hierarchy, such that simpler versus more complex predictions may require local
versus global recurrent interactions, respectively, that also realize different levels
of conscious processing (Bekinschtein et al., 2009; Ehinger, König, & Ossandón,
2015; King et al., 2013; Meijs et al., 2018; Wacongne et al., 2011). This is
consistent with previous demonstrations of neural signatures of simple predictive
processing (i.e., the mismatch negativity ERP component) during periods of
inattention (Winkler, Karmos, & Näätänen, 1996), sleep (Nakano, Homae,
Watanabe, & Taga, 2008; Sculthorpe, Ouellet, & Campbell, 2009) and in patients
with disorders of consciousness (Bekinschtein et al., 2009). Future studies will
need to verify these propositions and the extent to which the relationship between
consciousness and predictive processing depends on the type and complexity of
perceptual priors.
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A fruitful avenue for future research to qualify these propositions could be to
examine how neural oscillations subserve integration of visual information
processing and top-down factors. A mounting body of work suggests that neural
oscillations in specific frequency bands implement top-down feedback. In
particular, M/EEG studies and electrophysiological work in monkeys suggest that
top-down attention and predictions modulate activity in visual regions via lowfrequency oscillations, typically in alpha and beta range (Auksztulewicz et al.,
2017; Bauer et al., 2014; Gregoriou, Gotts, Zhou, & Desimone, 2009; Saalmann,
Pigarev, & Vidyasagar, 2007; Siegel et al., 2008). Moreover, these top-down
biases have been shown to modulate stimulus processing, as indicated by
enhanced gamma-band oscillatory activity. A recent electrocorticography study
in monkeys that used an auditory “local-global” paradigm, specifically designed
to trigger local and global prediction errors and prediction updating, further
shows the importance of neural oscillations in predictive processing (Chao et al.,
2018). It was found that prediction error signals were transmitted via gamma
oscillations from early auditory cortex to the anterior temporal cortex when
prediction errors were local, and from the anterior temporal cortex to prefrontal
cortex when the prediction error was global. Intriguingly, frequencies in the alpha
and beta range transmitted local and global predictions between the same areas,
but in the opposite, top-down direction. One may thus expect that neural
oscillations also contributed to some of the effects reported in this thesis. It is
hence important that future research combines measures of long-range and local
neural oscillatory activity with measures, such as MVPA, used here, that can
reveal the representational content of brain activity. This can help paint a more
complete picture of how feedback signals on a local and global scale change
information content at the neural level, and how this affects conscious perception.

6.7 Attention and prediction: interactive or additive effects?
Another outstanding question concerns the relationship between attention and
prediction (Summerfield & De Lange, 2014). In this dissertation I examined the
effects of attention and predictions on visual information processing stages
(Chapter 2) and the effects of predictions on behavioral measures of performance
in a task in which attention naturally temporally fluctuates (Chapter 3). Clearly,
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beyond understanding their independent effects, it is important to understand
their joint effects. Current understanding of their relationship is inconclusive and
while the results presented in this dissertation speak to their relationship, a
number of open questions about their relationship still remain.
Attention has generally been shown to boost neural activity in sensory regions
(Di Russo et al., 2003; Hillyard et al., 1998; Noesselt et al., 2002; Sylvester,
Shulman, Jack, & Corbetta, 2009), while predictions have been found to suppress
neural activity in sensory regions (Alink, Schwiedrzik, Kohler, Singer, & Muckli,
2010; Kok, Rahnev, Jehee, Lau, & De Lange, 2012; Summerfield, Trittschuh,
Monti, Mesulam, & Egner, 2008), although signal suppression might be related
to more efficient stimulus encoding (Kok, Failing, & Lange, 2014; Kok, Jehee,
et al., 2012). Despite their opposing effects on signal strength, attention and
predictions have been proposed to operate synergistically to improve perception,
which I have also examined in Chapter 2. Specifically, within the predictive
processing framework attention has been described as a precision weighing
mechanism that optimizes perceptual inference by setting the relative precision
of top-down priors and bottom-up sensory evidence (i.e., prediction errors) at
each level of the predictive processing hierarchy (Feldman & Friston, 2010;
Friston, 2009; Rao, 2005). That is, attention is proposed to increase the gain or
precision of prediction errors and thus reverse the suppressive effects of
predictions. This gain control mechanism allows for more precise prediction
errors to influence processing in the next hierarchical level to a higher degree.
Alternative predictive processing models have, however, proposed that attention
may modulate prediction signals directly (e.g., Spratling, 2008, 2017) and
improve encoding of predicted feature-specific information in the brain (Smout
et al., 2019). Empirical findings from fMRI and EEG studies are mixed in this
regard, with some studies showing that attention can reverse the effect of
prediction in silencing prediction errors, others that in contrast, attention boosts
prediction errors to unpredicted (but not predicted) stimuli, and yet other studies
demonstrating no interactive, but only independent effects of these two top-down
factors on stimulus processing. For example, a seminal study showed that
attention can lead to a subsequent higher weighting of prediction errors evoked
by predicted stimuli at spatially relevant locations, thereby reversing the effect of
sensory silencing (of BOLD signals) by prediction (Kok, Rahnev, et al., 2012).
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However, another recent EEG study found that attention selectively boosted
mismatch information but in response to deviant stimuli violating predictable
stimulus sequences (Smout et al., 2019). Other studies have also shown that
attention and predictions interact (Auksztulewicz & Friston, 2015; Marzecová et
al., 2017; St. John-Saaltink et al., 2015). To complicate things further, some
studies have reported prediction effects only for unattended, task-irrelevant
stimuli (Marzecová et al., 2017; St. John-Saaltink et al., 2015), while others
reported stronger prediction effects at attended locations (Kok, Rahnev, et al.,
2012), or prediction effects only when they were task-relevant (Auksztulewicz et
al., 2017). What is more, no interaction between attention and prediction have
been reported in the literature as well (Kok, Jehee, et al., 2012; Kok, Mostert, &
De Lange, 2017; Wyart, Nobre, & Summerfield, 2012). In Chapter 2, I have
found that attention and prediction in interaction modulated the amplitude of the
P3a component, such that prediction effects were stronger in the unattended
compared to attended condition. Yet, consistent with predictive processing
accounts and the idea of the inverse scaling of neural response in relation to the
size of prediction errors, the P3a and P3b were larger in amplitude to unpredicted
than to predicted stimuli at both attended and unattended locations. This wide
variety in findings raises the question how these differences can be reconciled
and what factors determine the observed relationship between attention and
predictions?
First, studies differed in their precise measurement. Interactive effects of
attention and prediction have been demonstrated via fMRI and EEG measures of
response magnitude (Auksztulewicz & Friston, 2015; Kok, Rahnev, Jehee, Lau,
& de Lange, 2012; Marzecová et al., 2017; St. John-Saaltink et al., 2015), but
typically not by using measures sensitive to representations of stimulus features
(Kok, Jehee, & de Lange, 2012; Kok et al., 2017; Smout et al., 2019). It could
therefore be that attention selectively boosts the post-synaptic neural gain of
prediction error units that receive inputs from neurons encoding top-down
predictions (Friston, 2009), while it does not change stimulus feature encoding.
Smout et al. (2019) have provided initial evidence for this interpretation by
showing that the interaction between attention and prediction modulated the
magnitude of the mismatch response but not orientation tuning of deviant stimuli.
Future studies that orthogonally manipulate attention and prediction so that their
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independent and interactive effects can be determined should hence look at both
changes in gain and feature tuning.
The results of Chapter 3 also speak to the relationship between attention
and prediction. Behaviorally, the joint effect of attention and prediction appeared
to be additive – predictions facilitated conscious access and visibility reports
irrespective of temporal dynamics of attentional deployment characteristic for the
RSVP tasks. That is, I found that the effect of prediction on T2 discrimination
and visibility was independent of the temporal interval between T1 and T2. This
suggests that predictions facilitated T2 performance and visibility independently
of (the temporal distribution of) attention. Other work also found no difference in
attentional capture between expected and unexpected stimuli (Meijs, Klaassen,
Bokeria, Van Gaal, & De Lange, 2018). Obviously, these findings are blind to
the underlying sensory and cognitive processes preceding conscious reports and
thus warrant further examination and replication, also because another study
(Meijs et al., 2018) has found that prediction effects were in fact larger during
attentional lapses at short lags compared to long lags, suggesting that attention
and prediction may in fact interact. It is also important to note that in Chapter 3,
T2s were always task relevant, even though attention might have been
temporarily captured by T1. Thus, this complicates a more straightforward
conclusion about the nature of their relationship, given that stimuli were never
actually fully unattended and task irrelevant. Predictions in Chapter 3 related to
stimuli identities, while in Chapter 2 I studied spatial predictions. When a
stimulus feature was predictable based on a prediction cue, one previous study
found additive effects of attention and predictions in V1 with fMRI (Peter Kok,
Jehee, et al., 2012), while interactive effects were found between spatial attention
and predictions in the same region using the same method (Kok, Rahnev, et al.,
2012). The stimulus dimension on which predictions and attention operate could
thus be an additional factor to take into account in future studies examining how
prediction and attention may jointly or independently modulate sensory
processing and (conscious) perception.
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6.8 Conclusions
The central aim of this dissertation was to experimentally examine whether and
to what extent visual information processing leading to perception and conscious
access is shaped by top-down factors, in particular, by attention and prediction.
Far from providing an exhaustive answer to these outstanding overarching
questions, the current dissertation nevertheless provides relevant insights for the
matter. The studies presented in this dissertation indicate that reportable contents
of consciousness, as well as electrophysiological visual information processing
stages preceding conscious access, are significantly impacted by attention and
predictions, however, only after initial afferent activity in human V1. I have also
provided evidence suggesting that conscious perception can be instigated in a topdown manner when bottom-up input is too weak to drive object representations.
I have emphasized that the findings presented in this dissertation highlight the
importance of neural recurrent feedback and the level at which neural feedback
subserves the integration of visual information processing and top-down factors.
Furthermore, I have acknowledged the mounting body of work suggesting that
neural oscillations might hold rich information regarding the effects of top-down
factors on visual information processing. Following those lines of research and
based on novel findings presented in this dissertation, I have proposed a few
potentially fruitful avenues for future research regarding this topic.
While many questions remain open about the specific ways top-down
factors shape visual perception, the fact that they do and to such an extent that we
experience perceptual illusions, see objects completely differently depending on
the context in which they are presented or fail to see something that is readily
available to our eyes, surely suggests that what we see and how we see it is
beyond vision. This central theme explored in this dissertation will hopefully
continue to inspire future work aimed at furthering understanding of the
intricacies of how we visually represent and understand the world surrounding
us.
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Figure S1. Individual subject scalp topographies and ERPs from the cueing task in
Experiment 1. This figure shows for each subject separately, C1 scalp distributions at 80 ms
post-stimulus for stimuli presented in the upper and lower visual field (first two columns) and
P1 scalp topographies at 100 ms for lower visual field stimuli (third column). The C1 peak
channels are marked in black. The fourth and fifth column of the figure show individual ERP
waveforms to attended (A) and unattended (UA) upper and lower stimuli, and predicted (P),
non-predicted (NP) and unpredicted (UP) upper and lower stimuli, respectively.
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Figure S2. Individual subject scalp topographies and ERPs from the cueing task in
Experiment 2. This figure shows for each subject separately, C1 scalp distributions at 80ms
post- stimulus for stimuli presented in the left and right upper visual field (first two columns)
and P1 scalp topographies at 100ms for right upper visual field stimuli (third column). The C1
peak channels are marked in black. The fourth and fifth column of the figure show individual
ERP waveforms to attended (A) and unattended (UA) left and right upper field stimuli, and
predicted (P), non-predicted (NP) and unpredicted (UP) left and right upper field stimuli,
respectively.
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SI Results
The time-course of category representations: Sensory localizer - full results
The 3-way repeated measures ANOVA (factors Latency, Correctness, and
Confidence) on decoding scores using the sensory classifier and the occipitalparietal set of electrodes indicated that decoding was overall better for correct
than for incorrect decisions (F1,39=61.01, p<.001, ηp2=0.61) and for HC versus
LC trials (F1,39=9.93, p=.003, ηp2=0.203). As in the previous set of analyses using
the decision localizer, we found differences in decoding scores across three
diagonal time windows (main effect of Latency: F2,78=25.56, p<.001, ηp2=0.4),
which were modulated by response correctness (Correctness x Latency:
F2,78=33.93, p<.001, ηp2=0.47) and confidence therein (Latency x Confidence:
F2,78=5.27, p=.007, ηp2=0.12). Correctness and confidence in interaction
(F1,39=0.288, p=.59, ηp2=0.007, BFexcl=6.67) and a three-way interaction between
correctness, confidence and latency (F2,78=1.03, p=.36, ηp2=0.03, BFexcl=9.502)
did not affect decoding significantly. We continue to unpack these results by
performing a repeated measures ANOVA separately for correct and incorrect
trials.
For incorrect trials, decoding significantly differed among three diagonal
time-windows (F2,78=5.91, p=.004, ηp2=0.13), but not at as a function of
confidence (Latency x Confidence: F2,78=2.25, p=.11, ηp2=0.06, BFexcl=2.49). The
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main effect of confidence was not very robust overall (F1,39=3.23, p=.08,
ηp2=0.08, BF01=1.86, Fig. 5.3). Next, we performed a set of planned comparisons
examining decoding in each window of interest as a function of confidence. In
the earliest time-window (80-130 ms) decoding was significantly below chance
for both confidence levels (LC: t39=-3.4, p=.002, d=-0.54; HC: t39=-3.91, p<.001,
d=-0.62). We found that decoding was below chance in the following 150-200
ms time-window, however, only for LC trials (LC: t39=-3.04, p=.004, d=-0.48;
HC: t39=-0.11, p=.91, d=-0.02, BF01=5.83). Late decoding stage (350-500 ms)
was not significant for either confidence levels (LC: t 39=0.16, p=.88, d=-0.03,
BF01=5.8; HC: t39=1.27, p=.21, d=0.2, BF01=2.8). Thus, early sensory stages
represented the veridical stimulus category, while category representations of
misreported stimuli could not be decoded at any stage along the diagonal.
For correct trials, decoding scores depended on the decoding latency
(F2,78=48.17, p<.001, ηp2=0.55), confidence (F1,39=11.96, p<.001, ηp2=0.24) and
their interaction (Latency x Confidence: F2,78=7.77, p<.001, ηp2=0.17). Decoding
was significantly above chance for both confidence levels (all p’s <.001, see Fig.
5.3C-F) in all but the late diagonal stage (LC: t39=1.104, p=.28, d=0.18,
BF01=3.33; HC: t39=1.34, p=.19, d=0.21, BF01=2.55). Again, this was
unsurprising, given that a decision was not required in the sensory localizer task.
In line with the previous analyses, only mid-decoding window (150-200 ms) was
significantly modulated by confidence (LC vs. HC: t 39=-5.2, p<.001, d=-0.82, all
other p’s>.23, BF01>2.97). Thus, as expected, these results suggest that early
sensory stages of processing represented the presented stimulus category both on
trials in which the stimulus category was later correctly and incorrectly reported,
while the 350-500 ms late-stages decoding did not contain any categorical
information specific for either the presented or reported stimulus.
Confirming our previous results, during perceptual maintenance stage we
decoded incorrectly reported stimulus category only when participants reported
high confidence in their decision (LC: t39=1.78, p=.08, d=0.28; BF01=1.4; HC:
t39=3.03, p=.004, d=0.48, BF01=0.12, decoding in LC vs. HC: t39=-1.94, p=.06,
d=-0.31, BF01=1.07, Fig. 5.3F). Sensory classifiers were not sensitive to decision
processes (notice the absence of the late decoding stage in Fig. 5.3B), which thus
eliminates the possibility that this effect was due to a decision variable. On correct
trials, during the perceptual maintenance stage, the activity patterns reflected the
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veridical stimulus category, irrespective of reported confidence (decoding in low
vs. high-confidence trials: t39=-0.98, p=.34, d=-0.15, BF01=3.76, Fig. 3.5B).
Note that cluster-based permutation test on each sample of off-diagonal decoding
scores for correct (Fig. 5.3D) and incorrect report trials (Fig. 5.3F) suggested that
early classifiers (150-200 ms) generalized significantly to even earlier latencies
than 350 ms. For instance, as shown on Fig. 5.3F, decoding was significantly
above chance for high-confidence trials already from ~210-300 ms post-stimulus,
starting again at around 370 ms for another 40-50 ms. Early latencies to which
150-200 ms sensory-tuned classifiers generalized, further corroborate the
conclusion that we were indeed observing a perceptual effect.

Figure S1. Trial sequence of the sensory and decision localizer task. (A) Each trial of the
sensory localizer task started with a central red fixation dot for 1200-1400 ms, during which an
infrequent contrast change of the dot could happen (20% of trials). Participants needed to press
the spacebar as soon as they noticed the contrast change. In the same time interval, a house or a
face image was briefly shown on the screen, which needed to be ignored. Images were either
tilted to the right or to the left (task-irrelevant feature) at an 5° or 355° angle. (B) Each trial of
the decision localizer task started with a central red fixation dot after which a forward mask was
shown, followed by an image of a face or a house and a backward mask. Images were either
tilted to the right or to the left (task-irrelevant feature) at an 5° or 355° angle. On every trial,
participants reported whether they perceived a house or a face and indicated their confidence in
this decision.
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Figure S2. Face/house classification based on the decision localizer. (A) GAT matrix for the
decision localizer (occipital-parietal electrodes) and regions of interest (ROI) marked by inset
black boxes (numbers 1-4). (B) Classifiers trained on the decision localizer applied to the main
discrimination task (cross-task validation procedure), revealing a high degree of generalizability
between the two tasks. Classification performance was evaluated at each time point using
cluster-based permutation testing (two-tailed cluster-permutation, alpha p<.05, cluster alpha
p<.05, N permutations=1000).

Figure S3. Face/house classification based on the sensory localizer. (A) GAT matrix for the
decision localizer (occipital-parietal electrodes) and regions of interest (ROI) marked by inset
black boxes (numbers 1-4). (B) Classifiers trained on the decision localizer applied to the main
discrimination task (cross-task validation procedure), revealing a high degree of generalizability
between the two tasks. Classification performance was evaluated at each time point using
cluster-based permutation testing (two-tailed cluster-permutation, alpha p<.05, cluster alpha
p<.05, N permutations=1000).
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Decision localizer: all electrodes
We also examined cross-task decoding as a function of decoding latency (early,
mid, late), decision correctness (correct/incorrect) and confidence (low
confidence (LC): level 1 and 2 versus high confidence (HC): level 3-4) using the
decision localizer and all electrodes (Fig. S4). Testing labels in the main
discrimination task were based on the decision of the subject (being face or
house), not the actually presented stimulus.
The omnibus ANOVA with factors Latency, Confidence and Correctness
indicated that decoding was overall better for correct versus incorrect trials
(F1,39=137.89, p<.001, η2=0.78) as well as for HC versus LC trials (F1,39=18.48,
p<.001, η2=0.32). Decoding differed across the three decoding stages
(F2,78=30.18, p<.001, η2=0.44), but this depended on the trial correctness
(Correctness x Latency: F2,78=38.62, p<.001, η2=0.5) and decision confidence
(Confidence x Latency: F2,78=5.37, p=.007, η2=0.12). The interaction between
correctness and confidence (F1,39=0.094, p=.76, ηp2=0.002, BFexcl=6.39) and a
three-way interaction between correctness, confidence and latency (F 2,78=0.61,
p=.55, ηp2=0.02, BFexcl=10.322) did not affect decoding significantly.
The follow-up repeated measures ANOVA with factors Latency (early,
mid, late) and Confidence (low, high), separately for correct and incorrect trials,
yielded largely similar results to those reported in the main text using the
occipital-parietal electrode set. For correct trials, decoding was better for HC than
for LC trials (F1,39=30.97, p<.001, η2=0.44). Figure S4A shows the GAT matrix
separately for HC (left) and LC (right) correct decisions. Decoding differed
across three diagonal stages (F2,78 =51.25, p<.001, η2=0.57), also in interaction
with confidence (Confidence x Latency : F2,78=6.81, p=.002, η2=0.15). In each
but the earliest processing stage, decoding was modulated by confidence and was
better for HC than LC trials (early stage: t39=-1.83, p=.075, d=-0.29, BF01=1.29;
mid stage t39=-5.38, p<.001, d=-0.85; late stage: t39=-3.27, p=.002, d=-0.52). We
also tested off-diagonal decoding stage reflective of the perceptual maintenance
of category information. There too decoding was better for HC versus LC trials
(t39=-3.22, p=.003, d=-0.51). Decoding on HC and LC trials in all three diagonal
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stages and in the off-diagonal perceptual maintenance stage was significantly
different than chance (all p’s > .001) (Fig. S4 B&C).

Figure S4. Face/house classification based on the decision localizer. GAT matrices for
correct decisions (A) and incorrect decisions (D) in the main discrimination task (all electrodes).
Trials are separated by confidence - high confidence (HC) and low confidence (LC) - in the
decision. (B-F) On- and off diagonal time courses of correct and incorrect decisions, separated
by confidence. Black boxes indicate the time-windows (early, mid, late) used for averaging the
AUC scores. Colored horizontal lines indicate periods of significant decoding with respect to
chance. Perceptual maintenance (plot C and F) is derived by training a classifier on the timewindow 150-200 ms and testing it across the entire time-window. Bar plots show average AUC
values for the time-windows of interest highlighted in panels B-F. Asterisks indicate
significance levels of a one-sample t-test against chance (AUC=0.5) or paired sample t-test when
testing for differences between LC and HC trials (*p<. 0.05, **p<. 0.01, *** p<. 0.001, ns: not
significant). Classification performance was evaluated at each time point using cluster-based
permutation testing (two-tailed cluster-permutation, alpha p<.05, cluster alpha p<.05, N
permutations=1000).

On incorrect trials, decoding was modulated by confidence (F 1,39=5.79, p=.021,
η2=0.13), latency of the diagonal decoding stage (F2,78=10.81, p<.001, η2=0.22),
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but not their interaction (Latency x Confidence: F2,78=2.27, p=.11, η2=0.06,
BFexcl=2.21). Decoding on HC and LC trials in the earliest 80-130 ms window
did not differ significantly (t39=-0.19, p=0.854, d=-0.03, BF01=5.77), but it was in
both cases significantly below chance (LC: t39=-5.34, p<.001, d=-0.85, HC: t39=2.28, p=.028, d=-0.36). This suggested that the earliest stage of visual information
processing represented the veridical stimulus category, irrespective of
confidence. Decoding was also significantly below chance for incorrect trials in
150-200 ms time-window when participants expressed low confidence in their
decision (t39=-6.39, p<.001, d=-1.01), but not when they were highly confident
(t39=-0.604, p=.55, d=-0.1, BF01=4.49; HC vs. LC: t39=-2.77, p=.009, d=-0.44)
(Fig. S4E). In the later 350-500 ms window, we found the opposite decoding
pattern. Above chance decoding was observed only for HC trials (LC: t 39=-1.44,
p=.16, d=-0.23, BF01=2.27; HC: t39=2.07, p=.045, d=0.33, which also
significantly differed from LC trials (t39=-2.72, p=.01, d=-0.43).
Decoding was significantly above chance in the late off-diagonal
perceptual maintenance stage, however, also only for high-confidence trials (LC:
t39=1.06, p=.296, d=0.17, BF01=3.48; HC: t39=2.36, p=.024, d=0.37), but the
difference between confidence levels was only marginally significant (t 39=-1.87,
p=.07, d=-0.3, BF01=1.2). These findings suggest that when participants
misreported a stimulus category, neural activity patterns reflected the veridical
stimulus category during early and mid latencies, however, only on LC trials in
the mid-stage (150-200 ms), thus when participants were uncertain in their
decisions. Later in time (350-500 ms) and only when participants were confident
in their decision, mental representations reflect the misreported stimulus
category. These results are thus consistent with the results presented in the main
text.
Sensory localizer: all electrodes
Using all electrodes, decoding was also examined as a function of decoding
latency (early, mid, late), decision correctness (correct/incorrect) and confidence
(low confidence (LC): level 1 and 2 versus high confidence (HC): level 3-4) based
on the sensory localizer task (Fig. S5). Testing labels in the main discrimination
task were again based on the decision subjects made (being face or house), not
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the actually presented stimulus. Overall, the results are consistent with the results
presented in the main text, obtained on the occipital-parietal electrode set.

Figure S5. Face/house classification based on the sensory localizer. Classifiers trained on the
sensory localizer applied to the main discrimination task (cross-task validation procedure, all
electrodes). (A-D) On- and off diagonal time courses of correct and incorrect decisions,
separated by confidence. Black boxes indicate the time-windows (early, mid, late) used for
averaging the AUC scores. Colored horizontal lines indicate periods of significant decoding
with respect to chance. Perceptual maintenance (plot B and D) is derived by training a classifier
on the time-window 150-200 ms and testing it across the entire time-window. Bar plots show
average AUC values for the time-windows of interest highlighted in panels A-D. Asterisks
indicate significance levels of a one-sample t-test against chance (AUC=0.5) or paired sample
t-test when testing for differences between LC and HC trials (*p<. 0.05, **p<. 0.01, *** p<.
0.001, ns: not significant). Classification performance was evaluated at each time point using
cluster-based permutation testing (two-tailed cluster-permutation, alpha p<.05, cluster alpha
p<.05, N permutations=1000).

The omnibus ANOVA indicated that decoding was overall better for correct
versus incorrect trials (F1,39=53.48, p<.001, η2=0.58). Decoding was also overall
better for HC versus LC trials (F1,39=8.75, p=.005, η2=0.183). Decoding also
differed depending on the decoding latency (F2,78=21.51, p<.001, η2=0.36).
Consistent with previous analyses, correctness and confidence interacted with
decoding latencies (Correctness x Latency: F2,78=30.49, p<.001, η2=0.44;
Confidence x Latency: F2,78=5.07, p=.009, η2=0.12). The interaction between
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correctness and confidence (F1,39=0.13, p=.73, ηp2=0.003, BFexcl=6.14) and the
three-way interaction between correctness, confidence and latency (F2,78=0.17,
p=.85, ηp2=0.004, BFexcl=12.89) did not significantly affect decoding.
On correct trials, decoding was significantly higher for HC versus LC trials
(F1,39=14.02, p<.001, η2=0.26), and confidence further modulated differences in
decoding across diagonal decoding stages (main effect of Latency: F 2,78 =48.65,
p<.001, η2=0.55; Confidence x Latency: F2,78=8.65, p<.001, η2=0.18). In the
early and mid-stage, decoding was significantly above chance for both
confidence levels (all p’s <.001, see Fig. S5A). The late-late stage decoding for
both confidence levels was also different than chance, but it was not as robust
(LC: t39=2.3, p=.03, d=0.36; HC: t39=2.28, p=.03, d=0.36). During the perceptual
maintenance stage, the activity patterns as well reflected the veridical/reported
stimulus category (both p’s <.001), irrespective of the level of confidence (LC vs.
HC: t39=-0.98, p=.34, d=-0.15, BF01=3.76, Fig. S5B).
On incorrect trials, decoding did not differ significantly between HC and
LC trials (F1,39=2.01, p=.165, η2=0.05, BF01=2.07) and also not across diagonal
decoding stages (F2,78 =0.96, p=.39, η2=0.024, BF01=7.94). Confidence in
interaction with decoding latency also did not modulate decoding performance
(Confidence x Latency: F2,78=1.28, p=.28, η2=0.03, BFexcl=5.88). The planned
comparisons per confidence level across diagonal decoding stages revealed that
the veridical stimulus category on incorrect trials could be decoded only on low
confidence trials in the early (LC: t39=-4.46, p<.001, d=-0.71; HC: t39=-1.5, p=.14,
d=-0.24; LC vs. HC: t39=-0.56, p=.58, d=-0.09) and mid-stage (LC: t39=-3.94,
p<.001, d=-0.62; HC: t39=-0.32, p=.75, d=-0.05; LC vs. HC: t39=-2.18, p=.04, d=0.35). Late-stage decoding was not different than chance on LC (t39=-1.23, p=.23,
d=-0.19) and HC (t39=-0.24, p=.81, d=-0.04; LC vs. HC: t39=-0.28, p=.78, d=0.045) trials. However, importantly, during the perceptual maintenance stage we
could decode the incorrectly reported stimulus category when participants
reported high confidence in their decision (LC: t39=0.26, p=.79, d=0.04;
BF01=5.67; HC: t39=2.64, p=.01, d=0.42; LC vs. HC: t39=-2.35, p=.02, d=-0.37,
Fig. S5D).
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Figure S6. Tilt (right/left) classification based on decision localizer. (A) GAT matrix of the
decision localizer data for arbitrating left/right tilted stimuli (irrespective of face/house category)
(all electrodes). Black on-diagonal inset indicates the time-window used for averaging AUC
decoding scores (30-130 ms). Below is the covariance/class separability map for the timewindow shown in inset 1, indicating the underlying data contributing to the classification
performance. Highlighted channels significantly contributed to the classification performance
after cluster-based permutation testing over channels (corrected for multiple comparisons). Ondiagonal time courses for correct (B) and incorrect (C) decisions separated by confidence.
Colored horizontal lines indicate periods of significant decoding with respect to chance. Bar
plots show average AUC values for the time-windows of interest highlighted in panels B & C.
Asterisks indicate significance levels of a one-sample t-test against chance (AUC=0.5) or paired
sample t-test when testing for differences between LC and HC trials (*p<. 0.05, **p<. 0.01, ***
p<. 0.001, ns: not significant). Classification performance was evaluated at each time point using
cluster-based permutation testing (two-tailed cluster-permutation, alpha p<.05, cluster alpha
p<.05, N permutations=1000).

Stimulus orientation decoding: all electrodes
Figure S6. shows stimulus orientation (right versus left) decoding in the decision
localizer task (Fig. 5.2A), following 10-fold validation scheme. Next, panels B &
C of the same figure show orientation decoding following the cross-task decoding
scheme, for which decision classifiers were applied separately to correct (Fig.
S6B) and incorrect (Fig. S6C) trials of the main discrimination tasks, trials as a
function of confidence. On correct trials, stimulus orientation could be decoded
significantly above chance for both confidence levels (LC: t39=6.55, p<.001,
d=1.04; HC: t39=7.2, p<.001, d=1.14; t39=-0.63, p=.54, d=-0.1, BF01=4.88).
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Orientation decoding was significantly above chance also on incorrect trials (LC:
t39=6.18, p<.001, d=0.98; HC: t39=2.27, p=.03, d=0.36; t39=1.16, p=.26, d=0.18,
BF01=3.16). However, orientation decoding was not modulated by response
correctness (F1,39=6.16e-5, p=.99, ηp2=0.00, BF01=5.97), confidence (F1,39=0.81,
p=.38, ηp2=0.004, BF01=4.05) or their interaction (F1,39=1.49, p=.23, ηp2=0.011,
BFexcl=1.91).
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Nederlandse samenvatting
(Summary in Dutch)
ZIEN VOORBIJ ZICHT: Hoe aandacht en voorspellingen een bewuste visuele
waarneming vormen
Ondanks de schat aan kennis die de afgelopen decennia is vergaard over de
biologie en de functie van het visuele systeem, is er nog relatief veel onbekend
over hoe daadwerkelijk zien voortkomt uit de interactie tussen de werking van
het visuele systeem en cognitie en in welk stadium van informatieverwerking
deze interactie plaatsvindt. Opvattingen over hoe perceptie ('zien') en zicht
samenhangen variëren zelfs van de positie dat perceptie enkel voortkomt uit de
steeds complexere binding van sensorische kenmerken op verschillende niveaus
van de visuele hiërarchie als gevolg van zogenaamde bottom-up
informatieverwerking, tot het idee dat zogenaamde top-down invloeden deze
bottom-up informatieverwerking kunnen moduleren, tot de notie dat perceptie
een actief top-down proces is, waarin hypothesen op basis van voorkennis worden
getest tegen inkomende informatie in zelfs de laagste niveaus van de visuele
hiërarchie. Deze laatste opvatting, volgens welke perceptie wordt afgeleid op
basis van top-down gegenereerde voorspellingen, is niet nieuw. Het dateert uit
het 19e-eeuwse werk van Hermann von Helmholtz, werd in de jaren vijftig
gepopulariseerd door Jerome Bruner (1957; de 'New Look in Perception') en is
meer recentelijk beschreven in voorspellende verwerkingstheorieën over
perceptie (Friston, 2009; Hohwy, 2013; Rao & Ballard, 1999; Summerfield & De
Lange, 2014). Het algemene idee, wat stelt dat perceptie ontstaat als gevolg van
perceptuele inferenties op basis van voorspellingen, heeft substantieel invloed
gehad op de manier waarop we tegenwoordig denken over visuele perceptie.

Deze theorieën, samen met theorieën over aandacht (Olivers & Meeter, 2008) en,
meer in het algemeen, theoretische modellen van de verwerkingsarchitectuur die
de informatiestroom door het sensorische (visuele) en cognitieve systeem dat
aanleiding geeft tot bewuste waarneming mogelijk maken (Chun & Potter, 1995;
Dehaene et al., 2014a), hebben de onderzoekslijn geïnspireerd die ik in dit
proefschrift heb nagestreefd. In de studies die in dit proefschrift worden
gepresenteerd, heb ik geprobeerd het centrale idee te onderzoeken dat bewuste
waarneming wordt gevormd door het vermogen om selectief aandacht te besteden
aan relevante aspecten van onze omgeving en door verwachtingen op basis van
regelmatigheden in onze visuele omgeving.
Ik heb specifiek vier openstaande onderzoeksvragen onderzocht die ten
grondslag liggen aan het centrale voorstel van dit proefschrift. Ten eerste heb ik,
in Hoofdstuk 2, onderzocht of ruimtelijke aandacht en voorspellingen de
allereerste fase van corticale visuele informatieverwerking, die wordt gekenmerkt
door vooruitschrijdende neurale activatie als gevolg van sensorische stimulatie,
kunnen moduleren. Deze studie richtte zich dus op de vraag wanneer perceptie
op zijn vroegst beïnvloed kan worden door top-down factoren. In paragraaf 6.2
bespreek ik deze bevindingen en hun implicaties in detail.
In Hoofdstuk 3 presenteerde ik de resultaten van een studie die onderzocht
of voorspellingen het vermogen om bewust toegang te krijgen tot visuele
informatie kunnen moduleren en of voorspellingen van invloed kunnen zijn op
hoe deze informatie wordt ervaren. Deze studie richtte zich dus op de belangrijke
vraag of onze subjectieve bewuste ervaring wordt gevormd door top-down
factoren. Verder heb ik onderzocht of bewuste toegang tot voorspellingen nodig
is om deze effecten te laten optreden. In paragraaf 6.3 bespreek ik de bevindingen
van deze studie en koppel ik ze zowel aan huidige recurrente
verwerkingstheorieën van bewustzijn als voorspellende verwerkings-modellen
van perceptie.
In Hoofdstuk 4 heb ik geprobeerd om meer kennis te vergaren over hoe
selectie van snel opeenvolgende visuele input, door middel van tijdsgebonden
aandacht, toegang tot bewuste informatie kan verschaffen. Gemotiveerd door een
propositie die stelt dat mentale representaties van meerdere stimuli in dergelijke
omstandigheden op elkaar inwerken en in feite bepalen wat er vanuit het
bewustzijn kan worden gerapporteerd, onderzocht ik de effecten van selectie via
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aandachtsprocessen op de representatieve inhoud van neurale activiteit in relatie
tot toegang tot bewuste informatie. In paragraaf 6.4 bespreek ik mogelijke
interpretaties van deze resultaten en geef ik aanwijzingen voor toekomstig
onderzoek.
Ten slotte wilde ik een beter begrip krijgen van processen die verband
houden met perceptuele beslissingen en hoe correcte versus incorrect perceptuele
beslissingen zich verhouden tot vroege sensorische en latere
besluitvormingsprocessen. In de studie die in hoofdstuk 5 wordt gepresenteerd,
heb ik me vooral gericht op het onderzoeken van neurale processen onderliggend
aan de perceptuele rapporten van deelnemers over het zien van iets dat eigenlijk
nooit aan hun ogen werd gepresenteerd (d.w.z. incorrecte perceptuele
beslissingen). Door deze benadering te volgen, was het mogelijk om te
onderzoeken of deze onjuiste verslagen gepaard gingen met neurale kenmerken
van illusoire perceptie, wat suggereert dat perceptie kan worden geïnstantieerd
door enkel top-down factoren. De resultaten van deze studie hebben belangrijke
implicaties voor recurrente verwerkingstheorieën van bewustzijn, die ik in meer
detail bespreek in paragraaf 6.5 en 6.6.1.
Samen onderschrijven de vier studies die in dit proefschrift worden
gepresenteerd de belangrijke rol van top-down aandacht en voorspellingen bij het
vormgeven van visuele waarneming. Deze onderzoeken bieden nieuwe
informatie over wanneer en hoe perceptie wordt gemoduleerd en geïnitieerd op
een top-down manier, door de verwachtingen over onze sensorische omgeving en
wat op een bepaald moment relevant voor ons is. Een belangrijk onderdeel van
het empirische werk dat in dit proefschrift wordt gepresenteerd, is het gebruik
van EEG- en machine learning-technieken om de complexiteit van in de tijd
variërende neurale gegevens die op meerdere EEG-kanalen zijn geregistreerd te
vatten. Multivariate patroonanalyse (MVPA) en analyses over de generaliteit van
patronen over tijd (generalization across time, GAT) van neurale data, samen met
gebeurtenis gerelateerde potentialen (event-related potentials, ERP) en
tijdfrequentie-analyses, stelde me in staat om de invloed van deze top-down
factoren op mentale representaties tijdens verschillende elektrofysiologische
verwerkingsstadia van visuele informatie die tot perceptie leiden. Deze
benadering, die het mogelijk maakt om stimulus- of conditie-specifieke
representaties in de tijd te volgen en om te onderzoeken hoe top-downfactoren

247

die representaties beïnvloeden, gaf inzicht in de inhoud van perceptie. Als
zodanig bevorderen de bevindingen die in dit proefschrift worden gepresenteerd
ons begrip van de ingewikkelde neurale verwerkingsarchitectuur die ons
vermogen ondersteunt om een kleine selectie van alle informatie die beschikbaar
is voor onze zintuigen bewust te vertegenwoordigen en toegang toe te
verschaffen. We leiden ons dagelijks leven grotendeels onwetend over het
opmerkelijke vermogen van ons brein om bewuste perceptie en gedachten te
produceren en zijn ons wellicht alleen bewust van het bestaan ervan wanneer het
doel hiervan niet wordt gediend (bijv. het ervaren van perceptuele illusies die
indruisen tegen wat we rationeel zouden verwachten; onvermogen om iets te zien
wat recht voor onze ogen verschijnt). Dit proefschrift zet dit vermogen in de
schijnwerpers en benadrukt dat wat we zien en ervaren grotendeels wordt
beïnvloed door wat we prioriteren en verwachten in de wereld om ons heen.
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