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Mechanistic study of the
Watson-Crick-Franklin to
Hoogsteen transition in
A6-DNA
In the past decades, great progress has been made in the development of enhanced
sampling methods, aimed at overcoming the time-scale limitations of molecular dynamics (MD) simulations. Many sampling schemes rely on adding an external bias
to favor the sampling of transitions and to estimate the underlying free-energy landscape. Nevertheless, sampling complex biomolecular processes—which require many
transition descriptors, i.e. collective variables (CVs), to be biased—remains often
prohibitively computationally expensive. To overcome this challenge, sampling can
be performed on the one-dimensional progress along an adaptive path connecting
two known states, rather than on the full high-dimensional CV-space. Here, we
apply such an adaptive path-CV in combination with various enhanced sampling
methods—steered MD, metadynamics, umbrella sampling, transition path sampling
and constrained MD—to study a biologically relevant process: the Watson-CrickFranklin to Hoogsteen base-pairing transition in double-stranded DNA. Step by
step, we show how to eﬀiciently extract mechanistic details of two types of transition pathways—with and without base flipping—and calculate free-energy profiles
consistent with previous literature.

Based on: A. Pérez de Alba Ortíz, J. Vreede, and B. Ensing. The Adaptive Path Collective
Variable: A Versatile Biasing Approach to Compute the Average Transition Path and Free Energy
of Molecular Transitions. In: Bonomi M., Camilloni C. (eds) Biomolecular Simulations. Methods
in Molecular Biology, vol. 2022, pp. 255-290. Humana, New York, NY, (2019).
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6.1. Introduction
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Enhanced sampling methods have expanded the accessible time-scale of molecular
dynamics (MD) simulations, and, with that, our understanding of complex biomolecular phenomena. Molecular processes that are very slow or infrequent with respect
to the molecular vibrations and thermal motions, such as most chemical reactions,
conformational changes and nucleation events—all characterized by a transition over
a free-energy barrier—can now, in principle, be tackled by a wide range of enhanced
sampling techniques. Popular approaches include: adding an external bias to the
system, e.g., using metadynamics [1–3], steered MD [4, 5], umbrella sampling (US)
[6], the adaptive biasing force method [7], etc. [8–14]; increasing the temperature,
e.g., by parallel tempering [15, 16], multi-canonical sampling [17], the temperature
accelerated method [18], etc. [19–21]; or finding transition pathways, e.g., through
transition path sampling (TPS) [22, 23], the string method [24–27], nudged elastic
band (NEB) [28], and so forth [29–34], and combinations of these [35, 36]. Many
of these techniques, and in particular those applying an external bias, allow for
estimating the Landau free energy of the process, from which transition rates and
equilibrium constants can be computed. The key challenge in these schemes is choosing an adequate, and preferably small, set of collective variables (CVs), which are
the key order parameters that describe the transition. For relatively simple transitions, a few well-chosen CVs can be used to steer the process of interest without
problems of hysteresis or degeneracy. However, many interesting biomolecular transitions involve concerted displacements of many groups of atoms, requiring large sets
of CVs for the description of the process. This gives rise to high-dimensional freeenergy landscapes that are very cumbersome to sample and converge. Sometimes,
the problem can still be handled by sheer computational power, or by combining in
a smart manner several CVs into fewer, more complex, ones. But generally, sampling high-dimensional free-energy landscapes poses a notoriously diﬀicult problem
in computational studies of biomolecular processes.
A promising route to tackle the problem of sampling high-dimensional CVspaces, is to map the CV-space onto a so-called path-CV [26, 33, 34, 37–41], a
parametrized curve in the CV-space that describes the transition between the reactant and the product states. By performing the sampling along this path—for
example, with the path-metadynamics (PMD) method [37, 41]—the dimensionality
problem is circumvented. The challenge now consists in optimizing the path-CV in
the space spanned by the original set of descriptive CVs, such that it “falls” into the
channel corresponding to the average transition path. Optimizing a parametrized
curve as a string of nodes to locate the minimum free-energy path (MFEP) can
be done by computing and following the gradients of the nodes in the perpendicular direction to the path [26, 33]. However, a further speed-up can be realized by
optimizing via the average sampled density of the CVs, which—under reasonable
assumptions—leads to the average transition flux density [37, 41]. Irregularities on
the free-energy landscape, such as ill-defined or multiple transition channels, can
be managed by restricting the sampling to the neighborhood of the path and by
tuning the path flexibility. More details about our adaptive path-CV methodology
are provided in Chapter 2.
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Figure 6.1: A: Double-stranded A6 -DNA; B: WCF A16⋅T9 base pair; C: HG A16⋅T9 base pair
after the 180° rotation of the adenine; D: Base flipping of the adenine in the A16⋅T9 base pair.

Here, we present a step-by-step application of path-CV enhanced sampling to
study the transition between Watson-Crick-Franklin (WCF) [42, 43] and Hoogsteen
(HG) [44] base pairs in double-stranded DNA. HG base pairs form via a 180° rotation
of the purine base around the glycosidic bond from an anti to sin conformation with
respect to WCF [45–48] (Fig. 6.1). This conformational change has raised attention
after discovering that DNA presents a dynamical equilibrium between the two basepairings, and that the alternative HG conformation can be involved in biological
functionalities related to recognition, replication, damage induction and repair [45–
48].
Experimental [45, 47] and computational [45, 49] studies have been carried out
to elucidate the mechanistic pathways, the free-energy differences and the barriers
between the WCF and HG base pairs. Previous simulations have focused, among
others, on the transition of the A16⋅T9 base pair of A6 -DNA, which we will also
do in this chapter. In these studies, the transition was described by two CVs: the
glycosidic torsion, 𝜒, and the base opening angle, 𝜃. These two CVs can in principle
distinguish between two suggested transition mechanisms involving the base rotation
(Fig. 6.1C) and base flipping outside of the double helix (Fig. 6.1D). In these previous
investigations, the pathways and free-energy profiles were determined by conjugate
peak refinement (CPR), connecting the two stable conformers on the adiabatic freeenergy surface [45], and by US simulations, restrained to specific points on the
(𝜒, 𝜃)-plane followed by an a posteriori search for possible pathways on the freeenergy surface [49]. Six different transition pathways have been identified, as one
can distinguish two directions for the rotation around the glycosidic bond (clockwise
and counter-clockwise) and three kinds of base flipping (opening to the DNA major
groove, opening to the minor groove, or without base opening). We refer to the
mechanisms without and with base flipping as “inside” and “outside”, respectively.
Inside pathways were reported as favorable in the CPR [45] and US studies [49],
while our recent TPS work pointed to a preferred outside path [50]. This difference
can be due to the lack of explicit solvent in the CPR runs, and to the different force
field or restrained neighboring base pairs in the US initialization.
In the following, we describe the application of the adaptive path-CV introduced
in Chapter 2 to study the WCF-to-HG transition in A6 -DNA. The path-CV allows
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us to include a larger set of CVs to enhance the sampling, giving a more detailed
picture of the process, including changes in hydrogen-bonding, constriction of the
base-pair distance, and reorganization of neighboring base pairs. The path-CV also
enables the eﬀicient use of various enhanced sampling methods. First, we test the
ability of the CVs to drive a transition by means of path-steered MD. Then, we
explore the conformational landscape and converge an inside pathway via multiplewalker PMD. To converge an outside pathway, we use TPS trajectory data [50] to
perform an a posteriori path optimization. The free-energy along the inside and
outside paths is obtained via US and WHAM [51]. Finally, to test the effect of the
number of CVs, we calculate new free-energy profiles with constrained MD [8, 9]
along the same paths with a reduced number of CVs.

6.2. Simulation protocol
6.2.1. System preparation

6

The setup of the aqueous double-stranded DNA system for classical MD simulation is based on [50]. In brief, an ideal B-DNA duplex structure is created with
the make-na webtool [52]. The nucleotide sequence 5’-CGATTTTTTGGC-3’—and
its complementary strand—are reproduced from [45]. Using GROMACS [53], the
chain is placed in a periodic dodecahedron box and solvated in 6691 TIP3P water molecules [54] with 28 Na+ and 6 Cl− ions (25 mM NaCl), resulting in a
charge-neutral system of 20868 atoms. The AMBER03 force field [55] is used to
describe atomic interactions. Non-bonded interactions are treated with a cut-off
at 0.8 nm and long-range electrostatics are handled by the particle mesh Ewald
method [56, 57]. Energy minimization is performed by conjugate gradient (with a
threshold of 100 N), and followed by a 1 ns position restrained run (with a force
constant of 1000 kJ/(mol nm2 ) for DNA heavy atoms). Equilibration is performed
in nine, 200 ns long, MD runs starting with different random Maxwell-Boltzmann
distributed velocities and using a time step of 2 fs, the v-rescale thermostat [58] at
300 K and the Parrinello-Rahman barostat [59] at 1 bar. These equilibrations are
used to obtain an initial metadynamics-biased transition to initialize the TPS algorithm. For our path-CV simulations, two 100 ns re-equilibrations, one in WCF and
one in HG, are performed after changing the force field to AMBER99-BSC1 [60],
with contains special parameters for DNA. The same setup is employed for production runs. All simulations are carried out using GROMACS version 5.1.4 [53]
compiled with PLUMED version 2.1.3 [61] with the added PMD code available on
http://www.acmm.nl/ensing/software/PathCV.cpp. PLUMED input files and
scripts can be found in the publication upon which this chapter is based [62].

6.2.2. Collective variables
Determining a good set of CVs to describe the slow dynamics of a system is a
highly non-trivial problem. For a long time, chemical intuition was the main way
to identify geometric order parameters to describe a molecular transition. Today,
state-of-the-art efforts in automating the discovery of CVs include: the spectral
gap optimization of order parameters (SGOOP) [63], the time-lagged independent
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component analysis (tICA) [64, 65], and the harmonic linear discriminant analysis
(HLDA) [66]. Regardless of the method for choosing CVs, one big advantage of the
path approach is that it enables to use a large set of CVs (i.e., more than the usual
two or three). We may even have some redundancy or include some irrelevant CVs,
without running immediately into problems. Here, we constructed the set of CVs
after a careful analysis of available TPS trajectories of the transition and using a
trial-and-error approach at the hand of test runs with path-steered MD and PMD.
Key aspects aimed for in the test run included: (1) structural consistency of the
stable states and (2) of the overall DNA double helix, (3) consistent capture of the
transition mechanism, and (4) minimizing hysteresis effects in the path finding and
free-energy estimation. The set contains the following seven CVs (See Fig. 6.2 for a
graphical illustration):
• 𝑑WCF : The distance of the characteristic WCF hydrogen bond between A16
(N1) and T9 (N3).
• 𝑑HG : The distance of the characteristic HG hydrogen bond between A16 (N7)
and T9 (N3).
• 𝑑HB : The distance of the conserved hydrogen bond, present both in WCF and
in HG, between A16 (N6) and T9 (O4).
• 𝑑CC : The distance between A16 (C1’) and T9 (C1’).
• 𝑑NB : The distance between the centers of mass P1’ and P2’.
• 𝜒′ : The torsion around the glycosidic bond defined by the pseudo-dihedral
angle formed by the axis A16 (C1’-N9) and the vectors P2-P1 and P5-P6.
This is a correction to the original 𝜒 introduced in [45].
• 𝜃: The base flipping torsion defined by the pseudo-dihedral angle (P1+P2)P3-P4-P5 as introduced in [67].
The first two CVs—𝑑WCF and 𝑑HG —discriminate the hydrogen-bond forming
and breaking that distinguishes each of the stable states. On the other hand, 𝑑HB
and 𝑑CC ensure the alignment and complete forming of both types of base pairs. By
including these CVs in the path definition we make sure that the base pairs are wellformed when running the biased dynamics, preventing stacking and dislocations.
During the transition without base flipping, 𝑑NB represents a slight displacement
of the neighboring base pairs, which provides the required space for the rotation
of the base. The last two CVs, 𝜒′ and 𝜃, which are based on previous works [45,
49, 67], describe the rotation of the purine base, A16, and its flipping out the helix
respectively.
It should be noted that our definition of the glycosidic torsion, 𝜒′ , involves the
centers of mass of the neighboring base pairs, while the original 𝜒 used in previous
free-energy calculations involved only the immediate sugar atoms [45, 49]. This
alteration was introduced after the observation of sugar and backbone perturbations
when running biased dynamics. Such deformations prevent an exact measurement
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Figure 6.2: A: A16⋅T9 WCF base pair with graphical representations of the CVs: 𝑑WCF , 𝑑HB and
𝑑CC ; B: A16⋅T9 HG base pair with graphical representations of the CVs: 𝑑HG , 𝑑HB and 𝑑CC ; C:
A16⋅T9 base pair and its two neighboring base pairs with graphical representations of the centers
of mass involved in the calculation of CVs: 𝑑NB , 𝜒′ and 𝜃.
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of the base rotation, as the atoms used as reference also rotate. The extra flexibility
that we observe in DNA can be a consequence of the chosen force field, or of the
fact that the sampling is done by evolving dynamics, instead of minimization steps
[45] or restrained windows [49].
Our final remark on this CV set concerns the non-periodic nature of the path-CV.
The WCF-to-HG transition can occur either with a clockwise or counter-clockwise
rotation around the glycosidic torsion, 𝜒′ . However, the current formulation of the
path can only capture one direction, as it does not capture a periodic crossing from 𝜋
to −𝜋. This implies that a particular definition for 𝜒′ , is also bound to a specific kind
of rotation. In this chapter, we focus on the rotation which crosses the zero radian
line in our definition of 𝜒′ (with the 6-ring of A16 pointing in the 3’ direction of
DNA, toward A17), as it corresponds to the MFEP reported in [45], and the second
MFEP in [49]. We refer to this rotation as clockwise1 . We do not contemplate this
issue for 𝜃, which would correspond to the base opening to the DNA major groove
and coming back in the minor groove. In our definition, negative values of 𝜃 imply
base flipping to the major groove, while positive values do so to the minor groove.
In Appendix 6.A, we evaluate a reduced set of CVs for the WCF-to-HG transition. This reduced set contains only 𝜒′ and 𝜃, which were confirmed as the most
relevant CVs in our subsequent work using genetic algorithms and neural networks
[68]. Our framework uses CVs as inputs for a neural network to reconstruct the
DNA’s atomic coordinates during trajectories at stable and intermediate states.
The best input CVs are selected by a genetic algorithm and ranked based on a sensitivity analysis. According to this metric, 𝜒′ and 𝜃 are the most important CVs to
accurately predict the conformation of the DNA system. In Appendix 6.A, we also
discuss the implications of this reduction of the number of CVs for the calculated
free-energy profiles.

6.3. Results and discussion
6.3.1. Stable-state structures
Before we can embark on introducing and optimizing a transition path in CVspace, we need to define the two stable states. To this end, we perform two 100 ns
equilibration simulations of the WCF and HG states with the AMBER99-BSC1
force field. The resulting trajectories are stored for analysis using the PLUMED
driver. The PLUMED driver is the stand-alone feature of the PLUMED package,
which does not require linking to an MD code to operate on configurations generated
during a simulation, but rather operates on configurations from an input trajectory.
This tool allows us to compute and print CVs from a pre-existent trajectory (.xtc
file). The inclusion of a protein data bank (PDB) file [69] is required to provide
atomic masses to the PLUMED driver.
Table 6.1 shows the average values for the CVs in the stable states, which will
subsequently be used in the following sections for the location of the two fixed, initial
1 The

current numerical implementation of the path-CV does not support periodic crossings. This
implies that periodic CVs must always be handled in a specific direction. Alternatively, one can
map the periodic CV to its sine and cosine, and include those two in the path-CV. In this way,
the periodic movement can be represented by a curve in the given 2D space.

6

124

Mechanistic study of the WCF-to-HG base-pairing transition in A6 -DNA

and final, nodes of the path. The path progress parameter, 𝑠, is equal to 0 in the
WCF state, and equal to 1 in the HG state.
Table 6.1: Average values of the seven CVs in the stable WCF and HG states.

bp / CV
WCF
HG

𝑑WCF (Å)
2.9
5.9

𝑑HG (Å)
6.4
3.0

𝑑HB (Å)
3.0
3.0

𝑑CC (Å)
10.6
9.0

𝜒′ (rad)
1.5
-1.7

𝑑NB (Å)
7.9
7.8

𝜃 (rad)
-0.1
0.0

6.3.2. Path-steered molecular dynamics
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We employ path-steered MD simulations [4, 5] to perform a first assessment of the
CVs. The goal is to validate whether the CV set provides an accurate enough
descriptor to drive the transition and successfully arrive at each of the stable states.
From this relatively fast analysis one can gain already an approximate idea of the
shape of the path curve, the features of the immediate landscape, the number of
required nodes, and the free-energy difference between states.
We start a simulation in the WCF state and define an initial straight path (that
is, a linear interpolation in the CV-space between the fixed nodes defining the stable
states) to the HG state, containing 50 nodes. No trailing nodes are necessary at
this stage, as we do not pull the system beyond the stable states. We apply a
harmonic restraint on the path, with a force constant of 2000 kcal/mol per squared
normalized path unit. During a simulation of 1 ns, we gradually, and with a constant
velocity, move the center of the restraint from 𝑠 = 0 to 𝑠 = 1 . Thus steering the
system toward the final HG state. We also include a tube potential with a force
constant of 50 kcal/mol per squared path unit, to keep the system close to the path.
Simultaneously, we update the path nodes every 0.2 ps, so that the system can find
its way toward the transition valley. A short half-life (0.2 ps) increases the path
flexibility; a convenient choice when starting from an uninformed first guess.
Steering along the path successfully achieves the WCF-to-HG transition, as seen

2
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0
1
χ’ (rad)

2

2

4

6 8 10 12
dWCF (Å)

Figure 6.3: Left: time evolution of the path progress parameter, 𝑠, (grey) and of the target
restraint value (purple) during the path-steered MD simulation; Center: sampled configurations
projected onto the torsion angle CVs, 𝜒′ and 𝜃 (grey); Right: sampled configurations projected
onto the distance CVs, 𝑑WCF and 𝑑HG (grey). The stable states are indicated by crosses.
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in Fig. 6.3, left. The initial, intermediate and final structures show a conserved
double helix and the base pairs are properly hydrogen-bonded and aligned. From
the two selected projections of the 7-dimensional CV-space (Fig. 6.3, center and
right), characteristic features of the path can be observed. In particular, we observe
the sampling of the major groove base flipping from the WCF state, seen as a
negative value of 𝜃 and an increase of both 𝑑WCF and 𝑑HG . In the path-steered
MD simulation, the base is driven to flip before completing a rotation without much
base opening. We also note that the number of nodes appears adequate for the
transition, as the path can capture the curvature as dictated by the mechanism,
and does not loop or overlap.
The average path obtained after this short steered MD run, sampling only one
crossing between the stable states, is still far from a converged result. However,
by iteratively repeating this procedure, feeding the last path optimization of each
iteration as the initial guess of the next, an optimal path can be converged. Furthermore, by applying the Jarzynski method [5] a free-energy difference can be
calculated after collecting enough statistics. However, in this chapter we will not
follow this route and instead continue with the application of the path-CV with
other sampling schemes.

6.3.3. Path-metadynamics
After the path-steered MD simulation, we set out for an exploratory PMD run.
We use the multiple-walker approach, using 16 walkers—eight starting in the WCF
state and eight in the HG state, each with different random Maxwell-Boltzmann distributed velocities—all probing and updating the same path and biasing potential.
Gaussians with a height of 0.05 kcal/mol and a width of 0.05 normalized path units
are deposited every 0.5 ps. Since the range of the biased variable is known a priori,
it is easy and computation-eﬀicient to use a grid to store the potential. For the initial guess path, we take the same linear interpolation as used before in the steered
MD case, but now adding 20 trailing nodes at the beginning and at the end of the
original 50 transition nodes. The path update has a half-life of 1 ps and is performed
every 0.5 ps. No tube potential is set, so that the CV-space perpendicular to the
path is sampled freely. Harmonic walls with force constants of 1000 kcal/mol per
squared normalized path unit are set on 𝑠 to limit the sampling inside the [-0.2,1.2]
interval. Similarly, harmonic walls with a force constant of 1000 kcal/(mol rad2 )
are set on 𝜒′ to prevent counter-clockwise rotations, which are mapped by the path
as sudden jumps from negative values to values greater than one. Note that, when
putting a wall on a periodic CV, it is necessary to define a non-periodic instance of
it to avoid force artifacts.
The distribution of the walkers along the path in time (Fig. 6.4, left) shows
how the deposited Gaussians generate a repulsive effect among the walkers. The
walkers quickly de-correlate and sample different sections of the path. This makes
the path updates more eﬀicient, as most nodes are now sampled and relocated at
each path update. The sampled CV values, illustrated in the middle and right panels
in Fig. 6.4, show evidence for three competing pathways: one with a small degree of
flipping (𝜃 ≈ 0.5 rad) toward the minor groove, one with no flipping, and one which
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Figure 6.4: Left: time evolution of the path progress parameter, 𝑠, for each of the 16 PMD walkers
(green-pink colormap); Center: sampled configurations by all walkers projected onto 𝜒′ and 𝜃;
Right: sampled configurations by all walkers projected onto 𝑑WCF and 𝑑HG . The stable states
are indicated by crosses.
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opens up to 𝜃 ≈ −𝜋/2 rad toward the major groove. Due to the partial overlap
of these three pathways, the PMD simulation does not succeed in converging to a
single average transition path. Instead, the nodes oscillate between the path of no
base flipping and several paths with various degrees of base opening, which prevents
convergence. In the following section, we will show how to converge the path-CV to
a specific mechanistic pathway.

6.3.4. Converging a path
Starting again from the guess path based on the linear interpolation between the
stable states, we will now aim to converge the path-CV to a specific mechanistic
transition pathway and its corresponding free-energy profile. To do so, we use
a tube potential to control the sampling in the neighborhood of the path. This
restraint prevents bifurcation, such as that seen in Fig. 6.4, and maintains all walkers
exploring the same valley. The force constant for the tube, after several trials, is
set to 20 kcal/mol per squared path unit. The number of walkers is decreased to
eight (4 starting in each stable state), and the Gaussian height to 0.04 kcal/mol,
as smaller and more infrequent increases of the bias potential favor the ability of
metadynamics to overwrite and self-heal a free-energy profile [70]. We also reduce
to 500 kcal/mol per squared normalized path unit the force constant of the wall
potentials on 𝑠 that restrict the sampling to the [-0.2,1.2] range. The rest of the
parameters are the same as in Section 6.3.3. The eight parallel runs are started with
different random Maxwell-Boltzmann distributed velocities.
Similar to before, we observe that the walkers repel each other and explore
different sections of the path (Fig. 6.5, left). The full range along the path is
sampled, although most walkers do not actually explore 𝑠 over the entire range.
The walkers are only able to diffuse above and below a narrow region close to
𝑠 = 0.3 that is not crossed as much; we will comment on this feature at the end of
the section. The middle and right panels of Fig. 6.5 show that the sampling is now
mostly focused on a single transition pathway. The path shows only a very small
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Figure 6.5: Left: time evolution of the path progress parameter, 𝑠, for each of the eight PMD
walkers (in colors); Center: sampled configurations by all walkers projected onto 𝜒′ and 𝜃 (gray),
and the optimized path (purple) with trailing nodes (black); Right: sampled configurations by all
walkers projected onto 𝑑WCF and 𝑑HG (gray), and the optimized path (purple) with trailing nodes
(black). The stable states are indicated by crosses.

degree of base flipping toward the minor groove, and rotates mainly inside of the
DNA double helix, with the bases remaining at a close distance from each other for
the entire transition.
In Fig. 6.6, we show the sampling along the path projected onto each of the
seven CVs. Apart from the slight flipping to the minor groove seen from 𝜃, we
observe an increase in the neighboring base-pair distance, 𝑑NB , to provide space
for the rotation. The hydrogen-bond distances, 𝑑WCF , 𝑑HG and 𝑑HB , as well as
the inter-strand C1’–C1’ distance, 𝑑CC , show that the base pair is well formed
and aligned during the sampling, and that there is no significant dislocation of the
pair. The rotation of the adenine, seen from 𝜒′ , occurs early in the transition, as
the mid-rotation—which is expected to coincide with the peak of the free-energy
barrier—occurs at 𝑠 = 0.3. This is somewhat contradictory with respect to previous
work, which reported a late transition state, more similar in structure to the HG
state [47, 49]. The discrepancy with our results can be explained either by the
different force field, or by our redefinition of the glycosidic torsion CV, 𝜒′ , which
is based on centers of mass, rather than single atomic positions (Section 6.2.2). In
Appendix 6.A, we observe an HG-like transition state using a reduced number of
CVs.
The convergence of the path-CV to the found transition path is rather robust and
invariant upon modest variations of the PMD parameters. Reduction of the height of
the Gaussian height from 0.04 to 0.02 kcal/mol leads to a slower buildup of the bias
potential and, with that, a slower diffusion over the path, but the same mechanism is
found. Increasing the number of nodes from 50 to 70 makes the path-CV somewhat
more flexible, but the final result is not different (interestingly, increasing the number
of trailing nodes from 20 to 30 causes them to capture the pathway with base
flipping toward the major groove, described in Section 6.3.3, while the transition
nodes remain in the same path with no base opening). Finally, increasing the
force constant of the harmonic tube potential from 20 to 30 kcal/mol per squared
path unit still leads to the same results, however, a decrease to 10 kcal/mol per
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squared normalized path unit is not restrictive enough to prevent bifurcations to
other pathways, which hinders the convergence.
To assess the convergence of the path-CV, we show in Fig. 6.7 the time evolution
of the distance of the system from its projection onto the path in CV-space, 𝑧,
averaged over the walkers. At the start of the simulation, we observe peaks at both
stable states, as the walkers attempt to find their way out of the basins. Next, we
observe smaller peaks up to around 1200 ps, corresponding to the first crossings of
the walkers. Eventually, as the path adapts to the sampled transition density, the
sampled distance from the path continues to decrease. The convergence of PMD can
also be assessed by the time evolution of the root-mean-square deviation (RMSD) of
the path, as well as of the free-energy profile, with respect to some references (e.g.,
the initial linearly interpolated path and flat profile). Increasingly smaller RMSD
changes reflect a convergent simulation, as shown in Chapter 4 [41].
Although the path is seen to nicely converge, the estimation of the free-energy
profile along the path is not as well-behaved. Generally, there are several approaches
to converge the free-energy estimation of a metadynamics simulation. One can
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gradually reduce the height of the Gaussian potentials after each recrossing [37], or
use the well-tempered approach [2, 3] to reduce the Gaussian size in an automatic
manner, or one can compute a running average of the free energy starting from
the moment of the first recrossing back to the initial state [41]. First however,
we check for hysteresis in the construction of the metadynamics bias potential,
which would be an indication that our set of CVs is incomplete, or that the pathCV has not properly converged to the average transition path. Unfortunately, we
indeed observe hysteresis in the time evolution of the bias potential, despite our
rather extensive set of CVs to describe the base rotation transition. This hysteresis
explains the already observed depletion around 𝑠 = 0.3 in Fig. 6.5 (left), which
indicated the diﬀiculty of all walkers to cross from WCF to HG, and vice versa, even
after the minima had been filled. The hysteresis is even more evident in a singlewalker metadynamics run along the fixed optimized path: during each crossing, the
minima are over-filled and the previously constructed profile becomes again undone.
In the original publication on which this chapter is based [62], we hypothesized that
our calculations are possibly missing a CV describing a large-scale conformational
change in the DNA strands, such as the tilting and rotation around HG base pairs
reported in [48]. Agreeing with this, we observed that transitions were prevented if
we restrained the position of all DNA atoms except for those in the rotating base
pair and its immediate neighboring base pairs. However, in our recent work on CV
selection—which uses genetic algorithms and neural networks to predict stable- and
intermediate-state coordinates [68]—we found that the set of seven CVs used here
should actually be reduced to only 𝜒′ and 𝜃. In Appendix 6.A, we confirm that
using a tube potential with the seven CVs—and particularly with the hydrogenbond distances—introduces entropic penalties, which lead to overestimation in the
free-energy and cause hysteresis. In this manner of (1) monitoring for hysteresis,
(2) comparing intermediate configurations, and (3) constraining, adding or removing
candidate CVs, we can systematically discover the essential parameters to describe
the process. Further PMD simulations with the corrected set of CVs are described in
Chapter 6, in which we focus on the DNA sequence-dependence of the WCF-to-HG
transition. For this chapter instead, we proceed with two other illustrations of the
path with seven CVs: an US simulation and an a posteriori path optimization.

6.3.5. Path-umbrella sampling
In this section, we compute the free-energy profile of the WCF-to-HG transition,
using the path-CV optimized in the previous section in combination with US simulations. By dividing the sampling into regions along a CV (here, the path progress
parameter, 𝑠) using window potentials, US is less sensitive to hysteresis than metadynamics due to the dynamic nature of the latter. Of course, the resulting free
energy would still suffer from an incomplete description of the process, which would
become evident in an a posteriori transmission coeﬀicient calculation or a committor
analysis.
We run ten, 20 ns long, path-US simulations. The harmonic window potentials
are placed at every 𝑠 = 0.1 normalized path units to restrain the sampling to different
regions along the optimized path, from 𝑠 = 0 to 𝑠 = 1. The initial molecular

6.3. Results and discussion

131

20

free energy (kcal/mol)

16

12

8

4

0
0

0.2

0.4

0.6

0.8

1

s

Figure 6.8: Free-energy profile obtained from the US simulations along the WCF-to-HG inside
path (without base flipping) optimized by PMD.

structures for each window are obtained via steered MD along the optimized path.
The force constants for the window potentials are of 2000 kcal/mol per squared
normalized path unit. An additional window at 𝑠 = 0.34 was added to fill a gap in
the distribution overlap. We also apply a tube potential with a force constant of
30 kcal/mol per normalized path unit.
To construct the free-energy profile, we apply WHAM [51] to the last 10 ns of
each simulation. The result, shown in Fig. 6.8, confirms the early barrier (𝑠 = 0.3)
already observed in the PMD simulation, which coincides with the halfway point
of the base rotation (Fig. 6.6). An indistinct metastable state can be identified at
𝑠 = 0.7, which signifies the completion of the base rotation, but with the HG base
pair still not fully aligned.
Here we performed the US along a fixed path that was already optimized with
PMD. But of course, the path can also be evolved with US using multiple walkers;
as done with PMD in Sections 6.3.3 and 6.3.4.

6.3.6. A posteriori path optimization
As a final illustration of optimizing the adaptive path-CV to find a transition mechanism, we will employ the path-CV as an a posteriori analysis tool on a pre-existing
trajectory2 . Of course, this trajectory should contain configurations from at least
one transition between two stable states, for example from a very long (or very
lucky) brute-force MD or Monte Carlo simulation, or from an enhanced sampling
simulation. Here, we will analyze a reactive trajectory obtained from a TPS simu2A

posteriori path optimization can be a very powerful tool when a TPS ensemble is already
available. We collaborated with the developers of the Open Path Sampling (OPS) Python library
[71, 72], to include a PLUMED patch that enables the integrated use of the path-CV, as well as
the rest of the PLUMED CVs [73].
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lation [74], and optimize a path for one WCF-to-HG transition involving the base
opening to the major groove (described in more detail in Section 6.3.3). We start
with a straight path and use the PLUMED driver to optimize it using the trajectory
as input. The driver can compute and print CVs, and, for the current purpose, also
compute the distance to the path-CV in each trajectory frame to optimize the path.
Typically, a single run of the PLUMED driver over the trajectory is not enough to
converge the path-CV. But by running the driver several times on the trajectory,
while every time providing the previously optimized path as the initial guess for the
next run, the path-CV can be optimized eﬀiciently (see scripts in the publication on
which this chapter is based [62]). After 100 iterations a good fit is obtained for all
CVs (Fig. 6.9). Notice that this simulation was done without a tube, which explains
the fluctuating sampling.
To obtain the free energy along the optimized path, we use US, similar as we did
before for the inside mechanism found by PMD. Harmonic window potentials are
placed at every 0.1 normalized path units, from 𝑠 = 0 to 𝑠 = 1, with force constants
of 2000 kcal/mol per squared normalized path unit. Additional windows with the
same force constant are placed at 𝑠 values of 0.35, 0.65 and 0.95; and with a force
constant of 3000 kcal/mol per squared normalized path unit at 𝑠 = 0.1.
Fig. 6.10 shows the resulting free-energy profile for the base flipping transition,
which is characterized by additional small barriers close to 𝑠 = 0.1 and 𝑠 = 0.9.
These barriers mark the flipping of the nucleotide out of, and back into, the confines
of the double helix. In between these steps, the base rotation takes place. In
this mechanism, the top of the central barrier is not located at the mid-rotation
state, but to a stage in which the base starts to re-enter into the double helix. As
expected, the hydrogen-bond distances between base pairs, 𝑑WCF , 𝑑HG and 𝑑HB ,
increase more than in the mechanism without base opening, and the distance of the
neighboring base pairs, 𝑑NB , does not play a role. In Appendix 6.A, we show that
the inconsistency is due to entropic penalties that cause an overestimation in the
barrier of the outside path.
The free-energy barriers for both mechanisms—with and without base flipping—
are similar according to our path-US calculations. The similarity of the barriers, and
the greater depth and width of the WCF basin, explains the base opening escapades
observed both in path-steered MD and PMD simulations. For a system starting in
the WCF basin, it is indeed more favorable to climb the first base flipping-barrier,
rather than the base-rotation one. It is not until later in the pathway that the
barrier of the base-flipped mechanism becomes slightly higher.

6.4. Conclusion
The similarity of the free-energy barriers that we obtain for both mechanisms disagree with previous reports, which show a marked preference for the inside pathways
[45, 49]; as well as with our TPS study, which shows a favored outside mechanism
[50]. In Appendix 6.A, we present a path-based constrained MD calculation, in
which we use a corrected CV set based on our work on genetic CV selection [68].
These new calculation shows a lower barrier for the outside pathway, agreeing with
our TPS study. It also shows an HG-like transition state, as seen in experiments
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Figure 6.9: Sampled configurations by the TPS trajectory projected onto each of the seven CVs
and 𝑠 (gray), and the optimized path nodes for each CV (in colors). Notice that this is an outside
path (with base flipping).
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Figure 6.10: Free-energy profiles obtained from US simulations along the WCF-to-HG inside path
(without base flipping) optimized by PMD (purple), and the outside path (with base flipping)
optimized based on the TPS trajectory (green).
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[47]. The calculations in which the inside path was dominant were performed either
with no solvent [45], or with a different force field and restrained neighboring bases
upon initialization [49], which can explain the disagreement with our results.
In the next chapter, we exploit the eﬀiciency of PMD to study the sequencedependence of the WCF-to-HG free-energy barriers. Moreover, we do so for multiple mechanisms—inside and outside, with both clockwise and counter-clockwise
rotations—using our multiple-path implementation described in Chapter 2. The
WCF-to-HG transition in DNA contains a complexity due to the involvement of
various local and non-local degrees of freedom that is rather common to conformational changes in biomolecules and bio-assemblies. In that sense, we believe that the
path-CV framework is a promising tool to unravel the mechanisms and obtain the
free-energy profiles of all sorts of biomolecular phenomena. Naturally, the path-CV
can be adapted to many kinds of transition mechanisms, either on-the-fly or by a
posteriori optimization. In search for transition channels, one can fully exploit the
versatility of the path-CV, and of the enhanced sampling methods applied to it, as
shown in the chapters of this thesis.
In this chapter, we focused our attention on a non-chemical, conformational
transition, modeled by classical MD simulation. However, applications that require
quantum mechanical simulations (e.g., density functional theory (DFT) MD as implemented in Car-Parrinello MD or Born-Oppenheimer MD) may also benefit highly
from the use of a path-CV. The computationally costly dynamics can be focused
on a specific chemical transition of interest. In addition, physical insight can be
extracted from the properties of the system along the optimized path, as done in
[41] and in Chapter 8.
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6.A.1. Collective variable selection
As mentioned in Section 6.2.2, automated finding of CVs is a topic of much interest
for the enhanced sampling community; with several strategies being currently developed and applied. Following the publication upon which this chapter is based,
we have assembled a framework for CV selection, and applied it to the WCF-toHG transition [68]. For our scheme, we have taken inspiration from previous work
on genetic algorithms and autoencoder neural networks. In particular, we build
on the work of Ma and Dinner, who combined genetic algorithms and neural networks to identify the CVs that best predict the committor probability of sets of
coordinates [75]. We also base our work on several others, who have used neural
networks to encode (or decode) high-dimensional atomic coordinates into (or from)
low-dimensional representations, i.e. CVs [76–79]. In our framework, we genetically
select CVs as inputs for neural networks to best predict the atomic coordinates of a
system in both stable- and intermediate-state trajectories. In a sense, our strategy
replaces the latent space representation of an autoencoder with a set of inputs that
are genetically selected from a predefined pool. This restricts the encoding, but
eases its interpretation. Optionally, we can also genetically optimize the architecture of the neural networks. More details about the framework can be found in [68].
The algorithm, in short, is as follows:
• Initialize a population of neural networks, each with random CV inputs.
• Train and test all neural networks, using the mean absolute error (MAE) with
respect to the trajectory data as loss function.
• Cross-breed the best performing CV inputs, according to predefined rules.
• Repeat until a particular combination of CV inputs dominates the population.
• Perform a sensitivity analysis to rank the CVs.
For the DNA system we included in the gene pool the seven CVs described
in Section 6.2.2, along with some extra CVs describing large-scale deformations
[48]. We trained and tested the networks to predict the atomic coordinates of the
transitioning base pair, its immediate neighboring nucleotides, and the phosphorus
atoms of the entire DNA sequence. We ran the framework first for stable-state
trajectories, i.e. the equilibrations at the WCF and the HG states. The top two CVs
from this analysis were 𝜒′ and 𝜃. Then, we obtained intermediate-state trajectories
via path-constrained MD. We reran the framework on the new data, and confirmed
that 𝜒′ and 𝜃 were again among the top-ranked CVs, accompanied by 𝑑HB . In
previous literature, 𝜒 (the local version of 𝜒’) and 𝜃 have successfully been used to
obtain free-energy surfaces [45, 49]. In the next section, we use 𝜒′ and 𝜃 to obtain
free-energy profiles via path-constrained MD. We also explain why the result differs
from when using the set of seven CVs, and why it agrees better with TPS results.
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6.A.2. Path-constrained molecular dynamics

6

We use the same inside path that was optimized with PMD in Section 6.3.4 and
the same outside path that was optimized based on TPS data in Section 6.3.6. We
remove all CVs from both paths except 𝜒′ and 𝜃, according to the selection done
in the previous section. A reparametrization step [26] is applied to make the nodes
equidistant again. Then, we perform 11 path-constrained MD runs [8, 9], from
𝑠 = 0.0 to 𝑠 = 1.0 with an interval of 0.1 normalized path units. The force constant
of the restraint is 2000 kcal/mol per squared normalized path unit. We also set a
tube potential with a force constant of 20 kcal/mol per path unit. The constrained
runs are steered to their designated position within 1 ns. We allow the system to
equilibrate for 1 ns before monitoring the forces for 10 ns. We divide the 10 ns of
data in blocks of 1 ns and do numerical integration to obtain a free-energy profile
for each block. In Fig. 6.A.1 we show the average of the 10 free-energy profiles, and
an error bar of one standard deviation. The results are mostly unchanged when
duplicating the block size, or the sampling time.
In Fig. 6.A.1 we see that, for the inside path, the free-energy barrier (∼ 16
kcal/mol) and difference (∼ 4 kcal/mol) are almost unchanged from the path-US
result shown in Fig. 6.10. The only distinction is that the transition state appears at
𝑠 = 0.5, because the mid-rotation is shifted to the middle of the path after the node
reparametrization. The free-energy barrier of the outside pathway is significantly
lowered with respect to the path-US result, from ∼ 18 to ∼ 13 kcal/mol, and the
free-energy difference is now more consistent with that of the inside path. The
reason for this change is illustrated in Fig. 6.A.2. In the path-US simulations, all
of the seven CVs are stiffly restrained to specific values by the tube potential. The
path-constrained MD simulations do so only for 𝜒′ and 𝜃. The difference in sampling
is evident for 𝑑WCF , 𝑑HG , 𝑑HB , 𝑑CC and 𝑑NB . In the path-US runs, the distances are
effectively fixed for all intermediate states, which removes natural fluctuations of the
flipped A16 as it interacts with the water [50]. Restraining these motions removes
their entropic contribution to the free-energy, which leads to an overestimation of
the barrier in the path-US results. The preferred outside mechanism indicated by
the path-constrained MD free-energy profiles is consistent with our observation on
TPS trajectories, which shows switching from inside to outside pathways, but not
the opposite [50]. The free-energy profiles obtained via path-constrained MD are
also consistent with the ones presented in the next chapter, which consider both
directions of rotation.
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Figure 6.A.1: Free-energy profiles obtained from constrained MD simulations along the WCF-toHG inside path (without base flipping) optimized by PMD (purple), and the outside path (with
base flipping) optimized based on the TPS trajectory (green), using only the 𝜒′ and 𝜃 CVs.
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Figure 6.A.2: Sampled configurations by the US simulations (gray) and by the constrained MD
simulations (green) projected onto each of the seven CVs and 𝑠. Notice that this is an outside path
(with base flipping) and that the constrained MD simulations included only the 𝜒′ and 𝜃 CVs.
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