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Introduction

Rational expectations have long been considered a defining feature of economics. Not only is it a poten-

tially useful approximation of human behaviour, it also significantly simplifies computations. In recent

years however, it has been uncovered that mistakes people make in forming their expectations can sys-

tematically deviate from the rational expectations hypothesis, making it a less useful approximation than

previously thought (Tversky and Kahneman, 1974). In this thesis we consider alternatives to the rational

expectations hypothesis and analyse the consequences this has on aggregate market behaviour. We use

both experimental (chapter 1 and 3) and theoretical methods (chapter 2).

Experiments on expectations can shine light on the expectation formation process that people use. So-

called Learning to Forecast Experiments (LtFEs) are a useful tool in this regard. In such experiments,

participants repeatedly predict the next value of some time series. Their predictions a↵ect the next value

of the time series, thus creating a feedback loop. LtFEs have shown that under certain conditions, partic-

ipants are unable to coordinate on the price predicted by the rational expectations hypothesis. Instead,

they coordinate on bubbles. The first chapter of this thesis concerns a LtFE, while the third chapter

concerns a di↵erent type of experiment studying expectations.

Models for expectation formation can be fit to the data found in experiments in an attempt to find

out which ones best describe the observed behaviour. It has been found that simple heuristics can ef-

fectively replicate the expectations reported by partcipants. In particular, a Heuristic Switching Model

(HSM), in which participants select di↵erent heuristics at di↵erent times depending on their performance,

can explain the observed dynamics well (Brock and Hommes, 1998; Anufriev and Hommes, 2012). Insights

like this o↵er us possibilities for modelling expectations other than the rational expectations hypothesis.

In the first chapter of this thesis we develop a two-dimensional HSM, while the second chapter uses the

HSM to model heterogeneous strategies among banks. In the third chapter we find that simple trend-

following heuristics well replicate the behaviour observed

One complicating factor in the use of boundedly rational expectations is the fact that it makes com-

putations more di�cult. We require the use of dynamical systems mathematics in this thesis to address

this. Viewing the economy as a complex dynamical systems is an increasingly popular world-view. It ac-

knowledges that the economy consists of a large number of boundedly rational agents, who all a↵ect each

other. While a full complex model of the economy may be far away, models of smaller parts of the econ-

omy are being made. We find examples of this in this thesis, with chapter 1 modelling two-dimensional

expectations and chapter 2 modelling behaviour by banks using dynamical systems mathematics.
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Planar Learning to Forecast Market Games

Chapter 1 contributes to the literature on boundedly rational expectation formation by analysing how

participants in an experiment respond when multiple economic variables a↵ect each other. In particular,

it concerns a LtFE with two variables. In LtFEs, we can observe whether experimental markets turn

out stable or unstable, and what factors a↵ect this outcome. It has been found (Heemeijer et al., 2009)

that positive feedback from expectation to realisation of the price results in unstable markets, even if the

feedback is weak. Negative feedback on the other hand leads to stable markets, even when the feedback

is relatively strong.

These findings on the role of feedback strength concern one variable only. The economy, however, is

a high dimensional complex system, with the expectations people have of di↵erent variables a↵ecting

the outcomes of multiple variables. In this work, we investigate the role of feedback strength in a LtFE

with multiple variables, two in particular. The higher dimensional generalisation of feedback strength is

the eigenvalue. We thus use this experiment to find out if eigenvalues can be used as predictors of stability.

An important example of a two dimensional expectations feedback model is the New Keynesian (NK)

model. In this model, expectations and realisations of inflation and the output gap a↵ect each other.

Several experiments have been conducted for the NK model, where subjects form expectations on infla-

tion and output gap (Assenza et al. (2021), Hommes, Massaro and Weber (2019)).

(Anufriev et al., 2019) also consider the role of eigenvalues in determining market stability through

an experiment. There are some key di↵erences between their work and ours. First of all, in their ex-

periment participants were told the exact market equations governing the link between expectations and

realisations. On the other hand, in our experiment participants were only given a qualitative description

of the market. Secondly, in the economy of Anufriev et al the participants are making predictions 1-

period ahead, while in our economy predictions are made 2-periods ahead. Finally, we consider explicitly

complex eigenvalues, which are not considered in Anunfriev et al.

A first finding of chapter 1 is that even though participants were only given qualitative information

about the market, they were still able to learn the equilibrium in some of the treatments. In other

treatments however we observe oscillatory behaviour and sometimes large bubbles. We thus find clear

di↵erences between our treatments, indicating that eigenvalues can indeed be used as predictors of sta-

bility. In particular, we find as expected that real positive eigenvalues are destabilising when their size

is large (0.95 or 1.1) and stabilising when it is small (0.7). We also find that complex eigenvalues have a

stabilising e↵ect on the dynamics, with dynamics being stable even when the size of the complex feedback

2



is large (0.95).

We can analyse the expectation formation process used by participants in two di↵erent ways. The

first one is to consider at every time step what information was available to the participants, and to try

to replicate the next prediction that they make. Using this method, we find that a simple one parameter

adaptive model outperforms more complicated models and replicates the reported expectations well.

The other method is to only consider the initial information provided in the experiment, and to try

to replicate the full dynamics of the 50 period long experiment using only these initial conditions. Ex-

pectation formation processes that perform well under these settings can be used to predict the stability

of equilibria that were not tested in the laboratory. We find that known models of expectation formation

in multiple dimensions are not able to replicate the dynamics we observed, since they do not consider the

interaction between the di↵erent variables. We develop a new two dimensional HSM which successfully

replicates the dynamics we observed over the full length of our experiment. We use this model to make

predictions of the stability of equilibria we did not test in the lab.

Leverge cycles when banks have a choice

Chapter 2 is a theoretical contribution of heterogeneous expectations in a leverage cycle framework. The

leverage cycle was introduced in the seminal paper by Geanakoplos (2003). In the leverage cycle by

Geanakoplos, leverage forces sales into falling markets, aggravating a crisis. Aymanns and Farmer (2015)

expand on this idea. They find that leverage and the way it is controlled, particularly under Basel II

regulation, can actually cause crashes and booms, without any exogenous shocks.

In the model Aymanns and Farmer present, banks always buy as many risky assets as they are allowed to

according to their leverage constraint. They do not consider how attractive the risky asset is to them by

forming an expectation of its future value. In chapter 2, we introduce consideration of expectations, and

see whether the full leverage cycles found are specific to the way Aymanns and Farmer set up their model.

We allow banks to choose between two strategies using a HSM to switch between the two. The first

strategy is called ‘leverage targeting’ and is as in Aymanns and Farmer, banks using this strategy will

always buy up to their leverage target without consideration of expectation. The second strategy, ‘lever-

age optimising’ lets banks consider their expectation of the future value of the risky asset and then use

constrained myopic mean variance wealth maximisation. We also use a di↵erent fundamentalist trader,

representing the rest of the economy, than Aymanns and Farmer did. Our fundamentalist is a familiar

myopic mean variance wealth maximiser (Brock and Hommes, 1998).
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We begin by analysing a number of simplified models, to ease the understanding of the full model later

on. We find that when all agents are fundamentalists and there are no banks, the model stabilises on the

fundamental value. The same happens when we have fundamentalists and banks, where all banks are

leverage optimisers. When we have fundamentalists and banks will all banks being leverage targeters, we

find the leverage cycles introduced by Aymanns and Farmer. The chaotic cycles work as follows. After

a period of relative stability, the volatility estimate is low. The leverage target is thus high, and the

leverage targeter will have a high demand. This drives the price of the asset up. After a while, due to

some memory being included in the system, the bank’s volatility estimate starts picking up. Thus the

leverage target starts dropping, and the leverage targeter will have a lower demand. This drives the price

of the asset down again, and we enter a period of relative stability until the crisis starts to fade from

memory and the volatility estimate drops again.

After considering the simplified models, we consider our full model. We find that leverage and its

constraints still cause both bubbles and crashes without any exogenous triggers. During a boom, all

banks start acting like leverage targeters since this is the most profitable strategy. This is because during

a boom, only the leverage targeting strategy is long the risky asset. Eventually we know the leverage

targeting strategy leads to a crash. During the crash, it is best to use the leverage optimising strategy

because they have a lower demand and are thus making less losses. Thus everyone switches rapidly to the

leverage optimising strategy. As a result, the price drops even more quickly than in the case of leverage

targeting. We then enter a period of relative stability. The leverage targeter has an increasing demand

due to a monotonic decreasing of the volatility estimate, but the leverage optimiser has a demand that’s

decreasing at roughly the same rate. The banks are split about evenly across the two strategies. This

continues until the leverage optimiser hits their short-selling limit. Then the monotonic increasing de-

mand of the leverage targeter leads to a new boom, and the cycle is complete.

We consider explicitly the role of the choice of strategy in the model dynamics, and find first of all

that it is impossible for one strategy to push the other out of the market permanently. Then we note that

the leverage targeting strategy is more profitable if you consider the full duration of the cycle, but that

both strategies are regardless about equally profitable over time. This is due to the switching mechanism,

and the fact that each strategy seems more attractive at some point of the cycle.

We introduce short-selling for the leverage optimiser to our model. We choose not to implement it

for the leverage targeter since it is unclear how this should be done. We find that regardless, short-selling

stabilises the dynamics of the model. This is because in the original model, the crash ends and cycle

4



restarts when the leverage optimiser reaches their short-selling limit. Now, the leverage optimiser can

short the asset as much as needed to compensate for the leverage targeter going long the asset. As a

result, the banks have net nearly zero demand and the fundamentalist determines a stable market.

Qualitative expectations in surveys: a laboratory experiment

In Chapter 3 we study how questions in expectations surveys should be posed. Expectations surveys are

an important tool used in economics, see (Coibion and Gorodnichenko, 2012; Miranda-Agrippino and

Ricco, 2018; Coibion et al., 2018) for examples. Manski (2018) surveys the use of survey expectations in

academic work.

Methodology across surveys di↵ers a lot. Some ask participants to give quantitative forecasts for eco-

nomic variables, e.g. Survey of Professional Forecasters. Others, such as the Michigan Household Survey,

ask participants to give qualitative expectations (i.e. up, no-change, down). The Survey of Consumer

Expectations produced by the Federal Reserve Bank of New York (Armantier et al., 2017) asks sometimes

for a qualitative expectation from a larger number of buckets (e.g. Somewhat worse o↵, much worse o↵

etc) and sometimes for a discrete quantitative expectation (e.g. inflation will be between 0% and 2%).

The Bundesbank household survey also asks for qualitative expectations from a larger number of buckets.

In this chapter, we conduct a lab experiment to study whether the way in which questions in surveys are

posed a↵ects the reported expectations in an important way. In particular, our participants are assigned

to a treatment in which they either make a continuous prediction, a prediction choosing from buckets, or

a prediction choosing from buckets which have a quantitative label attached to them. We pose a number

of research questions. First of all, we consider which of the treatments leads to the best predictions,

as measures by their distance to the correct answer. Then, we wonder if quantitative labels added to

buckets are used by participants and whether they improve the quality of predictions. Thirdly, we use

the buckets with quantitative labels to estimate what participants mean when they select a qualitative

answer without any quantitative labels.

We find that posing the question as continuous leads to higher quality predictions than the treatments

with buckets. This may have to do with the fact that participants are primed towards the middle bucket

due to the symmetry of buckets o↵ered, while those in the continuous treatment are more able to recog-

nise and follow trends. Those in the treatments with quantitative labels added to the qualitative buckets

seem to use the information provided to them, but it is unclear if this leads to higher quality predictions.

We also estimate what bucket size participants in the qualitative only treatment seem to have in mind

when they make their predictions.
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Our participants seem to have a certain upward bias, where they prefer to select ‘up’ answers to ‘down’

answers. We also find that some time series are easier to predict than others, and hypothesise that this

has to do with the trend and variance in a series. We find that trend has a positive impact on the

number of correct answers given, while variance has a negative impact. When trend is combined with

high variance, the task of predicting is particularly di�cult.

As in chapter 1, we try to replicate the predictions participants make by fitting known models for

expectation formation to the data. We find that trend-following heuristics outperform the rule that an

econometrician might use: the AR(1) process with time trend. This suggests that participants engaged

in some form of trend extrapolation. To further test this hypothesis we estimate a trend-following pa-

rameter for every treatment. We find that a parameter between 0 and 1 fits the data best in every

case. The parameter is relatively large for the continuous treatment, suggesting that indeed the increased

trend-following for this treatment contributes to the quality of predictions made.
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Chapter 1

1 Planar Learning to Forecast Market Games

1

1.1 Introduction

The stability of equilibria in an economy depends on the way agents form expectations. Lucas (1986)

points out that this stability is an empirical question:

I think an appropriate stability theory can be useful in weeding out these uninteresting equilibria ...

But to be useful, stability theory must be more than simply a fancy way of saying that one does not want

to think about certain equilibria. I prefer to view it as an experimentally testable hypothesis, as a special

instance of the adaptive laws that we believe govern all human behavior. (Lucas, 1986, pp. S424 - 425).

Experiments with expectation feedback models have been run to determine stability of di↵erent equi-

libria. Subjects submit an expectation of some variable and these expectations determine the realisation

of the variable. When the subjects then observe this realisation they (may) use this in forming their next

expectation, creating a feedback loop. It has been found that the strength of feedback from expectations

to realisations is an essential predictor of aggregate market behaviour (Sonnemans and Tuinstra, 2010).

Positive feedback tends to result in large fluctuations and persistent deviations from the equilibrium,

even when the absolute value is smaller than 1 . Negative feedback, however, often results in convergence

to the equilibrium consistent with the rational expectations hypothesis, even when the absolute value is

larger than 1 (Bao and Hommes, 2019).

The economy, however, is a higher dimensional system. The expectations people have of one variable

tend to depend on various other variables, and the realisation of a variable depends on expectations

of various others. In this work we investigate how the results on feedback strength generalise to higher

dimensions. The higher dimensional generalisation of feedback strength is the eigenvalue. The eigenvalues

determine the dynamical properties of the system when a model of expectation formation is assumed.

We use the simple case of naive expectations. One would then expect in theory, that when this process

of expectation formation is used, eigenvalues inside the unit circle lead to convergence. In particular, for

real eigenvalues this would happen in a monotonic way and for complex eigenvalues in an oscillatory way.

However, expectations are often not naive so dynamics may be di↵erent given the actual behaviour of

participants. We use this experiment to find out if eigenvalues can still be used as predictors of stability.

When concerned with two dimensional models a first obvious question is whether, as in the one

dimensional setting, it is possible for participants to learn the equilibrium of the market despite receiving

only qualitative information. Then we ask if there are also eigenvalues inside the unit circle for which the

aggregate market behaviour is unstable. In two dimensions, however, we also have the added possibilities

of complex eigenvalues and saddle points. We have conducted experiments to study how aggregate market

1Co-authored with: Myrna Hennequin and Cars Hommes. ExSIDE working paper 40-2021.
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Chapter 1

behaviour in a two dimensional model depends on the eigenvalues of the underlying expectation feedback

system.

An important example of a two dimensional expectation feedback model in macroeconomics is the

New Keynesian (NK) model. Expectations of inflation and the output gap both determine the realisations

of the two variables, which again a↵ect future expectations. Several experiments have been conducted for

the two-dimensional NK model, where subjects form expectations on inflation and output gap (Assenza

et al. (2021), Hommes, Massaro and Weber (2019)).2

Their findings suggest that designing monetary policy to temper the size of the eigenvalues of the sys-

tem may help stabilize macro-economic variables. To better understand the role of eigenvalues, however,

it is useful to systematically vary the eigenvalues in a simple abstract expectations feedback setting.

Anufriev et al. (2019) study the role of eigenvalues in the context of a planar p-guessing game, where

the subjects predict one step ahead. In four treatments with four di↵erent linear models they examine

the dynamics when the fixed point is a sink, a source or a saddle point with positive or negative leading

eigenvalue. They only consider real eigenvalues. They give participants the precise laws of motion and

only have interaction of the variables in one dimension.

In contrast, in our experiments we used a temporary equilibrium set-up where predictions are two steps

ahead. This creates the possibility for rational bubble solutions as presented in Hommes et al. (2005).

Our participants have only qualitative information about the market they are engaged in, mimicking real

world conditions. Considering the important example of the NK model which only admits eigenvalues

with positive real part we only examine this type of eigenvalues, and we examine both real and complex

eigenvalues.

In our general LtFE set-up we examine whether eigenvalues can be used as predictors of market

stability, both by comparing markets with di↵erent eigenvalues and by comparing markets with the

same eigenvalues but with di↵erences in the positive/negative feedback between variables. We find that

eigenvalues can be used, but that simply focusing on the absolute value of the leading eigenvalue is not

su�cient. The treatments with complex eigenvalues lead to more stable markets than those with real

eigenvalues of the same absolute value. Explaining this stabilising e↵ect of complex eigenvalues leads

us to the development of a more sophisticated two dimensional Heuristic Switching Model (Brock and

Hommes, 1997; Anufriev and Hommes, 2012) than has been used in the literature so far. We use this to

predict the stability of markets with eigenvalues that we have not ourselves examined in the laboratory.

We also compare various models of expectation formation in their ability to reproduce the decisions

made by participants at the individual level. We find that especially for the treatments with real eigen-

values, an adaptive model with only one parameter outperforms more involved options. For the complex

2Kryvtsov and Petersen (2013), Arifovic and Petersen (2017) Pfajfar and Žakelj (2018), and Hommes, Massaro and Salle
(2019) also conduct LtFEs for the NK model. In these experiments the settings are more complicated which make them less
suitable for consideration of the role of eigenvalues. For example, they have a second order model or apply expectational
shocks with autocorrelations.
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Chapter 1

treatments there is gain to be found in using multi parameter models, but the simpler adaptive model

still performs very well.

This paper is structured as follows. We begin by presenting the design of the experiment we conducted.

Section 1.4 compares the observed aggregate market behaviour in the di↵erent treatments. In Section 1.5

we investigate which learning models best replicate the decisions the participants made in the lab. Section

1.7 develops a new two dimensional HSM in order to be able to predict the qualitative market dynamics

ex ante. We lay out the evidence for using eigenvalues rather than only positive/negative feedback as

predictors in Section 1.8, and Section 1.9 concludes.

1.2 Experimental set-up

In the experiment individuals made decisions privately on a computer. They were randomly divided into

groups of 6 and repeatedly submitted two numbers: a prediction for the price of some good x and a

prediction for the price of some good y. The expectations of all members in the group determined what

the next prices were. The participants did not know exactly how the prices were calculated, they only

had qualitative descriptions of the relationships between predictions and realisations, namely whether the

expectations feedback is positive or negative . An example of a chosen model, for eigenvalues (0.95, 0.5)

is:

0

@xt

yt

1

A =

0

@0.725 0.225

0.225 0.725

1

A

0

@xe
t+1

yet+1

1

A+

0

@0.65

0.65

1

A

Once the prices had been determined they were revealed to all participants before they made their

next predictions. This process was repeated for fifty time-steps. The experimental instructions presented

to the subjects can be found in Appendix 1.A

Predictions were always made for time t+ 1, before the prices at time t were revealed. Subjects had

all prices up till time t � 1 available to them when forming their expectations. The first two sets of

predictions therefore had to be made without any observed prices. To give some guidance, these initial

predictions all had to be between 0 and 20. After the predictions of the first two time steps, the first

prices were revealed. From then onwards the participants were only told that their predictions had to be

non-negative. If, however, they attempted to submit predictions higher than 100, they were informed of

an upper bound of 100.

Participants were rewarded based on the accuracy of their predictions. Earnings depended on both

variables and every round equally. We determined the prediction error in each variable, added them up

to find the total prediction error, and then use a hyperbolic pay-o↵ function similar to Hommes, Massaro

and Salle (2019):
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100

1 + 0.5(|x� xe|+ |y � ye|)

One ‘point’ from the hyperbolic pay-o↵ function was worth 1.2 eurocents. To ensure no one was

under-compensated for their time (approximately 2 hours) we added a participation fee of e10.

Given the literature on loss aversion we framed the pay-o↵ as a loss rather than a gain (Kahneman and

Tversky, 1984). Participants were informed at the beginning of the experiment of the maximal earnings

and were told that these earnings would shrink when prediction errors were made. The pay-o↵ function

is not a↵ected by this framing but the instructions are di↵erent from those in other similar experiments.

See Appendix 1.A.3 for this part of the instructions.

We chose the function that determines the prices based on the predictions to be linear. Understanding

first a linear model is helpful since non-linear models will usually admit a linear approximation around

a steady state. We also chose a model without noise since a two-dimensional setting could already be

expected to be hard to understand even in the deterministic limit. We aimed for a setting that was as

simple as possible.

1.2.1 Treatments

We used five di↵erent treatments to study the e↵ect of eigenvalues of the expectations feedback model

on market stability. The treatments di↵er in the linear functions from predictions to prices. These are

the functions f which determine the relationship:

(xt, yt) = f(x̄e
t+1, ȳ

e
t+1)

Note that the realized prices xt and yt both depend on the average forecasts x̄e
t+1 and ȳet+1 of all

individuals.

We looked only at eigenvalues with positive real part. For the real pairs, we kept the non-leading

eigenvalue constant at 0.5. For the leading eigenvalue we then tried 0.7, 0.95 and 1.1. With the first two

we aim to discover whether we see a change from stable to unstable behaviour before leaving the unit

circle, as we do in the one dimensional case. The final eigenvalue allows us to test the new possibility of

a saddle point. For the complex eigenvalues we want to be able to make a comparison with dynamics

under real eigenvalues with the same absolute value. We look at absolute values 0.7 and 0.95, both at

angle ⇡
4 . We will refer to the three treatments with real eigenvalues as 0.7real, 0.95real, 1.1real and the

two treatments with complex eigenvalues as 0.7complex and 0.95complex respectively. This gives us five

treatments, as illustrated in Figure 2.
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Figure 1: Eigenvalues in the five treatments. The red triangle at 0.5 pairs with the various pink ones
(0.7, 0.95, 1.1) to form the real pairs, while the two green and two blue squares represent the complex
pairs with the same absolute values of 0.7 and 0.95.

We chose the fixed point to be at (13, 13) for all treatments. For the treatments with real eigenvalues

we keep the eigenvectors constant as in Figure 2. By fixing this we have no further free parameters in the

model and impose a consistent symmetry for simplicity. The dotted line, x = y, indicates the direction

corresponding to the leading eigenvalue (so the solid line indicates the eigenvector corresponding to 0.5

every time). For the complex eigenvalues it is not possible to have these eigenvectors. We chose the

models for the complex treatments to have one negative entry in the top-right position, since this setting

arises in the linearised New-Keynesian model due to the negative feedback from the interest rate on the

output gap (see Assenza et al. (2021).

Finally we performed a sixth treatment as a robustness check, 0.95robust, where the eigenvalues are

the same as in 0.95real but the model is di↵erent. This will be discussed in Section 1.8.

The models for all treatments can be found in Appendix 1.D.

1.2.2 Limits

We limit predictions to [0, 100], but for the 1.1real treatment it is possible that the realised price falls

outside that interval despite predictions being in it. To prevent frustration with participants we do not
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Figure 2: Eigenvectors kept fixed for all real treatments. The dotted line, x = y, indicates the direction
corresponding to the leading eigenvalue. The solid line indicates the direction corresponding to eigenvalue
0.5.
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permit this, and change any price below 0 into 0 and above 100 into 100. In other words, given the

functions f in Appendix 1.D, the price is actually given by:

(xt, yt) = min
⇣
max

�
f(x̄e

t+1, ȳ
e
t+1), 0

�
, 100

⌘

This means that for the 1.1real treatment we create two extra equilibria: (0, 0) and (100, 100). These

could be seen as proxies for divergence to �1 and 1 respectively.

1.3 Implementation

The experiment was run in the CREED laboratory at the University of Amsterdam in April 2018 and

April 2019. For the treatments 0.7real, 0.95real and 1.1real we had six groups with six subjects each,

and for the treatments 0.7complex, 0.95complex and 0.95robust we had seven groups with six subjects

each. This brought the total number of subjects to 234. No subject participated in more than one session.

A session lasted about 2 hours in total. Earnings, including the e10 participation fee, averaged e33.24.

The experiment was programmed in oTree (Chen et al., 2016a). Before the experiment began, partic-

ipants read instructions on screen and answered a series of control questions to ensure they understood

what they had read.

1.4 Aggregate dynamics

Figure 3 shows the market prices of x and y side by side, for all groups, sorted by treatment. A first,

perhaps surprising result is that in a number of treatment, despite limited information, subjects are able

to learn to coordinate on the steady state equilibrium. We see clear di↵erences between the treatments.

0.7real gives for much more stable markets than 0.95real and 1.1real. In the case of 0.95real we observe

rather persistent oscillations in the various groups, albeit of di↵erent amplitudes. In treatment 1.1real the

groups showed quite di↵erent dynamics. Some groups coordinated on the (100, 100) equilibrium, others

to (0, 0), which can be seen as a proxy for divergence to +1 and �1 respectively. Others had oscillatory

dynamics.3 Notably, 0.7complex and especially 0.95complex seem to have more stable markets than their

real counterparts.

Another way to look at the observed prices is by drawing phase plots. Figure 4 shows a typical example

of a phase plot for each treatment. We see what we would expect based on the eigenvalues and vectors:

for the real treatments the fixed point is approached in a straight line following the x = y direction (the

3Looking at the di↵erent results for the unstable eigenvalue 1.1 these seem to be driven by individual participants making
idiosyncratic predictions which threw o↵ the rest of the group. In the group where things seemed to have stabilised at 100,
one participant suddenly decided to put a very low prediction (potentially out of boredom) resulting in the price dropping
and all participants changing their predictions. In the group where we see something close to convergence there is actually
1 participants putting huge fluctuations in (switching between 0 and 60 ) and the other participants switching between high
values to try and understand this behaviour. Yet another group includes a participant who simply started predicting one
value (far from the equilibrium). It is likely that these ’rogue’ participants were so common in this treatment due to its
heavily unstable behaviour. Only one other group exhibited this type of erratic individual behaviour, see next footnote.
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Figure 3: Market prices of x and y in each group, sorted by treatment
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Table 1: Average RAD and RD across groups per treatment

RAD RD

0.7complex 0.036 0.002
0.7real 0.075 0.027

0.95complex 0.209 0.020
0.95real 2.012 1.917

stable/weakly unstable manifold), while in the complex treatment the fixed point is approached along a

spiral. This result for the real treatment can be seen as a result of our choice for the manifolds, but it

can also be that x = y is simply a focal point. We will discuss this further in later sections, but it is

important to note this for the further analysis where we see a much bigger di↵erence between measures

for x and for y for the complex treatments than for the real treatments. We also emphasise this result

for the saddle point treatment 1.1real, where the dynamics followed the unstable rather than the stable

manifold, probably contributing to the lack of convergence to the interior equilibrium.

1.4.1 Measuring stability

In order to quantify the di↵erences in stability we observe in Figure 3, we can use the bubble measures

presented in Stöckl et al. (2010): the Relative Absolute Deviation (RAD) and Relative Deviation (RD)

from the equilibrium (13, 13).

RAD =
1

50

50X

t=1

|pt � 13|
13

(1)

RD =
1

50

50X

t=1

pt � 13

13
(2)

where pt can be either xt or yt. We calculate the two measures for x and y separately and then take

the average of those two.4 Since there are three equilibria for the 1.1real treatment we do not apply

these measures there. The averages per treatment can be found in Table 1.

We see that all treatments have a positive RD, which means that the price is on average above the

equilibrium. For 0.7real, 0.7complex and 0.95complex the RD is very close to 0 indicating their stability

on the fixed point. The RAD is also close to 0, but 0.95complex is larger here. The RAD and RD for

0.95real are much larger than for the other treatments, indicating its instability.

40.7complex, group 3 has been removed for further analysis since there was one ‘rogue’ subject in this group. The
participant switched to entering only 0 and 100 after a certain number of rounds, even when the price stabilised near the
equilibrium. As a result, this participant made much less money than all the others in her group. The participant clearly
did not try to maximise her earnings by attempting to predict the prices as well as possible.

15



Chapter 1

Figure 4: Phase plot showing the observed prices for one exemplary group per treatment. Note that the
scales may di↵er per treatment.
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Table 2: P values Wilcoxon test comparing average Relative Absolute Deviation (RAD) in groups per
treatment

0.7complex 0.7real 0.95complex

0.7real 0.132
0.95complex 0.001 0.101
0.95real 0.002 0.002 0.002

Table 3: P values Wilcoxon test comparing average Relative Deviation (RD) in groups per treatment

0.7complex 0.7real 0.95complex

0.7real 0.310
0.95complex 0.731 0.731
0.95real 0.002 0.015 0.008

We use the Wilcoxon rank sum test to see whether these di↵erences and similarities are statistically

significant (see Tables 2, 3).

We see that the di↵erence between 0.95real and all other treatments is indeed statistically signifi-

cant at 2% for the RAD. Notably, this includes the di↵erence between 0.95real and 0.95complex (0.002).

0.95complex on the other hand is not significantly di↵erent from the 0.7real treatment by either measure-

ment (0.101, 0.731). We also see that 0.7real and 0.95real are di↵erent at a 5% level by both measures

showing a big shift in stability within te unit-circle. 0.7complex and 0.95complex are di↵erent by the

RAD (0.001), showing some shift in stability within the unit-circle for the complex values also.

1.4.2 Coordination

In order to get an idea of the level of coordination among participants we can look at the Dispersion

Error. This is a measure of the heterogeneity in predictions among the participants in a group (Muth,

1961). Allowing for a brief period of learning, it is given by:

1

40

1

6

50X

t=11

6X

i=1

(peit � p̄et )
2 (3)

If this measure is high, there will be high heterogeneity in the predictions, and little coordination.

Of course, we will see a very low dispersion error as soon as a price has converged. Table 4 shows the

average dispersion error in each treatment. We see that indeed, 0.7real and 0.7complex have the lowest

dispersion error, which can probably be explained by the stability in these treatments. 0.95complex on
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Table 4: Average dispersion error across groups per treatment

0.7complex 0.7real 0.95complex 0.95real 1.1real

0.577 0.222 12.616 30.080 12.948

Table 5: P values Wilcoxon test comparing average dispersion errors in groups per treatment

0.7complex 0.7real 0.95complex 0.95real

0.7real 0.589
0.95complex 0.051 0.181
0.95real 0.041 0.041 0.234
1.1real 0.041 0.065 0.345 0.818

the other hand has a much higher dispersion error. This is somewhat surprising, but links to the findings

in Heemeijer et al. (2009). They found that their more stable treatments could have high dispersion

errors, and that in fact this lack of coordination could lead to stabilisation since there is no coordination

on trend-following heuristics and hence a bubble mentality.

We have again performed Wilcoxon rank sum tests in order to assess whether the di↵erences we see

in the dispersion errors are statistically significant. The results are reported in Table 5. We see that the

dispersion error of 0.95complex is not significantly di↵erent from that of 0.95real (0.234) and 1.1real

(0.345), indicating again how little coordination we saw in this relatively stable treatment.

1.5 Models of expectation formation

We begin by trying to find a model that can replicate the predictions made by the participants in the

experiment in each time step. This means that we give the model the whole set of information available

to the participant at time t, and we see how close the prediction the model makes given this information

is to the prediction the participant made at time t.

1.5.1 Adaptive rules

A first model we can try to fit is some form of an adaptive model. By this we mean a model of the form:

0

@xe
t+1

yet+1

1

A =

0

@xe
t

yet

1

A+AT

0

@xt�1 � xe
t

yt�1 � yet

1

A (4)

where A is a 2x2 matrix. We specify three cases that we will estimate:
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• The ‘one parameter model’, where A11 = A22 and A12 = A21 = 0

• The ‘two parameter model’, where A12 = A21 = 0

• The ‘four parameter model’, where none of the entries are restricted

We estimate this through OLS.

One parameter adaptive rule We begin by fitting a one-parameter model to our data. We estimate

the parameter separately for each treatment. The first columns of Table 6 shows the results. We see

that the estimated parameters are smaller for the complex treatments than for the real ones. Note that

when A = 1, the participants always predict simply the most recently observed price. We call this the

naive model. When A = 0 the participants consistently enter their initial prediction. A lower A would

thus correspond roughly to more constant predictions, while a higher A would correspond to more weight

on recent observations. This is a first explanation for the lower estimated parameter in the complex

treatments, since these were quite stable and thus had quite constant predictions. It does not, however,

explain the high estimate for 0.7real. This can be explained by the fact that 0.7real has lower frequency

oscillations than the complex treatments do. As a result, recent observations are more informative and

receive a higher weight.
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Two parameter adaptive rule Columns 3 and 4 of Table 6 show the results for the two parameter

estimation. The first thing to note is that the estimated parameters for x and y in the real treatments

are almost equal, and that these are also almost equal to the estimated parameter in the one-parameter

case. This is simply explained by the fact that the observed x and y were almost always equal in these

treatments. For the complex treatments we observe slightly bigger changes in the parameters, but no

clear trend emerges. The AIC does not change much for any of the treatments, indicating that the added

parameter does not increase the explanatory power of the model much. We seem to be able to conclude

that adding this second parameter does not o↵er significant gains. This indicates that participants may

not have used di↵erent methods for predicting x and y.

Four parameter adaptive rule Column 5 and 6 of Table 6 finally show the results of an estimation

with four parameters. For the real treatments we find some parameters with lower significance, and

the AIC does not improve much. The added parameters again do not seem to add much explanatory

power, which is unsurprising since x and y are generally equal for the real treatments. For the complex

treatments we find that all parameters are significant at a 1% level, and that the AIC has dropped

quite a lot. This model is thus an improvement to the one- and two-parameter models for the complex

treatments. This indicates that for the complex treatments participants may have used information on

x when predicting y and vice versa.

We will return to a comparison of the three types of adaptive rules in Subsection 1.5.3.

1.5.2 Heuristic Switching Model

A much more involved model of expectation formation, in which agents actually learn how to form

their expectations as they go along, is the Heuristic Switching Model. This was introduced in Brock

and Hommes (1997) and found to successfully explain dynamics observed in one-dimensional LtFEs in

Anufriev and Hommes (2012).

The idea is that there are four heuristics that participants are choosing between to make their pre-

dictions in each time step.5 We will use the heuristics used in Anufriev and Hommes (2012), namely the

Adaptive heuristic (ADA), Weak Trend-following Rule (WTR), Strong Trend-following Rule (STR) and

the Anchoring and Adjustment rule (LAA):

pe1,t+1 = 0.65pt�1 + 0.35pe1,t (ADA)

pe2,t+1 = pt�1 + 0.4(pt�1 � pt�2) (WTR)

pe3,t+1 = pt�1 + 1.3(pt�1 � pt�2) (STR)

5These 4 rules represent four di↵erent types of behaviour frequently observed in 1-D LtFEs: monotonic convergence,
oscillatory convergence, explosive behaviour and persistent oscillations.
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pe4,t+1 = 0.5(pavt�1 + pt�1) + (pt�1 � pt�2) (LAA)

First, a measure of the success realised by each strategy in the last time step is calculated. We use

the same measure that is used to determine the pay-o↵ of a prediction. We then include some memory of

previous success by the heuristic, governed by memory parameter ⌘ = 0.7. This brings the performance

measure of heuristic i to:

Ut�1,i =
100

1 + |pt�1 � pet�1,i|
+ ⌘Ut�2,i (5)

We then use a discrete choice model with asynchronous updating to determine what heuristics the

participants will use in the next time step. Intensity of choice parameter � determines the extent to which

participants will switch to the most successful rule, and parameter � determines how many participants

are switching strategies in an individual time step. The fraction of participants using strategy i to make

their next prediction is then equal to:

nt,i = �nt�1,i + (1� �)
e�Ut�1,i

P
j e

�Ut�1,j
(6)

We generally use the same form and parameters as in Anufriev and Hommes (2012), with one excep-

tion. For the Strong Trend Following Rule, which looks like:

pet+1 = pt�1 + �(pt�1 � pt�2) (7)

we choose � to be 1.8 rather than the usual 1.3. We found this to be a better fit both for the one step

ahead forecasting we are considering here and for the fifty steps ahead learning that will be considered

in Section 1.7.The original coe�cient 1.3 was found in Hommes et al. (2005) in asset pricing experiments

that had slightly di↵erent characteristics that would temper bubbles, such as a far from equilibrium

stabilizing robot trader. This helps justify our choice for a higher parameter. We make the same choices

as Anufriev and Hommes (2012) in initialising the model and start with 25% weight on each rule.

Now in order to generalise the HSM to two dimensions, the simplest way to proceed is to say that

the agents only use information about x to predict x, and information about y to predict y. This is the

approach used in Assenza et al. (2021). Participants can use one heuristic for predicting x and a di↵erent

one for predicting y at any one time, but the parameters that determine the choice of heuristic for each

variable will be the same. We will refer to this as the ‘decoupled HSM’.

There are of course other ways to generalise the HSM to two dimensions. In particular, we could

consider that participants use information about y when predicting x and vice versa, as in the four

parameter adaptive model. We will be developing such a model in Subsection 1.7.3 and we will refer to

it as the Mixed HSM. For the mixed HSM we use di↵erent initial conditions, making direct comparisons
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here slightly muddied. We will return to the reasons for this in Section 1.7.

1.5.3 Comparing 1-step ahead forecasting models

Now that we have laid out our various adaptive and heuristic switching models, we will compare a number

of learning models based on their performance as measured by the mean squared error in Table 7. In

addition to the models named before, we will be considering the ‘rational’ model, where participants

constantly predict the equilibrium (13, 13).6 We will also consider the naive model, where participants

always predict the most recently observed price. When separate estimations were done for x and y, we

here report the average of the two MSEs.

A first observation from Table 7 is that the rational model performs the worst of all considered models

for every treatment, including the stable ones, with the exception of 0.7real HSM mixed. This is not too

surprising as it has by far the least flexibility.

The naive model however, which is still very simple, outperforms some of the more tailored models

for some of the treatments. In particular, the naive model often outperforms one or the other form of

the HSM. It also performs only slightly worse than the various adaptive models for the real treatments.

For the adaptive models we see that the change from one to two parameters barely makes a di↵erence

for any of the treatments. This means that simply adding the flexibility of two di↵erent learning rules for

x and for y does not help explain the observed predictions. But, the move from two to four parameters

does make a bigger di↵erence for the complex treatments. Thus, adding the flexibility of using both x

and y to predict x and vice versa does help explain the observations in the complex treatments. For the

real treatments this barely makes a di↵erence since x and y are mostly equal.

The decoupled heuristic switching model performs relatively poorly for the more unstable treatments,

and relatively well for the most stable treatments. This changes when we consider the mixed HSM that

will be laid out in Section 1.7. We discuss the reasons for this in this later section as well.

6Note that in the case of the saddle point there are two other equilibria, but we here only consider the interior steady
state.
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1.6 Individual estimations

Finally, we have also estimated learning models for individual participants rather than for a treatment

pool as a whole.

We estimated models of the form:

pet = c+
3X

k=1

↵kxt�k +
3X

l=1

�lyt�l +
2X

i=0

aix
e
t�i +

2X

j=0

bjy
e
t�j (8)

which is a two dimensional version of the model estimated by Heemeijer et al. (2009). We used a

model selection method called LASSO (Tibshirani, 1996) to determine what parameters are explanatory

for individuals.

We found some patterns in the parameters that were deemed insignificant for the various participants

and treatments. We look at the estimated models for the prediction of x. Labelling a parameter as

unused when less than 6 people in a treatment used it in their predictions, we find that the third lag of

the price of y is not used in any of the treatments except 0.95complex (in predicting x). The third lag of

the price of x is not used in any of the treatments except 0.7complex. The second lag on the prediction

of both x and y are only used in the complex treatments, and the second lag of the price of y is only used

in the complex treatments and 0.7real. We conclude that more information is used to make predictions

for the complex treatments than for the real treatments, both more information from the past and more

‘mixed’ information about both variables. This matches our lower adaptive parameters, which showed

that in the complex treatments there was less weight on more recent observations. It also matches the

success of the four parameter model for these treatments.

1.7 Long run behaviour

If our 1-step forecasting models in Section 1.5 performed perfectly, we would be able to use them to

predict the aggregate dynamics of a market ex ante, without feeding the model information about ob-

servations in the laboratory past the initial stage. However, since our 1-step ahead forecasting models

still make mistakes, these mistakes can add up to reproduce qualitatively di↵erent aggregate dynamics

in the medium to long run from those observed. Since one of the goals of this type of research is to

be able to predict the stability of equilibria that have not been tested in the lab, we are interested in

predicting aggregate dynamics given only the initial conditions of the experiment. In this section we

therefore investigate how various models perform qualitatively when we let them make predictions for 50

time steps, given only the initial conditions from the lab.
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1.7.1 Successes and failures existing models

We will now consider to what extent the learning models we considered in Section 1.5 can qualitatively

predict the aggregate market dynamics we observed.

Rational model First of all, the Rational Expectations model would predict markets which are stable

at (13, 13). This may be a reasonably good description of the observed dynamics (albeit not the path

of convergence) for 0.7real and 0.7complex, and perhaps even the long run behavior (after period 30) of

0.95complex, but it can not explain what we observe for 0.95real and 1.1real, nor why we see di↵erences

between treatments to begin with.

Naive model When we consider the naive model, and ‘plug’ this into the laws of motion in Appendix

1.D, what we end up with is exactly the expectations feedback model for which we chose our eigenvalues

and eigenvectors. We will thus see a change from stable to unstable dynamics exactly when the absolute

value of the leading eigenvalue exceeds 1, which contradicts the observed instability of the 0.95real treat-

ment. The naive model also predicts that convergence takes exactly as long for the complex treatments

as their real counterpart. This too contradicts our findings, most clearly when comparing 0.95real to

0.95complex.

Adaptive model When simulating the adaptive model for 50 time steps, we can only replicate the

oscillating dynamics that we found in several treatments for the complex treatments. We do see that the

adaptive model fully stabilises on an equilibrium within 50 steps for exactly the same treatments that

we found full stabilisation in the lab. However, in the treatments where we found instability (0.95real,

1.1real) the adaptive model predicts one peak and then a slow but monotonic convergence towards the

equilibrium, which does not match our qualitative findings.

Decoupled HSM As argued by Anufriev and Hommes (2012) for one dimension, we find that the HSM

can reproduce the change in stability when moving from 0.7real to 0.95real. This happens because the

Strong Trend-following Rule performs very well in the case of 0.95real, amplifying an unstable market

despite the eigenvalues being in the unit circle. For 0.7real there is less coordination at the start, in

particular no coordination on the STR, reducing bubbles. The HSM needs to be initialised on the fractions

for each heuristic and the dynamics can change quite a lot when these are altered. It would be hard to

defend to choose di↵erent initial fractions for di↵erent treatments. This makes it impossible to reproduce

the observed dynamics in all treatments using the decoupled HSM. Generally, the HSM underestimates

how stable the 0.95complex treatment was, and overestimates how stable the 0.95real treatment was. We

can reproduce large oscillations in the 0.95real treatment by making the initial fraction of strong trend

followers very large, but with such fractions the 0.95complex shows large persistent oscillations as well.
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Figure 5: Example observed dynamics complex treatment

To approximate the stability in the 0.95complex case we need to increase the fraction of the adaptive

heuristic so much that the 0.95real treatment becomes very stable. Summarizing, the decoupled HSM

can not simultaneously, i.e. with the same initial fractions, explain the unstable behavior in the 0.95real

treatment and the stable behaviour in the 0.95complex treatment.

1.7.2 Evidence for a mixed model

The decoupled HSM came close to predicting all qualitative dynamics, but it underestimated the stability

of 0.95complex. We may be able to reproduce this stability in the HSM by including some mixing, so

by allowing y to be used when predicting x and vice versa. A mixed HSM would be conistent with the

estimated individual rules in Section 1.6.

Why mixing may stabilise The reason why mixing may aid in reproducing the stability is as follows.

The spiralling dynamic we have in the complex treatments means that x and y are only moving in the

same direction roughly half of the time, see Figure 5. When the two are moving in opposite directions,

taking both trend-movements into account may temper bubble extrapolation. When subjects only focuses

on one of the trends, the participant would simply extrapolate that trend. In the case of the two diverging

trends, a form of mixed trend-following would take into account both the increasing trend of one and the

decreasing trend of the other variable, and the overall result would be weaker trend-extrapolation.

For the real treatments, since here we found x and y to be equal almost all the time, mixing will not

make a di↵erence as long as the sum of the weights on x and y does not change.
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Evidence mixing We found evidence of the participants mixing the history of x and y for complex

treatments in Section 1.5. First of all, the four parameter adaptive model performed better than the

two parameter model for the complex treatments. The di↵erence between these two was the inclusion of

mixing. We also find that in the four parameter adaptive model for the complex treatments, all variables

have small p-values, indicating that allowing for four parameters contributes to the predictive power of

the model.

In the individual estimations we find further evidence of mixing. For the complex treatments, we see

that more information on both variables, including the other lagged variables, is used to make predictions

than for the real treatments.

1.7.3 Proposed mixed HSM

One may argue that there are infinitely many ways in which we may adapt the HSM to include mixing.

We choose the simplest adaptation of the decoupled HSM that would replicate the qualitative dynamics.

It turns out that keeping anchors as they are, and splitting adjustments equally across the two variables

fits the data well. This means that when predicting x, one looks at the current price (or other anchor)

of just x, but looks at the changes in both x and y to forecast their adjustments. The four rules are thus

as follows:

pet+1 = 0.65pt�1 + 0.175xe
t + 0.175yet (ADA-m)

pet+1 = pt�1 + 0.2(xt�1 � xt�2) + 0.2(yt�1 � yt�2) (WTR-m)

pet+1 = pt�1 + 0.9(xt�1 � xt�2) + 0.9(yt�1 � yt�2) (STR-m)

pet+1 = 0.5(pavt�1 + pt�1) + 0.5(xt�1 � xt�2) + 0.5(yt�1 � yt�2) (LAA-m)

Now if we combine this with the right initial conditions, we can replicate the observed dynamics. For

the initial conditions, we are mainly constrained by the large instability in the 0.95real case. The bigger

we choose the initial fraction using STR, the better we replicate this instability. But doing this does not

give wrong qualitative dynamics for the other treatments, as we saw occur in the decoupled HSM. We do

however want to base our initial fractions on our observations from the lab. Since we found that about

70% of initital predictions either increased or decreased from the first to the second time step, despite

the fact that no new information came through, we conclude there was some ex ante trend extrapolation

present. We thus place an initial weight of 0.7 on the STR and split the further weight equally across

the three other heuristics.

Figure 6 shows for one exemplary group per treatment how the realised and simulated prices compare.

These are representative of the fit we see in the other groups, except for 1.1real. For 1.1real the mixed
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Table 8: Average fraction using each rule for fifty step ahead mixed HSM

0.7complex 0.7real 0.95complex 0.95real 1.1real

ADA 0.683 0.090 0.610 0.033 0.137
WTR 0.096 0.147 0.153 0.023 0.236
STR 0.196 0.238 0.199 0.668 0.590
LAA 0.025 0.525 0.038 0.276 0.037

HSM always predicts that the market will shoot to the (100, 100) equilibrium while in some of our

treatments we saw di↵erent behaviour, although there is agreement on the lack of convergence to the

internal equilibrium.

1.7.4 Prevailing rules

Table 8 shows for the mixed HSM what fraction of agents uses what rule on average over time, over

the two prices and over each market, per treatment. We see that the ADA rule prevails in the complex

treatments and is barely used in the real ones. This is in line with the success of the four parameter

adaptive model we saw in the one step ahead estimation. Since the ADA rule is stabilising this helps

explain the stability observed in the complex treatments. In the real treatments the STR is common, and

here we also see the LAA doing quite well. Since the LAA includes trend following as well as a strong

anchoring, it fits both the unstable dynamics of 0.95real and the stable ones of 0.7real.

1.7.5 Predicting out of sample

Now that we have found a model for expectation formation that can qualitatively replicate almost all of

the behaviour we observed in the lab, we can use this model to predict stability of settings we have not

studied in the lab. We have simulated the model for sets of eigenvalues across the complex unit square,

using the same ‘rules’ for the positioning of eigenvectors, the equilibrium and the shape of the equations

as we did for our treatments.7 We then calculate the RAD for each set of eigenvalues to represent the

stability. We sampled initial conditions randomly from the observations in the lab, and left the first 25

steps out of the calculation of the RAD to minimise the influence of the initial conditions. Figure 7 shows

the results.

We find that a small polar angle is in fact destabilising (for large absolute value), and only larger

angles stabilise. We find the asymmetry along the real axis that we are familiar with from the one

dimensional setting: negative real part generally leads to more stable markets than positive real part.

7Rather than forcing the upper right entry to be negative for the complex eigenvalue matrices, we fixed the constant in
the equations to be equal to the constant we chose for our initial complex treatments, for computational reasons.
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Figure 6: Realised prices and prices as simulated using the mixed HSM, 50 steps ahead, for both x and y
for one exemplary group per treatment. Initial weight of 0.7 on STR, and 0.1667 on every other heuristic.
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Figure 7: Heatmap showing the RAD simulated by the mixed HSM for di↵erent values on the complex
unit square. The x-axis shows the real part, the y-axis the complex part of the (leading) eigenvalues.
The unit circle is shown for clarity.

31



Chapter 1

Figure 8: Heatmap showing the RAD simulated by the mixed HSM for di↵erent values on the complex
unit square. The x-axis shows the real part, the y-axis the complex part of the (leading) eigenvalues.
The unit circle is shown for clarity. The dots in black are those from our experiment, the one in white
is from Anufriev et al. (2019) and those in white with a black dot are from Hommes, Massaro and Salle
(2019).

Figure 8 shows some eigenvalues from the literature displayed over the aforementioned heatmap. The

dots in black are those from our experiment, the one in white is from Anufriev et al. (2019) and those in

white with a black dot are from Hommes, Massaro and Salle (2019). We find that our model correctly

predicts the stability in these cases.

1.8 Robustness check: partial derivatives

In the treatments discussed so far, we found a change from unstable to stable dynamics when we went

from real eigenvalues to complex eigenvalues with the same absolute value 0.95. It is possible, however,

that this result was driven by the inclusion of a negative partial derivative. Equation (9) shows the model
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Table 9: Bubble measures and average dispersion errors for 0.9real and 0.95robust

0.95real 0.95robust

RAD 2.012 1.452
RD 1.917 1.332

Dispersion Error 30.080 15.011

used for the treatment with real eigenvalues (0.95, 0.5) and (10) the one for 0.95e±i⇡/4.
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Assenza et al. (2021) run 2D LtFEs in the New Keyensian model and argue that adding negative

feedback through a more aggressive Taylor rule stabilises the NK system. One might therefore hypoth-

esise that the signs of the partial derivatives rather than the eigenvalues should be used as predictors of

stability. To test this hypothesis, we conducted an additional treatment where we had again the eigen-

values (0.95, 0.5), but this time chose a model which included negative feedback, through one negative

partial derivative, as in (10). If this would stabilise the dynamics it would suggest that eigenvalues are

not su�cient as predictors, and we require the full picture of the various partial derivatives.

The treatment 0.95robust, with real eigenvalues 0.5 and 0.95, was thus conducted with expectations

feedback model that includes negative feedback :
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1.8.1 Results

Let us first focus on the observed prices, shown in Figure 3. We could roughly classify the observed

markets in the 0.95real treatment as twice persistent large oscillations, once persistent small oscillations,

and three times large oscillations which seem to lead to convergence. In the 0.95robust we have four

times large oscillations which seem to lead to convergence, twice small oscillations which seem to lead to

convergence, and one very stable market. Based on this qualitative evidence one could say that 0.95robust

appears somewhat more stable, but it is not entirely clear. In Table 9 we see that the RAD and RD for

0.95robust are indeed smaller than for 0.95real. We can perform a Wilcoxon rank-sum test to determine
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Figure 9: Market prices of x and y in each group, for the two treatments 0.95real (top panels) and
0.95robust (bottom panels).

whether this di↵erence is statistically significant. For both RAD and RD the p-value of this test is 0.45,

meaning that the di↵erence is not statistically significant. The di↵erence between the dispersion errors

we observe is also not significant, with a p-value of 0.366. We thus conclude that the di↵erences between

the 0.95real and 0.95robust treatments are not significant. We find evidence that eigenvalues rather than

individual partial derivatives are good predictors of stability.

1.9 Conclusion

We have run Learning to Forecast Experiments in two dimensions to investigate the use of eigenvalues

as predictors of stability. Despite participants only having qualitative information about the underlying

feedback system, we found that in multiple treatments the markets converged to the equilibrium value. In

particular, 0.7real, 0.7complex and 0.95complex converged to the fixed point. This is especially notable

since 0.95real, which had the same absolute value as 0.95complex, lead to very unstable markets. We

find that complex eigenvalues with an angle of ⇡
4 lead to more stable markets than real eigenvalues with

the same absolute value.

The known models for 2D expectation formation we examined can not replicate this di↵erence in

stability between real and complex treatments. We present a version of the HSM where agents mix

information on the two variables they are predicting when forming the adjustments to their anchors.

This can explain stability for the complex treatments, where variables often move in opposite directions

meaning the two adjustments o↵set each other.
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We use this new model to make predictions for the stability of systems with eigenvalues that we did

not test ourselves. We predict that eigenvalues with a small polar angle and a high absolute value lead

to highly unstable markets, while higher polar angles are stabilising. Since we used a generalised, low

context set-up we hope that other 2D LtFEs in any context can form evidence for or against our model

and test our predictions.

When trying to replicate only the expectations participants made in any individual time step, rather

than for the whole duration of the experiment, the HSM does not necessarily outperform simpler models.

While it does for some treatments, a simple one parameter adaptive model does not perform much worse

over all and is a surprisingly good fit.

Finally we performed a robustness check to see if it is indeed the eigenvalue rather than all individual

partial derivatives that should be used as predictors of stability. We find that the eigenvalue is indeed

su�cient since two treatments with equal eigenvalues and di↵erent partial derivatives are not significantly

di↵erent in our aggregate stability or coordination measures.
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Appendix

1.A Instructions

Welcome to this experiment! The experiment is anonymous, the data from your choices will only be

linked to your station ID, not to your name. You will be paid privately at the end, after all participants

have finished the experiment. After the main part of the experiment and before the payment you will be

asked to fill out a short questionnaire. On your desk you will find a calculator and scratch paper, which

you can use during the experiment.

During the experiment you are not allowed to use your mobile phone. You are also not allowed to

communicate with other participants. If you have a question at any time, please raise your hand and

someone will come to your desk. All participants will be randomly divided into groups of six people. The

group composition will not change during the experiment. 8

Your task in this experiment is to predict the prices of two di↵erent goods. The experiment consists

of 50 time periods. In every period you will predict what the two prices will later be. The predictions

you and the others in your group make determine what the prices actually become. The closer your

predictions are to the realised prices, the higher your earnings in the experiment will be.

1.A.1 About the prices you are predicting

The two goods of which you are predicting the prices are called x and y. You are always making predictions

for the price in the next period. When you make the prediction for the next period, you do not yet

know the price in the current period. For example, the predictions made in period 5 are for the price in

period 6. When you make the prediction for period 6, you do not yet know the price for period 5. The

predictions you and the others in your group make for the price of x a↵ect the realised prices of both x

and y, and the predictions for the price of y a↵ect the realised prices of both y and x. If the predictions

for the price of x go up, this increases the realised price of x and increases the realised price of y (if

nothing else changes). If the predictions for the price of y go up, this increases the realised price of x

and increases the realised price of y (if nothing else changes). These e↵ects are summarised in the table

below. It shows the relationship between the average prediction of the price and the realised price. A

positive relationship means that a higher prediction leads to a higher realisation, a negative one that a

higher prediction leads to a lower realisation.

Table 10: Relationship between the predictions of a price and the realisation of that price

Realisation of x Realisation of y
Average prediction of x + +
Average prediction of y + +

8These first two paragraphs are verbatim Hommes, Massaro and Weber (2019)
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1.A.2 Your predictions

Your task, in each period of the experiment, is to predict the prices of goods x and y. At no point in

the experiment can the prices (or your prediction of the prices) go below 0. When the experiment starts,

you have to predict the prices for the first two periods. These predictions have to be in the range of 0

to 20. When all participants have made their predictions for the first two periods, the actual prices of

x and y for period 1 are announced. Then period 2 begins. In period 2 you make a prediction for the

prices in period 3. When all participants have made their predictions for period 3, the prices for period

2 are announced. This process repeats for 50 periods.9 Therefore, when at a certain period t you make

a prediction of the prices in period t+ 1, the following information is available to you:

• The actual prices of both x and y up to and including period t� 1;

• Your predictions up to and including period t;

• Your points up to and including period t (see below).

1.A.3 Your earnings

Your earnings depend on the accuracy of your predictions. You start the experiment with 5000 points,

which would be worth 50 euros at the end of the experiment. In every period you may lose some of these

points, depending on how far your predictions are from the realised prices. To determine your points in

each period, first your prediction errors in x and in y are calculated separately by finding the di↵erence

between your prediction and the realisation. Then, the two prediction errors are added to find your total

error. For example: if your prediction of x was 3 and your prediction of y was 5 and the true prices turn

out to be 8 for x and 6 for y, your prediction error in x is |8 � 3| = 5 and your prediction error in y is

|6 � 5| = 1. Your total error is therefore 5 + 1 = 6. Every period is worth 100 points. If you make no

error, you keep all of these 100 points. If you make an error, points are taken away. The table and graph

in section 1.B show how many points you will have left in a period based on the error you make. In the

example above, where your error is 6, you would have 25 points left in that round so you would have lost

75 points.

At the end of the experiment, your final payment will consist of 1 euro for every 100 points you have

left from the initial 5000. You will also receive a show-up fee.

9This subsection closely follows ?.
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1.B Prediction error to penalty point conversion

Total Points Points left Total Points Points left
prediction lost for this prediction lost for this

error period error period
0 0.0 100.0 25 92.6 7.4
1 33.3 66.7 26 92.9 7.1
2 50.0 50.0 27 93.1 6.9
3 60.0 40.0 28 93.3 6.7
4 66.7 33.3 29 93.5 6.5
5 71.4 28.6 30 93.8 6.3
6 75.0 25.0 31 93.9 6.1
7 77.8 22.2 32 94.1 5.9
8 80.0 20.0 33 94.3 5.7
9 81.8 18.2 34 94.4 5.6
10 83.3 16.7 35 94.6 5.4
11 84.6 15.4 36 94.7 5.3
12 85.7 14.3 37 94.9 5.1
13 86.7 13.3 38 95.0 5.0
14 87.5 12.5 39 95.1 4.9
15 88.2 11.8 40 95.2 4.8
16 88.9 11.1 41 95.3 4.7
17 89.5 10.5 42 95.5 4.5
18 90.0 10.0 43 95.6 4.4
19 90.5 9.5 44 95.7 4.3
20 90.9 9.1 45 95.7 4.3
21 91.3 8.7 46 95.8 4.2
22 91.7 8.3 47 95.9 4.1
23 92.0 8.0 48 96.0 4.0
24 92.3 7.7 49 96.1 3.9

Po
in

ts
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ef
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0,0

25,0

50,0

75,0

100,0

Total Prediction Error

0 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30 32 34 36 38 40 42 44 46 48
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1.C Control Questions

• Suppose that in period 35 you make the following predictions: x will be 24 and y will be 7. Then

the prices for x and y are revealed to be 20 and 13. Period 36 begins, you make another prediction,

and the prices for x and y are now revealed to be 22 and 11. What is the prediction error for your

predictions made in period 35? (Answer 6)

• Suppose everyone in your group, including yourself, predicts the price of y to stay constant and the

price of x to go up. What e↵ect will this have on the realised price? (Multiple choice, Answer: The

price of x goes up, the price of y goes up.)

• Suppose you have 3500 points left when the prices for x and y are revealed to be 12 and 11. Your

predictions for those prices were 8 and 15. How many points do you have left now? (Answer: 3420)

• Suppose that at the end of the experiment you have 2520 points left. How much is this worth in

euros? (Answer: 21.00 euros)
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1.D.6 Treatment 0.95robust: eigenvalues (0.5, 0.95)
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2 Leverage cycles when banks have a choice

10

2.1 Introduction

The use of borrowed money to invest, a practice known as leverage, has been identified as one of the

aggravators of the great financial crisis of 2008. But even before this, in the seminal work by Geanako-

plos (2003), it was pointed out that leverage can exacerbate crises by forcing sales into falling markets.

Aymanns and Farmer (2015) on the other hand shows that leverage cannot only exacerbate an existing

crisis, but can actually be the cause of a full cycle.

In a di↵erent strand of literature focused on systemic stress testing in financial systems (e.g. Cont

and Schaanning (2017), Bookstaber et al. (2018)), it has been identified that the tendency of banks to

target a specific leverage aggravates crises, even if any expectations or risk estimates are ignored. When

asset prices fall, leverage increases automatically. To get back down to the original leverage, assets have

to be sold, leading to further price falls and further increasing leverage. The wish to target a specific

leverage is not necessarily voluntary, under Basel II regulation for example banks are faced with explicit

constraints on their leverage.

While these arguments only show how leverage and leverage targeting can aggravate crises, Aymanns

et al. (2016) show how these practices can also cause the next bubble and following crash to form, even

without any exogenous shocks. Their banks have a more sophisticated leverage target than most of the

systemic stress testing literature, namely one that depends on recent risk estimation. They do not, how-

ever, form any view on the direction in which they believe the price of a risky asset will move. While this

is a defensible position in times of crisis, when banks will focus on preventing the breach of constraints

(Bookstaber et al. (2018)), it is not necessarily intuitive during other parts of the business cycle. Why

would one blindly buy as many risky assets as one is allowed to, without considering whether this will

be a good investment based on funding costs, dividends and expected price-changes? Data on leverage

and perceived risk supports a less clear-cut correlation between these two variables.

In this paper, we allow the banks in our model to choose between the leverage targeting strategy from

Aymanns et al. (2016) and a strategy based on constrained expected utility maximisation which we’ll

call leverage optimising. They reassess what strategy they would like to use in every time step, using a

Heuristic Switching Model to make their choice Brock and Hommes (1997) In doing so we investigate if

and when the leverage targeting strategy is attractive to banks, and we assess to what extent the broad

10Co-authored with: Kostas Mavromatis and Cars Hommes. ExSIDE working paper 41-2021.
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destabilising e↵ect of leverage is specific to models where leverage is the sole focus of banks. Our model

has two types of agents: banks and fundamentalists. They trade in a risky asset and a risk-free asset.

As opposed to Aymanns et al. (2016), our fundamentalist uses the familiar myopic mean variance wealth

maximisation. This means it sells (goes short) when the asset is valued above its fundamental value, and

buys when it is below this value. Our banks are not allowed to go short, since there is no clear way to

implement going short in the face of a leverage target.

First of all, we study two simplified models where either all banks use leverage targeting or all banks

use leverage optimising. When all banks use leverage targeting we are in almost exactly the situation of

Aymanns et al. (2016), with the di↵erence of a slightly di↵erent fundamentalist, and we find the chaotic

leverage cycles or convergence to a fixed point. The chaotic cycles work as follows. After a period of

relative stability, the volatility estimate is low. The leverage target is thus high, and the leverage targeter

will have a high demand. This drives the price of the asset up. After a while, due to a memory parameter

�, the bank’s volatility estimate starts picking up. Thus the leverage target starts dropping, and the

leverage targeter will have a lower demand. This drives the price of the asset down again, and we enter

a period of relative stability until the crisis starts to fade from memory and the volatility estimate drops

again. Under leverage optimising for all banks however we find convergence to the fundamental fixed

point in all cases. When a crisis occurs that brings the price of the risky asset close to (but above) the

fundamental value, both the bank and the fundamentalist will have the expectation that the price will

remain close to the fundamental value, and as such the fundamentalist will be short the asset and the

bank will be slightly long the asset until the price stabilises at the fundamental value.

When we simulate our full model we find that leverage and its constraints still cause both bubbles

and crashes without any exogenous triggers. During a boom, all banks start acting like leverage targeters

since this is the most profitable strategy. This is because during a boom, only the leverage targeting

strategy is long the asset. Eventually we know the leverage targeting strategy leads to a crash. During

the crash, it is best to use the leverage optimising strategy because they have a lower demand. Thus

everyone switches rapidly to the leverage optimising strategy. As a result, the price drops even more

quickly than in the case of leverage targeting. We then enter a period of relative stability. The leverage

targeter has an increasing demand due to a monotonic decreasing of the volatility estimate, but the

leverage optimiser has a demand that’s decreasing at roughly the same rate. The banks are split about

evenly across the two strategies. This continues until the leverage optimiser hits their short-selling limit.

Then the monotonic increasing demand of the leverage targeter leads to a new boom, and the cycle is

complete. The cycles, however, have a smaller amplitude than in the case of leverage targeting only. This

is because the leverage optimisers are still present at the beginning of a boom, and have a lower demand,
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meaning that the total demand by banks is a bit lower..

We study the e↵ects of four parameters on the dynamics of our model. Parameter � determines the

intensity of choice between the two strategies. The higher it is, the more banks will choose the more

profitable strategy. We find that increasing � increases the amplitude of cycles, due to a more pronounced

herding e↵ect at the top and bottom of a cycle. Parameter � is the aforementioned memory parameter

in the volatility estimate. The amplitude of cycles increases in �. This has to do with the fact that an

increased � initially leads to smaller amplitude cycles, since the leverage optimiser will have a higher

demand during the crash when � is larger, since the boom has a less prominent role in the volatility

estimate. After a number of small amplitude cycles the volatility estimate can reach exceptionally low

levels, leading to an extra large boom and crash. Parameter f determines what fraction of our agents

are fundamentalists. If f is very large, we find convergence to a fixed point. The amplitude of the cycles

increases as f decreases, since prices change more based on changes in the bank’s demand if the fraction

of fundamentalists is smaller. The final parameter we study is �0, the floor of the volatility estimate.

For large �0, we find convergence to a fixed point. The leverage targeter demand is capped at such a

low demand that their destabilising e↵ect is curbed completely. The amplitude of cycles increases as �0

decreases. When�0 is smaller, the leverage targeter can buy more during the boom, which results in

larger price spikes.

Allowing those banks who follow the optimising strategy to short-sell removes the bubbles and crashes.

This is because in the original model, the end of the period of stability and beginning of a new boom

occurs when the leverage optimiser reaches their short-selling limit. When the optimiser can short-sell,

we see their decreasing demand compensate for the increasing demand of the leverage targeter. As a

result the net demand of the banks is about 0, and the fundamentalist determines that the price will

reach the fundamental value and stays there.

This paper is structured as follows. We begin with a literature review, and then present our model.

In Section 2.4 we analyse some special cases of the model, to aid us in Section 2.5 where we consider the

full model dynamics. In Section 2.6 we focus specifically on the competition between the two strategies.

Section 2.7 discusses the e↵ect of a policy permitting short selling on the dynamics, and Section 2.8

concludes.

2.2 Literature Review

Danielsson and Zigrand (2003) and Danıelsson et al. (2004) study the impact of a Value at Risk con-

straint. Their agents invest their wealth (without leverage) into cash and N di↵erent risky assets. They
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choose their portfolio weights through VaR-constrained expected utility maximisation. The first paper

considers a single period general equilibrium model, the second a multi-period learning framework where

agents revise their beliefs on the expected returns and (co)variances of the risky assets every time step.

The true pay-o↵s of the risky asset in their model are exogenously generated, so independent of the

demands of the agents. A few conclusions are drawn about the macro-prudential consequences of the

VaR constraint, such as lower average prices and higher volatility.

Geanakoplos introduced the name ‘leverage cycle’. In a number of papers, coming together in Geanako-

plos (2010), he lays out his theory. His first contribution is to show that the equilibrium of supply and

demand can determine not only the interest rate on loans, but also the leverage (or its inverse, the hair-

cut on a loan). He then uses this theory of equilibrium leverage to explain the anatomy of a big crash

following ‘scary bad news’: bad news that not only lowers expectations but also increases uncertainty and

disagreement. Geanakoplos shows that when scary bad news hits, the losses in asset value from lowered

expectations are severely aggravated through tightening leverage constraints, forcing even optimists to

sell. He does this in a three period binary tree general equilibrium model. Importantly, Geanakoplos

agents take rational decisions given their expectations.

Thurner et al. (2012) and Poledna et al. (2014) develop an agent based model with di↵erent types

of agents. In the latter, more extensive, one there are four: fund managers, fund investors, banks and

noise traders. The fund managers are the key agents for our purposes: their demand for the risky asset

is based on deviations from an exogenous fundamental value, but they are also faced with a leverage

constraint. This constraint is passed on through the banks who lend but abide by regulation on their

credit exposure. Their model produces repeated leverage cycles, with the downturn always caused by a

random shock to the noise trader demand. There is one risky and one risk free asset,

Aymanns and Farmer (2015) and Aymanns et al. (2016) develop a simpler model which is analytically

tractable. They produce leverage cycles, both the way up and the way down, even in the deterministic

limit. These are mainly driven by the method of risk estimation used by their main agents (banks). A

second agent, a kind of market maker, has a stabilising e↵ect on the market. Their model is similar

to the one in Danıelsson et al. (2004), except that agents are now allowed to use leverage. Banks first

determine how much leverage the VaR rule allows them to take on, given their estimation of the volatility

of the risky asset. This translates directly into a dollar value of assets, and due to an exogenous weight

on bonds, into a demand for the asset. The leverage cycles are driven by the method of risk estimation

and the leverage taken on as a result. In short, when the volatility estimate is low banks take on a

lot of leverage, which drives up the price of the risky asset. This makes the volatility estimate go up,
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so that banks have to delever, which involves selling assets and thus reducing the price. The dropping

price increases the volatility estimate even more. When the banks are at minimal leverage, they are not

buying/selling much, and the price stays more stable. Slowly the boom and bust fade from memory, the

volatility estimate drops and banks take on more leverage again.

Adrian and Shin (2010) present data suggesting that for investment banks, leverage is pro-cyclical: banks

will increase their leverage when asset prices are rising and reduce it in bad times. In particular, they

show that these investors will respond to changes in the value of their assets by changing their leverage

rather than changing their equity. These findings form key empirical backing for the assumptions in the

existing literature. The empirical part of Adrian and Shin (2013) consists of further analysis of data

similar to that in Adrian and Shin (2010), importantly now including data collected during the financial

crisis. They focus on the explanatory role played by firms’ estimation of risk as measured through the

Value at Risk they report. They find evidence that banks use a Value at Risk rule when determining their

leverage, and further evidence that they do this through changes on the asset side rather than by altering

their equity. They do not, however, find the -1 correlation between changes in leverage and changes in

perceived risk that is predicted by the VaR rule. The correlation is negative, but by far not as strong as

would be expected, at about -0.5.

We see this somewhat weak correlation between perceived risk and leverage as evidence against the

behavioural rule governing leverage in Aymanns and Farmer (2015). Their agents will always take on

the full leverage allowed given their perceived risk, and as a result their simulations give for a perfect �1

correlation between perceived risk and leverage. In Aymanns et al. (2016) the strength of the correlation

is only reduced through an exogenous parameter controlling the speed of adjustment by the banks. We

do not believe this is a su�cient explanation for the limited correlation. Especially outside of times of

stress, banks may not always want to take on the full risk they are allowed to. This could, for example, be

because they expect a downturn in the stock market, even if their volatility estimate is not yet very high.

In our model we will allow for this possibility, thereby representing the more complicated relationship

between perceived risk and leverage that we see in the data.

The agents in Aymanns et al. (2016) base their entire investment decision on the leverage they would

like to achieve. We will refer to this practice as ‘leverage targeting’, since the leverage is consciously

chosen rather than mostly a side-e↵ect of other considerations. Modelling agents this way is by no means

unique to the papers by Aymanns, Farmer et al, and is often justified by referring to Adrian and Shin

(2010). Sometimes the agents will have a constant leverage target in mind, independent of the conditions

they are faced with (e.g. Greenwood et al. (2015), Duarte and Eisenbach (2018)). In other papers the
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agents allow for some fluctuation around their leverage target, but will take action to return to their

leverage target when some bu↵er value is reached (e.g. Bookstaber et al. (2018), Cont and Schaanning

(2017)). What these papers tend to have in common is that they deal with crisis situations, where banks

are barely attempting to make decisions to chase profits and instead are simply trying not to breach any

constraints. Aymanns et al. (2016) explicitly does not solely consider crisis situations, but rather both

the boom and the bust phase of a financial cycle. They also have the most dynamic leverage target,

which constantly adapts to the state of the financial system.

2.3 Model

2.3.1 Description

We set up a model similar to that of Aymanns et al. (2016), with the main exception that the ‘bank’

agents can choose between two strategies using heuristic switching. One strategy is almost exactly that of

the original model (‘leverage targeting’), the other allows for a constrained expected utility maximisation

to decide whether the bank actually wants to take on the full risk it is allowed to (‘leverage optimising’).

The noise trader in their model is replaced by a ‘fundamentalist trader’ which simplifies the model and

fits with more traditional asset pricing models.

Consider an asset pricing model with one risky asset and one risk free asset. The risk free asset (cash)

pays a fixed return R = r+1. For the sake of simplicity we say that the interest agents pay on any loans,

as well as the interest paid per unit value of stock loans is equal to r. The risky asset has price p(t) per

share at time t, and pays a dividend y.11

We have two types of agents: banks and fundamentalist traders. A bank is faced with a leverage constraint

and is not allowed to short sell. Their leverage constraint is based on their estimate of the variance of the

risky asset in each time step. They choose between two strategies: either they always adapt their balance

sheet to exactly reach the maximal allowed leverage (leverage targeting), or they form an expectation

of the future value of the risky asset to decide whether they would actually prefer taking on less risk

than allowed (leverage optimising). In either case they are faced with the leverage constraint, but in one

case they blindly follow it while in the other case they also assess how attractive the risky asset is to them.

The choice between the two strategies is made through the heuristic switching model (Brock and Hommes

(1997)). Every time step, we calculate the profits one would have made if one had chosen that strategy,

and then the strategy with the most profits attracts the most followers. The fraction of banks who follow

11For most of the paper we will consider the deterministic dynamics, where the dividends are constant ȳ. In the appendix
we have included a numerical simulation where yt = ȳ + ✏t where ✏t is IID with a uniform distribution on a small interval
[�✏,+✏] as in (Brock and Hommes, 1998).
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the targeting strategy instead of the optimising strategy is thus endogenous. The fraction of banks versus

fundamentalists is exogenous, representing the size of the banking sector versus the rest of the economy.

The fundamentalists behave as if they were in a homogeneous rational world. They have a constant

belief on the fundamental value and variance of the risky asset, and are allowed to short-sell. They do

not leverage their investments. These traders represent “the rest of the economy”.

The price of the risky asset is determined through equating supply and demand, assuming an outside

supply of 0.

A derivation of the model equations follows. The details can be found in the appendix.

2.3.2 Fundamentalist

The demand of the fundamentalist trader closely follows Brock and Hommes (1998). We assume that

the trader is a myopic mean variance wealth maximiser with risk aversion parameter ã > 0. They do not

borrow cash, but may borrow stocks to engage in short selling. We assume that Etpt+1 and V artpt+1

are both constant in time for this trader, which is the feature that earns them their fundamentalist title.

Their expectation is always that the price of the risky asset will return to its fundamental value p̃ = ȳ
R�1 ,

and they always think the variance of the risky asset is �2. By letting a = ã�2 we then find the demand

of the fundamentalist trader to be:

zt =
p̃+ ȳ �Rpt

a
(12)

2.3.3 Bank

Banks are investors who are allowed to borrow cash to leverage their investments, but are not allowed to

short sell.12 They are subject to a leverage constraint, which arises from a Value at Risk policy which is

so that portfolio losses have at most probability c to exceed some dollar value. Such a constraint looks

like:

Assets

Equity
 ↵

�t
(13)

Where Assets
Equity is equal to the leverage, ↵ > 0 is a parameter of the model derived from the aforemen-

tioned probability c, and �t is the bank’s current estimate of volatility of the risky asset. They form this

12We do not allow the banks to short-sell because this is very hard to rhyme with leverage targeting. The leverage target
only tells you how big of a position you want to take, it cannot tell you whether this position should be positive or negative.
To make the strategy switching for the banks a fair choice, where they are subject to the same rules in both cases, we thus
forbid short selling altogether. This is by no means exceptional in the literature. In Section 2.7 we remove this constraint
for the leverage optimising strategy.
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estimate through an exponential moving average:

�2
t = (1� �)�2

t�1 + � log
⇣ pt
pt�1

⌘2
(14)

where 0 < � < 1 is a parameter.

We then assume the bank sector to have constant equity E, which is as in Aymanns and Farmer (2015)

and supported by the findings in Adrian and Shin (2013).

Given this setting, the bank can now choose between the Leverage Targeter and the Leverage Opti-

miser strategy.

Leverage targeter The leverage targeter will always make sure that they operate at the maximal

allowed leverage. As in Aymanns et al. (2016), we introduce a volatility o↵set parameter �0 > 0, which

places an e↵ective floor on the volatility estimate the bank uses. This reflects that even in stable times,

it is common knowledge that some noise is to be expected. It also enforces a maximal demand available

to the leverage targeter.

Using (13) it follows that the demand of the leverage targeter is given by:

z1,t =
↵E

pt
p
�2
t + �0

(15)

Leverage optimiser The leverage optimiser does not necessarily operate at maximal allowed leverage.

They form an expectation of the price of the risky asset in the next time step, and then perform myopic

mean variance wealth maximisation, with risk aversion parameter 1. The variance they use in this

maximisation is equal to the estimated volatility (14). The expectation in this maximisation is formed

as a moving average as follows:

µt := Etpt+1 = (1� �)µt�1 + �pt�1 (16)

with the same parameter � as in (14). This is similar to the expectation formation in Danıelsson et al.

(2004).

While the leverage optimiser forms its ideal demand through this myopic mean variance maximisation,

they also are bound by both the aforementioned leverage constraint and the shortselling constraint. The

demand of the leverage optimiser is therefore constrained by 0 and the demand of the leverage targeter.

Their actual demand for the risky asset is thus:
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z2,t = min

✓
max

�
0,

µt + ȳ �Rpt
a(�2

t + �0)

◆
,

↵E

pt
p

�2
t + �0

◆
(17)

Switching The banks choose between the targeter and optimiser strategies through the heuristic switch-

ing model from Brock and Hommes (1997). First, the profits that a bank using strategy i would have

made in the past time step are calculated, and denoted by ⇡i,t. We then assume there is a continuum of

banks, and that the fraction of those banks who decides to use strategy i at time t is equal to:

ni,t =
e�⇡i,t

e�⇡1,t + e�⇡2,t
(18)

2.3.4 Price

The price of the risky asset is determined by equating supply and demand. The demand comes from the

fundamentalist and the banks, and the supply is fixed at 0. We have a fixed fraction of fundamentalist

traders, f , so the actual fraction of traders which are both bank and use leverage targeting is (1�f)n1,t�1

and similarly for leverage optimisation.13

The supply/demand equation is thus:

fzf,t + (1� f)n1,t�1z1,t + (1� f)n2,t�1z2,t = 0

Since the demand function of the leverage optimiser (17) consists of three parts, we solve for the

resulting equilibrium price in each of them. p⇤0,t gives the price if the leverage optimiser has 0 demand,

p⇤µ,t gives the price if the demand is based on the expectation µ, and p⇤C,t the price if the leverage optimiser

is operating at its leverage constraint.

p⇤0,t =
p̃

2
+

s
p̃2

4
+ a↵n1,t�1

Ep
�2
t + �0

(1� f)

Rf
(19)

p⇤µ,t =

Rp̃+ (1� f)n2,t�1
(µt+ȳ)

f(�2

t+�0)
+

r
(Rp̃+ (1� f)n2,t�1

µt+ȳ
�2

t+�0
)2 + 4(R+ R(1�f)

f
n2,t�1

�2

t+�0

a↵n1,t�1Ep
�2

t+�0

(1�f)
f )

2(R+ (1�f)Rn2,t�1

f(�2

t+�0)
)

(20)

p⇤C,t =
p̃

2
+

s
p̃2

4
+ a↵

Ep
�2
t + �0

(1� f)

Rf
(21)

And since (17) is monotonic in p the equilibrium price is unique and given by:

13We need n1,t�1 here because we need to use a fraction based on already realised profits. This requires the demand
from two time steps ago, which last time step resulted in profits/losses based on the realised price at t� 1.
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pt = min(max(p⇤0,t, p
⇤
µ,t), p

⇤
C,t) (22)

2.3.5 Model as a dynamical system

We can write the model as a first order five dimensional dynamical system as follows:

State variables and system The model consists of five state variables and hence five equations govern

the dynamics:

p0t(p) = pt�1

�2
t (p

0,�2, p) = (1� �)�2
t�1 + � log

⇣pt�1

p0t�1

⌘2

µt(µ, p) = (1� �)µt�1 + �pt�1

pt(p
0,�2, µ, p, n1) = min(max(p⇤0,t, p

⇤
µ,t), p

⇤
C,t)

n1,t(p
0,�2, µ, p, n1) =

e�⇡1,t

e�⇡1,t + e�⇡2,t

To simplify these expressions we use the following auxiliary variables:

⇡1,t =
↵E

pt�1

q
�2
t�1 + �0

(pt + ȳ �Rpt�1)

⇡2,t = min

✓
max

�
0,

µt�1 + ȳ � Rpt�1

a(�2

t�1
+ �0)

◆
,

↵E

pt�1

q
�2

t�1
+ �0

◆
(pt + ȳ � Rpt�1)

n2,t = 1� n1,t

and p⇤0,t, p
⇤
µ,t, p

⇤
C,t defined in (39), (40) and (41).

We keep track of the weighted average leverage of the banks (since this is a quantity we can com-

pare to published data). Since the banks who use strategy i hold zi(t) units of the risky asset, and the

leverage is equal to the ratio of risky assets to equity, we can write the bank leverage as:

�t =
n1,t�1z1,tpt + n2,t�1z2,tpt

E

50



Chapter 2

2.3.6 Parameters

The parameters of the model are: ȳ,�, �, R,↵, E, a, f,�0. ȳ determines the mean dividends, while R

determines the risk free rate. � and �0 play a role in the volatility estimate as the memory parameter

and the floor of the estimate respectively. The leverage target is governed by ↵, the risk level of the

leverage targeter, and E, the banks’ equity. Finally f determines the fraction of fundamentalists, and �

the intensity of choice of the heuristic switching model governing the strategy being used by the banks.

In our analysis we focus mainly on the following parameters: f , �, � and �0. Table 11 shows all the

parameters of the model and their values and origins.

Table 11: Default values for the parameters

Parameter Description Default Reason

ȳ Mean dividends 0.02

Mean S&P 500 dividends (adjusted for inflation)

for the past 10 years are 2%.

R Risk free rate 1.006 Mean effective federal funds rate over the past ten years .

↵ Risk level leverage targeting 0.75 Chosen to target a reasonable range of values for leverage

E Bank’s equity 2.27 Aymanns et al. (2016)

a Risk aversion 1 Normalised

�0
Volatility offset 10

�6
Aymanns et al. (2016)

f Fraction fundamentalists 0.5

Varied in the analysis in the range [0, 1],

default value arbitrarily at the midpoint.

� Intensity of choice strategy 1

Varied in the analysis in the range [0, 1.5],

Estimated by Hommes et al. (2017)

[-1.8ex] � Memory parameter 0.2

Varied in the analysis in the range [0, 1],

default value from chosen to replicate

empirical frequency of crises.

2.4 Illustrative special cases

Before analysing the whole model, we will go through three special cases to illustrate some of the model

dynamics.

2.4.1 Only the fundamentalists

If f = 1 so that we only have fundamentalist investors, we always find convergence to the fundamental

steady state, which is:

(p⇤, p0⇤, µ⇤,�2⇤) = (p̃, p̃, p̃, 0) = (
ȳ

R� 1
,

ȳ

R� 1
,

ȳ

R� 1
, 0)

This is because the fundamentalist will be short the asset when it is valued above the fundamental value,

and long when it is valued below the fundamental value. As a result it is only possible to clear the market

with only fundamentalists present if the asset is valued exactly at the fundamental value.

2.4.2 All banks leverage targeters

In this section we focus on the case where all banks act as leverage targeters. If we fix n1(t) = 1, all banks

are leverage targeters and on top of that we have f fundamentalist investors. This leads to chaotic cycles
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Figure 10: Example cycles when all banks are leverage targeters. The blue curve is the price (pt) and
the red curve the volatility estimate (�t)

or convergence to a fixed point. This makes sense since our leverage targeter strategy is very similar to

the bank in Aymanns and Farmer (2015).

The chaotic cycles illustrated in Figure 10 work as follows. After a period of relative stability, the

volatility estimate is low. The leverage target is thus high, and the leverage targeter will have a high

demand. This drives the price of the asset up. This can go on for a while before the volatility estimate

really starts picking up, due to the memory parameter � in the volatility estimate. This means that as

the information on the new boom is coming in, the information about the previous crisis is still slowly

being forgotten, which can initially roughly cancel each other out. When the price has been building up

for a while, however, there comes a point where this starts having enough of an impact on the volatility

estimate that the estimate increases. We have now reached the maximum price. The leverage targeter is

now faced with a lower leverage target, and thus a lower demand. This has a negative impact on the price,

and it starts dropping. Meanwhile the volatility estimate increases further, since the pre-boom period
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is fading from memory and new information coming through is of volatile prices. Thus the targeter has

even lower demand, the price drops further, and the volatility estimate increases even more. Eventually

the volatility estimate is very high and the leverage targeter has gotten rid of almost all their assets. We

then enter a period of relative stability, where the price is increasing but at a much lower speed than we

saw the decrease happen during the crash. This continues until the memory of the crisis starts to fade

and the cycle starts over.

In the unique fixed point, the leverage targeters operate at their demand ceiling as imposed by �0.

We can find it as follows:

p0,⇤ = p⇤

(1� �)�2,⇤ + �log(
p⇤

p⇤
) = �2,⇤

(1� �)�2,⇤ + �0 = �2,⇤

(1� �)�2,⇤ = �2,⇤

So that either � = 0 or �2,⇤ = 0.

We can then find p⇤ by equating supply and demand:

f
p̃+ ȳ �Rp⇤

a
+ (1� f)

↵Ep
�0p⇤

= 0

p⇤ =
p̃

2
+

s
p̃2

4
+

a↵E(1� f)

fR
p
�0

Note that this price is higher than or equal to the fundamental price p̃ (see Figure 11), and tends to

p̃ as, for example, E tends to 0 or f tends to 1. For the standard parameters however this price is much

higher than p̃ since �0 is chosen close to 0. In fact, in the fixed point the leverage targeter is precisely

operating at their demand ceiling, which is imposed by the introduction of �0.

Stability analysis shows that the eigenvalues of the Jacobian are 0, 0, 1 � �. Thus the fixed point is

locally stable for all � < 1.
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Figure 11: The value of the steady state price for di↵erent values of f , the fraction of fundamentalists,
in the leverage targeter only model. When f = 1 the equilibrium price is equal to the fundamental value
of 3.333, and as f decreases the equilibrium price increases.

When �0 decreases, the ceiling of the targeter demand is higher and the equilibrium price is higher.

The relative impact of changes in �2
t also increases. We thus see, from Figure 12, that when �0 becomes

small enough, cycles crash long before the equilibrium price is reached, and we thus see the emergence

of chaotic behaviour (as confirmed by analysis of the Lyapunov exponent). At the same time, the local

stability of the fixed point is not a↵ected by changes in �0 and there is still a basin of attraction to the

fixed point. We thus have coexistence of attractors.

� does not have an e↵ect on the local stability of the steady state, but does a↵ect the cycles. Figure 13

shows that � has a large impact on the amplitude of cycles, with cycles roughly having higher amplitude

as � decreases. This is because a larger � means that the volatility estimate puts higher weight on recent

observations. Thus a boom will more quickly result in an increased volatility estimate and hence a crash.

For a small � it takes a long time for the banks to adjust their volatility estimate to reflect the long period

of increasing prices and hence the boom continues for a long time, leading to a large amplitude crash.

When � is very small, however, we see that the local stability of the fixed point turns into global stability.

For such a small � new information has barely any e↵ect on the volatility estimate, so we can almost

consider the volatility estimate to be constant for some initial transient phase. A constant volatility

estimate leads to a constant price, and constant prices mean that the observations that are very slowly

entering the volatility estimate are always that the volatility was zero. As a result the volatility estimate

54



Chapter 2

Figure 12: Bifurcation diagram in �0 for the model where all banks are leverage targeters

very slowly decreases to zero, as the price very slowly approaches the equilibrium value.

2.4.3 All banks leverage optimisers

In this section we focus on the case where all banks act as leverage optimisers. If we fix n2,t = 1 we find

convergence to a fixed point for all values of f and � through simulation. We can prove analytically that

any such fixed point has to be equal to (p⇤, p0⇤, µ⇤,�2⇤) = (p̃, p̃, p̃, 0). The point is globally stable, even

if convergence may take thousands of iterations. In the fixed point the leverage optimiser will not be

buying according to its leverage ceiling, instead it will have the optimal demand of 0, which is equal to

the floor of its demand function.

Eigenvalue analysis confirms that all eigenvalues are inside the unit circle. Just as in the targeter case,

the eigenvalues are 0, 0, 1� � and a fourth eigenvalue which appears to be close to but smaller than 1 for

all parameter values.

The intuition behind this stability is as follows. If the leverage optimisers are operating at their maximal

leverage, they eventually work themselves into a crisis as we’ve seen in Section 2.4.2. Volatility then

spikes so that the maximal allowed leverage drops. Due to the memory parameter � this is somewhat

persistent. The demand of the optimiser is thus low for a while, which means the price is near the funda-
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Figure 13: Bifurcation diagram in � for the model where all banks are leverage targeters
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mental value. The forecast E[p] = µ will in this time of stable pricing also approach the fundamental value.

The precise reasoning for why the prices are stable at the steady state is as follows. When µ = p = p̃

the leverage optimiser (and the fundamentalist) have zero demand, because they believe the asset won’t

change in value in the next time-step (µ = p) and they believe the cost for holding the asset will o↵set

exactly the expected dividends (p = p̃). When µ = p > p̃ the optimiser again does not expect to make

profit from price shifts, but now the cost for holding the asset is larger than the expected dividends. This

is because the cost for holding the asset scales with the (now higher) price, while the dividends do not.

We will refer to the resulting losses as ‘fundamental losses’ from here on. Since the optimiser faces a

short-selling constraint, they thus have zero demand. The fundamentalist wants to short the asset in this

price range but has no one to sell to, so it is not possible to reach this situation. When µ = p < p̃ this

story is reversed and the optimiser wants to buy the asset. Since the fundamentalist also wants to buy

the asset and we have zero outside supply of assets, it is not possible to reach this situation. In the period

of stable prices where p and µ are very close, we will thus inevitably find the leverage optimiser having

near-zero demand, while the fundamentalist is shorting the asset until the price reaches the fundamental

value. We have then reached the stable fixed point.

2.5 Model Analysis

In this section we analyse the full model in Section 2.3.5

2.5.1 Example of a cycle

Figure 14 shows one cycle with a bubble and a crash, while Figure 15 shows repeated cycles and bubbles

and crahses. We will begin by describing one cycle here. The blue line is the price, the red one is the

expectation of the leverage optimiser (µ). This means that when the red line is above the blue one, the

optimiser believes the asset is going to increase in value, and vice versa.14

The fundamentalist expectation is always equal to the fundamental value, 3.33 in this case. As the

price is above 3.33 for the entirety of the cycle, the fundamentalist always has a short position.

The yellow line is the volatility estimate. When this is high, the permitted leverage will be low, and

vice versa. For the leverage targeter this directly corresponds to their demand, since they will always

buy as much as they are allowed to given the leverage constraint. For the leverage optimiser, it will a↵ect

14Recall from Section 2.4.3 that this does not directly translate into a positive or zero (due to short-selling constraint)
demand. For example, when the red line is only a bit above the blue line and both are far above the fundamental value,
demand may still be zero. This is because the (expected) losses due to the di↵erence in cost and dividends may outweigh
the profits due to increased price. When the lines are a bit further apart however, as in this example, we do see their relative
position translate directly into positive or zero demand.
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Figure 14: Example of a cycle for the default parameters in Table 11. The blue line is the price, the red
one is the expectation of the leverage optimiser (µ), and the yellow one is the volatility estimate.
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both their optimal demand and the limit on this demand.

The cycle begins at the end stages of a period of moderation. The memory of the last big crisis is

fading, and the banks estimate volatility to be low. As a result, the leverage targeter sees that its target

is going up, and it starts to increase its demand. Meanwhile, the leverage optimiser, which before believed

the asset to be underpriced, sees the price pick up quickly. Their expectation does not increase as quickly

so that they now believe the asset to be overpriced. Their demand is thus 0, while the leverage targeter

demand is large and growing. The price is also above the fundamental, so that the fundamentalist has

a negative demand. This demand however is a whole lot smaller than that of the targeting banks (e.g.

because they cannot leverage their investments). As a result, the price of the risky asset is blowing up

and the leverage targeter with the large demand is making big profits. Since the more hesitant leverage

optimiser strategy is not making any profits, more and more agents change from optimisers to targeters,

which further fuels the boom.

Eventually, however, the banks will see that the price has been increasing very rapidly for a while,

which will mean that their estimate of volatility will start increasing. When the volatility increases, the

banks will have a decreasing leverage maximum, meaning the leverage targeters have to decrease their

risky asset holdings a bit. This results in a decreased price. Since, however, the leverage targeters have

massive leverage at this stage, this decrease in price results in very large losses. When the leverage

targeters make losses, the banks start to shift strategies to the leverage optimising strategy, which has a

much lower (initially zero) demand. This shift thus leads to further price drops. At the same time, the

dropping price increases the volatility estimate further, decreasing the leverage target further. We thus

have two sources of positive feedback leading to a rapid crash.

When these losses are su�ciently large almost every bank switches strategies to the leverage optimiser.

The price drops so quickly that the leverage optimiser actually sees the asset as underpriced (µ > p),

and wants to increase its demand. Thus their demand comes close to that of the leverage targeter, which

leads to the rapid price drop suddenly halting. Since the two demands are now close together they make

similar losses, and the banks split across the two strategies nearly equally.

We now enter a period of relative stability, which we will refer to as the ‘great moderation’ from here on

out. The leverage targeter has an increasing demand due to a monotonic decreasing of the volatility esti-

mate, but the leverage optimiser has a demand that’s decreasing at roughly the same rate. This demand

decreases because the price and their expectation of the price come closer together, meaning that they
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see less and less opportunity for profits. This outweighs the reduction in volatility.15 The net demand by

the banks (who are about equally split over the two strategies) stays roughly constant close to zero and

with the fundamentalist shorting the asset this results in a slowly decreasing price. This continues until

the leverage optimiser hits the lower bound of its demand, the short selling constraint. Their demand

can then no longer decrease to compensate for the increasing demand of the leverage targeter, and the

price shoots up.

The cycle thus repeats, although the di↵erent booms and crashes are of di↵erent sizes and lengths,

and after a few smaller ones a bigger one is likely to occur because the volatility estimate will be smaller

at the start of the cycle. When there is a particularly rapid crash and the leverage optimiser is faced with

their demand ceiling, it aggravates the crisis even more. Normally, the dropping demand of the leverage

targeter is somewhat compensated for by an increased demand for the leverage optimiser, who see the

price fall below their expectation for the price (red line) and thus want to invest. When their demand,

however, cannot grow further due to the volatility estimate being so high that they hit their ceiling, the

price can drop much further. An extra large crash occurs, which compensates for the slight upward trend

that can be seen in the cycle in this example. There is thus, over time, no upward or downward trend

in the price. Its distribution appears to be stationary. Figure 15 shows these bigger crashes and the

stationarity overtime.
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Figure 15: Simulation with deterministic dividends. The blue line is the price, the red one is the expec-
tation of the leverage optimiser (µ), and the yellow one is the volatility estimate.

15This is very hard to see in the picture since volatility is at a di↵erent scale from the blue and orange line.
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2.5.2 Fixed point

We will proceed to analyse a potential fixed point of the model, as well as its uniqueness and stability.

As we can see from the following calculation, a fixed point exists and it is unique:

p0,⇤ = p⇤

(1� �)�2,⇤ + �log(
p⇤

p⇤
) = �2,⇤

(1� �)�2,⇤ + �0 = �2,⇤

(1� �)�2,⇤ = �2,⇤

So that either � = 0 or �2,⇤ = 0.

(1� �)µ⇤ + �p⇤ = µ⇤

�p⇤ = �µ⇤

So that either � = 0 or p⇤ = µ⇤.

Now to find p⇤, we begin by analysing in which of the three segments of leverage optimiser demand

the fixed price would be. The leverage optimiser, in a fixed point, has zero demand if p⇤ � p̃ and a

positive demand if p⇤ < p̃. The leverage targeter has a positive demand for all p⇤. The fundamentalist

has a negative demand if p⇤ > p̃ and a positive demand if p⇤ < p̃ (and zero for p⇤ = p̃).

Therefore, if p⇤ < p̃, the optimiser would have positive demand, the targeter would have positive de-

mand and the fundamentalist would have positive demand. Thus everyone would be buying, while the

supply is zero, and there is thus no equilibrium price. We therefore reach a contradiction, and conclude

that if an equilibrium price p⇤ exists, it must hold that p⇤ � p̃. This means that leverage optimiser

demand in equilibrium would be zero.

To actually determine the equilibrium price, we need to simultaneously solve for the equilibrium fractions

of leverage targeters and optimisers. Since the optimiser demand in equilibrium is zero, they will make
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zero profit. The targeter however would be making a loss in equilibrium if p⇤ > p̃ (the aforementioned

’fundamental loss’).

We can write the equilibrium fraction of leverage targeters as:

n⇤
1 =

e
� ↵Ep

�0p⇤
(p⇤+ȳ�Rp⇤)

e
� ↵Ep

�0p⇤
(p⇤+ȳ�Rp⇤)

+ 1
(23)

And the equilibrium price is thus the solution to:

p⇤ =
p̃

2
+

vuut p̃2

4
+

a↵E(1� f)

fR
p
�0

e
� ↵Ep

�0p⇤
(p⇤+ȳ�Rp⇤)

e
� ↵Ep

�0p⇤
(p⇤+ȳ�Rp⇤)

+ 1
(24)

Numerical plots of the implicit function for the benchmark parameters show that the fixed point is

unique.

The price in equilibrium is essentially always larger than p̃, again with the exception of f tending to

1, E tending to 0, etc (as in Section 2.4.2). Since for p⇤ > p̃ the targeter is making a loss in equilibrium

while the optimiser is making zero profit, n⇤ < 0.5 for most parameter values.

When � = 0 we have a continuum of fixed points since � and µ will always be equal to their initial

value.

2.5.3 Stability analysis

Since we cannot write down the fixed point analytically, we cannot perform a stability analysis in full

generality. We can however calculate the Jacobian and find its eigenvalues for specific parameter values.

We can also use bifurcation diagrams to see how the dynamics depend on parameters more broadly.

We can say in generality that the eigenvalues of the Jacobian are: 0, one repeated eigenvalue of 1� � and

two other eigenvalues, which are sometimes a complex pair and sometimes two positives real eigenvalues.

Since 0  �  1 it is only in these last two eigenvalues that we see bifurcations. We will consider these

for some of our parameters now.

Intensity of choice For our default parameters (see Table 11) we find that there are no values of �

for which we have global stability. While it is not entirely monotonic, we find that increasing � reduces

the equilibrium price and increases the amplitude of cycles (see Figure 16).
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The reduced equilibrium price is because � represents the intensity of choice when banks pick their

strategy. The targeting strategy has positive demand in equilibrium and makes fundamental losses, while

the optimising strategy has zero demand and makes no losses. When the intensity of choice is higher,

more banks will choose the optimising strategy in equilibrium, and thus more banks will have zero de-

mand. This leads to a lower price.

The increased amplitude of cycles is due to a more pronounced herding e↵ect at the top and bottom

of a cycle. For example, when all banks suddenly switch to the leverage optimising strategy during a

crash, while this strategy still has zero demand, the price can fall a lot further than it would if a significant

number of banks were still using the targeting strategy.

We also find that for larger � we start seeing extra large period of moderation (that we could call

‘depressions’) occur. Any period of moderation is longer with a larger � because the fraction of leverage

optimisers is larger during the moderation for a higher �, meaning that the leverage targeter has less

influence on the price and the optimiser’s demand drops slower and reaches the short selling limit later.

Occasionally this can take so long that the volatility reaches a particularly low value. Then ȳ
a(�2+�0) can

start outweighing µ+Rp
a(�2+�0) which leads to a bump in the optimiser’s demand. This bump ends when �2

becomes lower than �0 so that the e↵ect of volatility stabilises. Then the optimiser demand starts de-

creasing again since µ continues to approach p. Meanwhile the fraction of leverage targeters has dropped

so low that they have almost no e↵ect on the price anymore, so that it takes an extremely long time for

the leverage optimiser to drop its demand back down to the short selling limit. As a result we go through

a phase where n1 approaches zero and the price is decreasing slowly for a long time. Eventually the limit

is reached and we go back into cyclical behaviour until another depression occurs. Based on eigenvalue

analysis, the fixed point is locally stable only for � < 0.00245. This is not visible in the bifurcation

diagram due to the value being so small. For this range of values we have coexistence of attractors: we

can find chaotic cycles or convergence to the fixed point depending on the initial conditions. At about

0.00245, the two leading eigenvalues which are complex cross the unit circle: a Hopf bifurcation. We find

a positive Lyapunov exponent for all �.

Memory For our default parameters there are no values of � > 0 for which the fixed point is locally

stable. We find a positive Lyapunov exponent for all 0  �  1. As can be seen from Figure 17, the

amplitude of cycles is now increasing in �. This is notable since the amplitude was decreasing in � when

we only considered the leverage targeter.

Recall from Section 2.4.2 that smaller � led to larger booms since it would take longer for the banks

to realise they were in a boom. In our full model, we do not see this e↵ect because the boom happens
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much quicker. This acceleration happens for two reasons: first of all because the boom is preceded by a

period of ‘great moderation’ so that the previous boom/bust has already nearly been forgotten by the

time the next boom starts. And secondly because the sudden mass switching of strategies from optimiser

to targeter during the boom adds a positive feedback loop, thus fuelling the boom.

For large �, we see slightly larger amplitude cycles for the full model than for the leverage targeter

only model based on the bifurcation diagram. This is actually only due to an occasional large cycle. In

between these large cycles, the full model cycles have a reduced amplitude due to the existence of the

leverage optimiser. As we saw in Section 2.5.1, the leverage optimiser can reduce the size of the crash

because it starts believing the asset is undervalued somewhere midway through the “leverage targeter’s

crash”. But, after a number of reduced amplitude cycles, the volatility estimate can reach exceptionally

low levels. This leads to exceptionally high leverage during the boom. We then reach a ‘perfect storm’

when the leverage optimisers hit their demand ceiling during a crash (meaning all banks are e↵ectively

leverage targeters). We thus see most banks acting like leverage targeters during the entirety of the cycle,

but the leverage target being chased is larger than it ever is in the leverage targeter only model due to

the initial low volatility estimate.

Fraction of fundamentalists For f = 1 we have a globally stable fixed point at the fundamental

price, since this is the case from section 2.4.1. For values of f below 0.99998 (and our default parameters)

we have a locally unstable fixed point, with the price above the fundamental, increasing as f decreases.

This is because the higher the number of banks is, the higher the positive demand in equilibrium. The

amplitude of the cycles increases as f decreases, since prices change more based on changes in the bank’s

demand if the fraction of fundamentalists is smaller. The Lyapunov exponent is positive for all values of

f except 1.

Floor volatility estimate Figure 18 shows a bifurcation diagram in �0. For �0 � 0.029 we find that

the fixed point is globally stable. The leverage targeter demand is capped at such a low demand that

their destabilising e↵ect is curbed completely. For �0 < 0.029 the fixed point is locally unstable, and the

Lyapunov exponent is positive. The bifurcation occurring here is Hopf, with a pair of complex eigenvalues

crossing the unit circle.

The equilibrium price increase as �0 decreases. This is because the leverage targeter operates at its

demand ceiling (as determined by the inverse of �0) in equilibrium, so when it has a higher ceiling their

demand is higher and so is the price.

The amplitude of cycles increases as �0 decreases as well. When �0 is smaller, the leverage targeter

64



Chapter 2

can buy more during the boom, which results in larger price spikes.
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Figure 16: Bifurcation diagram for �. Hopf bifurcation occurs at � = 0.00245. Other parameters as in
Table 11.
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Figure 17: Bifurcation diagram for �. Other parameters as in Table 11.
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Figure 18: Bifurcation diagram for �0, showing a Hopf bifurcation at 0.029. Other parameters as in Table
11.

2.5.4 Leverage

Figure 19 shows a plot of security broker/dealer leverage and the VIX volatility index for the period from

1980-2019. Figure 20 shows leverage and estimated volatility as produced by our model. We note that the

data shows two booms and crashes in a 30 year time period. The measure of leverage peaks right before

the VIX does. The data generated by our model also shows two cycles in a 30 year period. Secondly, we

find that again the leverage peaks right before the measure of estimated volatility does. Another feature

of the real data that we manage to replicate is the relationship between leverage and estimated volatility.

We find that the correlation between log(leverage) and log(estimatedvolatility) in the long run (1000

iterations) is �0.5805, thus very close to the empirical value found in Adrian and Shin (2013), which is

between �0.3 and �0.5 depending on the specification.
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Figure 19: Plot of Security broker/dealer leverage and the VIX volatility index as reported by the St.
Louis Federal Reserve. Quarterly data.
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Figure 20: Plot of leverage and volatility as simulated by our model. The blue line is leverage, the red
line the estimated volatility.

2.6 Choice of strategy

In this section we look at the fraction of banks that chooses the leverage targeting strategy (n1). We

consider whether this fraction can converge to an extreme value, and we discuss to what extent the choice

of strategy by the banks is justified ex post, when we see how well the strategies actually performed.
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2.6.1 Both strategies persist

While the discrete choice probability function that determines n1 can never take on the values 0 or 1,

it could be possible for one strategy to be pushed out of the market almost entirely over time, so that

n1 would tend to either 0 or 1 over time. Here we discuss why this is not actually possible for the two

strategies in our market.

Suppose the leverage targeters were pushed out of the market (almost) entirely, so that n1 would be

tending to 0. From 2.4.3 we know that in this case, the price in the market would be tending to the

fundamental value, and the volatility would be dropping to 0. As this happens, however, the leverage

targeter strategy demand would start exploding. Even if only a very small fraction of leverage targeters

were present when this happened, this would have an increasing e↵ect on the price. This small increase is

magnified by the huge position of the leverage targeter strategy, meaning that this strategy will make a

big profit. As a result, some banks that were using leverage optimising would switch to leverage targeting,

and n1 would increase. This contradicts the assumption that n1 tends to 0.

Suppose the leverage optimisers were pushed out of the market (almost) entirely, so that n1 would

be tending to 1. From 2.4.2 we know that in this case, either we reach a fixed point (far above the

fundamental value) or we enter leverage cycles. Assume first that we reach a fixed point. When the

price stabilises, the higher this price is, the lower the resulting n1. This is because for an (almost) stable

price above the fundamental value, the leverage optimiser has zero demand while the leverage targeter is

making fundamental losses. These losses are bigger the higher the stable price is. Thus, a higher price

results in a lower n1, and for a price as high as the fixed point for leverage targeter only, this n1 would be

well below 0.6. Thus n1 no longer tends to 1. If we enter instead leverage cycles, then inevitably during

the crashes in these cycles, the leverage targeters would make big losses. We know that during these

crashes, the losses by the leverage optimiser are not as big, thus resulting in them performing better and

banks switching to their strategy. Again, n1 no longer tends to 1.

2.6.2 Realised profits

We can consider now to what extent these results on the use of the strategies make sense ‘ex post’. By

this we mean, whether when profits have been realised, it appears that banks chose the ‘right’ strategy

beforehand.

The leverage targeter makes positive profits over time for our standard parameters. This is because

they have a bigger position during the boom than during the bust, so that they benefit more from the

rising prices than they lose from the dropping prices. This di↵erence is so big that it outweighs the losses

the targeter makes during the great moderation, when they take an increasingly big position while the
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Figure 21: Time series of the fraction of leverage targeters (red) and the price (blue).

price is slowly dropping.

The leverage optimiser on the other hand makes losses over time. They don’t benefit from the boom

since they have zero demand during it, but they do lose in the bust because they start taking a position

when the price drops. When a particularly large crisis has happened and the price makes a recovery the

optimiser makes a small profit. During the moderation they make small, decreasing, losses since the price

is dropping and their positive demand is dropping. Overall the optimiser thus performs worse than the

leverage targeter.

Why the average fraction stays at roughly 0.5 The di↵erence in profits is not reflected in the

choice of strategy. The average fraction of leverage targeters, n1, is 0.513 for our standard parameters.

Figure 21 shows a time series of the fraction of leverage targeters and the price. During the boom the

fraction of targeters jumps to 1, since the targeter is making huge profits and the optimiser is making

nothing. During the bust the fraction of targeters drops to close to 0 since the targeter losses are much

bigger than the optimiser losses due to their large leveraged position. During the great moderation it

drops slowly down from about 0.5, compensating for the fraction not dropping all the way to 0. 16

How our key parameters influence this � leads first leads to increasing fraction of leverage targeters

and then later, non-monotonically, to a decreasing fraction. This is because there are two opposing forces.

One is that as � increases, booms and crashes occur more regularly so that the leverage targeter has more

16When profit memory is included in the choice of strategy, this has very similar results to increasing intensity of choice
parameter �.
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regular opportunities to make profits. The other is that when � increases, the booms (and crashes)

become shorter in duration and hence have lower amplitude, so that the leverage targeter makes smaller

profits from them.

� initially has very little e↵ect on the fraction of leverage targeters. This is because both the move to

leverage targeting and the move to leverage optimising happen more quickly, which balances each other

out. When the periods of great depression start to occur, however, the fraction of leverage targeters

decreases dramatically. This is because the leverage targeting strategy is barely represented during the

long periods of depression.

The average fraction of targeters is increasing in f . This is because the fundamental losses that are

decreasing in f are more significant for the leverage targeter than for the leverage optimiser because the

targeter takes bigger positions.

�0 increasing leads first to a drop in the fraction of leverage targeters and then to an increase. This

is because at first, the increase in �0 means that the leverage targeter is leveraging less, thus making less

profits. After a while however another e↵ect takes over. The higher �0 leads to lower average prices, thus

meaning the leverage targeter makes less fundamental losses. The leverage optimiser meanwhile inititally

benefits from less pronounced booms and crashes. Later however �0 becomes so big that the optimiser’s

optimal demand drops lower and lower, thus allowing for less opportunity to make any profits.

2.7 Shortselling allowed

2.7.1 Model set-up

In this section we investigate how the results would change if we allowed the banks to short sell. It is

not clear how this should be implemented for the leverage targeting strategy, since they do not form

an expectation on the future price of the asset, but only on the size of the exposure they would like to

have to it. While it would be possible to have them form an opinion simply on whether the asset will

go up or down in price, they would then be able to make a very sudden swap from a huge positive to

a huge negative exposure. This would create a large discontinuity in the demand function, resulting in

very erratic behaviour that does not seem realistic. We therefore do not allow the leverage targeter to

short-sell even in this case, and only allow the optimiser to short-sell.

To implement the short selling, we do need to take into account that a short position is still a posi-

tion and is thus still constrained by the leverage control policy. We thus replace the demand function of

the leverage optimiser by the following:

z2,t = min

✓
max

�
� ↵Ep

�2
t + �0pt

,
µt + ȳ �Rpt

a�2
t

◆
,

↵Ep
�2
t + �0pt

◆
(25)
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This demand function is no longer monotonic in pt. Unfortunately, this monotonicity was what

allowed us to write down the equilibrium price analytically. Now we can not do this, but we can solve

for the price numerically, allowing for simulation results.

2.7.2 Model dynamics

Introducing short-selling for banks using the leverage optimising strategy stabilises the dynamics. In the

very initial phase it is possible for exceptionally large fluctuations to occur, but as soon as the ‘great

moderation’ begins, no more cycles occur. This is because in the original model, the end of the great

moderation occurs when the leverage optimiser reaches their short-selling limit. When the optimiser

can short-sell, we see their decreasing demand compensate for the increasing demand of the leverage

targeter. Eventually the leverage targeter reaches the ceiling of its demand as dictated by �0, because

the volatility estimate has e↵ectively reached 0. They now have a constant very positive demand. The

leverage optimiser has a very negative demand, but it is a bit smaller than that of the leverage targeter.

This is because their optimal demand includes the inverse of �0 rather than
p
�0, leading to a smaller

absolute value demand. The targeter and optimiser together thus have a bit of excess demand, which

means the fundamentalist is supplying by shorting the asset. The equilibrium price is therefore still above

the fundamental value (see Section 2.5.2), although it is much less elevated than we saw in our full model.

2.8 Conclusion

We developed a model where banks can choose between leverage targeting and leverage optimising every

time step. We find that both strategies persist and leverage cycles occur. While the leverage targeting

strategy makes positive and the leverage optimising strategy makes negative profits over time, both

strategies are about equally prevalent. This is due to the switching mechanism. During the boom the

targeter makes huge profits and the optimiser makes no profits, so almost all banks switch to targeting.

During the bust the targeter makes losses, but smaller losses than they made profits during the boom

because they have a smaller position. Meanwhile the optimiser makes small losses. The leverage optimiser

strategy is thus more tempting, and almost all banks switch to leverage optimising.

� is the main driver of the chaotic cycles. It is the parameter that ensures that the leverage targeter

does not realise it is in a boom when the boom starts, allowing it to continue. This booming behaviour

by the leverage targeter is the main reason cycles occur. While setting � equal to 0 still allows for some

cyclical behaviour due to �, these are perfectly predictable 4-cycles. � is hence also a contender for most

important driver, but again, � being equal to 0 does not remove the cycles because � still makes the

cycles occur. The dynamics are very robust under changes to �, on the standard range of 0  �  1 no

bifurcations occur. � is also the main parameter controlling the frequency of crises.

We calibrated our parameters to replicate the range of leverage observed in the data as well as the
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frequency of crises occurring. Our model reproduces the correlation between the logarithms of leverage

and estimated volatility as found in Adrian and Shin (2013). Our model also reproduces the spike in

volatility following a spike in leverage.

Allowing short selling for the leverage optimiser removes the leverage cycles all together. This is

because the leverage optimiser can reduce its demand unlimitedly to compensate for the increasing

demand by the leverage targeter. It leads to a stable price slightly above the fundamental value.

Appendix

2.A Details Model Derivation

2.A.1 The fundamentalist trader

The demand of the fundamentalist trader closely follows Brock and Hommes (1998). Our fundamentalist

does not borrow cash, but they may borrow stocks to engage in short selling. Assume that their wealth

at time t is equal to Wt. First, we look at the case where they go long rather than short on the risky

asset. In that case they will not borrow anything. If they invest Ct of their wealth into the risk free asset

and purchase zt units of the risky asset for a price of pt their wealth at time t+ 1 will be equal to:

Wt+1 = Wt + rCt + ȳzt + (pt+1 � pt)zt (26)

If, instead, the trader would short the risky asset, so that their holdings zt are negative, their wealth

at time t+ 1 will be

Wt+1 = Wt + rCt + ȳzt � rptzt � (pt � pt+1)zt + rptzt (27)

= Wt + rCt + ȳzt + (pt+1 � pt)zt (28)

where the first term represents the initial wealth and the second the income from interest on the

investment into cash. For the other terms: in shortselling you borrow and immediately sell on a number

of assets, meaning that they appear on the liabilities side rather than asset side of your balance sheet.

You then hold cash from the sale on your balance sheet, which can earn you interest. Then, at the next

time step, you buy back the assets you sold in order to pay back your lender. You also owe this lender

any dividends that this asset would have earned in the time step, as well as some interest. The third

term represents these dividends you owe, the fourth the interest you earned on the cash you were holding,

the fifth the earnings or losses on the sale and subsequent purchase of the assets, and the final term the

interest you pay on the stock loan.
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Now we see that these two expressions are in fact equal, and since Ct = Wt � ztpt in both cases we

have:

Wt+1 = RWt + (pt+1 + ȳ �Rpt)zt (29)

If we now assume that our fundamentalist trader is a myopic mean variance wealth maximiser with

risk aversion parameter ã > 0 their demand for shares zt 2 R solves:

max
zt

✓
EtWt+1 �

ã

2
V artWt+1

◆
= max

zt

✓
Etpt+1 + ȳ �Rpt �

ã

2
V artpt+1

◆

Now we assume that Etpt+1 and V artpt+1 are both constant in time for our trader, which is the

feature that earns them their fundamentalist title. Their expectation is always that the price of the risky

asset will return to its fundamental value p̃ = ȳ
r , and they always think the variance of the risky asset is

�. By letting a = ã� we then find the demand of the fundamentalist trader to be:

zt =
p̃+ ȳ �Rpt

a

2.A.2 The bank

Our bank is an investor who is allowed to borrow cash to leverage their investments, but is not allowed to

short sell. Let us first consider how borrowing cash to leverage investments would a↵ect the development

of their wealth. When the bank borrows cash to purchase assets, we have Ct < 0 and zt > 0.

Wt+1 = Wt + rCt + ȳzt + (pt+1 � pt)zt (30)

where Ct is negative so that the second term represents the interest paid on the cash loan received.

We see that this is equal to the wealth in (26). If the bank would thus not face a leverage constraint, and

we assume they are also myopic mean variance maximisers with risk aversion parameter a, their demand

would be equal to

max
zt

zt�0

✓
Etpt+1 + ȳ �Rpt �

a

2
V artpt+1

◆

The solution to which is:

zt = max
�Etpt+1 + ȳ �Rpt

aV artpt+1
, 0
�

(31)

However, the bank does in fact face a leverage constraint.

A Value at Risk (VaR) constraint is one so that portfolio losses have at most probability c to exceed

some dollar value. To calculate the VaR, our banks need to have some belief on the distribution of their
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risky assets. We assume that banks believe that stock returns are normally distributed with zero mean

(Aymanns and Farmer (2015)). The variance of the stock returns is estimated through an exponential

moving average. Given the volatility estimate of returns on one dollar of the risky asset is �t, we can

derive the value at risk per dollar worth of asset. We want that the probability that you lose more than

VaR dollars is no bigger than 1-c. Assuming you have one dollar of assets at time t, so that ztpt = 1 and

zt =
1
pt
, we have that:

P(pt+1zt  ptzt � V aR)  1� c

P(pt+1

pt
 1� V aR)  1� c

P(pt+1 � pt
pt

 �V aR)  1� c (32)

Now we have assumed that stock returns, and thus pt+1�pt

pt
, are normally distributed with mean 0

and variance �t. The left hand side of (32) is thus equal to:

1

2
+

1

2
erf

��V aRp
2�t

�

Which means that:

V aR =
p
2�terf

�1(2c� 1)

Now this is the Value at Risk for one dollar of the risky asset. To find out the total Value at Risk, we

need to multiply by the dollar amount of risky assets the bank holds. The total value at risk then cannot

exceed the equity of the bank (E).

The value at risk constraint thus looks like:

V aRztpt  E

So that the leverage, Assets
Equity is bound by:

Assets

Equity
=

ztpt
E

 V aR�1 =
↵

�t

Where ↵ = (
p
2erf�1(2c� 1))�1

Aymanns and Farmer (2015) have two versions of their model: one with constant and one with variable

equity. In the case with constant equity any profits just ‘disappear’ (for example, they may be directly

distributed to equity holders), this is motivated by the empirical findings in Adrian and Shin (2010). In

the other case, where equity is variable, there is a mechanism to distribute equity between the traders
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to prevent any agent blowing up to take over the market completely. Since this makes the model more

complicated, and we are already significantly complicating the model, we choose here to stick with a

constant equity E.

The estimation of the variance of returns on the risky asset is as in Aymanns et al. (2016). The

estimate depends on the estimate of variance in the previous timestep, the most recently experienced

returns and memory parameter 0 < � < 1. It is an exponential moving average:

�2
t = (1� �)�2

t�1 + � log
⇣ pt
pt�1

⌘2

So with the volatility estimate, ↵ and the equity a given, we have the maximal demand of the bank

as a function of price, namely:

zt 
↵E

�tpt
(33)

Now in Aymanns and Farmer (2015), the bank simply buys as much of the risky asset as it is allowed

to given this restriction. They will thus always have demand:

zt =
↵E

�tpt

In this paper, we let the bank choose between two di↵erent strategies. It either simply has this

maximal demand, or it chooses a more sophisticated strategy. This second option entails forming an

expectation of the price of the risky asset in the next timestep, Etpt+1, and actually considering what the

optimal demand would be given this expectation of the price. If this demand is lower than the maximal

demand allowed given the leverage constraint, the bank will purchase the lower amount. The bank can

thus choose between ‘blindly’ taking as much risk as is allowed, or considering whether they actually

expect to profit from taking this amount of risk. We will investigate which of these two strategies wins

in the long run under which circumstances. The banks can either choose the leverage targeting strategy,

which gives them demand z1:

z1,t =
↵E

�tpt

or the leverage optimising strategy with demand z2, which is a combination of (32) and (33):

z2,t = min

✓
max

�
0,

Etpt+1 + ȳ �Rpt
a�2

t

◆
,
↵E

�tpt

◆
(34)

Now we still need to establish how banks using the leverage optimising strategy form their expectation

of the price of the risky asset, Etpt+1. This can remain a flexible part of the model, and we can even

examine how di↵erent methods of expectation formation a↵ect the results. As a base model, however,
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we use a method similar to that used for estimating the variance, and similar to that in Danıelsson et al.

(2004).

Etpt+1 = µt = (1� �)µt�1 + �pt�1

This is in essence a moving average, and a proxy for the fundamental value of the asset with consid-

eration of animal spirits. The di↵erence between this and Danıelsson et al. (2004) is that they replace

the pt�1 in here by returns on the risky asset, meaning they are also predicting returns.

The way in which the bank chooses between the two strategies is based on the heuristic switching

model (Brock and Hommes (1997)). First, the profits realised by each strategy in the last time step are

calculated.

For h 2 {1, 2}, the profits realised are equal to:

⇡h,t = zh,t�1(pt+1 + ȳ �Rpt) (35)

Note that these profits are not added to the equity of the bank. They are, for example, immediately

handed out to equity holders.

17

Finally the fraction of banks which use the leverage maximising strategy is:

n1,t =
e�⇡1,t�1

e�⇡1,t�1 + e�⇡2,t�1

And n2,t = 1� n1,t

Now we also have a fixed fraction of fundamentalist traders, f , so the actual fraction of traders which

are both bank and use leverage maximisation is (1� f)n1,t and similarly for leverage optimisation.

The price of the risky asset is then determined by equating the total demand to the total supply,

which we set equal to 0. There is a slight complication here, since in reality when determining how much

to actually go purchase on the market now, it should be taken into account that there are currently

17Now to assess the performance of each strategy, the banks can include some memory of previous profits. The performance
measures Uh then are as follows:

Uh,t = ⇡h,t + ⌘Uh,t�1

However, for the vast majority of analysis we set ⌘ = 0. This allows for a fixed point and reduces the number of dimensions
in our model.
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already holdings. We justify this as follows:

X

i

zi,t(pt)� zi,t�1(pt) = 0 (36)

X

i

zi,t(pt) =
X

i

zi,t�1(pt) (37)

X

i

zi,t(pt) =
X

i

zi,t�1(pt�1) +
X

i

⇡i (38)

and ⇡i are those profits that we make disappear out of the system, so in e↵ect set equal to zero.
P

i zi,t�1(pt�1) = 0 and thus we can consider
P

i zi,t(pt) = 0.

We thus have the following supply-demand equation:

fzf,t + (1� f)n1,t�1z1,t + (1� f)n2,t�1z2,t = 0

Which is solved for p(t). To do this we separate (17) to find out the three possible prices the demand-

supply equation may produce. These are:

p⇤0,t =
p̃

2
+

s
p̃2

4
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p⇤C,t =
p̃
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s
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Ep
�2
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(1� f)

Rf
(41)

Now since n1(t)  1 we have that p̃0(t)  p⇤C(t). This allows us to establish that the price, which is

always the ‘middle’ bit of the three sections of (17), is equal to:

pt = min(max(p⇤0, p
⇤
µ), p

⇤
C) (42)

77



Chapter 2

2.B Price fixed point
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Now since p⇤ is not necessarily ȳ
R�1 it is not immediately clear in what section the demand of z⇤2 will

be. We can go through the same steps as we did before, finding the three di↵erent points of crossing for

the three sections of the demand function and write the equilibrium price as a nested min/max function.

This equilibrium price is only a function of the parameters and the fractions.

As an example, this is how we find p⇤,⇤0 from equating supply and demand:

f
p̃+ ȳ �Rp⇤,⇤0

a
+ (1� f)0.5

↵E

�0p
⇤,⇤
0

+ 0.5(1� f)0 = 0

f(p̃+ ȳ)p⇤,⇤0 � fR(p⇤,⇤0 )2 +
a(1� f)0.5↵E

�0
= 0

we then apply the quadratic formula to find p⇤,⇤0 . We use the same method to find the other two

points of crossing.

2.C Stability Analysis

2.C.1 Leverage targeter only
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Now at the fixed point, where p = p0, we have for some functions b1 of the parameters:
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Which has eigenvalues 0, 0 and 1� �.

2.C.2 Leverage optimiser only

J =
@(gp0 , g�, gp)

@(p0,�, p)
=

0

BBBBBB@

@gp0
@p0

@gp0
@�

@gp0
@µ

@gp0
@p

@g�
@p0

@g�
@�

@g�
@µ

@g�
@p

@gµ
@p0

@gµ
@�

@gµ
@µ

@gµ
@p

@gp
@p0

@gp
@�

@gp
@µ

@gp
@p

1

CCCCCCA

=

0

BBBBBB@

0 0 0 1

�
2� log( p

p0 )

p0 1� � 0
2� log( p

p0 )

p

0 0 1� � �
@gp
@p0

@gp
@�

@gp
@µ

@gp
@p

1

CCCCCCA

Now at the fixed point, where p = p0, we have for some functions b2, b3 of the parameters:

J =

0

BBBBBB@
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0 0 1� � �

0 0 b2 b3

1

CCCCCCA

Which has eigenvalues 0, 0, 1� �, and function b4 of the parameters, where 0 < b4 < 1 for our range

of parameters.

2.D Stochastic simulation

Figure 22 and Figure 23 show a longer simulation for our default parameters, with deterministic and

stochastic dividends respectively. For the stochastic dividends we have chosen ✏ = 0.05 as in Brock and

Hommes (1998).
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Figure 22: Simulation with deterministic dividends

0 20 40 60 80 100 120 140 160 180 200
5

5.5

6

6.5

7

7.5

8

8.5

9

0

0.005

0.01

0.015

0.02

0.025

0.03

Price

Expectation optimiser

Volatility estimate

Figure 23: Simulation with stochastic dividends. All other conditions identical to Figure 22.
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3 Qualitative Expectations in Surveys: a Laboratory Experi-

ment

18

3.1 Introduction

Survey expectations are a potentially valuable tool for estimating and validating economic models and for

helping us understand expectations formation. Macroeconomists are increasingly using them to inform

both empirical and theoretical work, e.g. (Coibion and Gorodnichenko, 2012; Miranda-Agrippino and

Ricco, 2018; Coibion et al., 2018). Manski (2018) surveys the use of survey expectations in academic work.

Central banks in most advanced economies produce some sort of expectation survey at regular inter-

vals. Pesaran and Weale (2006a) describes some examples of these. Methodology across surveys di↵ers a

lot. While some ask participants to give quantitative forecasts for economic variables, e.g. Survey of Pro-

fessional Forecasters, others such as the Michigan Household Survey ask participants to give qualitative

expectations (i.e. up, no-change, down). The Survey of Consumer Expectations produced by the Federal

Reserve Bank of New York (Armantier et al., 2017) asks sometimes for a qualitative expectation from

a larger number of buckets (e.g. Somewhat worse o↵, much worse o↵ etc) and sometimes for a discrete

quantitative expectation (e.g. inflation will be between 0% and 2%). The Bundesbank household survey

also asks for qualitative expectations from a larger number of buckets.

The variables about which expectations are formed are generally continuous, and analysing these ex-

pectations thus often requires converting qualitative expectations into a continuous measure. Methods

based on structural models of expectation formation, such as Carlson and Parkin (1975), and reduced

form measures, such as Pesaran and Weale (2006b), have been proposed for converting the qualitative

expectations in expectation surveys into a quantitative measure (see Pesaran and Weale (2006b) for a

survey). Claveria (2019) provides a more recent overview of approaches for converting qualitative survey

expectations into aggregated quantitative variables.

Measuring and estimating expectations is a di�cult task since they are not directly observable. Learning

to Forecasts Experiments (LtFE), introduced by (Marimon and Sunder, 1993), are controlled laboratory

experiments used to elicit subjects’ expectations in an expectation-feedback environment where subjects

perform a forecasting task. Many LtFEs have been conducted to study how agents form their short-

run expectations in financial markets (Hommes et al., 2005), real estate markets (Bao and Ding, 2016),

18Co-authored with: Julian Ashwin and Cars Hommes.
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commodity markets (Bao et al., 2013) and in simple macroeconomic frameworks (Cornand and M’baye,

2018). See Assenza et al. (2014) for a survey.

Previous work has varied whether participants are given qualitative or quantitative information about the

system they are asked to forecast (see (Hommes and Makarewicz, 2021) for an example of the former, and

(Anufriev et al., 2019) for an example of the latter). However, as far as we are aware, no previous work

has studied the e↵ect of asking participants to respond in a qualitative versus quantitative way. This

paper therefore contributes to the literature on both LtFEs and the empirical use of survey expectations

by illustrating that how participants are asked to respond changes their responses in a meaningful way.

Given the variation in methodologies across existing surveys, we believe that this is an issue that merits

attention.

We study in a laboratory experiment whether the methodology of surveys alters the stated expecta-

tions in an important way, and what this tells us about expectations formation. In particular, we study

whether participants report a di↵erent expectation when this is elicited in a qualitative rather than a

quantitative way. For example when considering an upward trended time series, participants may be

primed by the symmetry of buckets o↵ered to have lower predictions than they do when they are simply

asked for a point number prediction. We also study whether participants will state a di↵erent qualita-

tive expectation when this is labelled with a di↵erent quantitative range of expectations. Finally, we

will compare qualitative buckets without labels to those with labels to find out what participants mean

quantitatively when they select a certain qualitative bucket.

It is an open question whether the goal of survey design is to elicit predictions that are as close to

correct as possible, or perhaps we aim to elicit predictions that are the best representation of the true

expectations the participants have in mind. Since the first method is easier to measure we will refer to

answers that are closer to correct as “higher quality”. We do find that participants give better quality

predictions when they are giving them in a quantitative rather than a qualitative way, as measured by

both the number of correct answers and the so-called F1 score, a measure of quality of answers given.

We find evidence that this is indeed due to the fact that participants in bucket treatments are primed to-

wards the middle bucket. We find that participants do state a di↵erent qualitative expectation when it is

labelled with a di↵erent quantitative range of expectations, but we do not find clear evidence that giving

quantitative guidance improves performance compared to the treatment with only qualitative buckets.

Finally we find that participants in the treatment with only qualitative buckets give answers most similar

to those in the so-called 5B treatment (with wide buckets), giving us an indication of what is meant by

e.g. “about the same” when no quantitative guidance is given.
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We find that participants answer “up” more often than“down” in general. We find that this has to

do with the fact that participants give a wide range of answers when the correct answer is “down”, while

they generally answer “up” when the answer is “up”. As discussed in Section 3.3, these finding are in

line with previous literature, e.g. Lawrence and Makridakis (1989)

Participants in all treatments perform better when predicting the next value of some time series than

of others. We hypothesise that this has to do with the trend and variance that is present in the time

series. We find that trend has a positive impact on the number of correct answers given, while variance

has a negative impact. When trend is combined with high variance, the task of predicting is particu-

larly di�cult. While we cannot find previous literature studying the e↵ect of trend and variance on the

number of correct answers given, research has been done on the e↵ect of these factors on predictions

given. (Lawrence and Makridakis, 1989) find that trend does a↵ect predictioins while randomness does

not. This seems to be in contradiction to our findings.

We attempt to fit known strategies of expectation formation to see which best fit the behaviour shown

by participant. We find that some form of a Trend Following Rule outperforms an AR(1) process with

time trend, suggesting that participants engaged in some form of trend extrapolation when choosing their

predictions. To further test this hypothesis we estimate a trend-following parameter for every treatment.

We find that a parameter between 0 and 1 is always the best fit, with the parameter being particularly

high for the continuous treatment, supporting our hypothesis on the increased trend-following in this

treatment.

Section 3.2 lays out the set-up of the experiment. In section 3.3 we discuss the results, while section

3.4 analyses what strategies best fit the behaviour shown by participants. Section 3.5 concludes.

3.2 Experimental Set-up

Participants are shown 20 periods of each time series and are asked to predict the change from the

(observed) 20th value to the (unobserved) 21st value. These time series are 25 historical time series of

inflation from di↵erent countries and di↵erent time periods,19 and they are the same across all treatments.

Each time series shown consists of annual data over a period of 20 years, with the participant being asked

to predict the 21st value. Participants receive a payment based on the accuracy of their prediction, as

described in Section 3.2.3.

19It is not made abundantly clear to participants that time series are real historical time series to prevent participants
attempting to find the time series online.
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Depending on the treatment, participants either fill out their prediction as a number in a box, or se-

lect their prediction from five categories. These categories are either purely qualitative (e.g. increase

somewhat) or qualitative with an associated numerical label (e.g. increase by between 0 to 2 percentage

points). Figure 24 shows an example screen for the treatments with both qualitative and numerical labels.

Note that participants could hover over the graph to reveal the values of the individual data points.

Figure 24: Example of a question screen for the experiment

3.2.1 Treatments

We have four treatments:

1. CONT: Participants simply predict the change to the value as a number (with any number of

decimal points).

2. QUAL: Participants choose one of 5 buckets with only qualitative labels.

3. 5A: Participants choose one of 5 buckets with qualitative and a first set of quantitative labels.

4. 5B: Participants choose one of 5 buckets with qualitative and a second set of quantitative labels,

which are further apart than in 5A.
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3.2.2 Time series

All series are annual inflation rates rounded to one decimal place for a country or group of countries,

covering a 21 year period between 1960 and 2019, provided by the World Bank. All 25 time series used

in the experiment are shown in Appendix 3.B, but Figure 25 shows four examples. Some of the time

series have a downward trend (e.g. Columbia), some have an upward trend (e.g. Greece) and some have

no clear trend at all. This allows us to choose buckets for the qualitative treatments so that a fraction of

answers fall into each bucket.

Figure 25: Example inflation time series used
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3.2.3 Payo↵s and buckets

The structure of the payo↵s and the sizes of the qualitative buckets di↵er across treatments. Figure 26

summarises this. We have tried to structure the payo↵s so that the incentive to put e↵ort into forecasts

is roughly equal across the treatments. Note that bucket sizes are dependent on the standard deviation

of the time series participants are predicting the next value of, and thus di↵er depending on the country.

For the QUAL treatment, participants are not informed of the size of buckets, but we will assume

buckets sizes in the background to determine their payo↵s. They are not told about this and are only

told that they are paid for the accuracy of their predictions, which is what is happening.

For the more granular treatments 5A and QUAL, we give a higher payo↵ for being in the exact right
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bucket and an extra payo↵ for being in the adjacent bucket. The expected payo↵ if they were to choose

randomly between the right bucket and the two adjacent buckets is equal to the expected payo↵ if they

choose the correct bucket in the large bucket in treatment 5B.

Figure 26: Suggested bucket sizes and payo↵s for each treatment.

Notes: For the 5A, QUAL and 5B treatments the buckets are labeled ‘Down a lot’, ‘Down somewhat’, ‘About the same’,
‘Up somewhat’, ‘Up a lot’. The black dot shows the correct value that participants are asked to predict. The numbers
above each bucket show how many points the participant would receive if that bucket is chosen. The numbers below the
buckets show the sizes of the buckets, where STDEV is the standard deviation of the time series participants are predicting
the next value of. For the CONT treatment there is one bucket with size 3*STDEV/4 centered around the correct value of
inflation that participants are predicting. For any answers in this range the participant would receive the payo↵ 10.

Given these bucket sizes, table 12 shows how many of the correct answers would fall into each bucket

for each treatment. We see that the answers are quite well spread out for the 5A and QUAL treatments,

while many of the answers fall into the middle bucket for treatment 5B. This is inevitable given the bigger

size buckets in treatment 5B.

Table 12: Number of answers that fall in each bucket for our chosen 25 time series

Answer Treatments 5A and QUAL Treatment 5B

Up a lot 7 2
Up somewhat 4 5

About the same 3 13
Down somewhat 6 5

Down a lot 5 0
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Participants were randomly assigned to one of the four treatments with equal probability. The order in

which they were presented the 25 time series was also randomised for each participant. Prior to beginning

the experiment, we asked participants a series of comprehension questions to ensure that they understood

the task, see appendix 3.A.

3.3 Results

3.3.1 A first look

We conducted the experiment with 281 participants using oTree (Chen et al. (2016b)) in January 2021.

These participants were spread over the treatments according to table 13. The mean payo↵ was £11.01

for an average of about 15 minutes of time spent.

Table 13: Number of participants in each treatment

5A 5B QUAL CONT

Completing Participants 69 57 63 92
Drop-outs 6 6 7 10

Although there are more participants in the CONT treatment, this appears to be purely due to the

random assignment. Of the participants who started but did not complete the experiment, 10 out of 29

were in the CONT treatment. These drop outs are fairly evenly distributed across treatments, in fact

the drop out rate is not statistically significantly di↵erent (at 10% or lower) in any treatment compared

to the others. This suggests that whether survey responses are required to be discrete or continuous does

not materially a↵ect how onerous participants view them as, at least in our context.

In order to allow comparisons between the qualitative and the continuous treatments, we translate the

continuous treatment into a qualitative one. We thus classify responses in the CONT treatment by the

bucket an answer would have fallen into under either 5A or 5B. If we use the 5A buckets we call the

result “CONT as 5A” (or CONT(5A)) and if we use the 5B buckets “CONT as 5B” (or CONT(5B)).

Analogously, we have a “QUAL as 5A” and “QUAL as 5B” where we consider the buckets for 5A or 5B

as the correct answers for the qualitative treatment.

Figure 27 shows how often each bucket was chosen in each treatment. We see that the “up” buckets

are chosen more than the “down” buckets. Thus is at least partially due to the fact that “up” is the

correct answer slightly more often than “down” (see Table 12). We do however, also find signs of a certain

upward bias. Participants recognise “up” well when it is the right answer, but will often answer “up”
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while the correct answer is “down”. We will analyse this further in Section 3.3.6 below.

We note that QUAL, 5A and 5B look quite similar, at least compared to the CONT treatment. We

find however that the three treatments are statistically significantly di↵erent, as explored further in sec-

tion 3.3.2. In section 3.3.3 we look at the di↵erence between the continuous treatment and those with

buckets, which this figure already shows are quite di↵erent. section 3.3.4 explores what participants

mean when they select “about the same” in the qualitative treatment. Finally section 3.3.6 discusses

what makes predictions easier or harder to make.

Figure 27: Answers chosen in each treatment

We find the following results in this section, which will be described in more detail below. First of all

we find that participants do use quantitative guidance when it is o↵ered alongside qualitative guidance,

but we do not find clear evidence that the added information leads to higher quality responses. Secondly,

we find that continuous questions lead to higher quality responses than discrete questions. We then find

that participants in the qualitative only treatment had buckets closest to treatment 5B in mind when

they answered their questions. Fourthly, we find evidence of a so-called “upward bias”, by which we

mean that our participants incorrectly answered “up” more regularly than they answered “down”. We

also look into the education level of our participants, and find that this does not a↵ect the quality of

predictions. Finally, we note that participants found some countries easier to predict than others, and

we find that this has to do with the trend and variance of the time series they are predicting.

3.3.2 Do participants use quantitative guidance in bucket labels?

By comparing treatments 5A and 5B, in which participants are asked to choose from buckets with dif-

ferent quantitative labels, we can test whether participants use these labels in their predictions. We find

that there is a significant di↵erence in responses between these two treatments.
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Table 14 shows results of Chi squared tests comparing the frequency of each answer between each set

of treatments. We find that each pair of treatments is statistically significantly di↵erent at a 5% level,

and each pair except 5B and QUAL are statistically significantly di↵erent at a 1% level. This indicates

that 5A and 5B are statistically significantly di↵erent, suggesting that participants do indeed look at the

quantitative labels they are o↵ered. This could provide some support for survey designers to include such

bounds, as it appears that participants will tailor their responses to them.

Table 14: Test statistics and significance for the chi squared test on each pair of treatments.

5B QUAL CONT(5A) CONT(5B)

5A 63.067⇤⇤⇤ 63.883⇤⇤⇤ 284.107⇤⇤⇤ 450.962⇤⇤⇤

5B 11.204⇤⇤ 997.017⇤⇤⇤ 665.279⇤⇤⇤

QUAL 605.879⇤⇤⇤ 930.657⇤⇤⇤

CONT(5A) 1, 182.584⇤⇤⇤

Note:
⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01

Having established that responses are di↵erent across treatments, we can also compare performance

across treatments. As discussed above, it is an open question whether surveys should be set up to

elicit expectations that have the best forecasting performance. However, understanding how survey de-

sign a↵ects the accuracy of the elicited expectations is still important, even if this is not the ultimate goal.

Table 15 shows how often participants selected the right answer in each treatment. We note that 5B

and treatments as 5B always perform better than 5A and treatments as 5A. This is because buckets are

larger for 5B than for 5A, making the task easier. We also see that 5A and 5B only perform slightly

better than the QUAL treatment. Looking at table 16 we see that the di↵erence between 5A and QUAL

as 5A as well as the di↵erence between 5B and QUAL as 5B is not significant at a 1% level. It is however

significant at respectively 5 and 10 %. This suggests that adding quantitative guidance alongside the

bucket names does have an impact on the accuracy of participants predictions, but perhaps not a large

one.
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Table 15: Proportion of the answers that were correct for each treatment

Proportion right answers

5A 0.289
5B 0.363

QUAL(5A) 0.263
QUAL(5B) 0.323
CONT(5A) 0.373
CONT(5B) 0.463

Table 16: Di↵erence in proportion of answers that were correct for each pair of treatments, including
significance

Comparison
Treatment 5A 5B QUAL(5A) QUAL(5B)

CONT(5A) 0.084⇤⇤⇤ 0.01 0.11⇤⇤⇤ 0.05⇤⇤⇤

CONT(5B) 0.174⇤⇤⇤ 0.1⇤⇤⇤ 0.2⇤⇤⇤ 0.14⇤⇤⇤

QUAL(5A) -0.036⇤ -0.1⇤⇤⇤ -0.06⇤⇤⇤

QUAL(5B) 0.034⇤⇤ -0.04⇤⇤ 0.06⇤⇤⇤

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01

Mean payo↵s also di↵er across the treatments, as shown in Table 17. This is understandable since

the payo↵ mechanism di↵ered across treatments. However, the payo↵ mechanism for QUAL and 5A was

exactly the same and we do not see a statistically significant di↵erence in the payo↵s between these two

treatments, suggesting that the addition of quantitative information in treatment 5A did not improve

the quality of predictions.

Table 17: Mean and standard deviation of payo↵s in each treatment

Mean Standard Deviation

5A 12.880 1.909
5B 8.346 1.147

QUAL 12.446 1.844
CONT 9.671 1.517

We conclude that while 5A and 5B are statistically significantly di↵erent, suggesting that participants

do in fact use quantitative guidance when it’s given, it is unclear if this guidance does improve the

accuracy of the elicited expectations.

90



Chapter 3

3.3.3 Continuous vs Discrete responses

We find substantial di↵erences in responses in the CONT treatment compared to those in which partici-

pants choose their response from discrete buckets. As shown in Table 14, we have strong evidence that

5A di↵ers from CONT as 5A, and 5B di↵ers from CONT as 5B. We are thus confident in saying that

participants’ stated expectations are di↵erent when participants are asked to give a continuous prediction

than when they are asked to choose from buckets.

It also appears that participants in the CONT treatment gave more accurate predictions, suggesting

that asking participants for a number rather than to choose from buckets leads to better predictions. Ta-

ble 15 shows how often participants selected the right answer in each treatment. The CONT treatment

clearly performs better than the other treatments. Table 16 shows that CONT as 5A is di↵erent from the

other treatments as 5A at a 1% level, and analogously for CONT as 5B. Table 18 shows the F1 score, a

measure of prediction accuracy for classification tasks, for each treatment and each answer (Sasaki et al.,

2007).20 We see that the F1 scores are higher for the CONT treatment than the others, indicating that

participants make higher quality predictions when they are asked to give an unconstrained numerical

response. This is easiest to see when looking at the weighted F1 score, weighting over the various an-

swers. Table 19 shows this. We see that treatments as 5A get lower scores than treatments as 5B, which

is because the buckets in 5B treatments are bigger and the task is thus easier. Within either 5A or 5B

however, we see that CONT scores the highest of all the treatments.

Table 18: F1 scores for each treatment and each answer

5A 5B QUAL(5A) QUAL(5B) CONT(5A) CONT(5B)

Down a lot 0.159 0.121 0.183
Down somewhat 0.112 0.326 0.078 0.358 0.086 0.172
About the same 0.444 0.532 0.381 0.504 0.532 0.633
Up somewhat 0.250 0.310 0.249 0.274 0.204 0.325

Up a lot 0.387 0.245 0.294 0.087 0.503 0.298

From the frequency of each answer across treatments shown in Figure 27, we see that CONT as 5A

has a stronger upward bias to it than the treatments with discrete responses. with “Up a lot” being

chosen the most out of all buckets. This is in line with our hypothesis that participants in the continuous

treatment would make more extreme predictions than those in bucket treatments, since the buckets are

centered around “About the same” and thus prime participants towards moderate answers.

20The F1 score is a harmonic average of precision and recall. Precision measures how often you were correct when you
selected a certain answer. Recall measures how often you selected a certain answer when it was in fact the right answer.
The F1 statistic is thus a measure of quality of predictions.
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Table 19: Weighted F1 score for each treatment

Weighted F1 Score

5A 0.266
5B 0.379

QUAL(5A) 0.222
QUAL(5B) 0.345
CONT(5A) 0.332
CONT(5B) 0.452

We thus conclude that continuous predictions make for higher quality predictions in the sense of both

more correct answers and in the sense of more precision and recall.

3.3.4 What does “about the same” mean?

We can compare the purely qualitative treatment (QUAL), which gives no numerical guidance on the

buckets participants are asked to choose from, to treatments 5A and 5B. This will give us some evidence

on the priors participants have in their interpretations of the bucket labels.

Table 14 shows the Chi statistics for the comparison between each set of treatments through comparing

the frequency of each answer given. We find that each pair of treatments is statistically significantly

di↵erent at a 5% level, and each pair except 5B and QUAL are statistically significantly di↵erent at a 1%

level. This indicates that participants in the QUAL treatment behaved more like participants in the 5B

treatment than like participants in the 5A treatment, suggesting that the bucket sizes of 5B are a better

representation of what participants have in mind when thinking of qualitative buckets than the bucket

sizes of 5A.

To further analyse this we study at an observation level how often QUAL gives the same answer as

5A, and how often the same as 5B. To quantify this we calculate first what proportion of answers falls

into each category, for each country and each treatment. We then find the mean absolute di↵erence

between these proportions, comparing QUAL with 5A and QUAL with 5B. The smaller this measure,

the closer together the two treatments are. We find that this measure is 0.061 for QUAL and 5B, and

0.074 for QUAL and 5A. This indicates again that QUAL is closer to 5B than it is to 5A.

A measure we can use to compare the answers given in the di↵erent treatments is the Levenshtein

distance. Levenshtein distance is a measure of similarity between two sequences, where the distance

between two sequences is the number of “edits” required to transform one to the other.

92



Chapter 3

We compare all participants the in QUAL treatment with all people in 5A and all people in 5B, and then

take the average. We find that the Levenshtein distance between 5A and QUAL is 25.9 and the distance

between 5B and QUAL is 23.3. This di↵erence is highly statistically significant (with a t statistic of

22.08).21 As a result we conclude that treatment QUAL is indeed more like 5B than it is like 5A.

3.3.5 Education

In this section we consider the role of education in determining the quality of predictions participants

make. Prolific collects this information. To determine whether education has an e↵ect on the number of

correct answers given, we run a regression regressing the education level against the number of correct

answers. We find that when we consider answers as 5A, the p-value of education is 0.337 while for answers

as 5B it is 0.312. We thus conclude that education does not have an e↵ect on the quality of predictions.

3.3.6 Time series properties and participant expectations

Over the course of the experiment, participants are asked to form expectations for the next value of 25

di↵erent time series. A natural question to ask is thus whether the properties of these time series make

a di↵erence for the treatment e↵ects, or indeed participants’ performance more generally. We find that

trend and variance in the time series have an e↵ect on the predictability. In particular, trend makes a

time series easier to predict while unexplained variance makes it more di�cult.

Upward bias As discussed above and shown in Figure 27, the frequency with which each bucket is

chosen shows a bias towards “up”. Table 20 shows how often participants falsely selected an option,

divided by how often they selected that option. In other words, the number of false positives divided by

the total number of positives. We see that participants most often falsely select the outer options: “Up

a lot” and “Down a lot”.

The rates for “Up a lot” seem to be higher than those for “Down a lot”, and similarly for “Up some-

what” and “Down somewhat”. Participants seem to more often falsely select “up” than they do “down”.

This is evidence for an “upward bias”, where participants for some reason prefer to select “up” to “down”.

Figure 28 shows the di↵erence between the false positive rate for “down” and for “up”, for “a lot”

and “somewhat” respectively, including confidence intervals. When the value is positive “down” was

answered incorrectly more often, whereas when it is negative “up” was answered incorrectly more often.

We note that in most cases, “up” is answered incorrectly significantly more often than “down”.

21In order to test for statistical significance we treat each pair of participants as a unique observation and then test for a
di↵erence in mean across the set of 5A-QUAL comparisons and 5B-QUAL comparisons.
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Table 20: False positive rate for every answer and every treatment: the number of false positives for that
answer divided by the number of times the answer was chosen (the number of positives)

5A 5B QUAL(5A) QUAL(5B) CONT(5A) CONT(5B) ALL(5A) ALL(5B)

Down a lot 0.730 1 0.575 1 0.796 1 0.870 1
Down somewhat 0.665 0.857 0.646 0.866 0.566 0.779 0.715 0.784
About the same 0.300 0.081 0.369 0.092 0.134 0.053 0.666 0.393
Up somewhat 0.795 0.918 0.760 0.884 0.834 0.921 0.770 0.748

Up a lot 0.838 1 0.921 1 0.864 1 0.585 0.829

Figure 28: The di↵erence between the false positive rate for ‘down’ and for ‘up’, for ‘a lot’ and ‘somewhat’
respectively, including confidence intervals.
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Figure 29 shows for a given correct answer, all the answers given when that answer was the correct

answer, per treatment. We note that when “Up a lot” is the correct answer, most answers are “Up a

lot” and least answers are “Down a lot”. When “Down a lot” is the correct answer on the other hand,

”Up a lot” is the most popular answer for some of the treatments, and “Down a lot” is the most popular

answer for none of the treatments. This indicates that participants do have a certain upward bias. This

in line with findings in the literature, where it is found that positive trends are extrapolated more than

negative trends are (Lawrence and Makridakis, 1989; Brehmer, 1971; Naylor and Clark, 1968).

Figure 29: For a given correct answer, all the answers given when that answer was the correct answer,
per treatment.

Trend and variance While we do not find any evidence of learning,22. i.e. that participants’ expec-

tations get more accurate throughout the experiment, there are certain countries for which predictions

are much better than for others (see Table 28 in the Appendix). To investigate why this is the case we

look at the impact that trend and variance have on predictions.

We estimate a logistic regression predicting whether a participant gives a “correct” answer. Two of

our regressors here are derived from an estimated AR(1) model with a time trend. We estimate the

22We estimate a linear regression of time versus the total correct answers using either 5A or 5B. We find that the time
coe�cient is insignificant at a 10% level in both cases (5A: 0.201, 5B: 0.122)
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following model for the 20 observed periods for each of the 25 series.

pi,t = �i,0 + �1,ipi,t�1 + �it+ ✏i,t (43)

where pi,t is the value of inflation for time series i at time t. We can then use the estimates of �i in

Eq. 43 as a measure of whether there is a trend in series i, and the in-sample R2 as a measure of the

unexplained variance in the series.

Table 21 shows the relationship between the accuracy of expectations, the presence of a time trend

and the unexplained variance of each series. The equations for the regressions are as follows:

correcti = istrendi + (1�R2)i (44)

correcti = istrendi ⇤ (1�R2)i (45)

Corrrect as 5A represents all treatments, with QUAL and CONT following the 5A treatment. Correct

as 5B analogously contains all treatments with QUAL and CONT following 5B.

We find that a time trend generally has a positive impact on the number of correct predictions,

meaning that participants find the task easier when there is a trend to the time series they are predicting.

Unexplained variance on the other hand has a negative e↵ect on the number of correct predictions which

is intuitive: a more variable time series is less predictable. When a trend and high unexplained variance

are combined we see the task is even more di�cult. These R2 and trend e↵ects are robust to including

fixed e↵ects for each country, suggesting that at least part of the variation across countries is explained

by these factors. As far as we can establish, previous research has not considered how trend and variance

a↵ect the predictability of a time series. The way in which trend and variance a↵ect the predictions

participants make is considered, e.g. in (Lawrence and Makridakis, 1989). They find that trend does

a↵ect the predictions while randomness does not. This seems to be in contradiction to our findings.
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Table 21: Regression results showing how the number of correct answers (following either 5A or 5B)
depend on the trend and unexplained variance in the time series participants are predicting the next
value of.

Dependent variable:

Correct as 5A Correct as 5B

(1) (2) (3) (4) (5) (6)

istrend 0.254⇤⇤⇤ 1.873⇤⇤⇤ 0.37488⇤ �0.090 1.370⇤⇤⇤ 0.327
(0.058) (0.168) (0.032) (0.058) (0.170) (0.000)

1-rsq �1.524⇤⇤⇤ �0.898⇤⇤⇤ -1.04672⇤ �2.455⇤⇤⇤ �1.921⇤⇤⇤ -2.61103⇤⇤⇤

(0.122) (0.136) (0.011) (0.122) (0.133) (0.011)

istrend:1-rsq �3.346⇤⇤⇤ �3.043⇤⇤⇤

(0.328) (0.336)

Country fixed e↵ects X X

Constant �0.004 �0.371⇤⇤⇤ -0.23873 0.794⇤⇤⇤ 0.484⇤⇤⇤ 0.729⇤⇤

(0.078) (0.086) (0.300) (0.077) (0.084) (0.001)

Observations 7,025 7,025 7,025 7,025 7,025 7,025
Log Likelihood �3,670.773 �3,892.559 �3,670.773 �4,269.043 �4,209.836 �3,892.559
Akaike Inf. Crit. 7,391.547 7,835.119 7,391.547 8,544.086 8,427.673 7,835.119

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01

Table 29 in the Appendix shows how the relationship between performance and trend/unexplained

variance depends on the treatment a participant is in. We find that for the most part, there are no sig-

nificant e↵ects of the treatment. The only clear e↵ect is that in treatment 5B, an increase in unexplained

variance has a bigger negative e↵ect on performance than in the other treatments.

3.4 Strategies

3.4.1 Comparing potential strategies

In this section we examine which expectation formation strategies for expectation best fit the predictions

the participants made across each treatment. We find that a trend-following rule best reproduces the

behaviour we observed in the participants, with a higher coe�cient fitting the continuous treatment better.

We examine three rules for expectation formation: a first order autoregression with a time trend (AR1t),

weak trend following (WTF) and strong trend following (STF). The AR1 strategy is often a starting

point for forecasting inflation, see Faust and Wright (2013). Trend-following rules have been shown to

reproduce expectations formed by participants in experiments well, for example in Anufriev and Hommes
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(2012). These strategies are shown below.

pe1,t = �̂0 + �̂1pt�1 + �̂2t (AR1t)

pe2,t = pt�1 + 0.4(pt�1 � pt�2) (WTF)

pe3,t = pt�1 + 1(pt�1 � pt�2) (STF)

In AR1t, the �̂ coe�cients are estimated by OLS on the 20 observed periods.

Perhaps the most obvious question is which of these strategies, if they were implemented perfectly,

would yield the best performance. Table 22 shows how often the correct answer would be given by each

of the strategies we study. It is not necessary to look at all the treatments, such as QUAL as 5A and

CONT as 5B, since the strategies will give the same answer in any treatment as 5A and any treatment

as 5B. We see that AR1t performs by far the worst, and that WTF slightly outperforms STF. We find

the same ranking of the three strategies when looking at payo↵s rather than proportion of answers that

are correct.

Table 22: Proportion of answers given correctly for each strategy studied

Proportion right answers

AR1 5A 0.160
AR1 5B 0.400
WTF 5A 0.400
WTF 5B 0.480
STF 5A 0.400
STF 5B 0.520

Table 23 shows the Hellinger distance between the AR1t, WTF and STF strategies and the answers given

by participants, comparing the fraction of answers that was in each bucket. The smaller the Hellinger

distance, the closer two distributions are together. We find that for most treatments, the STF rule

performs the best.

Table 24 shows how often the strategies gave the same answer as participants did. We find that STF

performs better than the other two treatments.

Table 25 shows the average Levenshtein distance between the answers given by participants in a certain

treatment and answers that would be given by our three chosen strategies. It shows that this distance

is always smallest for strategy WTF, suggesting that this strategy best represents how our participants

behaved.
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Table 23: Hellinger distance between candidate strategies and observed distribution across buckets, by
treatment

AR1 WTF STF

5A 0.189 0.288 0.239
5B 0.285 0.182 0.145

QUAL(5A) 0.245 0.365 0.306
QUAL(5B) 0.312 0.185 0.170
CONT(5A) 0.265 0.216 0.180
CONT(5B) 0.300 0.220 0.144

Table 24: Proportion of the time that this strategy gave the same answer as participants

AR1 WTF STF

5A 0.213 0.335 0.368
5B 0.364 0.420 0.435

QUAL(5a) 0.213 0.264 0.323
QUAL(5B) 0.353 0.387 0.394
CONT(5A) 0.220 0.411 0.452
CONT(5B) 0.416 0.458 0.517

Table 25: Average Levenshtein distance between the answers given by participants in a certain treatment
and answers that would be given by our three chosen strategies

AR1 WTF STF

5A 38.420 24.783 28.986
5B 22.474 18.386 19.895

QUAL(5A) 36.652 22.391 28.109
QUAL(5B) 23.413 19.348 21
CONT(5A) 41.429 30.778 32.302
CONT(5B) 20.683 16.667 19.111

Table 26: Estimated trend-following parameter for every treatment

Estimated trend-following parameter

5A 0.53
5B 1.01

QUAL(5A) 0.2
QUAL(5B) 0.6
CONT(5A) 1
CONT(5B) 0.6
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Table 26 shows the estimated trend-following parameter (that which is 0.4 for WTF and 1 for STF)

for every treatment. This was found through calculating the parameter leading to the highest overlap

between answers given by the participants and the strategy, using grid search. It shows that all parameters

are positive, meaning that in every treatment the participants engaged in some form of trend-following

(rather than mean-reversion, which would lead to a negative parameter). We also note that the parameters

are particularly high for the continuous treatment, supporting our theory that trend-following is more

common in this treatment. However, the trend-following parameters are also high for treatments 5A and

5B.

3.4.2 Analysing participants stated strategies

At the end of the experiment, in an open text field, participants were asked “How do you describe your

strategy in the experiment?”. We investigate whether how they describe their strategy di↵ers across

treatments, and find that there does not appear to be a clear pattern.

We look at the frequency of certain words used in the questionnaire when participants were asked for their

“strategy” to analyse if di↵erent participants used di↵erent strategies. We do not find a clear di↵erence

in the words used across the various treatments, so have no evidence that di↵erent strategies were used

in di↵erent treatments.

We publish the most commonly used words in each treatment compared to other treatments in Table 27.

This ranking is calculated as

nw,⌧/Nw (46)

where nw,⌧ is the number of times word w appears in treatment ⌧ , and Nw is the number of times word

w appears across all treatments.

Table 27: Most commonly used words in the “strategy” part of the questionnaire for each treatment,
compared to the other treatments.

5A 5B QUAL CONT

graph pattern based much
rise points patterns chart
time last looking curve

decrease predict pattern value
look trends inflation tried

periods changes looked recent
predict also try data
points see period time
try looked will one

strategy value past inflation

100



Chapter 3

3.5 Conclusion

We have investigated whether the method by which expectations are being elicited a↵ects the answers

given in a significant way. We have found first of all that asking for continuous instead of qualitative ex-

pectations leads to higher quality responses, as measured by the correctness of the expectations given. We

find secondly that quantitative guidance o↵ered alongside qualitative buckets is used by participant, but

does not necessarily lead to higher quality responses. We also find that participants answering questions

with only qualitative buckets have bucket-sizes in mind that are closest in size to those in the treatment

5B, that is to say a bucket-size of approximately 3
4stdev of the time series that is being predicted.

Participants in our experiment showed a tendency to select “up” answers more often than “down” an-

swers. This has to do with participant giving a range of answers when the correct answer is “down”,

while they give the answer “up” when the correct answer is “up”. We thus conclude that participants

have a certain upward bias in their predictions.

The time series corresponding to some countries turned out to be more predictable to participants than

those corresponding to other countries. We find that the trend and variance of a time series can partly

explain this predictability, with trend making a series more predictable while high variance makes a se-

ries less predictable. When trend and high variance are combined a time series is particularly di�cult to

predict.

We investigated whether some known methods for expectation formation represented the expectations

reported by participants well. We find that participants’ behaviour better fits a trend-following rule

than an AR1t rule. We estimate the trend-following parameter that best fits the behaviour observed in

each treatment. We find that a positive trend-following parameter best fits every treatment, indicating

that participants engaged more in trend-following than in mean-reversion. We also find that the trend-

following parameter is particularly in the continuous treatment, which is in line with our hypothesis that

trend-following is exaggerated in this treatment.

Our findings suggest that the best method for eliciting expectations, when the goal is accuracy, is to

ask for continuous expectations rather than qualitative ones. When using qualitative expectations we

find that quantitative guidance o↵ered alongside quantitative buckets will be used by participant, and

can help with the interpretability of the results. It is unclear to what extent it improves forecasting per-

formance. Finally we contribute to the interpretability of survey results based on qualitative questions

by finding what bucket-sizes participants have in mind when they answer such questions.
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Appendix

3.A Instructions and Control Questions

3.A.1 Instructions

General Instructions Welcome to this experiment! The experiment is anonymous, the data from

your choices will not be connected to your name. You will be paid a fixed fee immediately after the

experiment, and you will receive payment based on your performance shortly after. After the main part

of the experiment and before the payment you will be asked to fill out a short questionnaire.

Your task in this experiment is to repeatedly predict the next value in a data series presented to you.

You will be predicting the next value of 25 data series.

The data series you will be predicting the next value of are series of Inflation data. Inflation measures

the percentage change in the price level of an economy.

Instructions Treatment 5a We measure changes in inflation in percentage points. If the current

inflation is 5% and inflation increases by 2 percentage points, the new inflation is 7%. If inflation is x%

and inflation decreases by y percentage points, the new inflation is x� y%.

You make your prediction by choosing from a number of options. An example of such an option would

be: ”Inflation will stay about the same (Inflation stays within +/-2 percentage points)”. The options thus

consist of two parts: an explanation of this option (like Inflation ”stays about the same”, or ”goes up a

lot”) and a numerical definition of this option (Inflation ”stays within +/-2 percentage points”, or ”goes

up by 2 percentage points or more”)

For every correct prediction, you will receive 20 points. If you are almost right, you receive 5 points.

The points you received will be revealed at the end of the experiment. Your final payment will consist of

1 euro for every 10 points.

Instructions Treatment 5b We measure changes in inflation in percentage points. If the current

inflation is 5% and inflation increases by 2 percentage points, the new inflation is 7%. If inflation is x%

and inflation decreases by y percentage points, the new inflation is x� y%.

You make your prediction by choosing from a number of options. An example of such an option would

be: ”Inflation will stay about the same (Inflation stays within +/-2 percentage points)”. The options thus

consist of two parts: an explanation of this option (like Inflation ”stays about the same”, or ”goes up a

lot”) and a numerical definition of this option (Inflation ”stays within +/-2 percentage points”, or ”goes

up by 2 percentage points or more”)

For every correct prediction, you will receive 10 points. The points you received will be revealed at

the end of the experiment. Your final payment will consist of 1 euro for every 10 points.

102



Chapter 3

Instructions Treatment qual You make your prediction by choosing from a number of options. An

example of such an option would be: Inflation will stay about the same. or ”Inflation will decrease

somewhat”.

For every correct prediction, you will receive 10 points. The points you received will be revealed at

the end of the experiment. Your final payment will consist of 1 euro for every 10 points.

Instructions Treatment cont You make your prediction by filling in what you think inflation will be

in the next time step. You just need to fill in a number, you do not have to add a percentage sign. You

can enter a negative number to indicate that inflation is going down. Remember: we need the change in

inflation, so if inflation is currently 5% and you expect it to be 7%, you fill in 2.

You will receive 10 points if your prediction is close to the correct value. The points you received will

be revealed at the end of the experiment. Your final payment will consist of 1 euro for every 10 points.

3.A.2 Control Questions

Questions Treatment 5a You are shown a series of inflation data. The last value in the series is 2%.

You select: ”Inflation goes up somewhat (Inflation goes up by between 2 and 5 percentage points)” as

your prediction. The true next value of the inflation series is 5%. How many points do you receive for

your prediction? (Answer 20)

You are shown a series of inflation data. The last value in the series is 7%. You select: ”Inflation

will stay about the same (Inflation stays within +/-2 percentage points)” as your prediction. You will

now receive 20 points if and only if what? (Multiple choice, answer: The true next value of unemployment

is between 5% and 9% (5 and 9 included))

Questions Treatment 5b You are shown a series of inflation data. The last value in the series is 2%.

You select: ”Inflation goes up somewhat (Inflation goes up by between 2 and 5 percentage points)” as

your prediction. The true next value of the inflation series is 9%. How many points do you receive for

your prediction? (Answer 0)

You are shown a series of inflation data. The last value in the series is 7%. You select: ”Inflation

will stay about the same (Inflation stays within +/-2 percentage points)” as your prediction. You will

now receive 10 points if and only if what? (Multiple choice, answer: The true next value of unemployment

is between 5% and 9% (5 and 9 included))

Questions Treatment Qual You are shown a series of inflation data. The last value in the series is

2%. You select: ”Inflation stays about the same” as your prediction. The true next value of the inflation
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series is 2%. How many points do you receive for your prediction? (Answer 20)

You are shown a series of inflation data. The last value in the series is 1%. You select: ”Inflation

goes up a lot” as your prediction. The true next value of the inflation series is 0.5. How many points do

you receive for your prediction? (Answer 0)

Questions Treatment Cont You are shown a series of inflation data. The last value in the series is

2%. You believe the next value will be 3.5%. What do you fill in as your prediction? (Answer 1.5)

You are shown a series of inflation data. The last value in the series is 5%. You fill the number 2

in the prediction field. The true next value of the inflation series is 7%. How many points do you receive

for your prediction? (Answer 10)
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Figure 30: Time series of inflation chosen for the experiment (1)
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3.B Inflation time series

Figure 31: Time series of inflation chosen for the experiment (2)
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Table 29: Regression results showing how the number of correct answers (following either 5A or 5B)
depend on the trend and unexplained variance in the time series participants are predicting the next
value of, as well as the treatment.

Dependent variable:

Correct as 5A Correct as 5B

(1) (2) (3) (4)

istrend 0.137 2.116⇤⇤⇤ 0.137 2.116⇤⇤⇤

(0.120) (0.346) (0.120) (0.346)

1-rsq �1.513⇤⇤⇤ �0.758⇤⇤⇤ �1.513⇤⇤⇤ �0.758⇤⇤⇤

(0.251) (0.280) (0.251) (0.280)

treatment5b 0.995⇤⇤⇤ 1.186⇤⇤⇤ 0.995⇤⇤⇤ 1.186⇤⇤⇤

(0.234) (0.258) (0.234) (0.258)

treatmentcont 0.261 0.246 1.986⇤⇤⇤ 2.024⇤⇤⇤

(0.225) (0.251) (0.239) (0.259)

treatmentqual �0.549⇤⇤ �0.475⇤ 0.832⇤⇤⇤ 1.026⇤⇤⇤

(0.214) (0.244) (0.209) (0.231)

istrend:treatment5b �0.181 �1.007⇤⇤ �0.181 �1.007⇤⇤

(0.176) (0.510) (0.176) (0.510)

istrend:treatmentcont 0.003 0.155 �0.372⇤⇤ �0.433
(0.169) (0.500) (0.172) (0.535)

istrend:treatmentqual 0.506⇤⇤⇤ �0.077 �0.343⇤⇤ �1.165⇤⇤

(0.159) (0.456) (0.159) (0.454)

1-rsq:treatment5b �1.079⇤⇤⇤ �1.403⇤⇤⇤ �1.079⇤⇤⇤ �1.403⇤⇤⇤

(0.370) (0.409) (0.370) (0.409)

1-rsq:treatmentcont 0.234 0.242 �1.929⇤⇤⇤ �2.023⇤⇤⇤

(0.353) (0.393) (0.370) (0.404)

1-rsq:treatmentqual 0.467 0.336 �1.038⇤⇤⇤ �1.363⇤⇤⇤

(0.338) (0.383) (0.332) (0.367)

istrend:1-rsq �4.170⇤⇤⇤ �4.170⇤⇤⇤

(0.695) (0.695)

istrend:1-rsq:treatment5b 1.787⇤ 1.787⇤

(1.008) (1.008)

istrend:1-rsq:treatmentcont �0.180 0.384
(0.985) (1.035)

istrend:1-rsq:treatmentqual 1.329 1.710⇤

(0.897) (0.912)

Constant �0.100 �0.541⇤⇤⇤ �0.100 �0.541⇤⇤⇤

(0.159) (0.178) (0.159) (0.178)

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
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4 Summary

Expectations play an important role in economics. Laboratory experiments can be used to study what

individual expectation formation process participants use to form predictions, and what aggregate market

behaviour this leads to. This thesis contributes to the literature on expectations in three di↵erent ways.

Chapter 1 studies directly expectation formation processes and the resulting market behaviour. Chapter

2 investigates the role of expectations in cyclical behaviour caused by leverage regulation. Finally, Chap-

ter 3 asks how expectations can best be elicited in a survey.

One method for studying expectation formation processes is the Learning to Forecast Experiment (LtFE).

In this type of experiment, participants repeatedly predict the next value of a time series, and the pre-

dictions determine what the true next value of the time series is going to be. Through LtFEs, it has been

found that positive feedback from expectation to realisation is destabilising, while negative feedback has

a stabilising e↵ect (Heemeijer et al., 2009). This only concerns one variable a↵ecting the outcome of one

variable. The economy, however, is a higher dimensional system. The expectations of multiple variables

a↵ect the realisations of multiple variables, and vice versa.

In Chapter 1, we consider whether the results on feedback strength can be extended to higher dimen-

sions. The higher dimensional generalisation of feedback strength is the eigenvalue. In this chapter we

thus wonder: Can the eigenvalues of an expectations feedback system be used as predictors of stability?

We also attempt to infer what expectation formation processes participants may have used.

We find that eigenvalues can indeed be used as predictors of stability. In particular, real eigenvalues

with a relatively large absolute value lead to unstable markets, while complex eigenvalues with the same

absolute value lead to stable markets. To replicate these dynamics we require a new two-dimensional

expectation formation model. We find that a generalisation of the Heuristic Switching Model (Brock and

Hommes, 1998) leads to similar dynamics as observed in the laboratory.

Leveraged investing can force investors to sell into already falling markets. This has been named the

leverage cycle in the seminal paper by Geanakoplos (2003). Aymanns and Farmer (2015), however, point

out that the e↵ects of leverage and its control can have an even more destabilising e↵ect. They show how

leverage does not only aggravate a crisis, but can also cause the crisis and the following boom, without

any exogenous shocks. In their model, however, agents also buy as many assets as they are allowed to

based on their leverage constraint.

In Chapter 2, we study how their results change when we introduce consideration of expectations. In
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particular, we let the leveraged agents in our model (named ‘banks’ by Aymanns and Farmer) choose

whether they follow the strategy from Aymanns and Farmer, or whether they choose to consider their

expectation of the risky asset and determine their demand through myopic mean variance wealth max-

imisation. We call these two strategies ‘leverage targeting’ and ‘leverage optimising’ respectively.

We find that leverage cycles persist, even when banks have a choice of strategy. This means the leverage

cycles Aymanns and Farmer found are not specific to the way they set up their model. Throughout the

cycle, there are times where leverage targeting is the most attractive strategy, and times where leverage

optimising plays this role. We thus find that both strategies are about equally prevalent over time. This

is noteworthy, since the leverage targeting strategy makes profits over time while the leverage optimising

strategy makes losses. Because of the switching mechanism at play, this does not lead to leverage target-

ing always being the most popular strategy.

As an extension of the model presented in Chapter 2, we introduce short-selling for the leverage op-

timising strategy. We choose to only implement it for this strategy, since the implementation for leverage

targeting is unclear. We find that short-selling stabilises the dynamics of the model fully, removing the

leverage cycles all together.

Central banks in most advanced economies produce some sort of expectation survey at regular inter-

vals. Methodology across surveys di↵ers a lot. Some ask for expectations as a number (continuous),

others ask for participants to choose from a number of buckets, which can either have a qualitative label

(e.g. ‘up’, ‘down’, ‘about the same’) or a quantitative label (e.g. between 1 and 2 %). Chapter 3 considers

how surveys eliciting expectations can best pose their questions through a laboratory experiment.

We introduce four di↵erent treatments, which di↵er in the method of posing the question in the lab.

We investigate continuous expectations, buckets with only qualitative labels, and buckets with quanti-

tative labels. Of this last type we have two versions which di↵er in the quantitative labels given to the

same qualitative buckets.

In Chapter 3 we ask the following questions in particular. First of all, we ask what method leads to

higher quality predictions, which we measure by testing how far the answers given are from the cor-

rect answers. Secondly, we wonder whether quantitative labels added to qualitative buckets are used by

participants, and whether this extra guidance leads to higher quality predictions. Finally, we compare

qualitative buckets without labels to those with labels to find out what participants mean quantitatively

when they select a certain qualitative bucket.
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We find that asking for continuous expectations leads to higher quality predictions than asking for predic-

tions from buckets. We hypothesise that this has to do with the symmetry of buckets, priming participants

towards the middle bucket even when there is a clear upward or downward trend visible. Quantitative

guidance alongside qualitative buckets does seem to be used by participants, but does not lead to higher

quality expectations. We also determine what bucket sizes participants have in mind when they select a

certain qualitative bucket.

Our participants seemed to have an upward bias during the experiment, preferring ‘up’ answers to ‘down’

answers. We find that this has to do with the fact that participants give a wide range of answers when

the correct answer is ”down”, while they generally answer ”up” when the answer is ”up”. We also note

that some time series seem to be easier to predict than others. We hypothesise that this has to do with

the trend and variance present in the time series.

Finally, we attempt to fit known expectation formation processes to the data. We find that trend-following

rules outperform the AR(1) process with a time-trend that an econometrician may use. Participants thus

seemed to engage in some form of trend-extrapolation. We find that the trend-following parameter is

highest for the continuous treatment. This supports our hypothesis that trend-following is easier in the

continuous treatment than in treatments with buckets.
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5 Samenvatting

Verwachtingen spelen een belangrijke rol in de economie. Laboratoriumexperimenten kunnen worden ge-

bruikt om te onderzoeken welk individueel verwachtingsvormingsproces deelnemers gebruiken om voor-

spellingen te doen, en tot welk geaggregeerd marktgedrag dit leidt. Dit proefschrift draagt op drie

verschillende manieren bij aan de literatuur over verwachtingen. Hoofdstuk 1 bestudeert direct verwacht-

ingsvormingsprocessen en het daaruit voortvloeiende marktgedrag. Hoofdstuk 2 onderzoekt de rol van

verwachtingen in cyclisch gedrag veroorzaakt door hefboomregulering. Ten slotte wordt in hoofdstuk 3

bekeken hoe verwachtingen het beste kunnen worden uitgevraagd in een enquête.

Een methode om verwachtingsvormingsprocessen te bestuderen is het Learning to Forecast Experiment

(LtFE). In dit type experiment voorspellen deelnemers herhaaldelijk de volgende waarde van een tij-

dreeks, en de voorspellingen bepalen wat de echte volgende waarde van de tijdreeks zal zijn. Via LtFE’s

is gebleken dat positieve feedback van verwachting naar realisatie destabiliseert, terwijl negatieve feed-

back stabiliserend werkt (Heemeijer et al., 2009). Dit betreft slechts één variabele die de uitkomst van

één variabele bëınvloedt. De economie is echter een hoger dimensionaal systeem. De verwachtingen van

meerdere variabelen bëınvloeden de realisaties van meerdere variabelen, en vice versa.

In hoofdstuk 1 bekijken we of deze resultaten rondom feedbacksterkte kunnen worden uitgebreid naar

hogere dimensies. De hoger dimensionale generalisatie van feedbacksterkte is de eigenwaarde. In dit

hoofdstuk vragen we ons dus af: kunnen de eigenwaarden van een verwachtingsfeedbacksysteem worden

gebruikt als voorspellers van stabiliteit? We proberen ook af te leiden welke processen van verwacht-

ingsvorming deelnemers mogelijk hebben gebruikt.

We vinden dat eigenwaarden inderdaad kunnen worden gebruikt als voorspellers van stabiliteit. Met

name reële eigenwaarden met een relatief grote absolute waarde leiden tot instabiele markten, terwijl

complexe eigenwaarden met dezelfde absolute waarde tot stabiele markten leiden. Om deze dynamiek

te repliceren, hebben we een nieuw tweedimensionaal verwachtingsvormingsmodel nodig. We vinden dat

een veralgemening van het Heuristic Switching Model (Brock and Hommes, 1998) leidt tot een dynamiek

die vergelijkbaar is met de waarnemingen uit het laboratorium.

Beleggen met hefboomwerking kan beleggers dwingen om te verkopen in reeds dalende markten. Dit

is door Geanakoplos (2003) de hefboomcyclus benoemd in zijn baanbrekende artikel. Aymanns and

Farmer (2015) wijst er echter op dat hefboomwerking en de pogingen deze te controleren een nog desta-

biliserender e↵ect kunnen hebben. Ze laten zien hoe hefboomwerking niet alleen een crisis verergert,

maar ook de crisis en de daaropvolgende periode van groei kan veroorzaken, zonder exogene schokken.
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In hun model kopen agenten echter ook zoveel risicovolle beleggingen als ze mogen op basis van hun

hefboomwerkingsbeperking.

In hoofdstuk 2 bestuderen we hoe hun resultaten veranderen wanneer we rekening houden met verwachtin-

gen. In het bijzonder laten we de agenten die gebruik maken van hefboomwerking in ons model (door

Aymanns en Farmer ‘banken’ genoemd) kiezen of ze de strategie van Aymanns en Farmer volgen, of

dat ze ervoor kiezen om hun verwachting van de risicovolle beleggingen in overweging te nemen en hun

vraag te bepalen via ‘myopic mean variance wealth maximisation’. Deze twee strategieën noemen we

respectievelijk ‘hefboomrichten’ en ‘hefboomoptimalisatie’.

We stellen vast dat hefboomcycli aanhouden, zelfs wanneer banken een strategie kunnen kiezen. Dit

betekent dat de hefboomcycli die Aymanns en Farmer hebben gevonden niet specifiek zijn voor de manier

waarop ze hun model hebben opgezet. Gedurende de cyclus zijn er momenten waarop hefboomrichten

de meest aantrekkelijke strategie is en momenten waarop hefboomoptimalisatie deze rol speelt. We zien

dus dat beide strategieën in de loop van de tijd ongeveer even vaak voorkomen. Dit is opmerkelijk,

aangezien de strategie hefboomrichten in de loop van de tijd winst maakt, terwijl de strategie van het

optimaliseren van de hefboomwerking verliezen maakt. Vanwege het schakelmechanisme leidt dit er niet

toe dat hefboomrichten altijd de meest populaire strategie is.

Als uitbreiding van het model dat in hoofdstuk 2 wordt gepresenteerd, introduceren we ‘short-selling’

voor de strategie hefboomoptimalisatie. We kiezen ervoor om het alleen voor deze strategie te imple-

menteren, omdat de implementatie voor hefboomrichten onduidelijk is. We vinden dat short-selling de

dynamiek van het model volledig stabiliseert, waardoor de hefboomcycli worden weggenomen.

Centrale banken in de meeste geavanceerde economieën produceren regelmatig een verwachtingsonder-

zoek. Methodologie tussen enquêtes verschilt sterk. Sommigen vragen om verwachtingen als een getal

(continu), anderen vragen deelnemers om te kiezen uit een aantal opties, die ofwel een kwalitatief label

hebben (bijv. ‘omhoog’, ‘omlaag’, ‘ongeveer hetzelfde’) ofwel een kwantitatief label (bijv. tussen 1 en

2 %). Hoofdstuk 3 gaat na hoe enquêtes die naar verwachtingen vragen het beste hun vragen kunnen

stellen, door middel van een laboratoriumexperiment.

We introduceren vier verschillende experimentele groepen, die verschillen in de manier van het stellen

van de vraag in het lab. We onderzoeken continue verwachtingen, opties met alleen kwalitatieve labels

en opties met kwantitatieve labels. Van dit laatste type hebben we twee versies die verschillen in de

kwantitatieve labels die aan dezelfde kwalitatieve opties worden gegeven.
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In hoofdstuk 3 stellen we de volgende vragen. Allereerst vragen we welke methode leidt tot voorspellingen

van hogere kwaliteit, die we meten door te testen hoe ver de gegeven antwoorden verwijderd zijn van de

juiste antwoorden. Ten tweede vragen we ons af of deelnemers kwantitatieve labels gebruiken die aan

kwalitatieve opties worden toegevoegd, en of deze extra informatie leidt tot voorspellingen van hogere

kwaliteit. Ten slotte vergelijken we kwalitatieve opties zonder labels met die met labels om erachter te

komen wat deelnemers kwantitatief bedoelen als ze een bepaalde kwalitatieve optie selecteren.

We observeren dat vragen naar continue verwachtingen leidt tot voorspellingen van hogere kwaliteit

dan vragen naar voorspellingen op basis van opties. We veronderstellen dat dit te maken heeft met de

symmetrie van opties, waardoor deelnemers richting de middelste optie worden verwezen, zelfs als er een

duidelijke opwaartse of neerwaartse trend zichtbaar is. Kwantitatieve informatie naast kwalitatieve opties

lijkt door deelnemers wel te worden gebruikt, maar leidt niet tot een hogere kwaliteit van verwachtingen.

Ook bepalen we welke breedte van opties deelnemers voor ogen hebben bij het selecteren van een bepaalde

kwalitatieve optie.

Onze deelnemers leken tijdens het experiment een opwaartse neiging te hebben en gaven de voorkeur

aan ‘omhoog’-antwoorden boven ‘omlaag’-antwoorden. We zien dat dit te maken heeft met het feit dat

deelnemers een breed scala aan antwoorden geven wanneer het juiste antwoord ‘omlaag’ is, terwijl ze over

het algemeen ‘omhoog’ antwoorden wanneer het antwoord ‘omhoog’ is. We merken ook op dat sommige

tijdreeksen gemakkelijker te voorspellen lijken dan andere. We vermoeden dat dit te maken heeft met de

trend en variantie in de tijdreeksen.

Ten slotte proberen we bekende verwachtingsvormingsprocessen te vergelijken met onze observaties. We

zien dat trendvolgende regels beter presteren dan het AR(1)-proces met een tijdtrend, die een econometrist

wellicht zou gebruiken. De deelnemers leken dus gebruik te maken van een of andere vorm van trend-

extrapolatie. We observeren dat de trendvolgende parameter het hoogst is voor de continue experimentele

groep. Dit ondersteunt onze hypothese dat trendvolging gemakkelijker is bij de continue groep dan bij

groepen met opties.
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