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ABSTRACT
There hardly exists any large-scale datasets with dense optical flow of non-rigid motion from real–
world imagery as of today. The reason lies mainly in the required setup to derive ground truth optical
flows: a series of images with known camera poses along its trajectory, and an accurate 3D model
from a textured scene. Human annotation is not only too tedious for large databases, it can simply
hardly contribute to accurate optical flow. To circumvent the need for manual annotation, we propose
a framework to automatically generate optical flow from real-world videos. The method extracts and
matches objects from video frames to compute initial constraints, and applies a deformation over the
objects of interest to obtain dense optical flow fields. We propose several ways to augment the optical
flow variations. Extensive experimental results show that training on our automatically generated optical flow outperforms methods that are trained on rigid synthetic data using FlowNet-S, LiteFlowNet,
PWC-Net, and RAFT. Datasets and implementation of our optical flow generation framework are released at https://github.com/lhoangan/arap_flow.
c 2021 Elsevier Ltd. All rights reserved.

1. Displacement distribution
Fig. 1 shows the displacement distributions according to different frame distances ∆. Larger frame distances reflect motion
further in time, and hence produce larger object displacement.
2. More examples on optical flow generation
Figure 2 provides additional visualization of the optical flow
generated by our unsupervised pipeline. Each group shows the
segmented objects It and It+∆ with corresponding matches on
the left column, and the generated optical flow F̃t→t+∆ with the
warped images I˜t+∆ on the right column. Note that the generated
optical flow F̃t→tˆ+∆ does not mean to be the ground truth for the
pair (It , It+∆ ) due to the errors
in matching process, but it is the

ground truth for the pair It , I˜t+∆ . Note also the natural appearance of the warped images I˜t+∆ : although they do not exactly
fit to the real It+∆ , they do capture the object non-rigid motion.
The images are taken from the DAVIS benchmark (Pont-Tuset
et al., 2017) using the provided segmentation.
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Fig. 1: Displacement statistics
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3. Qualitative results on real images
We show the qualitative results on the QUVA repetition
dataset (Runia et al., 2018) for LiteFlowNet (Hui et al., 2018)
on Figure 3 and PWC-Net (Sun et al., 2018) on Figure 4. For
each image, from top to bottom respectively are (1) the RGB
images, (2) optical flow predictions from training the corresponding architecture on the FlyingChairs dataset (Dosovitskiy
et al., 2015), and (3) predictions from that being trained on our
DMO dataset generated from our unsupervised pipeline. As our
dataset focuses on non-rigid movements, the networks capture
better the non-rigid movement in human actions (indicated by
the transitions of the flow color), and thus results in more accuracy, better details, and sharper boundaries.
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Fig. 2: In each group, left column: example of image segments and the obtained point matches for 2 frames It and It+∆ ; right column: the computed optical
flow F̃t→t+∆ and the resulting warped image I˜t+∆ . Note the significant differences between the second frame It+∆ (group left bottom) and the warped image
I˜t+∆ (group right bottom): the errors in the point matches yield a different dense flow field, which is better represented by the warped object. (Best viewed
in color.)
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Fig. 3: Qualitative results on the QUVA repetition dataset (Runia et al., 2018) of LiteFlowNet (Hui et al., 2018) trained on FlyingChairs (middle row) and
on the DMO dataset obtained from DAVIS (Pont-Tuset et al., 2017) using our unsupervised optical flow generation pipeline (bottom row). LiteFlowNet
trained using our dataset can capture the non-rigid movements of objects in the scenes with better details and delineation. (Best viewed in color.)
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Fig. 4: Qualitative results on the QUVA repetition dataset (Runia et al., 2018) of PWC-Net (Sun et al., 2018) trained on FlyingChairs (middle row) and on
the DMO dataset obtained from DAVIS (Pont-Tuset et al., 2017) using our unsupervised optical flow generation pipeline (bottom row). PWC-Net trained
using our pipeline can capture the non-rigid movements of objects in the scenes (indicated by the transitions of colors) with better details and accuracy.
(Best viewed in color.)

