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Preface

These two-volume proceedings contain the papers accepted at MMM 2021, the 27th
International Conference on MultiMedia Modeling.

Organized for more than 25 years, MMM has become a respected and
well-established international conference bringing together excellent researchers from
academic and industrial areas. During the conference, novel research works from
MMM-related areas (especially multimedia content analysis; multimedia signal pro-
cessing and communications; and multimedia applications and services) are shared
along with practical experiences, results, and exciting demonstrations. The 27th
instance of the conference was organized in Prague, Czech Republic on June 22–24,
2021. Due to the COVID-19 pandemic, the conference date was shifted by five months,
however the Proceedings were published in January in accordance with the original
plan. Despite the pandemic, MMM 2021 received a large number of submissions
organized in different tracks.

Specifically, 211 papers were submitted to seven MMM 2021 tracks. Each paper
was reviewed by at least two reviewers (but mostly three) from the Program
Committee, while the TPC chairs and special event organizers acted as meta-reviewers.
Out of 166 regular papers, 73 were accepted for the proceedings. In particular, 40
papers were accepted for oral presentation and 33 papers for poster presentation.
Regarding the remaining tracks, 16 special session papers were accepted as well as 2
papers for a demo presentation and 17 papers for participation at the Video Browser
Showdown 2021. Overall, the MMM 2021 program comprised 108 papers from the
seven tracks with the following acceptance rates:

Tracks #Papers ACCEPTANCE rates

Full papers (oral) 40 24%
Full papers (oral + poster) 73 44%
Demos 2 67%
SS1: MAPTA 4 50%
SS2: MDRE 5 71%
SS3: MMARSat 3 100%
SS4: MULTIMED 4 67%
Video Browser Showdown 17 94%

The special sessions are traditionally organized to extend the program with novel
challenging problems and directions. The MMM 2021 program included four special
sessions:

– SS1: Multimedia Analytics: Perspectives, Tools, and Applications (MAPTA)
– SS2: Multimedia Datasets for Repeatable Experimentation (MDRE)
– SS3: Multimodal Analysis and Retrieval of Satellite Images (MMARSat)
– SS4: Multimedia and Multimodal Analytics in the Medical Domain and Pervasive

Environments (MULTIMED)



Besides the four special sessions, the anniversary 10th Video Browser Showdown
represented an important highlight of MMM 2021 with a record number of 17 par-
ticipating systems in this exciting (and challenging!) competition. In addition, two
highly respected speakers were invited to MMM 2021 to present their impressive talks
and results in multimedia-related topics. Specifically, we would like to thank Cees
Snoek from the University of Amsterdam, and Pavel Zezula from Masaryk University.

Last but not least, we would like to thank all members of the MMM community who
contributed to the MMM 2021 event. We also thank all authors of submitted papers, all
reviewers, and all members of the MMM 2021 organization team for their great work
and support. They all helped MMM 2021 to be an exciting and inspiring international
event for all participants!

January 2021 Jakub Lokoč
Tomáš Skopal

Klaus Schoeffmann
Vasileios Mezaris

Xirong Li
Stefanos Vrochidis

Ioannis Patras
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Abstract. Crowd counting has achieved significant progress with deep
convolutional neural networks. However, most of the existing methods
don’t fully utilize spatial context information, and it is difficult for them
to count the congested crowd accurately. To this end, we propose a
novel Adaptive Multi-scale Context Aggregation Network (MSCANet),
in which a Multi-scale Context Aggregation module (MSCA) is designed
to adaptively extract and aggregate the contextual information from
different scales of the crowd. More specifically, for each input, we first
extract multi-scale context features via atrous convolution layers. Then,
the multi-scale context features are progressively aggregated via a chan-
nel attention to enrich the crowd representations in different scales.
Finally, a 1 × 1 convolution layer is applied to regress the crowd den-
sity. We perform extensive experiments on three public datasets: Shang-
haiTech Part A, UCF CC 50 and UCF-QNRF, and the experimental
results demonstrate the superiority of our method compared to current
the state-of-the-art methods.

Keywords: Crowd counting · Adaptive multi-scale context
aggregation · Crowd density estimation

1 Introduction

Crowd counting is a fundamental task for computer vision-based crowd analy-
sis, aiming at automatically detecting the crowd congestion. It has wide-ranging
practical applications in video surveillance, metropolis security and human
behavior analysis, etc. However, the task often suffers from several challeng-
ing factors that frequently appear in crowd scenes, such as severe occlusion,
scale variations, diverse crowd distributions, etc. These factors make it difficult
to estimate the crowdedness, especially in highly congested scenes.
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Fig. 1. Representative examples in the UCF-QNRF dataset [9]. From left to right:
input images, ground-truth, results of CSRNet [12], results of MSCANet. Compared to
CSRNet, MSCANet can effectively handle the ambiguity of appearance between crowd
and background objects.

Many deep learning-based models have been proposed to solve this problem
and have greatly increased the accuracy of crowd counting. However, it is still
difficult for these networks to accurately count the congested crowd scenes, espe-
cially in the case of foreground crowd and background object sharing visually
similar appearance, as shown in the first column of Fig. 1. Most existing mod-
els often miss counting the correct crowd regions and produce inaccurate esti-
mation. For example, single-scale crowd counting networks [12,21,26] have the
fixed receptive field so that they cannot efficiently handle the scale variations of
people’s head. Multi-scale crowd counting networks [3,13,15,23,24,28] are care-
fully designed to represent different scales of people efficiently. However, most of
them don’t fully consider the utilization of the spatial context information. Liu
et al. [14] and Chen et al. [2] apply different methods for modeling scale-aware
context features, but they aggregate different context features directly, not adap-
tively, which hinders the performance of the counting network. The approach of
multi-scale context aggregation has some improved space because not all features
from a specific scale are useful for final crowd counting. We argue that different
scales of spatial contextual information should be adaptively aggregated.

Therefore, in this work, we propose a novel Adaptive Multi-scale Context
Aggregation Network (MSCANet) for congested crowd counting. The core of the
network is a Multi-scale Context Aggregation module (MSCA) that adaptively
learns a multi-scale context representation. MSCA adopts a multi-branch struc-
ture that applies atrous convolution with different dilation rates to capture multi-
scale context features. Then, the extracted features are progressively aggregated
in neighboring branches via channel attention mechanism [7] to obtain a richer
global scene representation. MSCANet consists of multiple MSCAs connected
in a cascaded manner, where each MSCA is followed by an up-sampling layer
to transform the multi-scale features into higher-resolution representations. The
features from the last MSCA are further processed by a 1 × 1 convolution layer
to regress the density of the crowd. MSCANet can be easily instantiated with
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various network backbones and optimized in an end-to-end manner. We evalu-
ate it on three congested crowd counting datasets: ShanghaiTech Part A [28],
UCF CC 50 [8] and UCF-QNRF [9]. Experiment results show the superiority of
our model. In conclusion, the contributions of this paper are as follows:

– We develop a MSCA to aggregate small-scale context information with larger-
scale context information in a cascade and adaptive manner, which can gen-
erate more compact context features for crowd representations in different
scales.

– Based on multiple MSCAs, we propose a MSCANet to output multi-scale con-
text features with different resolutions. It can efficiently handle the ambiguous
appearance challenge, especially under congested crowd scenes with complex
background.

– MSCANet achieves promising results to the other state-of-the-art methods on
ShanghaiTech Part A, UCF CC 50, and UCF-QNRF datasets. More remark-
ably, on congested crowd scenes, the performance of MSCANet significantly
outperforms other context-based crowd counting networks like [2,12,14],
which demonstrates the effectiveness of our method.

2 Related Work

Multi-scale Methods. Many crowd counting networks were carefully designed
to address the scale variation of people. For instance, Zhang et al. [28] designed
a multi-column crowd counting network (MCNN) to recognize different scales
of people. Onoro-Rubio et al. [15] established the input image pyramid to learn
a multi-scale non-linear crowd density regression model. Liu et al. [13] adopted
modified inception modules and deformable convolutional layers to model scale
variations of crowd. Chen et al. [2] and Cao et al. [1] fed extracted features
to multi-branch atrous convolution layers with different dilated rates. Similar
with [1,2], we adopt different atrous convolution layers to model people’s scale.
However, we aggregate different scales of feature in an adaptive and cascade way,
which can generate more compact context vectors for the final crowd counting.

Context-Based Methods. Efficiently acquiring and utilizing contextual infor-
mation can effectively improve the performance of many computer vision tasks,
such as video object tracking [31,33] and segmentation [30,32,34], temporal
action localization [25], human-object interaction detection [35], and so on. A
common way of encoding context information for crowd counting is that classi-
fies each input image into one of crowd density-level label. For example, Sam et
al. [17] and Wang et al. [22] applied a crowd density classifier to give each input
image a density-level label. Then the density-level label guided the input image
to be processed by its corresponding density-level estimation branch. Sindagi
et al. [19] utilized global context estimator and local context estimator to give
the crowd density-level labels to images and image patches, respectively. The
outputs of the above two estimators and density map estimator were fed into
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Fig. 2. Overview of our proposed network. 1) Each image Ii is firstly fed to a backbone
network (CNN) for feature extraction. 2) The extracted features are progressively pro-
cessed by multiple Multi-scale Context Aggregation modules to extract and aggregate
multi-scale context information Y j . 3) Multi-scale context features are fed into a 1× 1
convolution layer to predict the crowd density map F (Ii; θ).

fusion-CNN to predict high-quality crowd density map. Gao et al. [5] also pro-
posed a Random High-level Density Classification to give each ROI a density
level label for extracting context information. Different from the above works,
we directly extract and fuse multi-scale context information with different atrous
convolution layers rather than with the crowd density classification network.

3 Proposed Method

Similar with [12,28], we formulate crowd counting as the pixel-wise regression
problem. Specially, each head location xj in image Ii is convolved with a 2-D
normalized Gaussian kernel Gσ:

Fi(x) =
∑M

j=1
δ(x − xj) × Gσ(x), (1)

whereδ(·) represents the Dirac delta function, σ stands for standard deviation,
M is the total crowd number of Ii and is equal to the sum of all pixel values in
crowd density map Fi. The crowd counting network establishes the non-linear
transformation between the input image Ii and its corresponding crowd density
map Fi. The crowd density map Fi is generated by Eq. 1. L2 loss is chosen as
the network loss function:

L(Θ) =
1

2N

∑N

i=1
‖F (Ii;Θ) − Fi‖22 , (2)

where Θ represents the learning parameters of crowd counting network and the
F (Ii;Θ) denotes the output of crowd counting network. Specially, in this paper,
we explore a new multi-scale contextual information aggregation method called
MSCA. The details are introduced in the next subsection.
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3.1 Multi-scale Context Aggregation Module

Aggregating different scales of context information is an effective way to handle
the scale variation of people. However, small-scale context information is usually
not reliable due to limited receptive fields. Directly aggregating the small-scale
context information with large-scale context information introduces irrelevant
and useless features, which hinders the counting performance. Thus, we need a
selection mechanism to adaptively choose reliable small-scale context features
for aggregating them with the large-scale context features. Based on this con-
sideration, we propose a MSCA module, and its detailed structure is shown in
Fig. 2.

MSCA module includes multi-branch atrous convolution layers with differ-
ent dilated rates. We denote the ith scale context feature in resolution size
j ∈ { 1

2r−1 · · · 1
4 , 1

2 , 1} as Xj
i ∈ R

jW×jH×C , where i is equal to the dilate rate
and r denotes the reduction ratio decided by the backbone network. Before Xj

i

aggregating with Xj
i+1, we adopt a selection function f to adaptively choose

reliable features of Xj
i . The final aggregated context features Y j ∈ R

jW×jH×C

are computed as follows:

Y j = f(· · · f(f(Xj
1) ⊕ Xj

2) ⊕ Xj
3) ⊕ · · · ⊕ Xj

n), (3)

where ⊕ represents the element-wise summation.
We apply a channel attention [7] to implement the selecting function f with-

out extra supervised information. As shown in Fig. 2, each feature is firstly sent
to a global spatial average pooling (Favg). Then the features are processed by
a bottleneck structure, which consists of two fully connected layers. Finally, the
output features are normalized into (0,1) by a sigmoid function. The detail pro-
cess is as follows:

αi = W fc
2 (W fc

1 (Favg(X
j
i ))), (4)

where αi ∈ R
jW×jH×C denotes the adaptive output coefficient. W fc

1 and W fc
2

represent weights of fully connected layers respectively and W fc
1 is followed by

a ReLU function.
Besides, we add residual connections between the input and output of CA

for better optimization. The residual formulation is as follows:

f(Xj
i ) = Xj

i + αiX
j
i , i = 1 · · · n. (5)

3.2 Multi-scale Context Aggregation Network

Based on MSCA, we propose a MSCANet for congested crowd counting, as
shown in Fig. 2. Given an input image Ii, we firstly deploy CNN to extract
features. Then, the extracted features are fed into multiple MSCA modules in a
cascaded manner. Each MSCA is followed by an up-sampling layer to transform
the multi-scale context features into higher-resolution representations. Finally,
the generated multi-scale context features are processed by one 1×1 convolution
layer for predicting the crowd density map.
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Fig. 3. Different structures of multi-scale context module. (a) multi-scale context aggre-
gation module (MSCA) w/o channel attention (CA); (b) cascade context pyramid
module (CCPM); (c) scale pyramid module (SPM); (d) scale-aware context module
(SACM).

3.3 Compared to Other Context Modules

We compare MSCA with another three context modules from [2,14,27], as shown
in Fig. 3. To generate a compact context feature, Cascade Context Pyramid
Module (CCPM) [27] progressively aggregates large-scale contextual information
with small-scale contextual information, as shown in Fig. 3(b). The process of
CCPM for extracting aggregated context features Y j ∈ R

jW×jH×C is as follows:

Y j = g(· · · g(g(Xj
n ⊕ Xj

n−1) ⊕ Xj
n−2) ⊕ · · · ⊕ Xj

1), (6)

where g(·) represents the residual block (res) from [6]. Unlike CCPM, we fuse
contextual information from small to large in an adaptive way.

Spatial pyramid module (SPM) [2] directly processes input features U ∈
R

W×H×C with different dilate convolution branches (diaconv) and the output
of each branch is equally processed by element-wise sum operation, as shown in
Fig. 3(c). The process of SPM is as follows:

Y j =
∑n

i=1
Xj

i =
∑n

i=1
W diaconv

i (U). (7)

where W diaconv
i denotes weights of dilated convolution layers. Different from

SPM, MSCA module adaptively emphasizes reliable information from different
scales of context information.

Liu et al. [14] apply spatial pyramid pooling [29] to model multi-scale con-
text features from local features, and then extract contrast features from the
difference between local features and multi-scale context features for enhancing
the crowd representations in different scales. We modify the above method and
design a Scale-aware Context Module (SACM) for crowd counting, as shown in
Fig. 3(d). The details of SACM is as follows:

Y j =
∑n

i=1
Xj

i =
∑n

i=1
Up(W conv

i (Pavei
(U))), (8)

where Pavei
(·) represents the adaptive average pooling layer which averages the

input feature U into i × i blocks, W conv
i represents the weights of convolution

layers and Up represents the bilinear interpolation operation for upsampling.
Compared to SACM, we apply a different approach to extract scale-aware con-
text features. Experiments in the next section demonstrate the priority of our
MSCA module.
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4 Experiments

4.1 Datasets

We carry out the experiments on three challenging datasets with congested crowd
scene, i.e., ShanghaiTech Part A [28], UCF CC 50 [8] and UCF-QNRF [9]:

– ShanghaiTech Part A includes 482 images from the Internet (300 images
for training and 182 images for testing). The number of people in this dataset
varies from 33 to 3139, which poses a challenge for the network to handle
large variations in crowd.

– UCF CC 50 only contains 50 images from the Internet, and the maximum
number of people is equal to 4543. Limited train images and large variations
in the number of people are significant challenges for crowd counting methods.
We follow the standard setting in [8] to conduct the five fold cross-validation.

– UCF-QNRF is a new proposed dataset that includes 1535 high-quality
crowd images in total. There are 1201 images for training and 334 images
for testing. The number of people in the UCF-QNRF dataset varies from 49
to 12865.

4.2 Implementation Details

We take the first ten layers of VGG-16 pre-trained on ImageNet as the feature
extractor. The initial learning rate is set to 1×10−5. The SGD with momentum
is chosen as the optimizer. All experiments are implemented in C3 Framework [4,
20] on PC with a single RTX 2080 Ti GPU card and an Intel(R) Core(TM) i7-
8700 CPU. The data pre-processing settings and data augmentation strategies
of the above three datasets all follow C3 Framework. During the training, the
batch size is set to 4 on UCF CC 50 and set to 1 on the other datasets.

4.3 Evaluation Metrics

Mean absolute error (MAE) and mean squared error (MSE) are chosen as our
evaluation metric:

MAE =
1
N

∑N

1
|zi − ẑi| , (9)

MSE =

√
1
N

∑N

1
(zi − ẑi)

2
, (10)

where zi denotes the ground truth number of people in image Ii and ẑi denotes
the predicted number of people in image Ii.
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Table 1. Comparisons of the different state-of-the-art methods on Shang-
haiTech PartA, UCF CC 50 and UCF-QNRF datasets respectively.

Method ShanghaiPartA UCF CC 50 UCF-QNRF

MAE MSE MAE MSE MAE MSE

Lempitsky et al. [11] – – 493.4 487.1 – –

Zhang et al. [26,28] 181.8 277.7 467.0 498.5 – –

Idrees et al. [8,9] – – 419.5 541.6 315 508

MCNN [9,28] 110.2 173.2 377.6 509.1 277 –

Switching CNN [9,17] 90.4 135.0 318.1 439.2 228 445

CL [9] – – – – 132 191

CP-CNN [19] 73.6 106.4 298.8 320.9 – –

CSRNet(baseline) [12] 68.2 115.0 266.1 397.5 – –

ic-CNN(one stage) [16] 69.8 117.3 – – – –

ic-CNN(two stage) [16] 68.5 116.2 – – – –

CFF [18] 65.2 109.4 – – – –

TEDNet [10] 64.2 109.1 249.4 354.5 113 188

Our method 66.5 102.1 242.84 329.82 104.1 183.8

Fig. 4. Impacts of different pyramid scale settings on UCF-QNRF. From left to
right: input image, ground truth, result of PS = {1}, result of PS= {1, 2}, result of
PS= {1, 2, 3}, result of PS= {1, 2, 3, 4}.

4.4 Comparison with State-of-the-Arts

We compare the proposed model with state-of-the-arts [8–12,16–19,26,28] on
three datasets, and the comparison results are shown in Table 1.

ShanghaiTech Part A. Compared to CSRNet, MSCANet achieves 1.7 and
12.9 improvement on MAE and MSE, respectively. Moreover, MSCANet also
achieves comparable results against other state-of-the-art methods, which
demonstrates the effectiveness of MSCANet.

UCF CC 50. Although there are limited images for training, MSCANet also
achieves comparable results to the other state-of-the-arts. More remarkably,
MSCANet surpasses the performance of TEDNet [10] 6.56 and 24.68 on MAE
and MSE respectively.

UCF-QNRF. Compared to the-state-of-the art methods, like TEDNet [10], our
method achieves 8.9 and 4.2 improvement on MAE and MSE metric respectively.
The above improvements own to the effect of MSCA, which generates multi-scale
context features used for crowd counting.



MSCANet for Congested Crowd Counting 9

Fig. 5. Impacts of CA on UCF-QNRF. From left to right: input image, ground-truth,
result of MSCA w/o CA, result of MSCA.

4.5 Ablation Study

Multi-scale Context Aggregation Module. We first study the impacts of
different pyramid scale settings. Pyramid scale setting (PS) represents what
dilated convolution branches are used in MSCA module, and the value of PS
denotes the dilated rate of each branch. We investigate different PS settings
to find the suitable combination. As shown in Table 2, the performances of
MSCANet are gradually improved with the increment number of PS, reach-
ing the best results at PS = {1, 2, 3}. Continually increasing the number of PS
doesn’t bring extra performance improvement because a larger receptive field
brings extra unrelated information, which hinders the performance of MSCANet.
As shown in Fig. 4, we visualize the output of MSCANet with different pyramid
scale settings. The estimated result of PS = {1, 2, 3} is very close to the ground
truth. Therefore, we set PS = {1, 2, 3} in the following experiments.

Then, we investigate the architecture changes of MSCA. Our baseline network
is MSCANet which removes all MSCA modules (Decoder). Besides, to evaluate
the effectiveness of CA for feature aggregation, we replace the channel attention
modules (CA) into the residual blocks (res) (MSCA w/o CA). Table 3 shows
comparison results of the above changes. We find that MSCA outperforms MSCA
w/o CA and Decoder in terms of MAE. Figure 5 shows the visual results of the
impacts of CA. We find that MSCA w/o CA performs worse than MSCA, which
also confirms the importance of CA in MSCANet.

Table 2. Comparisons of our proposed method with different pyramid scales setting
(PS) on UCF-QNRF dataset. The value of PS is the dilated rate of each dilation
convolution branch from MSCA.

PS MAE MSE

{1} 110.9 197.2

{1, 2} 105.2 184.6

{1, 2, 3} 104.1 183.8

{1, 2, 3, 4} 104.8 186.1
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Table 3. Comparisons of our proposed method with different architecture changes on
UCF-QNRF dataset.

Configuration MAE MSE

Decoder (baseline) 111.3 182.0

MSCA w/o CA 105.7 186.9

MSCA 104.1 183.8

CSRNet (our reimplementation) 118.8 204.4

CAN [14] 107 183

CCPM 111.9 182.3

SPM 108.1 187.2

SACM 116.2 211.2

Multi-scale Context Modules. We first compare MSCANet with the other
context-based crowd counting networks, such as Congested Scene Recognition
Network (CSRNet) [12] and Context-aware Network (CAN) [14], which also
adopt the first 10 layers of VGG-16 pre-trained on ImageNet to extract fea-
tures. The detail results are shown in Table 3. We see that MSCANet surpasses
the performance of CSRNet and CAN on MAE and MSE metrics, respectively.
Then, we explore the performance of MSCA, CCPM, SPM, and SACM. For fair
comparisons, all of them have three branch structures and the feature extrac-
tor is the same as MSCANet. The comparison results are displayed in Table 3.

Fig. 6. Visual comparision of different multi-scale context modules on UCF-QNRF.
From left to right: input images, ground-truth, results of our method, results of CCPM,
results of SPM, results of SACM.
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We find that MSCA achieves the best MAE metric on the UCF-QNRF dataset.
Figure 6 displays the estimated results of representative images with different
crowd density levels. We see that MSCA can handle congested cases better than
the other three context modules. Qualitative and quantitative results demon-
strate the priority of MSCA.

5 Conclusion

In this paper, we propose a MSCANet for congested crowd counting, which
presents a new approach for extracting context information of different people’s
scale. MSCANet is implemented by multiple MSCAs, which consists of different
atrous convolution layers and channel attention modules. Atrous convolution lay-
ers with different dilated rates extract multi-scale contextual features and chan-
nel attention modules adaptively aggregate the multi-scale context features in a
cascade manner. Experiments are performed on three congested crowd datasets,
and our MSCANet achieves favorable results against the other state-of-the-art
methods.

Acknowledgements. This work is supported by Natural Science Foundation of
Shanghai under Grant No. 19ZR1455300, and National Natural Science Foundation
of China under Grant No. 61806126.
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Abstract. The tropical cyclone is one of disaster weather that cause
serious damages for human community. It is necessary to forecast the
tropical cyclone efficiently and accurately for reducing the loss caused by
tropical cyclones. With the development of computer vision and satellite
technology, high quality meteorological data can be got and advanced
technologies have been proposed in visual tracking domain. This makes
it possible to develop algorithms to do the automatic tropical cyclone
tracking which plays a critical role in tropical cyclone forecast. In this
paper, we present a novel database for Typical Cyclone Tracking based
on Satellite Cloud Image, called TCTSCI. To the best of our knowledge,
TCTSCI is the first satellite cloud image database of tropical cyclone
tracking. It consists of 28 video sequences and totally 3,432 frames with
6001×6001 pixels. It includes tropical cyclones of five different intensities
distributing in 2019. Each frame is scientifically inspected and labeled
with the authoritative tropical cyclone data. Besides, to encourage and
facilitate research of multimodal methods for tropical cyclone tracking,
TCTSCI provides not only visual bounding box annotations but multi-
modal meteorological data of tropical cyclones. We evaluate 11 state-of-
the-art and widely used trackers by using OPE and EAO metrics and
analyze the challenges on TCTSCI for these trackers.

Keywords: Typical cyclone tracking · Satellite cloud images ·
Database · Evaluation

1 Introduction

The tropical cyclone is one of the common weather systems in the tropics, sub-
tropics, and temperate zones. It can bring abundant rainfall and change the

c© Springer Nature Switzerland AG 2021
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temperature dramatically [25] and will bring the meteorological disasters to
coastal cities. For example, there are twenty-nine tropical cyclones generated
in the region of the northwest pacific and south China sea in 2019. Twenty-one
of them landed on the nearby countries and cause a lot of damages and casualties.
Hence, to acquire more meteorological data and understand the weather system
better, a great number of meteorological satellites are launched into space. They
can obtain valuable meteorological data, including the satellite cloud image and
other professional weather data [2]. The resolution of cloud images from satel-
lites become higher and higher as well as the meteorological data from satellites
become more accurate and diverse. These images and data can help people to
make more accurate short-term and long-term weather forecasting include trop-
ical cyclone forecasting and a good automatic tracking is an important prereq-
uisite for accurate tropical cyclone forecast [20].

With the rapid development of visual tracking, many famous tracking
databases and trackers are proposed [17]. If tropical cyclones can be tracked
automatically and efficiently, which means that disasters can be predicted and
reduced. Therefore, it is necessary to develop better algorithms for tracking
them. The basis for developing a robust algorithm is to have a large number of
valid experimental data. In addition, databases play a critical role in the devel-
opment of trackers and provide platforms to evaluate trackers. Combining the
high-quality meteorological data with the state-of-the-art visual tracking algo-
rithms, it is possible to track the tropical cyclone automatically and accurately.
Unfortunately, there is no such kind of database for tropical cyclones tracking.

In this paper, we propose a novel database named Tropical Cyclone Tracking
based on Satellite Cloud Image (TCTSCI) which includes not only the satellite
cloud images but the rich meteorological data of tropical cyclones. As a start-up
version, it collects twenty-eight tropical cyclones generated in the region of the
northwest pacific and south China sea in 2019. Then we evaluate some state-of-
the-art and popular trackers on TCTSCI and analyze the results of these trackers
comprehensively. To sum up, the contributions of our work are three parts:

• TCTSCI is the first satellite cloud image database for tropical cyclone track-
ing. Each frame is carefully inspected and labeled with the authoritative
tropical cyclone data from China Meteorological Administration and Shang-
hai Typhoon Institute. By releasing TCTSCI, we aimed to provide a platform
for developing more robust algorithms of tropical cyclone tracking by deep
learning technologies. We will release TCTSCI at https://github.com/zjut-
cvb315/TCTSCI.

• Different from most existing visual tracking databases, TCTSCI provides not
only visual bounding box annotations but abundant meteorological data of
tropical cyclones. Those data offer a further aspect to improve the algorithm.
By collecting these data, we aim to encourage and facilitate the research of
tropical cyclone tracking based on multi-modal data.

• Comprehensive experiments are executed on the proposed TCTSCI. The clas-
sical and deep-learning based trackers are evaluated using two different visual
tracking metrics. And challenges of TCTSCI are analyzed.

https://github.com/zjut-cvb315/TCTSCI
https://github.com/zjut-cvb315/TCTSCI
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2 The Proposed TCTSCI Database

2.1 Data Preprocessing

Data Source of Satellite Cloud Image. Japan Aerospace Exploration Agency
(JAXA) P-Tree System, receiving the data from geostationary Himawari-8 [2]
satellite equipped with the most advanced new generation of geostationary mete-
orological observation remote sensor. It is also the first satellite that can take
color images in the world. Compared with previous remote sensors, it achieves
higher spatial resolution and more observation wavelength types, so there are var-
ious types of data provided by Himawari-8. In this paper, we select the Himawari
L1− level data as raw data, whose format is NetCDF. The spatial resolution is
2.22 km and temporal resolution is 10 min. The sixteen observation bands with
6001 × 6001 pixels cover the region (60◦S–60◦N , 80◦E–160◦W ).

Data Visualization. To better observe and analyze tropical cyclones, it is nec-
essary to visualize the original data. We select tbb 8, tbb 10, tbb 11 and tbb 12
to synthesize the RGB images, corresponding take tbb 8 minus tbb 10 as the red
channel, tbb 12 minus tbb 13 as the green channel, and tbb 8 as the blue channel
separately. The reasons are as follows:

• Different bands have different physical properties respectively. The tropical
cyclone belongs to air mass and jet stream. According to the properties of the
Himawari-8, tbb 8, tbb 10, tbb 12 and tbb 13 are appropriate for observing and
analyzing air mass and jet stream [11]. In the channel R(tbb 8 - tbb 10), we
can observe the cloud area, cloudless, dry area, and humid area. In channel
G(tbb 12 - tbb 13), we can observe the atmospheric ozone contents which
are beneficial to analyze the jet stream. In channel B(tbb 8), we can observe
water vapor of the tropospheric upper/middle layer contents which are also
beneficial to analyze the jet stream. So the RGB images synthesized by such
a method can provide appropriate information for tropical cyclone tracking.

• Tropical cyclone tracking is a continuous process. This process can take sev-
eral days whatever day or night. So we should avoid using visible light bands
that will lose at night. The tbb 8, tbb 10, tbb 11 and tbb 12 are infrared bands.
They can capture data 24 h per day. Consequently, we choose them to syn-
thesize the RGB images.

Metadata of Tropical Cyclone. Original meteorological data of tropical cyclones
is captured from China Meteorological Administration [6] and Shanghai
Typhoon Institute [24]. It includes all the data on the formation and devel-
opment of tropical cyclones, like the ID of the tropical cyclone, name, date of
occurrence, grade, geographical coordinates, maximum sustained winds, mov-
ing direction, central pressure, the radius of storm axis and the predicted path
by China Meteorological Administration. These data plays a critical role in the
annotation of TCTSCI.
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Table 1. Tropical Cyclone in TCTSCI. MaxV is the max velocity. TS (tropical storm),
STS (severe tropical storm), TY (typhoon), STY (severe typhoon), and SuperTY
(super typhoon) are the intensity of tropical cyclone.

TropicalCyclone Frames MaxV(m/s) Intensity

BAILU 109 30 STS

BUALOI 142 58 SuperTY

DANAS 148 23 TS

FAXAI 121 50 STY

FENGSHEN 127 45 STY

FRANCISCO 109 42 STY

FUNGWONG 73 30 STS

HAGIBIS 172 65 SuperTY

HALONG 127 65 SuperTY

KALMAEGI 172 38 TY

KAMMURI 217 55 SuperTY

KROSA 244 45 STY

LEKIMA 214 62 SuperTY

LINGLING 159 55 SuperTY

MATMO 55 25 STS

MITAG 127 40 TY

MUN 67 18 TS

NAKRI 154 33 TY

NARI 34 18 TS

NEOGURI 79 42 STY

PABUK 112 28 STS

PEIPAH 22 18 TS

PHANFONE 148 42 STY

PODUL 70 25 STS

SEPAT 19 20 TS

TAPAH 106 33 TY

WIPHA 100 23 TS

WUTIP 205 55 SuperTY

Completion of Missing Meteorological Data. Original meteorological data is not
enough for annotating every satellite cloud image we get. Because sometimes
China Meteorological Administration updates the meteorological data of tropical
cyclones every three or six hours. However, we select the satellite cloud images
every hour during the tropical cyclone. In order to annotate the rest of the
images without meteorological data, we need to complete the missing data by
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Fig. 1. A sequence of tropical cyclone HALONG and its annotation. The images in
row (b) are the close-up of the region containing the tropical cyclone in row (a). To
see them clearly, we zoom the corresponding area by 36 times. The bottom part is the
meteorological data of the #0001 frame in tropical cyclone HALONG. Best viewed in
color.

analyzing the meteorological data, such as moving direction, center coordinate
and the radius of storm axis, of the adjacent frames with complete data. We use
the interpolation method to complete the center coordinate of tropical cyclones
for every image. There is a sequence images: {t′1, t2, t3, t′4, ..., t′n}, t′i is the image
with meteorological data, ti is the image without meteorological data. The center
coordinate of tropical cyclone in ti can be interpolated as follows:

Xti =
Xt′

j
−Xt′

k

k − j
× (i− j) (1)

Yti =
Yt′

j
− Yt′

k

k − j
× (i− j) (2)

Xti is the X-coordinate of the tropical cyclone center. Yti is the Y-coordinate of
the tropical cyclone center. t′j and t′k(k > j) are the adjacent frames which have
complete data, like t′1 and t′4.

Summary of TCTSCI. Although 29 tropical cyclones are distributing in the
region (0◦–55◦N , 105◦E–180◦E) in 2019, we do not find enough meteorological
data of KAJIKI to annotate corresponding satellite images. So finally, TCTSCI
consists of 28 sequences of tropical cyclones with 3,432 frames totally. It includes
tropical cyclones of five different intensities distributing in the region (0◦–55◦N ,
105◦E–180◦) in year 2019. We obtain all the data, including satellite cloud
images and corresponding meteorological data. Table 1 shows detailed infor-
mation of tropical cyclones in TCTSCI. The bottom of Fig. 1 shows the more
detailed meteorological data of one satellite cloud image. The meaning of abbre-
viations: ‘E’ - longitude, ‘N’ - northern latitude, ‘CP’ - center pressure (hPa),
‘MV’ - maximum sustained winds (m/s), ‘Dric’ - moving direction, ‘Bbox’ -
bounding box, and ‘Center’ - tropical cyclone center. In addition, these data are
rich enough to describe tropical cyclones independently.
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2.2 Annotation

Annotation in TCTSCI is different from the annotations in other tracking
databases which are only labeled subjectively in visual. The annotation in
TCTSCI needs to associate satellite cloud images with meteorological data.
Therefore, it is necessary to establish a standard of annotation.

Annotation Standard. We load the satellite cloud image and the corresponding
meteorological data at the same time and draw the tropical cyclone center and
the bounding box on satellite cloud image, which is determined by the radius
of storm axis. In this way, we can check the annotation intuitively. To improve
the quantity of annotation better, we check the annotation results twice after
labeled a tropical cyclone. The first time, the accuracy of the bounding box on
images is checked by the software specifically developed for this purpose. The
second time, the meteorology-related experts are invited to check the accuracy
and consistency of the bounding box. This task is not complete until all of us are
satisfied. After overcoming the difficulties above, a database is obtained finally
with both meteorological and visual annotation, with some examples shown in
Fig. 1.

Fig. 2. The different bounding boxes of different standards. The red bounding box is
annotated by the meteorological data of the Non-eye tropical cyclone definition. The
green one is the visual bounding box. Best viewed in color.

Difference Between Eye Tropical Cyclone and Non-eye Tropical Cyclone. Trop-
ical cyclones are generally divided into two categories: Eye tropical cyclone and
Non-eye tropical cyclone [26]. Eye tropical cyclones are usually mature tropical
cyclones. Their centers are in the eye region or the geometric center in most cases.
As for Non-eye tropical cyclones, they are usually forming or subdued tropical
cyclones and their centers are not easy to determine only by visual observation.
As shown in Fig. 2. The green bounding box is annotated by the visual stan-
dard. This bounding box contains the entire region of the air mass. As for the
red one, it seems to deviate from the air mass but it is the right bounding box
that annotated with the meteorological data. The reason why the red one seems
to deviate from the air mass is that the tropical cyclone in Fig. 2 is a Non-eye
tropical cyclone and its meteorological center is not same as the geometric center
that we observed. To determine the Non-eye tropical cyclone center, the related
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meteorological knowledge is required. Above all, the goal we propose TCTSCI
is to promote research in tropical cyclone tracking. It is necessary to annotate
TCTSCI with a meteorological standard. And looking at the red bounding box,
the tropical cyclone center is not the geometric center of the rectangle. It is
because the radius of storm axis of different directions (east, south, west, and
north) is not always the same. Those characteristics mentioned above are chal-
lenges for traditional trackers and deep-learning based trackers, which are not
adapt to TCTSCI.

2.3 Attributes

Different from existing tracking databases of nature objects, we do not set some
special and challenging attributes to discommode those trackers deliberately. We
only display the unique charm of tropical cyclones. Of course, some attributes
of TCTSCI are also challenges for the trackers. TCTSCI have six attributes,
including difference from visual bounding box (DFVBB), hue variation (HV),
deformation (DEF), rotation (ROT), scale variable (SV), and background clutter
(BC). These attributes are defined in Table 2.

Table 2. Description of 6 different attributes in TCTSCI

Attr Description

DFVBB Different From Visual Bounding Box: The annotation flows meteorological standard

HV Hue Variable: The hue changes in some frames because of the satellite problem

DEF Deformation: The tropical cyclone is deformable during tracking

ROT Rotation: The tropical cyclone rotates in images

SV Scale Variable: The size of tropical cyclone changes during tracking

BC Background Clutter: The background is complex with other airmass and jet stream

3 Evaluation

3.1 Evaluation Metric

Following famous and authoritative protocols (VOT2019 [15] and OTB-
2015 [22]), we perform an One-Pass Evaluation (OPE [23]) to evaluate trackers
with the metric of precision and success and perform an Expected Average
Overlap (EAO [14]) to evaluate different trackers with the metric of accuracy,
robustness and EAO.

One-Pass Evaluation. One-Pass Evaluation is a famous visual tracking met-
ric proposed by OTB [22]. The main indexes in OPE are precision and suc-
cess. Precision measures how close that the distance between the centers of a
tracker bounding box (bboxtr) and the corresponding ground truth bounding
box (bboxgt). Success measures the intersection over union of pixels in bboxtr

and those in bboxgt.
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Table 3. Evaluated Trackers.

Tracker name Representation Search Venue

SiamBAN [5] Deep DS CVPR’20

SiamMask [21] Deep DS CVPR’19

DIMP [3] Deep DS ICCV’19

MDNet [19] Deep RS CVPR’16

CSRT [16] HOG, CN, PI DS IJCV’18

KCF [9] HOG, GK DS PAMI’15

TDL [13] BP RS PAMI’11

MEDIANFLOW [12] BP RS ICPR’10

MOSSE [4] PI DS CVPR’10

MIL [1] H DS CVPR’09

BOOSTING [8] BP, H, HOG RS BMVC’06

Fig. 3. Evaluation results on TCTSCI using precision and success. Best viewed in color.

Expected Average Overlap. Expected Average Overlap is another visual tracking
metric that widely used to evaluate trackers. It is proposed by VOT [14] and
contains three main indexes: accuracy, robustness and EAO. The accuracy is
calculated by the average overlap that the bounding box predicted by the tracker
overlaps with the ground truth. As for robustness, it is calculated by the times
that the tracker loses the target during tracking. A failure is indicated when the
overlap measure becomes zero. And EAO is an index that calculated base on
accuracy and robustness.

3.2 Evaluated Trackers

To determine the overall performance of different trackers in TCTSCI, we evalu-
ate 11 state-of-the-art and popular trackers on TCTSCI, including deep-learning
based trackers: SiamBan [5], SiamMask [21], DIPM [3], MDNet [19] and clas-
sical trackers based on hand-crafted features: CSRT [16], KCF [9], TDL [13],
MEDIANFLOW [12], MOSSE [4], MIL [1], BOOSTING [8]. Table 3 summarizes
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Fig. 4. Qualitative evaluation in three different tropical cyclone intensities: Tropi-
cal Storm (MUN), Severe Tropical Storm (PABUK), Typhoon (MITAG), and Severe
Typhoon (KROSA). The images in row (a), (c) are the close-up of the region con-
taining tropical cyclone in row (b), (d) respectively. To see them clearly, we zoom the
corresponding area by about 10 36 times. Best viewed in color.

these trackers with their representation schemes, search strategies, and other
details. The meaning of Representation abbreviations are as follows: PI - Pixel
Intensity, HOG - Histogram of Oriented Gradients, CN - Color Names, CH -
Color Histogram, GK - Gaussian Kernel, BP - Binary Pattern, H - Haar, Deep -
Deep Features. Search: PF - Particle Filter, RS - Random Sampling, DS - Dense
Sampling.

3.3 Evaluation Results with OPE

We evaluate these trackers mentioned above on TCTSCI without any changes.
To report the evaluation results intuitively, we draw plot of precision and success,
as shown in Fig. 3. SiamBAN obtains the best performance. It means SiamBAN
can better locate the position and determine the size of tropical cyclones. As for
MDNet, it is a method of update its model during tracking. So it gets a good
score with the cost of expansive computation. The best non-deep-learning based
tracker is CSRT. It even gets a better score than DIMP, a deep-learning based
tracker. What is more, we show the qualitative results of six popular trackers,
including SiamBan, SiamMask, DIPM, MDNet, CSRT and MIL, in four classes
of tropical cyclones containing Tropical Storm, Severe Tropical Storm, Typhoon
and Severe Typhoon in Fig. 4. Unfortunately, the results on TCTSCI of these
trackers are far worse than the results on natural image tracking. It still has
room for improvement.
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Fig. 5. Expected averaged overlap performance on TCTSCI. Best viewed in color.

Table 4. Evaluation results on TCTSCI using EAO, Accuracy and Robustness.

Tracker name Accuracy↑ Robustness↓ EAO↑
SiamBAN [5] 0.454 0.702 0.238

SiamMask [21] 0.446 0.761 0.228

MDNet [19] 0.392 0.702 0.224

CSRT [16] 0.413 1.083 0.178

DIMP [3] 0.322 0.936 0.174

MIL [1] 0.384 1.404 0.137

MEDIAN-FLOW [12] 0.138 0.702 0.119

BOOSTING [8] 0.372 1.989 0.106

KCF [9] – 11.586 0.019

TLD [13] – 9.977 0.019

MOSSE [4] – 15.243 0.004

3.4 Evaluation Results with EAO

As for EAO, we also evaluate the trackers mentioned above on TCTSCI. We
show the results on accuracy, robustness and EAO through a plot and a table,
as shown in Fig. 5 and Table 4. SiamBAN achieves the best result again. It means
that SiamBAN loses fewer times during tracking the tropical cyclone than others
and has the best Composite performance index of EAO. Different form OPE,
SiamMask gets a better score than MDNet with 0.228 EAO score. And tracker
CSRT obtains the best performance once again in non-deep-leaning based track-
ers. KCF, TLD and MOSSE do not work for TCTSCI, as they fail too many
times during tracking to calculate the scores of accuracy. So we using ‘−’ to
replace their scores. Unsurprisingly, the EAO results on TCTSCI are also worse
than the results on natural image tracking.

3.5 Analysis

Deep-Learning Based Trackers Perform Better. Whatever in OPE or EAO, the
top three trackers are always the deep-learning based trackers. This phenomenon
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is similar to the experimental results on other famous tracking databases: Track-
ingNet [18], LaSOT [7] and GOT-10K [10]. In TCTSCI, the reasons of some non-
deep leaning trackers do not have good results even do not work are the features
extraction of targets, most of the area is air mass, in TCTSCI are too insuffi-
cient. The deep neural network can extract richer features than the hand-crafted
features.

Multi-modal Data Based Trackers are the Future. Comparing to the classical
tracking performances on OTB or VOT, the results on TCTSCI are worse. On
the one hand, the features of tropical cyclones in TCTSCI are so insufficient
that trackers can not extract rich features efficiently. On the other hand, the
annotation strategy, designed for the meteorological tropical cyclone database,
of TCTSCI is different from these typical tracking databases. It is a challenge
for these trackers which are tailor-made for typical tracking databases. How-
ever human experts use more than just images information to track and predict
tropical cyclone. For example, the grade of the tropical cyclone can limit the
size of the bounding box and the direction of the tropical cyclone can limit the
search region of the next frame. So we hope to simulate this behavior of human
experts. There is no doubt that multi-modal data based tracker is the better
option. If there is a multi-modal based tracker that can utilize both the satellite
cloud images data and the meteorological data of tropical cyclone efficiently, the
results will be better. However, there is no such appropriate multi-modal data
based tracker so far.

4 Conclusion

In this paper, We propose TCTSCI, a novel visual tracking database with fully
annotated sequences from Himawari-8 satellite and rich meteorological data
of tropical cyclone from China Meteorological Administration and Shanghai
Typhoon Institute. To the best of our knowledge, TCTSCI is the first database
of tropical cyclone tracking with rich meteorological information. An extended
baseline for 11 state-of-the-art and popular trackers have been comprehensively
studied on TCTSCI. From the experimental results, we have found that the deep-
learning based trackers get the best performance and the results on TCTSCI have
been far worse than the results on classical tracking database. On one hand, more
efficient tracker for satellite images of tropical cyclone should be developed. On
the other hand, multi-modal data based trackers that may track tropical cyclones
successfully. By proposing TCTSCI, we hope to break the barrier between the
field of computer vision and meteorology. It will attract more attentions from
cross-disciplinary researchers and promote the development of tropical cyclone
tracking.
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Abstract. The performances ofmost image registrationswill decrease if the qual-
ity of the image to be registered is poor, especially contaminated with heavy dis-
tortions such as noise, blur, and uneven degradation. To solve this problem, a
generative adversarial networks (GANs) based approach and the specified loss
functions are proposed to improve image quality for better registration. Specifi-
cally, given the paired images, the generator network enhances the distorted image
and the discriminator network compares the enhanced image with the ideal image.
To efficiently discriminate the enhanced image, the loss function is designed to
describe the perceptual loss and the adversarial loss,where the formermeasures the
image similarity and the latter pushes the enhanced solution to natural image man-
ifold. After enhancement, image features are more accurate and the registrations
between feature point pairs will be more consistent.

Keywords: Image registration · GANs · Image enhancement

1 Introduction

In the past decades, more and more images are taken by mobile phones for their conve-
nience. However, their images are often contaminated with different distortions such as
noise, blur, and uneven degradation, and sometimes their qualities are not high enough
for registration [1]. For example, mobile phones use digital zoom instead of the optical
zoom for imaging. The optical zoom changes the image resolution through adjusting
the lens, object, and focus position, and often results in a clear captured image. On the
contrary, digital zoom adjusts image resolution through interpolation, which produces
an image with few details and some unexpected distortions. In addition, the lens of
the mobile phone is poor and will introduce some uneven image deformation. Finally,
mobile phonemanufacturers use their own algorithms for image enhancement, and these
algorithms may exacerbate the registration uncertainty.

Traditional image registration can be classified into three categories. Template-based
registration directly uses correlation to find the best matching position, such as Mean
Absolute Differences (MAD), Sequential Similarity Detection Algorithm (SSDA) [2],
etc. These algorithms have high time complexity and are sensitive to light as well as
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image scale. Domain-based registration transforms images to other domains, such as
Fourier [3], wavelet domain before registration. These algorithms are more flexible,
but their calculation speed is slower. Different from the domain-based registration, the
feature-based registration extracts image features and matches the pixels by their feature
similarity, such as SIFT [4], SURF [5], etc. Inspired by its excellent performance, image
features can also be extracted by Convolutional Neural Networks (CNN). On the unla-
beled data, Alexey et al. [6] train a CNN to generate robust features. Yang et al. [7] use
the pretrained VGG network [8] to generate multi-scale feature descriptors. Although
these features are superior to SIFT, they are still insufficient for the degraded images
registration. Alternatively, CNN is directly used for image registration. For example,
DeTone et al. [9] propose the HomographyNet structure for the supervised learning,
which includes a regression network and a classification network. The regression net-
work estimates the homography parameters and the classification network produces a
quantized homographydistribution.Basedon the greedy supervised algorithm,Liao et al.
[10] use reinforcement learning for end-to-end training as well as image registration. As
for the unsupervised learning, Nguyen et al. [11] train a deep CNN to estimate planar
homographies. All these registration algorithms are designed for high-quality images,
and their performances are significantly reduced on the images with strong distortions.
Therefore, it is necessary to enhance the image before registration.

Image enhancement can be done in spatial-domain [12], frequency-domain [13],
or hybrid-domain [14]. Recently, some algorithms based on GANs [15] have produced
better performance. For example, Andrey et al. [16] propose an end-to-end GANsmodel
with color loss, content loss, texture loss tomapmobile phone photos to theDigital Single
Lens Reflex (DSLR) photos. Based on the framework of two-way GANs, Chen et al.
[17] propose an unpaired learning method to minimize mapping loss, cycle consistency
loss, and adversarial loss. Huang et al. [18] propose a range scaling global U-Net model
for image enhancement on small mobile devices. In addition, denoising and brightness
recovery by GANs can enhance the image either [19–22]. However, all these methods
fail to produce the satisfactory images due to some reasons. For example, U-net structure
is poor at enhancing the blurred images, but the images to be processed are often with
blur and other distortions simultaneously.

For mobile phone applications, an end-to-end model with specific loss functions is
proposed to restore images. Considering the huge impact of pixel distortion on registra-
tionperformance, a pixel-wise loss function is introduced tomeasure the pixel differences
between the enhanced image and the ideal image. If mean square error (MSE) is used to
measure the image content differences, the GANs generated image is too smooth to be
registered. Hence, a pretrained loss network is used to measure image feature similari-
ties, rather than MSE. With these improvements, our method provides the images with
better quality in terms of registration performance.

The rest of the paper is organized as follows: Sect. 2 introduces the background and
gives the design of network architecture and loss functions; Sect. 3 shows implementation
details and experimental results; Sect. 4 concludes the paper.
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2 Proposed Method

The performance of registration is poor when the images to be registered are with distor-
tions. For better registration, images should be enhanced before registration. Hence, the
enhancement to registration is formulated as an instance of image-to-image translation
solved by GANs.

2.1 Background

Although traditional GANs have good performance, they still suffer from training insta-
bility. For this,Wasserstein GAN(WGAN) uses the earthmover distance [23] tomeasure
the difference between the data distribution and the model distribution to improve train-
ing stability. However,WGANwill not converge if the parameters of its discriminator are
not bounded during training. To further improve WGAN training, the gradient penalty
is introduced in WGAN-GP [24] to restrict gradient and improve training speed.

2.2 Proposed Network Structure

Fig. 1. Architecture of our model

Generator network anddiscriminator network are designed to achieve the competitive
balance. The generator network tries to enhance an image to cheat the discriminator
network, and the discriminator network tries to distinguish the enhanced image from
the ideal image. The input of the generator network is the grayscale image and the
output of the generator network is the enhanced grayscale image. The enhanced image
and the ideal image are fed into the discriminator network for judgement and a value
representing their difference is its output. The generator network starts with a 9 × 9
kernel size convolutional layer to transform the image into feature space. After that
are four residual blocks, which are consisted of two 3 × 3 kernel size convolutional
layers alternated with batch-normalization (BN) layers. Finally, two 3 × 3 kernel size
convolutional layers and a 9 × 9 kernel size convolutional layer are used to transform
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features back to the image. All layers in the generator network are followed by a ReLU
activation function, except for the last one, where the tanh function is applied. The
discriminate network consists of four 3 × 3 convolutional layers, each of them followed
by an instance normalization (IN) layer and a LeakyReLU activation function. Then two
full connection layers are introduced to measure the distance between the ideal image
and the enhanced image. The first full connection layer contains 512 neurons followed
by LeakyReLU activation function, and the second full connection layer contains only
one neuron. The whole network structures are shown in Fig. 1.

2.3 Loss Function

Besides network architecture, loss function is another key work in network design. A
synthesized loss function is proposed in this paper, and each loss function is defined as
follows.

Pixel-Wise Loss. Pixel-wise loss pays attention to the pixel difference in the enhanced
image and ideal image. To measure the pixel difference, the loss function is defined as
follow:

Lp = ∥
∥G(Id ) − Ip

∥
∥
1 (1)

where ‖·‖1 denotes L1 norm and G is our generator network. Id denotes the degraded
image and Ip is its corresponding ideal image.

Content Loss. Being the image classification network, the pretrained VGG19 [25] is
widely used as the perceptual loss function. The definition of our content loss is based
on it. Let ϕi be the feature map convoluted by the i-th layer of VGG-19, the content loss
is L2 norm of feature difference between the enhanced and ideal images:

Lc = 1

CiHiWi

∥
∥ϕi(G(Id )) − ϕi

(

Ip
)∥
∥
2 (2)

where Ci, Hi and Wi denotes the number, height, and width of the feature maps,
respectively.

Adversarial Loss. The adversarial loss measures the distribution distance. Therefore,
minimizing the adversarial loss leads to the improved perceptual quality of the enhanced
image. Adversarial loss is defined as follow:

La = −D(G(Id )) (3)

Total Variation Loss. Total variation (TV) loss [26] enforces the spatial smoothness
for the enhanced images to avoid the potential noise, and keep the high-frequency
components simultaneously. TV loss is defined as:

Ltv = 1

CHW
‖∇X (G(Id )) − ∇x(G(Id ))‖1 (4)

where C, H, W are the dimensions of the enhanced image, respectively.
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Total Loss. The final loss is defined as a weighted sum of the previous four losses with
the following coefficients:

Ltotal = La + 2 · Lc + 500 · Ltv + 10 · Lp (5)

The weights are chosen based on preliminary experiments on the training data.

3 Experiments

In this section, the details of experimental settings are presented, and the proposed
method is compared with state-of-the-art methods [16, 30, 31] on both synthetic and
real-world datasets.

3.1 Dataset

In the experiments, the tea cakes are used as the analysis object. There are many pit-like
structures on the tea cake. When shooting at close distance, it is difficult to select the
focus plane for themobile phone, so that the captured image often has partial unclearness.
When lighting condition or shooting angle changed, the quality difference causes serious
feature mismatch between the image pair, so we use the tea cake image to verify the
effect of image enhancement. There are sixty tea cakes taken by four types of mobile
phones, including Huawei Mate20X, Mix3, iPhone X, Oppo R17. The images captured
by the handheld mobile phone at different moments may have different shooting angle
and focus, so the captured images are difficult to be aligned and enhancedwith theGANs.
To solve this problem, we simulate the degradation process of the camera by injecting
degradation into the high-quality image to form the synthetic dataset for GANs training.
Then, the trained networks are used for the real-world dataset to verify the algorithm
robustness. For different images of the same tea cake, the enhanced image should have
more matching feature points, but for different tea cakes, the number of matching feature
points of the enhanced image should not increase significantly.

Synthetic Dataset. In the experiments, we map the low quality of the inferior mobile
phone image to the level of the image of the high-quality mobile phone through the
enhancement algorithm. For instance, iPhone X mobile phone captures the ideal image.
To simulate severely degraded image, some kinds of degradations are injected into
ideal images to produce the degraded images. The ideal images and the corresponding
degraded images constitute the synthetic pairs.

Real-World Dataset. Also, iPhone X mobile phone captures ideal images, and Mix3,
Huawei Mate20X, and Oppo R17 are used to capture the degraded images in a relatively
dark environment by autofocus. Under this arrangement, the images captured by Huawei
Mate20X and Oppo R17 are with extra distortions such as out of focus and dark noise.
The ideal images and the corresponding degraded images constitute the real-world pairs,
which are shown in Fig. 2.
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Fig. 2. The images captured by iPhone X as the ideal images. The images captured by Mix3,
Huawei Mate20X and Oppo R17 as the severely distorted images.

3.2 Implementation Details

The 256 × 256 image patch pairs are cropped from synthetic image pairs to produce
over 30k training and 3k test samples. Besides, there are more than 1k images from the
real-world dataset for tests. The generator network and discriminator network are both
trained with the training images. The parameters of the networks are optimized using
Adam [28] with a learning rate β = 10−5. After training, the feature-based registration
methods are used for evaluating the performance of the enhancements. To eliminate the
false matching, the bi-directional matching method is adopted and its implementation
steps are given as:

(1) Forward match: for the feature point pi,j in an image I1, two feature points p1i,j, p
2
i,j

are found in I2 which are closest to and second closest to pi.j in terms of feature
similarity measured by L1 norm. Given the threshold T, p1i,j is the matching point
of pi,j only if the ratio of the smallest distance to the next smallest distance is lower

than T. The feature point pair are represented by
(

pi,j, p1i,j

)

. The smaller the T, the

more accurate the registration results will be.
(2) Reverse match: the same approach in forward match is adopted to find the corre-

sponding matching feature points q1j,i on I1 for feature points qj,i on I2, which are

represented by
(

q1j,i, qj,i
)

.

If the matching point is correct in both forward and reverse results, it is a reason-
able match. After bi-directional matching, the Random Sample Consensus (RANSAC)
algorithm [27] is performed to further cull mismatch points.

3.3 Results

Enhancement Performance. Limited by the space, only one example is represented
in Fig. 3 to visually demonstrate the improvements of the proposed methods. As shown
in Fig. 3, our method exhibits impressive enhancement performance, generating results
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with rich and credible image textures. For other comparison methods, they still leave
some blur or noise. Only our method restores the clear image details in the red box,
while the results of the competing methods still have some distortions.

Fig. 3. Comparisons of our method with Dilip [30], Andrey [16], Pan [31] on synthetic dataset.
(Color figure online)

Registration Performance. Distorted images have fewer matching points than clear
images when registered with the same image, so the enhancement effect can be judged
by the number of matching points. SIFT [3], SURF [4] feature, and the bi-directional
matching are used to quantitatively evaluate registration performance. The enhanced
images shown in Fig. 3 are registered with the image patch from the same tea cake or
another tea cake. Table 1 shows the number of matching points between the enhanced
images and the ideal image of the same tea cake, and the best results as well as their
percentage gains are in bold. Our method gets the most matching point pairs, indicating
that our enhanced images are closer to ideal images from the objective metric view.
Because there are many similar structures in tea cakes, for high-resolution images, even
for different tea cake pairs, there still are a small number of feature point pairs that can
be matched. But for image patches with a smaller size, such as 256 × 256, the number
of mismatched point pairs is usually zero. The number of matching points is still zero
even after image is enhanced, which indicates that our method will not cause feature
confusion. For further testings, ten images are randomly chosen from real-world images
to register after enhancement. The average numbers of matching points are shown in
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Table 2. As shown in Table 2, our model considerably outperforms other methods on
the real-world dataset. Meanwhile, these ten images are registered with each other and
the number of their matching points is still zero, which proves the robustness of our
enhanced method again.

Table 1. Number of the correct matching points and percentage gains

Degraded Dilip [30] Andrey [16] Pan [31] Ours Gain

Sift 372 394 515 406 523 41%

Surf 192 206 339 205 331 72%

Table 2. Average number of the correct matching points and percentage gains

Degraded Dilip [30] Andrey [16] Pan [31] Ours Gain

Sift 58 85 83 79 88 52%

Surf 16 28 32 32 36 125%

4 Conclusion

This paper presents an end to end deep learning architecture to enhance images for
better registration. Considering the complexity of distortions, the perceptual loss of the
proposed GAN architecture has two terms, i.e. the content loss and pixel-wise loss, to
produce the imageswith higher objective quality. The experiments onboth real-world and
synthetic datasets confirm that the enhanced images will have much more stable feature
points. This improvement is beneficial to improve the image registration performance,
which has practical applications in the image registration of mobile phones.
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Abstract. Creating high-quality 3D human body models by freehand
sketching is challenging because of the sparsity and ambiguity of hand-
drawn strokes. In this paper, we present a sketch-based modeling system
for human bodies using deep neural networks. Considering the large vari-
ety of human body shapes and poses, we adopt the widely-used paramet-
ric representation, SMPL, to produce high-quality models that are com-
patible with many further applications, such as telepresence, game pro-
duction, and so on. However, precisely mapping hand-drawn sketches to
the SMPL parameters is non-trivial due to the non-linearity and depen-
dency between articulated body parts. In order to solve the huge ambi-
guity in mapping sketches onto the manifold of human bodies, we intro-
duce the skeleton as the intermediate representation. Our skeleton-aware
modeling network first interprets sparse joints from coarse sketches and
then predicts the SMPL parameters based on joint-wise features. This
skeleton-aware intermediate representation effectively reduces the ambi-
guity and complexity between the two high-dimensional spaces. Based on
our light-weight interpretation network, our system supports interactive
creation and editing of 3D human body models by freehand sketching.

Keywords: Freehand sketch · Human body · 3D modeling · Skeleton
joint · SMPL

1 Introduction

The human body is one of the commonest subjects in virtual reality, telepres-
ence, animation production, etc. Many studies have been conducted in order
to produce high-quality meshes for human bodies in recent years. However, 3D
modeling is a tedious job since most interaction systems are based on 2D dis-
plays. Sketching, which is a natural and flexible tool to depict desired shapes,
especially at the early stage of a design process, has been attracting a great deal
of research works for easy 3D modeling [14,21,24]. In this paper, we propose a
powerful sketch-based system for high-quality 3D modeling of human bodies.

Creating high-quality body models is non-trivial because of the non-rigidness
of human bodies and articulation between body parts. A positive thing is that
human bodies have a uniform structure with joint articulations. Many parametric
c© Springer Nature Switzerland AG 2021
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Fig. 1. Our sketch-based body modeling system allows common users to create high-
quality 3D body models in diverse shapes and poses easily from hand-drawn sketches.

representations have been proposed to restrict the complicated body models to
a manifold [13,15]. Taking advantage of deep neural networks (DNNs), a large
number of techniques have been developed to reconstruct human bodies from
2D images [10,12,25–28].

However, hand-drawn sketches show different characteristics compared to
natural images. The inevitable distortions in sketch lead to much more ambigu-
ity in the ill-posed problem of 3D interpretation from a single view image. More-
over, hand-drawn sketches are typically sparse and cannot carry as rich texture
information as real images which makes sketch-based modeling become more
challenging. To address the ambiguity in mapping coarse and sparse sketches
to high-quality body meshes, we propose a skeleton-aware interpretation neu-
ral network, taking advantage of both non-parametric skeleton construction and
parametric regression for more natural-looking meshes. In the non-parametric
interpretation stage, we employ a 2D CNN to encode the input sketch into a
high-dimensional vector and then predict the 3D positions of joints on the body
skeleton. In the parametric interpretation stage, we estimate the body shape and
pose parameters from the 2D sketch features and the 3D joints, taking advan-
tage of the SMPL [13] representation in producing high-quality meshes. The
disjunctive network branches for pose and shape respectively along with the
skeleton-first and mesh-second interpretation architecture efficiently facilitate
the quality and accuracy of sketch-based body modeling.

While existing supervised 3D body reconstruction required paired 2D input
and 3D models, we build a large-scale database that contains pairs of synthe-
sized sketches and 3D models. Our proposed method achieves the highest recon-
struction accuracy compared with state-of-the-art image-based reconstruction
approaches. Furthermore, with the proposed light-weight deep neural network,
our sketch-based body modeling system supports interactive creation and editing
of high-quality body models of diverse shapes and poses, as Fig. 1 shows.

2 Related Work

Sketch-Based Content Creation. Sketch-based content creation is an essen-
tial problem in multimedia and human-computer interaction. Traditional meth-
ods make 3D interpretation from line drawings based on reasoning geomet-
ric constraints, such as convexity, parallelism, orthogonality to produce 3D



38 K. Yang et al.

Fig. 2. Overview of our approach with the skeleton as an intermediate representa-
tion for model generation. A skeleton-aware representation is introduced before pose
parameters regression.

shapes [16,24]. Recently, deep learning has significantly promoted the perfor-
mance of sketch-based systems, such as sketch-based 3D shape retrieval [20],
image synthesis, and editing [11]. Using a volumetric representation, [8] designs
two networks to respectively predict a start model from the first view sketches
and update the model according to the drawn strokes in other views. [14] pre-
dicts depth and normal maps under multiple views and fuses them to get a 3D
mesh. An unsupervised method is proposed by searching similar 3D models with
the input sketch and integrating them to generate the final shape [21]. Due to
the limited capability of shape representation, the generated shapes by these
approaches are very rough in low resolutions. Moreover, precise control of the
3D shapes with hand-drawn sketches is not supported.

Object Reconstruction from Single-View Image. With the advance of
large-scale 3D shape datasets, DNN-based approaches have made great progress
in object reconstruction from single images [1,3,4,6,22,23]. [1] predicts an occu-
pancy grid from images and incrementally fusing the information of multiple
views through a 3D recurrent reconstruction network. In [3], by approximating
the features after image encoder and voxel encoder, a 3D CNN is used to decode
the feature into 3D shapes. Also, many efforts have been devoted to mesh gener-
ation from single-view images [4,22]. Starting from a template mesh, they inter-
pret the vertex positions for the target surface through MLPs or graph-based
networks. A differentiable mesh sampling operator [23] is proposed to sample
point clouds on meshes and predict the vertex offsets for mesh deformation.
In comparison, we combine non-parametric joint regression with a parametric
representation to generate high-quality meshes for human bodies from sketches.

Human Body Reconstruction. Based on the unified structure of human
bodies, parametric representation is usually used in body modeling. Based on
Skinned Multi-Person Linear Model (SMPL) [13], many DNN-based techniques
extract global features from an image and directly regress the model parame-
ters [9,18,26–28]. However, a recent study [10] shows that direct estimation of
vertex positions outperforms parameter regression because of the highly non-
linear correlation between SMPL parameters and body shapes. They employ a
graph-CNN to regress vertex positions and attach a network for SMPL param-
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Fig. 3. A plain network (MLP-Vanilla) to regress SMPL parameters from sketches for
body mesh generation.

eter regression to improve the mesh quality. Except for global features that are
directly extracted from image, semantic part segmentation can also be involved
to help reconstruct the body models [17,19,26,27]. Besides single images, multi-
view images [12,25] or point clouds [7] can be other options to reconstruct body
models. However, different from natural images with rich texture information
or point clouds with accurate 3D information, hand-drawn sketches are much
more sparse and coarse without sufficient details and precision, making the body
modeling task more challenging.

3 Our Method

Hand-drawn sketches are typically coarse and only roughly depict body shapes
and poses, leaving details about fingers or expressions unexpressed. In order to
produce naturally-looking and high-quality meshes, we employ the paramet-
ric body representation, SMPL [13] to supplement shape details. Therefore,
the sketch-based modeling task becomes a regression task of predicting SMPL
parameters. The SMPL parameters consist of shape parameters β ∈ R

10 and
pose parameters θ for the rotations associated with Nj = 24 joints. Similar
to [10], we regress the 3 × 3 matrix representation for each joint rotation, i.e.
θ ∈ R

216, to avoid the challenge of regressing the quaternions in the axis-angle
representation.

When mapping sketches into SMPL parameters, a straightforward method is
to encode the input sketch image into a high-dimensional feature vector and then
regress the SMPL parameters from the encoded sketch feature, as Fig. 3 shows.
A Ks dimensional feature vector fsketch can be extracted from the input sketch
S using a CNN encoder. From the sketch feature fsketch, the shape parameters
β and the pose parameters θ are then separately regressed using MLPs.

However, due to the non-linearity and complicated dependency between the
pose parameters, it is non-trivial to find a direct mapping from the sketch feature
space to the SMPL parameter space. We bring the skeleton as an intermediate
expression, which unentangles the global pose and the significantly nonlinear
articulated rotations. Figure 2 shows the pipeline of our skeleton-aware model
generation from sketches.
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3.1 Intermediate Skeleton Construction

Although the rough sketch could not precisely describe local details of human
bodies, it effectively delivers posture information. A 3D skeleton can efficiently
describe the pose of a human body, while shape details such as fingers, facial
features are not considered in this stage. Based on the underlying common spar-
sity, the mapping from 2D sketches and 3D body skeletons is more effective to
interpret. We use the skeleton structure that is composed of Nj = 24 ordered
joints with fixed connections, as defined in [13]. In order to construct the 3D
body skeleton based on the input sketch, the 3D locations of the Nj joints can
be regressed using multi-layer perceptrons from the extracted sketch feature
fsketch, as shown in Fig. 4. By concatenating the Nj joints’ 3D coordinates, the
pose parameters θ can be regressed from the Nj × 3 vector using MLPs.

Fig. 4. MLP-Joint Network. With skeleton as an intermediate representation, we first
regress the positions of Nj joints on the skeleton with three MLPs and then regress
the SMPL pose parameters with another three MLPs.

3.2 Joint-Wise Pose Regression

Direct regression of the non-linear pose parameters from the joint positions
inevitably abandons information in the original sketch. On the other hand,
naively regression the pose parameters from the globally embedded sketch fea-
ture ignores the local articulation between joints. Since pose parameters repre-
sent the articulated rotation associated with the joints under a unified structure,
we propose an effective joint-wise pose regression strategy to regress the highly
non-linear rotations. First, we replace the global regression of joint positions with
deformation from a template skeleton. Second, we regress the pose parameters
from the embedded joint features rather than the joint positions. Figure 5 shows
the detailed architecture of our pose regression network.
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Fig. 5. Detailed architecture of our joint-wise pose regression in the Deform+JF net-
work. We first regress the local offset of each joint from the template skeleton. The
pose parameters are regressed from the last layer feature for each joint rather than the
deformed joint position using shared MLPs.

Skeleton Deformation. Different from general objects, despite the complex
shapes and high dimensional meshes, the human bodies have a unified structure,
so a template skeleton could efficiently embed the structure and all the pose of
human bodies could be concisely explained as the joints movement in skeleton
instead of the deformation of all the vertices in the mesh. We adopt a two-level
deformation network for skeleton construction. Each joint coordinate (x, y, z)
on the template skeleton is concatenated with the Ks dimensional global sketch
feature fsketch to go through a shared MLP to estimate (d1x, d1y, d1z) for the first
step deformation. Another deformation step is performed in a similar manner to
get joint-wise deformation (d2x, d2y, d2z). Adding the predicted joint offset to the
template skeleton, we get a deformed body skeleton.

Joint-Wise Pose Regression. Benefited from the shared MLP in the skeleton
deformation network, we further present joint-wise pose regression based on the
high-dimensional vector as joint features (the green vector in Fig. 5). In practice,
as all the joints will go through the same MLPs in the deformation stage, this
high dimensional representation contains sufficient information which not only
from spatial location but also from the original sketch. The joint feature is then
fed into another shared MLPs to predict the rotation matrix of each joint.

3.3 Loss

Based on the common pipeline with a skeleton as the intermediary, the above-
mentioned variants of our sketch-based body modeling network can all be trained
end-to-end. The loss function includes a vertex loss, SMPL parameter loss for the
final output, as well as a skeleton loss for the intermediate skeleton construction.

Vertex Loss. To measure the difference between the output body mesh and the
ground truth model, we apply a vertex loss Lvertex on the final output SMPL
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models. The vertex loss is defined as

Lvertex =
1

Nver

Nver∑

i=1

‖v̂i − vi‖1, (1)

where Nver = 6890 for the body meshes in SMPL representation. v̂i and vi

are the 3D coordinates of the i-th vertex in the ground-truth model and the
predicted model respectively.

Skeleton Loss. We use the L2 loss of the Nj ordered joints on the skeleton
to constrain the intermediate skeleton construction with the joint regressor or
skeleton deformation network.

Lskeleton =
1

Nj

Nj∑

i=1

‖p̂i − pi‖2, (2)

where p̂ is the ground truth location of each joint, and pi is the predicted joint
location.

SMPL Regression Loss. For the SMPL regressor, we use the L2 losses on the
SMPL parameters θ and β. The entire network is trained end-to-end with the
three loss items as:

Lmodel = Lvertex + Lskeleton + Lθ + λLβ , (3)

where λ = 0.1 to balance the parameter scales.

4 Experiments and Discussion

Our system is the first one that uses DNNs for sketch-based body modeling.
There is no existing public dataset for training DNNs and make a comprehensive
evaluation. In this section, we first introduce our sketch-model datasets. Then
we explain more implementation details and training settings. We conduct both
quantitative evaluation on multiple variants and qualitative test with freehand
sketching to demonstrate the effectiveness of our method.

4.1 Dataset

To evaluate our network, we build a dataset with paired sketches and 3D models.
The 3D models come from the large-scale dataset AMASS [15] which contains
a huge variety of body shapes and poses with fully rigged meshes. We select 25
subjects from a large subset BMLmovi in AMASS dataset to test our algorithm
for its large diversity of body shapes and poses. For each subject, we pick one
model every 50 frames. In total, we collect 7097 body models with varied shapes
and poses. For each subject, we randomly select 60% for training, 20% for vali-
dation, and 20% for the test. To generated paired sketch and model for training
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and quantitative evaluation, we render sketches for each body model using sug-
gestive contours [2] to imitate hand-drawn sketches. For each model, we render
a sketch-style image from one view. Figure 6 shows two examples of synthesized
sketches from 3D models and hand-drawn sketches by a non-expert user. We can
see that the synthesized sketch images look similar to hand-drawn sketches. By
rendering a large number of synthesized sketches, the cost of collecting sketch
and model pairs is significantly reduced and quantitative evaluation is allowed.
Our experiments demonstrate that freehand sketching is well supported in our
sketch-based body modeling system without performance degradation.

Fig. 6. Two examples of synthesized sketches (middle) from a 3D model (left) and
hand-drawn sketches (right).

4.2 Network Details and Training Settings

We use ResNet-34 [5] as our sketch encoder and set the sketch feature dimension
Ks = 1024 in our method. We introduce three variants of network to map the
sketch feature fsketch ∈ R

1024 into SMPL parameters β ∈ R
10 and θ ∈ R

216. The
first, called MLP-Vanilla, as shown in Fig. 3, consists MLP of (512, 256, 10) for
the shape regressor and (512, 512, 256, 216) for the pose regressor. The second,
call MLP-Joint, employs an MLP of (512, 256, 72) for the joint regressor and an
MLP of (256, 256, 216) for pose regressor as Fig. 4 shows. The third one is our
full model (named Deform+JF) involving skeleton deformation and joint-wise
features for skeleton construction and pose regression, as Fig. 5 shows. In the
skeleton deformation part, the two-level shared-MLP of (512, 256, 3) is used to
map the 3+1024 input to the 3D vertex offset for each joint. For pose regression,
we use the shared-MLP of (128, 64, 9) to regress the 9 elements of a rotation
matrix from the 256-D joint-wise feature for each joint.

The networks are trained end-to-end. Each network was trained for 400
epochs with a batch size of 32. Adam optimizer is used with β1 = 0.9, β2 = 0.999.
The learning rate is set as 3e-4 without learning rate decay.

4.3 Results and Discussion

Comparison with Leading Methods. In order to evaluate the effectiveness
of our method, we compare our method with two state-of-the-art reconstruction
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Table 1. Quantitative evaluation of body reconstruction performance (errors in mm)
on the test set. The number of network parameters and GFLOPs are also reported.

Method RE MPJPE Npara (M) GFLOPS

3DN [23] 119.06 95.19 151.77 190.58

CMR [10] 43.22 37.45 40.58 4.046

MLP-Vanilla 42.49 36.42 23.43 3.594

MLP-Joint 39.75 34.10 23.27 3.594

Deform+JF 38.09 32.38 23.82 3.625

techniques, training by replacing images with synthesized sketches. We select the
convolutional mesh regression (CMR) [10] for single-image human body recon-
struction and the 3DN model [23] which is a general modeling framework based
on mesh deformation. We follow their default training settings except remov-
ing the 2D projected joint loss in CMR since it’s non-trivial to estimate the
perspective projection matrix from hand-drawn sketches.

Two error metrics, the reconstruction error (RE) and the mean per joint
position error (MPJPE), are used to evaluate the performance of sketch-based
modeling. ‘RE’ is the mean Euclidean distance between corresponding vertexes
in the ground truth and predicted models. The ‘MPJPE’ reports the mean per
joint position error after aligning the root joint. Table 1 lists the reconstruction
performance of the three variants of our method and two SOTA methods. The
three variants of our network all outperform existing image-based methods when
trained for sketch-based body modeling. Taking advantage of the intermediate
skeleton representation, our full model effectively extracts features from sketches
and produces precise poses (32.38 mm of MPJPE) and shapes (38.09 mm of RE).
Moreover, three variants of our method only have about 23M parameters (about
half of CMR [10], 0.15 of 3DN [23]) and the least computational complexity.

Ablation Study. With regard to the three variants of our method, the MLP-
Vanilla version directly regresses the shape pose parameters from global features
extracted from the input sketch. As the existing image-based method may not
suitable for sparse sketches, we set the vanilla version as our baseline. Table 1
shows that this plain network is effective in mapping sparse sketches on the
parametric body space. It works slightly better than the CMR model. Bringing
our main concept of using the skeleton as the intermediate representation, our
MLP-Joint network reduces the reconstruction error 2.74 mm compared with
MLP-Vanilla. Furthermore, by introducing joint features into the pose regressor,
our Deform+JF network improves the modeling accuracy by 1.66 mm.

Qualitative Comparison. Figure 7 shows a group of 3D body models inter-
preted from synthesized sketches by different methods. As 3DN [23] does not use
any prior body structure, it has difficulty to regress a naturally-looking body
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Fig. 7. 3D Meshes generated from synthesized sketches using different methods. The
vertex errors are color-coded. From left to right: (a) input sketches; (b) ground truth; (c)
results of 3DN [23]; (d) deformation results of CMR [10]; (e) SMPL regression results of
CMR [10]; (f) results of MLP-Vanilla; (g) results of our MLP-Joint network; (h) results
of our Deform+JF network which regresses parameters from joint-wise features.

model in a huge space. As one of the state-of-the-art method of image-based
body reconstruction, CMR’s [10] dense deformation by graph convolutions for
regressing 3D locations of a large number of vertices rely on rich image features,
its performance degrades in sparse and rough sketches. In comparison, as shown
in the last three columns in Fig. 7, our method achieves high-quality body mod-
els from sketches. From Fig. 7 (f) to (h), the generated body models get better
as the reconstruction errors get lower, especially for the head and limbs. And
our Deform+JF network shows the most satisfactory visual results.

Skeleton Interpretation. We also compared the joint errors that are directly
regressed from the sketch features and after SMPL regression in our network.
Table 2 lists the errors of skeleton joints that directly regressed from sketch
features and those calculated from the output SMPL models. We can see that
our Deform+JF with SMPL could achieve the lowest MPJPE with 32.38 mm.
On the other hand, although without strict geometric constraints on joints in the
SMPL model, our MLP-Joint and Deform+JF’s skeleton regressor still get high-
quality skeletons, as shown in Fig. 8. Moreover, by introducing joint features, the
Deform+JF network not only obtains more precise final SMPL models but also
achieves better skeleton estimation accuracy (46.99 mm) than the MLP-Joint
network (62.49 mm), which proves the effectiveness of joint-wise features.
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Fig. 8. Reconstructed body skeletons from sketches using different methods. From left
to right: (a) input sketch; (b) ground truth; (c) regression result from MLP-Joint;
(d) skeleton from the output SMPL model by MLP-Joint; (e) regression result from
Deform+JF; (f) skeleton from the output SMPL model by Deform+JF.

Table 2. Comparison MPJPE (in mm) of skeletons generated by different ways.

Method MLP-Joint Deform+JF

Regressed SMPL Regressed SMPL

MPJPE 62.49 34.10 46.99 32.38

Fig. 9. Interactive editing by sketching. The user modifies some strokes as highlighted
to change body poses.

4.4 Body Modeling by Freehand Sketching

Though training with synthetic sketches, our model is also able to interpret
3D body shapes accurately from freehand sketching. We asked several graduate
students to test our sketch-based body modeling system. Figure 1 and Fig. 9
show a group of results in diverse shapes and poses. Though the sketches drawn
by non-expert users are very coarse with severe distortions, our system is able to
capture the shape and pose features and produce visually pleasing 3D models. As
shown in Fig. 9, based on our lightweight model, users could modify the sketch
in part and get a modified 3D model in real-time rate which allows non-expert
users to easily create high-quality 3D body models with fine-grained control on
desired shapes and poses by freehand sketching and interactive editing.
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5 Conclusions

In this paper, we introduce a sketch-based human body modeling system. In
order to precisely mapping the coarse sketches into the manifold of human bodies,
we propose to involve the body skeleton as an intermediary for regression of shape
and pose parameters in the SMPL representation which allow effective encoding
of the global structure prior of human bodies. Our method outperforms state-of-
the-art techniques in the 3D interpretation of human bodies from hand-drawn
sketches. The underlying sparsity of sketches and shape parameters allows us
to use a lightweight network to achieve accurate modeling in real-time rates.
Using our sketch-based modeling system, common users can easily create visually
pleasing 3D models in a large variety of shapes and poses.

Acknowledgements. This work was supported by the National Key Research &
Development Plan of China under Grant 2016YFB1001402, the National Natural Sci-
ence Foundation of China (NSFC) under Grant 61632006, as well as the Fundamental
Research Funds for the Central Universities under Grant WK3490000003.

References

1. Choy, C.B., Xu, D., Gwak, J.Y., Chen, K., Savarese, S.: 3D-R2N2: a unified app-
roach for single and multi-view 3D object reconstruction. In: Leibe, B., Matas, J.,
Sebe, N., Welling, M. (eds.) ECCV 2016. LNCS, vol. 9912, pp. 628–644. Springer,
Cham (2016). https://doi.org/10.1007/978-3-319-46484-8 38

2. DeCarlo, D., et al.: Suggestive contours for conveying shape. In: ACM SIGGRAPH,
pp. 848–855 (2003)

3. Girdhar, R., Fouhey, D.F., Rodriguez, M., Gupta, A.: Learning a predictable and
generative vector representation for objects. In: Leibe, B., Matas, J., Sebe, N.,
Welling, M. (eds.) ECCV 2016. LNCS, vol. 9910, pp. 484–499. Springer, Cham
(2016). https://doi.org/10.1007/978-3-319-46466-4 29
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Abstract. In recent years, multi-object tracking is usually treated as
a data association problem based on detection results, also known as
tracking-by-detection. Such methods are often difficult to adapt to the
requirements of time-critical video analysis applications which consider
detection and tracking together. In this paper, we propose to accomplish
object detection and appearance embedding via a two-stage network. On
the one hand, we accelerate network inference process by sharing a set of
low-level features and introducing a Position-Sensitive RoI pooling layer
to better estimate the classification probability. On the other hand, to
handle unreliable detection results produced by the two-stage network,
we select candidates from outputs of both detection and tracking based
on a novel scoring function which considers classification probability and
tracking confidence together. In this way, we can achieve an effective
trade-off between multi-object tracking accuracy and speed. Moreover,
we conduct a cascade data association based on the selected candidates
to form object trajectories. Extensive experiments show that each com-
ponent of the tracking framework is effective and our real-time tracker
can achieve state-of-the-art performance.

Keywords: Two-stage · Real-time · Multi-object tracking · Candidate
selection

1 Introduction

Multi-object tracking (MOT) remains one of the big challenges of computer
vision, which underpins critical application significance ranging from visual
surveillance to autonomous driving. In order to meet the requirements of real-
time applications, MOT is not only a problem of data association, but also needs
to take object detection and appearance embedding into consideration.

F. Wang and L. Luo—Equal contribution.
This work was supported by the Natural Science Foundation of China under contracts
61872377.
c© Springer Nature Switzerland AG 2021
J. Lokoč et al. (Eds.): MMM 2021, LNCS 12573, pp. 49–61, 2021.
https://doi.org/10.1007/978-3-030-67835-7_5

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-67835-7_5&domain=pdf
https://doi.org/10.1007/978-3-030-67835-7_5


50 F. Wang et al.

Fig. 1. The proposed two-stage real-time multi-object tracking framework. The two-
stage network takes current frame as input, and produces corresponding detection
results and appearance embedding features. Then, these two outputs will feed to the
candidate selection part to get more accurate object positions for subsequent cascade
data association. Finally, The matched candidates will be connected to the existing
trajectories, and the remaining unmatched candidates from detection will be viewed
as new trajectories.

The problem of tracking multiple objects in a video sequence poses several
challenging tasks including object detection, appearance embedding, motion pre-
diction and dealing with occlusions. Usually, object detection and appearance
embedding are the core parts of MOT. As discussed in [31], recent progresses
on MOT can be primarily divided into three categories: (i) Separate Detection
and Embedding (SDE) methods [7,32,34] use two separate models to accom-
plish object detection and appearance embedding, respectively; (ii) Two-stage
methods [30,33] share the Region Proposal Network (RPN) [25] feature map in
the detection stage to accelerate the learning of appearance embedding feature;
(iii) Joint Detection and Embedding (JDE) methods [31,36] use single-shot deep
network to achieve object detection and embedding simultaneously. SDE meth-
ods belonging to the typical tracking-by-detection paradigm can easily achieve
state-of-the-art performance which benefit a lot from the advance in both object
detection and embedding. However, these two separate compute-intensive mod-
els bring critical challenges for SDE methods to build a real-time MOT system.
On the other hand, JDE methods have advantage in tracking speed, but often
difficult to train a single-shot deep network which can satisfy both object detec-
tion and appearance embedding. The experimental results in [31] show that the
performance of object detection is still far from the SDE methods. In order
to achieve a compromise between tracking speed and detection accuracy, Two-
stage methods adopt the Faster R-CNN framework [25] to conduct detector and
embedding jointly by sharing the same set of low-level features. Our method
belongs to this category.

We propose a two-stage deep network with candidate selection for joint detec-
tion and tracking. As shown in Fig. 1, the proposed two-stage deep network is
a CNN-based model that not only produces object candidate bounding boxes,
but also goes further to extract features of these boxes to identify them. We
follow region-based fully convolutional neural network (R-FCN) [8] to design
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a two-branch multi-task deep network. We employ a spatial transformer layer
(STL) [14] follows RPN to handle the spatial variance problem and get better
shared features. In object detection branch, we adopt the Position-Sensitive RoI
pooling layer from R-FCN to obtain strong discriminative ability for object clas-
sification. Usually, multi-task object detection network produces many unreliable
detection results which will greatly affect the tracking performance. In order to
deal with the impact of unreliable detection results, we borrow the candidate
selection idea from [19] to further improve the tracking performance. We filter
out low-confidence object candidate boxes (detection and tracking boxes) by
constructing a unified scoring function. Finally, we use a cascade data associa-
tion method based on the selected boxes to obtain the trajectories of objects in
the video sequence.

Our contribution is three fold. First, we design a two-stage multi-task deep
network to accomplish object detection and appearance embedding simultane-
ously. Second, we introduce a candidate selection method to mitigate the impact
of unreliable object detection results generated by the two-stage network on the
tracking performance. Third, we present a cascade data association strategy,
which utilizes spatial information and deeply learned person re-identification
(ReID) features.

2 Related Work

In this section, we briefly review the related works on MOT by classify them
into the tracking-by-detection methods and simultaneous detection and track-
ing methods. We discuss the pros and cons of these methods and explain the
relationship with our approach.

2.1 Tracking-by-Detection Methods

Tracking-by-detection methods breaks MOT task down to two steps: (i) the
detection step, which localizes all objects of interest in a single video frame
by a series of boxes; and (ii) the associate step, where detected objects are
assigned and connected to existing trajectories based on spatial and appear-
ance information. Such methods can easily achieve state-of-the-art performance
because they can use the most suitable model in each step respectively. Many
works [15,17,34,37] are devoted to improving the overall tracking performance
by enhancing the detection quality. It is also a research hotspot to learn better
ReID features for data association [5,6,23,29]. Data association usually uses the
Kalman Filter and Hungarian algorithm to accomplish the linking task. A small
number of works [12,20,40] use more complicated association strategies such as
group models and RNNs.

The obvious disadvantage of tracking-by-detection methods is that it contains
two compute-intensive components: a object detection model and an appearance
embedding model. Therefore, MOT systems based on this kind of method are
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Fig. 2. The structure of our two-stage network. In the first stage, RoIs are generated
by RPN and shared features are extracted. STL is employed into backbone network to
deal with the spatial variance problem. In the second stage, two branches are appended
to the shared feature map to accomplish object detection and appearance embedding.
The Position-Sensitive RoI pooling layer is introduced into object detection branch to
obtain strong discriminative ability for object classification.

very slow, and it is difficult to meet the real-time requirements in many appli-
cations. The two-stage multi-task deep network we proposed completes object
detection and appearance embedding via partial feature layer sharing, which
saves computation to a certain extent and accelerates the speed of multi-object
tracking.

2.2 Simultaneous Detection and Tracking Methods

Simultaneous detection and tracking methods aim to use a single-shot deep net-
work to accomplish object detection and appearance embedding simultaneously.
Tracktor [3] removes the box association by directly propagating identities of
region proposals using bounding box regression. JDE [31] is introduced on the
top of YOLOv3 [24] framework to learn object detection and embedding in a
shared model. FairMOT [36] treats the MOT problem as a pix-wise keypoint
(object center) estimation and identity classification problem on top of high-
resolution feature map. CenterTrack [39] present a point-based framework for
joint detection and tracking.

Obviously, these methods have a great advantage in tracking speed, while the
tracking accuracy is usually lower than that of tracking-by-detection methods.
We deeply investigate the reasons and find that the one-shot detector in shared
network produces an amount of unreliable detection results which causes severe
ambiguities. To address this problem, we introduce a candidate selection app-
roach to filter out those poor detection results which improves tracking accuracy
a lot.
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3 Proposed Method

In this section, we present the details for the backbone network, the object
detection and appearance embedding branch, the candidate selection process
and the cascade data association process, respectively.

3.1 Backbone Network

ResNet-50 [13] is chosen as our backbone in order to strike a good balance
between accuracy and speed. We use the first three layers (layer1, layer2 and
layer3 ) of ResNet50 as a Pre-extracting Network to extract base feature for
follow-up tasks. Next, there is a RPN [25] with a STL [14] to generate region
proposals of objects. These generated regions of interest (RoIs) will be directly
used for object detection and appearance embedding. The layer4 of ResNet50
works as a Features Sharing Network to extract shared features. Denote the size
of the input image as Himage × Wimage, then the output feature has the shape
of C × H × W where H = Himage/32 and W = Wimage/32.

3.2 Two Branches

As shown in Fig. 2, three parallel heads are appended to the shared feature map
extracted by the backbone network to accomplish object detection (including
object classification and box regression) and appearance embedding tasks. In
object detection branch, we employ the Position-Sensitive RoI pooling layer to
explicitly encode spatial information into score maps. The object classification
probability is estimated from k2 Position-Sensitive score maps z. We define each
RoI as x = (x0, y0, w, h), where (x0, y0) denotes the top-left point and w, h
represent the width and height of the region. Refer to the method in [19], we
split a RoI into k×k bins which represent different spatial locations of the object.
We extract responses of k × k bins from k2 score maps and finally can get the
classification probability as follows:

sdet = p(y|z, x) = σ(
1

wh

k2∑

i=1

∑

(x,y)∈bini

zi(x, y)), (1)

where σ(x) = 1
1+e−x is the sigmoid function, and zi denotes the i-th score

map. Appearance embedding branch aims to generate features that can distin-
guish different instances of the same class. Ideally, the distance between different
instances should be larger than that between the same instance. To achieve this
goal, we apply a fully connected layer with 256 neurons on top of the shared
feature map to extract appearance embedding feature for each location.

The learning objective of each parallel head in the two-stage network can be
modeled as a multi-task learning problem. The joint objective can be written as
a linear sum of losses from every component,

Ltotal = Lrpn + Lcls + Lreg + Lemb, (2)
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where Lrpn denotes loss function of RPN, Lcls and Lreg are the learning objec-
tives of object classification and box regression, respectively. Lemb represents the
loss function of appearance embedding. In object detection branch, we choose
softmax loss and smooth-L1 loss for Lcls and Lreg respectively. In appearance
embedding branch, we adopt Online Instance Matching (OIM) loss [33] for Lemb.
Because in the network training phase, OIM loss not only can use the information
of unlabeled objects, but also is more easily to converge.

Fig. 3. Candidate selection based on unified scores. Candidates from detection and
tracking with higher confidence will be selected out for data association.

3.3 Candidate Selection

Simultaneous detection and tracking methods usually produce an amount of
unreliable detection results which will affect tracking performance according to
the analysis in Sect. 1. A feasible idea is to adopt a motion model to handle
unreliable detection caused by varying visual properties of objects and occlusion
in crowded scenes. Thus, we use Kalman filter to estimate new locations of
objects based on existing trajectories, and define these predictions as tracking
boxes. As shown in Fig. 3, we try to merge the candidates including detection
and tracking boxes through a unified score function which is defined as follows:

s = sdet · 1(x ∈ Cdet) + strk · 1(x ∈ Ctrk), (3)

where x denotes a certain candidate box. 1(·) is the indicator function that
equals 1 if the input is ture, otherwise equals 0. Cdet and Ctrk denote the can-
didates from detection and tracking respectively, and sdet and strk represent
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the corresponding scores. Non-Maximal Suppression (NMS) is performed with
the scored candidates for subsequent data association. Ideally, we can filter out
unreliable detection results with lower scores, and replace poor detection results
with high-score tracking boxes to locate objects. The score of detection box has
been explained in Sect. 3.2. Here we focus on the scoring method of tracking
box.

During multi-object tracking, a complete trajectory may be splited into a set
of tracklets since a trajectory can be interrupted and retrieved for times during
its lifetime. We define tracklet confidence as follows to measure the accuracy of
the Kalman filter using temporal information:

strk = max(1 − log(1 + α · Ltrk), 0) · 1(Ldet > 2), (4)

where Ldet denotes the number of detection results associated to the tracklet,
and Ltrk represents the number of tracking boxes after the last detection is
associated, α is a coefficient which ensures sdet and strk are on the same order
of magnitude. Equation (4) shows that the more the Kalman filter is used for
prediction, the lower the confidence of the tracklet. Because the accuracy of the
Kalman filter could decrease if it is not update by detection over a long time.
Every time a trajectory is retrieved from lost state, the Kalman filter will be
re-initialized. Therefore, we only consider the information of the last tracklet to
formulate tracklet confidence.

Fig. 4. Illustration of cascade data association. The upper part (yellow box) describes
the data association process, and the lower part (red box) describes the trajectory
update during data association. Objects in blue boxes represent the selected candi-
dates from detection, and objects in red boxes represent the selected candidates from
tracking. After the candidates and the existing trajectories are matched by appearance
information and spatial information, the remaining unmatched detection results will
be viewed as new object trajectories. (Color figure online)
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3.4 Cascade Data Association

As shown in Fig. 4, the selected candidates are the basis of our cascade data
association. Specifically, we first apply data association on candidates from detec-
tion, using appearance embedding feature with a threshold τd for the maximum
distance. Each trajectory stores an appearance representation of the object by
saving embedding feature from the associated detection. Then, we associate the
remaining candidates with unassociated trajectories based on Intersection over
Union (IoU) with a threshold τiou. Finally, the remaining detection results are
initialized as new trajectories. Within the cascade data associate, all detection
results and appearance embedding features are extracted by a two-stage net-
work. Moreover, the candidate selection process requires very little computation,
which means our MOT algorithm can meet the real-time requirement for many
applications.

4 Experiments

4.1 Datasets and Metrics

Datasets. To evaluate the performance of our proposed tracker, we conducted
sufficient experiments on the MOT16 [21] dataset which is a widely used bench-
mark for multi-object tracking. A total of 14 videos are included in MOT16
dataset (7 for training and 7 for testing), with public detections obtained using
the Deformable Part-based Model (DPM) [22]. In order to achieve better object
detection and embedding performance, we build a large-scale dataset by com-
bining the training images from seven public datasets for person detection and
search. In particular, we use the ETH [10] and the CityPerson [35] datasets which
only contain bounding box annotations to train the object detection branch, and
the CalTech [9], 2DMOT2015 [18], MOT17 [21], CUHK-SYSU [33] and PRW [38]
datasets which contain both bounding box and identity annotations are used to
train both of the object detection and embedding branches. Because part of the
videos overlaps in the three datasets 2DMOT2015, MOT17 and ETH, we remove
them from the training dataset for fair evaluation.

Metrics. Although multiple Object Tracking Accuracy (MOTA) [4] has been
used as the main metric for evaluating MOT in recent years, it has exposed some
obvious flaws. In particular, MOTA can not adequately illustrate ReID perfor-
mance which will mark a tracker performs well even though it has a large number
of ID switches. On the contrary, Identity-F1 [26] shows a certain advantage in
measuring long consistent trajectories without switches. In this paper, We com-
prehensively focus and emphasize MOTA and IDF1 to evaluate the tracking
performance. Specifically, MOTA is defined as follows:

MOTA = 1 − (FN + FP + IDSW )
GT

∈ (−∞, 1], (5)
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where GT is the number of ground truth boxes, FP is the number of false
positives in the whole video, FN is the number of false negatives in the whole
video, and IDSW is the total number of ID switches. And IDF1 is defined as
follows:

IDF1 =
2

1
IDP + 1

IDR

, (6)

where IDP is the identification precision and IDR is the identification recall.

4.2 Implementation Details

We employ ResNet-50 as the backbone of two-stage network for object detection
and appearance embedding. In appearance embedding branch, we try to obtain
object appearance feature with 256 dimensions. In object detection branch, we
set k = 7 for Position-Sensitive score maps. To train the two-stage network on
a GeForce TITAN Xp GPU, we use SGD optimizer with learning rate of 1e-
4 and the batch size of 4 for 20 epochs. Refer to [19], we set τnms = 0.3 for
NMS, minimum unified score τs = 0.4 and coefficient α = 0.05 for candidate
selection to filter out low-quality candidates. At the same time, we set τd = 0.4
and τiou = 0.3 for cascade data association.

4.3 Experimental Results

Evaluation on Test Set. We validated our proposed method on the MOT16
test set. As shown in Table 1, we compare our tracker with other offline and
online trackers. In particular, all the compared trackers follows the “tracking-by-
detection” paradigm, which means they pay more attention to data association
rather than detection in the tracking process. The calculation of tracking speed
by these methods mainly refers to data association, and does not consider the
time consumption of object detection. However, our proposed method takes into
account the time consumption of object detection, object embedding, and data
association. Experimental results show that our method has great advantages in
the two metrics of MOTA and IDF1, even is better than some offline methods.
It should be noted that although our tracker still has a gap in performance
compared to MOTDT tracker [19], we have a great advantage in tracking speed.

Ablation Studies. In order to demonstrate the effectiveness of our method,
we ablate the two main components: candidate selection and embedding feature
on the MOT16 training set. The baseline method uses the detection results pro-
duced by two-stage network to form object trajectories based on IoU. Based on
the baseline method, we realize the cascade data association by adding embedded
features which improves MOTA by 1% and IDF1 by 5.1%. If we only introduce
the candidate selection mechanism, there will only be an improvement in MOTA.
An intuitive explanation is that the candidate selection process eliminates unre-
liable detection results and improves MOTA by effectively reducing the number
of false negatives. From the results of ablation experiment, it can be seen that
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Table 1. Evaluation results on the MOT16 test set. The arrow after each metric
indicates that the higher (↑) or lower (↓) value is better.

Tracker Mode MOTA↑IDF1↑MT(%)↑ML(%)↓FP↓ FN↓ IDSW↓FPS↑
LINF1 [11] batch 41.0 45.7 11.6 51.3 7896 99224 430 4.2
MHT_bLSTM [16]batch 42.1 47.8 14.9 44.4 1163793672 753 1.8
JMC [28] batch 46.3 46.3 15.5 39.7 6375 90914 657 0.8
LMP [29] batch 48.8 51.3 18.2 40.1 6654 86245 481 0.5

HISP [2] online37.4 30.5 7.6 50.9 3222 1088652101 3.3
EAMTT [27] online38.8 42.4 7.9 49.1 8114 102452965 11.8
GMPHD_ReID [1]online40.4 49.7 11.2 43.3 6572 101266792 31.6
MOTDT [19] online47.6 50.9 15.2 38.3 9253 85431792 20.6
Ours* online42.0 48.5 17.3 33.5 1905685855 921 12

the candidate selection component focuses on improving MOTA metric, while
the ReID component focuses on improving IDF1 metric. By combining these two
components, our proposed method can ultimately improve MOTA by 3.8% and
IDF1 by 5.8%, and almost has the best results for all metrics.

Table 2. Evaluation results on the MOT16 training set in terms of different compo-
nents used. CS: candidate selection, ReID: appearance embedding feature. The arrow
after each metric indicates that the higher (↑) or lower (↓) value is better.

Method CS ReID MOTA↑ MOTP↑ IDF1↑ IDSW ↓
Baseline 45.9 85.3 50.2 895

� 46.9 85.2 55.3 592
� 48.4 86.2 47.5 922

Proposed � � 49.7 86.1 56.0 441

5 Conclusion

In this paper, we propose an end-to-end online multi-object detection and track-
ing framework. Our method trains a two-stage network on a large scale dataset
for object detection and appearance embedding. The candidate selection based
on the score map extracted by two-stage network is introduced to reduce the
impact of unreliable detection results on multi-object tracking. Our two-stage
tracker associates objects greedily through time and runs in nearly real time. At
the same time, the experimental results show the competitiveness in metrics of
MOTA and IDF1.
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Abstract. Image captioning as a multimedia task is advancing in terms
of performance in generating captions for general purposes. However, it
remains difficult to tailor generated captions to different applications.
In this paper, we propose a sentence imageability-aware image caption-
ing method to generate captions tailoring to various applications. Sen-
tence imageability describes how easily the caption can be mentally imag-
ined. This concept is applied to the captioning model to obtain a better
understanding of the perception of a generated caption. First, we extend
an existing image caption dataset by augmenting its captions’ diversity.
Then, a sentence imageability score for each augmented caption is calcu-
lated. A modified image captioning model is trained using this extended
dataset to generate captions tailoring to a specified imageability score.
Experiments showed promising results in generating imageability-aware
captions. Especially, results from a subjective experiment showed that
the perception of the generated captions correlates with the specified
score.

Keywords: Vision and language · Image captioning ·
Psycholinguistics

1 Introduction

In recent years, image captioning that automatically generates image descrip-
tions is advancing. State-of-the-art image captioning methods [14,28,29] com-
monly perform at a visually descriptive level for general purposes, but do not
consider the perception of the generated captions. Because of this, it is difficult
to tailor the captions to different applications.
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Fig. 1. Example of the proposed imageability-aware captioning. For an input image,
the model generates diverse captions with different degrees of visual descriptiveness
(i.e. imageability) tailoring to different target applications.

In the context of, e.g., news articles, the visual contents of an image are
obvious and not needed to be captioned in detail. Accordingly, a caption should
focus on additional information or context, rather than a pure visual description.
News article captions also usually include many proper nouns [2]. If proper nouns
in a caption are converted into a more abstract word (e.g., replacing Donald
Trump with A person), the description becomes less detailed. Furthermore, such
image captions usually include few adjectives [2]. Thus, captions in news articles
are visually less descriptive. In contrast, captions targeting at visually impaired
people would need a higher degree of visual description to be useful. Similarly,
an image description used for image retrieval systems relies on a close connection
between the visual contents of an image and the resulting caption.

In this research, we aim to generate captions with different levels of visual
descriptiveness for such different applications. For this, we introduce the concept
of “sentence imageability.” The concept of “imageability” originates from Psy-
cholinguistics [19] and describes how easy it is to mentally imagine the meaning
or the content of a word. Extending this idea to a sentence allows us to evaluate
the visual descriptiveness of a caption. The proposed method generates diverse
captions for an image corresponding to a given imageability score as shown in
Fig. 1. Each caption is generated so that it contains a different degree of visual
information, making them easier or harder to mentally imagine. This intrinsically
tailors them to different target applications.

For this, we first augment the image captions in an existing dataset by replac-
ing the words in them. Next, we propose a method to calculate the sentence
imageability score based on word-level imageability scores. Then, we modify an
existing image captioning model [29] to generate diverse captions according to
sentence imageability scores.

The main contributions of this work are as follows:

– Proposal of a novel captioning method that generates captions tailoring to
different applications by incorporating the concept of imageability from Psy-
cholinguistics.

– Evaluation of the generated captions in a crowd-sourced fashion, and showing
their imageability scores correlate to the mental image of users.
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In Sect. 2 we briefly discuss the related work on Psycholinguistics and image
captioning. Next, Sect. 3 introduces the proposed method on image captioning
considering sentence imageability. We evaluate the proposed method through
experiments in Sect. 4 and conclude the paper in Sect. 5.

2 Related Work

We will briefly introduce related work regarding psycholinguistic word ratings
and image captioning.

Psycholinguistics: In 1968, Paivio et al. [19] first proposed the concept of image-
ability which describes the ease or difficulty with which “words arouse a sensory
experience”, commonly represented as a word rating on the Lickert scale. Exist-
ing dictionaries [6,23,24] used in Psycholinguistics are typically created through
labor-intensive experiments, often resulting in rather small corpora. For that
reason, researchers have been working towards the estimation of imageability
or concreteness using text and image data-mining techniques [10,13,17]. Image-
ability and similar word ratings have been used in multimodal applications like
improving the understanding of text-image relationships [30].

Image Captioning: Image captioning is receiving great attention lately thanks
to the advances in both computer vision and natural language processing. State-
of-the-art models [14,29] commonly take an attention guided encoder-decoder
strategy, in which visual information is extracted from images by deep CNNs
and then natural language descriptions are generated with RNNs.

In recent research, the goal to generate captions considering sentimental infor-
mation, which not only contain the visual description of an image but also tailor
to specific styles and sentiments, are receiving an increasing attention. Chen
et al. [4] and Guo et al. [8] proposed methods to generate captions for com-
binations of four kinds of stylized captions: humorous, romantic, positive, and
negative styles. Mathews et al. [16] considered the semantics and style of cap-
tions separately in order to change the style of captions into, e.g., story-like
sentences. Most recently, Shuster et al. [25] proposed a method to better engage
image captions to humans by incorporating controllable style and personality
traits, such as sweet, dramatic, anxious, and so on. While these works aim to
control caption styles, some other works [3,5] aim to adjust the contents of the
generated captions. However, although they focus on sentence variety, they do
not consider the perception or imageability of the output.

Some methods [2,20] targeting news images have been proposed. Similarly,
we expect to be able to generate better image captions for news articles by
generating captions with low imageability scores. Furthermore, the proposed
method can not only generate captions similar to news image captions when
targeting lower imageability scores, but also generate captions for other purposes.
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Fig. 2. Training process of the proposed image captioning model.

3 Image Captioning Considering Imageability

In this section, the proposed method is introduced in three steps: (1) Generation
of an augmented image caption dataset with a higher variety of captions and
different imageability scores for each. (2) Calculation of a sentence imageability
score based on word-level imageability scores. (3) Incorporation of a sentence
imageability vector into an image captioning model. The training process of the
proposed image captioning model is illustrated in Fig. 2.

3.1 Data Augmentation

Existing datasets [12,22] for image captioning commonly provide multiple anno-
tated captions for each image. For example, MSCOCO [12] comes with five dis-
tinct captions for each image, differently describing the same contents. However,
since our work requires captions with different degrees of visual descriptiveness,
the variety of these captions is not sufficient; We require a variety based on differ-
ent imageability scores, e.g., human, male person, and teenage boy all describe
the same object, but result in different degrees of mental clarity if used in a
caption. Thus, we augment the sentence variety of existing image-text pairs by
replacing words in the original captions. All nouns in a caption are replaced
with a selection of hypernyms using the WordNet [18] hierarchy. At most five
closest hypernyms are used in order to avoid the word replacements getting too
abstract or unrelated to the word from the original caption. Similarly, we do
not replace with words too close to the root of the WordNet hierarchy as they



66 K. Umemura et al.

Fig. 3. Example of data augmentation. Each noun is replaced by a selection of dif-
ferently abstract words, incorporating the WordNet hierarchy. This ensures a sentence
variety with very different degrees of visual descriptiveness. The number next to each
hypernym indicates the order of the replacement.

(a) Only one noun (b) Multiple nouns (c) No noun

Fig. 4. Three relationship patterns for deciding the most significant words. The square
indicates the selected word for each pattern.

get too abstract. By this method, the dataset is augmented to contain a large
variety of similar sentences with differently abstract word choices. An example
of this method is illustrated in Fig. 3. If there are multiple nouns, the order of
replacement occurs as exemplified in the figure. In the experiments, we use this
order for sampling a subset of captions in case the augmentation generates too
many of them.

3.2 Sentence Imageability Calculation

A sentence imageability score is calculated for each caption in the augmented
dataset. Although the concept of word imageability has been part of works such
as [19], there are few works that aim to determine the imageability of sentences.
To be able to rate the descriptiveness of a caption, we propose to use a sentence
imageability score of a caption. As there is no existing method for this, we
introduce a way to calculate the sentence imageability score of a caption by
using the imageability scores of words composing it. For this method, we assume
that the imageability score of a word increases when being modified by other
words in the same-level. For example, coffee gets less ambiguous when modified
by the word iced before it (see Fig. 4a).

First, the tree structure of a given sentence is parsed using StanfordCore
NLP [15]. We then take a bottom-up approach to calculate the imageability
of sub-parts of the sentence based on word imageability scores, normalized to



Tell as You Imagine: Sentence Imageability-Aware Image Captioning 67

[0, 1]. Along the tree structure, the nodes in the same-level are weighted based
on selecting the most significant word (Fig. 4). The significant word is selected
according to three relationship patterns: (a) When there is only a single noun
at the same depth, it is selected as the significant word for weighting. (b) When
there is more than one noun at the same depth, the last one is selected as the
significant word. (c) When there is no noun at the same depth, the first word
of the sequence is selected as the significant word. Note that stop words and
numerals are ignored.

Assuming the imageability score of the most significant word increases by
other words modifying it, the imageability score of a sub-tree is calculated with

I = xs

n∏

i=1( �=s)

(
2 − e−xi

)
, (1)

where xi (i = 1, . . . , n | i �= s) is the score of each word and xs is the score of the
significant word as described above. The resulting score I is used recursively in
a bottom-up manner in the parent node. Additionally, when a sub-tree forms a
coordinate conjunction, the score I is calculated as the sum of the scores of their
nodes. When there is only one node at the same depth of the tree, its score is
directly transferred to its parent node. Finally, when reaching the root node of
the parsing tree, the score is normalized to the scale of [0, 1] by applying Eq. 2,
which represents the imageability score of the sentence.

f(x) = 1 − e−x (2)

3.3 Image Captioning

Based on a state-of-the-art captioning model incorporating attention [29], to con-
sider the sentence imageability score of a caption, imageability feature vectors
are added. The sentence imageability score for each caption is converted into the
same dimensionality as the image feature and caption feature vectors to form
an imageability feature vector A. Given a ground-truth caption {t0, t1, . . . , tN},
image features If extracted from a pre-trained ResNet network, and an image-
ability feature A, a caption ci := {w0,w1, . . . ,wN} is generated, where wi is a
word vector for the i-th word as follows:

xt = Wewt−1, t ∈ {1, 2, . . . , N},

It = Att(ht−1, If ), (3)
ht = LSTM(concat(xt, It,A),ht−1),
wt = softmax(Wlht),

where We,Wl are learnable parameters, ht−1 is a hidden state of the previous
iteration in LSTM. The hidden state ht−1 and the image feature If are input to
the Attention Network (Att) and yield the attention weighted vector It of the
image. Next, the attention weighted vector It, the embedded word vector xt, and
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the imageability vector A are concatenated. Lastly, the model is trained using
the concatenated vector by optimizing Eq. 4, minimizing the cross-entropy loss
between the ground-truth word ti and the generated word wi.

L = −
N∑

i=0

q(ti) log p(wi), (4)

where p and q are the occurrence probabilities of wi and ti, respectively.
After training, we generate n caption candidates controlled by parameters

We and Wl, and select the best caption with the smallest Mean Squared Error
(MSE) regarding the sentence imageability scores calculated by the method in
Sect. 3.2. For generating the image caption, we use the Beam Search which is
a search algorithm that stores the top-b sequences (b: beam size) at each time
step.

4 Evaluation

We evaluated the proposed method by conducting three experiments. First, the
imageability scores of generated captions are evaluated. Second, the generated
captions are evaluated by existing image captioning metrics. Lastly, the gen-
erated captions are evaluated through a crowd-sourced subjective experiment
regarding their actual perception of visual descriptiveness.

4.1 Environment

Word Imageability Dataset: We use the word imageability dictionaries by Scott
et al. [24] and Ljubešić et al. [13]. As the latter was predicted through datamin-
ing, the former is preferred if a word exists in both of them. Note that captions
with a noun not available in the dictionaries are excluded from the datasets.

Image Caption Dataset: We use MSCOCO [12] as the base dataset, which we
augment based on the proposed method. Two sampling methods are tested:
(1) Sampling based on the order of caption augmentation. It reflects both the
order of the nouns in a sentence, and then their respective WordNet hierarchy
(Without Sorting). (2) Sampling after sorting captions by the calculated sentence
imageability scores (With Sorting). Here, the augmented captions are sorted by
their sentence imageability scores and the captions with the highest and the
lowest imageability scores are selected in turn. By this, the model will be trained
towards a higher diversity of imageability scores. Note that images with too few
captions are excluded from the dataset.

Similarly to prior work, we employ Karpathy-splits [9] resulting in 113,287
images for training and 5,000 images each for validation and testing. After
excluding images with an unsufficient number of captions, 109,114 images for
training, 4,819 images for validation, and 4,795 images for testing were left.
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Table 1. Results of imageability analysis.

Captioning Sampling Caption Imageability Average MSE (↓) Average RMSE (↓)
method method Variety (↑) Range (↑) Low Mid High Low Mid High

Proposed W/o Sorting 4.68 0.083 0.405 0.118 0.011 0.632 0.334 0.098
With Sorting 4.63 0.182 0.338 0.089 0.014 0.573 0.276 0.107

Baseline W/o Sorting 3.50 0.070 0.434 0.131 0.015 0.655 0.354 0.117
With Sorting 3.26 0.164 0.378 0.103 0.022 0.607 0.300 0.142

Captioning Methods: Using the proposed captioning model, captions for nine
levels of imageability in the range of [0.1, 0.9] are generated. We regard the ranges
of [0.1, 0.3] as Low, [0.4, 0.6] as Mid, and [0.7, 0.9] as High. For the Beam Search,
the beam size is set to b = 5. The feature vector has a dimensionality of 512.
The proposed method first generates n caption candidates. Next, a candidate
with the smallest MSE between the input and the predicted imageability score
is chosen. For comparison, a baseline method is prepared, which is a simplified
version where a single caption is generated instead of n candidates. We set n = b.

4.2 Analysis on the Sentence Imageability Scores

For analyzing the sentence imageability scores, we evaluate the number of unique
captions (Caption Variety), the range of imageability scores (max−min; Image-
ability Range), as well as the MSE and Root Mean Squared Error (RMSE). The
error is calculated between the input and the imageability scores of the generated
caption calculated by the method introduced in Sect. 3.2.

The results are shown in Table 1. For all metrics, the results of the proposed
method are better than the baseline method. The proposed method generates
captions with both a large Caption Variety and a wider Imageability Range.
Since the captions generated by Beam Search are all different, there is no identi-
cal caption candidate. We select the caption which has the closest imageability
score with that of the target, i.e., having the smallest error between the predicted
imageability score of the generated caption and the target score. The captions
generated like this usually have larger caption variety than the baseline method.
Similarly, the proposed method shows smaller MSE and RMSE. For the sampling
method, the Imageability Range is wider, and there is smaller error in the low-
and the mid-range imageability captions for the With Sorting sampling method.
On the other hand, the error for high-range imageability captions is smaller for
the Without Sorting sampling method. As the training data consists of a larger
number of long, high-imageability captions, the model favors generating long
captions. Due to this, the average error on mid- and high-range imageability
scores is lower.

An example of the output of the proposed method is shown in Table 2.
While each caption targets a different imageability score, the Without Sort-
ing method outputs identical captions. In contrast, the With Sorting method
produces results resembling the target imageability score.
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Table 2. Example of the output of the proposed method corresponding to a given
imageability score. The upper half of the generated captions was sampled using the
Without Sorting method, while the lower half was sampled using the With Sorting
method in the training phase. For comparison, the caption at the bottom row is gen-
erated by a state-of-the-art captioning method [29] not considering imageability.

Image Imageability Generated captions
0.6 A cat laying on top of a device keyboard.
0.7 A cat laying on top of a device keyboard.
0.8 A cat laying on top of a device keyboard.
0.9 A cat laying on top of a device keyboard.
0.6 A placental is laying on a keyboard on a desk.
0.7 A vertebrate is laying on a keyboard on a desk.
0.8 A feline is laying on a keyboard on a desk.
0.9 A cat is laying on a computer keyboard.
— A black and white cat laying next to a keyboard.

Table 3. Results of image captioning metrics.

Captioning Sampling BLEU-4 (↑) CIDEr (↑) ROUGE (↑) METEOR (↑) SPICE (↑)
method method Low Mid High Low Mid High Low Mid High Low Mid High Low Mid High

Proposed W/o Sorting 0.27 0.27 0.26 0.68 0.68 0.68 0.50 0.50 0.50 0.23 0.24 0.24 0.09 0.09 0.09
With Sorting 0.25 0.27 0.26 0.59 0.50 0.64 0.49 0.50 0.50 0.23 0.23 0.24 0.09 0.09 0.09

Baseline W/o Sorting 0.28 0.28 0.28 0.71 0.71 0.70 0.51 0.51 0.51 0.24 0.24 0.24 0.09 0.09 0.09
With Sorting 0.25 0.27 0.28 0.61 0.65 0.65 0.49 0.51 0.51 0.23 0.24 0.24 0.09 0.09 0.09

Comp. [29] — 0.30 0.91 0.52 0.25 0.18

4.3 Evaluation of Image Captioning Results

We evaluate the proposed method in the general-purpose image caption-
ing framework. For this, we look at the accuracy of the generated captions
through standard metrics for image captioning evaluation, namely BLEU [21],
CIDEr [27], ROUGE [11], METEOR [7], and SPICE [1]. For training this model,
five captions per image are used, and one caption per image is generated for test-
ing.

The results are shown in Table 3. For comparison, results of a state-of-the-art
captioning model which does not consider imageability [29] is shown, which is
slightly better than the proposed method. This is because the proposed method
focuses on caption diversification. The existing image captioning metrics evalu-
ate the textual similarity to the ground truth, mainly evaluating the linguistic
accuracy of the captions. In contrast, the proposed method aims for linguistic
diverseness of each caption, intentionally generating different wordings for each
caption. Thus, this will naturally decrease the textual similarity, as the gener-
ated captions will use different wordings than the ground truth. Following, we
aim for a higher diversity of captions (discussed in Sect. 4.2) while maintain-
ing a reasonable captioning quality (discussed here). Therefore, we regard these
metrics as not necessarily feasible to evaluate the proposed method. However,
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Table 4. Results of subjective evaluation.

(a) Correlation

ρ #Images
1.0 62 (31%)
0.5 86 (43%)

−0.5 42 (21%)
−1.0 10 ( 5%)

(b) Examples whose correlation failed

An organism holding a banana in his hands.
An organism holding a banana in his hand.
An equipment holding a banana in his hand.
A structure with a toilet and a sink.
An area with a toilet and a sink.
A white toilet sitting in a bathroom next to a structure.

the results show similar performance with the general-purpose image captioning
method while still considering an additional factor; the imageability of a caption.

4.4 Subjective Evaluation

In order to evaluate the actual perception of the generated captions, we evaluate
three captions each for 200 randomly chosen images in a crowd-sourced subjec-
tive experiment on the Amazon Mechanical Turk platform1. As the majority of
generated imageability scores is above 0.5, we focus on the upper half range of
imageability scores. To compare how differently generated captions are perceived,
we thus uniformly sample three generated captions, resulting in imageability
scores of 0.5, 0.7, and 0.9. For each caption pair, we ask 15 English-speaking
participants from the US to judge which of the presented two captions has a
higher sentence imageability. Note that we do not present the participants the
image itself, but rather let them judge the imageability solely based on the tex-
tual contents of a caption. Based on the judgments, we rank the three captions
for each image using Thurstone’s paired comparison method [26].

We calculate the Spearman’s rank correlation ρ between the target image-
ability scores and the actually perceived order obtained by asking participants
of the crowd-sourced survey. The average correlation for all images was 0.37,
which confirms that the perceived imageability of captions matches relationship
between the target values to some extent. To further understand the results, we
look into the distribution of the correlation shown in Table 4a. We found that
the number of “correctly” selected responses in line with the imageability scores
was very high (approx. 65.8%). However, there are a few outliers with strong
negative correlations. These results bring down the overall average performance
for all images. Table 4b shows outliers whose captions have strong negative corre-
lations. We found that in these cases, the generated captions were not describing
the image contents correctly. In other cases, similar captions seem to have pre-
vented the participants to decide which one had higher imageability.

1 https://www.mturk.com/.

https://www.mturk.com/


72 K. Umemura et al.

5 Conclusion

In this paper we proposed and evaluated an adaptive image captioning method
considering imageability. By this method, we aim to control the degree of visual
descriptiveness of a caption. For future work, we expect to generate captions
with larger variety in terms of imageability. For that, we will try to augment
captions in terms of their length as training data.
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Abstract. Generative Adversarial Networks (GANs) have shown pro-
mising improvements in face synthesis and image manipulation. However,
it remains difficult to swap the faces in videos with a specific target. The
most well-known face swapping method, Deepfakes, focuses on recon-
structing the face image with auto-encoder while paying less attention
to the identity gap between the source and target faces, which causes
the swapped face looks like both the source face and the target face.
In this work, we propose to incorporate cross-identity adversarial train-
ing mechanism for highly photo-realistic face swapping. Specifically, we
introduce corresponding discriminator to faithfully try to distinguish the
swapped faces, reconstructed faces and real faces in the training process.
In addition, attention mechanism is applied to make our network robust
to variation of illumination. Comprehensive experiments are conducted
to demonstrate the superiority of our method over baseline models in
quantitative and qualitative fashion.

Keywords: Face swapping · Auto-encoder · Cross-identity training ·
Attention mechanism

1 Introduction

In recent years, face swapping [13,18,19,24] has been becoming an upsurging
research topic in computer vision, as well as Deepfakes detection [8,14]. The aim
of face swapping is to replace the identity of the source face with that of another
target face, while retaining identity-irrelevant visual features such as the illumi-
nation, expression and pose. Recently, face swapping has attracted widespread
attention due to its application prospects in movie industry (e.g., The Fast and
the Furious), social applications (e.g., Snapchat, ZAO), and face replacement
for privacy protection [6,21] (in proper use). As one of the most prevalent face
swapping method, Deepfakes [24] was made open-sourced on the web in 2017 and
aroused heated discussions. Meanwhile, the advent of Deepfakes has attracted
widespread attention from researchers and amateurs.
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Unlike traditional methods which require professional designer to modify the
face identity in an image with substantial efforts by hand, Deepfakes is built
by deep learning algorithms to automatically replace faces of a person, without
too much data annotation cost. The overall network structure of Deepfakes is
based on auto-encoder [5], in particular, one encoder and two decoders. The
encoder is required to project an input face into latent embeddings, while the
two decoders are designed to restore the source face and the target face from
these embeddings, respectively.

Albeit its attractiveness, the auto-encoder-based model primarily focuses on
image reconstruction. Specifically, the auto-encoder does not perform face swap-
ping during the training process, therefore, there is no extra guidance for the
network to encode meaningful identity-invariant information and decode photo-
realistic face images with the target identity. As the case stands, we found that
the swapped faces preserve the identity information from both source and target
face in most results of Deepfakes, which indicates that the model cannot dis-
entangle identity features well. To address this problem, we introduce a cross-
identity adversarial training framework to perform identity supervision over the
generated images. To perform cross-identity transfer in the training process, we
encode the source image into the latent embeddings in common space and then
project it to an image with target decoder, which ensures that we can train
an identity-gap-robust face swapping network, not only a face reconstruction
network.

Moreover, Deepfakes is inefficient to deal with the fusion boundary of
swapped faces(see in Fig. 4, second and third rows), which is caused by var-
ious illumination and different skin color. To overcome this issue, we further
adopt spatial attention mechanism [20] to improve the robustness of the net-
work to illumination change and skin color variation. In addition, by introducing
adversarial training strategy, we enforce the generator to synthesize realistic face
images accompanied with more details corresponding to the training corpus. In
Sec.5, we provide extensive experiments and demonstrate the improvements of
the proposed approach.

2 Related Works

Face attribute manipulation, especially face swapping [13,18,19,24] and face
reenactment [15,27] have been studied for decades in the field of computer
vision and graphics [23]. The advent of Deepfakes promotes the application of
face swapping across areas such as movie production, teleconference, and pri-
vacy protection. In recent years, there are two main types of methods for face
swapping: 3D-based methods and GAN-based methods.

3D-Based Methods. Early methods adopt predefined 3D parametric models
to represent human face and manipulate the identity, pose and expression of a
face by modifying the corresponding parameters and render it to a 2D image [1,
2]. Face2Face [22] utilizes 3DMM to realize facial movement transfer from source
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face to target face. DVP [9] estimates the parameters of face by monocular face
reconstruction and exchanges parameters of interest to obtain an intermediate
rendering, and a deep neural network is further introduced to generate the refined
result.

GAN-Based Methods. With the rapid development of generative adversar-
ial networks [4,17], many methods based on GANs have been proposed for face
swapping in recent years. Korshunova et al. [12] proposes to consider the pose
and expression of the source face as content, and the identity information of
the target face as style, then utilizes the style transfer framework integrating
a multi-scale architecture to achieve face swapping. FSGAN [18] first transfers
the pose and expression of the target face to the source face, and then designs
an inpainting network to refine missing areas that may be caused by the occlu-
sion. Finally, a blending network blends the generated face and the target face.
FaceShifter [13] establishes a two-stage framework. In the first stage, the authors
design a generator with a novel adaptive attentional denormalization mecha-
nism to combine the identity of source face and the attribute of target face in a
multi-feature fusion way. In the second stage, a refinement network is trained in
self-supervised manner for error fixing, such as occlusion.

3 Our Approach

This section introduces the proposed approach. To achieve high-fidelity face
swapping, we establish a symmetrical framework which comprises two branches
for source face and target face, respectively. Each branch contains a generator
based on the encoder-decoder architecture and a discriminator based on Patch-
GAN [7].

3.1 Network Architecture

Figure 1 shows the overall architecture of our symmetrical framework. For the
source and target face, we design the corresponding generator Gs/Gt and dis-
criminator Ds/Dt respectively. The generator adopts encoder-decoder structure,
and the source and target encoders share weights. Same as Deepfakes, we per-
form random warp operation on input source image Is as data augmentation
before feeding it to the encoder. For Is, the source generator Gs reconstructs
the source face and the source discriminator Ds distinguishes whether its input
image is real or not. On the other hand, the target generator Gt takes Is as input
to perform cross-identity face swapping, and the swapped face is evaluated by
the target discriminator Dt. Symmetrically, the similar process is conducted on
target image It.

For input image Is, the generator Gs does not directly generate the fake
face, but regresses the attention mask AGs(Is) and the color mask CGs(Is). Mask
AGs(Is) determines the contribution of each pixel of the color mask CGs(Is) to
the final generated image, so that the generator does not need to render the
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Fig. 1. Overview of the proposed method. Our network contains source and target
generator/discriminator pairs, Gs/Ds and Gt/Dt. Note that Gs and Gt share the
encoder but have different decoders. The generator regresses the attention mask A and
color mask C, and adopts attention mechanism to synthesize the result. The bottom
figure shows the training process for source image Is, Gs tries to reconstruct Is while
Gt is used to generate cross-identity swapped face.

elements in irrelevant region, and only focuses on the pixels we are concerned
about, leading to higher quality and more realistic synthesized images. For the
input Is, the reconstructed image generated by Gs can be expressed as:

I ′
s = Gs(Is) = AGs(Is) · Is(w) +

(
1 − AGs(Is)

) · CGs(Is), (1)

where Is(w) represents random warped Is. Here the discriminator Ds is trained
to distinguish between real image Is and the generated reconstructed image I ′

s.
In cross-identity adversarial training branch, we can obtain swapped face by:

Its = Gt(Is) = AGt(Is) · Is +
(
1 − AGt(Is)

) · CGt(Is), (2)
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where CGt(Is) and AGt(Is) are the output attention mask and color mask of
the generator Gt when taking Is as input. In order to train an identity-aware
face swapping network, the swapped face Its will be evaluated by the target
discriminator Dt. This cross-identity adversarial training mechanism is the key
to obtain a robust network for identity gap.

3.2 Model Objective

The model objective mainly contains three parts. We design adversarial loss
to guide the generator to synthesize high-quality images, reconstruction loss to
learn the characteristic of input faces and attention loss to prevent saturation of
attention mask.

Adversarial Loss. We utilize the least squares loss of LSGAN [16] to replace
the classical cross entropy loss of GAN to improve the quality of the generated
image and the stability of the training process. pdata(S) and pdata(T ) denote the
data distribution of source dataset S and target dataset T . The adversarial loss
of source pair of generator and discriminator can be formulated as:

Ls
adv (Gs,Ds) = EIs∼pdata(S) [Ds (Is)]

2 + EIs∼pdata(S) [1 − Ds (Gs (Is))]
2

+ EIt∼pdata(T ) [1 − Ds (Gs (It))]
2

(3)

Note that our adversarial loss includes not only the loss of real source image
and reconstructed image pairs, but also the cross-identity adversarial loss that
evaluates the face swapping result generated by the Gs which takes the target
face It as input. For the Gt/Dt pair, the adversarial loss Ls

adv (Gt,Dt) has a
corresponding similar formulation to Ls

adv (Gt,Dt).

Reconstruction Loss. During the training process, Gs/Gt needs to reconstruct
the input source/target face. To this end, we use the L1 loss as follows:

LL1(Gs, Gt) = EIs∼pdata(S)[‖CGs(Is) − Is‖1]
+ EIt∼pdata(T )

[∥∥CGt(It) − It
∥
∥
1

] (4)

In order to generate face swapping images that are more in line with the human
visual system, we add a structural similarity (SSIM) [26] evaluation to the recon-
struction loss. The SSIM loss can be written as:

Lssim (Gs, Gt) = 2 − EIs∼pdata(S)[SSIM
(
CGs(Is), Is

)
]

− EIt∼pdata(T )[SSIM
(
CGt(It), It

)
]

(5)

Attention Loss. During training process, we have no direct supervision on
the attention mask produced by the generator. Therefore, the attention mask is
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(a) (b) (c)

Fig. 2. Examples of our dataset. (a) Examples of source face dataset. (b) Examples of
target face dataset A. (c) Examples of target face dataset B.

easily saturated to 1, that is, the generator directly uses the input image as the
output. To avoid this situation, we regularize the attention mask by:

Latt (Gs, Gt) = EIs∼pdata(S)

[∥∥AGs(Is)

∥
∥
2

]
+ EIt∼pdata(T )

[∥∥AGt(It)

∥
∥
2

]
(6)

The total loss can be formulated as:

L (Gs, Gt,Ds,Dt) = λL1LL1 (Gs, Gt) + λssimLssim (Gs, Gt)
+ λattLatt (Gs, Gt)

+ λadvLs
adv (Gs,Ds) + λadvLt

adv (Gt,Dt) ,

(7)

where λL1, λssim, λatt and λadv are hyper-parameters that control the relative
weight of each loss. The training objective can be written as the minmax game:

arg min
Gs,Gt

max
Ds,Dt

L (Gs, Gt,Ds,Dt) (8)

4 Implementation

Figure 2 shows some samples of the dataset we use. The source images are frames
sampled from a music video of Taylor Swift. Meanwhile, we prepare two datasets
for the target face, of which dataset A is a photo collection of Scarlett Johnson
collected from the Internet, and the other dataset B is image frames sampled
from a talking head video. We sample 1/10 from each dataset as the test set, and
the remaining images as the train set. In order to demonstrate the robustness of
our model to illumination variation, the dataset B of the target person is poorly
illuminated and the person’s skin appears darker compared to dataset A.

Deepfakes and DeepfaceLab [19] are compared as the baseline model in
our experiments. In order to enable a fair comparison, We perform the same
pre- and post-processing for different models. In the pre-processing phases, the
MTCNN [28] and [25] is applied for face detection and alignment. In the post-
processing phase, we use the same color matching and Gaussian blending method
to process the raw generated images.
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Source

Deepfakes

DFL

Ours

Fig. 3. Comparison of face swapping results on the source dataset with the target
dataset A.

In the training phase, we utilize Adam [11] to optimize the network with
β1 = 0.5 and β2 = 0.999. The batch size is set to 8, and all images are resized
to 128 × 128. We train our model for 500 epochs, and perform cross-identity
training every 10 iterations. The weight coefficients for the loss terms in Eq. (7)
are set to λL1 = 10, λssim = 1, λatt = 0.01, λadv = 0.1.

5 Experiments and Analysis

In this section, we first compare the proposed model with the state-of-the-art
face swapping methods, and verify the superior performance of our method qual-
itatively and quantitatively. Then we perform ablation study to prove the neces-
sity of our cross-identity training. Finally, we show the experimental results on
datasets with larger domain gap, including cross-gender and cross-race scenarios.

5.1 Qualitative Results

Figure 3 shows the face swapping results on the source dataset with the target
dataset A. All methods can basically perform face swapping in general. To some
extent, the swapped faces all obtain the identity characteristics of the target face,
and retain identity-irrelevant information such as the expression and pose of the
source face. However, there are obvious artifacts and boundary effects in the
images generated by Deepfakes. DeepFaceLab performs better than Deepfakes
with sharper edges and more details, but still recovers identity information from
source identity, which is inferior to our method. The eyebrow shape of our results
is consistent with the target face while other methods incorrectly maintain the
eyebrow shape of the source face. Meanwhile, it can be seen that our method
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can synthesize images with more precise facial details and consistently retain the
expression (teeth in second column, closed eyes in fourth column and eye gaze
in seventh column) compared to other models.

Source

Deepfakes

DFL

Ours

Fig. 4. Comparison of face swapping results on the source dataset with the target
dataset B.

The face swapping results on the source dataset with the target dataset
B are illustrated in Fig. 4. It is obvious that the baseline models can hardly
handle the illumination and skin color differences between the source and target
faces. The post-processing mechanism mentioned above still cannot alleviate the
color aberration and boundary effect of swapped faces. Thanks to the attention
mechanism, our model can still generate realistic and natural face swapping
results, which indicates better adaptability to complex illumination of our model.

5.2 Quantitative Results

For the face swapping task, the most important goal is to preserve the expression
of the source face, and obtain the identity of the target face in the swapped result
simultaneously. Therefore, we propose two metrics to measure the expression and
identity distance between the generated faces and the source/target faces.

Expression Distance. Ekman and Friesen [3] developed the FACS to describe
facial expressions in terms of Action Units (AUs), and different expressions of
human face can be decomposed into multiple AU combinations. AUs have been
applied to facial expression editing task such as GANimation [20]. Here we utilize
AU to quantify the facial expressions of the swapped faces and the source faces,
and use the Euclidean distance to measure difference between them. We calculate
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the mean squared error of AU between the source and swapped face as the
expression distance ED:

ED = EIs∼pdata(Stest )
[∥∥AUIs − AUGt(Is)

∥
∥
2

]
, (9)

where Stest denotes test set of source faces, AUIs and AUGt(Is) denote AUs of
source face and swapped face respectively.

Table 1. Quantitative comparison results on both target dataset A and B. Baseline
models and our model without Lcross are compared, where Lcross denotes the adver-
sarial loss for cross identity training.

Method ED ↓ ID ↓
A B A B

Deepfakes 1.0185 2.1055 0.6402 0.5975

DeepFaceLab 0.9762 1.6048 0.6278 0.5807

Ours w/o Lcross 0.9279 1.6230 0.6380 0.5811

Ours 0.9233 1.5979 0.6136 0.5741

Identity Distance. To measure the identity similarity between the swapped
face and target face, we utilize a pretrained face recognition model of DLIB [10].
The pretrained model can embed a face image into an 128-dimensional latent
vector, which represent the facial identity features. We compute the average
descriptors of target face dataset and the set of swapped faces, then calculate
the identity distance ID by:

ID =
∥
∥Ett∼pdata (Ttest ) [Dfr (It)] − EIs∼pdata (Stest) [Dfr (Gt(Is))]

∥
∥
2
, (10)

where Dfr(·) denotes face recognition descriptor, Ttest and Stest denotes test set
of target faces and source faces respectively.

Quantitative comparison results are shown in Table 1. Benefiting from the
proposed cross-identity adversarial training strategy, our approach achieves lower
ED and ID than baseline models on the source dataset with both target dataset
A and B, which proves the superiority of our model in expression preservation
and identity transfer.

5.3 Ablation Study

To exploit the importance of cross-identity training, we performed ablation tests
on the source dataset with the target dataset A and B with two configurations
of our method: without cross-identity training and our full pipeline. The quali-
tative results are provided in Fig. 5, which shows results of our full model have
more consistent identity with the target person. When cross-identity training
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Fig. 5. Ablation results. Lcross denotes the adversarial loss for cross identity training.
The left and right columns show ablation results on target dataset A and B respectively.
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Fig. 6. Face swapping results of difficult cases. The top and bottom rows show cross-
gender and cross-race face swapping results respectively.

are not added, the swapped faces on the left are blurry and unnatural, while
more unreasonable artifacts appear around the eyebrows and nose regions on
the right figure. We also measure the quantitative metric without cross-identity
training. According to Table 1, our full model acquires the lower ED and ID,
which implies the improvements brought by our proposed cross-identity training
mechanism.
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5.4 Difficult Cases

In this section, we test our model in more difficult situations including cross-
gender (male-female) and cross-race (white-black) face swapping, where the
domain gap between the source face and the target face is considerably larger.
The face swapping results are shown in Fig. 6. It’s easy to find that our model still
can generate highly realistic results without noticeable artifacts. The swapped
faces maintain the expression of the source face, and identity of the target face is
well transferred. Successful swapping under these difficult circumstances demon-
strates the robustness of our model to identity diversity.

6 Conclusion

In this paper, we propose a novel face swapping framework which adopt adver-
sarial training for highly photo-realistic face synthesis. To address the identity
gap problem of the auto-encoder based method, e.g., Deepfakes, we introduce
cross-identity adversarial training strategy and perform identity-aware supervi-
sion over the swapped faces by the auxiliary discriminator, leading to identity-
aware supervision. In addition, attention mechanism is adopted to improve illu-
mination robustness of our network. Quantitative and qualitative experiments
demonstrate that our method outperforms other state-of-the-art models. We
further prove the necessity of cross-identity training for bridging large domain
gap between source and target faces, and provide highly realistic face swapping
results.
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Abstract. The morphology of nuclei in a pathological image plays an
essential role in deriving high-quality diagnosis to pathologists. Recently,
deep learning techniques have pushed forward this field significantly in
the generalization ability, i.e., segmenting nuclei from different patients
and organs by using the same CNN model. However, it remains challeng-
ing to design an effective network that segments nuclei accurately, due
to their diverse color and morphological appearances, nuclei touching or
overlapping, etc. In this paper, we propose a novel network named Res2-
Unet to relief this problem. Res2-Unet inherits the contracting-expansive
structure of U-Net. It is featured by employing advanced network mod-
ules such as the residual and squeeze-and-excitation (SE) to enhance
the segmentation capability. The residual module is utilized in both con-
tracting and expansive paths for comprehensive feature extraction and
fusion, respectively. While the SE module enables selective feature prop-
agation between the two paths. We evaluate Res2-Unet on two public
nuclei segmentation benchmarks. The experiments show that by equip-
ping the modules individually and jointly, performance gains are consis-
tently observed compared to the baseline and several existing methods.

Keywords: Digital pathology · Nuclear segmentation · U-Net ·
Convolutional neural network

1 Introduction

With the advances of computing technologies, digital pathology, which scans
biopsy samples to high-resolution digital pathological images and uses computa-
tional methods to analyze them, is becoming one of the most popular research
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topics in the community of computer-aided diagnosis. Nuclear segmentation is a
primary digital pathology task that aims to extract the contour of every nuclear
appearing in a pathological image or image ROI. Recently, the computational
method has shown significant advantages in this task compared to the human
eye [15]. Compared with other visual tasks, the particularity of cell nucleus seg-
mentation mainly lies in that nuclei are small in size but large in number and
with complex spatial context. For example, dye unevenly stained, nuclei touch-
ing or overlapping, etc. [3,4]. It makes the quantification of cell density and
morphology a challenging task. The segmentation can provide critical clinical
parameters that greatly facilitate the cancer diagnosis as well as the following
treatment if they were accurately measured.

As far as we know, it is still a complicated task to accurately segment the
nuclei across patients and organs by computational methods. The challenges
mainly come from three aspects. First, the human-involved staining process
introduces variability in color, contrast, shape, etc, which diversifies cell nuclei
across patients. Second, touching or overlapping nuclei blurs the contours of
themselves, leading to instance boundaries that are hard to distinguish. It also
easily results in over- or under-segmentation [6]. Third, tumor heterogeneity
makes cells exhibiting differently within and across cell types. It again brings
wide and diverse variances in nuclear appearance, magnitude and cell spatial
distribution for tissues sampled from different organs [12]. It still remains diffi-
cult to find a method that deals with all these challenges well.

Many works for nuclear segmentation have been proposed in the literature. In
early years, the methods mainly adopted traditional image analysis techniques
such as morphological processing, edge and contour analyses, and their variants
along with dedicated pre- and post-processing techniques [1,2,25]. They achieved
success in several organs such as prostate and breast but their generalization
ability is less considered. In other words, the methods were dataset-specific and
need to be modified when migrating to other organs. Machine learning based
methods generally gave better generalization capabilities because they could
be trained to accommodate nuclear variations, especially for those using deep
learning [5]. Deep learning methods automatically learn discriminative features
from the raw image to separate background and nuclear foreground. By directly
learning to segment the two kinds of pixels, they attained decent performance [7,
26]. Besides, in [23], a deep-based method to detect nuclear centers was proposed.
It tried to estimate the probability of a pixel being a nuclear center rather
than the nuclear foreground, as only the center-level annotation was available.
With a large and diverse training set containing over tens of thousands nuclear
boundaries, Kumar et al. [12] formulated the nuclear segmentation as a pixelwise
classification problem, being classified as background, foreground or a third class
of nuclear boundary. The method attained satisfactory performance and was
likely to generalize well among different patients and organs. By leveraging more
advanced deep models such as Mask R-CNN [8] and U-Net and its variants [11,
21,27], recently several studies further improved the segmentation performance
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without loss the generalization ability, given that enhanced nuclear features were
extracted [17].

Inspired by previous encouraging works, in this paper we develop a novel
U-Net like network, termed as Res2-Unet, that aims at improving the perfor-
mance of generalized nuclear segmentation. Res2-Unet enjoys the encode-decode
structure. It is featured by improving the feature extraction and utilization from
three aspects, i.e., encoder, decoder and the skip connection. Specifically, the
encoder of Res2-Unet employs advanced residual modules (ERes) to obtain the
enhanced features, which robustly extracts generalized nuclear features with rich
boundary information. The decoder side is also equipped with a slightly different
residual based module (DRes), aiming to perform more comprehensive feature
fusion. Meanwhile, instead of flat passing all feature maps from the encoder
to decoder side, we adopt an attention based mechanism that employs the SE
block to enable a more targeted feature propagation through the skip connec-
tion. It has the merits of enhancing the weight of useful feature maps while
downweighting redundant feature maps. With these meaningful enhancements,
Res2-Unet is deemed to be generalized well in the nuclear segmentation task.
To verify our hypothesis, we conduct experiments on two public nuclear seg-
mentation datasets, i.e., MoNuSeg [12] and TN-BC [6], which are both widely
used in this specific task. The experimental results show that performance gains
are consistently observed when equipping the modules individually and jointly.
Res2-Unet also outperforms several popular existing methods.

2 Proposed Method

In the training process, color normalization based pre-processing is performed at
first and then image patches are extracted. The patches and their corresponding
label masks serve as the network input and output, respectively, from which a
dedicated Res2-Unet is trained to segment nuclei. While in the inference process,
the same pre-processing is applied and the trained Res2-Unet is employed to
perform nuclear segmentation on unseen images. Then, certain post-processing
is leveraged to split the nuclear foreground into instances. We will elaborate on
these building blocks as follows.

2.1 Pre-processing and Patch Extraction

There are a large variations in image color due to H&E reagents, staining pro-
cess, sensor response, etc [22,24]. To reduce color differences, we employ the
method proposed by Vahadane et al. [24]. It first decomposes the image into
sparse and non-negative stain density maps. Then the maps are combined with
a pathologist-specified color basis to generate the normalized image. For more
details about the method refer to [24]. Several images before and after color
normalization are listed in the first and second row of Fig. 3, respectively.

Another practical issue is that the size of a pathological image is too large
to directly feed into the GPU for model training. Typically, the image is split
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into a number of overlapping image patches of several hundred to bypass the
memory constraint. The split detail will be explained in the experiments.

Fig. 1. An overview of the proposed Res2-Unet for nuclear segmentation.

2.2 Res2-Unet

As mentioned above, Res2-Unet improves U-Net from encoder, decoder and the
skip connections. Its structure is presented in Fig. 1. Specifically, we use ResNet-
50 [9] as the encoder. It is deeper than the convolutional layers used in U-
Net, thus beneficial to get richer nuclear feature representation. The encoder is
composed of one 7 × 7 convolutional layer with stride 2 (we omit it in Fig. 1 for
simplicity) and four ERes-N modules. The four ERes-N modules repeat ERes
block (see Fig. 2(a)) 3, 4, 6, 3 times, respectively. Each module is followed by a
max pooling of stride 2 for downsampling and then a skip connection to connect
encoder and decoder. The ERes block consists of a sequence of 1 × 1, 3 × 3 and
1×1 convolutional layers, each succeeded by a batch normalization and a ReLU
nonlinearity unit. The channels of outputted feature maps is 256×N for Res-N.
The encoder shrinks the image size 32× in total.

Res2-Unet appends SE block (see Fig. 2(b)) on the skip connection to gener-
ate an attention based feature propagation. As we known, U-Net sent all feature
maps to the decoder side in a flat way, where important and less valuable fea-
tures are equally treated. Inspired by the SE mechanism [10], we add it to drive
an attention based channel-wised feature re-weighting. It learns to increase the
weight of important feature channels while reducing the redundant channels
during the model training. Therefore features are better utilized.

The decoder has an almost symmetric structure as the encoder except for the
following differences. First, it enjoys a deconvolution layer for 2× upsampling
along adjacent DRes-N modules. Second, a DRes block is devised (see Fig. 2(c)).
It concatenates features from both the previous layer and lateral skip connection,
followed by a block quite similar to ERes except that the last layer undergoes
a 3 × 3 convolution rather than 1 × 1. A larger filter size is good for feature
fusion along the spatial dimension. At last, the last DRes module, i.e., DRes-
4 experiences a deconvolution operation to generate three segmentation maps,
corresponding to background, nuclear foreground and boundary, respectively.
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2.3 Post-processing

As for the post-processing, we employ the method proposed by [12] to further
instantiate the segmentation maps into nuclear instances. The result is shown in
the forth row of Fig. 3.

Fig. 2. Details of modules in Res2-Unet, (a) the ERes block, (b) the Squeeze-Excitation
(SE) block, (c) the DRes block.

2.4 Loss Function

In deep learning based semantic segmentation, most methods [14,21] use cross
entropy (CE) as the loss function. To better distinguish the challenging boundary
pixels in our context, we upgrade the CE loss to Focal loss (FL) [13], which
increases the loss of hard-to-distinguish pixels. The formula of FL is given by

FL = −
N∑

i=1

α(1 − pi)γ log(pi) (1)

where α and γ are both hyper-parameters adjusted during the training process.
pi is the predicted probability. Note that when setting α to 1 and γ to 0, FL is
equivalent to the CE.

3 Experiments

3.1 Dataset and Implementation Detail

We evaluate Res2-Unet on two public datasets. The first is MoNuSeg collected
from The Cancer Genomic Atlas (TCGA) [12,17]. It samples one image per
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patient to maximize variation from the patient side. It contains 30 H&E stained
images of size 1000 × 1000 from 7 different organs (Breast, Liver, Kidney,
Prostate, Bladder, Colon, Stomach) with a total of 21,623 annotated nuclei,
13,372 for training and 8,251 for test. The dataset detail is given in Table 1. It
has two test sets, i.e., same organ test and different organ test that emphasizes
on evaluating the generalization ability. The other is TN-BC [16]. It consists of
33 H&E stained breast cancer images of size 512× 512 from 7 patients, each has
3–8 images. The dataset is split according to the patient ID, where images of
5, 1 and 1 patients are used as training, validation and test sets, respectively.
Similar to [12] and [16], image patches of size 256×256 are extracted in a sliding-
window manner with 100 (in MoNuSeg) or 128 (in TN-BC) pixels overlapping
between adjacent patches. As a result, MoNuSeg has 400 training and validation
images, 200 (same organ) and 150 (different organ) test images, respectively.
While TN-BC has 234 training, 27 validation and 36 test images. In order to
avoid over-fitting, data augmentation including image rotation, mirroring and
elastic transformation is employed during the model training.

Table 1. MoNuSeg split for training and test

Breast Liver Kidney Prostate Bladder Colon Stomach Total

Training and validation 4 4 4 4 0 0 0 16

Same organ test 2 2 2 2 0 0 0 8

Different organ test 0 0 0 0 2 2 2 6

Total 6 6 6 6 2 2 2 30

Res2-Unet is implemented by using TensorFlow 2.0. The training process
lasts 200 epochs with a batch-size of 16 images. Adam is used for training and
the learning rate is set to 0.001. The experiments are carried out on a worksta-
tion with one NVIDIA TITAN Xp GPU. We plan to reproduce Res2-Unet in
PaddlePaddle, an open source deep learning framework, in the near future.

3.2 Experiments on MoNuSeg

We compare Res2-Unet with Fiji [20], an open-source software, CNN3 [12] and
DIST [17], two deep learning methods that reported encouraging results on
MoNuSeg. Fiji is a Java-based software utilizing the watershed algorithm to
segment nuclear to instance. CNN3 was a famous method that treated nuclear
segmentation as a pixel-level three-class classification task. DIST proposed a new
loss function based on CNN3 to better handle the overlapping area of nuclear,
and obtained better segmentation results.

As for the evaluation metrics, we adopt Dice and Aggregated Jaccard Index
(AJI) [12] to evaluate the performance. Dice is a commonly used pixel-level met-
ric in biomedical image segmentation. While AJI assesses nuclear segmentation
algorithms from both target- (nucleus detection) and pixel-level (nucleus shape
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and size) aspects. It is more in accordance with human perception. Readers can
refer to [12] for more details.

Table 2. Performance comparison of different methods on MoNuSeg test data

Organ Image Fiji [20] CNN3 [12] DIST [17] Res2-Unet

AJI Dice AJI Dice AJI Dice AJI Dice

Breast 1 0.2772 0.5514 0.4974 0.6885 0.5334 0.7761 0.5490 0.7685

2 0.2252 0.5957 0.5769 0.7476 0.5884 0.8380 0.6301 0.8415

Kidney 1 0.2429 0.5676 0.4792 0.6606 0.5648 0.7805 0.6315 0.8148

2 0.3290 0.7089 0.6672 0.7837 0.5420 0.7606 0.5399 0.7510

Liver 1 0.2539 0.4989 0.5175 0.6726 0.5466 0.7877 0.4982 0.7788

2 0.2826 0.5711 0.5148 0.7036 0.4432 0.6684 0.5162 0.7259

Prostrate 1 0.2356 0.6915 0.4914 0.8306 0.6273 0.8030 0.5749 0.7635

2 0.1592 0.5888 0.3761 0.7537 0.6294 0.7903 0.6233 0.7884

Bladder 1 0.3730 0.7949 0.5465 0.9312 0.6475 0.8623 0.6333 0.8617

2 0.2149 0.5128 0.4968 0.6304 0.5467 0.7768 0.5113 0.7826

Stomach 1 0.3757 0.8663 0.4538 0.8913 0.6408 0.8547 0.5699 0.8168

2 0.3586 0.8428 0.4378 0.8982 0.6550 0.8520 0.5866 0.8264

Colon 1 0.2295 0.6381 0.4891 0.7679 0.4240 0.7212 0.5565 0.7714

2 0.2685 0.6620 0.5692 0.7118 0.4484 0.7360 0.4869 0.7559

Total 0.2733 0.6493 0.5083 0.7623 0.5598 0.7863 0.5648 0.7890

Table 2 shows the performance of the refereed methods. Res2-Unet attains
the best performance among the compared methods, indicating that it is highly
competitive in both instance-level (AJI) and pixel-level (Dice) evaluations. As
depicted in Fig. 3, MoNuSeg has complex color appearances and perplexing
morphological patterns, even experienced pathologists cannot distinguish the
nuclei well. This also highlights the challenge of generalized nuclear segmenta-
tion. Encouragingly, it is observed that large performance variant exists even for
images of the same organ, e.g., Liver. Moreover, besides those organs appearing
in the training data, Res2-Unet also exhibits advantages on those organs that
the training set has not involved, i.e., Bladder, Stomach, Colon. It exhibits a
good generalization ability. Several segmentation results are shown in the fourth
row of Fig. 3.

3.3 Experiments on TN-BC

We then carry out experiments on TN-BC. Existing methods mainly adopt pixel-
level metrics including accuracy, F1 score, IoU to evaluate their algorithms in
this dataset. In order to compare with the methods, we keep these metrics for
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Fig. 3. Segmentation results on MoNuSeg. The first, second, third, fourth rows repre-
sents image patches sampled from different organs, images after color normalization,
their ground truth, the segmentation results predicted by our Res2-Unet, respectively.

evaluation. Besides, we add AJI as a supplied target-level assessment. The results
of Res2-Unet and four existing methods on TN-BC test data are given by Table 3.

As can be seen, despite apparent visual differences appearing between the two
datasets, Res2-Unet also get quite competitive results on TN-BC. It attains the
highest accuracy and F1 score, while its IoU is also quite well. We also list two
illustrative segmentation examples in Fig. 4. The images exhibit different color
distribution and spatial context with those on MoNuSeg. However, Res2-Unet is
still able to identify them satisfactorily. Note that this is achieved by just using
the TN-BC training data to retrain the network without any modification on
training strategy and network structure. It again demonstrates the generalization
capability of Res2-Unet.

Table 3. Segmentation results on TN-BC

Accuracy F1 IoU AJI

PangNet [19] 0.924 0.676 0.722 –

FCN [14] 0.944 0.763 0.782 –

DeconvNet [18] 0.954 0.805 0.814 –

Ensemble [25] 0.944 0.802 0.804 –

Res2-Unet 0.955 0.809 0.811 0.602
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Fig. 4. Illustrative segmentation results on TN-BC. (a) raw image, (b) ground truth,
(c) prediction of Res2-Unet.

3.4 Ablation Study

To better understand Res2-Unet, we conduct controlled experiments on both
MoNuSeg and TN-BC datasets. All employed experiments are under the same
setting except for the specified changes in different comparisons.

Loss Function: FL V.S. CE. To quantify the difference of using FL instead
of CE as the loss function, experiments are conducted on the two datasets and
Table 4 (Left) gives their AJI scores. As anticipated, FL leads to performance
improvement compared to CE in both datasets. It can be explained as that the
network learning process is better guided by FL compared to CE. It empha-
sizes on identifying hard samples, e.g., pixels near to the nuclear boundary, thus
beneficial to a more obvious separation to different kinds of pixels.

Table 4. AJI score under different settings. Left: using cross-entropy (CE) and focal
loss (FL). Right: with pre-pocessing (w Pre) and without pre-processing (w/o Pre).

MoNuSeg TN-BC

CE 0.5613 0.5943

FL 0.5648 0.6020

MoNuSeg TN-BC

w/o Pre 0.5562 0.6020

w Pre 0.5648 –

Effectiveness of Pre-processing. We carry out experiments to verify the
effectiveness of the color normalization based pre-processing. The results are
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listed in Table 4 (right). It is seen that the color normalization leads to nearly
1.5% performance improvement on MoNuSeg, attributed to the reduced color
diversity. Similar to [16], pre-processing on TN-BC is not applied, as it contains
normal epithelial and myoepithelial mammary glands. It would generate quite
poor normalization performance for some TN-BC images.

Effectiveness of Different Modules. We then perform a series of comparative
experiments to evaluate the effectiveness of the three upgraded modules, i.e.,
encoder (EN), decoder (DE) and skip connection (SC). Specifically, the following
counterparts are taken into account. Res2-EN: U-Net plus with the upgraded
encoder. Res2-EN-DE: U-Net plus with the upgraded encoder and decoder. Res2-
EN-SC: U-Net plus with the upgraded encoder and skip connection. And Res2-
Unet that jointly upgrades all the three modules.

In Table 5, results on the two datasets are given. It is observed that the per-
formance is steadily increased with the number of modules upgraded. Although
Res2-EN-DE and Res2-EN-SC behave differently between the two datasets. They
reach a consensus on Res2-Unet that the best performance is achieved. We visu-
alize two images in Fig. 5 by using the methods above. It vividly illustrates how
the better segmentation result is gradually reached. By step-wisely evaluating the
building blocks, we verify that every up-gradation is necessary and contributing
to a better segmentation performance.

Table 5. Ablation comparison results on MoNuSeg (left) and TN-BC (right)

Method AJI Dice

Res2-EN 0.5236 0.7820

Res2-EN-DE 0.5427 0.7860

Res2-EN-SC 0.5577 0.7902

Res2-Unet 0.5648 0.7890

Method Accuracy F1

Res2-EN 0.9362 0.7415

Res2-EN-DE 0.9448 0.7664

Res2-EN-SC 0.9375 0.7862

Res2-Unet 0.9558 0.809

Fig. 5. Visualization of nuclear segmentation results of different methods.
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4 Conclusion

We have presented the Res2-Unet to relief the difficulty of generalized nuclear
segmentation in pathological images. It leverages the residual and SE blocks
to improve the feature extraction and fusion capabilities. The experiments con-
ducted on MoNuSeg and TN-BC basically validate our proposal. Steady perfor-
mance improvements are observed when evaluating the methods step-by-step. It
also outperforms several popular solutions. Our study indicates the generalized
nuclear segmentation task can be benefited from advanced network modules.
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Abstract. Glaucoma, a disease characterized by the progressive and
irreversible defect of the visual field, requires a lifelong course of treat-
ment once it is confirmed, which highlights the importance of glaucoma
early detection. Due to the diversity of glaucoma diagnostic indicators
and the diagnostic uncertainty of ophthalmologists, deep learning has
been applied to glaucoma diagnosis by automatically extracting charac-
teristics from color fundus images, and that has achieved great perfor-
mance recently. In this paper, we propose a novel adaptive mask deep
network to obtain effective glaucoma diagnosis on retinal fundus images,
which fully utilizes the prior knowledge of ophthalmologists on glau-
coma diagnosis to synthesize attention masks of color fundus images to
locate a reasonable region of interest. Based on the synthesized masks,
our method could pay careful attention to the effective visual represen-
tation of glaucoma. Experiments on several public and private fundus
datasets illustrate that our method could focus on the significant area
of glaucoma diagnosis and simultaneously achieve great performance in
both academic environments and practical medical applications, which
provides a useful contribution to improve the automatic diagnosis of
glaucoma.
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1 Introduction

Glaucoma is one of the leading causes of human vision loss in the world [9].
The symptoms only occur when the glaucoma disease is quite advanced, and it
is diagnosed difficultly, so glaucoma is called the silent thief of sight. Although
glaucoma cannot be cured, glaucoma detection in an early stage plays a cru-
cial part in helping patients to slow down the disease progression. Therefore,
ophthalmologists pay increasing attention to glaucoma early diagnosis. How-
ever, by 2020, glaucoma will affect around 80 million people worldwide [13]. As
the number of glaucoma patients increases, only relying on ophthalmologists’
manual diagnosis and medical devices to detect glaucoma has become unfeasi-
ble. Artificial intelligence (AI) applied to medical images provides a promising
way to meet the requirement. Retinal fundus images can be gathered widely in
hospitals, which offers an acceptable way with lower cost and non-interfering
characteristics to patients in glaucoma diagnosis.

The diagnosis of glaucoma focuses on the evaluation of glaucoma optic neu-
ropathy (GON). The content of GON evaluation mainly includes optic nerve
head (ONH) and retinal nerve fiber layer (RNFL). As shown in Fig. 1, ver-
tical cup to disc ratio (CDR), retinal nerve fiber layer defects (RNFLD) are
frequently used indicators. In addition, the beta zone of parapapillary atrophy
(PPA) is closely related to glaucoma, and is often inversely proportional to the
disc edge width, and its expansion is related to the progress of glaucoma. In clin-
ical diagnosis, the complex and diverse clinical morphology of the optic papilla,
that is, individualized differences, brings many uncertainties to the diagnosis
of glaucoma, making it difficult to diagnose glaucoma directly based on spe-
cific indicators. Along with AI development, the research of multimedia mod-
eling on medical images used for medical recognition and diagnosis tasks has
received increasingly attention [10,23]. Recently, deep learning methods have
been widely researched to diagnose glaucoma on fundus images [1], including
convolutional neural network (CNN) [20] and U-Shape convolutional network
[15]. However, due to data imbalance and lack of labeled retinal fundus images,
they have revealed shortcomings on robustness and generalization. To overcome
these problems, prior knowledge has been introduced into deep learning meth-
ods, which could obtain higher classification accuracy on glaucoma diagnosis
[1,2,11]. Similarly, visual attention mechanism could be considered as a kind of
powerful prior knowledge to optimize algorithms of pattern recognition, which
has been widely adopted and has exposed superior performances in both image
captioning and image analysis [7]. Nowadays, attention mechanism is introduced
into automatic diagnosis of diseases based on medical images [8]. Sedai et. al pro-
posed a multi-scale attention map, which is generated by a convex combination
of class activation maps using the layer-wise weights, to localize the predicted
pathology [16]. A Zoom-in-Net, trained with only image-level supervisions, could
generate the highlighted suspicious regions with attention maps and predict the
disease level accurately based on the high-resolution suspicious patches [22].

In this paper, we introduce an attention mechanism into our adaptive mask
deep network, named AMNet, to realize automatic diagnosis of glaucoma on fun-
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Fig. 1. Retinal fundus images. (a) Health. (b) Glaucoma. (c) Disease, but non-
glaucoma. (d) Glaucoma, meanwhile other diseases. Some representations are labeled,
including optic disc (OD), optic cup (OC), vertical cup to disc ratio (CDR), retinal
nerve fiber layer defects (RNFLD) and parapapillary atrophy (PPA).

dus images. We first present the significant effect of prior knowledge when using
deep learning to classify glaucoma on fundus images. Meanwhile, our method
reveals a possible effective way to improve AI ability of computer-aided diagno-
sis. The main contributions of this paper are listed as follows:

1) In our method, an attention mask is generated adaptively, which fully uses
the prior knowledge of glaucoma diagnosis about disease representation and
symptom localization, importantly, the domains of RNFL, optic disc (OD)
and optic cup (OC).

2) A new loss function is introduced to restrict AMNet to pay further attention
to the important diagnosis areas, which increases the network robustness to
some extent.

3) Experiments on three glaucoma datasets reveal that AMNet could focus on
the significant area of glaucoma diagnosis and simultaneously achieve great
performance, which demonstrates the vital role prior knowledge plays in glau-
coma diagnosis.

2 Method

As a binary classification task, our adaptive mask deep network (AMNet) aims to
map an input fundus image x ∈ R

H×W×C (height H, width W and channel C)
to a binary category y. Depicted as Fig. 2, swallow mask generator F , attention
mask generator F̂ and glaucoma classification subnet F̃ constitute AMNet.

Formally, given an input fundus image x, F is designed to generate the
swallow mask m that covers the area glaucoma symptoms usually appear. Then
F̂ takes x̂, i.e., element wise multiplication of m and x, as input, and outputs
m̂ (the weight of each pixel in the x̂). Finally, F̃ establishes a formula from x̃,
element wise multiplication of x̂ and m̂, to the final binary category y. Note that
F is trained individually, while F̂ and F̃ are trained jointly. We will elaborate
the detailed information of each phases and the motivation behind them in the
following sections. Examples of swallow masks and attention masks are shown
in Fig. 3.
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Fig. 2. An overview of the proposed adaptive mask deep network (AMNet): (a) swallow
mask generator for swallow mask generation, which consists of three main components:
Faster R-CNN, ResU-net and Flood Fill Algorithm; and (b) glaucoma classification
subnet accompanied with attention mask generator that is designed for generating
attention masks.

Swallow Mask Generation. Unlike other diseases (e.g., diabetic retinopathy),
lesion location of glaucoma is relatively fixed. The occurrence of glaucoma is usu-
ally accompanied with neuroretinal rim loss (NRL) and RNFLD. Neuroretinal
rim (NR) is located between the edge of OD and OC, and RNFLD often appears
on the upper and lower vascular arcades (ULVA) of fundus images. So swallow
masks are proposed to keep the aforementioned areas crucial for glaucoma diag-
nosis, i.e., OD and ULVA, and filter the remaining area.

Swallow mask generator F acts as an independent foundation work for sub-
sequent processes. To generate the swallow mask m, two relevant areas, OD and
macula, are located by jointing Faster R-CNN [14] and ResU-net [18]. ResU-
net is degined for segmentation task, which incorporates residual learning along
with skip-connection in an encoder-decoder based architecture. Faster R-CNN
[14] serves as OD and macula location module and ResU-net serves as OD seg-
mentation module.

First, given an input fundus image x, Faster R-CNN outputs bounding boxes
of OD and macula. Then the cropped OD area based on the predicted bounding
box is employed as the input of ResU-net to segment OD with ellipse fitting as
post-processing. Finally, the centroid coordinates of both segmented OD area
and the bounding box of macula are adopted as the parameters of Flood Fill
Algorithm to generate m referred by [19].
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Fig. 3. Illustration of swallow masks and attention masks of our attention mechanism.
(a)(b): Non-glaucoma samples; (c)(d): glaucoma samples.

Glaucoma Classification with Attention. After generating the swallow
mask m, glaucoma classification subnet F̃ accompanied with attention mask
generator F̂ is further designed. Although m can effectively make the network
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emphasize the effect of RNFL and NRL, there still inevitably exists redundancy
for glaucoma diagnosis. To tackle this problem, we propose F̂ to drive the net-
work pay further attention to the salient region based on m.

F̂ is built to yield an attention mask m̂ ∈ [0, 1]W×H (width W and height
H) for each corresponding x̂ adaptively.

Similar as U-Net [15], F̂ consists of a contracting path and an expanding path,
and no skip-connection is used. The contraction path is designed to extract com-
prehensive contextual information, and the expansion path is used for precise
pixel-wise weight distribution. Down-sampling is implemented by a 4× 4 con-
volution layer with stride 2, and Up-sampling is implemented by a transposed
convolution layer. Each of other convolution mudules is a composite function of
three consecutive operations: a 3 × 3 convolution (Conv) followed by batch nor-
malization (BN) and a rectified linear unit (ReLU). The last convolution layer
with kernel size of 1 × 1 and stride 1 followed by a Sigmoid activation function
is used to generate m̂. Within the glaucoma classification subnet F̃ , layers 1–4
of ResNet50 [5], initialized with ImageNet pretrained weights, is adopted as the
feature extractor, i.e, ‘Conv layers’ shown in Fig. 2. A fully connected (FC) layer
that follows a Global Average Pooling (GAP) layer is used to produce the final
classification y.

Loss Function. Attention mask generator F̂ and glaucoma classification subnet
F̃ were trained end to end. A hybrid loss function L containing two terms was
employed during this training process. The first term, i.e., Latt, is for F̂ . As
aforementioned, there still exists information redundancy in m. Let ρ denote the
proportion of key information in m, the optimization objective of F̂ is generating
m̂ that could keep the critical diagnosis areas in pixel-level by filtering redundant
information. The proportion ρ was given by experience and the weight of each
pixel was automatically learned through the attention mechanism, which realized
pixel-wise screening to focus on those key glaucoma representations. To generate
m̂, the attention loss Latt is defined as follows:

Latt(m, m̂) =
1
N

N∑

k=1

[

∑
(mk

ijm̂
k
ij) − ρ

∑
mk

ij∑
mk

ij

]2 (1)

where N is the number of samples. mk is the m ∈ {0, 1} of sample k, and m̂k

is the m̂ ∈ [0, 1] of sample k. Subscript ij stands for pixel coordinate, where
i ∈ [0,W ) and j ∈ [0,H).

The second term, i.e., Lce, is for F̃ . The cross-entropy loss is used as the
classification loss Lce, which is defined as follows:

Lce(ŷ, ỹ) = − 1
N

N∑

k=1

T∑

t=1

ŷk
t log

eỹ
k
t

∑
p eỹ

k
p

(2)

where ŷk is the corresponding one-hot label of sample k, and ỹk is the predicted
vector for sample k. T is the dimension of ŷk and ỹk, whose value is 2 (i.e.,
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glaucoma and non-glaucoma categories) in our study. The hybrid loss function
L can be written as

L = Latt + Lce (3)

AMNet utilizes L to restrict its training processing to generate adaptive attention
for glaucoma diagnosis.

Table 1. Dataset partition of our experiments.

Dataset TRGD REFUGE LAG

Purpose Training Validation Test Training Validation Test Test

G/Na 3346/4482 385/596 398/571 40/360 40/360 40/360 629/342
aG denotes Glaucoma, N denotes Non-Glaucoma.

3 Experiments

3.1 Experimental Setup

Datasets. To test the practical ability of AMNet, we gathered fundus images
from an authoritative ophthalmic hospital and constructed a private glaucoma
dataset: Tongren Glaucoma Dataset (TRGD), annotated by 2 ophthalmologists
of Beijing Tongren Hospital who have at least 3 years experience on glaucoma
diagnosis. Moreover, the public datasets REFUGE1 [12] and LAG2 [11] avail-
able on the Internet were also adopted. The dataset partition is shown in Table 1.
Note that TRGD test set and LAG were just used to evaluate the performance
of experimental models that trained on TRGD dataset. Then the test on LAG
revealed the model ability of domain adaption. Moreover on REFUGE dataset,
we fine-tuned all of the models pre-trained by TRGD dataset and make evalua-
tion.

Evaluation Metrics. We used sensitivity (Sen), specificity (Spe), F1-score
(F1) and Area Under Curve (AUC) to report the experimental performance. F1
is defined as harmonic average of Sen and Spe. As Sen and Spe are two trade-
off evaluation to some extends, they are not suitable as a basis for choosing an
available model in practical application. We chose the model with the highest
F1 in validation set to evaluate its performance.

1 https://refuge.grand-challenge.org/.
2 https://github.com/smilell/AG-CNN.

https://refuge.grand-challenge.org/
https://github.com/smilell/AG-CNN
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Table 2. Performance comparison with single-stream methods on the three datasets
(indices in %).

Method TRGD REFUGE LAG

Sen Spe F1 AUC Sen Spe F1 AUC Sen Spe F1 AUC

ResNet50 [5] 90.2 89.8 90.0 96.4 85.0 92.8 88.8 95.1 46.2 99.2 63.0 92.8

Inception-ResNet [20] 88.7 89.8 89.3 95.8 80.0 96.1 87.3 96.1 39.2 99.5 56.2 90.4

Inception [21] 88.7 89.8 89.2 96.4 82.5 89.2 85.7 94.6 46.5 99.5 63.4 93.8

ABN [4] 89.7 89.8 89.8 96.5 85.0 89.2 87.0 88.8 39.5 99.4 56.5 88.1

MNet [2] 81.4 74.4 77.8 84.5 52.3 91.1 66.6 81.8 84.8 57.7 68.7 78.0

AMNet 89.5 91.4 90.4 96.6 92.5 88.3 90.4 96.3 60.5 95.9 74.2 91.9
aInception-ResNet denotes the Inception-ResNet-v2 model proposed in [20].
bInception denotes the Inception-v3 model proposed in [21].

Implementation Details. Our experiment was implemented with Pytorch
and Scikit library on a Linux server with 4 Titan XP GPUs. For Faster R-CNN
training, locating macula and OD used 1892 individual labeled fundus images.
We randomly sampled 256 anchors per image to train Region Proposal Network
(RPN), including 128 positive samples that had Intersection-over-Union (IoU)
overlap higher than 0.7 with any ground-truth box and 128 negative samples with
IoU ratio lower than 0.3 for all ground-truth boxes. We randomly sampled 128
regions of interest (RoIs) per image with IoU threshold of 0.5 to train the final
classification layer and regression layer, where the sampled positive and negative
RoIs had a ratio of up to 1:3. For ResU-net training, the cropped OD regions
were resized to 256 × 256 pixels. Data augmentation in form of random crop,
flip, gamma and SamplePairing [6] was employed. For glaucoma classification
training, the parameter ρ of the loss function was set to 0.1. Fundus images were
all resized to 512 × 512 pixels. Data augmentation was applied on the training
set by random rotation and random horizontal flip. The learning rate was 0.001
and SGD with momentum of 0.9 was used as the optimizer.

Fig. 4. Performance comparison with DENet (indices in %). Left: performance on
TRGD dataset; right: performance on LAG dataset.
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Table 3. The ablation study results on two public datasets (indices in %).

Method REFUGE LAG

Sen Spe F1 AUC Sen Spe F1 AUC

AMNet w/o F̂ 90.0 83.0 86.4 95.6 50.0 97.6 66.1 90.8

AMNet w/o F 90.0 88.3 89.1 96.1 52.9 98.3 68.8 91.0

AMNet 92.5 88.3 90.4 96.3 60.5 95.9 74.2 91.9

3.2 Results and Discussion

Comparison with Single-Stream Models. We compared AMNet with
several advanced single-stream deep neural networks, including ResNet50 [5],
Inception-ResNet-v2 [20], Inception-v3 [21], Attention Branch Network (ABN)
[4] and MNet [2]. The compared results are shown in Table 2.

As Table 2 shows, compared with other models, AMNet achieves higher F1
and AUC score on the three datasets except for AUC score on LAG dataset.
Especially, AMNet can obtain F1 scores of 90.4% and 74.2% on REFUGE and
LAG datasets separately, which outperforms the second place algorithm with
1.6% and 5.5% improvement. The results justify the validity of our attention
mechanism. This is explicable because compared to these models, AMNet further
infuses medical prior knowledge into the attention mechanism.

Comparison with DENet. As a superior multi-stream network specially
designed for glaucoma screening, DENet [3] was employed for further compar-
ison. The results compared with DENet is listed separately from single-stream
models in an extra figure, i.e., Fig. 4. We chose two large datasets, TRGD and
LAG, to make this comparison. As the harmonic average of two widely used indi-
cators (Sen and Spe), F1 provides significant reference value for clinical diagnosis.
From Fig. 4 we can see, AMNet outperforms DENet in terms of F1. Although
our AMNet achieves lower score in AUC compared to DENet, it is reasonable
and there still exists room for us to make improvement, considering that DENet
is an ensemble network. In general, the performance our AMNet achieves on F1
demonstrates the effectiveness of the adaptive attention mask and the validity
of introducing medical prior knowledge into automatic glaucoma diagnosis.

Visualization. In order to be intuitionistic, further visualization was made. We
compared the attention maps of AMNet with Gradient-weighted Class Activa-
tion Mappings (Grad-CAMs) [17] of ResNet50. Besides, attention maps of ABN
was also compared consider that ABN was designed based on attention mecha-
nism without prior knowledge. As shown in Fig. 5, AMNet highlights areas of OD
and ULVA in which RNFLD often appears on the original image, while ResNet50
and ABN are incapable of focusing on those areas significant to glaucoma diag-
nosis. In other word, in AMNet, the adaptive attention mask drives the network
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Fig. 5. Visualization comparison with ResNet50 and ABN. From left to right: attention
maps of AMNet, attention maps of AMNet fused with original images, Grad-CAMs of
ResNet50 fused with original images, and attention maps of ABN fused with original
images. For attention maps of AMNet, to prevent confusion caused by color overlays,
we only fuse the regions with activation values lower than 0.8 with original images.
Top: glaucoma sample that three models all predict correctly. Middle: non-glaucoma
sample that three models all predict correctly. Bottom: glaucoma sample that only
AMNet predicts correctly.

focus on the mapping computation of diagnosis areas more seriously. Therefore,
AMNet has high robustness to apply in practical applications.

Ablation Study. To validate the performance improvement resulted from
AMNet, a set of ablation experiments were conducted to evaluate the effect
of each component used in attention mechanism, i.e., swallow mask generator
F and attention mask generator F̂ . To validate the effect of F , we removed
F from AMNet, that is, the original fundus images were directly feeded into
F̂ and no element-wise multiplication was conducted with attention mask m̂.
Similarly, ablation experiment of removing F̂ from AMNet was conducted to
validate effectiveness of F̂ . Specifically, the result of element-wise multiplica-
tion of the original fundus image x and the swallow mask m was employed as
input of ‘Conv layers’ shown in Fig. 2. As there was no m̂, attention loss Latt

was removed. Results of ablation experiments are listed in Table 3. Our AMNet
obtains the best results in terms of F1 and AUC compared with the methods of
removing F and F̂ respectively. The ablation study demonstrates the validity of
F and F̂ , which is a further proof of the ability of prior knowledge in automatic
glaucoma diagnosis.
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4 Conclusion

In this paper, a novel adaptive mask deep network (AMNet) is proposed to
infuse reasonable prior knowledge into the classification process, which pays
more attention to the areas of neuroretinal rim loss (NRL) and optic disc (OD)
and filters redundant pixel information about glaucoma diagnosis. The experi-
ments on three datasets illustrate that our method could focus on the significant
area of glaucoma diagnosis and simultaneously obtain great performance in both
academic environment and practical medical applications, which reveals the defi-
nite effect of prior knowledge on glaucoma classification and provides an effective
inspiration to improve the automatic diagnosis of glaucoma.
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Abstract. Federated Learning (FL) is a machine learning framework
proposed to utilize the large amount of private data of edge nodes in a
distributed system. Data at different edge nodes often shows strong het-
erogeneity, which makes the convergence speed of federated learning slow
and the trained model does not perform well at the edge. In this paper,
we propose Federated Mask (FedMask) to address this problem. FedMask
uses Fisher Information Matrix (FIM) as a mask when initializing the
local model with the global model to retain the most important param-
eters for the local task in the local model. Meanwhile, FedMask uses
Maximum Mean Discrepancy (MMD) constraint to avoid the instability
of the training process. In addition, we propose a new general evaluation
method for FL. Following experiments on MNIST dataset show that our
method outperforms the baseline method. When the edge data is hetero-
geneous, the convergence speed of our method is 55% faster than that of
the baseline method, and the performance is improved by 2%.

Keywords: Federated Learning · Machine learning · Fisher
Information Matrix · Maximum Mean Discrepancy

1 Introduction

Along with technical and economical development, more and more intelligent
devices come into our lives, such as smartphones, wearable devices, etc. These
devices are producing large amount of data everyday, which can significantly
improve the user experience if it can be used in machine learning. Unfortunately,
because this data is always privacy sensitive and large in quantity, it is not
feasible to upload this data to the server for centralized training. To this end,
Google proposed the concept of federated learning (FL) [1–3]. It can use the
data of each node to complete the training of a shared model without uploading
data. FL has many potential applications, such as personalized push, health
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prediction, smart city and so on, which makes it become a hot spot in recent
research.

FL faces many challenges, one of the biggest challenges is the heterogeneity
of data. Recent work [4] argue that, when the data of edge nodes are non-iid, the
convergence speed of FL will decrease, and the performance of the model at the
edge will also deteriorate. We think that the reason for this problem is that a lot
of local knowledge is forgotten in global model which we use to initialize the local
model in FL. Therefore, we hope to solve this problem by retaining some local
parameters in initialization process, which we also call partial initialization.
Based on this idea, we propose Federated Mask (FedMask). In FedMask, we
use Fisher Information Matrix (FIM) as a mask when initializing the local model
with the global model to retain the most important parameters for local task.
Meanwhile, we use Maximum Mean Discrepancy (MMD) constraint to ensure
the stability of the training process. In addition, due to partial initialization,
the original evaluation method of FL is no longer applicable, so we propose
a new general evaluation method. Following experiments on MNIST dataset
show that our method outperforms the baseline method. when the edge data is
heterogeneous, the convergence speed of our method is 55% faster than that of
the baseline method, and the performance after convergence is improved by 2%.

We make the following contributions: 1) To the best of our knowledge, this
is the first paper that introduce the idea of partial initialization in FL. 2) Based
on the above idea, we propose FedMask and experiments on MNIST show that
its performance is better than the baseline method. 3) What’s more, we propose
a new general evaluation method for FL.

2 Related Work

FL is a machine learning framework that can use edge data to complete model
training while ensuring data privacy. FL is an iterative process and one round
of its iteration can be divided into the following steps. Firstly, the server will
randomly select several clients to participate in this round of training among all
clients. Then the server sends the global model to the selected client. The client
uses the global model to initialize the local model and train local model with
local data. Finally, the clients upload trained models and a new global is obtained
after the server aggregating these models. Such iterations will be repeated for
multiple rounds, until the model converges or reaches the time limit. The most
representative algorithm in FL is Federated Averaging (FedAvg) [1]. In FedAvg,
the server aggregates the models by weighted averaging (the weight is the number
of training data held by the client).

In order to solve the problems caused by the heterogeneity of edge data,
many works have been done. For example, Yao et al. [6] introduced two-stream
model to the local training process, aiming to integrate more global knowledge
while adapting the local data. Li et al. [7] proposed FedProx and Shoham et
al. [8] proposed FedCurv. They both limit the distance between the local model
and the global model during local training to avoid the loss of global knowledge.
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The above works can speed up the convergence of FL, but cannot improve the
performance of the model at edge nodes.

3 Federated Mask

3.1 Motivation

When FL faces heterogeneous edge data, its convergence speed will decrease, and
the performance of the model at the edge will also deteriorate. We think that the
reason for this problem is that the global model obtained by model aggregation
forgets a lot of knowledge about local tasks. Using such global model to initialize
local model will inevitably lead to poor performance of local model on local task,
and need extra cost to relearn local knowledge. Therefore, we hope to solve this
problem by retaining some important parameters for local task in local model
when the local model is initialized by the global model, which we also call partial
initialization.

According to the research of Yosinski et al. [5], the feature extraction part
(shallow layer) of the neural network is general, that is, task-specific knowledge
is not learned by the feature extraction part of the network. Hence, we divide the
model into feature extractor and classifier. And when we select the parameters
that need to be retained, we only need to focus on the classifier. By retaining
some of the most important parameters for the local task in the classifier when
initializing the local model, we can improve the performance of FL under non-iid
edge data.

In addition, the characteristics of FL determine that a client will not partici-
pate in each round of training. When the local model is initialized, the classifier
of the local model may be out-of-date. In other words, the local classifier can-
not use the features extracted by the global feature extractor correctly. Since
the selection of training nodes is random, whether this happens or not and the
severity of this situation is also random, which will lead to the instability of FL
process. In this regard, we can add some constraints to the feature extractor in
the local training process to obtain a relatively stable feature extractor to reduce
this instability.

3.2 Initialize with Fisher Information Matrix

For determining the importance of parameters, Fisher Information Matrix (FIM)
is a good choice. It was originally applied to continual learning [9] to limit the
changes of parameters which are important to the previous task.

FIM has many good properties. Firstly, FIM’s diagonal element directly rep-
resents the importance of the parameter. The larger the diagonal element value,
the more important the corresponding parameter is. Secondly, according to the
research of Pascanu et al. [10], FIM’s diagonal element can be easily approxi-
mated by the first-order derivatives of the model. The calculation process is as
follows:

F = E[(
∂L(θ(xi), yi)

∂θ
)2] (1)
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where L is the loss function, θ is the model parameters and (xi, yi) is data
with label. After getting the diagonal elements of FIM, we can use them to
initialize the local model. The process is shown in Algorithm 1, where El is local
feature extractor, Eg is global feature extractor, Cl is local classifier, Cg is global
classifier and β is the hyper-parameter that controls the retention ratio. Since
the role of FIM in Algorithm1 is similar to mask, we call this process Initialize
with Mask.

Algorithm 1. Initialize with Mask
1: El ← Eg

2: for each layer k in classifier do
3: Fk ← diag(FIM) of local classifier’s k-th layer
4: n ← β ∗ |Cl,k|
5: m ← n-th largest number in Fk

6: H ← F ≥ m //True is 1 and False is 0

7: Cl,k ← H ∗ Cl,k + ˜H ∗ Cg,k

8: end for

3.3 Local Training with MMD Constraint

In order to constrain the change of feature extractor in local training, we use a
two-stream model on feature extractor (Fig. 1). In our two-stream model, global
feature extractor will be freeze, and MMD between the outputs of global and
local feature extractor will be added into loss function:

Loss = L + λMMD2(Eg(xi), El(xi)) (2)

where L is the classification loss and λ is the hyper-parameter weighted to
MMD loss. And MMD is a measure of the gap between two distributions, it is
widely used in domain adaptation [11–13]. For given distributions p and q, the
MMD between them can be expressed as:

MMD2(p, q) = ‖E[φ(p)] − E[φ(q)]‖2
= E[K(p, p)] + E[K(q, q)] − 2E[K(p, q)]

(3)

where φ is a mapping to Reproducing Kernel Hilbert Space (RKHS) and K is
the corresponding kernel function. In this paper, we use a standard radial basis
function kernel as K.

Fig. 1. Local training with MMD loss
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3.4 FedMask Implementation

The above are the implementation details of the key steps in FedMask. Now we
give the overall implementation of FedMask (Algorithm2).

Algorithm 2. FedMask
Server:
1: initialize Eg,0 and Cg,0

2: for each round t = 1, 2, 3... do
3: m ← max(C · K, 1) //K is number of clients and C is selection ratio
4: St ← random set of m clients
5: for each client k ∈ St do
6: (Ek

g,t, C
k
g,t) ← Client(k, Eg,t−1, Cg,t−1)

7: end for
8: Eg,t ← 1

nSt

∑

k∈St
nk · Ek

g,t //n is data number

9: Cg,t ← 1
nSt

∑

k∈St
nk · Ck

g,t

10: end for
Client(k, Eg, Cg):
11: Initialize Ek

l , Ck
l by Algorithm 1

12: minimize Loss = L + λMMD2(Eg(x), Ek
l (x)) for E epochs with batch size B

13: return (Ek
l , Ck

l ) to server

For the convenience of comprehension, we also give the corresponding flow
chart (Fig. 2) of the Algorithm 2. We retain some important parameters in the
classifier when initializing the local model, so that the local model can adapt
to the local task better during the FL process. Meanwhile, we also use MMD
constraint in local training to avoid the instability of the training process. We
can see that our algorithm does not change the framework of FL. This means
that our work can be easily deployed to existing FL projects.

Fig. 2. Flow chart of FedMask
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4 Experiments

4.1 Experimental Setup

Dataset. We use MNIST dataset in our experiments. To simulate the FL set-
tings, we use Hsu’s [14] method to divide the data into different clients. In this
method, the local data distribution is generated by a Dirichlet distribution which
is related to the global data distribution as follows:

q ∼ Dir(αp) (4)

where p is the global data distribution, Dir is Dirichlet distribution and α is
the parameter controlling the identicalness among clients. A bigger α represents
more similar data distributions among clients. According to the above method,
we divide the data evenly into 100 clients and select 10 clients for participating
in training each round (C = 0.1).

Model. We use Convolutional Neural Network (CNN) as the model in our
experiments and the network architecture is shown in Table 1.

Table 1. Network architecture

Name Kernel size Stride Output channel Activation

Conv1 5 × 5 1 16 Relu

Pool1 2 × 2 2 - -

Conv2 5 × 5 1 32 Relu

Pool2 2 × 2 2 - -

Fc1 - - 512 Relu

Fc2 - - 256 Relu

Fc3 - - 128 Relu

Fc4 - - 10 Softmax

We regard the last two layers of the network as classifiers and the rest of
the network as feature extractors. Stochastic Gradient Descent (SGD) is used
in local training and learning rate is 10−4. For convenience but without loss of
generality, we set B = 50, E = 1.

Evaluation Method. In our method, the model of each client is different after
initialization. Therefore, the traditional FL evaluation method is not feasible
and we propose a new general evaluation method for FL. Our evaluation method
consists of two parts: Local Test and Global Test.



Initialize with Mask: For More Efficient Federated Learning 117

* Local Test The model will be evaluated by a test set that subject to the
local data distribution and the results on each server are averaged to get the
final result. This test is more in line with the actual scene of FL, so we take
it as the major evaluation.

* Global Test The model will be evaluated by a test set that subject to the
global data distribution and the results on each server are averaged to get
the final result. The purpose of this test is to determine whether the model
has learned global knowledge, so we take it as the minor evaluation.

4.2 Results and Analysis

In this section, we will verify the effectiveness of each design in FedMask, and
then evaluate the overall method.

Effectiveness of FIM. In this experiment, we will verify whether it is necessary
to use FIM to select important parameters. We choose FedAvg and a special
FedMask in which FIM is replaced by a random matrix as the baseline method.
In order to eliminate interference from other factors, we set β = 0.1 and λ = 0.
The results of the experiment are shown in the Fig. 3.

(a) α = 1 local test (b) α = 1 global test

Fig. 3. Effectiveness of FIM

In local test with α = 1, we can see that performance of FedMask with FIM
far exceeds FedAvg and FedMask with random matrix, and the performance of
FedAvg and FedMask with random matrix is very similar. In global test with
α = 1, although the performance of FedMask with FIM is slightly worse, the
accuracy reached about 93% after convergence, which is completey acceptable.
The above result shows that the important parameters are selected by FIM and
helps the local model adapting local task better. However, random matrix has
no such function, so the design of using FIM as a mask when initializing the
local model is effective.
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Effectiveness of MMD. In this experiment, we will verify the effect of MMD
constraint in local training. We compare the FedMask with MMD constraint
(λ = 0.1) and without MMD constraint (λ = 0) and we set β = 0.1. The results
of the experiment are shown in the Fig. 4.

(a) α = 1 local test (b) boxplot after 150 rounds

Fig. 4. Effectiveness of MMD

In the left figure, we can see that the MMD constraint in local training can
make the training process more stable. By adding MMD constraint, many peaks
in the original training curve disappeared. The figure on the right is a boxplot of
the data after 150 rounds in the left figure, from which we can more intuitively
see the changes after adding MMD constraint. The above results show that the
design of adding MMD constraint in local training is effective.

FedMask. At last, we evaluate the overall performance of FedMask. We set
β = 0.1 and λ = 0.1. And we experiment in two settings: data distribution is
relatively uniform (α = 10000) and data is extremely heterogeneous (α = 1).
The results of the experiments are shown in the Fig. 5.

In local test with α = 1, our method needs fewer communication rounds to
get to convergence. More concretely, our method reaches the test accuracy of 0.95
by 78 rounds of communication while the FedAvg needs 209 rounds, achieving a
reduction of 55%. In addition, our method achieves the accuracy of 98.5% after
convergence, while FedAvg is only 96.5%. In global test with α = 1, our method
converges slower than FedAvg, when the accuracy of FedAvg is 95%, our method
has an accuracy of 91.5%. But we should note that in the setting of FL, users
are not faced with global data distribution when using the local model, so such
results are acceptable.

In local test and global test with α = 10000, Our method’s performance is
basically the same as FedAvg. This shows that our method will not degrade the
performance of FL when the data distribution is relatively uniform.
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(a) α = 1 local test (b) α = 1 global test

(c) α = 10000 local test (d) α = 10000 global test

Fig. 5. Performance of FedMask

5 Conclusion

In this paper, we propose FedMask that improves the convergence speed and
performance of FL under non-iid edge data, and we introduce a new general
evaluation method for FL. Experiments show that the convergence speed of our
method is 55% faster than that of the baseline method, and the performance
after convergence is improved by 2%.

In future work, we may try to replace FIM with other parameter importance
estimation methods, or replace MMD with other constraint methods in FedMask.
Of course, combining our work with other FL work is also a worthwhile idea.
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Abstract. Eye gaze estimation can provide critical evidence for peo-
ple attention, which has extensive applications on cognitive science and
computer vision areas, such as human behavior analysis and fake user
identification. Existing typical methods mostly place the eye-tracking
sensors directly in front of the eyeballs, which is hard to be utilized in
the wild. And recent learning-based methods require prior ground truth
annotations of gaze vector for training. In this paper, we propose an
unsupervised learning-based method for estimating the eye gaze in 3D
space. Building on top of the existing unsupervised approach to regress
shape parameters and initialize the depth, we propose to apply geometric
spectral photometric consistency constraint and spatial consistency con-
straints across multiple views in video sequences to refine the initial depth
values on the detected iris landmark. We demonstrate that our method is
able to learn gaze vector in the wild scenes more robust without ground
truth gaze annotations or 3D supervision, and show our system leads to
a competitive performance compared with existing supervised methods.

Keywords: Unsupervised learning · 3D gaze estimation · Geometric
constraints

1 Introduction

Eye gaze, as an important cue to indicate human attention, intention and social
communication interest, has been investigated in a vast domain, such as edu-
cational training [1], human-computer interaction [3,7], and driving attention
modelling [4], etc. As a result, gaze estimation is an active research topic to
predict the location that a person looks at. Typical methods mostly require
intrusive equipment like head-mounted cameras [16,19] to closely track the eyes.
These methods could bring accurate results, but are extremely inconvenient to
be applied in real-world scenarios, and result in unpleasant user experience (e.g.,
heavy load on nose and ears, high temperature around eye regions). Recently,
deep learning approaches have been explored to contribute to gaze estimation
c© Springer Nature Switzerland AG 2021
J. Lokoč et al. (Eds.): MMM 2021, LNCS 12573, pp. 121–133, 2021.
https://doi.org/10.1007/978-3-030-67835-7_11
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Fig. 1. Overview of the proposed unsupervised deep gaze estimation framework. For
training, image sequences extracted from the eye regions are feeded into the network
as input. The relative motion and depth estimation are constrained with multi-view
geometric and photometric losses. During the inference, only one image is needed to
output the gaze.

tasks [12,13,25]. However, for such supervised learning methods, the accuracy
and performance largely depend on the availability of the amount of data with
ground truth annotations, which is difficult and expensive to collect for gaze
estimation tasks. Furthermore, the models trained on one dataset may suffer
from error when being applied to unseen scenes.

To address such challenges above and mitigate the dependence on the lim-
ited and expensive annotated gaze data, we propose an unsupervised pipeline to
learn eye gaze representation. Our scheme simulates the 3D reconstruction and
ego-motion estimation approaches to exploit 3D gaze vectors from the refined
eye region depth map. After extracting eye regions and iris landmarks, we pro-
pose to utilize geometric photometric consistency constraints and spatial loss to
guide the learning procedure, thus leading to a more accurate 3D eye shape for
pupil curve surface and the gaze vector inference in 3D space from the surface
normal direction, as shown in Fig. 1. The experimental results demonstrate the
effectiveness of our proposed unsupervised pipeline in predicting eye gazes com-
pared with other most recent supervised approaches. The main contribution of
this work can be summarized as follows:

1. We propose a novel unsupervised approach to learn gaze estimation in
the wild without gaze annotations. To the best of our knowledge, this is the
first work to explore unsupervised learning pipeline on 3D gaze estimation in
the wild images; 2. We estimate the depths around the eye regions and iris
landmarks to generate 3D eyeball and iris models. From experiments, we further
demonstrate the accurate eye region landmark depth estimation is critical for
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3D gaze estimation; 3. We explore to use multi-view image sequences as input to
constrain the designed network. We introduce photo-metric loss constraints and
geometric spatial loss to better refine the depth initialization on the detected
iris landmarks.

2 Related Work

Gaze estimation, a measurement defined by the pupil and eyeball center, is dif-
ficult due to factors influencing accurate results: head pose, image quality, even
gaze in itself. In addition, regressing gaze from natural eye images only is a chal-
lenging task, because a key component for regressing gaze, the eyeball center, is
unobservable in 2D images. Many current approaches’ accuracy deviates from
satisfactory gaze measurements. Generally, gaze estimation can be divided into
model-based [20] and appearance-based methods [6]. Model-based methods esti-
mate the gaze using a geometric eye model and can be further distinguished as
shape-based and corneal-reflection approaches. Several early corneal-reflection
studies are proposed according to eye features which can be detected using the
reflection principle of an external infrared light source on the outermost layer
of the eye and cornea [11,22]. Other works are extended to handle free head
poses using multiple devices or light sources [27,28]. Shape-based methods rely
on the detected eye shape, such as iris edges, pupil center or eyeball, to estimate
the gaze direction [13,17]. Although model-based methods have been applied to
practical applications, the accuracy of such methods is still lower since it depends
on the accuracy of detected eye shape to a large extent.

In contrast to model-based methods, appearance-based methods do not
depend on geometrical features but directly learn a mapping from raw eye
images to 3D gaze direction. The appearance-based approaches still exist several
challenges due to changes in illumination, eye decorations, occlusions and head
motion. Therefore, to overcome these difficulties, appearance-based methods not
only need to introduce large and diverse datasets but also typically introduce
convolutional neural network architectures. Early works on appearance-based
methods are limited to stationary settings and fixed head pose [9,10]. Liang et
al. [9] proposed a gaze estimation model based on appearance with a rapid cali-
bration, which first introduced a local eye appearance Center Symmetric Local
Binary Pattern (CS-LBP) descriptor for each subregion of eye image to generate
an eye appearance feature vector, followed by the spectral clustering to obtain
the supervision information of eye manifolds, and then the subject’s gaze coor-
dinates are estimated by a sparse semi-supervised Gaussian Process Regression
(GPR). More recent appearance-based methods are applied to free head motion
in the front of the camera [13,23–25]. Among them Zhang et al. [23,24] adapted
the LeNet-5 and VGG-16 structure and head pose angles are connected to the
first fully-connected layers. Both methods allow to be used in settings that do
not require any user- or device-specific training.

However, there has not been an unsupervised neural network proposed for
gaze estimation. And most existing approaches target at gaze estimation from
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head-mounted cameras, which is not convenient in many real applications. To
deal with these issues, in this work, we propose an unsupervised deep neural
network method that can be applied to wild image gaze estimation, involving
3D modeling initialization and the exploration of multiple-view geometric spatial
and spectral consistency relationship between image sequences.

3 Unsupervised Gaze Estimation Framework

During the training time, to help the network learn and converge better, a pre-
trained unsupervised spatial transformer network for learning fitted 3D mor-
phable model is utilized to initialize the depth estimation network [2]. Then the
proposed unsupervised ego-motion and depth estimation network is to simul-
taneously update depth values on eye regions and relative gaze motion from
monocular input sequences. The problem can be formalized as follows: given
a pair of consecutive frames It−1 and It, the corresponding depth maps Dt−1

and Dt are generated from the depth network and the relative pose Pt−>t−1

is predicted from the pose network. In addition, our method designs a geomet-
ric spatial loss to overcome depth estimation error caused by the unsupervised
3DMM learning initialization. Furthermore, we generate the synthesized source
image ˜Is by interpolating the target view image It with the predicted depth
map and camera ego-motion and minimize the photometric error between ˜Is
and It, which can optimize the eyeball surface and iris landmark depth estima-
tion. With both spatial and spectral constraints in the learning pipeline, our
proposed pipeline is able to continuously refine the depth and gaze estimation,
as depicted in Fig. 1.

A face expression in 3D morphable model can be expressed of a linear combi-
nation of the deviation from the neutral face, and a face model can be expressed
as a sum of a mean shape, a neural face model and a unique offset as:

£3DMM = £̄ +
∑

i

αi,neural£i,neural +
∑

j

αj,exp£j,exp (1)

where £3DMM is the 3DMM expression for an input image, £̄ is the mean
shape, and £i,neural is the i-th eigenvector from the neural face, and £j,exp is
the i-th eigenvector offset from the mean shape. α is the shape parameters for
each components used to reconstruct the shape. The main goal of the pretraiend
network is to regress the pose and shape parameter θ from each image, and the
θ is a combination of both a 2D translation t, an axis-angle 3D rotation R, a log
scale factor log and shape parameter α, as θ = (R, t, log, α).

The initialization network utilizes a Spatial Transformer Network (STN) to
regress pose and shape parameters with a purely geometric approach. The multi-
view fitting loss, landmark loss and statistical prior shape loss are applied to
guide the network learning. The multi-view fitting loss Lmulti−view is defined
to constrain the sampled feature textures on visible pixels in multiple views
are consistent and symmetric, benefiting from our multi-view input images. The
landmark loss Llandmark is introduced to accelerate the convergence by mini-
mizing the distance between the projected 2D landmark points with the ground
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truth positions with an L2 norm. The statistical prior shape loss Lprior is to
make sure the shape parameters follow a standard multivariate normal distribu-
tion N(0, ID). The comprehensive objective function for depth initialization is a
combination of Lmulti−view, Llandmark and Lprior. The projected 2D landmarks
and the reconstructed 3DMM model are demonstrated in Fig. 2.

Fig. 2. Demonstration of the learned face model for initialization. Left to right: input
image examples with projected landmark points; Learned 3DMM model in 3D space;
Corresponding 2D alignment from the reconstructed 3D model.

Building on top of the depth initialization, we introduce our unsupervised
gaze estimation network to continuously refine the initial depth and infer the
gaze vector from it. The STN-based depth network for regressing face model
parameters is mainly to initialize the face depth value. However, though the ini-
tialization is able to guide the network to generate a coarse depth prediction, it
is not enough to recover fine details in eyeballs and iris regions, resulting in a
limited effect on the final gaze output. This is mainly because 3DMM focuses on
the entire face, and the model is an average estimation of the face shape. Thus,
we propose a photometric consistency with a smoothness term. With the pre-
dicted depth Dt and the relative camera motion Pt−>t−1, the pixel on generated
synthesized image ˜Is(p) can be expressed as KPt−>t−1DtK

−1It(p). The photo-
metric loss is a combination of L1 loss and Structural Similarity Index Metric
(SSIM) [18] loss. L1 shows good robustness to outliners and overall similarity.
Meanwhile, SSIM is better to handle the changes in contrast and illuminance.
Therefore, we take the benefits of both loss constraints. The L1 loss is given as:

Lphoto l1 =
∑

p

∥

∥

∥

˜Is(p) − It(p)
∥

∥

∥

1 (2)

The corresponding SSIM constraint is expressed as:

Lphoto ssim =
1 − SSIM(˜Is(p), It(p))

2
(3)
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Then the full photo-metric error turns into a linear combination of L1 loss and
the SSIM term as:

Lphoto = λ1Lphoto l1 + λ2Lphoto ssim (4)

where λ1 and λ2 are set as 0.15 and 0.85 respectively following [5,21]. As pho-
tometric loss may not be sufficient to prevent small divergent depth values from
occluded regions and low-textured areas, we introduce the texture-aware smooth-
ness term as a penalty term to minimize depth-related Laplacian of Gaussian
(LoG) filter whose each element is weighted by the corresponding image gradient,
described as follows:

Lsmooth =
∥

∥

∥

∥

| �2 (D ⊗ G)|
‖�I‖

∥

∥

∥

∥

1

× 1
‖D‖ (5)

where � and �2 refer to the gradient and Laplacian operator respectively. G
represents a 5 × 5 Gaussian kernel. D and I correspond to the predicted inverse
depth map and input image respectively. The motivation to scale the first term
by dividing the mean depth value is to normalize the output.

As photometric error with smoothness term has a limitation on repeated
and fine regions, we designed a feature-based geometry spatial consistency loss
to deal with this issue. More specifically, benefit from 2D face landmark points,
we force the warped iris keypoints from the source image and the corresponding
key-points on the reference image to share the vertical coordinate. The proposed
feature-based spatial consistency loss is introduced as:

Lspatial =
1
N

∑

N

(˜Yi − Yi)2 (6)

where ˜Yi is the i th spatial Y-axis coordinate of the warped keypoints from the
source image, and the Yi is the spatial Y-axis coordinate of the correspondence.
Their spatial position should be constrained to be close with the predicted depth
map and the relative camera poses. The integrated objective function that is used
to learn the entire network for gaze estimation is given in the following:

Ltotal = λ1Lphoto + λ2Lsmooth + λ3Lspatial (7)

where λ1, λ2 and λ3 are the weights for each constraint introduced above, which
are set to be 1, 0.2 and 0.5 respectively. With the refined depth, we model the
detected 2D landmarks on iris regions as a 2D ellipse in the input image (Fig. 3),
and then project the landmarks into a 3D circle. With the help of the proposed
geometric spatial and spectral constraints, we are able to recover the eyeball
shape more accurately in fine details.

4 Experiments

To evaluate the effectiveness of our proposed pipeline for eye gaze estimation, we
conduct experiments on both MPIIFaceGaze dataset [23] and Columbia Gaze
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dataset [15] containing various face and gaze orientations. We also compare our
proposed pipeline with other recent learning-based gaze estimation methods [25]
and [13] to demonstrate the comparable performance and suitability of our unsu-
pervised approaches for gaze estimation.

Fig. 3. Demonstration of the zoom-in eye regions with the detected iris landmarks and
the predicted depth maps.

4.1 Dataset

Columbia Gaze Dataset [15] comprises 5880 full-face images from 56 individuals
(24 female, 32 male). For each person, images were collected on five horizontal
head poses (0◦, ±15◦, ±30◦), seven horizontal gaze directions (0◦, ±5◦, ±10◦,
±15◦), and three vertical gaze directions (0◦, ±10◦). We process the neighboring
horizontal head poses as adjacent sequences and select 10 males and 10 females
for training, and the rest five individuals (3 males and 2 females) for testing.

MPIIFaceGaze dataset [23] was collected to estimate gaze direction angles. It
contains 213659 images with the corresponding ground truth gaze position of 15
individuals (six females and nine males). We train the network from the selected
10 individuals (four females and six males) and the rest five for evaluation.

4.2 Training Configuration

The proposed learning framework is implemented with PyTorch library. Similar
to [26], we use a snippet of three sequential frames as the input for training.
The second image is processed as the target view to compute the photometric
consistency, spatial back-projection loss, and global scale depth consistency to
minimize their distances. The proposed geometric modeling loss and the smooth-
ness loss are constrained from the predicted depths from the depth network. The
training data is augmented with random scaling, cropping and horizontal flips,
and we set the input image resolution of 640 × 384 for training to keep the similar
ratio between image height and width). Adam optimizer [8] is applied together
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with a batch size of 4, while the learning rate is 2e−3. The entire pipeline is
trained for 50 epochs.

For validating the accuracy of our proposed unsupervised learning based
gaze estimation network, we compare the gaze estimation error of the two eye
rotation variables: Gaze yaw and pitch, where the yaw variation corresponds
to left-right and pitch variation corresponds to top-bottom eye movements. We
compute the mean angular error via cosine similarity in a format of mean errors
in degrees on two datasets, compared with other methods. In the meantime, we
further validate the effectiveness of the proposed method by providing visual
comparison results.

Fig. 4. Visual comparison on gaze estimation between our result and other recent
methods on Columbia Gaze dataset. Ground truth vector is repeated on two eyes.
First row: raw input image with ground truth gaze vector marked in red arrow; Second
row: our result from the proposed full pipeline; Third row: Result from [25] (supervised
network); Fifth row: result from [13] (supervised network).

4.3 Qualitative Results and Analysis

We provide various qualitative experiments on diverse datasets to show the
effectiveness of our methods. In Fig. 4, we show sample results on test data
of Columbia gaze dataset. The predicted gaze vectors in images are drawn in
yellow and the ground truth vectors from the dataset are drawn in red. It can be
observed that, on Columbia dataset, our method achieves similar performance as
[25] and higher accuracy than [13]. On MPIIFaceGaze dataset, as shown in Fig. 5,
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the result presents similar outputs, when detecting and predicting persons at the
same time. Our method tends to predict a slightly larger error compared with
the ground truth annotations, which can be explained by that for far and dark
objects, the predicted depth has a higher uncertainty because of the increase of
the real distance from the camera.

Next, in Fig. 6 we show a depth estimation comparison results, alongside the
reconstructed iris landmarks output in 3D space. We observe that though super-
vised learning 3DMM-based method [14] is able to recover a rough face shape,
the details in eye and iris regions are missing, resulting in a relatively large devi-
ation in the later gaze estimation. Compared with the depths and reconstructed
3D landmarks from [14], the results from our full pipeline take advantages of
both spatial and spectral consistency constraints, and have a smaller distortion
in 3D landmarks.

Fig. 5. Visual comparison on gaze estimation between our result and other recent
methods on MPIIFaceGaze dataset. First row: raw input image with ground truth gaze
vector marked in red arrow; Second row: our result from the proposed full pipeline;
Third row and fourth row: result from supervised methods of [25] and [13].

Table 1. Cross-dataset validation of the mean gaze angular error on two datasets.

Test Train

CAVE MPIIFaceGaze

CAVE – 8.7 (Ours)/9.1 [25]/8.9 [13]

MPIIFaceGaze 7.8 (Ours)/8.6 [25]/7.6 [13] –
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4.4 Quantitative Results and Analysis

We present the mean angular errors compared with other existing methods on
the datasets. In Fig. 7, we separately verify the effectiveness of our methods
on Columbia Gaze dataset and MPIIFaceGaze dataset. In the left sub-figure of
Fig. 7, our proposed unsupervised method achieves 7.2◦ in mean angular error,
compared with 6.7◦ for [25] and 5.6 for [13]. Compared with the supervised
method trained on the same data, our unsupervised method without using any
ground truth annotations is able to generate a comparable result though keeping
slightly higher angular errors. Similar results can be observed in the right sub-
figure of Fig. 7. When compared with other supervised learning approaches, our
proposed unsupervised network presents slightly higher angular errors against
[25] by just 0.5◦ and [13] by 0.6◦.

An ablation analysis is also provided in the Fig. 7. We compare different
components and determine their roles in the framework. We can clearly observe

Fig. 6. Visual comparisons on depth prediction and the corresponding reconstructed
3D iris landmarks between our method and recent supervised method [14] on MPI-
IFaceGaze and Columbia Gaze dataset. First row: raw input image; Second row: depth
predictions from supervised method [14]; Third row: the reconstructed iris landmarks
from [14]; Fourth and fifth rows: Above results from our proposed full pipeline.
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Fig. 7. Left: gaze angular error comparisons on the MPIIFaceGaze dataset: Result
from supervised learning method Zhang et al. [25]; and Park et al. [13]; Result from
our full pipeline; Our result without the proposed unsupervised spatial and spectral
consistency loss; Our result without unsupervised initialization process; Right: 3D gaze
angular error comparisons on the CAVE gaze dataset: Same comparison items as above.

that with the help of the proposed spatial and spectral consistency loss, and
a 3D modeling initialization process, our full pipeline is able to achieve a 7.2◦

angular error on the MPIIFace dataset and 8.3◦ angular error on the CAVE
dataset, compared with an obvious decrease in the settings without the proposed
unsupervised spatial and spectral consistency and 3D modeling initialization
process.

To further validate the effectiveness of our proposed network, we design an
evaluation on cross-dataset. As depicted in Table 1, we report the result of our
proposed network trained on samples from MPIIFaceGaze dataset and test the
performance on Columbia gaze dataset, and the result of our method trained on
Columbia gaze dataset and directly test on MPIIFaceGaze dataset. As observed
in Table 1, our method achieves an error of 8.7◦ on CAVE dataset, and an error
of 7.8◦ on MPIIFaceGaze dataset, which is smaller than supervised methods
[13,25]. It demonstrates the superior performance of our proposed method that
without relying on large amount of labelled gaze data for training, the proposed
method performs better on scenarios without training or fine-tuning.

5 Conclusion

In this work, we propose an unsupervised learning-based method to estimate the
eye gaze in the wild. Extending the 3D modeling initialization, we further pro-
pose photometric consistency constraint and spatial back-projection constraints
to optimize the depth and the curvature modeling effect of the eyeball region.
With 3D modeling initialization, the refined depth maps with our unsupervised
geometrical constraints are able to provide reliable base for gaze estimation.
Experimental results on multiple benchmark datasets demonstrate the compa-
rable effectiveness with other supervised methods and excellent generalization
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ability of our proposed network. With no gaze or 3D ground truth annotations,
our proposed network is able to estimate comparable gaze vectors as supervised
neural network, which can be widely applied in the wild conditions.
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Abstract. Gradient-based visual explanation techniques, such as Grad-CAM and
Grad-CAM++ have been used to interpret how convolutional neural networks
make decisions. But not all techniques can work properly in the task of remote
sensing (RS) image classification. In this paper, after analyzing why Grad-CAM
performs worse than Grad-CAM++ for RS images classification from the per-
spective of weight matrix of gradients, we propose an efficient visual explanation
approach dubbed median-pooling Grad-CAM. It uses median pooling to capture
the main trend of gradients and approximates the contributions of feature maps
with respect to a specific class. We further propose a new evaluation index, con-
fidence drop %, to express the degree of drop of classification accuracy when
occluding the important regions that are captured by the visual saliency. Experi-
ments on two RS image datasets and for two CNN models of VGG and ResNet,
show our proposed method offers a good tradeoff between interpretability and
efficiency of visual explanation for CNN-based models in RS image classifica-
tion. The low time-complexity median-pooling Grad-CAM could provide a good
complement to the gradient-based visual explanation techniques in practice.

Keywords: Visual explanation · Median pooling · CNN networks · Remote
sensing images

1 Introduction

Nowadays, deep learningmodels have excellent performance in various related computer
vision tasks and applications, like image recognition [1] and image classification [2, 3].
However, the deep architecture of thesemodels oftenwork as a “black box” and cannot be
easily understood by looking at their parameters [4], and thus has lower interpretability
than the linear model, decision tree and other simple models. A straightforward visual
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explanation of the deep learning models will be useful to explain how the decisions are
made to human users. This is particularly necessary in risk-averse applications such as
security, health and autonomous navigation, where the reliance of model on the correct
features must be ensured.

More interpretable models have been developed to reveal important patterns in the
deep learning models. In 2014, a deconvolution approach (DeConvNet) [5] is proposed
to better understand what the higher layers represent in a given network. Later, Springen-
berg et al. [6] extended this work and proposed a guided backpropagation (GBP) which
adds an additional guidance signal from the higher layers to usual backpropagation.
These works generate high-resolution saliency maps by performing a gradient ascent in
pixel space. Another method, Local InterpretableModel-Agnostic Explanations (LIME)
[7] works in super-pixel level, generates a set of perturbed samples (super-pixel blocks)
close to the original input image, and trains a linear classifier to generate a local expla-
nation. Its explanation performance is affected by the neighborhood of the input and
perturbed samples, leading to bias in some datasets [8].

Other methods estimate saliency/attribution distribution at intermediate layer of neu-
ral units. Class Activation Map (CAM) [9] computes an attribution map over features
from the last convolutional layer. However, it needs to modify the fully-connected layer
with a Global Average Pooling (GAP) and retrain a linear classifier for each class.
Fukui et al. [10] extended CAM-based model by introducing a branch structure with an
attention mechanism. However, the attention branch is not independent from the image
classification model. Gradient-weighted CAM (Grad-CAM) [11] uses average gradi-
ents to replace the GAP layer to avoid modifying and retraining the original model.
What’s more, by fusing pixel-space GBP with Grad-CAM, Guided Grad-CAM is able
to generate a class-sensitive and high-resolution output to human-interpretability. But
Grad-CAM has issues in capturing the entire object and explaining occurrence of mul-
tiple objects instances, which is considered to affect performance on recognition task
[12]. Grad-CAM++ [12] was therefore proposed to improve the class object capturing,
localization and visual appeal. Later, Omeiza et al. proposed Smooth Grad-CAM++ [13]
by combining Grad-CAM++ with SmoothGrad [14], which alleviates visual diffusion
for saliency maps by averaging over explanations of noisy copies of an input.

All these recent methods aim to produce more visually sharp maps with better local-
ization of objects in the given input images. Their performances were verified on general
image datasets that contain objects such as people, animals and plants (e.g., ImageNet
and Pascal VOC). However, our previous study [15] found that Grad-CAM could not
correctly explain a CNN model’s decision on many ground objects in remote sensing
(RS) images.Wang et al. [16] deemed gradient-based saliency methods suffers from “at-
tribution vanishing”. It is still questionable whyGrad-CAMmakesmistakes andwhether
advanced Grad-based techniques can work well on RS images.

As for evaluating visual explanation methods of neural networks, most existing
methods such as DeConvNet, GBP, CAM, and Grad-CAM, are based on human visual
assessment or localization error with respect to bounding boxes. Recently, Adebayo et al.
[17] focused on measuring the sensitivity of explanations to model and input perturba-
tions. Yang et al. [18] proposed three complementary metrics to evaluate more aspects of
attribution methods with a priori knowledge of relative feature importance. Wang et al.
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[16] proposed DisturbedWeakly Supervised Object Localization (D-WSOL) to evaluate
the reliability of visual saliency methods. Their requirement for ground truth limits the
applicability [8]. Zhang et al. [8] targeted at a unified evaluation without ground-truth,
and evaluated objectiveness, completeness, robustness and commonness of the explana-
tion methods. However, pixel-wised metrics of objectiveness and completeness cannot
be applied to gradient-based methods such as Grad-CAM. Chattopadhyay et al. [12]
proposed to evaluate the faithfulness of Grad-CAM++ by inferring the accuracy drop,
confidence increase, and contrastive win between two compared methods upon unim-
portant regions occlusion. We argue these metrics cannot fully evaluate the precision
of explanations, as a method producing boarder saliency regions can also achieve high
faithfulness.

From the literatures, two main questions are drawn out: (1) How do Grad-CAM and
its variations behave in visual explanation for CNN models on remote sensing images?
(2) Can we provide an efficient inference level visual explanation method for CNN
models? In this paper, while solving these questions, we make the below contributions:

• A median pooling Grad-CAM that can better localize objects than Grad-CAM in
a saliency map. The median pooling Grad-CAM has much lower cost than Grad-
CAM++, but almost identical performance.

• A new evaluation metric for gradient-based visual explanation method, named confi-
dence drop%. It directly observes themodel’s confidence drop in occluding important
regions that are determined by the visual explanation method. A higher drop means a
more precise importance localization in a saliency map.

• An extensive experiment to compare different Grad-CAM based visual explanation
techniques. It demonstrates the performance of these techniques in different remote
sensing image datasets and for different CNN models.

2 Gradient-Based Visual Explanation on Remote Sensing Image
Classification

This section aims to demonstrate how the gradient-based techniques visually explain a
CNN model in the task of RS image classification, and discuss the underlying reasons.

2.1 Introduction to Grad-CAM Techniques

Grad-CAM. Given the score yc for class c, the gradient matrix Gc
k of yc with respect

to kth feature map Ak ∈ R
u×v can be computed by (1). n is the size of a feature map

in one layer of CNN model. Grad-CAM computes global-average-pooled Gc
k to obtain

the weight of kth feature map, αc
k . It can be expressed by (2) and (3), where W is a

weight matrix filled by the inverse of the number of matrix elements in Gc
k , and αc

k is
the sum of Hadamard multiplication (◦) of Gc

k and Wc
k . The αc

k is regarded as a key
parameter to decide contributions of different parts of feature map in Grad-CAM. The
class-specific saliency map Lc is then computed as a weighted combination of feature
maps and remains only positive values by a ReLU. This coarse saliency map is then
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normalized for final visualization and interpretation as a heat map. Except that, Grad-
CAM fuses the nature of GBP via point-wise multiplication to produce high-resolution
pixel-space visual explanation.
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Grad-CAM++. In Grad-CAM++,Wc
k is a weight matrix about the contribution of each

location. Its element wc,k
ij , as expressed by (5), is computed with the 1st, 2nd and 3rd

order partial derivatives with respect to Ak
ij, and simplified using Sc as the penultimate

layer scores for class c, yc = exp(Sc)∑
k exp(Sk)

.Then, αc
k is computed by (6).
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Smooth Grad-CAM++ combines the methods from two techniques, Grad-CAM++ and
SmoothGrad. It adds Gaussian noise to the original input to generate multiple noised
sample images. The process of obtaining Lc is the same as Grad-CAM++, except theGc

k
andWc

k are calculated by averaging all noised inputs. Benefiting from small perturbations
of a given image, Smooth Grad-CAM++ performs better in both object localization and
multiple occurrences of an object of same class than Grad-CAM and Grad-CAM++.
However, the cost is high computing complexity.

2.2 Performance Analysis of Grad-CAM Techniques

To analyze the performance of Grad-CAM techniques on RS image classification, we
follow the previous study [15] and used UCMerced Land Use (UCGS) [2] as the dataset,
of which details are described in Sect. 4.1. The image classification CNN model is the
VGG16 [1] pretrained with ImageNet dataset. It was retrained using UCGS. Then both
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Grad-CAM and Grad-CAM++ were implemented on the VGG16. Finally, we generated
saliency maps by Grad-CAM or Grad-CAM++ for analysis. Smooth Grad-CAM++ is
not presented here because its basic process is the same as Grad-CAM++.

Figure 1 shows some examples of Grad-CAM and Grad-CAM++, including a
heat/saliency map and a guided propagation map for each image. As shown in Fig. 1,
the heatmaps generated by Grad-CAM highlight the regions that do not match human
interpretation for some RS images (e.g., “airplane” and “harbor” in the first two rows of
Fig. 1). This is consistent with the conclusion in [15]. Chattopadhyay et al. [12] deemed
the drawback of Grad-CAM lies in it cannot localize the entire region of a single object
and multiple occurrences of the same class. Based on its performance on RS images,
Grad-CAM localizes wrong regions sometimes. Previous study [15] considered this was
because the effect of negative gradients is filtered out by the ReLU operation. However,
Grad-CAM ++ using the same operation gets right results. We are interested in the real
reason behind this phenomenon.

Comparing the formulas (2) and (5) given in Sect. 2.1, we know that the weights
of gradients Wc

k determine the difference between Grad-CAM and Grad-CAM++. To
intuitively illustrate how they are working, we take one of k feature maps of the last
convolutional layer, and compute its gradient matrix for a specific class as well as the
weight matrices used by Grad-CAM and Grad-CAM++, shown in 3D charts in Fig. 2.
In Fig. 2(a), the gradients of a 14×14 pixel feature map have different values, where
negative values can be ignored as they will be eliminated by a later ReLU operation.
Grad-CAM that multiplies the gradient matrix (Fig. 2(a)) with a constant weight matrix
(Fig. 2(b)), treats all the gradients equally, against the fact that not all of gradients
contribute to explain a specific class. The consequence is some of gradients that possibly
belong to another class are considered equally,while the importance of useful gradients is
reducedbyaveraging. Furthermore,whenGrad-CAMaccumulates the average-weighted
gradients of k feature maps to produce the saliencymap, it hardly represents the different
importance of different feature maps. As a result, some important gradients may have
smaller values than other irrelevant gradients, leading to a totally opposite saliency
map or confusing conclusion in visual explanation, like Fig. 1 “airplane”. The weight
matrix of Grad-CAM++ shown in Fig. 2(c) enlarges the impact of some gradients while
eliminates other gradients to zero. According to the formula (5), the weight matrix based
on the 1st and 2nd order partial derivatives of gradients, will sharpen the sensitivity of
gradients for the specific class and avoid the influence of gradients belonging to other
classes. Our analysis concludes that the problem of Grad-CAM is mainly due to its
global average pooling for gradients. Grad-CAM++ is effective in visual explanation
but is computational complicated.

3 Approach

3.1 Median-Pooling Grad-CAM

Considering the above-mentioned issues, we propose a solution: using median-pooled
gradients of feature maps to approximate the contributions of feature maps with respect
to a specific class. An overview of median-pooling Grad-CAM (MP Grad-CAM for
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short) is shown in Fig. 3. It should be pointed out that any convolutional layer can be
visualized, simply by backpropagating the classification score to that layer.

Fig. 1. Saliency maps generated by Grad-CAM and Grad-CAM++ for VGG16. (From top to
bottom are airplane, harbor, agriculture and beach).

Fig. 2. (a) the gradients of kth feature map; (b) the global averaging weights of Grad-CAM; (c)
the combined weights computed by Grad-CAM++.

Fig. 3. An overview of Median-pooling Grad-CAM.

In details, we use the values of median-pooled gradients to fill the weight matrixWc
k ,

as computed by (7) and (8). Because of the existence of zero values in backpropagation
of a specific class, wiping out invalid values before median-pooling is necessary. Then,
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substitute (8) into (3) and (4) to compute αc
k and Lc.

Mc
k = Median(

{
x|x = ∂yc

∂Ak
ij

& x �= 0, i, j ∈ [1, n]

}
) (7)
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k

⎤
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The median of gradients is the value of the middle data point in ascending order. It
can measure the central tendency of the gradients in each feature map, it is especially
good for skewed distribution of data and not affected by outliers (/noises). Considering
remote sensing images are vulnerable to pulse noises, median pooling is suitable to
reduce the effect of noises. Furthermore, MP Grad-CAM can generate different weight
matrices for different feature maps, and thus it can capture the importance of the feature
maps in representing objects. Although the median-pooled matrix gives the same weight
to the gradients in one feature map, when the mean value of gradients is small it can
better stretch the absolute difference of the gradients than average pooling. This may
help restrain relative importance of irrelevant gradients for a specific class.

3.2 Computation Complexity

MPGrad-CAMhas a great advantage in computation complexity overGrad-CAM++and
its variations. Since the difference among the gradient-based methods is mainly about
the weight matrix Wc

k , we only need to analyze the time complexity of computing this
matrix. Let n be the number of gradients in each of k feature maps. For Grad-CAM++, it
takesO

(
n4

)
to compute weight matrixWc

k using (5). For Smooth Grad-CAM++, if using
m noised images, the time complexity is O

(
mn4

)
. The simplest Grad-CAM only takes

O(1), but it gives unacceptable explanation sometimes. In MP Grad-CAM, the time to
find the median is O(nlogn), and the n will be small as there are a lot of zero gradients
which are not involved into computation.

3.3 Evaluation Metric of Confidence Drop

Human assessment to the performance of visual explanation techniques is direct by
viewing the heatmaps generated by various techniques, being limited to the viewed
images. It is required to obtain more comprehensive assessment by objective metrics.

When evaluating Grad-CAM++, Chattopadhay et al. [12] proposed three metrics
to measure the faithfulness change of a CNN model after occluding parts of the input
image according to their importance in model decision-making as determined by the
visual explanation method. These metrics are: (i) Average Drop % measures the total
percentage of decrease of model’s confidence after occlusion in a given set of images;
(ii) % Increase in Confidence measures the number of times in a given set of images,
the model’s confidence increased upon occlusion; (iii) Win % compares the contrastive
effectiveness of the explanationmaps of twomethods. It measures the number of times in
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a given set of images, the fall in themodel’s confidence for an explanationmap generated
by method A is less than that by method B. (Refer to [12] for more details).

As all the three metrics are upon occluding unimportant parts of an image, they focus
on whether unhighlighted regions are important to the model decision. Considering the
following situation: if amethod generates a slightly larger area of the unimportant regions
than another method, the faithfulness of these twomethods probably will not be different
based on the three metrics. However, the former has a less precision of the highlighted
regions.

To directly reveal the precision of visual explanation to the importance in model
decision-making, we propose a new metric: confidence drop % measures the decrease
of confidence for a particular class in images after occluding important regions. It is

formally expressed as
(∑N

i=1
max(0,Y c

i −Hc
i )

Y c
i

)
× 100. Y c

i refers to the model’s output

score (confidence) for class c for the ith image. Hc
i is the score to the same model’s

confidence in class c with important regions of ith input image occluded. The summation
is over all the images in a given dataset. The max function ensures no negative values
are accounted. Occluding parts of an image would mostly lower the confidence of the
model in its decision. If the occluded parts are significant for the model decision, the fall
of the model output score is expected to be high. Therefore, the higher the confidence
drop %, the better the visual explanation technique.

4 Experiments

We carried out experiments to compare the performance of MP Grad-CAM with Grad-
CAM, Grad-CAM++ and Smooth Grad-CAM for explaining CNN models. Besides,
in order to elaborate why max-pooling is not considered, we also implemented a max-
pooling Grad-CAM (hereafter MXGrad-CAM). It takes the same structure of MPGrad-
CAM, except that it uses the maximum value of gradients in the weight matrix. Other
recent methods [10, 16] are not compared because they are integrated with the original
classification model, modifying the training loss of the original model.

4.1 Datasets

Two different remote sensing datasets are used. One is UC Merced Land Use dataset
(UCGS) [2], which 21 kinds of land scenes cover various urban areas across the United
States. A total of 2100 images in UCGS, each is 256 × 256 pixels and each pixel
resolution is 1 foot. The other is SIRI-WHU dataset [20], which is sourced from Google
Earth andmainly covers urban areas inChina in 2mof spatial resolution. The SIRI-WHU
is composed of 2400 images organized in 12 classes. Each image is 200 × 200 pixels.
Since the two remote sensing datasets are acquired by different sensors and contain scene
images of different regions, the experimentswith themcan further demonstrate the ability
of different visual explanation methods. To train a CNN network, data argument was
executed by rotating 90°, 180°, 270° and mirroring the raw images. The split ratio of
training and testing dataset is 8:2. The following results are on the testing dataset.
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4.2 Results on Remote Sensing Images

To ensure the results are not affected by CNNmodels, the experiments were run for two
classicCNNmodels:VGG-16 [1] andResnet-34 [19].Wedemonstratevisual explanation
results in Fig. 4 andFig. 5 and objective evaluation results in Table 1, 2, 3 and 4.

Visual Explanation. Figure 4 presents the visual explanation maps from the last con-
volution layer of VGG16 for some remote sensing images from UCGS and SIRI-WHU,
respectively. We can see that MP Grad-CAM outputs similar results with Grad-CAM++
and Smooth Grad-CAM++, and it successfully fixes the problem of Grad-CAM in local-
izing “airplane”. MXGrad-CAM is similar with Grad-CAM and cannot produce correct
saliency map on the “airplane” image. For the Resnet-34 network, Fig. 5 show the
results from the 27th layer, in order to testify the capability of visualizing a layer at the
interference level of the model prediction process.

Fig. 4. Comparison of visual explanation results generated by Grad-CAM, MX Grad-CAM, MP
Grad-CAM, Grad-CAM++ and Smooth Grad-CAM++ for VGG16model. The images from top to
bottom are agriculture, airplane, beach (fromUCGS) and river, overpass, park (from SIRI-WHU).

We found that although MP Grad-CAM produces the heatmaps covering less areas
than Grad-CAM++ and Smooth Grad CAM++, its highlights are reasonable and its
guided propagation maps extract objects completely in most cases. Comparing Fig. 4
with Fig. 5, it can also be observed the heatmaps of different CNN models (VGG16 and
ResNet-34) are different. In addition, MX Grad-CAM is sensitive to the change of CNN
models.

Objective Evaluation. Table 1 for VGG16 and Table 2 for ResNet-34 list the scores
calculated using both the three metrics suggested by Chattopadhay et al. [12] and our
proposed new metric confidence drop %. Except for Average Drop %, which is the
lower the better, other metrics are the higher the better. When calculating Win %, we
first computed the contrastive value betweenGrad-CAMand each of other fourmethods,
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Fig. 5. Comparison of visual explanation results generated by Grad-CAM, MX Grad-CAM, MP
Grad-CAM, Grad-CAM++ and Smooth Grad-CAM++ for Resnet-34 model

then rescaled each pair of wins by taking the win of Grad-CAM as 1, finally recalculated
the ratio of each method to the sum of wins. This results in the accumulated win %
of all the methods is 100, allowing comparison among more than two methods. These
objective results confirm that MP Grad-CAM greatly improves the visual explanation
with global average pooling. It is also much better than MX Grad-CAM. The objective
scores are consistent with those demonstrated in Fig. 4 and Fig. 5.

Table 1. Objective evaluation for VGG16 network

Method Dataset Average drop % % Incr. in
confidence

Win% Confidence drop
%

Grad-CAM USGS 52.32 1.43 6.03 39.29

SIRI-WHU 34.44 4.55 4.67 32.17

MX
Grad-CAM

USGS 48.44 2.38 10.88 47.16

SIRI-WHU 28.00 6.57 22.55 35.70

MP Grad-CAM USGS 32.50 5.87 27.87 56.92

SIRI-WHU 18.68 10.10 24.17 36.63

Grad-CAM++ USGS 29.10 9.21 37.61 57.26

SIRI-WHU 18.05 11.62 24.36 37.58

Smooth
Grad-CAM++

USGS 32.26 7.62 28.49 57.29

SIRI-WHU 20.04 11.11 24.25 37.49

For the VGG16 network in Table 1, MP Grad-CAM has achieved a close perfor-
mance to Grad-CAM++ and Smooth Grad-CAM++, based on the index of Confidence
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Table 2. Objective evaluation for ResNet-34 network

Method Dataset Average drop % % Incr. in
confidence

Win% Confidence drop
%

Grad-CAM USGS 53.372 4.202 7.31 34.819

SIRI-WHU 56.692 1.010 12.94 12.841

MX
Grad-CAM

USGS 58.139 0.935 7.11 39.530

SIRI-WHU 57.605 1.010 15.53 23.442

MP Grad-CAM USGS 51.633 3.244 12.69 41.168

SIRI-WHU 46.120 1.515 23.66 38.812

Grad-CAM++ USGS 41.380 7.742 42.39 51.357

SIRI-WHU 35.291 2.525 19.49 50.539

Smooth
Grad-CAM++

USGS 43.372 7.395 30.51 49.297

SIRI-WHU 42.096 2.020 28.38 45.986

Drop%. This indicates that MP Grad-CAM is able to localize the important parts for
explaining the model’s decision. Meanwhile, it is slightly worse based on the metrics
upon occlusions in unimportant regions (e.g., % Incr. In Confidence). This means it is
less accurate to weight the significance of the important regions. This is expected, given
the fact the weight matrix by MP Grad-CAM is constant for each feature map.

Comparing Table 1 and Table 2, Resnet-34 show worse performance than VGG16.
This is because a layer visualization only explains what have been learned by a CNN
model at a certain level. As the coverage of the heatmaps are different (as shown in
Fig. 5), the score differences among these visual explanation techniques are large, even
between Grad-CAM++ and Smooth Grad CAM++. This raises a question whether these
occlusion-basedmetrics are appropriate tomeasure the performance of a visual technique
in explaining layer-wise (and/or neuron-wise) decision of a deep learning model.

Overall, Grad-CAM++ achieves the best performance. This is different from our
expectation—the Smooth Grad-CAM++ would be the best because it is an advanced
version of Grad-CAM++. This might be because the RS image classification is more
dependent on a wholistic view of the image (e.g., the class “agriculture”), which is
reached more by Grad-CAM++ than Smooth Grad-CAM++. Meanwhile, MP Grad-
CAM gives a good wholistic view due to the use of median-pooling, as a result it is
suitable for visual explanation of a model decision in RS classification tasks.

5 Conclusion

An efficient visual explanation technique can help our understanding of internal work-
ings of a trained deep convolutional neural network at the inference stage. In this paper,
through the analysis on Grad-CAM and Grad-CAM++methods for the task of RS image
classification, we provide better insights on these visual explanation techniques and the
workings of weighting gradients of feature maps. Then, we proposedMPGrad-CAM, an
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efficient visual mapping for deep convolutional neural network in RS image classifica-
tion. We also proposed a new metric of confidence drop % to provide more comprehen-
sive assessment of the performance of visual explanation techniques. The proposed MP
Grad-CAMwith the computing complexity O(nlogn), is more efficient than the compa-
rable methods Grad-CAM++ and Smooth Grad-CAM++. Comparison experiments on
different RS datasets and different CNN networks show that MP Grad-CAM performs
well in object localization. During the experiments, we identified the existing evalua-
tion metrics for visual explanation methods are problematic to judge the layer-wise or
neuron-wise interpretation of a model decision. This should be considered in the future
work. Future works also involve further investigations to extend this technique to handle
various application scenarios and network architectures.
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Abstract. Few-shot learning aims to learn a classifier that classifies
unseen classes well with limited labeled samples. Existing meta learning-
based works, whether graph neural network or other baseline approaches
in few-shot learning, has benefited from the meta-learning process with
episodic tasks to enhance the generalization ability. However, the per-
formance of meta-learning is greatly affected by the initial embedding
network, due to the limited number of samples. In this paper, we pro-
pose a novel Multi-granularity Recurrent Attention Graph Neural Net-
work (MRA-GNN), which employs Multi-granularity graph to achieve
better generalization ability for few-shot learning. We first construct the
Local Proposal Network (LPN) based on attention to generate local
images from foreground images. The intra-cluster similarity and the
inter-cluster dissimilarity are considered in the local images to generate
discriminative features. Finally, we take the local images and original
images as the input of multi-grained GNN models to perform classifica-
tion. We evaluate our work by extensive comparisons with previous GNN
approaches and other baseline methods on two benchmark datasets (i.e.,
miniImageNet and CUB). The experimental study on both of the super-
vised and semi-supervised few-shot image classification tasks demon-
strates the proposed MRA-GNN significantly improves the performances
and achieves the state-of-the-art results we know.

Keywords: Few-shot learning · Multi-granularity · Graph neural
network

1 Introduction

Deep learning has shown great success in various computer vision applications
such as image classification and object detection. However, a large amount of
labeled data and tedious manual tuning is needed for training to achieve excel-
lent performance. Hence, various challenges such as data shortage and expensive
c© Springer Nature Switzerland AG 2021
J. Lokoč et al. (Eds.): MMM 2021, LNCS 12573, pp. 147–158, 2021.
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manual annotation limit the applicability of deep learning models to new cate-
gories. Few-shot learning (FSL) is proposed to tackle this problem. Using prior
knowledge, FSL can rapidly generalize to new tasks containing only a few sam-
ples with supervised information [22]. Recently, many studies have sprung up
on one/few-shot learning and zero-shot learning [9,18,20,23,24]. In contrast to
the conventional deep learning methods, few-shot learning aims to recognize a
set of target classes by using the prior knowledge learned from sufficient labelled
samples from a set of source classes and only few labelled samples from the tar-
get classes. Few-shot learning is confronted with the challenges of data scarcity
and poor generalization ability [22,23]. To some extent, data enhancement and
regularization can reduce the risk of overfitting, however, they still cannot solve
it. In few-shot learning, the training stage typically adopts the meta-learning
method, so that the model can identify new classes automatically and efficiently
with few labels only through fine-tuning.

Recently, graph neural networks have become increasingly interesting to
researchers in the field of deep learning. The concept of GNN was first proposed
by Gori et al. [7] to process graph structure data in a recursive neural network
manner. Subsequently, Scarselli et al. [17] further elaborated on GNN. Since
then, GNN has been continuously improved, expanded, and advanced [2,12].
GNN is a deep learning method in non-Euclidean fields, a neural network that
runs directly on graphs. In essence, each node of the graph is related to the label
and depends on each other. One typical application of GNN is to classify nodes
in the graph structure. The GNN [5] for few-shot Learning is a node-labeling
framework, which predicts the node-labels on the graph. Obviously, it is also
reasonable to classify the edges in the graph structure. The EGNN is an edge-
labeling framework, which predicts the edge-labels on the graph by iteratively
updating the edge-labels. Due to GNN’s powerful ability to model the depen-
dence of nodes in the graph, GNN has also made a significant contribution to
the study of few-shot learning [5,9,13].

In this paper, we propose a novel Multi-granularity Recurrent Attention
Graph Neural Network (MRA-GNN) for Few-shot learning. Firstly, foreground
images are extracted from the sample images by the saliency network to mitigate
the negative impact of complicated environment. Furthermore, we employ the
Local Proposal Network based on attention mechanism to generate local images
with intra-cluster similarity and the inter-cluster dissimilarity from foreground
images. Then, the local images and original images are embedded as multi-
granularity images and accepted as the input of GNN models. The classification
results of the multi-granularity images in the query set are fused. Different from
the GNN [5] or the EGNN [9], the proposed MRA-GNN employs LPN to enlarge
the number of effective samples to reduce the risk of overfitting and enhance the
generalization ability of model instead of just training the embedding network,
despite the adoption of reasoning mechanism based on graph neural network.

Our contributions can be summarized as follows:

– We propose a novel Multi-granularity Recurrent Attention Graph Neural Net-
work (MRA-GNN) for Few-shot learning.
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– We propose a significant local proposal network based on attention mecha-
nism, which can generate additional local images with intra-cluster similarity
and the inter-cluster dissimilarity.

– We acquire the local images via LPN to expand the volume of effective sam-
ples, and then the multi-granularity images are embedded into GNN, which
can reduce the risk of overfitting and enhance the generalization ability.

– We evaluate our approach on two benchmark datasets for few-shot learn-
ing, namely miniImageNet and CUB. On both of the supervised and semi-
supervised image classification tasks for few-shot learning, the experimental
results show that the proposed MRA-GNN outperforms the state-of-the-art
methods on both datasets.

2 Related Works

Few-Shot Learning. In recent years, the approach for few-shot image classi-
fication based on representation learning has gradually become the mainstream
method. Siamese Network [11] train a two-way neural network in a supervised
manner, and exploits simple metric learning to represent the distance of sample
pairs. Compared with the Siamese Network, Match Network [20] constructs dif-
ferent feature encoders for the support set and query set by end-to-end nearest
neighbor classification, calculates the similarity between test samples and sup-
port samples, and the final classification of test samples is a weighted sum of
the predicted values of the support set. The Prototype Network [18] takes the
center of the mean value of the support set of each category in the embedded
space as the prototype expression of the category, which turns the problem of
few-shot learning into the nearest neighbor problem in the embedded space. Rela-
tion Network [19] changes the previous single and fixed measurement method,
and improves the similarity expression between samples from different tasks by
training a neural network (such as CNN). Node-labeling graph neural network [5]
and edge-labeling graph neural network [9] integrate the similarity measurement
between samples into the graph network and serve as the basis for updating
nodes.

Graph Neural Network. The Graph Neural Network is the natural exten-
sion of the Convolutional Neural Network in non-Euclidean space. GNN was
first proposed by Scarselli et al. [17], and many variants have been generated
since then. Recently, some GNN methods for few-shot learning have been pro-
posed. To be specific, Garcia and Bruna [5] first proposed to build a graphical
model for few-shot learning where all examples of the support set and the query
set are densely connected. The embedding features of each labeled and unla-
beled sample (e.g., the outputs of a convolutional neural network, etc.) and the
given label (e.g., one-hot encoded label) are used as nodes of the graph net-
work. Then, the features of nodes are updated from neighborhood aggregation.
Through the messaging inference mechanism of the graph neural network, the
labels of unlabeled samples are predicted. The EGNN [9] explicitly models the
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intra-cluster similarity and inter-cluster dissimilarity, and takes the similarity as
the edge, and propagates the encoded label between the whole support set and
the query set through the previous edge feature value and the updated similar-
ities. WDAE-GNN [6] performs knowledge transfer between the base classifier
and the new classifier by transmitting the weights of all classifiers to a Graph
Neural Network-based Denoising Autoencoder.

Fig. 1. Pipeline of proposed framework (a) the pre-training saliency network, (b) local
proposal network, and (c) multi-granularity graph neural network.

3 The Proposed Method

In this section, we describes the Multi-granularity Recurrent Attention Graph
Neural Network (MRAGNN) for Few-shot learning in detail, as it is shown in
Fig. 1.

3.1 Model

The proposed MRAGNN framework shown in Fig. 1 is mainly composed of
three parts :(a) the pre-training Saliency Network, which is used to generate
foreground images, (b) the Local Proposal Network, which extracts local images
with significant intra-cluster similarity and the inter-cluster dissimilarity, (c) the
Multi-granularity Graph Neural Network, which contains an embedding layer
and GNN for final.

The Pre-training Saliency Network. Human vision can actively allocate
limited resources to useful information so as to prioritize the most valuable data,
when processing input. Similarly, machine vision can also detect the significance
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region to judge the importance of the visual information. Generally, scenes with
more abrupt features shall attract human attention more than other regions.
Therefore, we expect to obtain the image foreground related to human attention
through a Saliency Network when carrying out the few-shot classification task.
As one of the main research contents in the field of object detection, Salient
Object Detection has relatively advanced theories and techniques. Therefore,
in this paper, we learn the saliency network S from the work of Xuebin Qin
et al. [14], and obtain the foreground images in an unsupervised way.

Consider an image I which is passed through the saliency network S to extract
the corresponding saliency map S(I), the foreground F can be expressed as
follows:

F = S(I) � I (1)

Where � is the Hadamard product.

Local Proposal Network. The Local Proposal Network is a designed to gen-
erate significant local foreground images based on attentional mechanism, which
can represent intra-cluster similarity and the inter-cluster dissimilarity. The spe-
cific structure of LPN is shown in Fig. 2.

Fig. 2. Structure of the Local Proposal Network.

As it is shown in Fig. 2, we extracts features from the input image and
obtains the significant local region. In detail, the foreground image of the original
images was taken as the input x. After a series of convolution operations, the
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feature information of the input image was extracted represented as ϕ (x), where
ϕ(·) represents the feature extraction network. To obtain the coordinates of the
significant region of the input image, we add a global pooling layer and two full
connection layers. The last full connection layer has three channels and returns
the center of the local region. It can be expressed as follows:

[x0, y0, l0] = g (ϕ (x))
xl = x0 − l0, xr = x0 + l0
y1 = y0 − l0, yr = yd + l0

(2)

[x0, y0, l0] represents the center coordinates of the selected square local region.
xl and xr are the boundary of this region on the x-axis respectively. yl and yr
are the boundary of this region on the y-axis respectively.

Then we enlarge the significant local region identified by the locating, includ-
ing two stages: cropping and zooming. With the coordinates of local region, the
coarse-grained image can be cropped and zoomed in to get a finer local image.
To ensure that the LPN network can be optimized during training, a continuous
attention mask function M(·) [4] is set up.

M(·) = [h (x − xl) − h (x − xr)] ∗ [h (y − yl) − h (y − yr)]
h(x) = 1

1+e−kx

(3)

where h(x) is a logistic regression function. When k is large enough, if the pixel is
in the selected square region (i.e., xl ≤ x ≤ xr and yl ≤ y ≤ yr), the value of the
function M(·) are one, whereas M(·) = 0. Therefore, the cropping operation can
be implemented by an element-wise multiplication be-tween the original image
at coarser scales and an attention mask M(·), which can be computed as:

x∗ = x � M(·) (4)

we use bilinear interpolation to zoom in the x∗. Therefore, we can obtain
the discriminatively local image x

′
through LPA network, which can represent

intra-cluster similarity and the inter-cluster dissimilarity of the samples.

Multi-granularity Graph Neural Network. The Multi-granularity classifi-
cation model is described in this section, as it is shown in Fig. 1 part (c). For-
mally, the Multi-granularity Graph Neural Network (MGNN) is a multi-layer
network that operates on graphs G = (V,E) by structuring their computa-
tions according to the graph connectivity. i.e., at each MGNN layer the feature
responses of a node are computed based on the neighboring nodes defined by
the adjacency graph. The MGNN input consists of unlabeled and labeled images
in our methods. Let G = (V,E; T ) be the graph constructed with samples from
the task T , where V := {Vi}i=1,...,|N | and E := {Eij}i,j=1,...,|N | denote the set
of nodes and edges of the graph, respectively. |N | = C × K + M is the total
number of samples in the task T . And, for all the images Xi =

{
xi, x

′
i

}
∈ T , the
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one-hot encoding of the label yi is concatenated with the embedding features of
the image as the input of the MGNN.

v
(0)
i = (ψ (Xi) , h (yi)) (5)

Here i = 1, . . . , |N | and h (yi) ∈ R
k
+ is the one-hot encoding of the label.

The ψ(·) is a embedding network composed of four convolutional blocks and one
fully-connected layer, shown in the Fig. 3.

Given all the nodes with different granularity, a fully-connected graph can
be initially constructed, where each node represents each sample, and each edge
represents the similarity between two connected nodes. So, we can get the edge
feature emn as follows:

e(0)mn = fsim

(
v(0)
m , v(0)

n

)
(6)

Where v
(0)
m , v

(0)
n ∈

{
v
(0)
i

}
i=1,...,|N |

and fsim(·) is a symmetric metric function.

In this work, we consider it as a neural network. Then, we update the node
representation at layer l with the neighbor node v

(t−1)
n of each node and the

edge feature e
(l−1)
mn from the layer l − 1.

v(l)
m = v(l−1)

m +
∑
n

e(l−1)
mn · v(l−1)

n (7)

After L layer of node and edge feature up-dates, the prediction of our model
can be obtained from the final edge feature. In order to obtain the final clas-
sification labels, we weighted average the result vectors of the input of multi-
granularity at the last layer as follows:

y = δ · y(L) + y
′(L) (8)

The δ is the weight parameter. y
′(L) and ỹ(L)) represent the prediction label

of the significant local samples through LPN network and the original testing
sample in the last layer respectively.

3.2 Training

Given T training tasks {T train
t }Tt=1 at a certain iteration during the episodic

training, the parameters of the proposed MRA-GNN are trained by minimizing
the following loss function:

L(X) = Lcls(Ỹ , Y ) (9)

Ỹ denotes the final predicted label for the all samples in the union support
set and query set, and Y denotes the ground truth label vector, respectively.
And, the classification loss function Lclsis computed as:

P (ỹi = j|xi) =
exp(y∗

ij)
∑c

k=1 exp(y∗
ik)

Lcls(Ỹ , Y ) =
∑C×K+M

i=1

∑C
j=1 −σ (yi == j) log (P (ỹi = j|xi))

(10)
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Where yi means the ground-truth label of xi and σ(·) is an indicator function,
σ(a) = 1 if a is true and 0 otherwise. And y∗

ij denotes the jth component of
predicted label y∗

i from label propagation.

4 Experiments

For the supervised and semi-supervised experiments of few-shot learning, in this
section, we evaluated and compared our proposed method with several state-of-
art work on miniImageNet [20] and CUB-200-2011 [21].

4.1 Datasets

miniImageNet. The miniImageNet dataset is a benchmark dataset for few-shot
image classification by Vinyalset al. [20] derived from the original ILSVRC-12
dataset Krizhevsky et al. [16]. It contains 60,000 images from 100 different classes
with 600 samples per class. And, all the images are RGB colored, and resized
to 84 × 84 pixels, are 84 × 84 RGB images. In order to ensure the fairness of
the experiment, we also use the splits proposed by Ravi & Larochelle [15], which
divides the dataset into 64 classes for training, 16 classes for validation, and 20
classes for testing.

CUB. The CUB-200-2011 dataset [21] (referred to as the CUB hereafter) has
widely used for FSL. The CUB dataset consists of 200 bird species and 11,788
images in total. And, the number of images per class is less than 60. Following
the evaluation protocol of Hilliard et al. [8], we randomly split CUB into 100
training classes, 50 validation classes, and 50 test classes. Each image is also
resized to 84 × 84 pixels.

Fig. 3. Detailed architecture of the embedding.

4.2 Experimental Setups

Following Snell et al. [18], we adopt the episodic training procedure, i.e, we
sample a set of C-way K-shot training tasks to mimic the C-way K-shot test
problems. We conducted 5-way 5-shot and 5-way 1-shot experiments for both
datasets, which are the standard few-shot learning settings. For feature embed-
ding module, we adopt a widely-used CNN [18,19] in most few-shot learning
models as the feature embedding function module described in detail in Fig. 3.
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Moreover, All our models were trained with Adam [10] and an initial learning
rate of 10−3. For miniImageNet, we cut the learning rate in half every 15,000
episodes while for CUB, we cut the learning rate every 5, 000 episodes. Although
both transductive and non-transductive test strategies are followed in [9], we only
take the non-transductive test strategy on board for fair comparison, since most
of the state-of-the-art FSL methods are non-transductive.

4.3 Few-Shot Classification

The few-shot classification performance of the proposed MRA-GNN model for
miniImageNet and CUB is compared with several state-of-the-art models in
Table 1 and Table 2 (All results average accuracies with 95% confidence inter-
vals).

Table 1. Few-shot classification accuracies on miniImageNet.

Model 5-way Acc

1-shot 5-shot

MAML (Finn et al. 2017) 48.70 63.11

PROTO NET (Higher Way)(Snell et al. 2017) 49.42 68.20

RELATION NET c(Sung et al. 2018) 51.38 67.07

TPN(Liu et al. 2019) 49.42 68.20

EGNN(Kim et al. 2019) 52.86 66.85

GNN(Garcia et al. 2018) 50.33 66.41

MRAGNN-LPN 46.39 62.73

MRA-GNN 61.58 78.05

As it is shown in Table 1, MRA-GNN we proposed shows the best perfor-
mance in 5-way 5-shot and 5-way 1-shot seting on miniImagenet. Especially,
the proposed MRA-GNN method has also achieved excellent results in the
more challenging 10-way experiments on miniImagenet. Moreover, comparing
with node-labeling GNN [5] and edge-labeling EGNN [9], MRA-GNN surpasses
those Graph Neural Network methods with a large margin [5,9] about Few-Shot
Learning.

The comparative results under FSL for CUB are shown in Table 2. It can be
seen that: (1) Our MRA-GNN yields 8–12% improvements over the latest GNN-
based FSL methods [5,9,13], validating the effectiveness of multi-granularity
network for GNN-based FSL. (2) Comparing with other methods over the state-
of-the-art FSL baselines [1,3,18,19], our method ranges from 8% to 23% improve-
ments, showing that MRA-GNN has a great potential for FSL. Furthermore, the
outstanding performance on two benchmark datasets also means that the MRA-
GNN achieve better generalization ability for few-shot learning.



156 X. Zhang et al.

Table 2. Few-shot classification accuracies on CUB.

Model 5-way Acc

1-shot 5-shot

MAML (Finn et al. 2017) 55.92 72.09

PROTO NET (Snell et al. 2017) 51.31 70.77

RELATION NET c(Sung et al. 2018) 62.45 76.11

Baseline(Wei-Yu Chen et al. 2019) 47.12 64.16

EGNN(Kim et al. 2019) 60.05 74.58

AdarGCN(Jianhong Zhang et al. 2020) – 78.04

GNN(Garcia et al. 2018) 60.19 75.90

MRAGNN-LPN 63.41 77.45

MRA-GNN 70.99 86.70

4.4 Ablation Studies

One question that may be of concern is whether the benefits of the proposed net-
work improvement come from the signficant local region generated by LPN. To
prove the effectiveness of the proposed method, we train the LPN network with
labeled data on miniImagenet dataset and CUB dataset. As shown in Tables 1
and 2, the MRAGNN-LPN only include local images in the training. Surpris-
ingly, its results are close to other baseline on miniImagenet and even surpasses
many advanced methods on CUB dataset. And, the experimental results are
satisfactory, although the local image contain only part information of the sam-
ple. Our method combines local features with global features to improve the
results significantly. As detailed analyzed in [1], current few-shot learning meth-
ods can not efficiently transfer the domain of learning, i.e., the training domain
can not have huge gap with the testing set. In this paper, a transfer ability test is
also conducted by pre-training the embedding network on ImageNet and applied
on CUB dataset. As shown in Table 3, the proposed method with ImageNet

Table 3. 5-shot accuracy under the cross-domain scenario.

miniImagenet −→ CUB

MAML (Finn et al. 2017) 51.34

MatchingNet (Oriol Vinyals et al. 2016) 53.07

PROTO NET (Higher Way)(Snell et al. 2017) 62.02

RELATION NET c(Sung et al. 2018) 57.71

Baseline(Wei-Yu Chen et al. 2019) 65.57

Baseline++(Wei-Yu Chen et al. 2019) 62.04

GNN(Garcia et al. 2018) 58.77

MRA-GNN 73.22
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pre-trained embedding network can be efficiently transferred to CUB dataset
and gain 7.65% to 21.88% improvements over other mainstream approaches.

5 Conclusion

We proposed the Multi-granularity Recurrent Attention Graph Neural Network
for Few-shot learning. This work addressed the problem of few-shot learning,
especially on the few-shot classification task. In the process of MRA-GNN, we
obtain significant local images through the LPN network, which better show the
intra-cluster similarity and inter-cluster dissimilarity. Besides, our model takes
advantage of the information transmission mechanism of GNN to propagate label
information from labeled multi-granularity samples towards the unlabeled multi-
granularity query image for few-shot learning. We obtained the state-of-the-art
results of the supervised few-shot image classification tasks on miniImageNet
and CUB. In the future work, one of the directions we can consider is to sparse
the graph and lightweight our model so that our model can be applied more
widely.
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Abstract. Emotion recognition based on EEG is a critical issue in
Brain-Computer Interface (BCI). It also plays an important role in the e-
healthcare systems, especially in the detection and treatment of patients
with depression by classifying the mental states. Unlike previous works
that feature extraction using multiple frequency bands leads to a redun-
dant use of information, where similar and noisy features extracted. In
this paper, we attempt to overcome this limitation with the proposed
architecture, Channel Attention-based Emotion Recognition Networks
(CAERN). It can capture more critical and effective EEG emotional fea-
tures based on the use of attention mechanisms. Further, we employ deep
residual networks (ResNets) to capture richer information and alleviate
gradient vanishing. We evaluate the proposed model on two datasets:
DEAP database and SJTU emotion EEG database (SEED). Compared
to other EEG emotion recognition networks, the proposed model yields
better performance. This demonstrates that our approach is capable of
capturing more effective features for EEG emotion recognition.

Keywords: E-Healthcare · EEG emotion recognition · Channel
attention · Deep residual networks

1 Introduction

Emotions are an essential part of people’s daily lives, and emotion recognition is
also a key technology in the field of artificial intelligence. Positive emotions can
improve human health and work efficiency, while negative emotions may cause
health problems [1]. Emotion recognition has been applied in many fields, such
as: safe driving [2], mental health monitoring [3], social safety [4].

Emotion recognition methods can be divided into two categories according
to signal acquisition: non-physiological signal based method (NPSM) and phys-
iological signal based method (PSM). The NPSM include facial expressions [5]
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and speech [6]. The PSM includes electroencephalogram (EEG) [7], electromyo-
gram (EMG) [8], functional magnetic resonance imaging (FMRI) [9], functional
near-infrared spectroscopy (fNIRS) [10]. The difference is that non-physiological
signals are easy to disguise and hide, while the physiological signals are spon-
taneously generated by humans, and they are more objective and authentic.
Among these physiological signals, the EEG is directly produced in the human
brain and can directly reflect the emotional state of people. And, the advan-
tages of EEG are high temporal resolution, non-invasiveness, and relatively low
financial cost. So, EEG is widely used in research involving neural engineering,
neuroscience, and biomedical engineering [11].

Many researchers have paid attention to emotion recognition based on EEG.
Duan et al. discovered that the differential entropy feature can better distin-
guish emotional states [12]. Zheng et al. used deep neural networks to find that
the important frequency ranges in emotion recognition include beta and gamma
bands [13]. Tripathi et al. used deep neural networks and convolutional neu-
ral networks to perform emotion recognition tasks on the DEAP database [14].
Yang et al. retained the spatial information between the electrodes, integrated
the multi-band EEG to construct the 3-dimensional features as the input of
the convolutional neural network [15]. Wang et al. used the phase lock value
method [16] in the brain network to construct a graph convolutional neural
network model [17]. Chao et al. extracted Power Spectral Density (PSD) from
different frequency bands and combined multiband feature matrix, and used a
capsule network (CpasNet) to recognize human emotional states [18]. However,
most of the studies extract features from multiple frequency bands with redun-
dant information, which may lead to sub-optimal.

Recently, the attention mechanism has been proven to bring benefits in vari-
ous tasks such as natural language processing, image caption and speech recog-
nition. The goal of the attention mechanism is to select information that is rela-
tively critical to the current task from all input [19]. Motivated by these studies,
we employ deep residual networks [21,22] with efficient channel attention [20] to
extract more critical and effective EEG emotional features.

This paper is organized as follows. In Sect. 2, the emotional EEG databases
are given. Section 3 introduces feature extraction and model construction in
detail. Section 4 gives the experimental settings and results, comparing our model
with other models. Finally, Sect. 4.3 discusses and concludes our work.

2 Emotional EEG Databases

In this paper, we conduct extensive experiments on two emotional EEG
databases that are commonly used in EEG emotion recognition to evaluate the
effectiveness of the proposed Channel Attention-based Emotion Recognition Net-
works (CAERN) model. One is Public multimodal DEAP Database [23] and the
other is SJTU Emotion EEG Database (SEED) [13].

The DEAP database contains EEG signals and other physiological signals
from 32 subjects (16 males and 16 females). The subjects watched 40 selected
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Fig. 1. The brain activity of the same subject under three different emotions.

music videos of 1 min, and collected the EEG signals of watching each video.
After watching the video, the subjects will perform self-assessment for arousal
and valence, and they will score the stimulus video, and the scoring range is 1–9.
The EOG is also removed. The data is down-sampled 128 Hz and passed through
a 4 45 Hz band-pass filter. Each experiment is divided into 60 s experimental data
and 3 s preliminary experimental data.

The SEED database contains 15 subjects (7 males and 8 females). The sub-
jects watched 3 different emotional types (negative, neutral, positive) Chinese
movie clips, each movie clip is about 4 min. The EEG data collection lasts for
3 different periods corresponding to 3 sessions, and each session corresponds to
15 trials of EEG data such that there are totally 45 trials of EEG data for each
subject.

3 Method

3.1 Feature Extraction

We first visualized the brain activity of the same subject under three different
emotions, which use power spectral density to measure brain activity. As shown
in Fig. 1, from top to bottom, they are positive, neutral, and negative emotions.
From left to right. Followed by the δ, θ, α, β, γ band. It can be seen from
Fig. 1 that the difference between different emotions is relatively small, and the
brain activity in each frequency band is also different. So the task of emotion
recognition based on EEG is very challenging.

In order to verify the effectiveness of our proposed model, our feature extrac-
tion adopted the same method with [15] in the DEAP database.

Differential entropy (DE) features have been proven to be very suitable for
emotion recognition tasks [12,13]. The definition of DE is as follows.

h (X) = −
∫ ∞

−∞

1√
2πσ2

e
(x−μ)2

2σ2 log(
1√

2πσ2
e− (x−μ)2

2σ2 )dx =
1
2
log

(
2πeσ2

)
(1)
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Fig. 2. EEG electrode map and 9× 9 square matrix.

A Butterworth filter is used to decompose the original signals into 4 frequency
bands (θ band, α band, β band, γ band). After decomposition, we divide the
EEG data of 4 frequency bands into 1 s non-overlapping segments as a sample.
So, in the DEAP database, we get 2400 samples on each participant. We directly
extract the differential entropy (DE) feature of each segment. So the features
of a specific frequency band of each segment can be represented by a 1D (1-
dimensional) vector.

To preserve spatial information among multiple adjacent channels. Firstly,
the 32 electrodes used in the DEAP database were mapped into a 9 × 9 square
matrix [14,18]. Simultaneously, 1D DE feature vector is transformed to 2D (2-
dimensional) plane (9 × 9). The gray points are unused electrodes and are filled
with zeros. The process is depicted in Fig. 2 For each EEG segment, we obtain 4
2D plans corresponding to 4 frequency bands. The process is depicted in Fig. 3
The 4 2D planes are stacked as a 3D (3-dimensional) cubes and considered as
color image input to our model. Particularly, in the DEAP database, the 3-
seconds baseline signal is divided into 3 1-s segments and transformed into 4
DE feature vectors base v ∈ R32. Then the mean DE feature value of these 3
EEG cubes saves as the DE feature of baseline signals. The DE deviation is
calculated to represent the emotional state feature of the segment. This step can
be expressed as:

final vi
j = exper vi

j −
∑3

k=1 base vi
k

3
{

final vi
j , exper vi

j , base vi
k

} ∈ R32, (2)

where exper vi
j denotes the DE feature vector for frequency band i on segment

j. base vi
k is the DE feature vector for frequency band i on baseline signals

segment k. final vi
j is the final emotional state feature vector for frequency band

i on segment j [15].
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Fig. 3. The mapping process of four feature matrix according to the raw electroen-
cephalogram (EEG) signals of 32 channels.

The SEED database has provided the extracted DE features of EEG signals
with five frequency bands (δ band: 1–3 Hz, θ band: 4–7 Hz, α band: 8–13 Hz,
β band: 14–30 Hz, γ band: 31–50 Hz). Different from the DEAP database, the
SEED database has 62 channels and no baseline signals. We also converted the
DE features of the SEED database into 3D cubes as the input of our model
according to the method mentioned earlier.

3.2 Attention Mechanisms and Deep Residual Networks

Deep residual networks have led to a series of breakthroughs for image clas-
sification [21,22]. The attention mechanisms have been proven to significantly
improve the performance of deep convolutional neural networks [20,24]. Inspired
by this, we employ deep residual network with effective channel attention [20]
to perform emotion recognition tasks.

Hu et al. proposed SE (Squeeze-and-Excitation) module, which comprises a
lightweight gating mechanism which focuses on enhancing the representational
power of the network by modelling channel-wise relationships [24]. Figure 4
illustrates the overview of SE module. Let the output of one convolution block be
χ ∈ RW×H×C , where W , and H and C are width, height and channel dimension.
The weights of channels in SE module can be computed as

ω = σ
(
f{W1,W2} (g (χ))

)
, (3)

where g (χ) = 1
WH

∑W,H
i=1,j=1 χij is channel-wise global average pooling (GAP)

and σ is Sigmoid function. Let y = g (χ) , f{W1,W2} takes the from

f{W1,W2} (y) = W2ReLU (W1y) , (4)

where ReLU indicates the Rectified Linear Unit [25], sizes of W1 and W1 are set
to C×(

C
r

)
and

(
C
r

)×C , respectively. For the good balance between accuracy and
complexity, the parameter r is set to 16 in our experiments. Then, the weights
are applied to the feature maps to generate the output of the SE module.
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Fig. 4. Squeeze-and-Excitation (SE) module.

Fig. 5. Efficient Channel Attention (ECA) module.

Different from SE module, the effective channel attention via 1D convolu-
tion proved appropriate cross-channel interaction can preserve performance while
significantly decreasing model complexity, and provide a method to adaptively
select kernel size of 1D convolution [20]. Effective channel attention aims to
appropriately capture local cross-channel interaction, so the coverage of inter-
action needs to be determined. Wang et al. introduced a solution to determine
adaptively kernel size k according to channel dimension C [20].

k = ψ (C) =
∣∣∣∣ log2 (C)

γ
+

b

γ

∣∣∣∣
odd

, (5)
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Fig. 6. Comparison of Residual block and SE-Residual block, ECA-Residual block.

where |t|odd indicates the nearest odd number of t. γ and b are set to 2 and 1
throughout all the experiments, respectively. Obviously, through the non-linear
mapping ψ, high-dimensional channels have a wider range of interactions than
low-dimensional channels.

Figure 5 illustrates the overview of ECA module. Let the output of one
convolution block be χ ∈ RW×H×C , after aggregating convolution features χ
using global average pooling (GAP), ECA module first adaptively determines
kernel size k, and then performs 1D convolution followed by a Sigmoid function
(σ) to learn channel attention. The attention is applied to features γ to generate
χ̃ ∈ RW×H×C as the output of the ECA module.

In Fig. 6, we compare the Residual blocks of original ResNet [21,22], SE-
Residual blocks, and ECA-Residual blocks. In this paper, as shown in Fig. 7, and
we propose Channel Attention-based Emotion Recognition Networks (CAERN).
Multiple frequency bands mapping matrix as input to our model, and the first
step is the standard convolution operation; a 3× 3 convolution kernel with a
stride size of 1 and a ReLU activation function is employed. The second step is
to directly stack 3 ECA-Residual blocks of different channel dimensions, respec-
tively named ECAResb1, ECAResb2, ECAResb3. The third step is to reduce
dimension and use the global pooling layer, and the output feature maps are
reshaped to be in a feature vector f ∈ R256 . Then the following softmax layer
receives f to predict human emotional state.
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Fig. 7. Channel attention-based emotion recognition networks

4 Experiments

4.1 Experiment Setup

In the DEAP database, we adopt the experimental protocol as that of [15] to
evaluate the proposed method. The EEG data (under stimulus) is divided into
segments and they are all 1 s data length. So in our experiment, there are 2400
segments on each participant. The labels are divided into two binary classifica-
tion according to the threshold set to 5 in arousal and valence dimensions. We
perform 10-fold cross-validation on each participant, and the average value rep-
resents the result of this participant. The final experimental result is the average
of these 32 subjects.

In the SEED database, our experiments adopt the same experimental setting
with [13]. The training set includes the first 9 trials of EEG data, and the testing
set include remaining 6 trials. There are totally 3 (session)×15 (subject) = 45
experiments. Removing the worst result in 3 session of the same subject. Finally,
the mean accuracy of the remaining 30 experiments is used as the final result.

We implemented the ResNets, SE-ResNets and Channel Attention-based
Emotion Recognition Networks (CAERN) in the same settings, which initial
learning rate was 10−4 . The model architecture of the ResNets, SE-ResNets,
and CAERN is the same, except that ECA-Residual block is replaced by Resid-
ual block, and SE-Residual block.

4.2 Performance Comparison Among Relevant Methods

In the DEAP database, we designed two cases to verify the effect of our model
and compare with other methods. Case1 represents the DE features of the base-
line signals are not used while Case2 represents the DE features of the baseline
signals are used. To examine the importance of different frequency bands for
emotion recognition, we have designed different experiments for a single fre-
quency band and all frequency bands. The result is shown in Tables 1 and 2.
Compare with these methods [15,17], our proposed model can achieve higher
accuracy in the DEAP database in the dimensions of arousal and valence. And
we focused on comparing ResNets, SE-ResNets and Channel Attention-based
Emotion Recognition Networks (CAERN). On the whole, the CAERN method
achieves better results. It proved that the attention mechanism helps emotion
recognition tasks.
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Table 1. Classification result on arousal class.

Method Case θ α β γ all (θ, α, β, γ)

MLP [15] 1 66.38 64.22 64.27 64.91 69.51

2 70.68 67.7 69.43 68.37 88.68

CCNN [15] 1 62.99 63.63 67.37 70.29 69.55

2 78.09 80.81 79.97 80.98 90.24

P-GCNN [17] 1 69.02 69.21 68.56 69.19 71.32

2 81.33 80.61 80.09 81.10 91.70

ResNets 1 61.23 62.05 67.86 72.46 70.35

2 81.25 83.18 83.64 84.90 92.06

SE-ResNets 1 62.10 62.38 67.70 72.19 69.74

2 81.11 83.43 83.43 84.57 92.51

Ours 1 62.23 63.97 69.17 72.86 70.63

2 80.92 83.41 83.40 84.73 92.77

Table 2. Classification result on valence class.

Method Case θ α β γ all (θ, α, β, γ)

MLP [15] 1 63.61 58.00 58.52 61.51 68.11

2 68.70 61.97 65.90 64.67 87.82

CCNN [15] 1 58.90 60.15 64.84 68.55 68.56

2 75.66 78.73 78.13 79.83 89.45

P-GCNN [17] 1 67.42 67.41 66.79 67.09 70.10

2 79.97 80.14 79.16 80.11 91.28

ResNets 1 58.17 59.15 65.84 70.68 68.81

2 76.92 80.61 81.32 83.07 91.00

SE-ResNets 1 58.28 59.32 65.76 70.40 69.09

2 78.19 81.26 82.16 83.89 91.46

Ours 1 59.19 60.19 67.05 71.70 70.34

2 78.25 81.32 82.21 83.70 91.87

In the SEED database, The result is shown in Tables 3, we mainly compared
the methods [13,17]. In all frequency bands, our proposed model achieves a
relatively high effect. We believe that all frequency bands features including
richer information are more suitable for our proposed model. The experimental
results also prove that effective channel attention can improve the accuracy of
emotion recognition.
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Table 3. Classification result on SEED database.

Method δ θ α β γ all (δ, θ, α, β, γ)

SVM [13] 60.50 60.95 66.64 80.76 79.56 83.99

DNN [13] 64.32 60.77 64.01 78.92 79.19 86.08

P-GCNN [17] 73.05 75.49 75.66 82.32 83.55 84.08

ResNets 63.87 64.09 68.90 77.01 79.10 85.82

SE-ResNets 65.45 65.74 69.91 78.43 80.22 85.01

Ours 65.09 66.16 71.40 79.50 80.67 86.43

4.3 Conclusion

In this work, we presented a novel deep model CAERN for EEG-based emotion
recognition. The proposed deep architecture is based on ResNets with a chan-
nel attention module. The ResNets can extract richer features on multi-band
differential entropy features. While the channel attention module focus on the
more important features for tasks. Our experiment results demonstrate the abil-
ity of our model to efficiently exploit the more critical and effective features for
addressing challenging EEG-based emotion recognition tasks.
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Abstract. Streaming services offer access to huge amounts of movie and
video collections, resulting in the need for intuitive interaction designs.
Yet, most current interfaces are focused on targeted search, neglecting
support for interactive data exploration and prioritizing speed over expe-
rience. We present the MovieWall, a new interface that complements
such designs by enabling users to randomly browse large movie collec-
tions. A pilot study proved the feasibility of our approach. We confirmed
this observation with a detailed evaluation of an improved design, which
received overwhelmingly positive subjective feedback; 80% of the sub-
jects enjoyed using the application and even more stated that they would
use it again. The study also gave insight into concrete characteristics of
the implementation, such as the benefit of a clustered visualization.

Keywords: Video browsing · Interaction design · Data exploration

1 Introduction

Streaming videos and movies has become very popular. Netflix currently has
over 90 million subscribers worldwide [10] and the number is still growing. The
interfaces of these streaming applications are generally designed for targeted
search and focused on providing users with a movie or TV show to watch without
too much time or effort spent looking around. This is typically achieved via
some recommendation mechanism that presents a limited number of movies that
are expected to fit users’ interests. This approach makes sense for a television
interface controlled by a remote, where complex navigation is often undesirable.
However, nowadays a multitude of devices are used to browse and watch video
content, including smartphones and tablets. For such mobile touch-based devices,
which offer new and rich interaction possibilities, the lack of a convenient way to
explore beyond the recommendations seems limiting. Providing an alternative
and engaging means to explore all movies on offer would nicely complement the
targeted, efficiency-based approach of modern movie browsing interfaces.

To address this lack of support for experience-focused large data browsing, we
introduce the MovieWall interface concept: a movie browsing interface for visual
exploration of large movie collections, targeted for mobile touch-based devices.
The essence of the concept is rather simple; a large grid with each cell containing
c© Springer Nature Switzerland AG 2021
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a movie poster (the movie wall), that can be explored using common zoom and
pan touch gestures. To establish the feasibility of our idea, we conducted an
informal pilot study with a prototype implementation of the interface. After
verifying this was the case, the design was improved upon and its potential was
further evaluated in a detailed user study. Additionally, the influence of different
arrangements of the movies was examined in this user study. Our work makes
the following contributions: First, we provide a novel, engaging and exploratory
movie browsing interface that could complement interfaces of existing movie
streaming services as it has the following advantages: 1. The ability to show a
large movie collection in its whole and to easily explore related movies based
on movie metadata. 2. The ability to easily navigate between different parts of
the collection, for example, between genres. Second, we prove the feasibility and
potential of the interface concept, and demonstrate the influence of clustering
and randomization on the browsing experience and behaviour of users.

2 Related Work

While movie browsing has become very relevant in commercial areas due to the
popularity of online streaming services, there is limited scientific research on
this topic. Low et al. [8] recently proposed an interface for exploratory movie
browsing using map-based exploration that allows users to easily find interesting
links between movies. Other approaches [3,9] allow users to browse through a
cloud of words (e.g. moods, emotions) that were previously extracted from the
audio and subtitles of movies. The interface was perceived as interesting and
fresh, but slightly overwhelming.

If we look at two related fields, image and video browsing, applications
often use a two-dimensional scrollable storyboard layout (e.g. standard mobile
gallery applications). Yet, this design has limitations (more elaborately discussed
in [17]), mainly that it can only show a limited number of items, which makes it
hard to get a good overview of a collection and any potential structure. To over-
come these issues, many alternatives have been proposed. We see interfaces that
layout all images on a large canvas, based on similarity [11,18,19]. Such a visu-
alization is often created using methods like multi-dimensional scaling (MDS),
which can be computationally expensive when used globally, especially with large
data sets. Moreover, project images based on the outcome of methods such as
MDS, often produces overlap. Rodden et al. [13] showed that overlap made it
hard for users to recognise some images as edges and other important details
are regularly occluded. For touch-based devices overlap can also make it harder
to select items [4]. To explore large collections, graph-based and hierarchical
approaches are common, sometimes combined [2]. A hierarchical layout typically
allows its user to start their search very high-level, by providing an overview of
images that represent the entire collection, as seen in [7,15]. The user can then
direct their search to a region of interest, revealing more similar content. This
design is quite suited for displaying large collections, the exploratory similarity-
based image browsing application proposed in [7] could store millions of images.
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Graph-based visualizations have been proposed to allow the user to browse a
collection step by step, where selecting one item typically links to similar con-
tent, such as previously seen in [8]. There have been some three-dimensional
visualizations as well, arguing that these make better use of the available screen
space and can hence show more at a glance [17]. Two prime examples of 3D visu-
alizations are shown in the interfaces in [16] and [1,15], which respectively map
a grid of images to a horizontal ring-shape and a globe-shape. Both performed
quite similar on tablets and smartphones [5,17], and outperformed the standard
two-dimensional scrollable storyboard in terms of efficiency.

In the arrangement of images or videos we often encounter some degree of
sorting or clustering, which can be very useful to conveniently locate specific
content [8,13]. It allows users to quickly assess the available data and judge the
relevance of entire areas instead of single items. In the area of image browsing,
images are often sorted on visual features (e.g. colour). However, one downside
to visual similarity sorting is shown in [14], where target images were sometimes
overlooked when placed alongside similar images. In a random arrangement these
images stood out more, and thus were more easily found. Visual-based sorting
makes less sense for movie posters [6] as visual similarity does not guarantee
conceptual similarity. To capture conceptual similarity, caption-based sorting is
an option. In [14] this was even slightly preferred over visual sorting. However,
caption-based arrangements rely on good image annotations. Luckily, movies
generally have a lot of available metadata.

Fig. 1. Left: screenshot of the initial and at the same time “most-zoomed-out” state of
the prototype application. Right: “most-zoomed-in” state of the prototype application.
In this case a movie is selected and thus a panel is shown containing the details of
the selected movie. (Movie images have been blurred in this publication for copyright
reasons. In the experiments, a high resolution display was used, resulting in perfect
visibility even at very small image sizes.)

3 Pilot Study

As the foundation of the interface was built on assumptions, it is important to
verify its feasibility with a pilot study. The main question to answer is: Does the
MovieWall interface concept have potential for exploratory movie browsing?
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First, users need to be able to handle it, i.e., are users able to (easily) interact
with the interface? Also, are users not too overwhelmed by it? It’s important
that users are not negatively influenced by either. Second, it should provide an
engaging experience. Thus, another important variable to assess is if users enjoy
interacting with it. Finally, we wanted to analyse the interaction behaviour of
participants. How do they use the available functionalities? What zoom levels
do they use? The latter could give more insight in what size images people are
comfortable browsing. A large size may suggest low potential of our idea, as it
limits the amount of items that can be presented at a time.

Implementation. The prototype application is developed for Android and
designed for tablet use, with reference resolution 1920 × 1200 pixels (16:10).
Images and data used were downloaded from The Movie Database (TMDb,
https://www.themoviedb.org/) and used under the fair usage policy.

For the pilot study, a basic version of the interface concept was implemented.
It features the core element of the concept: a large wall of 8640 movie posters
(144 × 60 movies), which are the 8640 most popular movies in TMDb. The
user can change the position in the grid and the number of movie posters on the
screen by scrolling and zooming, respectively. The initial screen is shown in Fig. 1
(left). In case of the reference resolution, all movies are shown on the screen, each
poster image with an average size of 13.3 × 20 pixels. Based on earlier research
on recognition of small images [20], we assumed it would be nearly impossible for
users to recognise anything at this point and that this would encourage them to
use zoom in and stop at a zoom level on which they could comfortably browse.
The most-zoomed-in version of the interface is shown in Fig. 1 (right). In this
case the movie posters are 248 × 372 pixels on screen and easy to recognize.

Selecting a movie marks its poster in the grid to indicate the current focus,
and opens a panel with the main movie details, such as actors and plot (Fig. 1,
right). Instead of taking up the entire screen space, the panel only occupies the
right side, allowing the users to still interact with the movie grid on the left side.

The arrangement of movies in the grid is random. We did not expect the sort-
ing of the movies to significantly influence the feasibility or potential of the con-
cept. Furthermore, we hypothesized that a random arrangement could actually
provide an interesting environment which allows for serendipitous discoveries.

Procedure. The experiments took place in a controlled environment with an
observing party. Participation was entirely voluntary and not reimbursed. Prior
to the experiment, subjects filled out a consent form and received a short intro-
duction to the experiment and interface. The test device used was a Samsung
Galaxy Tab A with a screen resolution of 1920 × 1200 pixels. Before the actual
trial, the participants were asked to play around with the application for a short
while (max. 2 min). This was both to familiarize them with the interface and to
observe how they interacted with it when using it for the first time. Afterwards,
they were asked to read a list of all functionalities of the interface and state if
they missed anything. Next, each subject was asked to use the application with
the following task (max. 5 min): “Assume you are about to board a long flight, so
you will be offline for a couple of hours. Hence, you want to download a couple

https://www.themoviedb.org/
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of movies to watch when you are in the air. Now use the interface to search for,
let’s say 3–5 movies that you would probably download.” Afterwards, they filled
out a questionnaire and a semi-structured interview was conducted about the
answers given in the questionnaire and the observed behaviour while conducting
the task. During both trials, the subjects were observed and each interaction
was logged by the application. Ten people participated in the pilot study, nine
male and one female, ages 21–26 (average of 23.2 years old).

Results and Discussion. The pilot study proved the feasibility of the concept
but also highlighted several shortcomings. We discuss the results with respect
the questions introduced above.

Are Users able to Handle the Interface? Generally all functionalities were
quite clear to the participants. For two it took a while to realize they could
zoom in. All were asked to rate four statements (S1-4) on a five-point Likert
scale about their experience. Every subject thought the interface was easy to
use (S1), and most also thought it was intuitive to interact with (S2). Most
stated that the interface worked fluently and according to expectation. One was
neutral about this statement, as this participant was unsure what to do with the
application initially. Most subjects stated they were (slightly) overwhelmed by
the interface (S3), mostly at the beginning. Only one participant disagreed with
this statement. The main reasons for this were the vast number of movies, the
lack of a starting point and the lack of structure. Three out of the nine subjects
that stated they were overwhelmed, viewed this as a clearly negative experience.

Do Users Enjoy Using the Interface? Subjects were divided about enjoy-
ing the browsing experience (S4). Participants who liked it, mentioned that they
appreciated casually browsing around and that they discovered new and unex-
pected movies. Participants who did not like it that much, stated that it was
too overwhelming, that they encountered too many uninteresting movies or that
they did not like the lack of options to direct their search.

Most subjects stated they would find such an interface a useful complement in
existing streaming services, such as Netflix, especially with the addition of more
structure or another means to direct their search to some degree. Participants
could see themselves use it when not knowing or caring what to watch, or when
picking a movie with multiple people, for example friends or family.

How do Users Interact with the Interface? Observations during the exper-
iment and the log data indicate that the subjects used the zoom function mainly
to get to a comfortable size and generally remained on this level. This suspicion
was confirmed in the interviews.

Conclusion (pilot study). All in all, the pilot study results indicate that the
concept has potential, but there are some clear issues that need to be addressed.
Initially, the interface was quite overwhelming for most users, which seemed to
be primarily caused by the fact that the wall was completely zoomed out at the
beginning. Starting with a larger initial zoom level could diminish this feeling.
Another cause for the overwhelmed feeling was the lack of structure. While
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Fig. 2. Visualization of a clustered (left) and a semi-clustered arrangement (right).

the random arrangement of movies helped users to be more open-minded and
was often appreciated in the beginning, after a while subjects generally wanted
more structure. There was no means for users to direct their search to some
degree, which was frustrating for some. Sorting the movies based on metadata
is a possible improvement here. Yet, we should keep in mind that the random
arrangement did allow for more serendipitous discoveries, and arranging the
movies in clusters might negate this effect.

4 Detailed User Study

The pilot study identified two potential issues of the prototype interface. First,
it was considered overwhelming, likely caused by (a) the number of movies,
(b) the initial zoom level and (c) the lack of structure. Second, there was a
lack of structure, giving users no control over what content they came across,
causing some users to encounter a lot of uninteresting movies. We hypothesize
that these issues can be resolved by (a) reducing the number of movies in total,
(b) initially showing less movies on screen, and (c) (semi-)sorting the collection
and/or adding filter functionality.

While the pilot study suggests a preference for a sorted arrangement over a
random one, this needs further investigation. Arranging movies in clusters based
on genre provides a means for users to direct their search and might make the
interface less overwhelming. However, this is likely at the cost of serendipity.
A potential middle ground is to cluster the movies, but introduce a certain
degree of randomness. This approach can provide structure for the user, but
prevent a narrow vision. To test these assumptions, we compared three different
arrangements of movies in this study: Random (R): Same as in the pilot study; all
movies are randomly distributed. Clustered (C): All movies are strictly clustered
on genre, with the most popular movies in the center of the cluster. A possible
arrangement is shown in Fig. 2, left. Semi-clustered (CR): Same as (C), but with
a certain degree of randomization in the outer areas of each cluster and within
the popularity sorting. A possible arrangement is shown in Fig. 2, right.
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Fig. 3. Left: initial state of the improved interface. Right: The movie wall with multiple
filters applied: Animation (genre) and Walt Disney Pictures (company), highlighting
related movies. (Again, images are blurred in this publication for copyright reasons.)

Another option to direct the exploration process is to allow users to filter on
metadata like genre or actors. In contrast to clustering, this is an optional tool
for structure. Moreover, it can be combined with any arrangement. All in all,
the following was investigated in this user study: 1) The general usefulness and
acceptance of the interface concept. 2) The usefulness of filter functionality. 3)
The influence of different arrangements of the movie collection, more specifically:
a) The interaction with the movie collection; i.a. the number of movies selected
while browsing the interface. b) The satisfaction of movies encountered while
browsing the interface. We suspect this is higher for the clustered arrangements,
as the users are in control of what content they encounter. However, serendip-
itous discoveries could increase the satisfaction for the random arrangement as
well. And c) the intrinsic motivation of users to use the interface with each
arrangement. We assume that users will like the (semi-clustered) arrangements
better than the random one, and thus have a higher intrinsic motivation to use
these.

4.1 Implementation and Study Design

Implementation. The application used in the second study was an improved
version of the one from the pilot study with the following changes. First, the
grid contains less movies, 2160 in total (72 × 30). At the smallest zoom level
each image is approximately 26 × 39 pixels. This decrease in movies poten-
tially makes the interface less overwhelming. Furthermore, by decreasing the
total number of movies, the average popularity of the movies increases, likely
resulting in a more interesting and relevant collection. Additionally, the initial
zoom level greatly decreased. Figure 3, left, shows the new initial state. Second,
filters were added so users can look for movies with similar metadata as the
currently selected movie. Movie details in the panel can be selected to highlight
all movies with, for example, a common actor. Filters can be combined so the
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user can easily search for movies based on multiple criteria, without having to
enter complex queries. Figure 3, right, shows an example. The following meta-
data can be applied as a filter: genres (up to five), top actors (up to three),
top directors (up to two), production companies (up to six). Finally, clustered
and semi-clustered arrangements were added. Moreover, when zoomed out far
enough, labels are shown indicating the location of each genre cluster, helping
the user identify the structure of the collection.

Procedure. Experiments took place in a controlled environment with an observ-
ing party. Participation was entirely voluntary and not reimbursed. Prior to the
experiment, subjects filled out a consent form, a list of general background ques-
tions and received a short introduction. The same device (Samsung Galaxy Tab
A) was used as during the pilot study.

Each subject tested all three different arrangements. The order in which the
arrangements were presented to each participant were rotated between subjects,
resulting in a total of six different orders. To familiarize subjects with the appli-
cation prior to the actual experiment, they were asked to use it for a short while
(max. 2 min) with the task to figure out all functionalities. Afterwards, they were
informed about anything they possibly missed.

For the upcoming three trials, the subjects received the following scenario:
“Imagine you’re going on trip next week, you’re going to visit South-Africa and
subsequently Brazil. After your trip you’re going back home, meaning you’ll have
three long flights ahead of you. During these flights you want to watch some
movies. There is no WiFi on the plane, so you’ll have to download the movies
in advance. Assume that you’re at the airport gate for your first/second/third
flight and you have some spare time. Find some movies to download that you
might like to watch during your the flight and add them to your watchlist.”

For each different arrangement the subject used the application for three
minutes, starting with the same arrangement as used while familiarizing with
the application. Prior to each new trial, the new arrangement of movies was
globally explained to the participant. In case the subject started with the random
arrangement, the cluster feature was explained prior to the second trial. During
each trial, all interaction was logged by the application. After each trial, the
participant rated several statements on a seven-point Likert scale, consisting of
the interest/enjoyment subscale of the Intrinsic Motivation Inventory (IMI) [12]
and specific questions about movies encountered.

After completing the three trials, a semi-structured interview was conducted
with the subject concerning their opinion on the different arrangements and the
interface in general. Thirty people participated in the study, of which twenty-two
were male and eight female, ages 20 to 29 (on average 23.3 years old). Five of
them had also participated in the pilot study.

4.2 Results and Discussion

General Usefulness and Acceptance: All functionalities were quite clear to
the participants. Positive aspects mentioned include that it worked smoothly
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(8 subjects) and was easy/intuitive to use (5). In contrast to the pilot study,
not all subjects (5) realized it was possible to zoom. This could be caused by
the difference in initial zoom level. Yet, none of these five commented on the
small image size (initially 77 × 115 pixels per image), suggesting they were not
bothered by it.

Looking at the zoom levels, the suspicion that users are comfortable browsing
with relatively small images seems further confirmed. In the second study we
saw that over all arrangements, roughly two-thirds of the time a zoom level
between 50–150 was used. This ranges from an image width of 50× 75 pixels to
150 × 225 pixels. With the test device used, this roughly translates to between
60 and 610 movies on screen at once with the panel closed. While there are clear
similarities in zoom levels between the two studies, subjects of the pilot study
used larger zoom levels on average. We hypothesize that this is mainly caused
by the difference in initial zoom level.

In the interview following the experiment, subjects were mostly positive
about the interface. Comments included: “I saw a lot of movies (in a short
time)” (10); “it works smoothly” (8); “I liked the filters” (8); “I encountered a
lot of unexpected/interesting movies” (7); “I liked the use of movie posters” (6).
The main negative comment was that one could only judge a movie by its poster
(at first sight) (5). Two subjects mentioned they felt like this caused them to
only pick familiar movies. When asked whether they enjoyed using the inter-
face, 24 subjects gave an affirmative answer, 4 were neutral about the statement
and 2 said no. Both of them stated that they did not like looking for movies
in general. When asked whether they thought they would use an interface like
this again, 26 subjects said they probably would. When asked what they would
improve, the most common answer was the addition of a search function (14).
Many mentioned they appreciated having a “starting point” in the wall, for
example a movie they liked and from where they could search for more related
movies, which a search function could help accommodate. Another requested
feature was to keep the filters active while switching or deselecting movies (9).

Filters: The filter functionality was frequently used. One or more filters were
used in 66 of the 90 trials (73.3%) and only two subjects did not use them in
any of their trials. As expected, genre filters were used most. Yet, less common
search criteria like director or production company were also used quite often.
This indicates a desire to find related movies based on diverse sorts of criteria.
Participants also mentioned they would like to be able to search on more kinds
of metadata like collections (e.g. Star Wars), script writers or story origin.

Comparison of Different Movie Arrangements: To compare the interac-
tion of users with the movie collection between the different arrangements, the
number of unique movies inspected during each trial and the number of movies in
the watchlist at the end of each trial were recorded. We expected that both these
variables could be strongly influenced for the second and third trials, since in
each trial the same data set was used. Thus, only the results of the first arrange-
ment used by each subject were considered for this comparison. Table 1 contains
the difference in inspected movies (left) and the difference in movies added to the
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Table 1. Descriptives for the number of movies inspected during the first trial (left)
and numbers of movies in the watchlist at the end of the first trial (right).

N Mean SD Min Max N Mean SD Min Max

R 10 10.9 3.51 4 15 R 10 6.3 3.917 1 11

C 10 9.3 2.83 5 14 C 10 5.9 2.331 3 10

CR 10 7.1 2.079 3 10 CR 10 4.8 1.476 3 8

Total 30 9.1 3.188 3 15 Total 30 5.67 2.746 1 11

watchlist between the three arrangements (right). A One-Way ANOVA shows a
significant difference in the number of movies inspected, F(2,27) = 4.429, p =
0.022. This number is significantly higher with the random arrangement than
with the semi-clustered one. No significant results were found when inspecting
R vs. C or CR vs. C (p = 0.223, and p = 0.098 respectively). The numbers
of movies added to the watchlist between the different arrangements are not
significantly different; F(2,27) = 0.788, p = 0.465.

After each trial subjects were asked to rate seven statements on a 7-point Lik-
ert scale. None of these ratings were significantly different between the arrange-
ments. Besides specific questions about movies encountered and picked during
the trials, the subjects were asked to rate the seven statements of the inter-
est/enjoyment subscale of the Intrinsic Motivation Inventory after each trial.
Yet, a significant difference could not be identified.

In contrast to the previous results, the interview showed a clear favourite
arrangement though. One-third of the participants preferred either the clustered
or semi-clustered version; of those most mentioned they did not really see the
difference between the two arrangements (7 subjects). Only one person specifi-
cally preferred the semi-clustered version and ten the strictly clustered version.
The random version was least liked, with twenty participants stating it was their
least favourite. However, five subjects liked it best. Three had no preference and
stated they would use the different arrangements in different situations (“without
specific intent I’d use the random version, otherwise one of the clustered ones”).

The interviews with the subjects indicated that the randomization in the
semi-clustered version mostly stayed unnoticed. Only five subjects explicitly
mentioned they were surprised with the placement of certain movies, of which
three preferred the strictly clustered version. While mostly unnoticed, subjects
did inspect and pick randomized movies. Fourteen subjects had at least one
randomized movie in their watchlist. Interestingly enough, two out of the three
subjects that preferred the strictly clustered version over the semi-clustered ver-
sion because of the randomization, had randomized movies in their watchlist.

Discussion. The results of this study suggest that the two main issues identified
in the pilot study (overwhelming and lacking structure) have been resolved.
Consequently, that seems to have lead to a more enjoyable, engaging browsing
experience. When asked whether they enjoyed using the application, 80% of the
participants gave an affirmative answer, as opposed to only half of the subjects in
the pilot study. While the study further confirmed the usefulness of the interface
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concept, the influence of the different arrangements on the tested variables was
less apparent than expected. We hypothesized that the semi-clustered version
could provide a nice balance between structure and allowing the user to discover
unexpected content. However, there is little evidence this was the case. The
issue with the semi-clustered arrangement is most likely that it opposes the
expectations of users, which can be undesirable. When participants noticed the
randomization in the clustered version, it was generally perceived as strange or
faulty, both rather negative characteristics.

5 Conclusion

In this work, we presented the MovieWall, an interface concept for engaging,
exploratory movie browsing. By using a rather simple, yet detailed overview of a
huge amount of movies, it aims at complementing existing search approaches for
situations where exploration and discovery of new data is more important than
speed. One concern of this concept was the number of movies on screen could
be too large and the sizes of the movie posters too small. However, participants
were quite able to handle this. The interaction of users with it suggests that they
were comfortable browsing with relatively small images and thus many movies
on their screen at once. Previous research already showed that humans are quite
proficient at recognising small images, but the fact that they are also willing to
browse with such small images is new. Furthermore, the large majority stated
they enjoyed using the interface and would probably use it again.

The filters added in the second version of the interface were used frequently
and explicitly mentioned by users as a very useful feature. While users mostly
filtered on genre, we saw a moderate use of the cast, company and director filters
as well. This indicates a desire of at least some users to navigate by diverse
kinds of metadata, which is often not encouraged or focused on in state-of-
the-art movie browsing applications. Some subjects stated they would like even
more sorts of metadata to navigate by. For future work, it would be interesting to
further analyse what types of metadata people would use while browsing movies,
and how to best facilitate this. As for the arrangement of movies, the results were
inconclusive. In contrary to our prediction however, the randomized arrangement
did not perform significantly different than the other arrangements in terms of
movies found or satisfaction about movies encountered. However, when asked
what arrangement subjects preferred, the strictly clustered arrangement was
the clear favourite, and the random arrangement was liked least.
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Abstract. In this paper we present the case for including keystroke
dynamics in lifelogging. We describe how we have used a simple keystroke
logging application called Loggerman, to create a dataset of longitudinal
keystroke timing data spanning a period of up to seven months for four
participants. We perform a detailed analysis of this data by examining
the timing information associated with bigrams or pairs of adjacently-
typed alphabetic characters. We show how the amount of day-on-day
variation of the keystroke timing among the top-200 bigrams for partic-
ipants varies with the amount of typing each would do on a daily basis.
We explore how daily variations could correlate with sleep score from
the previous night but find no significant relationship between the two.
Finally we describe the public release of a portion of this data and we
include a series of pointers for future work including correlating keystroke
dynamics with mood and fatigue during the day.

Keywords: Keystroke dynamics · Sleep logging · Lifelogging

1 Introduction

Lifelogging is the automatic gathering of digital records or logs about the activ-
ities, whereabouts and interactions of an ordinary person doing ordinary things
as part of her/his ordinary day. Those records are gathered by the person, for
the exclusive use of the person and not generally shared. Lifelogs are a personal
multimedia record which can be analysed either directly by the person collecting
the data, or by others [17]. This is done in order to gain insights into long term
behaviour and trends for wellness or behaviour change. Lifelogs also support
searching or browsing for specific information from the past.

Lifelogging as a practical activity has been around for many years and has
matured as the technology to ambiently and passively capture daily activities
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has evolved [3]. Technologies for capturing multimedia lifelog data are wide rang-
ing and well-documented and can be broadly classified into wearable or on-body
devices, and off-body logging. The first class includes wearable cameras, loca-
tion trackers or physiological trackers for heart rate, respiration, etc. while the
second includes sensors which form part of our environment such as passive IR
sensors for presence detection and contact sensors on doors and windows in the
home. Off body logging would also include using software such as measures for
cumulative screentime viewing, productivity at work or online media consump-
tion. Whichever lifelog technologies are used, it is when these are combined and
fused together into a multimedia archive that we get the best insights into the
person as it is well accepted that so many aspects of our lives interact with, and
depend on each other.

In a recent article by Meyer et al. [13] the authors highlighted several cur-
rent issues for longer term self-tracking. Some of these are technical including
incompleteness of data leading to data gaps, implicit tracking with secondary
sources such as social networks and online services, and multiple interpretations
of our data, beyond behaviour support. There are also issues of self-tracking for
secondary users such as children or people with special needs with consequent
ethical, legal, and social implications [6].

If we regard a lifelog collection as a multimedia or a multi-modal artifact then
it can take advantage of progress made in other areas of multimedia analysis,
such as computer vision to analyse images from wearable cameras [19]. Progress
in areas such as computer vision have depended upon the easy availability of
large datasets on which new ideas can be evaluated and compared to previous
work. Initiatives such as ImageNet have helped to catalyse these developments.
Yet when it comes to the general availability of lifelog collections, these are much
rarer precisely because the data is personal.

In related research areas which use the same technologies such as wearable
sensors for sleep or gait analysis [7] or wearable cameras for measuring exposure
to different food types [15] then lifelog data collections exist but in these cases
the wearers are anonymised. In lifelogging it is the accumulation of data drawn
together from across different sources and then fused together, that makes the
lifelog and that does not reconcile well with the idea of anonymisation.

In this paper we provide a brief review of past work on using keystroke infor-
mation for user authentication, for identifying different stages of writing strate-
gies, for measuring stress and emotion. We advocate for greater use of keystroke
dynamics in lifelogging and we describe a dataset of longitudinal keystroke and
sleep data gathered from four participants over a period of more than six months.
We describe an analysis of this dataset examining its daily consistency over time
both within and across participants and we address the anonymisation of this
data by releasing part of it. The paper is organised as follows: in the next section
we provide an overview of keystroke dynamics. We then describe the dataset we
collected and provide an analysis of this showing its consistency over time and
its comparison to sleep score data. Finally, we summarise the case for greater
use of keystroke dynamics in multimedia lifelogging and point to future work.
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Fig. 1. Insights into timing for Stephen Wolfram’s keystrokes over 10 years

2 Keystroke Dynamics

In 2009 Stephen Wolfram reported that he had been using a keystroke logger
collecting his every keystroke for the previous 22 years1. This was in the form of
the key pressed and the date and time of pressing. By 2012 this had grown to
be a record of 100 million keystrokes2 and from all this he was able to generate
interesting visualisations on his life, such as the one shown in Fig. 1. This shows
his interesting work patterns – he basically works all day, and evening, stopping
at about 3AM before resuming at about 10AM the following day with a break
of a couple of hours, sometimes, in the evening for dinner. We can also see his
various trips where he switched to local timezones such as Summer of 2008 spent
in Europe. There are other interesting facts such as the average fraction of keys
he types that are backspaces has consistently been about 7%.

While this kind of raw visualisation and analysis may be interesting, when
we add detailed timing information we can get further insights. For example,
recording keystroke times to the nearest millisecond allows us to look at inter-
keystroke times, i.e. the time needed to type two or more adjacent characters.

The original application for keystroke dynamics with accurate timing infor-
mation was for user authentication. Work in this area goes back over four
decades, from 1980 onwards, with regular re-visits to the topic [1,2,8]. The secu-
rity application for keystroke dynamics is based on the premise that each of us
have unique timing information as we interact with GUIs and that includes the
timings of our keystrokes, mouse movements, and mouse clicks [4].

An advantage of using keystroke dynamics for security and authentication
would be that we would never need to remember passwords, and passwords could
never be hacked because they would be replaced by our keystroke dynamics.
1 https://quantifiedself.com/blog/stephen-wolfram-keystroke-logg/.
2 https://writings.stephenwolfram.com/2012/03/the-personal-analytics-of-my-life/.

https://quantifiedself.com/blog/stephen-wolfram-keystroke-logg/
https://writings.stephenwolfram.com/2012/03/the-personal-analytics-of-my-life/
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However the way authentication for access to computer systems has developed
over the last half-century is that they present as tests to be overcome at the
point of entry, similar to the way a passport is used at an airport. Keystroke
dynamics take some time for baseline timing patterns to emerge. Thus they are
not useful for authentication at point of entry, which is why we do not see it in
common use today.

Keystroke logging has had other more successful applications including iden-
tifying different kinds of author writing strategies and understanding cognitive
processes [12]. The premise here is that we establish a baseline for keystroke
timing gathered over a long period and at any given period during the day we
can compare the current dynamics with the baseline to see if we are typing
faster, or slower, perhaps indicating that we are in full creative flow or that we
are pondering our thoughts as we write. This also exploits pause location as we
type, whether pauses occur between words, between sentences or even between
paragraphs and what insights into the author’s thinking can be gleaned from
such pauses [11].

Keystroke timing information has been used for measuring stress [18] where
the authors found it is possible to classify cognitive and physical stress conditions
relative to non-stress conditions, based on keystroke and text features. It has also
been used for emotion detection where [9] provides a review of almost a dozen
published papers addressing this specific topic, and that review was from 2013.

What previous work shows is that keystroke dynamics can provide insights
into our behaviour in a way which is non-intrusive, requires no investment in
hardware and uses a minuscule amount of computer resources. Yet this is a data
source that we have largely ignored to date. Most of the reported work focuses
on keystrokes from a keyboard rather than across devices though we are now
seeing work appearing on keystroke dynamics on mobile devices. In this paper
we argue for keystroke logging as a data source for lifelogging and we illustrate
our case using keystroke information collected from four participants over more
than six months.

3 Collecting Keystroke Data

For collecting keystroke dynamics we used Loggerman [5] a comprehensive log-
ging tool which can capture many aspects of our computer usage including key-
board, mouse and interface actions. This information is gathered ambiently and
stored on the local computer. For keystrokes, Loggerman can record complete
words typed by the participant, though when the participant is typing a pass-
word, recording is automatically disabled. Once installed, Loggerman records
information to log files. A sample of the logfile is shown below with the first
number being the typed character using the Mac Virtual Button Standard and
the second being the Unix timestamp, in milliseconds.
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Table 1. Keystroke information for four participants gathered between 3 and 7 months

Participant Total keystrokes No. logged days Avg. keystrokes/day

1 2, 174, 539 219 9,929

2 1, 147, 285 189 6,070

3 802, 515 227 3,535

4 92, 967 90 1,033

14,1586015629644
15,1586015629700
27,1586015630139
2,1586015630421
34,1586015631219
. . .

From an examination of Loggerman files across participants we see that par-
ticipants regularly make use of autocomplete, they make typing errors and then
use backspace or they re-position their cursor to change a previously mis-typed
word or fix a spelling error. Thus the number of fully-typed and correctly-typed
words in Loggerman’s word file is lower than we anticipated. The keystroke
dynamics associated with such instances of cursor navigation and re-positioning
will not be reflective of the ideal creative flow that we would like when we type
and thus keystroke timing information for the overall logging period will have
been “polluted” by this necessity of correcting typing errors. That is unfortu-
nate, and some participants may have more of this than others and even a given
participant may have periods of more or less of the “flow” experience.

To illustrate the potential of keyboard dynamics in lifelogging we gathered
information using Loggerman from four participants covering 1 January 2020 to
24 July 2020 (206 days) and we present an analysis of data from those subjects.
Table 1 shows the amount of data generated. The number of days logged varies
per participant because participants might disable logging and forget to resume
it. We see an almost tenfold variation in the number of daily keystrokes typed
between participants 1 and 4, with 2 and 3 in between. Raw keystroke usage
data with over 2.5M timed keystrokes for one of our participants for the period
covered here plus some additional logging, is available at [16].

When we analysed the participants’ log files we found that many of the most
frequently used characters are special characters such as punctuation marks and
numbers as well as keys for cursor navigation. For the purpose of our timing
analysis we will not consider these special characters since they are not part of
normal typing flow, thus we consider only alphabetic characters A to Z. This
reduces the number of keystrokes by almost half, so for participant 1 the total of
2,174,539 keystrokes reduces to 1,220,850 typed characters. For timing purposes
we treat uppercase and lowercase as equal. A rationale for doing this is because
it reduces the number of possible 2-character strings (bigrams) we work with to
26 × 26 = 676 possible combinations.
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Table 2. 10 most frequently used bigrams for participants

Participant Bigram

1 TH IN HE AN RE ER ON AT ES ND

2 SS IN TH RE AT CV ES ER HE ON

3 IN RE AN AT ES ER SS CV TI ON

4 IN TH AN RE ER HE AT ON ES TE

Norvig’s analysis TH HE IN ER AN RE ON AT EN ND

As mentioned earlier, a lifelog’s usefulness increases when there are multiple
sources of multimedia logged data gathered by the participant. Logging data on
mood, emotion, stress or writing style at a given time were beyond the scope
of this work which focuses on keystroke dynamics only. However, in addition to
keystroke logging we also gathered information on participants’ sleep.

There are a range of sleep tracking devices available off-the-shelf [14] and we
used the Ōura ring [10]. This is a smart ring with in-built infrared LEDs, NTC
temperature sensors, an accelerometer, and a gyroscope all wrapped into a ring
form factor which gathers data for up to seven days between charges. During
sleep it measures heart rate including heart rate variability, body temperature,
and movement, from which it can calculate respiration rate. From its raw data it
computes a daily activity score, average METs, walking equivalent, a readiness
score and for sleep it records bedtime, awake time, sleep efficiency, total sleep
and several other metrics, including an overall sleep score. From among all these
options we use the overall score, a measure in the range 0 to 100 calculated
using a proprietary algorithm which is a function of total sleep, sleep efficiency,
restfulness, REM and deep sleep, latency and timing. Ōura’s interpretation of
the sleep score is that if it is 85 or higher that corresponds to an excellent night
of sleep, 70–84 is a good night of sleep while under 70 means the participant
should pay attention to their sleep.

Our participants used a sleep logger for most of the 206 days of logging and
for nights when the logger was not used we used simple data imputation to fill
the gaps.

4 Data Analysis

In 2013 Peter Norvig published the results of his computation of letter, word and
n-gram frequencies drawn from the Google Books collection of 743,842,922,321
word occurrences in the English language3. In this he found the top five most
frequently occurring bigrams in English are TH, HE, IN, ER and AN, though
some of the possible 676 bigrams will never or almost never appear, such as JT,
QW or ZB. In our first analysis we focus on participant 1 as s/he gathered the
largest volume of log data. From among the 369,467 individual words typed over
3 http://norvig.com/mayzner.html.

http://norvig.com/mayzner.html
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Fig. 2. Timing intervals over 206 days for participant 1 for each of the top-200 bigrams
ranked by mean overall speed

206 days, the top 10 most frequently occurring bigrams for all four participants
are shown in Table 2, along with the top 10 as found from Norvig’s analysis.
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Fig. 3. Frequency of occurrence for most frequent bigrams (top 200 only) for partici-
pant 1

Fig. 4. Spread or variability of meaning timing information for participant 1

This shows there is little overlap among the top 10 bigrams as typed by
participants. Participant 1, for example, has nine of Norvig’s top 10 in Table 2
with a correlation of 0.94 on the ordering while participant 2 has only seven of 10.
We are not interested in the actual bigrams but in the timing of their typing. The
distributions of timing information for each of the 200 most frequent bigrams over
the 206 day logging period for participant 1 is shown as Fig. 2. These individual
graphs are too small to see any detail, but it is clear that the actual timing
patterns for bigrams vary quite a lot among these top 200. For these graphs and
the subsequent ones in this paper, we do not include inter-character timing gaps
greater than 1,000 ms and the graphs show the time taken for instances of each
bigram plotted left to right from 1 January to 24 July.

Figure 3 shows the frequencies of occurrence for the top-200 most frequently
used bigrams from participant 1. This highlights that there are a small number of
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Fig. 5. Timing information for fastest mean OU (ranked 1st), slowest mean from top
200 EH (ranked 200th), and slowest baseline (never fast) YO (ranked 57th for partici-
pant 1)

very frequently occurring bigrams and then it tails off, in a Zipfian-like manner.
This pattern is repeated for our other participants. When we look at how mean
typing speeds for these top-200 bigrams from across the 206 days vary compared
to the overall mean for participant 1, which is 204 ms, there are a very small
number of bigrams up to 150 ms faster than the average and a small number up
to 150 ms slower than the average. Most of the rest of these, approx 80%, are
between 75 ms faster and 75 ms slower than the average. Thus a clustering of
approximately 80% of bigram mean timings are within an overall range of only
150 ms as shown in Fig. 4.

The mean and standard deviations for some bigram timings for participant
1 are shown in Fig. 5. The fastest average of the 676 bigrams is OU with a mean
time of 58 ms but with very large standard deviation of 83.3 while the slowest
from among the top 200 bigrams is EH with a mean time of 358 ms and standard
deviation of 191. The bigram YO (ranked 179th most frequently occurring) with
a mean of 283 ms and standard deviation of 81 has an interesting characteristic
of never, ever, being faster than about 200 ms. This can only be explained as a
quirky characteristic of the keyboard typing of participant 1.

For participant 1 we found that some bigrams (XV and VV) have an average
timing which is over 500 ms slower than the overall average, indicating that this
participant has trouble finding the XV and VV character combinations. Other
bigrams such as EI and IN are 162 ms and 151 ms faster than the average. This
might be due to the fingers usually used by her/him to type these particular
character combinations. We would expect that when using the middle and index
fingers consecutively on adjacent keys on the same row of the keyboard would be
faster to type than, say, using the little and index fingers on keys on a lower and
then a higher row of the keyboard. On checking with the participant as to which
fingers s/he uses to type the fastest of the bigrams we find that it is indeed the
middle and index fingers for keys which are on the same row of the keyboard.
Thus some of the timing characteristics is explained by keyboard layout and the
particular fingering that a subject will use for pressing different keys.

We also discovered a banding effect for this participant’s timing information,
shown in Fig. 6. For bigrams AS (ranked 31th), IM (90th), EW (99th), PL (124th),
GH (146th) and DC (188th) there is a lower (faster) band of rapidly typed
characters spanning right across the 207 day logging period with a gap in timing
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Fig. 6. Timing for AS, IM, EW, PL, GH and DC for participant 1 showing banding
effect

Table 3. Correlation among top bigrams ranked by frequency for logging period

Number of bigrams Participant 1 Participant 2 Participant 3 Participant 4

Top 5 0.793 0.515 0.371 0.251

Top 10 0.921 0.456 0.437 0.311

Top 25 0.867 0.233 0.239 0.357

Top 50 0.829 0.16 0.234 0.318

Top 200 0.626 0.214 0.238 0.302

Avg. keystrokes per day 9,929 6,070 3,535 1,033

before the more regular characteristic pattern of dense occurrences leading to
more scattered occurrences as we approach 1,000 ms. Our only explanation for
this is that it is to do with the rapid typing of a regularly used word among this
participant’s wordlist but this needs to be investigated further.

We now look at consistency of bigram timing characteristics for participants
across each day of their logging period. If we take the top-200 most frequent
bigrams and rank order them by their mean speed for each of their logging days,
then correlate the bigram rankings for each day, the average pairwise correlation
for participant 1 is 0.6262. The reader is reminded that these correlations are the
averaged across 206×206 individual daily correlations of the top 200 bigrams so
these are day-on-day variations in rank ordering of mean bigram typing speeds.
If we reduce the number of bigrams to the top 50, 25 and then 10 we see this
correlation across the days increases, as shown in the first column of Table 3.
When we get to the top five bigrams, the correlation drops to 0.7937. This is
explained by the fact that the top-5 mean fastest bigrams may vary from day
to day. This is highlighted in our comparison to Peter Norvig’s analysis earlier.
Table 3 also shows the same analysis applied to the other three participants and
from this we see the others have a much lower correlation among the bigrams
they have typed fastest.
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Also included in Table 3 and taken from Table 1 earlier, is the average number
of keystrokes typed by each participant per day. We can see that the more a
participant types, the greater the consistency of their typing speeds. Putting
this in other words, no matter what day it is, participant 1 has almost the same
ordering of her/his ranked bigram timings whereas for the others, that ordering
will vary more, probably because they type less than participant 1.

As mentioned previously, a lifelog becomes most useful when there are mul-
tiple sources of data which are then cross-referenced to gain insights into the
participant’s life. We saw in Sect. 2 how keystroke dynamics has been used for
measuring stress [9], emotion [9] and even our level of creative flow when writing
[11]. Using the sleep score data gathered by the Ōura ring, we explored whether
sleep score correlates with bigram timing for any or all of our top-200 bigrams.
Mean daily timing data for the bigram TH had a +0.209 correlation with sleep
score from the previous night while mean daily timing data for CV had a cor-
relation of −0.18. The average of these bigram correlations with sleep score was
+0.014 which leads us to conclude that there is no correlation between daily
typing speed of any bigrams and sleep score. This means that participant 1 is
consistent in typing speed, even when tired from poor sleep the previous night.
We applied this to other participants and found the same result. Perhaps if we
explored windowing sleep score as a moving average over a number of days, or
used other metrics to measure fatigue then that might correlate with timing
information.

Another possibility is that bigram timing information might vary during the
day, differing from morning to evening as fatigue effects might alternate with
bursts of energy or enthusiasm or as the participant’s level of stress, emotion or
creativity might vary. However that would require a more comprehensive lifelog
and goes back to the point we made earlier about the best kind of lifelog being
a multimodal artifact, a fusion across multiple, diverse information sources. The
exercise reported in this paper has served to illustrate the possibilities that
keystroke dynamics have as one of those information sources.

5 Conclusions

In this paper we present the case for greater use of keystroke dynamics in lifel-
ogging. We recap on several previous applications for keystroke dynamics and
we describe how we used a tool called Loggerman to gather keystroke data for
four participants over more then six months. We are particularly interested in
the timing information associated with keystrokes and we showed how timing
information between bigram keystrokes can vary for the same participant across
different days. We also showed how the relative speeds with which bigrams are
typed varies hugely for the same participant and across different participants.
This shows how useful keystroke dynamics can be for security and authentication
applications.

Keystroke dynamics has been shown to correlate with stress, fatigue and
writing style. In this preliminary analysis we explored whether keystroke timing
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was correlated with fatigue, as measured by sleep score from the previous night.
Unfortunately we found no correlation between these suggesting that a simple
sleep score is insufficient to measure participant fatigue. We need more fine-
grained measures which would allow levels of fatigue which vary throughout the
day, to be measured.

For future work there are a range of ways in which data from keystroke
dynamics could be used as part of a lifelog, especially to gain insights into the
more complex cognitive processes in which we engage each day. Keystroke timing
information has been shown to reveal writing strategies on the conventional
keyboard/screen/mouse setup and it would be interesting to explore keystroke
dynamics on mobile devices and see how that correlates with stress, cognitive
load from multi-tasking, fatigue and distraction.
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Abstract. In this paper, we present HTAD: A Home Tasks Activities
Dataset. The dataset contains wrist-accelerometer and audio data from
people performing at-home tasks such as sweeping, brushing teeth, wash-
ing hands, or watching TV. These activities represent a subset of activi-
ties that are needed to be able to live independently. Being able to detect
activities with wearable devices in real-time is important for the realiza-
tion of assistive technologies with applications in different domains such
as elderly care and mental health monitoring. Preliminary results show
that using machine learning with the presented dataset leads to promis-
ing results, but also there is still improvement potential. By making this
dataset public, researchers can test different machine learning algorithms
for activity recognition, especially, sensor data fusion methods.

Keywords: Activity recognition · Dataset · Accelerometer · Audio ·
Sensor fusion

1 Introduction

Automatic monitoring of human physical activities has become of great inter-
est in the last years since it provides contextual and behavioral information
about a user without explicit user feedback. Being able to automatically detect
human activities in a continuous unobtrusive manner is of special interest for
applications in sports [16], recommendation systems, and elderly care, to name
a few. For example, appropriate music playlists can be recommended based on
the user’s current activity (exercising, working, studying, etc.) [21]. Elderly peo-
ple at an early stage of dementia could also benefit from these systems, like by
monitoring their hygiene-related activities (showering, washing hands, or brush
c© Springer Nature Switzerland AG 2021
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teeth) and sending reminder messages when appropriate [19]. Human activity
recognition (HAR) also has the potential for mental health care applications [11]
since it can be used to detect sedentary behaviors [4], and it has been shown
that there is an important association between depression and sedentarism [5].
Recently, the use of wearable sensors has become the most common approach
to recognizing physical activities because of its unobtrusiveness and ubiquity,
specifically, the use of accelerometers [9,15,17], because they are already embed-
ded in several commonly used devices like smartphones, smart-watches, fitness
bracelets, etc.

In this paper, we present HTAD: a Home Tasks Activities Dataset. The
dataset was collected using a wrist accelerometer and audio recordings. The
dataset contains data for common home tasks activities like sweeping, brushing
teeth, watching TV, washing hands, etc. To protect users’ privacy, we only include
audio data after feature extraction. For accelerometer data, we include the raw
data and the extracted features.

There are already several related datasets in the literature. For example, the
epic-kitchens dataset includes several hours of first-person videos of activities
performed in kitchens [6]. Another dataset, presented by Bruno et al., has 14
activities of daily living collected with a wrist-worn accelerometer [3]. Despite
the fact that there are many activity datasets, it is still difficult to find one with
both: wrist-acceleration and audio. The authors in [20] developed an application
capable of collecting and labeling data from smartphones and wrist-watches.
Their app can collect data from several sensors, including inertial and audio.
The authors released a dataset1 that includes 2 participants and point to another
website (http://extrasensory.ucsd.edu) that contains data from 60 participants.
However, the link to the website was not working at the present date (August-
10-2020). Even though the present dataset was collected by 3 volunteers, and
thus, is a small one compared to others, we think that it is useful for the activity
recognition community and other researchers interested in wearable sensor data
processing. The dataset can be used for machine learning classification problems,
especially those that involve the fusion of different modalities such as sensor and
audio data. This dataset can be used to test data fusion methods [13] and used
as a starting point towards detecting more types of activities in home settings.
Furthermore, the dataset can potentially be combined with other public datasets
to test the effect of using heterogeneous types of devices and sensors.

This paper is organized as following: In Sect. 2, we describe the data collection
process. Section 3 details the feature extraction process, both, for accelerometer
and audio data. In Sect. 4, the structure of the dataset is explained. Section 5
presents baseline experiments with the dataset, and finally in Sect. 6, we present
the conclusions.

2 Dataset Details

The dataset can be downloaded via: https://osf.io/4dnh8/.
1 https://www.kaggle.com/yvaizman/the-extrasensory-dataset.

http://extrasensory.ucsd.edu
https://osf.io/4dnh8/
https://www.kaggle.com/yvaizman/the-extrasensory-dataset
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The home-tasks data were collected by 3 individuals. They were 1 female and
2 males with ages ranging from 25 to 30. The subjects were asked to perform 7
scripted home-task activities including: mop floor, sweep floor, type on computer
keyboard, brush teeth, wash hands, eat chips and watch TV. The eat chips activity
was conducted with a bag of chips. Each individual performed each activity for
approximately 3 min. If the activity lasted less than 3 min, an additional trial
was conducted until the 3 min were completed. The volunteers used a wrist-band
(Microsoft Band 2) and a smartphone (Sony XPERIA) to collect the data.

The subjects wore the wrist-band in their dominant hand. The accelerometer
data was collected using the wrist-band internal accelerometer. Figure 1 shows
the actual device used. The inertial sensor captures motion from the x, y, and
z axes, and the sampling rate was set to 31 Hz. Moreover, the environmental
sound was captured using the microphone of a smartphone. The audio sampling
rate was set at 8000 Hz. The smartphone was placed on a table in the same room
where the activity was taking place.

An in-house developed app was programmed to collect the data. The app runs
on the Android operating system. The user interface consists of a dropdown list
from which the subject can select the home-task. The wrist-band transfers the
captured sensor data and timestamps over Bluetooth to the smartphone. All the
inertial data is stored in a plain text format.

Fig. 1. Wrist-band watch.

3 Feature Extraction

In order to extract the accelerometer and audio features, the original raw sig-
nals were divided into non-overlapping 3 s segments. The segments are not over-
lapped. A three second window was chosen because, according to Banos et al.
[2], this is a typical value for activity recognition systems. They did compre-
hensive tests by trying different segments sizes and they concluded that small
segments produce better results compared to longer ones. From each segment, a
set of features were calculated which are known as feature vectors or instances.
Each instance is characterized by the audio and accelerometer features. In the
following section, we provide details about how the features were extracted.
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3.1 Accelerometer Features

From the inertial sensor readings, 16 measurements were computed including:
The mean, standard deviation, max value for all the x, y and z axes, pearson
correlation among pairs of axes (xy, xz, and yz), mean magnitude, standard
deviation of the magnitude, the magnitude area under the curve (AUC, Eq. 1)
, and magnitude mean differences between consecutive readings (Eq. 2). The
magnitude of the signal characterizes the overall contribution of acceleration of
x, y and z. (Eq. 3). Those features were selected based on previous related works
[7,10,23].

AUC =
T∑

t=1

magnitude(t) (1)

meandif =
1

T − 1

T∑

t=2

magnitude(t) − magnitude(t − 1) (2)

Magnitude(x, y, z, t) =
√
ax(t)2 + ay(t)

2 + az(t)
2 (3)

where ax(t)2, ay(t)
2 and az(t)

2 are the squared accelerations at time t.
Figure 2 shows violin plots for three of the accelerometer features: mean of

the x-axis, mean of the y-axis, and mean of the z-axis. Here, we can see that
overall, the mean acceleration in x was higher for the brush teeth and eat chips
activities. On the other hand, the mean acceleration in the y-axis was higher for
the mop floor and sweep activities.

3.2 Audio Features

The features extracted from the sound source were the Mel Frequency Cepstral
Coefficients (MFCCs). These features have been shown to be suitable for activity
classification tasks [1,8,12,18]. The 3 s sound signals were further split into 1 s
windows. Then, 12 MFCCs were extracted from each of the 1 s windows. In total,
each instance has 36 MFCCs. In total, this process resulted in the generation
of 1, 386 instances. The tuneR R package [14] was used to extract the audio
features. Table 1 shows the percentage of instances per class. More or less, all
classes are balanced in number.

4 Dataset Structure

The main folder contains directories for each user and a features.csv file. Within
each users’ directory, the accelerometer files can be found (.txt files). The file
names are comprised of three parts with the following format: timestamp-acc-
label.txt. timestamp is the timestamp in Unix format. acc stands for accelerom-
eter and label is the activity’s label. Each .txt file has four columns: timestamp
and the acceleration for each of the x, y, and z axes. Figure 3 shows an example
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Fig. 2. Violin plots of mean acceleration of the x, y, and z axes.

Table 1. Distribution of activities by class.

Class Proportion

Brush teeth 12.98%

Eat chips 20.34%

Mop floor 13.05%

Sweep 12.84%

Type on keyboard 12.91%

Wash hands 12.98%

Watch TV 14.90%

of the first rows of one of the files. The features.csv file contains the extracted
features as described in Sect. 3. It contains 54 columns. userid is the user id.
label represents the activity label and the remaining columns are the features.
Columns with a prefix of v1 correspond to audio features whereas columns with
a prefix of v2 correspond to accelerometer features. In total, there are 36 audio
features that correspond to the 12 MFCCs for each second, with a total of 3 s
and 16 accelerometer features.
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Fig. 3. First rows of one of the accelerometer files.

5 Baseline Experiments

In this section, we present a series of baseline experiments that can serve as a
starting point to develop more advanced methods and sensor fusion techniques.
In total, 3 classification experiments were conducted with the HTAD dataset. For
each experiment, different classifiers were employed, including ZeroR (baseline),
a J48 tree, Naive Bayes, Support Vector Machine (SVM), a K-nearest neighbors
(KNN) classifier with k = 3, logistic regression, and a multilayer perceptron. We
used the WEKA software [22] version 3.8 to train the classifiers. In each experi-
ment, we used different sets of features. For experiment 1, we trained the models
using only audio features, that is, the MFCCs. The second experiment consisted
of training the models with only the 16 accelerometer features described ear-
lier. Finally, in experiment 3, we combined the audio and accelerometer features
by aggregating them. 10-fold cross-validation was used to train and assess the
classifier’s performance. The reported performance is the weighted average of
different metrics using a one-vs-all approach since this is a multi-class problem.

Table 2. Classification performance (weighted average) with audio features. The best
performing classifier was KNN.

Classifier False-Positive Rate Precision Recall F1-Score MCC

ZeroR 0.203 0.041 0.203 0.069 0.000

J48 0.065 0.625 0.623 0.624 0.559

Naive Bayes 0.049 0.720 0.714 0.713 0.667

SVM 0.054 0.699 0.686 0.686 0.637

KNN 0.037 0.812 0.788 0.793 0.761

Logistic regression 0.062 0.654 0.652 0.649 0.591

Multilayer perceptron 0.041 0.776 0.769 0.767 0.731

Tables 2, 3 and 4 show the final results. When using only audio features
(Table 2), the best performing model was the KNN in terms of all performance
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Table 3. Classification performance (weighted average) with accelerometer features.
The best performing classifier was KNN.

Classifier False-Positive Rate Precision Recall F1-Score MCC

ZeroR 0.203 0.041 0.203 0.069 0.000

J48 0.036 0.778 0.780 0.779 0.743

Naive Bayes 0.080 0.452 0.442 0.447 0.365

SVM 0.042 0.743 0.740 0.740 0.698

KNN 0.030 0.820 0.820 0.818 0.790

Logistic regression 0.031 0.800 0.802 0.800 0.769

Multilayer perceptron 0.031 0.815 0.812 0.812 0.782

Table 4. Classification performance (weighted average) when combining all features.
The best performing classifier was Multilayer perceptron.

Classifier False-Positive Rate Precision Recall F1-Score MCC

ZeroR 0.203 0.041 0.203 0.069 0.000

J48 0.035 0.785 0.785 0.785 0.750

Naive Bayes 0.028 0.826 0.823 0.823 0.796

SVM 0.020 0.876 0.874 0.875 0.855

KNN 0.014 0.917 0.911 0.912 0.899

Logistic regression 0.022 0.859 0.859 0.859 0.837

Multilayer perceptron 0.014 0.915 0.914 0.914 0.901

metrics with a Mathews correlation coefficient (MCC) of 0.761. We report MCC
instead of accuracy because MCC is more robust against class distributions. In
the case when using only accelerometer features (Table 3), the best model was
again KNN in terms of all performance metrics with an MCC of 0.790. From these
tables, we observe that most classifiers performed better when using accelerom-
eter features with the exception of Naive Bayes. Next, we trained the models
using all features (accelerometer and audio). Table 4 shows the final results.
In this case, the best model was the multilayer perceptron followed by KNN.
Overall, all models benefited from the combination of features, of which some
increased their performance by up to ≈0.15, like the SVM which went from an
MCC of 0.698 to 0.855.

All in all, combining data sources provided enhanced performance. Here, we
just aggregated the features from both data sources. However, other techniques
can be used such as late fusion which consists of training independent models
using each data source and then combining the results. Thus, the experiments
show that machine learning systems can perform this type of automatic activity
detection, but also that there is a large potential for improvements - where the
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HTAD dataset can play an important role, not only as an enabling factor, but
also for reproducibility.

6 Conclusions

Reproducibility and comparability of results is an important factor of high-
quality research. In this paper, we presented a dataset in the field of activity
recognition supporting reproducibility in the field. The dataset was collected
using a wrist accelerometer and captured audio from a smartphone. We provided
baseline experiments and showed that combining the two sources of information
produced better results. Nowadays, there exist several datasets, however, most
of them focus on a single data source and on the traditional walking, jogging,
standing, etc. activities. Here, we employed two different sources (accelerome-
ter and audio) for home task activities. Our vision is that this dataset will allow
researchers to test different sensor data fusion methods to improve activity recog-
nition performance in home-task settings.
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Abstract. This paper introduces an economical and dynamic crowd-
sourcing mechanism to collect personal lifelog associated environment
datasets, namely MNR-Air. This mechanism’s significant advantage is
to use personal sensor boxes that can be carried on citizens (and their
vehicles) to collect data. The MNR-HCM dataset is also introduced in
this paper as the output of MNR-Air and collected in Ho Chi Minh City,
Vietnam. The MNR-HCM dataset contains weather data, air pollution
data, GPS data, lifelog images, and citizens’ cognition of urban nature on
a personal scale. We also introduce AQI-T-RM, an application that can
help people plan their travel to avoid as much air pollution as possible
while still saving time on travel. Besides, we discuss how useful MNR-
Air is when contributing to the open data science community and other
communities that benefit citizens living in urban areas.

Keywords: Particulate matter · PM2.5 · AQI · Sensors · Sensor
data · Smart navigation · Crowdsourcing

1 Introduction

Air pollution has been a rising concern in Vietnam during the last few years. It
has become one of the critical reasons that impact many aspects of people’s life
from society, healthcare, to the economy, especially in urban areas and industrial
zones [1].
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A better understanding of air pollution’s influence on human health to find
a suitable policy to cope with quickly has been the emerging demand from both
government and scientists [2]. In [3], the authors brought significant evidence
of the strong correlation between air pollution and the risk of respiratory and
cardiovascular hospitalizations, especially in the most populous city in Vietnam.
Among different subjects, children are the vulnerable subjects easily harmed
by air pollution, especially on their respiratory system and human mentality [4].
Air pollution also impacts tourism, which is an essential component of Vietnam’s
GDP. In [5], the authors claimed that short-term exposure to air pollutants while
visiting regions with high air pollution levels can lead to acute health effects.
Many reasons lead to a high level of air pollution in urban areas. In [1], the
authors pointed out that in Vietnam, particularly in urban areas, the top reasons
for air pollution came from transportation and construction, while, in industrial
zones, the main reasons originated from factories. In [5], the authors mentioned
that air pollution is mostly environmental tobacco smoke, commuting, and street
food stands.

Although air pollution is the emerging requirement, not much effort has
been made to gather air pollution with smaller granularity and high density. It
is difficult for researchers to access a good source of air pollution data, except
for some public websites and apps aimed at serving ordinary citizens such as
AirVisual [6], EnviSoft [7], IQAir [8], AQIcn [9], and Breezometer [10], to name
a few. Unfortunately, not all are free, and researchers must pay lots of money
to have the necessary data set for their research. Besides, these data sources
do not provide a smaller granularity and high density. Most mentioned sources
only give one value for a whole city regardless of its size. Another option for
researchers is to look for datasets created by other countries. Unfortunately,
these datasets mostly come from meteorological or satellite sources that may
probably not reflect precisely the ground situation [11,12].

Vietnamese researchers and their foreign colleagues have tried to create their
data set to avoid significantly depending on open data sources. To et al. [13]
setup air pollution stations to collect PM2.5 and PM10 hourly at five places in
the city, including urban, residential, and sidewalk areas. In [5], the authors used
portable instrumentation to collect PM2.5 and black carbon conducted during
the wet season in 2014 in Ho Chi Minh City, Da Lat, and Nha Trang. In [12],
the authors have integrated ground-based measurements, meteorological, and
satellite data to map temporal PM concentrations at a 10× 10 km grid over the
entire of Vietnam.

Inspired by the emerging problems mentioned above, we propose an econom-
ical and dynamic method to build a data crowdsourcing mechanism to collect
air pollution with smaller granularity and high density. We design a small sensor
box assembled various sensors of weather, air pollution, GPS, and digital camera
to collect data at a small granularity level (i.e., less than 10 m). This sensor box
can be carried by pedestrians or by motorbikers who travel around a city. When
these sensor boxes are spread out a whole city, they become mobile stations
leading to have a grid map where each vertex is a sensor box, and each edge is
the connection between two nearest vertices. We also develop an algorithm that
can interpolate the value of AQI based on this grid map to have AQI value even



208 D.-H. Nguyen et al.

if there are no sensors. We also develop an app to get feedback from users to
see the relationship between their cognition of the surrounding environment and
the real air pollution.

The contributions of our solution are:

– Provide an economical and dynamic mechanism for crowdsourcing using
cheap materials and popular transportation services in Ho Chi Minh City,
Vietnam (i.e., motorbike). Nevertheless, these sensor boxes can be embed-
ded/mounted in other transportation types such as cars, buses, or bicycles.

– Collect air pollution, weather, GPS, and image data at the small granularity
level with the first-perspective view. The grid map created by these sensor
boxes’ positions can increase the density of AQI value throughout the city
map.

– Reflect the correlation between urban areas and their urban nature, air pol-
lution, and people’s behaviors.

– Attract researchers in multimedia information retrieval, machine learning,
AI, data science, event-based processing and analysis, multimodal multime-
dia content analysis, lifelog data analysis, urban computing, environmental
science, and atmospheric science.

– Provide the air pollution risk map to support people to plan their travel with
less air pollution.

This paper is organized as follows. In Sect. 2, we introduce the system and
hardware. Section 3 expresses how the dataset is collected, processed, and stored.
Section 4 denotes the risk map application. Finally, in Sect. 5, we briefly give our
conclusion and further works.

2 System Architecture and Hardware

In this section, we introduce our system architecture and hardware for the data
collection. Figure 1 illustrates our system architecture, including sensors, net-
works, storage, data format, and data flow information. All data collected from
our sensors and devices are uploaded to the cloud (e.g., Thingspeak) periodi-
cally (e.g., 5 min) and backed up in memory cards whose content can be later
updated to our storage at the end of the day. This policy helps us to avoid
missing data due to internet connection and cloud problems. We also apply the
privacy preservation policy to protect personal data (e.g., face blurring, data
encryption).

We design three components to collect data from people and surrounding
areas: (1) lifelog camera, (2) smartphone app, and (3) sensor box. The first one
is a lifelog camera (Camera SJCAM SJ4000 AIR 4K Wifi) that can be embedded
on a helmet or a shoulder strap to make sure it can capture images under the first-
perspective view. We set 1pic/3s mode to record the surrounding areas during
traveling. The second one is an app that displays questionnaires to capture the
surrounding environment’s cognition of people. Table 1 denotes the content of
the questionnaires. The volunteers answer questionnaires whenever they stop by
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Table 1. The list of questionnaires

Group Questionnaires

Common: Reflect the personal feel-
ing of the surrounding environment

Greenness Degree

1 (building) → 5 (greenness)

Cleanliness Degree

1 (filthy) → 5 (cleanliness)

Crowdedness Degree

1 (very light) → 5 (high dense)

Noisy Degree

1 (very quiet) → 5 (very noisy)

Obstruction: (multi-choice)

Flood/Rain/Congestion/Traffic
light/Pothole/Construction site

A: For predicting personal feeling
ofthe surrounding atmosphere

Skin feeling degree

1 (worst) → 5 (best)

Stress Degree

Stressed/Depressed/Calm/Relaxed/Excited

Personal AQI degree

1 (fresh air) → 5 (absolute pollution)

How do you feel of the air pollution

(smoky, smelly, pollen, eye itchy)

B: For predicting the reputation of
surrounding atmosphere for a specific
activity

Safety degree degree

1 (not want at all) → 5 (absolute want)

Do you want to use this route so that you can protect
your health

and safety (i.e., avoid air pollution, congestion,and
obstruction)

What is the most suitable vehicle for using the
route?

[multichoice]: Motorbike/Bus/Car/Bicycling

red lights, traffic jams, or break time (i.e., they recognize something relating to
the bad surrounding environment) during the patrol.

The last one is the set of sensors that collect environmental data. We use
Arduino (Arduino Uno R3 SMD (CH340 + ATMEGA328P-AU) and version
1.8.10 of Arduino Software (IDE)) as the mainboard to connect and handle
different sensors, as depicted in Fig. 2, 3 and described in Table 2.

One of our primary targets is to collect the essential factor of air pollution,
PM2.5 with low-cost sensors. Hence, we have to balance the qualification of low-
cost sensors and the accuracy of these sensors’ data. To meet our desire, we
leverage the research presented in [16] to select and to integrate suitable sensors
(e.g., humidity, particle matter) and calculate the value of PM2.5 accuracy. We
utilize the formula mentioned in [16] to estimate PM2.5 using data collected by
our sensors, as follows:

PM2.5,c =
PM2.5

1.0 + 0.48756
(

H
100

)8.60068 (1)

PM10,c =
PM10

1.0 + 0.81559
(

H
100

)5.83411 (2)
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Fig. 1. MNR-Air System Architecture

Fig. 2. Sensor Box Architecture

Table 2. Sensors

No Name Specification

1 SDS011 PM2.5, PM10, Range: 0.0–999.9µg/m3

2 MQ-131 O3, Range: 10–1000 ppm

3 MQ-136 SO2, Range: 1–200 ppm

4 GPS U-Blox NEO-6M, Longitude and Latitude

Anten GPS 1575.42Mhz SMA

5 MICS-6814 NO2, Range: 0.05–10 ppm

CO, Range: 1–1000 ppm

6 UVM-30A UV, Range: 200–370 nm

7 DHT21 AM2301 Humidity and Temperature

8 Grove - 16x2 LCD Display information

9 ESP8266 NodeMCU Lua CP2102 Connect WIFI and push data to cloud

10 2 x Arduino Uno R3 Control data transmission
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where:

– PM2.5,c is the corrected PM2.5 value.
– PM2.5 is the measured quantity.
– PM10,c is the corrected PM10 value.
– PM10 is the measured quantity.
– H is the measured humidity.

3 The MNR-HCM Dataset

We utilize the MNR-Air to collect both the personal-sized surrounding environ-
ment (e.g., air pollution, weather) and the lifelog (i.e., images, cognitive, urban
nature, congestion) data. We choose Ho Chi Minh City, Vietnam, as the testing
field because it is the most populous and polluted in Vietnam [1,3,4,11,13]. We
have carried on the data collection campaign for a while on the predefined routes
patrolled three times per day (e.g., morning, noon, evening) by motorbikers, the
most popular transportation method in Vietnam. The sensing data are trans-
ferred to the cloud in real-time mode while the images data are uploaded from
memory cards to the cloud at the end of the day after privacy protection. In
this small-and-mobile scale, each person wearing our sensor box and interacting
with our apps becomes a dynamic and intelligent sensor that, if connected, can
generate a network of sensors to collect data of a whole city continuously and
endlessly.

3.1 Data Collection

The set of personal-sized data collectors (i.e., lifelog camera, a smartphone with
apps, sensor box) is carried on by a volunteer who rides a motorbike patrolling
along the predefined route. The route, approximately 17 km, is a closed-loop
where two volunteers patrol in the opposite direction. The average speed is within
[20–30] km/h. The volunteers have to patrol three times per day: morning, noon,
and late afternoon. The campaign had conducted from July 12, 2020, to July
31, 2020.

Fig. 3. Sensor Box Layout. Please refer Table 2 for mapping sensor’s ID and the cor-
responding description.
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3.2 Data Collection Route

To capture the diversity of urban nature that might correlate to air pollution, we
create the route to contain parks, traffic density, small roads, and riverside scene.
We also select the rush-hour period for collecting data to prove our hypothesis
of the association between transportation and between air pollution, stress, and
weather and congestion. Figure 4 illustrates and Table 3 denotes the route map
and route’s urban nature.

Table 3. Selected routes and their urban nature

No Route Urban Nature

1 Nguyen Tat Thanh - Khanh Hoi bridge -

Ton Duc Thang -Nguyen Huu Canh -

Nguyen Binh Khiem - Thi Nghe bridge

The main route with Riverside path and

parks having a lot of trees

2 Xo Viet Nghe Tinh - Dien Bien Phu -

Dinh Tien Hoang -Vo Thi Sau - Cong

Truong Dan Chu Roundabout

The main route with heavy traffic, having

less trees and many buildings

3 Cach Mang Thang Tam - Nguyen Thi

Minh Khai -Hai Ba Trung - Le Thanh Ton

- Nguyen Thi Nghia

There are many large parks with lots of

trees and crowded traffic

4 Nguyen Thi Nghia - Ong Lanh bridge -

Hoang Dieu

Nearby the river, traffic, less trees, lots of

high-rise buildings

3.3 Data Description

The following are the data and folder structure description.

– Image data: stored in the following folders:
• image tag: Contain images taken by smartphones during four routes.
Most of the images are taken at the predefined checkpoints. The informa-
tion of each image is recorded in userX-emotion-tags-dd-mm-yyyy.csv.
• photo: Contain images were taken by lifelog cameras (i.e., each sub-
folder contains images were taken in survey day “yyyymmdd”).

* The images were recorded as 1pic/3s from July 12, 2020, to July
31, 2020.

– Emotion tags: stored in
• emotion tags: Contain information on all checkpoints of four routes
in a day userX-emotion-tags-dd-mm-yyyy.csv.

– Sensor data: stored in:
– Sensor: The parameters’ sensor values are measured during the day in

four routes, including urban nature, weather variables, the concentration
of pollutants, and psycho-physiological. (i.e., each sub-folder contains sen-
sor value taken in measured day “yyyymmdd”).

* Contain the value of Time, Longitude, Latitude, Humidity, Temper-
ature, Fahrenheit, PM2.5, PM10, UV , NO2, CO, SO2, O3, Heartbeat,
Image.
* All data stored in “userX/yyyy-mm-dd.csv” files were recorded
every 2 or 3 s.



MNR-Air Mechanism 213

Fig. 4. Data Collection Route in Ho Chi Minh City, Vietnam

4 Air Pollution and Traffic Risk Map

In this section, we introduce the application that utilized the MNR-HCM dataset
to serve society.

4.1 Motivation and Purposes

Among many applications that can be built by utilizing the MNR-HCM dataset,
we decide to build the “Air pollution and Traffic Risk Map” (AQI-T-RM) appli-
cation to support people to avoid as much as possible the impact of air pollution
and congestion in Ho Chi Minh City, Vietnam.

The AQI-T-RM aims to provide people the ability to plan their traveling to
protect their health and save their time. The core of the AQI-T-RM is the algo-
rithm that can predict air qualification index (AQI) quickly and the algorithm
that can find the optimal route between two points on the map (in terms of less
AQI than other routes). We assume that AQI and congestion have a tight asso-
ciation: the more vehicle traveling on the route, the more AQI. This hypothesis
based on research published in [1,5,13].

Currently, there is no such application as AQI-T-RM running on the air
pollution dataset in Ho Chi Minh City. People mostly rely on AQI informa-
tion provided freely by some open websites/sources [6–10]. Unfortunately, these
sources only provide the value of AQI for the large area (e.g., the whole city),
and have no function to plan their travels based on air pollution data.

4.2 Methodology

We develop a simple but effective algorithm to support people in finding the
shortest path between two places A and B with less impact of bad AQI: (1)
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utilize Google Map API to locate three shortest routes between A and B, (2)
calculate the total AQI for each route Using the MNR-HCM dataset with the
suitable interpolation and prediction algorithms, and (3) select the path with
the smallest sum of AQI as a recommendation plan for people.

We utilize the algorithm presented in MediaEval 2019 [18] to predict AQI
along each route. In this case, instead of using data from air pollution stations,
we use the MNR-HCM dataset provided by mobile stations. After having three
shortest routes with the approximate time needed to finish these routes, we
apply the mentioned algorithm to predict AQI from T to T+mi (with mi is
the time needed to complete the ith path). We can then quickly estimate the
total AQI for each route and visualize it to people, including routes, total dis-
tance, travel times, and an air quality map as the color of the line. The line’s
color represents the level of air quality (Blue: Very Good, Green: Good, Yellow:
Moderate, Brown: Bad, Red: Very Bad), as depicted in Fig. 6. In terms of the
line’s color representing the AQI level, the thresholds applied to identify the
Very Good/Good/Moderate/Bad/Very Bad categories are calculated using the
Taiwan AQI [15].

4.3 AQI-T-RM Architecture

We design AQI-T-RM as a client-server application (Fig. 5) that connects to the
MNR-HCM database and allows people to interact with the system to get their
optimal traveling plan.

– Client (ReactJS/React Native):
• is a high performance, consistent language for both web and mobile to
speed development.
• can be easily developed into Progressive Web App later.

– Load balancer:
• Use multiple server instances and load balancers for concurrent requests.
• Use Apache for stability.

– Container (Docker):
• Use Docker for a fast deploying server and ensure uniformity between
environments.

– Server:
• Use NestJS to ensure the stabilization and extendability of applications.

– Database:
• Use MongoDB to access and manage large amounts of data and low
latency collected from sensors. Figure 6 illustrates the current interface
of the application.
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Fig. 5. The architecture of AQI-T-RM

Table 4. The comparison with another method

Model Dataset Number of
sensors

Simulated
Trips

Pollutants Exposure
reduction

Distance
Increase

AQI-T-RM MNR-HCM
dataset

2 100 AQI 30.25% <0.5 km
(average)*

CAR [17] Big Taipei 2963** 4,364 PM2.5 17.1% 2.5%

*Distance increase percentage not available for this work.
∗∗Based on a homepage [14], the number of PM2.5 sensors deployed around Taiwan.

4.4 Discussion

We compare our dataset and model with the dataset and model introduced in
[17], namely CAR. The CAR utilizes the dataset collected by air pollution sta-
tions, namely Big Taipei, spread out the whole city (Fig. 7). It provides the spa-
tiotemporal linear interpolation algorithm that can support people to have the
optimal route to avoid as much bad AQI as possible while still saving traveling
time. Theoretically, the MNR-HCM dataset contains data collected at every cor-
ner of a city while the Big Taipei dataset cannot. Besides, the number of (mobile)
stations of MNR-Air can be easily increased comparing to Big Taipei stations.
The AQI-T-RM proved useful even when using very few sensors. Hence, we can
say that AQI-T-RM can work better than CAR. Table 4 denotes the comparison
between AQI-T-RM with the MNR-HCM dataset and CAR with the Big Taipei
dataset. In the three routes of Google Maps suggest, we compare the total AQI
level of the three routes, get the best route, compare it with the worst route,
and obtain the exposure reduction. The results show better benefits for citizens
when using our dataset and our application.
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Fig. 6. A screen-shot of the user interface of AQI-T-RM

Fig. 7. A distributed network of sensors.

5 Conclusion and Future Work

We have introduced the MNR-Air mechanism to carry on data crowdsourc-
ing. The fundamental background of MNR-Air is to provide an economical and
dynamic solution for collecting air pollution data and citizens’ cognition of the
surrounding environment and contributing to the open data science community.
The significant advantage of the MNR-HCM dataset, the output of MNR-Air,
is that data can be collected at every corner of a city as long as people can
reach there. Besides, with the low price of building a sensor box and the signifi-
cant amount of motorbikers traveling every day in the populous city, the dataset
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can capture most of the city’s life. Hence, scientists can have a rich dataset to
discover various interesting and useful things for society.

We keep collecting data and finding financial support to increase the number
of sensor boxes and enlarge routes’ scope. We believe that when our sensor boxes
can cover the whole city, we can build the AQI risk map precisely, economically,
and usefully.
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Abstract. Gastrointestinal (GI) pathologies are periodically screened,
biopsied, and resected using surgical tools. Usually, the procedures and
the treated or resected areas are not specifically tracked or analysed dur-
ing or after colonoscopies. Information regarding disease borders, devel-
opment, amount, and size of the resected area get lost. This can lead to
poor follow-up and bothersome reassessment difficulties post-treatment.
To improve the current standard and also to foster more research on the
topic, we have released the “Kvasir-Instrument” dataset, which consists
of 590 annotated frames containing GI procedure tools such as snares,
balloons, and biopsy forceps, etc. Besides the images, the dataset includes
ground truth masks and bounding boxes and has been verified by two
expert GI endoscopists. Additionally, we provide a baseline for the seg-
mentation of the GI tools to promote research and algorithm develop-
ment. We obtained a dice coefficient score of 0.9158 and a Jaccard index
of 0.8578 using a classical U-Net architecture. A similar dice coefficient
score was observed for DoubleUNet. The qualitative results showed that
the model did not work for the images with specularity and the frames
with multiple tools, while the best result for both methods was observed
on all other types of images. Both qualitative and quantitative results
show that the model performs reasonably good, but there is potential
for further improvements. Benchmarking using the dataset provides an
opportunity for researchers to contribute to the field of automatic endo-
scopic diagnostic and therapeutic tool segmentation for GI endoscopy.
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1 Introduction

Minimally Invasive Surgery (MIS) is a commonly used technique in surgical
procedures. The advantage of MIS is that small surgical incisions are made in
the patient for endoscopy that causes less pain, reduced time of the hospital
stay, fast recovery, reduced blood loss, and less scaring process as compared
to the traditional open surgery. The nature of the operation is complex, and
the surgeons have to precisely tackle hand-eye coordination, which may lead to
restricted mobility and a narrow field of view [5].

However, unlike the treatment of accessory organs such as liver and pan-
creas, no incision is required forGastrointestinal (GI) tract organs (oesophagus,
stomach, duodenum, colon, and rectum). GI procedures also include both min-
imally invasive surveillance and treatment (including surgery) procedures. A
varied number of tools are used as per the requirement of these procedures. For
example, balloon dilatation to help open the GI surface, biopsy forceps for tissue
sample collection, polyp removal with snares, and submucosal injections.

A computer and robotic-assisted surgical system can enhance the capability
of the surgeons [9]. It can provide the opportunity to gain additional information
about the patient, which can be useful for decision making during surgery [6].
However, it is difficult to understand the spatial relationship between surgical
instruments, cameras, and anatomy for the patient [11]. In GI endoscopy, it is
vital to track and guide surgeons during tumor resection or biopsy collection
from a defined site and help to correlate the biopsied samples and treatment
locations post-diagnostic and therapeutic or surgical procedures. While most
datasets and automated-algorithm developments for instrument segmentation
are mostly focused on laparoscopy-based surgical removal, automatic guidance
of tools for GI surgery has not been addressed before.

New developments in the area of robot-assisted systems show that there is
potential for developing a fully automated robotic surgeon [14]. The da Vinci
robot is a surgical system that is considered the de-facto standard-of-care for
certain urological, gynecological, and general procedures [4]. Thus, it is critical
to have information regarding intra-operative guidance, which plays an essential
role in decision making. However, there are specific challenges, such as limited
field of view and difficulties with the surgeons handling the instruments during
surgery [13]. Therefore, image-based instrument segmentation and tracking are
gaining more and more attention in both robotic and non-robotic minimally
invasive surgery. Previous work targeting instrument segmentation, detection,
and tracking on endoscopic video images failed on challenging images such as
images with blood, smoke, and motion artifacts [13]. Other reasons that make
semantic segmentation of surgical instruments a challenging task are the presence
of images containing shadows, specular reflections, blood, camera lens fogging,
and the complex background tissue [14]. The segmentation masks of these images
can be useful for instrument detection and tracking.
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Similarly, in the GI tract procedures, from tissue sample collection to surgi-
cal removal of pathologies is performed in low field-of-view areas. Visual clutter
such as artifacts, moving objects, and fluid, hinders the localisation of the target
site during surgical procedures. Additionally, currently, there is no way of cor-
relating the tissue sample collection with biopsied location and assessing surgi-
cal procedure effectiveness or even post-treatment recovery analysis. Automated
localisation and tracking of tools can help guide the endoscopists and surgeons to
perform their tasks more effectively. Also, post-procedure video analysis can be
done using these automated methods to track such tools, thus enabling improved
surgical procedures or surveillance and their post-assessment. Currently, this is
an open problem in the research community, where most procedures are not
automated in GI tract endoscopy.

While there is an open research question for automated tool detection and
guidance in GI procedures, there is a lack of available public datasets. We aim
to initiate the development of automated systems for the segmentation of GI
tract diagnostic and therapeutic endoscopy tools. This research direction will
enable tracking and localisation of essential tools used in endoscopy and help to
improve targeted biopsies and surgeries in complex GI tract organs. To accom-
plish this, and to address the lack of publicly available labeled datasets, we have
publicly released 590 pixel-level annotated frames that comprise of tools such as
balloon dilation for facilitating the opening of GI organs, biopsy forceps for tis-
sue sample collection, polyp removal with snares, submucosal injections, radio-
frequency ablation of dysplastic mucosa using probes and some other related
surgical/diagnostic procedures. The released video frames will allow for building
automated Machine Learning (ML) algorithms that can be applied during clini-
cal procedures or post-analyses. To commence this effort, we provide a baseline
benchmark on this dataset. U-Net [12] is a common semantic segmentation based
architecture for medical image segmentation tasks. In this paper, we therefore
present results utilising two U-Net based architectures. The provided dataset
is open and can be used for research and development, and we invite medi-
cal imaging, computer vision, ML and multimedia researchers to develop novel
algorithms on the provided dataset. The main contributions of this paper are:

– The release of 590 annotated images with bounding boxes and segmentation
masks of GI diagnostic and surgical tool dataset. To the best of our knowledge,
this is the first dataset of segmented tools used in the GI tract.

– A benchmark of the provided dataset using the U-Net [12] and Double-
UNet [10] architectures for semantic segmentation is provided.

2 Related Work

Surgical vision is evolving as a promising technique to segment and track instru-
ments using endoscopic images [6]. To gather researchers on a single platform, the
Endoscopic vision (EndoVis) challenge has been organized since 2015 at Med-
ical Image Computing and Computer Assisted Intervention Society (MICCAI)
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Table 1. Similar available datasets

Dataset Content Task type Procedure

Instrument
segmentation
and tracking (2015) [6]

Rigid and robotic
instruments

Segmentation
and tracking

Laparoscopy

Robotic Instrument
Segmentation (2017) [4]

Robotic surgical
instruments

Binary segmentation,
part based
segmentation,
instrument
segmentation

Abdominal
porcine

Robotic Scene
Segmentation (2018) [3]

Surgical
instruments
and other

Multi-instance
segmentation

Robotic
nephrectomy

Robust Medical
instrument
segmentation (2019) [13]

Laparoscopic
instrument

Binary segmentation,
multiple instance
detection, multiple
instance segmentation

Laparoscopy

Kvasir-Instrument (Ours) Diagnostic and
therapeutic tools
in endoscopic
images

Binary segmentation,
detection and
localization

Gastroscopy
& colonoscopy

with an exception in 2016. The EndoVis challenge hosts different sub-challenges.
The year-wise information about the hosted sub-challenge can be found on the
challenge website1.

Bodenstedt et al. [6] organized “EndoVis 2015 Instrument sub-challenge”
for developing new techniques and benchmarking ML algorithms for segmen-
tation and tracking of the instruments on a common dataset. The organizers
challenged on two different tasks, i.e., (1) Segmentation and (2) Tracking. The
goal of the challenge was to address the problem related to segmentation and
tracking of articulated instruments in both laparoscopic and robotic surgery2.
A comprehensive evaluation of the methods used in instrument segmentation
and tracking task for minimally invasive surgery is summarized in this work [6].
The extensive evaluation showed that deep learning works well for instrument
segmentation and tracking tasks.

In 2017, a follow up to the previous 2015 challenge was organized called
“Robotic Instrument Segmentation Sub-Challenge”3. The challenge was part
of the Endoscopic vision challenge that was organized at MICCAI 2017. This
challenge offered three tasks: (1) Binary segmentation, (2) Parts based segmenta-
tion, and (3) Instrument type segmentation. The goal of the binary segmentation

1 https://endovis.grand-challenge.org/.
2 https://endovissub-instrument.grand-challenge.org/EndoVisSub-Instrument/.
3 https://endovissub2017-roboticinstrumentsegmentation.grand-challenge.org/.

https://endovis.grand-challenge.org/
https://endovissub-instrument.grand-challenge.org/EndoVisSub-Instrument/
https://endovissub2017-roboticinstrumentsegmentation.grand-challenge.org/
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task was to separate the image into an instrument and background. Parts seg-
mentation challenged the participants to divide the binary instrument into a
shaft, wrist, and jaws. Type segmentation challenged the participants to iden-
tify different instrument types. A detailed description of the challenge tasks,
dataset, methodologies used by ten participating teams in different tasks, chal-
lenge design, and limitation of the challenge can be found in the challenge sum-
mary paper [4].

In 2019, a similar challenge called “Robust Medical Instrument Segmentation
Challenge 2019”4 was organized by Roß et al. [13]. This challenge offered three
tasks (1) Binary segmentation, (2) Multiple instance detection, and (3) Multiple
instance segmentation. The challenge was focused on addressing two key issues
in surgical instruments, Robustness and Generalization, and benchmark medi-
cal instrument segmentation and detection on the provided surgical instrument
dataset. Endoscopic artefact detection challenge (EAD2019) challenge focused
on endoscopic artifact detection primarily but also included instrument class
in their detection, segmentation, and “out-of-sample” generalisation tasks. The
challenge outcome revealed that most methods performed well for instrument
detection and segmentation class [2]. However, this dataset mostly consisted of
large biopsy forceps.

In Table 1, we present available instrument datasets in the field of tool seg-
mentation. All of the datasets were designed for hosting challenges. The training
dataset is released for all the datasets (except ROBUST-MIS); however, the test
dataset is not provided by the challenge organizers. Thus, it makes it difficult
to calculate and compare the results on the test dataset. However, experiments
are still possible by splitting the training dataset into train, validation, and test-
ing sets. The Robust Medical instrument segmentation dataset is yet not public.
However, the participants who have participated in the challenge have the oppor-
tunity to download the training dataset. Usually, there are certain practicalities
to download the dataset, such as signing the agreement and getting permission
from the owner, which takes time, and it is inconvenient. Moreover, to partici-
pate in the challenge, the participants have to signup in a particular year, and
usually, it often takes a very longtime before they publish the dataset. Thus, the
significance of the datasets becomes less as the technology is changing rapidly.
More information on available instrument datasets, contents, and offered tasks
by the organizers and about the availability can be found from Table 1.

The literature review shows that there are only a few open-access datasets for
MIS instrument segmentation. Moreover, to the best of our knowledge, GI tract
tools have never been explored. This is the first attempt to provide the commu-
nity with a curated and annotated public dataset that comprises diagnostic and
therapeutic tools in the GI tract. We believe that the presented dataset and the
widely used U-Net based algorithm benchmark will encourage the researchers to
develop robust and efficient algorithms using the provided dataset that can help
clinical procedures in endoscopy.

4 https://robustmis2019.grand-challenge.org/.

https://robustmis2019.grand-challenge.org/
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Fig. 1. Distribution of Kvasir-Instrument dataset. On left: Small (green), medium
(blue) and large (pink) sized tool clusters. On right: sample images with variable tool
size in images. (Color figure online)

3 Kvasir-Instrument Dataset

In this section, we introduce the Kvasir-Instrument dataset with details on how
the data was collected, the annotation protocol, and the dataset’s structure. The
dataset was collected from endoscopic examinations performed at Bærum Hospi-
tal in Norway. The unlabelled images’ frames are selected from the HyperKvasir
dataset [7].

HyperKvasir provides frame-level annotations for 10,662 frames for 23 differ-
ent classes. However, the majority of the images (99,417 frames) are not labeled.
We trained a model using the labeled samples of this dataset and tried to predict
the classes of the unlabeled samples. Although our algorithm [15,16] could not
classify all the images correctly; however, we were able to classify the presence
of instrument or tool out of thousands of provided image frames. However, in
order to perform segmentation, pixel-wise masks and bounding boxes were miss-
ing. This is what is provided in the proposed dataset, and below, we present the
acquisition and annotation protocols used in the data preparation:

3.1 Data Acquisition

The images and videos were collected using standard endoscopy equipment from
Olympus (Olympus Europe, Germany) and Pentax (Pentax Medical Europe,
Germany) at Bærum Hospital, Vestre Viken Hospital Trust, Norway. All the data
used in this study were obtained from videos for procedures that had followed
the patient consenting protocol of Bærum Hospital. Additionally, no patient
information was available. We have performed a random naming for each publicly
released image for further effective annonymisation.
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Fig. 2. Kvasir-Instrument dataset: first two rows represent frames with biopsy forceps,
the middle row consist of metallic clip, the fourth row is a radio-frequency ablation
probe and the last row depicts the crescent and hexagonal shaped snares for polyp
removal.

3.2 Annotation Strategy

We have uploaded the Kvasir-Instrument dataset to labelbox5 and labeled the
Region of Interest (ROI) in the image frames, i.e., the ROI of diagnostic and
5 https://www.labelbox.com/.

https://www.labelbox.com/
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therapeutic tools in our cases, and generated all the ground truth masks. Figure 2
shows the example images, bounding box, image annotation, and generated
masks for the Kvasir-Instrument dataset. All annotations were then exported
in a JSON format, which was used to generate masks for each of the annota-
tions. Related source codes and more information about the dataset can be found
at https://github.com/DebeshJha/Kvasir-Instrument.

The exported file contained the information of the images along with the
coordinate points that were used for mask and bounding box generation. All
annotations were performed using a three-step strategy:

1. The selected samples were labeled by two experienced research assistants.
2. The annotated samples were cross-validated for their delineation quality

by two experienced GI experts (more than 10 years of work experience in
colonoscopy).

3. The suggested changes were incorporated using the comments from the
experts.

The Kvasir-Instrument dataset includes 590 frames consisting of various GI
endoscopy tools used during both endoscopic surveillance and therapeutic or
surgical procedures. A thorough annotation strategy (detailed above) was used to
create bounding boxes and segmentation masks. The dataset consists of variable
tool size with respect to image height and width, as presented in Fig. 1. The
majority of the tools are small and medium-sized. The sample bounding box
annotation, precise area delineation, and extracted masks are shown in Fig. 2.

Our dataset is publicly available and can be accessed at https://datasets.
simula.no/kvasir-instrument/. It consists of original image samples (in JPEG
format), their corresponding masks (in PNG format), and bounding box infor-
mation (in JSON format).

4 Benchmarking, Results and Discussion

In this section, we explore encoder-decoder based classical models for baseline
algorithm benchmarking, their implementation details for reproducibility, details
on evaluation metric used for quantitative analysis, and results and discussion.

4.1 Baseline Methods

U-Net [12] has been explored in the past through many biomedical segmentation
challenges and has shown strength towards an effective supervised segmentation
model. In this paper, we, therefore, use U-Net based architectures on our Kvasir-
Instrument dataset to provide a baseline result for future comparisons. U-Net
uses an encoder-decoder architecture, that is, a contractive feature extraction
path and expansive path with a classifier to perform binary classification of
each image pixel in an upsampled feature map. In our previous work, we have
shown that the strength of supervised classification can be amplified by using the
output mask from one U-Net [12] architecture to the other by proposing Dou-
bleUNet [10]. In addition, the DoubleUNet architecture uses VGG-19 pretrained

https://github.com/DebeshJha/Kvasir-Instrument
https://datasets.simula.no/kvasir-instrument/
https://datasets.simula.no/kvasir-instrument/
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on ImageNet as one of the encoder blocks, squeeze and excite block, and Atrous
spatial pyramid pooling (ASPP) block. All other components in the network
remain the same as the U-Net. For both networks, dice loss gives a 1 − DSC,
where DSC is the dice similarity coefficient (see Eq. 1 below).

4.2 Implementation Details

We have implemented the U-Net-based and DoubleUNet based architectures
using the Keras framework [8] with TensorFlow [1] as backend running on
the Experimental Infrastructure for Exploration of Exascale Computing (eX3),
NVIDIA DGX-2 machine. We have resized the training dataset into 512× 512.
We set the batch size of 8 for training. Both architectures are optimized by using
Adam optimizer. We have made use of dice loss as the loss function. We split
the dataset using 80% of the dataset for training and the remaining 20% for the
testing (evaluation). The same split is also provided in the dataset for the fur-
ther research. We performed basic augmentation, such as horizontal flip, vertical
flip, and random rotation. Moreover, we have also provided the train-test split
so that others can improve the methods on the same dataset.

4.3 Evaluation Metrics

In this medical image segmentation approach, each pixel of the diagnostic and
therapeutic tool either belongs to a tool or non-tool region. The Dice similar-
ity coefficient (DSC) is the mainly used for result evaluation in medical image
segmentation. Additionally, we calculate other standard metrics such as Jaccard
similarity coefficient (JC) (also known as the intersection over union (IoU)), pre-
cision, recall, overall accuracy, F2, and frames per second (FPS). Using tp, fp,
tn, and fn to represent the true positives, false positives, true negatives, and
false negatives, respectively, the mathematical formulas for them are as follows:

DSC =
2 · tp

2 · tp + fp + fn
(1)

JC or IoU =
tp

tp + fp + fn
(2)

Recall (r) =
tp

tp + fn
(3)

Precision (p) =
tp

tp + fp
(4)

F2 =
5p× r

4p + r
(5)

Overall accuracy (Acc.) =
tp + tn

tp + tn + fp + fn
(6)

Frame Per Second (FPS) =
#frames

sec
(7)
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Table 2. Baseline results for tool segmentation

Method JC DSC F2-score Precision Recall Acc. FPS

U-Net [12] 0.8578 0.9158 0.9320 0.8998 0.9487 0.9864 20.4636

DoubleUNet [10] 0.8430 0.9038 0.9147 0.8966 0.9275 0.9838 10.0000

Fig. 3. Failed cases: cap region (top) is under-segmented and small clip area is over-
segmented and consist of large number of false positives (bottom).

4.4 Quantitative and Qualitative Results

Table 2 shows the results of the baseline methods for the tool segmentation on
the proposed Kvasir-Instrument dataset. From the table, we can observe that
the UNet achieved a high JC of 0.8578 and DSC of 0.9158, which is slightly
above than the DoubleUNet that yielded JC of 0.8430 and DSC of 0.9038. Also,
UNet achieved a speed of 20.4636 FPS, whereas computational time is double
for DoubleUNet with only 10 FPS. Similarly, both the recall and precision scores
are very comparable for both U-Net (p = 0.8998, r = 0.9487) and DoubleUNet
(p = 0.8966, r = 0.9275).

Figure 3 shows the qualitative result on two challenging sample images. It
can be observed that both UNet and DoubleUNet are under-segmenting the cap
region (top) and over-segmenting the small clip area (bottom). Some parts of
these images are confused because of the presence of saturation areas. However,
both models were able to segment well with most endoscopic tool samples in the
dataset. This is also evident from the quantitative results. However, even better
models are still needed to motivate further research.

4.5 Discussion

From the experimental results in Table 2, we can validate that the classical U-
Net architecture outperforms DoubleUNet model. Additionally, U-Net is 2×
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faster than the DoubleUNet. This is because U-Net uses basic convolution
blocks, whereas DoubleUNet uses pre-trained encoders, ASPP, squeeze, and
excite blocks, all of which increase the inference latency. Here, the UNet is opti-
mized by dice loss instead of binary cross-entropy loss, which showed improved
performance during our experiments.

Further, fine-tuning on other similar datasets, rigorous data augmentation,
and applying more advanced Deep learning (DL) techniques can improve the
baseline results - eventually achieving the detection, localisation, and segmenta-
tion performance needed to make the technology useful in a clinical environment.
Additionally, the use of DL networks with fewer parameters could increase com-
putational efficiency, thereby enabling real-time systems that can be used in
clinical settings effectively.

5 Conclusion

We have curated, annotated, and publicly released a dataset that contains endo-
scopic tools used in GI examinations and surgical procedures. The dataset con-
sists of images, bounding boxes, and segmentation masks of endoscopy tools used
during different procedures in the GI tract. Additionally, we provided baseline
segmentation methods for the automatic delineation of these tools and have com-
pared them using standard computer vision metrics. In the future, we plan to
continuously increase the amount of data and also call for multimedia challenges
using the presented dataset.
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Abstract. This work presents a dataset of cat vocalizations focusing
on the meows emitted in three different contexts: brushing, isolation in
an unfamiliar environment, and waiting for food. The dataset contains
vocalizations produced by 21 cats belonging to two breeds, namely Maine
Coon and European Shorthair. Sounds have been recorded using low-cost
devices easily available on the marketplace, and the data acquired are
representative of real-world cases both in terms of audio quality and
acoustic conditions. The dataset is open-access, released under Creative
Commons Attribution 4.0 International licence, and it can be retrieved
from the Zenodo web repository.

Keywords: Audio dataset · Audio signal processing · Bioacoustics ·
Cat vocalizations · Meows

1 Introduction

Domestic cats (Felis silvestris catus) produce different vocalizations, with closed
mouth (e.g., purrs and trills), with the mouth held open (e.g., spitting or hiss-
ing), and while the mouth is gradually closing or opening (i.e. meows) [2]. Meows
are considered as the most relevant type of vocalizations used by domestic cats
to communicate with humans [2], whereas undomesticated felids rarely meow to
humans [5], despite being common as an intra-specific vocalization [3]. Conse-
quently, the analysis of meows can be useful to investigate cat-human commu-
nication.

Concerning widespread companion animals, who are often perceived as social
partners [11,13], few studies have been carried out to understand the mechanisms
of their vocal communication with humans. For example, Pongrácz analyzes the
effects of domestication on the vocal communication of dogs [23], McComb et al.
focus on cat purrs [15], and Owens et al. propose a visual classification of feral
cat vocalizations [18].
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In 2019, in the framework of a multi-disciplinary project including veteri-
narians, psychologists, and experts in sound computing, a study was conducted
on the automatic analysis of meows emitted in three different contexts: waiting
for food, isolation in an unfamiliar environment, and brushing. The idea was to
extract the audio characteristics of the sounds produced in response to hetero-
geneous stimuli, where the request for food was expected to induce excitement,
isolation to cause discomfort, and brushing to provoke either positive or nega-
tive responses, depending on the specimen. The results of the project have been
published in [17]. After the design phase, the first step of the project was the
production of a suitable dataset, called CatMeows, now available to the scientific
community for research purposes.

The goal of this paper is to describe CatMeows from different perspectives,
focusing on the protocol used to gather the data (Sect. 2), the internal compo-
sition of the dataset (Sect. 3), and some possible application scenarios (Sect. 4).
Our conclusions will be summarized in Sect. 5.

As detailed below, CatMeows is open access, and it can be retrieved from Zen-
odo,1 a general-purpose open-access repository developed under the European
OpenAIRE program and operated by CERN. The dataset has been assigned the
following DOI: 10.5281/zenodo.4007940.

2 Building the Dataset

The goal of this section is to provide details about the whole protocol adopted
to obtain the CatMeows dataset. Section 2.1 will discuss some design choices,
Sect. 2.2 will focus on technical issues related to meow capturing, and Sect. 2.3
will describe post-processing operations.

2.1 Design Choices

For our experiments, one of the critical problems to solve was recording vocaliza-
tions while minimizing the potential influences caused by environmental sounds
and other noises. Moreover, the characteristics of the room (e.g., its topologi-
cal properties, reverberation effects, the presence of furniture, etc.) should not
affect the captured audio signals. A possible solution would have been to record
sounds in a controlled anechoic environment, but, unfortunately, an unfamiliar
space was expected to influence the behavior of the cat in the waiting for food
and brushing scenarios. In fact, the meowing when placed in an unknown envi-
ronment, without other stimuli, was one of the reactions our experiment tried
to capture and analyse.

Technology in use consists in reliable, commercially available, mass-
production sensors, so as to be representative of the sound quality which can be
realistically implemented at the time of writing. The use of such an equipment
should also ease technological transfer.

1 https://zenodo.org/.

https://doi.org/10.5281/zenodo.4007940
https://zenodo.org/
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Another constraint regarded the relative position of the microphone with
respect to the sound source, that had to be fixed in terms of distance and angle,
as many characteristics to be measured in vocalizations could depend on such
parameters. As a matter of fact, this requirement prevented the adoption of easy
solutions, such as a single omnidirectional microphone or an array of fixed micro-
phones suitably mounted in the room. The input device had to move together
with the sound source, keeping the distance and angle as constant as possible.

Fig. 1. Three of the cats participating in the experiment. A Bluetooth microphone is
mounted on the collar so as to point upwards and keep an almost fixed distance from
their vocal apparatus.

The idea was to capture sounds very close to the source. A number of solu-
tions were explored, including wearable devices somehow attached to the cat’s
back. Being a whole computing system embedding the recording, processing, and
storing chain within a single miniaturized board, such a solution would have been
quite cheap, technologically sound, and extremely easy to adopt. Unfortunately,
this approach could not be applied to cats, since, according to veterinarians, the
perception of a device in close contact with the fur could have produced biased
behavioral results. Moreover, the problem of capturing sound in proximity of the
vocal apparatus would have persisted.

Thus, a refinement of the original idea was to adopt a very small and
lightweight microphone to be placed under the cat’s throat through a collar,
as shown in Fig. 1. The collar is an object the animal is generally already famil-
iar with, so it was not expected to alter its behavior; in other case, the cat was
trained to wear the collar for some days before data recording, until no sign of
discomfort (e.g., scratching the collar, shaking, lip licking, yawning, etc.) was
reported [7,8,16,19,20].

Since the placement of the microphone was the same for all cats, sound modi-
fications due to angle, distance and relative position of the mouth were consistent
across all recordings, thus marginalizing the effects of these parameters. Some
types of information, such as the pitch, did not change, whereas other audio
features resulted biased by a constant factor across recordings.

Finally, it could be argued that different situations could alter cats’ pos-
tures, thus influencing sound production. We did not consider this as a bias,
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since we were interested in the final vocalization outcome, regardless of how the
cat produced it. A change in posture was considered a legitimate and realistic
consequence of the situation. It should be mentioned that if the recording device
was able to catch such an aspect, it would have been considered as a useful
additional information.

2.2 Capturing Audio Signals

Concerning the input device for audio signals, we turned to Bluetooth
connectivity-based products, due to their small dimensions and weight, low
power consumption, good transmission range, low price, and acceptable record-
ing quality.

Bluetooth microphones are usually low-budget devices packed with mono
earphones and optimized for human voice detection. For example, the frequency
range correctly acquired is typically very limited when compared to high-quality
microphones. Nevertheless, in this category of devices, there are products pre-
senting all the features required by our experimentation, specifically for the
development of automatic classification systems.

Fig. 2. Detailed view of the QCY Q26 Pro Bluetooth headset. The microphone is
visible in the form of a small hole in the right part of the image.

For the goals of the project, we selected the QCY Q26 Pro Bluetooth headset
(see Fig. 2), presenting a dynamic range of 98± 3 dB. It transmits audio signals
via Bluetooth with HFP [25] or HSP [6] profiles, introducing a logarithmic A-law
quantization2 at a sampling frequency of 8 kHz. As a consequence, the actual
range of frequencies we could rely on was 0 to 4 kHz. The fundamental frequency
emitted by cats when meowing fall within that range, but some higher-frequency
harmonics could be cut.

The size (15 × 10 × 23 mm) and weight (50 g) of the device were sufficiently
small to be carried by a cat without significant behavioral implications. Interest-
ingly, this microphone represented a very low-budget solution: the whole headset,
including an earphone (obviously not employed in the experimentation), at the
moment of writing can be found in the marketplace for 12 to 25 e.

2 The A-law algorithm is a standard used in European 8-bit PCM digital communi-
cations systems to optimize the dynamic range of an analog signal for digitizing.
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The adoption of the Bluetooth communication protocol greatly simplified
the recording chain. In the experimentation, the headset was paired to a smart-
phone equipped with Easy Voice Recorder PRO, a high-quality audio recording
application supporting the LPCM3 encoding. This aspect was fundamental to
get audio files in a non-supervised environment, e.g. at home, also from people
not expert in the IT field, like most cat owners.

2.3 Post-processing

Non-meowing sounds produced by the cats were discarded (13 instances, still
available in a separate folder of the dataset), and the remaining sounds were cut
so that each file contained a single vocalization, with 0.5 s of leading and trailing
silence segments, or handles.

Table 1. File naming policy: explanation of the pattern C NNNNN BB SS OOOOO RXX.

Placeholder Description Values

C Emission context B: brushing

F: waiting for food

I: isolation

NNNNN Cat name Cat’s unique ID

BB Breed MC: Maine Coon

EU: European Shorthair

SS Sex FI female, intact

FN: female, neutered

MI: male, intact

MN: male, neutered

OOOOO Cat owner Cat owner’s unique ID

R Recording session 1, 2 or 3

XX Vocalization counter 01. . . 99

Files are named after the pattern C NNNNN BB SS OOOOO RXX, where each
placeholder corresponds to a part of the information carried by the file (see
Table 1). Included files follow the wav format type.

3 Composition of the Dataset

The cats recruited for the original project described in [17] were 10 adult Maine
Coon cats (1 intact male, 3 neutered male, 3 intact females and 3 neutered
3 LPCM stands for Linear Pulse-Code Modulation, a standard method to digitally

represent sampled analog signals. In a LPCM stream, the amplitude of the analog
signal is sampled regularly at uniform intervals, and each sample is quantized to the
nearest value within a range of digital linearly spaced steps.
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females) belonging to a single private owner and housed under the same condi-
tions, and 11 adult European Shorthair cats (1 intact male, 1 neutered male, no
intact females and 9 neutered females) belonging to different owners and housed
under heterogeneous conditions.

In presence of at least one veterinarian, cats were repeatedly exposed to three
different contexts that were expected to stimulate the emission of meows:

1. Brushing—Cats were brushed by their owners in their home environment for
a maximum of 5 min;

2. Isolation in an unfamiliar environment—Cats were transferred by their own-
ers into an unfamiliar environment (e.g., a room in a different apartment or
an office). Distance was minimized and the usual transportation routine was
adopted so as to avoid discomfort to animals. The journey lasted less than
30 min and cats were allowed 30 min with their owners to recover from trans-
portation, before being isolated in the unfamiliar environment, where they
stayed alone for maximum 5 min;

3. Waiting for food—The owner started the routine operations that preceded
food delivery in the usual environment the cat was familiar with. Food was
given at most 5 min after the beginning of the experiment.

The typical vocalization in response to a single stimulus was composed by
a number of separated vocalizations. In this case, sound files have been cut
according to the strategy explained in Sect. 2.3.
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Fig. 3. Time-frequency spectrograms of meows originated by the three considered
classes.

The final corpus contains 440 files, organized as shown in Tables 2 and 3.
The total number of files referring to Maine Coon specimens is 188, and 252
for European Shorthair cats. The average length of each file is 1.83 s, with a
variance of 0.36 s. About 1s of each file contains only background noise, due to
0.5s handles before and after the vocalization.

From the analysis of sounds emitted in response to the same stimulus, some
common characteristics emerge, as detailed in Sect. 4.2. For example, Fig. 3 shows
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the spectrograms of samples that resulted to be the medioids of the three emit-
ting context classes. Note that the dataset is imbalanced across contexts, due
to the tendency of cats to not vocalize uniformly. Thus, such imbalances are
indicative of their behavior during cat-human interactions.

Additional files can be found in the repository in a separate folder, with the
following naming convention: C NNNNN BB SS OOOOO FSEQX.wav. These were the
cases where the recorded cat meowed repeatedly, in sequences of many meows
separated only by few seconds of silence.

4 Application Scenarios

CatMeows is open and available to the scientific community for research pur-
poses. In this section, we present possible research directions starting from either
our dataset or a similar collection of sounds, which can be built by following the
protocol described in this paper.

Table 2. Number of files in the CatMeows dataset, grouped by situation, breed (MC
= Maine Coon; EU = European Shorthair), and sex.

Food (92) Isolation (221) Brushing (127)

MC (39) EU (53) MC (92) EU (129) MC (57) EU (70)

Intact males (19) – 5 10 – 4 –

Neutered males (76) 14 8 18 15 17 4

Intact females (68) 21 – 28 – 19 –

Neutered females (277) 4 40 36 114 17 66

Table 3. Number of files for each cat (F: waiting for food, I: isolation, B: brushing).
A horizontal line separates Maine Coon and European Shorthair cats.

ID F I B Total

ANI01 MC FN – 4 6 10

BAC01 MC MN 12 7 – 19

BRA01 MC MN 2 10 7 19

BRI01 MC FI 8 – 7 15

DAK01 MC FN 4 32 4 40

JJX01 MC FN – – 7 7

MEG01 MC FI 4 10 – 14

NIG01 MC MN – 1 4 5

NUL01 MC MI – 10 4 14

WHO01 MC FI 9 18 12 39

(continued)
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Table 3. (continued)

ID F I B Total

BLE01 EU FN 3 45 – 48

CAN01 EU FN 2 26 26 54

CLE01 EU FN – 20 – 20

IND01 EU FN 10 – 11 21

LEO01 EU MI 5 – – 5

MAG01 EU FN 14 3 10 27

MAT01 EU FN 6 10 10 26

MIN01 EU FN 4 6 4 14

REG01 EU FN 1 1 3 5

SPI01 EU MN 8 15 4 27

TIG01 EU FN – 3 2 5

4.1 Proposed Scenarios

Among many application scenarios, the most obvious one is probably to support
comparative and repeatable experimentation concerning our original project,
that aimed at the automatic classification of cat vocalizations [17]. In detail,
the idea is to have a fully automatic framework with the ability to process
vocalizations and reveal the context in which they were produced, by using
suitable audio signal processing techniques and pattern recognition algorithms.

Another usage of the CatMeows dataset may concern feature analysis in
general. In this scenario, key features are detected in order to better understand
what is meaningful in cat-human communication. Under this perspective, the
original situations in which sounds have been recorded are only examples of
contexts that cause cats to emit vocalizations. Moreover, a statistical analysis of
the dataset’s audio features will be presented and discussed in Sect. 4.2.

Besides, since both cats and situations are univocally identified in the dataset,
it is possible to plan listening sessions aiming to test the ability of humans
in: i) recognizing specimens across different recordings, ii) clustering vocaliza-
tions emitted by different cats in the same context, iii) distinguishing between
male/female cats or specimens belonging to different breeds, etc. In this sense,
some early experiments have already been carried out [24].

Finally, a different scenario implies the investigation of meowing in relation
with cat behavior. While our research took a given stimulus as the input and
the corresponding vocalization as the output, deliberately ignoring behaviors
and emotional states of cats, such aspects could be addressed in other research
projects. To this end, even if in the current version of the dataset sounds are not
tagged from the behavioral or emotional point of view, we are planning to make
the corresponding video recordings available, thus facilitating in-depth affective
analysis as well.
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4.2 Example

To provide some insights on CatMeows and exemplify one of its possible uses,
we carried out a statistical analysis of the dataset’s audio features, and specif-
ically: Vocalization duration D, Level Envelope E, Pitch F0, Tristimulus T1−3,
Roughness R, Brightness B, and Spectral Centroid C (for further information
about audio features, please refer to [1]).

– D is just the duration of the vocalisation;
– E is the envelope profile of audio level, carrying information about dynamics

(i.e. slow amplitude modulations);
– F0 is the fundamental frequency of the sound. As we are dealing with meows,

that are harmonic sounds, such a frequency is supposed to be always present;
– T1−3 is a feature borrowed from color perception and adapted to the audio

domain. T1 is the ratio between the energy of F0 and the total energy, T2

is the ratio between the second, third, and fourth harmonics taken together
and the total energy, and T3 is the ratio between remaining harmonics and
the total energy [22]. Since the sampled signal is strongly band-limited, T3

would have considered only few harmonics – if any – thus it was discarded.
T1−2 was chosen to represent information regarding formants, since with a
such band-limited signal, containing only a reduced number of harmonics, the
actual computation of formants, either with filterbanks or linear prediction
techniques, resulted to be reliable only in a reduced number of cases. The
downside of using T1−3 is that this feature strongly depends on the quality
of F0 estimation;

– R is defined by [9] as the sensation for rapid amplitude variations, which
reduces pleasantness, and whose effect is perceived as dissonant [21]. This is
a timbral perceptual descriptor which may convey information about unpleas-
antness;

– C is the center of mass of the energy distribution across the spectrum. This
feature provides relevant information about the spectral content, without
considering harmonic aspects [12].

The pre-processing consisted in trimming the first and last 0.4 s of the audio
file, and to perform a linear fade-in and fade-out of 0.05 s each. This was made
in order to discard possible background sound events occurred during the 0.5 s
handles before and after the cat vocalisation.

Except for D, all the above-mentioned features are time-varying signals,
extracted either from the short-term Fourier Transform of the sound (for the
frequency domain features), or an equal frame subdivision of the signal (for
time-domain features), so as to have the same temporal resolution for every fea-
ture. In particular we used a window size of 512 samples, with an overlap of 448
samples (that is, an hop-size of 64 samples), and a Hanning windowing function.

– D is expressed in seconds, and computed as the length of the recording minus
one (to remove the duration of silence handles);
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– E is computed as the Root Mean Square (RMS) of each audio frame, and it
is expressed in decibels;

– F0 is computed with the SWIPE′ method [4], limiting the results in the
range 100 Hz–1250 Hz, and ignoring values where the confidence reported by
SWIPE′ is below 0.15. A median filtering with a span of 5 frames helped in
removing artifacts. A visual inspection of the results showed that these set-
tings works well, with only limited and sporadic octave-errors. F0 is expressed
in a logarithmic frequency scale;

– T1−2 are computed via retrieving the energy around F0 and the corresponding
harmonics using a triangular window of 9 FFT bins to mitigate potential F0

errors and the FFT finite resolution. T1−2 are expressed in decibels;
– R is computed using the corresponding function of the MIRToolbox [14] and

more specifically using the strategy proposed in [26].
– C is the weighted mean of the frequencies, using the energy over each fre-

quency as the weight. C is expressed in a logarithmic frequency scale;

To avoid measuring features over silent portions of the signal which typically
burden the modelling process, features that do not rely on F0 (which implicitly
ignores silence and non-periodic portions) were ignored in the instants where
E < 0.0005 (−66 dB). This value has been empirically found to provide almost
perfect silence detection over the entire dataset4.

In order to reduce the time-varying features to a set of global values, and to
mitigate the effects of local errors (of any magnitude), median values and inter-
quartile ranges are calculated for every feature. To grasp information about
temporal aspects, this has been carrier out also to the delta-features (i.e. the
differential of the feature in the temporal dimension). This led to a final feature
space of a dimensionality equal to 25 variables.

Finally, a One-way ANOVA test has been carried out to assess which features
are meaningful in distinguishing three different partitions of the dataset: Male
v.s. Female; European Shorthair v.s. Maine Coon; Brushing v.s. Isolation v.s.
Waiting for food. Results are reported in Table 4, where columns represent the
comparison of two classes, rows represent the feature space, and a “•” mark
points out where ANOVA revealed significant differences (p < 0.05).

From Table 2 it can be seen how isolation is the situation that elicits the
majority of meows, and that European Shorthair cats tend to vocalize more
than Maine Coon. Nevertheless, Table 3 shows a great variability among cats’
reactions to given stimuli. Finally, Table 4 shows that every class can be distin-
guished: the emitting context affects all features; the breed mainly affects D, P ,
E, and C; the sex mainly affects E, and C.

4 Please note that different envelope functions and frame sizes may have different
optimal thresholds.
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Table 4. ANOVA results, where “•” denotes cases with significant differences between
classes. m subscript indicates the median; i subscript indicates interquartile range;
Δ prefix indicates features’ delta. FI = Food-Isolation; FB = Food-Brushing; IB =
Isolation-Brushing; EM = European Shorthair-Maine Coon; FM = Female-Male.

FI FB IB EM FM

D • • •
Pm • • •
Pi • •
ΔPm • •
ΔPi • • • •
Em • • •
Ei • •
ΔEm • • • •
ΔEi • • • •
Cm •
Ci • • • •
ΔCm • • • •
ΔCi •
T1m •
T1i • • •
ΔT1m

ΔT1i • •
T2m •
T2i

ΔT2m

ΔT2i • • •
Rm • •
Ri • • • •
ΔRm

ΔRi • •

5 Conclusions

This paper described the motivation, recording protocol, and contents of a
dataset encompassing cat vocalizations in response to diverse stimuli. It com-
prises a fundamental step in cataloging and modeling cat-human communica-
tion, while, to the best of our knowledge, CatMeows is a unique corpus of audio
documents.

After extensive analysis of the dataset’s contents, we provided potential appli-
cation scenarios as well as an initial statistical analysis of physically/perceptually
meaningful features which could address them. This does not limit the usage
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of unsupervised feature-extraction mechanisms based on deep learning technolo-
gies [10].

Given the wide range of applications, CatMeows has not been divided
in train-test sets beforehand; however, cross-validation techniques are recom-
mended in order to evaluate the generalization capabilities of potential models.
Focusing on reproducibility of the obtained results, which comprises a strong
requirement in modern machine learning-based systems, the dataset is available
to the scientific community. We hope that the availability of CatMeows will
encourage further research in the scientific field of cat-human interaction and
animal welfare in general.

Ethical Statement

The present project was approved by the Organism for Animals Welfare of the
University of Milan (approval n. OPBA 25 2017). The challenging situations
cats were exposed to were required in order to stimulate the emission of meows
related to specific contexts. They were conceived considering potentially stress-
ful situations that may occur in cats’ life and to which cats can usually easily
adapt. In order to minimize possible stress reactions, preliminary information on
the normal husbandry practices (e.g., brushing or transportation) to which the
experimental cats were submitted and on their normal reactions to these prac-
tices were collected by interviews to the owners. Additionally, cats were video
recorded using a camera connected to a monitor for 5 min before the stimulus,
during the stimulus and for 5 min after the stimulus, in order to monitor their
behavior during the isolation challenge, with the idea of stopping the experiment
if they showed signs of excessive stress; however, such a situation never occurred.

Intellectual Property of the Dataset

The dataset is one of the outcomes of an interdepartmental project at [OMIT-
TED]. The dataset is open access, released under Creative Commons Attri-
bution 4.0 International licence.5 It can be retrieved from the following DOI:
10.5281/zenodo.4007940.

The dataset can be freely used for research and non-commercial purposes,
provided that the authors are acknowledged by citing the present paper.
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Abstract. Many real-life image collections contain image categories
that are unique to that specific image collection and have not been seen
before by any human expert analyst nor by a machine. This prevents
supervised machine learning to be effective and makes evaluation of such
an image collection inefficient. Real-life collections ask for a multime-
dia analytics solution where the expert performs search and explores the
image collection, supported by machine learning algorithms. We propose
a method that covers both exploration and search strategies for such
complex image collections. Several strategies are evaluated through an
artificial user model. Two user studies were performed with experts and
students respectively to validate the proposed method. As evaluation of
such a method can only be done properly in a real-life application, the
proposed method is applied on the MH17 airplane crash photo database
on which we have expert knowledge. To show that the proposed method
also helps with other image collections an image collection created with
the Open Image Database is used. We show that by combining image
features extracted with a convolutional neural network pretrained on
ImageNet 1k, intelligent use of clustering, a well chosen strategy and
expert knowledge, an image collection such as the MH17 airplane crash
photo database can be interactively structured into relevant dynamically
generated categories, allowing the user to analyse an image collection
efficiently.

Keywords: Image collections · Exploration · Search · Strategy ·
Interactive

1 Introduction

Human analysts can quickly grasp the meaning of a small set of complex images,
but it is difficult for them to analyze a large, unorganized image collection.
Images in image collections often are related to each other in many possible
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ways, such as in time, location, objects and persons, making the collections very
complex with O(n2) relations, even for a relatively small number of images. There
are highly successful automatic categorization methods, e.g. [14,21]. However,
many real-life image collections contain image categories that are unique and
have not been seen before by analyst nor by the machine. With no training data
available, this prevents supervised machine learning to be effective in classifica-
tion. The analyst can learn a new category with only a few examples, however,
has a limited working memory and suffers from fatigue during repetitive tasks.
Therefore, to categorize the collection and gain insight in an efficient way, inter-
play between the human expert and a machine is essential and for that a good
understanding of the analytical process is important.

In [27], the process is modeled by the exploration-search axis. Search is a
sequence of query-response pairs where both the analyst and the system have a
fixed model of the data. Exploration is the process of the analyst uncovering
some structure and points of interest within the image collection, where the
analyst and the system work with a dynamic model of the data, which can
change over time based on what is deemed relevant and what is not.

Generally, some exploration needs to take place before the analyst can start
searching for specific items of relevance. The individual components for exploring
[12,13,18] and searching [17] exist and have been studied extensively. However,
it remains unclear how a user can go from a complex, unstructured image col-
lection to exploring the data, bringing structure to it, searching relevant items
and ultimately gain insight. To model the analytical process, we should not
only consider the individual components, but also a comprehensive strategy of
exploration and search.

Categorizing relevant images is the umbrella task for the exploration-search
axis [28] and allows the analyst to perform all other exploration and search
tasks more efficiently. Browsing the data becomes more meaningful; the data
can be summarized by its categories; and search tasks can be performed using
the categories as a rough decomposition.

We develop and evaluate several explore and search strategies that allow the
analyst to efficiently perform this umbrella task. A strategy is more successful
when the analyst has to assess fewer images in order to find what she is looking
for. A demonstration video, the code and the application1 are available.

The unique opportunity of having access to and expert knowledge of a real
life accident investigation photo database of the MH17 airplane crash on 17
July 2014 [4] is used to design and evaluate the proposed methods. To evaluate
robustness of the methods an additional image collection is constructed using
the Open Image Database [11] (OID).

The main contributions of this paper consist of (1) a method to explore and
search through an image collection containing images of unknown and unique
categories in an easy to use and intuitive way where the user can control the
process using only a single parameter; (2) the evaluation of several explore and

1 Demonstration video on https://youtu.be/73-ExDd2lco, code and application on
https://tinyurl.com/imexMMM.

https://youtu.be/73-ExDd2lco
https://tinyurl.com/imexMMM
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search strategies using an artificial user model to show that the right strategy
can make a large difference in how many images the user has to inspect to find
the relevant items; (3) user studies performed with investigators of the Dutch
Safety Board (DSB) and Forensic Science students to verify the results obtained
through the experiments with the simulated users.

2 Related Work

As there is no comparable method that covers both exploration and search and
allows for structuring an image collection, this section mainly looks at the dif-
ferent components of the proposed method as discussed in the previous section,
and into the expertise of humans versus machines.

Neural networks now perform with almost human accuracy on certain image
classification tasks [17], but need many training examples. While one-shot and
few-shot learning for machines has been studied, it is not yet on par with human
capabilities [5,22,24]. It is thus necessary to combine human expertise with that
of the computer in order to achieve insight in large image collections [27].

Zero-shot learning (ZSL) tries to tackle the problem of not having training
data for new categories [25,29] through attributes, where a new category may
consist of a combination of attributes already present in the training set. How-
ever, such extensive attributes need to be available for the categories needed
by the analyst, which is a costly process. This makes ZSL unsuitable for the
problem discussed in this paper.

Methods such as relevance feedback [30] and active learning [19] can help
the analyst with finding new instances of a certain category through interaction.
VITRIVR [7] is a complete search method for both images and video, but is
less suitable for exploration. (Meta-)transfer learning [20,26] takes an existing
neural network and uses additional training for new categories in order to classify
images. These search methods do require that the analyst already knows what
she is looking for, thus they need to be preceded by an exploration phase.

Worring et al. [23] proposed a framework to explore and visualize data, using
content-based image features. However, they concentrate on the use of meta data
and forensics, making it less suitable for other domains. If meta data is present
at all, it is fairly unreliable and easily changed (on purpose or by accident).
Furthermore, its main focus is on browsing of image collections, which is only
part of the exploration-search axis. MediaTable [16] allows analysts to browse
and categorize the data based on a variety of features, but it leaves the clustering
and exploring mostly up to the user, which means it does not scale as well
with more data. ImageX [10] uses a hierarchical graph, but offers limited search
capabilities and no way to store any user progress or structure.

To evaluate algorithms, most papers use one of the in general very good
publicly available databases. Life events such as VBS and LSC are becoming
more commonplace too. However, in the case of real-life image collections that
require expert knowledge to gain insight, such publicly available databases and
events cannot completely capture the difficulties an analyst may have to deal
with.
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3 Proposed Method

The foundation of our proposed method consists of features extracted using
a convolutional neural network (CNN); followed by clustering; exploration by
the analyst, assigning clusters and images to categories as an interplay between
expert and machine; and using the insight gained through exploration for search-
ing additional relevant items Fig. 1. Other work [1,3] has shown that a pretrained
CNN has a sufficient number of useful features to differentiate between images
of unknown and unique categories. Resnet152 [9] is the neural network we used
to extract 2048 features per image.

Clustering. The features are used to generate clusters. This initial clustering
helps the analyst in identifying structure and relations within the image col-
lection. The clustering algorithm needs to be fast, so that the user can quickly
adjust the clustering results; any user set parameter should be intuitive; and
larger, high quality clusters are preferred for faster analysis and reducing user
fatigue.

For initial experimentation we used K-means and DBSCAN as a baseline,
as they are established clustering algorithms. We also used DESOM [6] (self-
organizing map) [2] and DCEC (convolutional autoencoder) [8] as recent meth-
ods. Despite recommended hyperparameters as well as others, DCEC performed
not much above chance and needs long training time, making it unsuitable.
DESOM performed similar to k-means but slower, despite k-mean’s already sig-
nificant computation time. Due to limited space, DCEC and DESOM results
have not been included. DBSCAN was by far the fastest. It requires the user to
set a distance (threshold) between 0 and 1, which we find more intuitive than
the number of clusters. Unfortunately, DBSCAN was too sensitive to the dis-
tance function used and would either mark most images as outliers, or put most
images in a single cluster for any threshold between 0 and 1.

As none of the clustering algorithms meets all requirements, we developed
Correlation-based Clustering (CC, Algorithm 1), loosely based on DBSCAN. A
distance matrix is calculated for all image feature vector pairs using correlation
(to us the most intuitive distance metric). Next, the image that correlates above
threshold t with most other images is used as the start of the first cluster. The
highest correlating image is first added to the cluster. Then, the cluster center is
recalculated and correlations for all images are recalculated with respect to this
new center. The highest correlating image is added to the cluster. This is repeated
until no image correlates with the cluster center above t. Of the remaining images
not in a cluster, the image with most other images correlating above t is the start
of the second cluster. This repeats until all images are clustered or until no image
has a correlation above t. In the latter case, t is lowered by 0.1 and the process
repeats until no images remain. This process means clusters can have arbitrary
shapes and that early clusters will be of high quality, while later clusters will be
of lower quality. We did not look into optimizing memory usage of the distance
matrix, but CC can be batched with an additional step of merging clusters of
different batches. For the remainder of the paper, k-means and CC were used as
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the clustering algorithms. In our method the user is presented with the images
of one cluster at a time on a basic scrollable grid. For CC, clusters are shown in
order of creation. This means the analyst sees the highest quality clusters first.
Images within the cluster are sorted from most to least similar to the first image.
For k-means cluster order is random, and images are shown in order of distance
to the cluster center.

ALGORITHM 1: Correlation-based clustering
Calculate correlation matrix
while there are correlations between image pairs in Correlation Matrix do

if max(Correlation Matrix) > threshold then
initialize new cluster with Imost // Imost is the image that is

correlated with most other images above threshold
center = feature vector of Imost

while max(Correlation(center, other images) > threshold do
add Imax to cluster // Imax is the image that has the

highest correlation with center
center = average feature vector of images in cluster

end

else
decrease threshold

end

end

Buckets. An important part of the method is the set of buckets, in which the
analyst can place images belonging to a self defined category. These buckets can
be created on the fly and may change over time, as the insight of the analyst
changes. Creation of buckets is part of exploration, where the data model is not
fixed.

Strategies. The user needs a strategy to go from knowing nothing about an
image collection given some basic structure through the clustering algorithm, to
a structured, categorized image collection. The fewer images a user has to see to
attain a high recall, the better the strategy. Evaluating the results of a strategy
in such a way implicitly takes precision into account as well. The most basic
strategy is browsing clusters and assigning images or clusters to buckets. This
can take a long time, as relevant images may be located in clusters shown last.
We therefore propose several explore and search methods. Methods were chosen
based on common explore and search tasks [28]: structuring, summarization,
sorting and querying. These methods are combined into strategies.

An artificial (simulated) analyst (AA) is used to evaluate all strategies, as
this is infeasible with human analysts. The AA has access to the ground truth
(the annotations of the images in the image collection). The goal is to categorize
all images in the image collection (m) into predetermined buckets (one bucket
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for each class in the annotations). Each strategy (S) is repeated for each bucket
(B), resulting in a total of S ∗ B simulations per image collection. For each
simulation, the image collection is divided into relevant images RI0,1,...n (the
images belonging to the current B), and irrelevant images II0,1...m−n (all images
not belonging in B). For each simulation, the AA will see each image once. The
recall of S is calculated after each image the AA has seen and then averaged for
all B per S. Success of a strategy is determined by how many images need to be
visually inspected to reach 80% recall of all RI over all B. 80% was chosen as it
is the majority of images in a category, and should give the analyst a clear idea
of the relevant images.

Each strategy consists of five choices. The first choice is between k-means
or CC. The second choice is to set the threshold t or k for k-means. The AA
uses 0.3 and 0.7 for t when the first choice is CC. If the first choice is k-means, k
is based on the number of clusters generated by CC using these thresholds. All
t between 0 and 1 with steps of 0.1 have been tested, 0.3 and 0.7 were chosen to
show the difference between high and low t due to limited space in the paper.

Exploration. We propose two exploration methods. The AA chooses whether to
use them or not. Using the overview is the third choice. The overview is a grid
showing one representative image for each cluster to quickly get an idea of the
contents of the image collection, and allows the analyst to select relevant clusters
to inspect further. The representative image is the image whose feature vector is
closest to the average feature vector of the cluster. The fourth choice is to use
sorting. Once at least one image is added to a bucket, the analyst can sort all
clusters based on similarity to that bucket, making it more likely that clusters
with relevant images show up first. Search There are several ways to search
through an unannotated image collection. Most are based on similarity queries.
The following is a list of search methods that we consider for our strategies and
is the fifth choice. The AA picks one or no search method. Search methods
that rank images make use of the correlation matrix.

Expand Cluster/Bucket: A cluster with relevant images can be recalculated with
a lower threshold, expanding the cluster with more images that may be relevant.
Similarly, more images can be found using the images in a bucket. This can
be repeated until no more relevant images are found. The AA reduces t by 0.2
for each expansion. If additional images found through the expansion contained
at least 30% relevant images, expansion is repeated with a reduced threshold.
Query (external) image/bucket/part of image: query (part of) an image or the
average feature vector of multiple images to rank all images from most similar
to least similar to the queried image (the analyst selects which part of an image
she is interested in if required). Each query is processed until 8 II in a row
are encountered. For Query Image the AA selects 10 random images, for Query
Bucket, the query is repeated if at least 10 RI have been added. Query Part of
Image is not used by the AA, as it would require bounding box annotations that
are not available. Query External Image (image not in the image collection) is
also not used as it would require human judgment to select a useful external
image. Select from projection: the feature vectors are used to calculate a 2D
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representation of the features using UMAP [15]. The analyst can then select
with a bounding box which images to view. For the AA, the UMAP 2D rep-
resentation was normalized. The AA will calculate the modal image from the
images in bucket within the 2D representation and draw a bounding box of 0.2
by 0.2, centered on the modal image. Images within the bounding box will then
be assessed. Combining the baseline with these choices gives us our strategies.
Figure 1 shows the complete method.

Fig. 1. Schematic overview of the method

Image Collections. To evaluate the strategies, this paper makes use of two
image collections. The MH17 image collection (MIC): the real-life accident inves-
tigation database [4] of the MH17 airplane crash. The MIC contains 14,579
images and contains classified information, thus only the first author, part of
the DSB, had full access. Co-authors have seen examples of content. Images
shown are from public sources. For evaluation, annotation used by the DSB was
used to reflect the actual situation. Each image can be annotated with one or
more of 27 categories; some examples are given in Fig. 2. OID image collection
(OIC): a selection of images from the Open Image Database (OID). OIC consists
of 37 image categories with objects, locations and activities that were not present
in the training set for the CNN. Only images verified by human annotators were
used.

4 Evaluation and Discussion

Table 1 shows strategy 1 requires the analyst to assess 70–80% of all images to
reach a recall of 80% for all categories. Adding a search method (strategies 2–
6) can reduce this to around 50%. Adding sorting of clusters (strategies 7–12)
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Table 1. Strategies and fraction of images the analyst has to assess to reach 80% recall
on all categories. CC0.3 is CC with a threshold of 0.3, km0.3 is k-means with k equal
to the number of clusters CC0.3 generated.

Strategy Sorting Overview Search Fraction of images seen at recall of 0.8

MH17 OID

CC0.3 CC0.7 km0.3 km0.7 CC0.3 CC0.7 km0.3 km0.7

1 No No None 0.68 0.74 0.80 0.82 0.85 0.85 0.81 0.79

2 Expand cluster 0.69 0.74 0.61 0.68 0.82 0.84 0.43 0.55

3 Query image 0.69 0.74 0.78 0.80 0.71 0.62 0.57 0.57

4 Projection 0.56 0.72 0.61 0.59 0.76 0.53 0.28 0.51

5 Expand bucket 0.67 0.74 0.70 0.82 0.78 0.84 0.56 0.77

6 Query bucket 0.68 0.74 0.78 0.80 0.81 0.67 0.68 0.45

7 Yes No None 0.58 0.66 0.57 0.55 0.62 0.51 0.24 0.29

8 Expand cluster 0.58 0.62 0.50 0.51 0.59 0.51 0.26 0.23

9 Query image 0.57 0.63 0.52 0.49 0.59 0.51 0.23 0.25

10 Projection 0.57 0.69 0.60 0.60 0.67 0.53 0.29 0.52

11 Expand bucket 0.56 0.66 0.57 0.55 0.59 0.51 0.23 0.28

12 Query bucket 0.54 0.66 0.71 0.55 0.59 0.50 0.23 0.17

13 No Yes None 0.60 0.54 0.49 0.60 0.62 0.36 0.21 0.13

14 Expand cluster 0.55 0.44 0.65 0.50 0.28 0.18 0.10 0.12

15 Query image 0.47 0.39 0.65 0.50 0.25 0.10 0.04 0.10

16 Projection 0.48 0.54 0.52 0.34 0.23 0.11 0.06 0.10

17 Expand bucket 0.62 0.42 0.63 0.60 0.56 0.35 0.11 0.12

18 Query bucket 0.40 0.28 0.55 0.47 0.52 0.10 0.06 0.09

19 Yes Yes None 0.46 0.28 0.26 0.25 0.15 0.10 0.05 0.09

20 Expand cluster 0.30 0.30 0.43 0.36 0.19 0.10 0.9 0.10

21 Query image 0.42 0.26 0.30 0.24 0.08 0.10 0.04 0.09

22 Projection 0.46 0.33 0.33 0.30 0.14 0.11 0.06 0.10

23 Expand bucket 0.52 0.28 0.40 0.25 0.15 0.10 0.07 0.09

24 Query bucket 0.33 0.24 0.26 0.23 0.09 0.10 0.04 0.09

Fig. 2. Some examples of the categories in the MH17 image collection

reduces the number of images that have to be assessed and likely results in a
better browsing experience. Using the overview (strategies 13–18) has a stronger
impact. Combining all choices (strategies 19–24) means the user only has to
assess about a quarter of the MIC to find 80% of all images of a specific category,
with querying the bucket being the best search method. For OIC the user only
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Fig. 3. Recall vs. # of images assessed of strategies employed on the MIC. (left) Explo-
ration strategies are shown, using k-means with k = 1221, which has the best perfor-
mance on the MIC as shown in Table 1. (right) The difference between k-means and
CC, the effects of high and low thresholds, and the effect of the best performing search
method. The graph of strategies using the overview have a distinct shape at the start;
this is where the user assesses the representative images of the clusters.

has to assess 4% of the image collection using strategy 24. The table shows the
MIC is more difficult than the OIC, with users having to assess a fraction at least
5 times as large to reach the same results. While k-means performs better than
CC on OIC, the difference on the MIC is minimal and depends on the applied
strategy. Figure 3 shows the complete curve of recall versus images assessed.

Table 1 shows that increasing the number of clusters achieves better results
for MIC, as smaller clusters are generally more precise. However, when using
strategy 13 with k ≥ 2000 for k-means recall will increase less fast than with
fewer than 2000 clusters, because the overview requires the user to view a repre-
sentative image, which counts towards the images seen. And while the AA does
not get tired of assessing many small clusters, it is our experience that for a
human analyst this increases fatigue compared to fewer, larger clusters.

Clustering 10,000 images on an Intel Xeon E3-1505M v5 using CC (t =
0.5) takes 12.7 s (2.6 s for the matrix and 10.1 s for clustering), resulting in 449
clusters. The Scikit implementation of k-means took approximately 349.2 s with
k = 449.

4.1 User Experiments

To validate whether the results obtained with our method through the AA are
actually useful for human analysts, we performed two user experiments. One with
a group of domain experts, another with a group of Forensic Science students
(to-be domain experts).

Domain Expert User Experiment. The main goal of the domain expert user
experiment is to find out whether the experts think the clusters provide value for
their work. The strategy used in this user experiment resembles mostly strategy
1. An application was built around the method (see footnotes). Four accident
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investigators from the DSB were given 2 hours to organize the MIC as they
would in an investigation. Two users were blindly assigned clustering results for
the MIC from CC and two users k-means. t for CC was set to 0.5 resulting in 1150
clusters, which was also used as k for k-means. Consensus among expert users
was that the method as implemented in the application worked, that clusters
were of usable and of high quality, and that it would significantly increase their
efficiency when working with large image collections. In most cases it was clear
why certain images were in a cluster, giving confidence in the method.

Students User Experiment. The second user experiment involved 16 Forensic
Science students who had access all explore and search functions in Sect. 3. In
pairs they were asked to perform 3 tasks in 1 hour with a written report about
their approaches.

Find Image of Old Blue Car. Strategies: Query an external image they found
on the internet of a blue car; use the overview to find a cluster with cars, then
query images with cars to find the blue car; find an image of a wheel and query
that part of the image to find the blue car. A group using the external image
query was the fastest to find the image.

Find 40 Images That Best Summarizes the Image Collection. Evaluated by mea-
suring the minimum distance of the features of all images to the features of the 40
selected images. Strategies: change t such that only 40 clusters were generated,
then choose 1 image of each cluster; look through the overview from the default
t and pick 40 images; browse through clusters and select 40 images. Adjusting t
gave the best results.

Find the Food Item Most Common in the Image Collection and Find the Most
Images with This Item. 8 different food items were present. 4 of 6 groups found
the right food group. Strategies: all used the overview to find food clusters and
divided them over several buckets. Finding more items was done through query-
ing individual items or buckets. Best group recalled 83% with a false positive
rate of 0.1. Groups not identifying the correct food item both chose the second
most common food item.

The experiment showed that the proposed method was fairly intuitive to
use, since all groups managed to use several explore and search functions and
combine them to complete the tasks.

5 Conclusion

In this paper, a method for analyzing image collections is proposed to help expert
analysts. The method covers the exploration-search axis, allowing the analyst to
quickly find relevant images in an image collections containing unique, never seen
before image categories. For this, the analyst only needs to set a single intuitive
parameter. A clustering algorithm (CC) was designed to meet the criteria of
serving the expert user at interactive speed, with priority on showing large and
high quality clusters. Quantitative results are similar to k-means, with much
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lower computation time. We show how effective explore and search strategies
can greatly reduce the number of images the analyst needs to see in order to
find relevant images. Through the user experiment it is demonstrated that with
combining expert knowledge, computer vision and the right strategy, the analyst
has the tools needed to face the challenges posed by the ever increasing amount
of data in a complex environment, such as a real life accident investigation
database.
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Abstract. Understanding the relationship between objects in an image
is an important challenge because it can help to describe actions in the
image. In this paper, a graphical data structure, named “Scene Graph”,
is utilized to represent an encoded informative visual relationship graph
for an image, which we suggest has a wide range of potential applications.
This scene graph is applied and tested in the popular domain of lifelogs,
and specifically in the challenge of known-item retrieval from lifelogs.
In this work, every lifelog image is represented by a scene graph, and
at retrieval time, this scene graph is compared with the semantic graph,
parsed from a textual query. The result is combined with location or date
information to determine the matching items. The experiment shows that
this technique can outperform a conventional method.

Keywords: Lifelog · Scene graph · Information retrieval

1 Introduction

As explained in [15], a lifelog is a digital archive gathered by an individual reflect-
ing their real-world life experiences. Lifelogs are typically media-rich, comprising
digital images, documents, activities, biometrics, and many other data sources.
Such lifelogs have been deployed for many use-cases, such as dietary monitoring
[4], memory assistance [10], epidemiological studies [27] and marketing analytics
[17]. Regardless of the application, a basic underlying technology is a retrieval
mechanism to facilitate content-based access to lifelog items. Research into lifel-
ogging has been gaining in popularity with many collaborative benchmarking
workshops taking place recently - the NTCIR Lifelog task [12], the Lifelog Search
Challenge (LSC) [13] and the ImageCLEFlifelog [23]. In all of these activities, the
query process is similar; a textual query is provided, which acts as the informa-
tion need for a new generation of retrieval engines that operate over multimodal
lifelogs.

In this paper, we introduce a new approach to lifelog retrieval by utilizing
a scene graph data structure [18] as the primary indexing mechanism, which
c© Springer Nature Switzerland AG 2021
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could represent both the objects visible in lifelogging images and the interac-
tions between the objects. Textual user queries are mapped into the same graph
space to be compared with the scene graph generated in the previous step to pro-
duce the ranked results. Non-visual lifelog data is integrated to support faceted
filtering over the generated ranked list. In our experiments, the proposed sys-
tem and a baseline were evaluated by eight volunteers in an interactive retrieval
experiment. We highlight that this paper’s contribution is a first lifelog retrieval
system to index the lifelog data in a graph-space and map a textual query to
the graph space to facilitate similarity calculations. The original query dataset
and the experiment design for the lifelog retrieval are also introduced. To facili-
tate repeatable science, we release our code for community use1 and we evaluate
using accessible datasets.

2 Related Work

Many interactive lifelog retrieval systems have been proposed in recent years,
with MyLifeBits [11] being one of the pioneers, which considered the lifelog
retrieval problem as a application of database inquiry [15]. Many novel retrieval
approaches followed MyLifeBits, such as Doherty et al. [7], who build a link-
age graph for lifelog events and presented a basic interactive browsing system.
Lemore [24] was an early interactive retrieval system which enriched lifelog
images by incorporating object labels and facilitated retrieval via textual descrip-
tive queries. Recently, many systems also followed this idea by annotating images
with detected items and their semantic concepts in the corresponding metadata.
Some of them used this textual information as a filter mechanism to enhance
retrieval results produced with a visual-based input sketched by users [16,21].
The number of matching concepts between a query and the annotation of images
can be used as a ranking criterion in retrieval systems [8]. With different consid-
erations, Myscéal [28] viewed this as a document retrieval problem by indexing
textual annotations and matching with textual queries. Embedding techniques
are also commonly based on the idea of encoding concepts from both queries
and images tags into the same vector space to calculate the similarity between
them [19,20]. Regarding using graphs, LifeGraph [25] applied knowledge graph
structure with the nodes representing detected things or scenes recognized in
images. These entities can be linked with corresponding images and external
sources to expand the information with frequent activities and relevant objects.

Generally, all the above systems do not focus on the interaction between
objects in the lifelog data or the query. Some systems did make progress by
encoding the entire textual input or generating captions for lifelogging images
to describe activities appearing in them [30,31]. However, these ideas did not
focus on the association between objects in lifelog images. Some approaches
have been proposed to describe visual relations within an image, such as [2,5].
It was not until the scene graph structure [18] was introduced that there was
1 To ensure repeatability, our code is publicly available on GitHub for references:

https://github.com/m2man/MMM2021-LifelogRetrieval.

https://github.com/m2man/MMM2021-LifelogRetrieval
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Fig. 1. The overview of our indexing approach for lifelog data and lifelog queries for
retrieval purposes. Each lifelog image was converted to a graph, followed by an embed-
ding stage to be stored as an object and relation matrices. A query was then parsed to
a graph and encoded to matrices, which would be compared to those of each image by
the scoring function. The result, combined with the filtering mechanism of time and
location, was returned as a ranked list.

a clear and comprehensive solution to express object relationships in an image
and initiate an interesting field for the research community [3]. The proposed
graph structure can represent an image as a directed graph comprising nodes and
edges where nodes describe objects appearing in the image, and edges indicate
the relationship between objects. Many studies have tried applying scene graphs
in image retrieval and achieved better results compared to using objects features
only [18,26].

In this paper, we address the lifelog retrieval challenge by indexing both
images and textual queries as graphs, as depicted in Fig. 1. We then ranked the
matching results based on the similarity between these graphs. Given that we
work with multimodal lifelogs, the graph matching process’s outcome could be
filtered by other information, such as geolocation or time, which are automat-
ically extracted from the query. This approach facilitated the capture of the
interactions between objects in images and the comparison of them with those
described in the textual input. Eight users evaluated the proposed method in an
experiment comparing the proposed graph-based approach with a recent base-
line method using visual concept indexing. For this experiment, we used the
LSC’18/19 dataset [14], and we created a new set of twenty semantic queries,
including ten randomly chosen topics from the LSC’19 dataset (representing con-
ventional lifelog queries) and ten manually created topics that focus on visually
describing a known-item from a lifelog. It is noticeable that [6] also followed the
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concept of using a scene graph for lifelogging visual data. However, this system
used such a graph as a supplement to the retrieval process and did not consider
a query as a graph like our proposed method.

3 Dataset

The lifelog data we used is the official data provided by the recent LSC’18 and
19 [1] comparative benchmarking challenges, which incorporated multimodal
lifelog data from a single lifelogger who wore a small camera that passively
captured images at the resolution of 1024 × 768 every 30 s for 27 days, leading
to the collection of more than 40, 000 images. All identifiable information in the
dataset was removed by blurring faces and readable textual content. The data
also came with the biometric data (heart rate, galvanic skin response, etc.),
physical activities (standing, walking, etc.), and GPS location along with its
timestamps. We currently used the visual data with its location and date for
this work, though future research will incorporate more aspects of the dataset.

Each of the twenty queries represents a lifelogger’s textual description to
recall a specific moment that happened during one particular time covered by
the test collection. The result of a topic could be a single image or a sequence
of images. An example of a topic, noted as LSC31, is “[LSC31] Eating fishcakes,
bread, and salad after preparing my presentation in PowerPoint. It must have
been lunchtime. There was a guy in a blue sweater. I think there were phones
on the table. After lunch, I made a coffee.”. Additionally, we also built ten new
topics that better describe the information need in terms of visual relationships,
which we call Descriptive Interaction Topics (DITs). A sample DIT query, named
DIT02, is “[DIT02] I was eating a pizza. My hand was holding a pizza. There was
a guy wearing a pink shirt talking to me. There was a black box on a table. It was
on Friday morning. It happened at my workplace”. The answers to those topics
can be illustrated in Fig. 2. In our experimental analysis, we report separately
on the results using both types of queries.

4 Graph Generation

As our system aimed to solve the interaction between objects within an image
and a semantic query by using a scene graph, it raised a challenge of how to
represent these two distinct types of data into a standard graph structure.

4.1 Image to Graph

Although there are many methods for generating a scene graph for an given
image, Neural Motifs [33] was chosen due to its accurate performance [3]. A
predicted scene graph, noted as G, contains a set O indicating detected objects
in the image, with its corresponding set of bounding box B, and the set of visual
relations R where:
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(a) Sample result for a LSC31 (b) Sample result for DIT02

Fig. 2. Sample results for the example queries for the two mentioned queries. A result
for a single topic could contain more than one images.

– O = {o1, ..., om}: m labels of recognised objects in the image. Each object oi
was a single node in the graph G.

– B = {b1, ..., bm}: m bounding boxes of O respectively in which

bi = {xi, yi, width, height} ∈ R
4

where (xi, yi) is the top-left coordinates of the object oi ∈ O.
– R = {r1, ..., rn}: n detected relationships between objects. Each rk is a triplet

association of a start object oi ∈ O, a end object oj ∈ O, and a predicate
pi→j ∈ P where P is a set including all labels of predicates in the Visual
Genome. These relations could be considered as edges in G.

All elements in each set are assigned with their confidence score after running
the Neural Motif model. We firstly remove inaccurate prediction by setting a
threshold for object and relation. To expand the graph to obtain more interaction
information in the image that could be not entirely captured by the model, we
then create a fully connected graph of G, called Gfc, in which there was an edge
connecting any two nodes. Gfc can be obtained by building missing edges in G
with the procedure of visual dependency representations (VDR) [9] based on the
bounding box set B. The starting node and the ending node of the constructed
edge can be decided based on their predicted scores, whose higher score would
be the subject and lower was the object. One drawback of this Gfc is that there
are many noisy and unimportant relations since not all objects correlated to
others. We apply Maximum Spanning Tree on the graph Gfc to remove the
least meaningful edges with low weights to get Gmst. The weight of an edge is
the sum of both nodes’ scores and that of the predicate connecting them. The
score of a predicate could be the score of rj if this edge was in G or 0 if it was
created by the VDR. It is worth noting that we only filter out edges from VDR
and retain the original relations in G. In general, the expansion stages of getting
the Gmst was to enlarge the set R and left two sets O and B intact. The entire
process can be illustrated in Fig. 3.
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Fig. 3. Image To Graph Pipeline. A visual scene graph was firstly generated from an
input image by Neural Motif [33] in which a blue node and an arrow represent an object
and a relation respectively. The VDR [9] was applied to generate a fully connected graph
with new relations illustrated by dotted arrows. A green node depicted a detected object
in the image but not included in the scene graph. Finally, the maximum spanning tree
process removed undesirable predicates. Red arrows show relations discarded by the
tree but still kept as they were originally in the scene graph. (Color figure online)

4.2 Query to Graph

Besides images, a textual query may also contain several objects and the relations
between them. For our proposed process, it is vital to have a graph describing
the context of the topic. We applied the rule-based approach proposed in [26]
to generate a semantic graph representing query items and their interactions, as
described in the query text. Before this, any location and time query information
can be extracted and archived for the later filtering mechanism by analyzing part-
of-speech tagging from the topic, as utilized in Myscéal [28]. All words from the
query are pre-processed to exclude stopwords and then lemmatized.

5 Image Retrieval

After building the graph structure for both images and a query, the retrieval
problem became how to calculate the similarity between the semantic graph of
the topic with the set of scene graphs of lifelogging photos. This section will
describe how a graph is embedded and, based on that, find the similarity score.

5.1 Graph Embedding

Recall that a scene graph of an image Gmst has a set of detected objects
O = {o1, ..., om} and the expanded relation set R = {r1, ..., rk} gained after
the spanning process. We now represent the graph in two embedded matri-
ces: M I

O and M I
R describing the objects and relations information accordingly.

M I
O ∈ R

m×d created with each row is the d-dimension feature vector of a
label name of the corresponding object encoded by the Word2Vec [22] model
(d = 300). Similarly, M I

R ∈ R
k×3d can be obtained with each row, which is a

concatenated embedded vector of a subject, predicate, and an object in the rela-
tion. With the same method, a description query can also be encoded into MQ

O

and MQ
R .
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5.2 Similarity Score

Our similarity function is adopted from [32] in which we match the object and
relation matrices of a text to those of an image, respectively. Regarding the
object matrices, we take the score of the most relevant object in the M I

O with
each of the objects in the MQ

O . After that, we get the average for the object’s
similarity score SO. Assuming there are nI

O and nQ
O objects in an image and a

query, the SO can be calculated as:

SO =
1

nQ
O

nQ
O∑

t=1

MaxRow[MQ
O ∗ Transpose(M I

O)], (1)

where ∗ is the normal matrix multiplication, MaxRow(X) is the function to
calculate the highest value of each row of a matrix X, and Transpose(X) is
the matrix operation to find XT . Likewise, suppose that there are nI

R and nQ
R

relations detected in an image and a query, the relation similarity scores SR can
be measured as follows:

SR =
1

nQ
R

nQ
R∑

t=1

MaxRow[MQ
R ∗ Transpose(M I

R)] (2)

Finally, the similarity score between two graphs, S, can be defined as S = α ∗
SO + β ∗ SR where α, β are obtained from empirical experimentation.

6 Experiments

Since this graph version only focused on indexing data as graphs and applying
graph operations, we currently do not take the temporal retrieval issue into
account. The baseline for the comparison was the modified version of the Myscéal
system [29] that had been used in the ImageCLEFlifelog2020 benchmarking
workshop and achieved third place out of six participants [23]. We chose this
system as the baseline because the top two teams have not released their code at
the time we were doing this research. The baseline utilised a standard design of
a typical lifelog retrieval system that facilitates textual queries and generates a
ranked list by utilizing a scoring function inspired by the TF-IDF. Both baseline
and proposed methods were configured to return the top 100 images matching a
given query. The users could revise their inquiries until they thought the answers
were on the list. There was a time limit of five minutes for a volunteer to solve a
single query in each system. The users were trained on each system using several
sample queries before the official experiment.

As mentioned in Sect. 3, there were a total of twenty queries used in the
experiment, which were divided into four smaller runs, namely A, B, C, and D,
with each run containing five topics from either the LSC or DIT types. Eight
volunteers were asked to perform two runs, one for each lifelog retrieval system.
It means that a single volunteer would use a system to do five queries and
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then use the other system to find the answers to another five queries. To avoid
any potential learning bias between the first and second runs, we designed the
experiment according to Table 1. With this configuration, we could ensure that
each setting’s pair would be performed twice with different orders of the systems
used to do the retrieval. For example, the couple of A-B experiment was done
two times with User 1 and User 7 in a distinct context. While User 1 did run
A with the baseline first followed by run B with the proposed system, User 7
used the proposed system for run A before doing run B with the baseline. This
configuration allowed the entire query set to be executed twice on each system.

Table 1. The assignment of query subsets and systems for each user in our experiment
in which A, B, C, D were our 4 runs (groups of five topics).

Baseline Proposed Proposed Baseline

User 1 A B User 5 C D

User 2 B C User 6 D A

User 3 C D User 7 A B

User 4 D A User 8 B C

7 Results and Discussion

To evaluate the retrieval system’s accuracy, we used the Mean Reciprocal Rank
(MRR) on the top 100 images found by the systems’ users within the experi-
mental timeframes. We chose this metric because it is sensitive to the ranking
position, which was also the main criterion in our assessment. We illustrate the
scores in Table 2. The graph-based method achieved a higher result (MRR of
0.28) compared to 0.15 for the concept-based system by considering all queries.
By examining specific query types, the graph technique also obtained better
scores. Due to a competitive MMR on DIT queries from both systems, the pro-
posed method surpassed the baseline with the MMR of 0.41 and 0.2, respectively.
The proposed system also got a higher score of 0.15 compared to that of the base-
line with 0.1. It can be seen that both methods performed better on DIT topics
than LSC topics. This might be because the DIT described the lifelog events
in more detail than those in LSC as they had more objects and interactions in
the queries. However, there was only a minuscule change in the baseline with
an increase of 0.1 in the metric. In contrast, the graph-based retrieval engine
witnessed an increase in the scores between two types of topics since this tech-
nique could capture the relationships between objects in the query and images,
which was the critical point in the DIT set. The MMR of this system on DIT
was nearly three times higher than LSC, which were 0.41 and 0.15 accordingly.
Figure 4 illustrated the result of both systems for the DIT02 topic.
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Fig. 4. Top 5 images of the baseline (above) and the proposed system (bottom) for
the DIT02 query. The correct answer is marked with the red boundary. (Color figure
online)

Table 2. Mean Reciprocal Rank scores of 2 systems on each type of queries and entire
dataset.

LSC DIT Entire

Baseline 0.1087 0.2027 0.1557

Proposed 0.1548 0.4166 0.2857

Figure 5 depicts the distribution of reciprocal rank on every query. It was
interesting that the baseline system showed less variance than the proposed
approach. The variance in the latter system became stronger for DIT topics. It
might indicate that the new system was not easy to use as the baseline, making
its scores fluctuate between users and queries. The parsing of a query into a graph
stage could be the reason. As this step required users to input description in a
certain format to fully catch the relations in a query, the volunteers needed to
have more time to get familiar with using the graph-based system most efficiently.

Fig. 5. The distribution of reciprocal rank of each query in overall (left) and on each
query type (right) of two systems. S1 and S2 were the baseline and the proposed method
accordingly.
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8 Conclusion

In this paper, we employ a new perspective on the challenge of lifelog retrieval,
where we transform into the graphs similarity matter. We applied graph index-
ing techniques in which lifelog images and queries are transformed into graphs,
which were encoded into matrices in later stages, to capture visual relations
between objects, hence improving the retrieved result’s accuracy. We designed
the experiments to evaluate our approach and compared it with an object-based
baseline system with specific settings to reduce the bias of users’ behaviors. The
experimental results show that the graph-based retrieval approach outperformed
the conventional method on both queries focusing on relationships and the ordi-
nary topics used in the official lifelog search competition. Although there are
some drawbacks, we believe that using relation graphs in the lifelog challenge is
promising in this compelling field, especially when visual data of image contents
are integrated into the graph structure. It poses an interesting avenue for future
research on the topic of lifelog retrieval and related fields.
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Abstract. Video cameras have become widely used for indoor and out-
door surveillance. Covering more and more public space in cities, the
cameras serve various purposes ranging from security to traffic monitor-
ing, urban life, and marketing. However, with the increasing quantity
of utilized cameras and recorded streams, manual video monitoring and
analysis becomes too laborious. The goal is to obtain effective and effi-
cient artificial intelligence models to process the video data automatically
and produce the desired features for data analytics. To this end, we pro-
pose a framework for real-time video feature extraction that fuses both
learned and hand-designed analytical models and is applicable in real-
life situations. Nowadays, state-of-the-art models for various computer
vision tasks are implemented by deep learning. However, the exhaustive
gathering of labeled training data and the computational complexity of
resulting models can often render them impractical. We need to con-
sider the benefits and limitations of each technique and find the synergy
between both deep learning and analytical models. Deep learning meth-
ods are more suited for simpler tasks on large volumes of dense data
while analytical modeling can be sufficient for processing of sparse data
with complex structures. Our framework follows those principles by tak-
ing advantage of multiple levels of abstraction. In a use case, we show
how the framework can be set for an advanced video analysis of urban
life.

1 Introduction

We have reached a point where the automatic video analysis is achievable, and
it is a highly demanded functionality due to the enormous volume of video data.
The recent development in artificial intelligence (specifically deep learning) com-
bined with the availability of high-performance hardware opened the possibility
to produce complex analytics with a high level of abstraction. However, there
are two prominent scalability difficulties with currently available methods. The
first one is the requirement for large quantities of complex and manually labeled
training data. The other one is the practical infeasibility of the state-of-the-art
methods. Many benchmark competitions are scored based on achieved precision
and do not consider time performance, which is not a suitable approach for many
practical applications.
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To address the above-mentioned problems, we sketch a framework that uses
both deep learning and analytical approaches. This framework accomplishes the
required tasks with minimal cost in terms of the need for training data and
processing time. The fact is, that there exist deep learning models for every task
related to video processing (detection, tracking, re-identification), however, the
availability of training data is scarce or non-existent.

Although many researchers seek to create powerful models that directly pro-
duce the data on a high level of abstraction, we want to create a modular pipeline
that uses the most efficient approach in each of its steps. The deep learning
approaches are excellent in processing the large volumes of unstructured data
(images/video) into the low-level features, while the analytical approaches can
produce more abstract features based on those for a much lower cost.

The ability to gradually produce more complex and abstract features is also
a key step in the creation of a modular and easily extensible framework. For
example, in the pipeline of detection, trajectory, and re-identification, we may
use the intermediate features (trajectories) for additional analyses (e.g., action
detection). If we use a single and complex deep learning model that inputs the
video and outputs identities, we lose this ability and would have to either employ
additional model or redefine and retrain the existing one.

1.1 Running Use-Case in Urban Settings

As a running use-case we have chosen urban settings, where the framework is
assembled by components to allow to monitor/improve the safety and quality of
life in modern cities. We aim to increase the efficiency of the utilization of already
available video data (provided by street cameras). For example, traffic flow anal-
ysis (road or pedestrian) can help to identify the bottlenecks and improve the
overall throughput and prevent the formation of large crowds of people. Statis-
tics on the number and wait time of passengers can help to optimize the public
transport network. The detection of presence or suspicious behavior (loitering,
vandalism, harassment, etc.) can benefit security.

We designed this framework with those applications in mind. The aim is to
provide a wide range of analytics from the basic low-level detections to high-
level aggregated statistical data, including the user (analyst) in the loop. With
the consideration of data protection regulations, this framework can process
real-time video stream without saving any sensitive data. Our goal is not to
identify individuals and create a “Big Brother”-like system, but to obtain a fully
anonymized statistical data. However, the framework provides both modes—the
online (real-time) and offline video analytics.

2 Related Work

In this section, we briefly overview the relevant domains that contribute to the
proposed framework.
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2.1 Multi-modal Retrieval and Feature Fusion

Since we address combinations of various feature extractions/object detections
from video data, the background domains for us are the multi-modal (multi-
media) retrieval and feature fusion [3]. In multi-modal retrieval, multiple fea-
ture descriptors are extracted from each data object (e.g., an image or video
keyframe), and later combined into a complex multi-feature descriptor. This
process can take place either at the moment of basic data modeling and index-
ing (early fusion) or just at the moment a query is being processed (late fusion).
In a general environment, the query is usually processed as the similarity search
task [32], where feature descriptors are compared by a similarity function. The
relevancy of the individual objects for the particular retrieval task (querying,
joining, clustering, etc.) is determined by their similarity score. For the spe-
cific case of object detection in the image, the extracted feature could also be
in the form of simple geometry (bounding box) describing the location of the
detected object (see next subsections for the details). For retrieval based on spa-
tial objects, numerous techniques have been developed in the domain of spatial
databases [20].

In the case of video keyframes, a series of timestamped features and detected
spatial objects is obtained. Higher-level video features could be thus acquired
by fusion of lower-level features by their similarity, spatial relationships, and
time. The central part of the proposed framework is a database of video features
produced at different levels of abstraction, and the focus is on the fusion process.

2.2 Object Detection

In recent years, there has been rapid development in the field of computer vision
and object detection. However, for the task of object detection, the best per-
forming approaches have been based on deep learning. Although, there are many
object detection models developed every year, an important step towards real-
time video processing and analysis arrived when single-stage object detectors
replaced older multi-stage models such as Faster R-CNN [25] by outperforming
them both in terms of precision and processed frames per second. SSD [18] and
multiple versions of YOLO [22–24] are well-known examples of this approach.
At the time of writing, the state-of-the-art object detector, EfficientDet [28],
adopts the same principles.

With the use-case of object detection transitioning from image processing to
video, the available information in the processed media has also increased. The
most interesting feature of the video is the continuity in time; objects generally do
not suddenly change position between consecutive frames and follow a trajectory.
We can find some models that build on this additional temporal information
and combine object detection and object tracking tasks into a single neural
network. There is, however, a penalty for such an approach in the form of time
performance. We can use T-CNN for action detection in video [10] as an example
of such a network. It achieved state-of-the-art performance by directly classifying
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temporal detections by action instead of generating a series of detections and
further analyzing those.

A step towards increased efficiency could be decomposition of monolithic
single-model detector into a detector designed as an ensemble of partial deep
learning models, such as the NoScope system [14], that can achieve state-of-the-
art detection performance for a fraction of time. From another point of view,
the detection efficiency could be increased by employing database indexes into
the inference process. The Focus system [11] provides approximate indexing of
object classes, outperforming the NoScope by two orders of magnitude. In this
paper, we follow both directions and resort to even more general index-supported
framework where the deep learning models are just one class of modules plugged
into the extraction pipeline.

2.3 Identification and Tracking

The identification and tracking are closely related tasks that complement and
build on each other. To better understand the previous statement, we present
an example of tracking people in surveillance video. The previously mentioned
object detectors produce a set of detections (bounding boxes over detected
objects) for each video frame in each camera. The tracking algorithm then needs
to cluster the time series of detections with the same identity (yet anonymous)
into a singular trajectory. Given the trajectories and their respective identities,
we are able to match those identities across multiple cameras.

At this point, there are no universally established approaches to this task.
The tracking algorithms are often based on handcrafted features extracted from
the detected objects, e.g., color or texture histograms, in combination with ana-
lytical data like motion, proximity and probability (Kalman filters [12]). How-
ever, with the rise of deep learning approaches, there are attempts to merge
the object detection and tracking into the singular deep learning model [21,27].
Those methods can undoubtedly achieve the state-of-the-art results in bench-
marks, however, they suffer in the real-time performance and are associated
with the cost of a complex manually labeled dataset. We see the similar impact
of learned [15,30] and designed [26,33] features in re-identification tasks1. The
analytical models are usually based on similarity search where the deep learning
ones are trained to represent each object in the high-dimensional space with
distance metrics.

2.4 General Video Analytics and Retrieval

While the previously discussed object detection, reidentification and tracking
might be interpreted as specific video analytic tasks, there is also a need for gen-
eral and extensible video analytics support. Traditionally, this is a domain of SQL

1 A re-identified object is a previously recognized object that is identified again in
different conditions (different scene/camera, lighting, color balance, image resolution,
object pose, etc.).
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database systems, where aggregations within SQL queries could be used to pro-
duce analytics on the relational attributes (in our case video features/detections).
However, the basic SQL could be insufficient for advanced video analytics includ-
ing proximity/similarity joins or clustering (instead of just exact-match GROUP
BY functionality of SQL). To address this problem, the BlazeIt was recently pre-
sented, a video query optimizer based on the FrameQL (an extension of SQL for
video analytics) [13]. General video retrieval is fostered by TRECVID [1] and
Video Browser Showdown [19] competitions, where Ad-hoc search (AVS) and
VBS known-item search (KIS) tasks are annually evaluated. The current trends
involve machine learning of joint feature spaces [17], where state-of-the-art visual
features are combined with approaches to represent text descriptions. However,
these models are limited with the availability of training datasets. In other words,
although the models currently win the competitions, their effectiveness is still
not satisfactory due to the low recall.

3 Framework

We present a sketch of feature extraction and analytics framework from video
data, where lower-level features are fused/aggregated into higher-level features,
see Fig. 1a. The central component of the framework is the feature database,
which serves as target storage for extracted features, as well as the source for
extraction of higher-level features from the lower-level ones. The basic extraction
module of per-frame feature extraction is denoted as the “L0 model”. This model
couples individual feature extractors from the raw (video) data. We assume two
types of sub-modules at level zero. First, the extraction of learned features, such
as bounding boxes (geometries, in general) of detected objects, using deep con-
volutional neural networks, and second, other features, such as color histograms,
using traditional analytical feature extraction methods.

(a) Framework architecture
(b) Cost of feature extraction

Fig. 1. Framework architecture and feature extraction cost
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At higher levels (see “L1 model”, “L2 model” in the figure), the features are
produced using the fusion of lower-level features stored in the feature database
during the previous extraction steps. Hence, the feature extraction is defined as a
hierarchical and recursive fusion process over the feature database. A particular
pipeline within the process for our running use-case can consist of the following
fusion steps:

Feature level Features fused from lower-level features
Level 0 Timestamped learned features (e.g., bounding boxes of

detected objects) and designed features (e.g., SIFTs,
color/texture histograms)

Level 1 Trajectories of objects in time (bounding boxes close
in time and space), crowds (bounding boxes close in
space at the identical time)

Level 2 Trajectories of crowds, trajectory clusters, re-identified
objects

Level 3 Action detection based on trajectory/box patterns
...

Last level Final analytics over features

Fig. 2. (a) L0 learned features (boxes), (b) L1 fused features (red trajectories) (Color
figure online)

Fig. 3. (a) L0 learned features (boxes), (b) L2, L3 fused features (green crowd, yellow
crowd trajectory) (Color figure online)
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In Fig. 1b, we outline the expected cost of higher-level feature extraction in
terms of training dataset size, annotation efforts, and computational complexity.
Although theoretically, purely machine learning models could be trained for any
high-level feature extraction, the cost could reach impractical values with the
increasing level of feature abstraction and greater sparseness of the training
data [2,14,16].

As an alternative, the framework we present could efficiently fuse learned
features and other features within the pipeline, where each step builds on the
result of the previous one, no matter how the features were acquired. Since no
step in this pipeline is restricted by the need for a single feature fusion model –
such as one huge deep neural network or an ensemble of networks – the overall
cost could be dramatically lower (see the fusion point in the figure). As a result,
the proposed framework represents a multi-model database-oriented approach
to efficient and effective feature extraction from video data.

3.1 Database Indexing

The efficiency of the proposed framework could be further improved by employ-
ing database indexes maintained on top of the feature database. The indexing is
a key performance factor the monolithic machine learning models cannot bene-
fit from. Based on the different feature models, various indexing methods could
be utilized, such as metric indexes for general similarity search [6,32], spatial
access methods for proximity search of geometries [20], and specialized indexes
such as trajectory indexing [7] or indexing of clouds of points [31]. Last but not
least, as feature fusion incorporates the multi-modal retrieval, compound multi-
descriptor indexes for early fusion, such as the multi-metric indexing, could be
added [4].

3.2 Analytics over High-Level Features

The proposed framework could as well support the analytics functionality. The
simple aggregations over feature types could be easily processed using the SQL
subsystem of the feature database (such as SELECT FROM WHERE GROUP
BY). In order to efficiently support advanced analytics, such as the FrameQL
extension of SQL [13], the system must employ higher-level database operators,
e.g., trajectory search [29], spatial joins [20], similarity joins [5,9], or activity
recognition [34]. Moreover, the operators’ implementation could reuse the indi-
vidual feature indexes.

4 Urban Use Case

To illustrate the potential application of the proposed framework, we present a
possible pipeline for producing the analytics data from the video and highlight
the areas of interest for our research (people tracking, in this case). We use a set
of surveillance videos from multiple cameras in close proximity (e.g., in the mall
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or on a city square) to represent the example input data. The goal is to gather
as much analytical data as possible with a universal and modular framework.

In the beginning, we process the video keyframes with a trained object detec-
tor. The viability of deep learning object detection for real-time video processing
was already proven in our previous work [8]. The received features (bounding
boxes) represent the “L0” learned features. The other types of the “L0” features
we can gather from the video stream represent the areas inside the obtained
bounding boxes (histograms, learned descriptors). Those features are then saved
into a central database and made available to higher-level models. We present
a visualization of “L0” features in Fig. 2(a) and Fig. 3(a). Although there are
multiple types of objects detected, the people detections (blue boxes) are of par-
ticular interest for us, as they are suitable for feature fusion into higher-level
real-world features (trajectories, crowds).

Using a multi-modal feature fusion, the “L0” features are aggregated into
trajectories representing movements of individual objects or crowds. A crowd
is a cluster of bounding boxes (see Fig. 2(b)). We have implemented a simple
greedy algorithm for merging bounding boxes of detected objects (persons) into
trajectories. The algorithm iteratively merges centroids of bounding boxes based
on their proximity in time and space. In the case of draws (multiple bounding
boxes in the neighborhood), histograms of colors extracted from the respec-
tive image patches (positioned under the boxes in the keyframe) were used to
measure the object similarity. The bounding box centroid of the most similar
patch was chosen to extend the trajectory. Finally, an attempt was made to
connect (thus merge) the short trajectories that exhibited similar direction and
had a sufficiently close endpoint. The trajectory connecting proved to be effec-
tive in situations where objects (persons) were missed by the detector in some
keyframes (hence missing also their bounding boxes), or objects could not be
detected because of occlusions in the scene (e.g., the person behind a car or
column).

The “L1” features (trajectories) are then also written into the database. In
the case of people surveillance, the generated trajectories are the base for the
creation of a new “L2” object, the crowd. The crowd is a nice example of the
feature level that can be commonly found as a class learned by the deep learning
approaches but can also be easily obtained by our pipeline without the need to
extend the object detector. The benefit of our approach is the ability to decide
for each person in the perceived crowd whether they belong to it or are just
passing by in a different direction. We preview the crowd detection and crowd
trajectory (“L2” and “L3” features) in Fig. 3(b).

Perhaps the most interesting use-case of our layered model of features is the
re-identification task. We combine the information from “L0” and “L1” features
in a multi-modal retrieval based on similarity, spatial and time relationship to
match the objects from multiple camera views or time distance into a single
identity. The last level features can, in this case, represent behavioral patters.
Hand-crafted patterns can be used to match the trajectories to determine the
actions executed by the observed people (waiting, walking, running).
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5 System Architecture

In this section, we preview the earlier discussed architecture from the system’s
point of view. Multiple modules and pipelines are illustrated on Fig. 4. The
deep learning object detector is the provider of all the analytical data from the
input video. For the detector itself, we are currently experimenting with the
modification of the SSD object detector [18]. The product of this module is a
set of bounding boxes and corresponding class labels. However, we also desire
a feature descriptor for each detected object for future use in tracking and re-
identification tasks. We use the bounding boxes to create cropped images from
the input frame and extract the feature descriptors from those. Although our
system is built around a database as a means of inter-process communication,
we want to avoid transferring the cropped images via the database. Therefore
we put the feature extraction module to the same pipeline as the object detector
and only push the extracted features and bounding boxes to the database.

Fig. 4. System architecture. Colored boxes represent system modules, the rounded
boxes describe the type of data passed between modules. (Color figure online)

The next branch that works with the data from a single video stream encom-
passes the trajectory module. Whereas the detector branch looks at each frame
on its own, this module uses a combination of bounding box information from a
sliding window of consecutive frames. We combine position, time, and extracted
feature descriptors as factors for trajectory creation.

The last analytical branch is the re-identification module. Unlike the detec-
tion and trajectory modules, re-identification utilizes data from multiple streams.
Therefore it is not a stream specific process, rather a global one. It also has mul-
tiple purposes, to match multiple trajectories of a single object (e.g. divided by
occlusion) in one stream, and to match trajectories from multiple video streams.

The modularity of this system allows for expansion by other modules that
can use the data available in the database and produce further analytics.
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5.1 Architecture for Real-Time Analytics

The framework is designed to operate in both real-time and offline modes.
For the real-time mode, the system architecture should be tightly coupled as
a single physical machine (GPU+CPU+storage) hosting deep learning modules,
database system, and other analytics modules. An SQL-based system is sup-
posed to manage the central database, such as PostgreSQL or a commercial
one. As a performance of the database is critical for real-time applications, it
is of great importance to configure the database to operate in the main mem-
ory or at least on a solid-state drive. Figure 5 shows the action dependencies
across modules when input video frames are being processed. For example, to
obtain a visualization of a trajectory of a detected object (person) at frame T,
a pipeline of actions must be processed. This includes bounding box detections
at neighboring frames (T−P1..T +P2). Therefore, the visualization has to work
with a constant delay in the order of seconds. Note that the processing pipeline
includes heavy communications with the central database, hence, the through-
put of thousands of transactions (SELECT, INSERT, UPDATE) per second is
necessary for (near) real-time settings.

Fig. 5. Data flow in time. Simplified view of data processing, excluding database inter-
action and re-identification module as seen on Fig. 4.

6 Conclusions

In this paper, we have proposed a feature extraction framework from video data.
We based our approach on the combination of deep learning and analytical
techniques and built a multi-model database-oriented approach to extract the
desired features with the highest efficiency. Our considerations include not only
the processing time but also the resources and costs associated with obtaining
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the training data for deep learning approaches. We believe that the extensibility
and ability to produce the fused features with a high level of abstraction exposes
this framework to a wide variety of applications.
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Abstract. There is an increasing need for intelligent interaction with
media collections, and mobile phones are gaining significant traction as
the device of choice for many users. In this paper, we present XQM,
a mobile approach for intelligent interaction with the user’s media on
the phone, tackling the inherent challenges of the highly dynamic nature
of mobile media collections and limited computational resources of the
mobile device. We employ interactive learning, a method that conducts
interaction rounds with the user, each consisting of the system suggesting
relevant images based on its current model, the user providing relevance
labels, the system’s model retraining itself based on these labels, and
the system obtaining a new set of suggestions for the next round. This
method is suitable for the dynamic nature of mobile media collections
and the limited computational resources. We show that XQM, a full-
fledged app implemented for Android, operates on 10K image collections
in interactive time (less than 1.4 s per interaction round), and evaluate
user experience in a user study that confirms XQM’s effectiveness.

Keywords: Interactive learning · Relevance feedback · Mobile devices

1 Introduction

As media collections have become an increasingly large part of our everyday
lives, both professionally and socially, the traditional interaction paradigms of
searching and browsing have become less effective. Search requires users to have a
clear idea of the outcome of the interaction, while browsing large collections is too
inefficient. Many users have significant media collections on their mobile devices,
often thousands of photos, that they wish to interact with. When considering
intelligent interaction with these collections, many questions arise: How should
the system be designed to best utilize the limited computing resources of the
mobile device? How should users interact with the system to best make use of
the limited screen space? How will regular mobile device users react to this novel
interaction paradigm? In this paper, we explore these challenges.
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The interactive learning paradigm has had a revival as a viable approach
for intelligent analysis of media collections. In interactive learning, the system
incrementally and interactively builds a model of users’ information needs, by
continually using the model to suggest media items to users for feedback and then
using that feedback to refine the model. In recent years, significant progress has
been made towards scalable interactive learning systems, where the thrust of the
work has been on handling larger and larger collections with moderate hardware
whilst providing relevant results [10,17]. Interactive learning is a good fit for
mobile systems, as it inherently does not rely on heavy data preprocessing, bears
limited computational resources in mind, and can work with dynamic datasets.

We present and evaluate XQM, a full-fledged mobile application for inter-
active learning.1 Figure 1 illustrates the overall architecture and processing of
XQM. In the interactive exploration phase, XQM gradually builds an interactive
classifier capable of fulfilling the user’s information need. This is done by pre-
senting the highest ranked images from the current model in the user interface
and asking the user to provide feedback on those, labelling them as relevant or
not relevant. The labels are then used to retrain the interactive classifier, and the
classifier is in turn used to query the feature database for a new set of suggested
images to judge. This interactive process continues until the user is satisfied or
decides to start from scratch. To support the model construction, the app also
has a data processing phase, where state-of-the-art semantic feature extraction
is deployed on a dedicated server. When installing the app, existing images are
analysed in this manner to build XQM’s feature database, and subsequently the
user can analyse new images to add to the feature database. In a performance
study, we show that XQM can interactively explore collections of up to 10K
images with response time of less than 1.4 s per interaction. Furthermore, we
report on user experience in a user study with participants ranging from novice
users to experienced interactive learning users.

2 Related Work

Processing large image collections makes the collaboration between humans and
computers inevitable. Computers have a large memory and can process large
amounts of data fast, but they lack the human’s ability to extract a great amount
of semantic information from visual content. This phenomenon is known as the
semantic gap [14]. A large body of research has been devoted to closing the
semantic gap and indeed, we are able to automatically extract more semantic
information from the data than before. To that end, however, a computer still
needs feature representations of the data which are meaningful to the machine,
but might not be to a human. Currently, mostly convolutional neural networks
(CNNs) are used [11,15,16].

1 XQM is an acronym of Exquisitor Mobile, as the design of XQM relies heavily on
Exquisitor, the state-of-the-art interactive learning system [10]. The XQM app is
available to the research community at www.github.com/ITU-DASYALab/XQM.

www.github.com/ITU-DASYALab/XQM
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Fig. 1. Architectural overview of the XQM interactive learning mobile app.

The need for feature representations presents two key challenges for a mobile
approach. Firstly, the resource-limited mobile phone needs fast access to the
feature representation in addition to the raw data. Secondly, CNNs are compu-
tationally very intensive, and their performance hinges on access to state-of-the-
art GPUs that either mobile phones do not possess or are unsuitable for high
long-time usage due to overheating. There are approaches for deep learning on
mobile phones, but their performance lags behind the desktop-based state of the
art.

Most recent approaches for analyzing multimedia collections are based on
retrieval: an index is built on top of the feature representation(s) and users
pose queries that retrieve results based on this index. There is a large num-
ber of approaches to build the index: to name a few, product quantization [9],
clustering-based approaches [8], or hashing-based approaches [2,5]. Overall, this
approach works well, as the search engine is a familiar interface to the users, and
the semantic quality of state-of-the-art representations is high enough to surpass
human-level performance on some tasks [7]. However, an index-based approach
might not be so suited for mobiles. Again, there is the limited resources chal-
lenge: an index is yet another data structure the phone needs access to. Also,
multimedia collections on mobile phones tend to be highly dynamic, whereas
index-based approaches favour static collections.

Interactive learning approaches, in particular user relevance feedback (URF),
directly work with the user to obtain the items she finds relevant: in each interac-
tion round, the user selects relevant and not relevant items, the interactive learn-
ing model retrains itself based on the judgment, and finally the user is presented
with new and potentially relevant items for the next round. The bulk of the
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algorithmic research on relevance feedback and the closely related active learn-
ing techniques has been done in the 2000s [1,13,19]. Recent work has improved
interactive learning to perform well on modern large-scale datasets: scaling up to
interactive performance on 100 million images [17], and improving the perfor-
mance to 0.29 s per interaction round whilst further reducing computational
requirements [10]. A good choice of an interactive classifier is the Linear SVM [4],
which combined with modern feature representations yields good performance
at a modest computational cost. In terms of applications, interactive learning
approaches fall under the umbrella of multimedia analytics, which strives to iter-
atively bring the user towards insight through an interface tightly coupled with
an interactive learning machine model [18]. These approaches do not rely on a
static index and computational requirements are a built-in core consideration,
namely interactivity (making sure the model is able to retrain itself and produce
suggestions in sub-second time). However, it is still not trivial to satisfy those
requirements, especially on a mobile device.

This work aims to implement a URF system on mobile phones, therefore
both the technical restrictions of these devices and the general user behaviour
towards mobile applications need to be considered. There are a number of fac-
tors that prevent simple deployment of the state of the art on mobile devices.
Efficient interactive learning approaches, such as Exquisitor [10], hinge on a
C/C++ implementation and storage solutions not supported by mobile OS (at
least Android), and the machine learning (computer vision, information retrieval,
etc.) codebase for mobiles is limited. Whilst this is an implementational challenge
rather than a scientific one, it is a barrier nonetheless. Moreover, user interface
interactions and their convenience are somewhat different than on a computer.
For example, mobile UIs make heavy use of swipes and finger gestures which
do not necessarily map directly to mouse interactions and typing is more cum-
bersome on a screen keyboard than on a computer keyboard. Lastly, the core
framework components of a native mobile application largely stipulate the way
how connection can be established between the user and the system.

3 XQM Architecture

In this section, we describe the architecture of the XQM mobile app, depicted in
Fig. 1. We start by presenting the user interface which supports the interactive
exploration process outlined in the introduction, and then consider the under-
lying components in a bottom-up fashion: the semantic feature extraction, the
feature database, and the interactive classifier. Note that the actual photos are
stored by other applications in DCIM storage folders. When starting XQM for
the first time, the user must thus grant the app access to DCIM image storage.

User Interface: Figure 2 shows the main screens of the user interface of XQM.
Each exploration session starts with the home screen (Fig. 2(a)), which displays
a non-scrollable list of 6 random images from the image collection (the largest
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(a) Home Screen (b) Feedback Screen (c) Positive Images (d) Resulting Model

Fig. 2. The interactive learning process as captured in the XQM user interface.

number of images that can be displayed on the mobile screen in adequate resolu-
tion). The user can tap on any of the six suggestions to open an enlarged image
on a new feedback screen (Fig. 2(b)) in order to inspect it in more detail, and
then potentially judge the image as a positive or negative example by swiping
the image right or left, respectively. Once an image has been judged as a posi-
tive or negative example, the user returns to the home screen where the image is
replaced by the image currently considered the most relevant, according to the
interactive classifier.2

The user can, at any time, revisit the positive and negative examples by
tapping on the corresponding buttons at the bottom of the home screen, to
open the positives screen (Fig. 2(c)) or negatives screen (not shown). From those
screens, the user can remove images from the positive or negative lists, which in
turn impacts the model in the next suggestions round.

Once the interactive classifier seems good enough, the user can tap on the
“fast-forward” icon at the top of the screen to fill the home screen with the most
relevant images (Fig. 2(d)). In addition to the fast-forward button, the XQM
app has three buttons located on the top navigation bar: the “random” icon is
used to get a new set of random images;3 the “trash” icon is used to start a new
exploration from scratch; and finally the “overflow menu” icon (three dots) can

2 In the current implementation, at least one positive and one negative example are
needed; until these have been identified, random images replace the judged images.

3 Loading random images is useful when the model is missing positive examples with
concepts that have not yet been seen; in a future version we plan to implement search
functionality to further help find positive examples.
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be used to add new images to the feature database through the data processing
phase, or get help as outlined in the user study in Sect. 5.

Semantic Feature Extraction: In the data processing phase of Fig. 1, seman-
tic deep learning features are extracted from images and stored in a feature
database. There are two options to facilitate feature extraction on mobile devices:
on-device, using the CPU of the mobile phone (or GPU, in the case of high-end
devices); or off-device, sending the images to be processed to a remote server.
As outlined in Sect. 2, on-device processing suffers from lower semantic perfor-
mance, low availability of tools/libraries, and risk of overheating causing damage
to the device. The off-device approach, on the other hand, requires access to a
mobile or wireless network, which may result in latency and/or usage charges [6],
and can also raise security questions.

We have chosen the off-device approach for the XQM app, to (a) make use of
state-of-the-art semantic features, and (b) avoid complex resource management
issues on the device. We have wrapped a pretrained ResNext101 model with
12,988 classes with a web-API, which allows submitting a ZIP file with multi-
ple images and returns a JSON file with information on the semantic features.
Following [17], however, the server only returns information about the top s
semantic features associated with each image (by default, s = 6).

During the data processing phase, the collection of images to analyse is split
into batches of 100 images, which are compressed and sent synchronously to
the server for processing. Upon receiving the JSON file from the server, it is
parsed and the information is stored in the feature database described in the
next section. When the app is first run, this process is applied to the entire
collection of images on the device; subsequently, only newly added images are
analysed when the user chooses to update the database.

Processing each batch of 100 images takes little over a minute with a Xiaomi
Redmi Note 8 Pro smartphone and a laptop for running the extraction. Ini-
tialising the app on a mobile device with thousands of images would thus take
significant time. For a production app more care must be taken to implement
the data processing phase, including asynchronous and secure communication.
The current process, however, is sufficient for the purposes of understanding the
performance of the interactive exploration phase, which is the main emphasis of
the paper.

Feature Database: The semantic feature data resulting from the analysis
described above must be stored persistently on the mobile device in a format
that allows efficient access in the interactive phase. However, neither the tradi-
tional multimedia approach of storing a sparse NumPy matrix in RAM nor the
advanced compression mechanism of [17] are applicable in the limited environ-
ment of the Android OS. Instead, the standard approach to data storage is using
the SQLite relational database, which requires careful normalisation and choice
of data types to work well.
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ImageName

storage/emulated/0/DCIM/Camera/103501.jpg

storage/emulated/0/DCIM/Camera/101502.jpg

FeatureID
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[0.102834791, 0.063476876, 0.05930854, 0.05230371, 0.03741937, 0.0310730178]

[0.122722, 0.116210177, 0.059408964, 0.045039124, 0.044916617, 0.0203401245]
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(c) Image Table

ImageID FeatureID
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Probability
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2874
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102

63

59

52

37

31

123

(d) Feature Table

Fig. 3. Comparison of storage alternatives: (a) the original unnormalised table; and
(b)–(d) final normalised tables.

Figure 3(a) shows the data that would typically be stored in (compressed)
binary format in RAM. In SQLite, the IDs of the features and corresponding
probabilities can be stored as a TEXT string that is parsed when reading the
data to rank the images. While this approach has modest space requirements,
requiring 179 kB for a database of 1,000 feature vectors, parsing the TEXT
string resulted in computational overhead.

Instead, Figs. 3(b)–(d) show the final normalised SQLite database, where
three tables represent the feature database, one for storing all relevant folder
paths and their identifiers, one for storing image identifiers, image names and
path identifiers, and the third for storing the feature identifiers and probabilities,
one per row. For additional space savings, the probabilities have been converted
to integers using multiplication, since the INTEGER data type requires half the
storage of a FLOAT data type. With this implementation, a collection of 1,000
feature vectors requires only 116 kB.

When applying the interactive classifier to the feature vectors to rank images,
only the feature table is required, as it contains the image identifiers that can
be used to identify the most relevant suggestions. Once the 6 most relevant
suggestions have been identified, the image table and the path table must be
accessed to build the path of the image for presentation in the user interface.
Since the access is based on the primary keys of both tables, reading the required
data is very efficient.

Note that deletion of images is handled by detecting missing images as they
are suggested to the user, and subsequently removing their information from
the feature database. If an image is moved, it will be handled as a deletion and
an insertion; the order will depend on when the user updates the database and
when the moved image first appears as a relevant image.

Interactive Classifier: XQM uses the LIBSVM [3] implementation of linear
SVM, which is considered the state of the art classifier in interactive learning
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[10,17]. As the relevance judgments generally constitute a very small training
set, we used generic parameter settings to avoid over-fitting. Once the model
has been trained, the feature vectors are retrieved from the SQLite database,
as outlined above, and fed to the model to produce a score for each image. The
6 images with the highest score, or farthest from the decision boundary on the
positive side, are then returned as suggestions.

4 System Performance Evaluation

This section evaluates the efficiency of the mobile application. Due to space con-
cerns, we focus primarily on the interactive phase, measuring the time required
to retrieve new suggestions in each interaction round. We have also measured
the one-time process of analysing image contents, only about one-third of the
time is spent on the phone.

Experimental Setup: For the evaluation, we used a Xiaomi Redmi Note 8
Pro smartphone with 128 GB memory and 6 GB RAM, MediaTek Helio G90T
2.05 GHz (8-core) processor and Android 9.0 (Pie) OS. To obtain results that are
not influenced by other design decisions, we constructed two stand-alone apps
specifically for the experiments.

The first app randomly chooses positive and negative examples, retrieves
their feature vectors from the SQLite database, computes the SVM model,
retrieves all the features from the SQLite database, and computes the next six
suggested images. The app takes three input parameters: number of feature vec-
tors, ranging from 100 to 10,000; number of rated examples, ranging from 3 to 48;
and number of suggestions to retrieve, set to 6. For each parameter combination
we ran 300 iterations and report the average.

The second app repeatedly selects random images from the database and
presents them on screen, as would be done in the XQM app. It takes as input a
database of images, ranging in size from 100 to 10,000. To avoid warm-up effects,
we first loaded 200 images, and then measured 1,000 images for each database.

We separated the two processes as the latter app is independent of many of
the parameters of the first app. To simplify the presentation of results, however,
we (a) only report results with 48 rated images, as computing the SVM model
is efficient and is only more efficient with fewer suggestions, and (b) incorporate
the time for presenting 6 images into the results from the first app.

Experiment Results: Figure 4 presents the details of the time required for
each iteration of the relevance feedback process. The x-axis displays the number
of images and feature vectors in the database, while the y-axis shows the time
that was used for completing these tasks in seconds. As the figure shows, the
time required to build the model and show the final suggestions is negligible
(only visible for the smallest collection) and the time to rank images is also very
small, while the majority of the time is used to retrieve feature vectors, which
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Fig. 4. The average time for subtasks in the interactive exploration phase.

is linearly dependent on database size, and display the images on screen which
is independent of database size. As Fig. 4 furthermore shows, the process is very
efficient for small databases, requiring less than 250 ms for 1,000 or fewer images,
and that even for 10,000 images the total time per iteration is only about 1.4 s.
Overall, we can conclude that for the vast majority of mobile phone users, the
app will perform interactively.

5 User Interface Evaluation

XQM’s design is intended to make the app easy to use for novice users who are
not familiar with interactive learning. To evaluate the UI, we conducted a user
study focusing on the app’s usability, learnability and functionality.

Evaluation Setup: We recruited 8 users for the user study, 3 female and 5 male,
all university students between 23 and 27 years of age. Three testers have limited
technical knowledge, while the remaining 5 are CS students; 2 of the latter have
worked with interactive learning in their thesis. All 8 users use mobile phone
applications on a daily basis, but only 3 use an Android phone.

The users were provided with a Xiaomi Redmi Note 8 Pro with 2,883 images
from the INRIA holiday data set4 and the Lifelog Search Challenge.5 The users
were asked to conduct 3 sessions to find each target presented in Table 1: TV
screen; exotic bay; and skyscrapers. Note that this setup is different from the
intended use case scenario, as users have not created the collection themselves
and thus had no information about its contents. However, to establish a consis-
tent environment, it was necessary to use the same image collection for all users.
To further guarantee comparability, an identical random seed was used to begin
each interaction with the same set of random images.

4 http://lear.inrialpes.fr/people/jegou/data.php.
5 http://lsc.dcu.ie/.

http://lear.inrialpes.fr/people/jegou/data.php
http://lsc.dcu.ie/
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Table 1. Example target images and their occurrences in the collection.

The users received a brief verbal introduction to XQM. An on-boarding
modal within the app was then used to describe its functionality and usage;
users could return to this information at any time using the help menu. The
sessions were audio-recorded. Users were able to complete the task in 22 out of
the 24 sessions; the two unsuccessful sessions are excluded from the analysis.

Quantitative Analysis: Table 2 shows how many times users took each of
the main actions to accomplish the task. Due to the high variation in results,
both the mean and median are provided in the table. On average, the users
gave between 7 and 20 images ratings (positive or negative) for the three tasks.
Showing random images was often used to accelerate the sessions, although the
value is heavily skewed from one session where a user hit random 84 times;
essentially simulating scrolling through the collection. Table 2 also shows that
fast-forward and correcting previous ratings were rarely used, while the trash
icon for starting a new session was entirely disregarded.

An analysis of the session logs indicates that novices encountered some diffi-
culties understanding the principle of interactive learning and thus XQM’s pur-
pose. Overall, though, the results indicate that the users were largely successful
in solving the tasks; in particular the fact that users never started from scratch
indicates that they generally felt they were making progress in the sessions. How-
ever, the fewer instances of the target class there are the longer the sessions take,
and the (sometimes extensive) use of the random button indicates that adding
search functionality to find positive examples would be useful.

Qualitative Analysis: We analysed the session logs to understand and classify
the concerns and suggestions of users, and report on this analysis below.

Understandability and Learnability: Most users refrained from using the buttons,
mostly because they did not remember or understand their functionality. Three
users had difficulties understanding which images were replaced and said they
would like to understand how the model evaluates images in order to make
better rating decisions. The two users with prior interactive learning experience,
however, did not report such problems. One of them said: “I think XQM’s strong
suit is its simplistic UI. That makes it a lot easier for novices to learn.” And:
“The modal gave very good information of how the app works.” Both experienced
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Table 2. Mean/median of actions per user per motive

Target Feedback Random Fast-forward Start over Rating change

TV 7,0/6,0 1,0/0,6 0,0/0,0 0,0/0,0 0,6/0,0

Bay 13,0/11,5 1,0/1,0 1,7/1,0 0.0/0,0 0,7/0,0

Skyscrapers 19,5/11,0 19,8/8,0 3,8/0,5 0,0/0.0 1,3/0,0

users said that they would like to have a separate screen containing a history of
their search.

App Functionality: A number of suggestions were raised regarding the function-
ality of the app. Five users desired an “undo” function to be able to reverse their
actions; such user control is desirable to allow the user to explore the app with-
out fear of making a mistake [12]. To accelerate the sessions, two users expressed
a desire to be able to scroll through the collection, since 6 images are only a
small fraction of most mobile collections, and three users suggested to incorpo-
rate a search function for finding relatively rare image motives. Furthermore,
two users said that they would like to swipe directly in the home screen: “It
would be faster than opening the image every time you want to rate it. This
would be very useful for eliminating irrelevant results.” Nevertheless, after the
introduction, users quickly learned how to rate: “I like the swiping feature to
rate the image. That is very intuitive.”

Image Features: Users noted that some images score constantly higher in the
suggestion list than others without being perceived as relevant to the task. Tra-
ditional techniques, such as TF-IDF, have been reported to improve the relevance
of the returned items [17] and could be relevant here. Nevertheless, overall users
could find relevant results despite this issue: “It is exciting to see that the model
caught up on what I am looking for.”

Discussion: Overall, the results of the user study indicate that XQM succeeds in
its goal of implementing interactive learning on a mobile device. Despite variation
in the approach and performance of users, they were overwhelmingly able to
complete the assigned tasks and find examples of the desired target items. The
results also point out a number of improvements to make, including search and
browsing to find positive examples, an undo button to easily take back an action,
rating directly in the home screen, and improving the representative features to
avoid some images occurring in every interaction session.

6 Conclusion

In this paper we presented XQM, a full-fledged mobile app for user interaction
with media collections on the user’s mobile device. Our interactive learning based
approach is demonstrated to operate well on the dynamic mobile collections
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and use modest computational resources, which are at a premium on mobile
devices, whilst providing relevant results in interactive time of less than 1.4 s
on a 10K collection. The user study confirms that XQM is a useful tool not
only to the experienced users, but also for the novice or casual users unfamiliar
with interactive learning, with clear potential for further improvement. With
XQM, we hope to have opened new avenues for research on advanced, intelligent
approaches for media collection analytics on mobile devices.
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Abstract. Earth Observation (EO) Big Data Collections are acquired
at large volumes and variety, due to their high heterogeneous nature. The
multimodal character of EO Big Data requires effective combination of
multiple modalities for similarity search. We propose a late fusion mech-
anism of multiple rankings to combine the results from several uni-modal
searches in Sentinel 2 image collections. We fist create a K-order tensor
from the results of separate searches by visual features, concepts, spa-
tial and temporal information. Visual concepts and features are based
on a vector representation from Deep Convolutional Neural Networks.
2D-surfaces of the K-order tensor initially provide candidate retrieved
results per ranking position and are merged to obtain the final list of
retrieved results. Satellite image patches are used as queries in order to
retrieve the most relevant image patches in Sentinel 2 images. Quantita-
tive and qualitative results show that the proposed method outperforms
search by a single modality and other late fusion methods.

Keywords: Late fusion · Multimodal search · Sentinel 2 images

1 Introduction

The amount of Earth observation (EO) data that is obtained increases day by
day due to the multitude of sources orbiting around the globe. Each satellite
image has a collection of channels/bands that provide a variety of measurements
for each place on Earth. This advance of the satellite remote sensing technology
has led to quick and precise generation of land cover maps with concepts (snow,
rock, urban area, coast, lake, river, road, etc.) that distinguish the characteristics
of the underlying areas, and provide beneficial information to global monitoring,
resource management, and future planning.

Searching in large amounts of EO data with respect to a multimodal query
is a challenging problem, due to the diversity and size of multimodal EO data,
combined with the difficulty of expressing desired queries. The multimodal char-
acter of satellite images results from the various number of channels (e.g. Red,
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Green, Blue, NIR, SWIR, etc.) and associated metadata (date, time, geographi-
cal location, mission, etc.). Each satellite image can be considered as a collection
of satellite image patches with semantic information about each one of them, as
concepts correspond to each patch (e.g. urban area, rock, water, snow, etc.).
The main challenge in searching for similar satellite image patches seems to
be the combination of multiple heterogeneous features (modalities) that can be
extracted from collections of satellite images (e.g. low-level visual descriptors,
high-level textual or visual features, etc.). The aforementioned combination pro-
cess is known as multimodal fusion. The effective combination of all available
information (visual patterns and concepts, spatial and temporal) results to more
effective similarity search, in the case of multimodal items such as Sentinel 2
images, or patches of them. The representation of each modality is also chal-
lenging, due to the availability of several Neural Network architectures that
provide feature vectors and are trained to extract concepts.

Our contribution is summarized as follows. First, we propose a novel late
fusion mechanism that combines K modalities through a K-order tensor. This
tensor is generated by the results of multiple single-modality searches, which
then provides the final merged and unified list of retrieved results through its
2D tensor surfaces. In addition, we propose a custom neural network for concept
extraction in satellite image patches which outperforms similar and standard
Neural Network architectures.

The paper is organised as follows. Section 2 presents relevant works in multi-
modal fusion for similarity search in information retrieval. Section 3 presents our
proposed methodology, where each single modality provides a list of retrieved
results and the K lists of rankings are fused. In Sect. 4 we describe the dataset
we have used, the settings, as well as quantitative and qualitative results. Finally,
Sect. 5 concludes our work.

2 Related Work

There are two main strategies for multimodal fusion with respect to the level,
at which fusion is accomplished. The first strategy is called early fusion and
performs fusion at the feature level [5,12], where features from the considered
modalities are combined into a common feature vector. Deep learning [7] makes
use of deep auto-encoders to learn features from different modalities in the task
of cross-modal retrieval. Similarly, [18] proposed a mapping mechanism for mul-
timodal retrieval based on stacked auto-encoders. This mechanism learns one
stacked auto-encoder for each modality in order to map the high-dimensional
features into a common low-dimensional latent space. Modality-specific feature
learning has also been introduced in [17], based on a Convolutional Neural Net-
work architecture for early fusion. The second strategy is the late fusion that
fuses information at the decision level. This means that each modality is first
learned separately and the individual results are aggregated into a final common
decision [19]. An advantage of early fusion inspired approaches [4] is the fact that
it utilises the correlation between multiple features from different modalities at
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an early stage. However when the number of modalities increases, there is a
decrease in their performance due to the fact that this makes it difficult to learn
the cross-correlation among the heterogeneous features. On the other hand, late
fusion is much more scalable and flexible (as it enables the use of the most suit-
able methods for analysing each single modality) than early fusion. With respect
to graph-based methods and random-walk approaches [1] present a unifying mul-
timedia retrieval framework that incorporates two graph-based methods, namely
cross-modal similarities and random-walk based scores. However, the fusion is
performed at the similarity level, before the retrieval of multiple ranked lists.

In remote sensing image retrieval task both traditionally extracted features
and Convolutional Neural Networks (CNN) have been investigated with the
latter ones presenting performance advantage. CNN models that aim for both
classification prediction and similarity estimation, called classification-similarity
networks (CSNs), outputs class probability predictions and similarity scores at
the same time [10]. In order to further enhance performance, the authors com-
bined information from two CSNs. “Double fusion” is used to indicate feature
fusion and score fusion. Moreover, [11] proposed a feature-level fusion method
for adaptively combining the information from lower layers and Fully Connected
(FC) layers, in which the fusion coefficients are automatically learned from data,
and not designed beforehand. The fusion is performed via a linear combination
of feature vectors instead of feature concatenation. Another work is that of [16],
who performed multiple SAR-oriented visual features extraction and estimated
the initial relevance scores. For the feature extraction, they constructed two
bag-of-visual-words (BOVWs) features for the SAR images and another SAR-
oriented feature, the local gradient ratio pattern histogram. The authors calcu-
lated a set of initial relevance scores and constructed the modal-image matrix,
then they estimated the fusion similarity and eventually re-ranked the results
returned based on this similarity. The work of [9] uses multiple type of features
to represent high-resolution remote sensing images. One fully connected graph
and one corresponding locally connected graph were constructed for each type
of feature. Furthermore, a fused graph was produced by implementing a cross-
diffusion operation on all of the constructed graphs. Then, from the fused graph,
the authors obtained an affinity value between two nodes that directly reflects
the affinity between two corresponding images. Eventually, in order to retrieve
the similar images retrieval, the affinity values between the query image and the
other images in the image dataset are calculated. K-order tensors appear also
in graph-based fusion mechanisms, as in [2], mainly for early fusion of multiple
modalities for the creation and learning of a joint representation learning.

Contrary to these approaches, we perform an unsupervised late fusion of
multiple rankings, without the construction of a joint representation learning
at an early stage. Our late fusion approach first aims to optimize each single-
modality search, either with existing features or with customized Deep Neural
Network architectures. Our late fusion approach is agnostic to the representation
of each modality as a vector an is easily adaptable to any meta-search engine.
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3 Methodology

For the retrieval of similar-to-a-query q content in satellite image collections S,
different modalities are combined, each one representing a different aspect of
the satellite images. The considered modalities are: i) visual features, ii) visual
concepts, and iii) spatiotemporal information (geographical location and time).

The overall framework (Fig. 1) involves initially a multimodal indexing
scheme of each satellite image as an item with multiple modalities, such as visual
features from several channels, visual concepts, spatial and temporal informa-
tion. Each modality provides a similarity score and a ranked list of retrieved
items that need to be combined so as to obtain a unique ranked list of satellite
image patches. The query in the image collection per modality then provides
a ranked list of items which are relevant to the query q, and a tensor is cre-
ated (Fig. 2). Thirdly, a bi-modal fusion of the retrieved results follows for each
2D surface of the created tensor and the rankings are merged in a late fusion
approach, as shown in Fig. 3.

Fig. 1. Overall framework of our proposed retrieval of multiple modalities.

3.1 Late Fusion of Multiple Modalities

The proposed approach fuses the output of K modalities, where K > 2. For
each modality, we have N retrieved results and thus we have K such lists. We
set as L the K-order tensor of the retrieved lists, l1, l2, . . . , lK . A single element
Lr1,r2,...,rK of L is obtained by providing its exact position through a series of
indices r1, r2, . . . , rK , defined as follows:

Lr1,r2,...,rK =

⎧
⎪⎨

⎪⎩

1, if the same element is ordered as r1 in list l1,
as r2 in list l2, . . . , and as rK in list lK

0, otherwise
(1)
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Given the created tensor L (2), one tensor 2D surface is defined for each pair
of modalities (m1,m2),m1 ≤ m2, 1 ≤ m1,m2,≤ K.

Fig. 2. Tensor creation from multiple lists of rankings.

For each tensor surface L(m1,m2), we denote by Lrm1≤j,rm2≤j(m1,m2) the
tensor surface that is created only by the top-j retrieved results for the modal-
ities m1 and m2. Similarly, we denote by Lrm1≤j−1,rm2≤j−1(m1,m2) the tensor
surface that is created only by the top-(j−1) retrieved results for the modalities
m1 and m2. We create the list Pj , by keeping only the elements of the matrix
Lrm1≤j,rm2≤j(m1,m2) which are not elements of Lrm1≤j−1,rm2≤j−1(m1,m2):

Pj = Lrm1≤j,rm2≤j(m1,m2) � Lrm1≤j−1,rm2≤j−1(m1,m2) (2)

If max{Pj} = 1 then there is an element that appears for the first time
in more than one modalities, with rank j. In Fig. 3 we illustrate the pas-
sage from bi-modal fusion through tensor 2D surfaces to the final multimodal
ranking of the retrieved results. For the tensor 2D surface that is extracted
from visual concepts and visual features on the top-left we get the sequence of
lists P1 = {0}, P2 = {0, 0, 0}, P3 = {0, 0, 0, 0, 0}, P4 = {0, 0, 0, 0, 0, 0, 0}, and
P5 = {0, 0, 1, 0, 0, 0, 0, 0, 0}. For the multimodal ranking of the visual concepts
and visual features we get max{Pj} = 0 for j = 1, 2, 3, 4, and max{P5} = 1,
so the image ID ‘2’ is temporarily ranked as 5th in the”Features/Concepts” list.
The same procedure is followed for all pairs of modalities. Afterwards, the image
IDs in each position provide altogether a merged rankings ordered list as shown
in Fig. 3, where duplicates are removed and the final list is obtained.

In the following we present the uni-modal search per modality, before the
creation of the unifying tensor Lr1,r2,...,rK .
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Fig. 3. Merging multiple lists from tensor surfaces.

3.2 Visual Similarity Search

For an effective search with respect to visual information, a suitable vector rep-
resentation of the multi-channel Sentinel 2 image is required. After the transfor-
mation of each satellite image patch into embedding vectors, Euclidean distance
calculations between the query q and the collection S represent visual similarity
with respect to the content. Several visual feature representations are explored
and the results are presented in Sect. 4. The visual similarity search is based on
feature vectors that are extracted from pretrained networks and then Euclidean
distance calculation follows on the top-N results. Feature vectors from Sentinel
2 images are extracted from specific intermediate layers of pretrained VGG19,
ResNet-50 and Inception-ResNet-v2 networks [14]. Since ImageNet is a dataset of
RGB images we created an input dataset of same type of images, i.e. Red (band
4), Green (band 3) and Blue (band 2) Sentinel-2 bands so as to form 3-channel
patches. In VGG-19 convolutional neural network features are extracted from
fc1 (dense) and fc2 (dense) layers, with feature size of 1 × 4096 float numbers
per patch. In ResNet-50 features are extracted from avg pool (GlobalAveraging-
Pooling2) layer, with feature size of 1× 2048 float numbers per patch. Finally,
in Inception-ResNet-v2, which is a convolutional neural network with 164 layers
the network has an image input size of 299-by-299.

3.3 Visual Concept Search

A Custom Deep Neural Network is created for the extraction of visual concept
vectors and therefore to support the visual concept search by Euclidean distance.
The network has a structure that resembles VGG architecture (Fig. 4). It con-
tains blocks of convolutional layers with 3× 3 filters followed by a max pooling
layer. This pattern is repeating with a doubling in the number of filters with
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each block added. The model will produce a 7-element vector with a prediction
between 0 and 1 for each output class. Since it is a multi-label problem, the
sigmoid activation function was used in the output layer with the binary cross
entropy loss function. For input we tested with both 3 channel images (as done
with the pretrained networks) and also with images that consisted of 5 bands of
Sentinel 2 images, i.e. the Red (band 4), Green (band 3), Blue (band 2), with
the addition of NIR (band 8) and SWIR (band 11) for the 5-channel input.

Fig. 4. The custom DCNN for visual concept search in 5-channel Sentinel 2 images.
(Color figure online)

3.4 Spatial and Temporal Search

Given a query image q, we exploit the “datetime” and “geolocation” metadata
for spatiotemporal search. Our purpose is to maximise the proximity with respect
to time and location between the query satellite image patch and the retrieved
items. Our images are indexed in a MongoDB1, which allows spatial search
through the geoNear function. This function returns items ordered from the
nearest to farthest from a specified point, i.e. the centroid of the query satellite
image patch. Regarding the temporal information which is indexed in IsoDate
form, sorting by timestamp provides a list of items which are temporaly close
to the query image. Each modality allows unimodal search to retrieve a single
list o returns a ranked similarity list. Performing late fusion on the formed lists
returns the final sorted list with the closest images to the given query.

4 Experiments

4.1 Dataset Description

The BigEarthNet [15] dataset was selected for our experiments. The dataset
contains ground-truth annotation about Sentinel 2 level-2A satellite images and
consisted of 590,326 patches. Each image patch was annotated by the multi-
ple land-cover classes (i.e., multi-labels) that were extracted from the CORINE
Land Cover (CLC) inventory of the year 2018. Based on the available Corine
land cover classes we group the closely related sub-classes of the CLC, forming

1 https://www.mongodb.com/.

https://www.mongodb.com/
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seven major classes. We selected around 130,000 patches, of resolution 120 × 120
pixels in order to preserve a balance among the number of items of the different
classes/concepts: 1) class “rice” 2) class “urban” merges “Continuous urban fab-
ric” and “Discontinuous urban fabric”; 3) class “bare rock”; 4) class “vineyards”;
5) class “forest” merges “Broad-leaved forest”, “Mixed forest”, and “Coniferous
forest”, 6) class “water” merges “Water courses”, “Water bodies” and “Sea and
ocean” classes; 7) class “snow”.

4.2 Settings

For training of the custom DCNN and all pretrained deep neural networks we
used Keras. Satellite image metadata and the extracted feature and concept
vector are stored in MongoDB, that also allows spatial and temporal search.
We select 10 test images for each of the seven classes parsed from the Corine
Land Cover inventory, and thus we ended up with 70 test image patches. The
procedure followed for obtaining the similarity according to the visual content
involves the following steps: a) we extract feature vectors for each patch of the
dataset, including the test images, b) we calculate the distance between the
query image and the rest images of the dataset, c) we retrieve the images with
the lowest distance from the query-test patch, and d) we calculate the mAP for
the top 30 results. The learning rate for the 5-channel custom DCNN is 0.0005,
the batch size is 256, and we used Adam optimizer with 200 epochs. To obtain
the best possible results we enabled dropout regulation. We used the models
with the best validation scores at a 5-Fold Cross-Validation.

4.3 Results

For the fusion of the results we tested our algorithm against three seminal rank
fusion algorithms, namely Borda count [3], Reciprocal [13] and Condorcet [6]
fusion, since they are suitable for Big Multimedia Data search [8].

Table 1. Comparison of fusion methods with mean average precision (mAP)

Classes / Method Ours Borda Reciprocal Condorcet

forest 89.56% 88.38% 60.11% 52.85%

rice 97.05% 98.92% 39.51% 66.61%

rock 62.90% 64.69% 26.53% 20.88%

snow 91.46% 89.44% 67.04% 15.22%

urban 79.96% 74.90% 53.72% 29.03%

vine 88.40% 88.25% 28.22% 19.54%

water 97.35% 97.97% 78.42% 76.05%

mAP: 86.67% 86.08% 50.51% 40.03%
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For the evaluation of the various fusion methods we used the mean Average
Precision (mAP) metric on the top-30 results that were retrieved. The compar-
ison among our fusion method and the seminal methods of Borda, Condorcet
and Reciprocal rank fusion, are shown in Table 1.

For obtaining these late fusion results, we performed experiments to iden-
tify the best performing unimodal search in visual features and concepts. The
results for the pretrained and the custom neural networks are shown at Table 2
using Mean Average Precision as metric and are computed against the Corine
Land Cover (CLC) annotation. The VGG19 architecture provides the optimal
features for the multimodal retrieval problem. ResNet50 comes second and the
Inception v2 underperforms. Regarding the Visual concept similarity, the mAP
results for the pretrained and the custom neural networks are shown at Table 3.
The concepts are extracted in this case directly by the last prediction layer.
The 5-channel custom DCNN obtains the best mAP results. Although it was
expected that adding more channels in the DCNN architecture would lead to
better performance, we observe in Table 2 that the pretrained network performs
better than the custom.

Table 2. Mean average precision comparison on feature extraction of seven classes
among pretrained and custom neural networks.

Pretrained Deep Neural Networks Custom Deep Neural Network

classes
VGG19

fc2

VGG19

flatten

ResNet50

avg pool

Inception

ResNetV2

avg pool

5 bands

flatten

5 bands

dense

3 bands

flatten

3 bands

dense

top #10

forest 83.02% 81.17% 81.66% 63.70% 76.52% 80.38% 49.22% 50.89%

rice 86.79% 75.28% 57.68% 29.21% 25.89% 17.41% 30.40% 11.57%

rock 62.21% 76.38% 59.04% 58.09% 58.37% 52.96% 86.56% 60.44%

snow 86.37% 43.96% 91.85% 88.46% 74.93% 87.79% 48.03% 79.57%

urban 68.22% 45.46% 68.25% 73.43% 73.71% 66.53% 34.60% 42.77%

vine 74.74% 76.07% 67.85% 42.75% 45.44% 47.78% 59.67% 39.51%

water 98.78% 100.00% 100.00% 96.20% 100.00% 97.11% 95.22% 92.68%

mAP 80.02% 71.19% 75.19% 64.55% 64.98% 64.28% 57.67% 53.92%

top #20

forest 78.72% 80.07% 77.63% 62.08% 76.12% 70.72% 45.98% 51.55%

rice 82.09% 72.58% 49.74% 31.58% 21.01% 15.58% 30.40% 12.80%

rock 50.41% 62.01% 51.59% 50.85% 46.30% 44.57% 83.94% 54.99%

snow 81.07% 44.04% 90.92% 88.09% 74.52% 81.62% 49.20% 66.76%

urban 61.27% 40.80% 64.92% 70.20% 69.26% 60.82% 30.85% 38.54%

vine 65.77% 70.44% 61.53% 41.98% 41.55% 43.53% 44.75% 34.45%

water 98.83% 100.00% 99.66% 97.00% 99.89% 96.58% 96.01% 92.27%

mAP 74.02% 67.13% 70.86% 63.11% 61.24% 59.06% 54.45% 50.19%
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Table 3. Mean average precision comparison on concept extraction of seven classes
among pretrained and custom neural networks.

Pretrained Deep Neural Networks Custom Deep Neural Network

classes
VGG19

predictions

ResNet50

fc1000

Inception

ResNetV2

fc1000

classes
5 bands

dense (last)

3 bands

dense (last)

top #10

forest 63.59% 71.28% 66.67% forest 80.38% 49.22%

rice 19.60% 3.25% 34.16% rice 17.41% 30.40%

rock 22.70% 14.13% 30.68% rock 52.96% 86.56%

snow 63.48% 84.47% 91.14% snow 87.79% 48.03%

urban 55.66% 69.17% 58.85% urban 66.53% 34.60%

vine 44.78% 29.43% 48.55% vine 47.78% 59.67%

water 93.44% 97.47% 99.77% water 97.11% 95.22%

mAP 51.89% 52.74% 61.40% mAP 64.28% 57.67%

top #20

forest 61.38% 66.58% 60.16% forest 70.72% 45.98%

rice 18.49% 3.54% 27.07% rice 15.58% 30.40%

rock 22.98% 15.85% 28.73% rock 44.57% 83.94%

snow 62.33% 83.91% 87.47% snow 81.62% 49.20%

urban 54.03% 65.62% 54.58% urban 60.82% 30.85%

vine 39.65% 28.15% 43.32% vine 43.53% 44.75%

water 93.49% 96.73% 98.52% water 96.58% 96.01%

mAP 50.33% 51.48% 57.12% mAP 59.06% 54.45%

We demonstrate the top-10 retrieved results for our proposed approach in
Fig. 5. The satellite image patch on the left is the query and the retrieved results
follow. The results show that, for the urban query, most of the misclassified
results are rice and these two classes resemble to each other making difficult
for the DCNNs to discriminate among them. Moreover, some of the retrieved
images are of the forest class, because in some cases they depict sparse country-
side areas mixed with snow. Furthermore, in the “vineyards” query, almost all
the misclassified images were actually urban patches, and there is great similarity
between these two classes, and even for a human it is difficult to classify. Finally,
rock queries are mostly rocky areas near water, resulting to fetc.hing many water
patches.
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Fig. 5. Query and top-10 retrieved results with the proposed late fusion approach.

5 Conclusions

In this work we proposed a novel late fusion method that combines the outputs of
K ranking lists using a K-order tensor approach. The method is agnostic to the
representation of each modality in each unimodal search. However, we examined
the performance of several DCNN architectures and we proposed one for concept
search in 5-channel Sentinel 2 image patches. Satellite images contain more than
the three optical RGB channels that can also be exploited in unimodal similarity
search. Our overall framework uses 5 channels from Sentinel 2 image patches to
extract concepts, and combines them with visual features and spatiotemporal
information to allow multimodal similarity search scenarios. Finally, the results
show the importance of combining multiple modalities of an image in similarity
search and we illustrate the top-10 results per late fusion method and per query.
Future work includes the use of more band-channels, and combination of more
types of satellite images of different resolutions.
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Abstract. The recent advances in multimedia modeling with deep
learning methods have significantly affected remote sensing applications,
such as canopy height mapping. Estimating canopy height maps in large-
scale is an important step towards sustainable ecosystem management.
Apart from the standard height estimation method using LiDAR data,
other airborne measurement techniques, such as very high-resolution pas-
sive airborne imaging, have also shown to provide accurate estimations.
However, those methods suffer from high cost and cannot be used at
large-scale nor frequently. In our study, we adopt a neural network archi-
tecture to estimate pixel-wise canopy height from cost-effective space-
borne imagery. A deep convolutional encoder-decoder network, based on
the SegNet architecture together with skip connections, is trained to
embed the multi-spectral pixels of a Sentinel-2 input image to height
values via end-to-end learned texture features. Experimental results in
a study area of 942 km2 yield similar or better estimation accuracy res-
olution in comparison with a method based on costly airborne images
as well as with another state-of-the-art deep learning approach based on
spaceborne images.
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1 Introduction

The recent advances in multimedia modeling with deep learning methods have
significantly affected remote sensing applications. Based on the large amounts
of daily earth observations, it is now possible to timely and accurately monitor
vital parameters of the ecosystem to assess its status and to support decision
making towards sustainable land management. Among such variables, canopy
height of forests is a fundamental structural and biophysical parameter, useful
to a number of environmental studies and applications, such as biodiversity
studies [5], conservation planning, biomass and carbon sources estimation [14],
as well as monitoring forest degradation in large scales, such as illegal logging
tracking [8].

While traditional methods for canopy height measurement involve terrestrial
manual inspection, remotely sensed light detection and ranging (LiDAR) data
have become the main tool for creating height maps in larger scale. Airborne
LiDAR instruments can measure height maps with ground sampling distance
(GSD) <1m and high accuracy. However, those methods costly and cannot
be used at large-scale and/or frequently. In the direction of acquiring LiDAR
data in a global-scale, Global Ecosystem Dynamics Investigation (GEDI) mission
provides reliable global-scale CHM estimates in a regular basis from a spaceborne
LiDAR sensor, but its GSD is limited to 25 m. [4]

Less costly ultra high-resolution passive airborne imagery has also been used
to infer CHM using machine learning techniques. In specific, Boutsoukis et al. [2]
extract a number of texture features based on local variance, entropy, and binary
patterns is used to discriminate 6 or 4 vegetation height classes as defined in
the general habitat category (GHC) taxonomy. Airborne RGB and NIR images
with GSD of 40 cm has been used as input. Classification on an object-wise
manner (i.e. averaging of pixels belonging in objects delineated from a land cover
map) resulted in 91.39% area-based accuracy. Similar texture features have been
extracted from spaceborne WorldView-2 imagery of GSD 2 m, and tested over
different classifiers for object-wise height classes estimation in the Netherlands
with a variety of vegetation types, ranging from deciduous and coniferous trees
to shrubs and heathlands [9,10].

Based on the success of deep learning methods in many applications, end-to-
end learning solutions are being widely deployed in remote sensing. The work of
Lang et al. [7] firstly introduced end-to-end learning of rich contextual feature
hierarchies in large-scale CHM estimation from multi-spectral Sentinel-2 images.
Based on the Xception model architecture [6], they adapt a convolutional neu-
ral network (CNN) for the regression of vegetation height map at 10m GSD.
Their dataset includes LiDAR ground-truth and few Sentinel-2 snapshots from
two sufficiently large areas of different geographic coordinates (Switzerland and
Gabon). Correction of atmospheric effects was applied as a preprocessing step
using ESA’s sen2cor toolbox. The accuracy of the estimated CHM (in forest
areas, after filtering out outliers and high slope areas) was assessed and achieved
a root mean squared error (RMSE) between 3.4 m and 5.6 m (mean absolute
error (MAE) of 1.7 m–4.3 m).
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In this paper, we adopt two variants of a convolutional encoder-decoder archi-
tecture to estimate pixel-wise values of canopy height based on a single multi-
spectral Sentinel-2 image. In order to avoid cloud covered areas, three dates
with minimum cloud coverage have been used to drive the model separately and
yield a median single pixel value. The model is trained and tested in a total for-
est area of approximately 942 km2 and comparison results with state-of-the-art
implementations, involving the same or different datasets, are given. Firstly, we
aim at pixel-wise comparison with the study of Lang et al. [7], based on two
bigger datasets in Switzerland and Gabon and secondly. Furthermore, we per-
form object-wise comparison in an aggregated level with the previous study of
Boutsoukis et al. [2] in the same dataset as ours.

2 Materials

The experimental study area of the Bohemian Forest (BF) includes two national
parks. Bavarian Forest National Park and Šumava National Park are located at
the border between Germany (Bavaria) and Czech Republic. The forest area is
characterized as mountainous with an altitude ranging between 600 and 1453 m,
while the temperate climate is cold and humid. Locations of the highest altitude
are covered with heavy and long-lasting snow for more than half of a year (6
to 7 months). The dominant tree species include Norway spruce (Picea abies),
European beech (Fagus sylvatica), and silver fir (Abies alba) [3].

LiDAR measurements in the study area that yielded Digital Elevation Model
(DEM) and Digital Surface Model (DSM) were used to calculate canopy height
model as the ground truth for training and evaluating the model. The dataset
spans in a total measured forest area of approximately 942 km2 and has been
collected in June 2017. The Riegl 680i sensor was used for the measurements
(350 KHz pulse repetition rate, nominal point density of 30–40 pts/m2, average
altitude 650 m above ground) at a 0.32 m pulse footprint diameter and 300–400 m
swath width (depending on flight altitude) by Milan Flug GmbH. The ground
sampling distance of the measured DEM and DSM is 1m. Subtraction of the two
raster layers and bilinear downsampling yields the CHM model in GSD of 10m,
with the use of GDAL library.

Furthermore, Sentinel-2 Level-2A products representing bottom-of-
atmoshpere reflectances in cartographic geometry have been downloaded from
European Space Agency’s (ESA) Copernicus Hub. The whole study area is cov-
ered by tile number fields T33UUP, T33UUQ, T33UVQ, T33UQV. A cloud
coverage filter <4% was applied in the datatake sensing time from April to July
2017 to select three available products for all tiles of the study area. The selected
dates without clouds are 24/04, 13/06 and 13/07 of 2017.

For evaluation purposes, a land cover map, generated by local experts for
a smaller part of the study area in 2012, was used to delineate the landscape
patches(objects) within the image. [13] Aggregated pixel values of height for
each landscape patch is calculated to allow results comparison in an object-wise
manner with the past work of Boutsoukis et al. [2].
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3 Methodology

In our method, we adopt two variations of a deep convolutional encoder-decoder
architecture, based on SegNet as proposed by Badrinarayanan et al. [1] for
semantic labeling purposes. In specific, four convolutional blocks correspond to
encoding the multi-spectral input image into a multi-dimensional representation,
that can be though as extracted features. Following the feature extraction layers,
four symmetrical decoding convolutional blocks are applied in order to generate
the height map via a final fully connected layer for each pixel.

Each convolutional block of the encoder includes a 2D convolution layer with
3×3 kernels, followed by a ReLU non-linearity. Downsampling in each encoding
block is performed with max-pooling, while keeping track of the pooling indices
to be used in the unpooling of the corresponding decoding blocks, as introduced
by SegNet [1]. A 0.5 dropout layer during training is applied after the last two
encoding blocks to avoid overfitting. We call the first variation of the network
architecture (as already described) ‘ConvEnc-Dec’, while the second variation is
named ‘ConvEnc-DecSkip’. Based on the U-Net architecture [11], the additional
feature in the second variation is the reuse of each encoding block’s output in
the corresponding decoding block via skip connections and concatenation. The
complete model architecture of ‘ConvEnc-DecSkip’ is shown in Fig. 1. A similar
schematic diagramm, without the skip connections, shall be considered for the
‘ConvEnc-Dec’ model.

Mean squared error MSE = 1
n

∑n
i=1(yi − ŷi), between the estimated height

values (ŷ) and target height values (y) for all the training tiles is used as cost
function to be optimized with Adam optimizer in batches of 16 tiles. No other
regularization is used since the large training set combined with the dropout
layers is sufficient to avoid overfitting.

The whole dataset is split into non overlapping tiles of size 48 × 48 pixels.
Experiments on land cover classification, which is a similar learning task, has
shown minimum impact of the size of non-overlapping tiles [12]. The tiles in
the edge of the measured area have been discarded to avoid influence of no-
data values in training as well as testing. The 80% (6.5 Mpixels → 650 km2)
of the tiles in the dataset is used for training, while 10% is used for validation
during training to quide hyper-parameter selection and training stop time. The
remaining 10% (0.8 Mpixels → 80 km2) of the tiles (0.79 Mpixels → 79 km2) is
used for testing purposes.

The model was trained in a NVIDIA GeForce GTX 1080Ti graphics card and
the whole process lasted approximately 20 h. Inference time is relatively quick
as long as the dataset is downloaded and split into the appropriate tiles; thus,
allowing a realistic implementation of large-scale use in web applications1.

1 For example, Samaria’s Data Cube is a tool for satellite data users to monitor and
evaluate land resources and land change. http://datacube.iti.gr/.

http://datacube.iti.gr/
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Fig. 1. Schematic diagram of the convolutional encoder-decoder architecture with skip
connections. The multi-dimensional feature map of the final decoding layer is fed in a
fully connected layer for the regression of the height value per pixel

4 Experimental Results

4.1 Results

A number of randomly selected 48 × 48 CHM tiles with GSD of 10m from
the test set are shown in Fig. 2. The CHM estimations are inferred from the
‘ConvEnc-DecSkip’ model using the median value of each pixels from the three
Sentinel-2 input images in different dates. The LiDAR measured CHM for the
same tiles that is considered as ground-truth, as well as the absolute values
of estimation error per pixel (|y − ŷ|) are given in the same figure for visual
inspection. A scatterplot of the ground-truth values versus the estimated ones
for all pixels of the testing set is given in Fig. 3.

Qualitative evaluation of the models’ performance is performed in two man-
ners, pixel-wise and aggregated object-wise. Based on the ground truth CHM
from LiDAR measurements, RMSE and MAE is computed from the estimated
CHM of all pixels in the test set (79 km2). In Table 1 the calculated pixel-wise
RMSE and MAE are compared with the state-of-the-art work of Lang et al. [7],
that utilizes 4–12 Sentinel-2 images with <70% cloud coverage for CHM estima-
tion in Table 1. The two studies involve different datasets, but the main results
may be set side by side.

The object-wise testing method is an aggregation of pixel-wise CHM esti-
mation based on the delineation of landscape patches (objects) of the available
land cover map of 2012. Only a part of the total study area (0.21 Mpixels →
21 km2) is included in the object-wise evaluation that cover 2604 objects which
is slightly smaller than the work of Boutsoukis et al. [2]. In [2], all testing objects
have been separated into 3 size classes (large, medium, small) and distinct results
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Fig. 2. Estimated canopy height tiles (Predictions) of 48 × 48 pixels with GSD of
10m. Ground truth CHM using LiDAR measurements (Target) and absolute values
of estimation error per pixel. Color infrared band combination of the Sentinel 2 L2A
input image is also provided with tile coordinates in WGS84. (Color figure online)

are given for each class, whereas in our work all sizes are included in a single
result. A mean value of height was calculated for each delineated object from all
pixels in it and the area-based accuracy was calculated based on the size of each
object. For comparison reasons, the estimated value of each object is quantized
in 4 classes similarly to the method of [2], with limits in height meters [0, 0.6),
[0.6, 2), [2, 5), [5, 40). Object-based accuracy (i.e. percentage of correctly classi-
fied objects) and area-based results (i.e. percentage of correctly classified area)
are given in Table 2.

4.2 Estimation Error Analysis

By visual inspection of the scatterplot in Fig. 3, a larger estimation error appears
in higher height values (in the right part of the plot). This fact of larger error
in estimating higher vegetation, has also been observed in the work of Lang
et al. [7] and can be identified more clearly in the histogram of Fig. 4. The mean
absolute error for groups of the ground-truth height values with interval 10 m is
given in Fig. 4, demonstrating the positive correlation of estimation error and
height value.
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Fig. 3. Scatterplot of ground-truth versus estimated values for each pixel using
‘ConvEnc-DecSkip’.

Table 1. Pixel-wise comparison results of convolutional encoder-decoder neural net-
work with Lang et al. [7].

Method Location Dataset size MAE RMSE

Lang et al. [7] Switzerland 91Mpx 1.7 3.4

Lang et al. [7] Gabon 25Mpx 4.3 5.6

ConvEnc-Dec BF 9.4Mpx 3.32 4.42

ConvEnc-DecSkip BF 9.4Mpx 2.29 3.15

An error analysis based on the slope and aspect of each pixel location is
performed for the ‘ConvEnc-DecSkip’ model. In Fig. 5, the mean absolute error
for different groups (i.e bins) of test pixels is plotted in respect to slope and
aspect. The edges of each bin have been selected in order to include the same
number of training pixels (e.g. the same amount of training pixels is used with
slope 17◦–22◦ as well as 22◦–60◦). The rationale behind this choice is to eliminate
the factor of training set size in the comparison of the performance for each bin.
We can visually observe in Fig. 5a that absolute estimation error is larger for
pixels in steeper slopes, i.e height estimation for a large number of pixels in
flat areas yielded MAE close to 3.0 m, while pixels in very steep terrains yield
MAE more than 4.0 m. An potential improvement in the model, using this result,
could be with a modified network architecture that incorporates this additional
information of terrain’s slope. On the other hand, we observe in Fig. 5b minor
correlation between the estimation error (<0.2m) and the aspect of a pixel, thus
not further investigating it.
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Table 2. Object-wise comparison results of convolutional encoder-decoder neural net-
work with Boutsoukis et al. [2] in 4 classes quantization. Different objects that belong
to our testing dataset have been selected than the compared study, based on the same
delineation of the same region.

Method Number of class
objects

Object-based
accuracy (%)

Area-based
accuracy(%)

Boutsoukis et al. [2] Large: 90 91.11 91.39

Medium.: 1671 80.73

Small: 2006 66.55

ConvEnc-Dec 2604 88.02 90.71

ConvEnc-DecSkip 2604 91.40 94.10

Fig. 4. Mean absolute errors for different groups of ground-truth height values using
‘ConvEnc-DecSkip’ method.

(a) MAE vs slope (b) MAE vs aspect

Fig. 5. Correlation of mean absolute error (MAE) of canopy height estimation with
slope and aspect of pixel location (‘ConvEnc-DecSkip’ model).
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5 Discussion

Visual inspection of the estimated maps using ‘ConvEnc-DecSkip’ model sug-
gest that information contained in multi-spectral spaceborne imagery can be
accurately mapped in the height space. However, limitations in accuracy, can be
observed visually especially in larger heights, mainly due to aleatoric uncertainty
(inherent data ambiguity) as well as epistemic uncertainty (model insufficiency).
The above mentioned uncertainties cannot be quantified directly from the pre-
sented model. The outcome observations of the visual inspection are further
confirmed in the qualitative assessment.

Qualitative evaluation in pixel-wise manner yielded MAE of 2.29 which out-
performs results in Gabon (MAE = 4.3) and approaches the results in Switzer-
land (MAE = 1.7), based on the state-of-the-art study of Lang et al. [7]. However,
RMSE (=3.15)values of ‘ConvEnc-DecSkip’ outperforms both experiments in
[7] (RMSE = 3.4 in Switzerland - RMSE= 5.6 in Gabon), which indicates that
our model yields fewer highly erroneous estimations. In the object-wise compar-
ison with the work of Boutsoukis et al. [2] that incorporates feature extraction
with that are classified with support vector machines, the convolutional encoder-
decoder network has performed better, although the given GSD of the space-
borne imagery (10 m) is significantly lower than of the airborne orthomosaic
(40 cm).

The present work is considered to be a preliminary step for future work, since
it investigates the performance of a basic deep learning approach to the canopy
height estimation problem. This can be further used in comparison results with
more sophisticated methods to allow for timely and robust estimation of height
map in practical applications. Our focus lies on the exploitation of temporal
correlations in sequential spaceborne imagery, apart from the spatial and spectral
features that single-shot images allow.

Two major challenges that need to be addressed in future work include the
time invariance of the a developed model (how well can it be used on past or
future satellite images), as well as it’s location invariance (how well can it be used
or what need to be calibrated for different geographic positions). For this purpose
further input and ground truth dataset should be used for testing purposes in
different geographic positions and time.

Furthermore, fusion techniques of heterogeneous data sources can increase
the accuracy of estimation. For example, the valuable measurements of the GEDI
mission, if fused with the higher-resolution Sentinel-2 images can potentially
improve performance of the present work. Finally, an important, but unexplored
aspect of canopy height mapping, is the estimation of uncertainty in the output.
A confidence value in each pixel of the estimated height map is necessary for a
robust and practical estimation framework.
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Abstract. Forest fires cause severe damages in ecosystems, human lives and
infrastructure globally. This situation tends to get worse in the next decades due
to climate change and the expected increase in the length and severity of the fire
season. Thus, the ability to develop a method that reliably models the risk of fire
occurrence is an important step towards preventing, confronting and limiting the
disaster. Different approaches building upon Machine Learning (ML) methods
for predicting wildfires and deriving a better understanding of fires’ regimes have
been devised. This study demonstrates the development of a Random Forest (RF)
classifier to predict “fire”/“non fire” classes in Greece. For this a prototype and
representative for the Mediterranean ecosystem database of validated fires and
fire related features has been created. The database is populated with data (e.g.
Earth Observation derived biophysical parameters and daily collected climatic
and weather data) for a period of nine years (2010–2018). Spatially it refers to
grid cells of 500 m wide where Active Fires (AF) and Burned Areas/Burn Scars
(BSM) were reported during that period. By using feature ranking techniques as
Chi-squared and Spearman correlations the study showcases the most significant
wildfire triggering variables. It also highlights the extent by which the database
and selected features scheme can be used to successfully train a RF classifier for
deriving “fire”/“non-fire” predictions over the country of Greece in the prospect
of generating a dynamic fire risk system for daily assessments.

Keywords: Fire/non-fire classification ·Machine Learning (ML) · Random
Forest (RF) · Burned Scar Mapping (BSM) · EFFIS · FIRMS

1 Introduction

Forest fires affect severely the natural and rural ecosystems, human lives, critical infras-
tructures and assets in general. Last year’s bush fires in New South Wales of Australia
burned about 1.65 million hectares and claimed the lives of 6 people [1]. In the Ama-
zonian forested ecosystems, the Brazilian Space Agency has reported during August
2019 a significant increase in fire occurrences of the order of 83% compared to the same
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period of the previous year. Furthermore, the extreme drought and heat wave events dur-
ing the summer seasons of 2017 and 2018 have resulted in extraordinary fire events that
affected severely the Mediterranean ecosystems [2]. The problem becomes consider-
ably important if we account for the climate change scenarios which suggest substantial
warming and increase of heat waves, drought and dry spell events across the entire
Mediterranean [3] in the future years. In this regard, the access to validated information
on the spatiotemporal patterns of wildfire behavior, from past fire occurrences and fire
triggering factors, are of great importance for the implementation of the proper disaster
risk mitigation policies.

In this context, a number of fire danger rating and prevention systems have been
developed in Europe ingesting weather, topography, fuel, and fire ignition data [4, 5]. As
stated in [6, 7] the models which have been used for predicting the fire ignition suscep-
tibility in an area are classified into three groups; theoretical (or physics-based), semi-
empirical, and empirical models. Theoretical and semi-empirical models are entirely or
partly based on equations that describe the physics of the related to the fire ignition phys-
ical phenomena like fluidmechanics, combustion and heat transfer. On the other hand the
empirical models are purely based on the statistical correlations between data extracted
from historical fire records and their related environmental, biophysical, morphologi-
cal, fuel, and climatic/weather data. These historical data can be regarded as vectors of
variables which are known or believed to influence the ignition of a fire, and provide
the essential input knowledge for the model to identify which are the areas and the time
periods at high risk. Empirical models, gaining knowledge from long lasting histories
of fire events and their triggering parameters have used either statistical correlations or
ML methods as in the present study [7, 8].

ML algorithms learn directly from the data and develop their own internal model
without being necessary to provide any expert knowledge or simulate precisely the phys-
ical parameters that feed the model running. Moreover, ML models detect and automat-
ically formulate the complex mathematical relations that exist between the diverse input
parameters and this is an important advantage over the physical-based models where the
mathematics of those relations should be known in advance [8].

Regarding the parameters that affect the presence of wildfires, several studies ref-
erenced in [9] and [10], show that vegetation proxies as NDVI, topography (altitude,
slope, aspect), soil moisture, fuel, and meteorological data are considerably influencing
factors for fire risk and fire ignition.

Aiming to advance further the relevant research, this work provides the founda-
tions of a data driven model that covers the Greece’s national needs for predicting
“fire”/“non fire” prone areas at the enhanced spatial resolution of 500 m. A prototype
feature database was generated and organized in the form of a datacube structure, using
a nine-year lasting record (2010–2018) of multi-source and multi-sensor data such as
EO based essential environmental and ecosystem related indexes, meteo records, fuel
classes, morphological features with diverse spatial and temporal resolutions. Further-
more, a Random Forest (RF) algorithm [8], has been parameterized and successfully
trained to produce a satisfactory prediction of “fire”/“non fire” class mapping on a daily
basis over Greece.
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2 Study Area - Training Data Set

2.1 Study Area

The area of interest covers the Greece’s territory (131.957 km2) located in the southeast
of theMediterranean climatic zone, with mild and rainy winters, warm and dry summers
and extended periods of sunshine throughout most of the year [11].

A major part of the country, up to 58.8% of the total surface, represents low altitude
areas (0–500m) which are prone to fire ignition [10]. The topography and the dominant
north winds in combination with the vegetation types in the central and southern parts
of Greece are between the prime drivers for fire ignition during the summer period
[10]. Last but not least the vegetation cover that makes Greece particularly prone to fire
hazard and fire risk such as coniferous and mixed forests, sclerophyllous vegetation,
natural grasslands, transitional woodlands, semi natural and pasture areas correspond
to approximately 72% of the total surface of the country (source: Copernicus CORINE
Land Cover 2018 of Greece) [12]. It is worth noting that Greece consists the typical
case of the Mediterranean ecosystem in regard to fire risk and expected damages similar
to the ones of France, Italy, Portugal, Spain, and Turkey, with the most severe events
being associated with strong winds at lower altitudinal zones (<1000 m) during hot dry
summer periods [12], and extended heat waves that tend to be longer and drier due to
the climate change [13].

The official annual statistics [14, 15] confirm that the average number of fires and
the corresponding burned areas in Greece have increased by a factor of 4 during the
last decades. This makes obvious that wildfires continue to constitute the major threat
for the environment and the society in Greece, often with significant cost in human
lives, as in the extreme case of the fire in Mati on July 23, 2018, which claimed the
lives of 102 people. This highlights the need for setting and put in operation reliable
fire management systems providing knowledge on the contemporary fire regimes and
supporting the preparedness and emergency response procedures.

2.2 Data Resources

Forest Fire Inventory. A reliable forest fire inventory is vital for the prediction of
wildfires regimes in an area, given that new fire occurrences in the same location are used
to happen under similar weather and environmental conditions. For this, an exhaustive
forest fire inventory of fire occurrences and burn scar maps was compiled by exploiting
diachronic data generated by the FireHub system of BEYOND [16], as well as the NASA
FIRMS and the European Forest Fire Information System (EFFIS/JRC) data.

To be noted that the Centre of Earth Observation Research and Satellite Remote
Sensing BEYOND of NOA runs the operational system FireHub that offers (a) the so
called “Diachronic Burn Scar Mapping service” providing polygons of Burned Areas
at high spatial resolution (10 m–30 m) for more than 35 years which cover the entire
country (the Diachronic NOA-BSM product), and (b) the “Early Detection and Real
Time Fire Monitoring Service” that is systematically archiving for the last 10 years the
daily observations of Active Fire (AF) at the spatial resolution of 500 × 500 m (the AF
product) [17]. The database was created by applying the proper masks to exclude areas
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which are unlikely for fire ignition (e.g. grid cells laid on urban, agriculture and water
areas) [18] (Fig. 1).

Fig. 1. (A) Blue cells validated as true positives (burned) from NOA-BSM (black polygon), AF
(red points) and FireHub spotted active fires (orange cells). (B)Map shows how urban areas where
excluded from the current study. (Color figure online)

The process for labeling the grid cells as “fire”/“non-fire” in order to create the
training and validation dataset for the prediction algorithm (see Sect. 3), was initially
based on FireHub evidences. At this stage, every grid cell intersecting with a BSM-NOA
polygon and the corresponding AF detections had been labeled as fire cell. In a following
step any remaining AF evidences were checked spatially and temporally against the
EFFIS and FIRMS datasets. This resulted in a new set of “fire” cells which were also
added in the database and used for the analysis. In conclusion, this process has returned
a set of 12.978 “fire” cells which had been reported by independent observations of the
three operating systems as FireHub, EFFIS, and FIRMS corresponding to the period
2010–2018. Each fire cell was assigned a unique fire event ID and the corresponding
date of fire occurrence.

Additionally, an equivalent dataset of 12.585 “non-fire” cells spanning the same
period (2010–2018) was created. The latter dataset was generated through a simple
random selection spatially expanding over the entire Greece. It is worth-noting that
the “non-fire” cells are recognized as areas where there is no presence of a recent fire
outbreak. In practice and as explained in [19] these “non-fire” samples are representing
pseudo-absence data because it is undefined if the conditions were in favor of a fire
outbreak or not at their locations.

Meteorological Data. The meteorological data were derived from ERA5-Land, a
reanalysis dataset providing hourly temporal resolution and native spatial resolution at
9 km. We obtained temperature, wind and precipitation datasets for a total of eight years
(2010–2018) and computed the following parameters: maximum temperature, minimum
temperature, mean temperature, dominant wind direction, maximum wind speed of the
dominant direction, maximum wind speed, wind direction of the maximum wind speed,
accumulated precipitation of the past 7 days.
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EO Vegetation Data. Several studies considerNDVI as being of paramount importance
in wildfiresmodelling [17]. In this study, the vegetation condition is represented by using
theNDVI as proxy (NormalizedDifferentialVegetation Index) parameter, the latter being
produced on 8-day intervals from NASA’s MODIS dataset at 500 m spatial resolution.
A number of 504 MODIS images were downloaded, stored and processed in order to
calculate the NDVI data for the study period.

Topographic and Land Use Data. Topographic and Digital Elevation Model derived
parameters are important factors for fire susceptibility prediction and mapping [10]. For
the purposes of the study the Copernicus EU-DEM v1.1 at 25 m spatial resolution was
used. This DEM was processed for deriving the morphological related features such as
slope, aspect and curvature. Previous studies have shown that these features influence
significantly the probability for fire occurrence [10]. Moreover, the land cover category
assigned to each fire cell was retrieved from the CORINE 2012, for the cells representing
areas that were burned before 2014, and the CORINE 2018 if the area was burned after
2014. Moreover, grid cells containing multiple land cover classes, were assigned the
class with the highest fire proneness according to [10].

Table 1. Products and features extracted for the training of the model

Product Source Spatial resolution Temporal
resolution

Features

Wind (u-comp,
v-comp)

ERA5-Land 9 km Hourly Dominant dir., Max
speed of the dom.
Dir., Max wind
speed, Wind dir of
the max speed

Temperature ERA5- Land 9 km Hourly Max temperature,
Min temperature,
Mean temperature

Precipitation ERA5- Land 9 km Hourly 7-day accumulated
precipitation

NDVI NASA -MODIS 500 m 8-day NDVI

DEM Copernicus 25 m Static DEM, slope,
aspect, curvature

Corine Copernicus 100 m 6-year CLC

“fire”/“non-fire”
cells

NOA, EFFIS,
NASA

500 m Daily
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3 Methodological Approach and Implementation

3.1 Data Archiving and Modelling

The previous section makes obvious that the feature database has incorporated dynamic
(weather/environmental) and less dynamic or static (DEM, land cover) data in multiple
spatiotemporal resolutions. Themultisource andmulti type character of the data, together
with its high spatiotemporal diversity and big volume, rendered the file storage and the
manipulation of the data layers a challenging process. For this, an innovative earth
observation datacube architecture was employed [20] for storing and managing the data
and also for extracting and exploiting the features to be analyzed. This datacube is a one
of its kind asset; it contains analysis ready spatio-temporal data in a structured and easily
accessible architecture, providing a single access point to key environmental parameters
that serve as wildfire drivers.

Fig. 2. System’s architecture and processing blocks

Figure 2 shows the main blocks of the system’s architecture and the corresponding
processing steps. It encompasses access to the data, data downloading andmanipulation,
data ingestion and processing, information layer creation, feature space creation, ML
algorithm training, implementation and validation. The Data processing block refers
to a multitude of actions for the conversion of raw and/or archived FIRMS, EFFIS,
ERA5, FireHub andCopernicus data so as to create the analysis ready data. Actually, this
processing block has been designed to invoke a suite of properly developedPython scripts
running over the datacube offering flexibility, scalability, reproducibility, transferability
and capability of the system to respond to any scale, from local to national.

3.2 Feature Ranking

Guided by the need to validate the quality and adequacy of the feature database for
addressing the “fire”/“no fire” (fire presence/absence) classification problem, it was
necessary to apply feature ranking and examine the order of correlation between the
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independent variables, namely thewildfire related features of Table 1, with the dependent
variable which was set by two distinct classes: the “fire” class and the “non-fire” class.
For this, filter, wrapper, and embedded techniques for feature selection (and ranking)
have been applied [21].

Table 1 shows the selected factors influencing fire prediction, the corresponding data
sources and the features extracted and used as input to the “fire”/“non-fire” classification
problem.

Firstly, for evaluating the categorical features (Corine Land Cover, dominant wind
direction and wind direction of the maximum wind speed) the chi-squared filter method
based on the Chi-squared statistics test was used [22]. For the remaining of the features
(numerical), a correlation filter method based on Spearman’s rank correlation coefficient
has been used for evaluating the dependencies of the various feature combinations. It is
worth noting that the Spearman’s correlation has been selected as it can detect linear and
non-linear monotonic relations [23] but also the correlations between the ordinal data.
Actually the resulted number is ranging in the set [−1, 1] indicating stronger correlation
when the number is closer to 1 or −1, and weaker when the number is near to zero.

Furthermore, and in order to allow for a comparative ranking for all the features
(numerical and categorical), three more feature ranking methods of the wrapper and
embedded type were employed using Random Forest. The selected algorithms were the
Sequential Feature Selection [24] using as score metric the Area Under the learning
Curve (AUC) [25], the feature ranking through the measurement of the node impurity,
and finally the permutation importance [22].

3.3 Random Forest (RF) Algorithm Implementation

As a final step and in order to demonstrate that the quality of the generated feature
database is suited for letting a ML algorithm to distinguish between “fire” and “non-
fire” classes, a RF model was chosen for implementation [26] and evaluation of its
classification output. RF is ideal for this purpose because it is one of the most used and
tested algorithms for predicting fire occurrence, susceptibility and risk [8]. Moreover
RF is the most common representative of the family of decision trees ensembles which
are commonly used in all sorts of classification problems and it can handle directly
categorical data like wind direction and Corine Land Cover.

Many tests of the RF classifier were performed and a wide range of results was pro-
duced. The experiments with the highest scores were those where the shuffling method
was used to create the training and test dataset. Actually, using shuffling provided the
training set with indicative “fire” cells from almost every burned area. Considering that
burned scars are small regions with very similar prevailing conditions, shuffling makes
it easier for the algorithm to recognize fire cells and reduces the model’s ability to adapt
properly to new, previously unseen data.

In a further analysis step, and in order to increase the difficulty by simulating entirely
unknown conditions for the test dataset, the shuffling process was left out. The target
was to avoid neighboring “fire”/“non fire” cells, from the same day, and the same fire
event, to be included both in the training and test datasets. Thus, following the k-fold
cross validation methodology [26, 27] the feature space was split into 10 “folds” under
the rule that the cell samples of a specific day cannot be distributed in more than one
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folds. This approach effectively allowed us to assess the model’s capacity to generalize
better, in the context of an operational forecasting application.

Furthermore, for tuning the RF model’s internal parameters (decision trees number,
trees depth, number of features in each tree) a random search hyper-parameterization
process was performed [28, 29]. The metric that was selected for maximization was the
recall [30] for the fire class, because the target was to achieve better performance in fire
class prediction rather than in the “non-fire” class. The results that are presented in the
next section indicate a significant learning potential of the RF algorithm using as input
the specific feature database.

4 Results

4.1 The Spearman’s Correlation

Figure 3 shows in a heat map the returned Spearman’s rank correlation coefficient
considering all possible pairs of numeric features.

Fig. 3. Spearman’s correlation results

Notable but not surprising the observations on this heat map indicate that: (1) the
wind speed, the temperature, the NDVI and the DEM elevation are ranked as more
meaningful and influencing features for “fire”/“non fire” class prediction, (2) The DEM
elevation and the accumulated rainfall have inverse correlations with the dependent
variable “fire”/“non-fire”, (3) The two wind speed and the three temperature features are
highly correlated one another.
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4.2 The Chi-Squared Tests

The p-values of the chi-squared tests for the categorical inputs (Corine Land Cover,
dominantwinddirection andwinddirection of themaximumwind speed)were extremely
small (<10−100) so the standard null hypothesis that these variables are independent was
rejected beyond doubt. Consequently, it was showed that all the categorical variables are
dependent with a high statistical significance with the “fire”/“non-fire” variable.

4.3 Comparative Feature Ranking

The ranking results from Sequential Feature Selection (SFS), RF impurity and the per-
mutation importance are shown in Table 2; one can deduce that NDVI, wind speed and
temperature variables are ranked between the first three places.

Table 2. Feature Ranking returned by Sequential Feature Selection, RF impurity and Permutation
importance

Ranking SFS AUC RF impurity Permutation importance

1 NDVI max. speed of the dom. dir NDVI

2 maximum wind speed NDVI max. temp

3 max. temp max. temp maximum wind speed

4 CLC maximum wind speed mean temp

5 acc. prec. of past 7 days min. temp max. speed of the dom. dir

6 DEM mean temp DEM

7 Aspect acc. prec. of past 7 days acc. prec. of past 7 days

8 Curvature DEM wind dir. of the max. speed

9 Slope wind dir. of the max. speed dominant wind direction

10 min. temp dominant wind direction CLC

11 max. speed of the dom. dir CLC Aspect

12 wind dir. of the max. speed Aspect Curvature

13 mean temp Slope min. temp

14 dominant wind direction Curvature Slope

4.4 The RF Classifier Results

The metrics of precision, recall, and f1-score returned from the application of RF are
shown in Table 3.

The first two rows indicate classification results based on training and test data that
were randomly produced at the rates of 90% and 10% respectively of the feature dataset
while using the shuffling process. In contrast, the two last rows indicate the mean values
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Table 3. RF metrics results

Training/Test set Class Precision Recall F1-Score

Training/Test with shuffling Fire 0.94 0.92 0.93

Non fire 0.92 0.94 0.93

k-fold cross validation (folds include entire days) Fire 0.75 0.77 0.76

Non fire 0.77 0.75 0.76

of the k-fold cross validation metrics without shuffling. The significance from invoking
shuffling in the classification results is obvious.

In the first case (with shuffling) the results are quite satisfactory. Themodel is capable
to distinguish quite well the “fire” from the “non-fire” class. In the case of the k-fold
cross validation without shuffling, where training and test cells belong to different fire
events, the mean recall value for the class fire remains still quite high as it was targeted.
The difference and lower performance results in the k-fold cross validation case without
invoking shuffling was expected as explained in 3.3.

5 Conclusion

This study showcased the creation of a prototype feature database that has proven useful
for understanding the fire regime and predicting the “fire”/“non fire” classes in Greece.
Moreover the study showed that this national scale feature database has been a reliable
input for ML modelling by training successfully a RF algorithm, in order to distinguish
between the two categories. As shown the parameters which are highly significant in the
prediction have been NDVI, maximum wind speed and maximum temperature followed
by the DEM derived parameters and accumulated precipitation of the past 7 days. The
promising results which have been returned from the application of the RF classifier
guide our steps towards building an enhanced fire risk model through invoking, testing,
merging and validating results from different data driven ML approaches. Moreover, in
order to address the daily requirements for emergency response there is need to translate
the algorithm’s “fire”/“non-fire” predictions to a number of fire risk classes. In this regard,
it is necessary to conduct additional tests that examine the performances of various ML
algorithms e.g. Artificial Neural Networks (ANN), Convolutional NN (CNN) or other
ensemble algorithms like boosting trees. Furthermore, additional EO derived data (i.e.
LST, soil moisture, proximity classes) could be considered for integration in the model
in order to enhance the classification performance and introduce new aspects of the
expected fire occurrences in Greece’s ecosystem. This latter is an ongoing research
study at the premises of the BEYOND Center of Excellence and subject of validation
by the Greek Fire Brigade authority using fire data from the fire season of 2020.

Finally, since anMLModel can easily be transferred between feature databases with
same features, a fire risk ML model developed for Greece could operate on a feature
database with data for another location. Especially if this area has similar ecosystem
properties like for exampleMediterranean countries, the performance of themodel could
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be similar. The challenge in this case would be the creation of harmonized data features
with the ones used in the original development. Even though the level of performance of
the ML model on another dataset cannot be “a priori” guaranteed, it is definitely worth
to test the potential of transferring a developed for fire prediction ML model for Greece
to another country or larger area.
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tiative for Climate Change and its Impact by the Hellenic Network of Agencies for Climate Impact
Mitigation and Adaptation.
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1 Universitat Pompeu Fabra, Barcelona, Spain
{joan.codina,mireia.farrus}@upf.edu

2 Computer Vision Center, UAB, Cerdanyola del Vallès, Spain
{sergio.escalera,coen,pbuch}@cvc.uab.cat

3 Pulso Ediciones SL, Sant Cugat del Vallès, Spain
j.escudero@pulso.com

4 Universitat de Barcelona, Barcelona, Spain

Abstract. People suffering Bipolar Disorder (BD) experiment changes
in mood status having depressive or manic episodes with normal periods
in the middle. BD is a chronic disease with a high level of non-adherence
to medication that needs a continuous monitoring of patients to detect
when they relapse in an episode, so that physicians can take care of them.
Here we present MoodRecord, an easy-to-use, non-intrusive, multilin-
gual, robust and scalable platform suitable for home monitoring patients
with BD, that allows physicians and relatives to track the patient state
and get alarms when abnormalities occur.

MoodRecord takes advantage of the capabilities of smartphones as
a communication and recording device to do a continuous monitoring
of patients. It automatically records user activity, and asks the user to
answer some questions or to record himself in video, according to a prede-
fined plan designed by physicians. The video is analysed, recognising the
mood status from images and bipolar assessment scores are extracted
from speech parameters. The data obtained from the different sources
are merged periodically to observe if a relapse may start and if so, raise
the corresponding alarm. The application got a positive evaluation in a
pilot with users from three different countries. During the pilot, the pre-
dictions of the voice and image modules showed a coherent correlation
with the diagnosis performed by clinicians.

Keywords: Bipolar disorder · eHealth · Mobile monitoring · Data
fusion

1 Introduction

Bipolarity —or bipolar disorder— is one of the most common forms of mental
illness, which is characterised by episodes combining euphoria and depression
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phases, becoming usually a persistent disorder with a prevalence in the pop-
ulation of about 1% [25]. During bipolarity episodes, different aspects of the
patient life become altered. Sleeping hours, for instance, increase in depres-
sion or decrease in manic states while sociability and sexual interest behave
inversely. The detection of incipient changes on mood (prodromes) when patients
are euthymic (normal status), allow clinicians to do psychological treatments
designed for relapse prevention in conjunction with mood stabilisers [4]. Pro-
dromes are defined as “any cognitive, behavioural and affective signs or symp-
toms that may make patients think they are entering an early stage of an
episode” [16]. While objectively a patient may be able to detect prodromes [17],
a high rating is not able to seek treatment at an early stage of future relapse
[15].

The treatment of bipolarity faces several difficulties. On the one hand, the
high level of non-adherence to medication; some patients, because they like the
positive feelings of the ‘highs’ they have in manic episodes; others, because the
idea of an indefinite treatment discourages them [17]. Another problem is that,
once started, both mania and depression episodes produce a positive feedback
that fuels themselves: at the early stages of mania, the increased sociability
and less need to sleep arouses more social contacts and sleep disorders. The
first stages of depression create a loss of interest in people, disrupting social
contact, reducing activity and increasing laziness and sleeping time. These dif-
ficulties are reasons to make a close follow-up of the subject in order to detect
the prodromes and tackle them. In addition, the chronic condition and the time
changing mood with intermittent episodes of mania or depression, with normal
episodes in between, makes the bipolar disorder a good candidate to develop a
home monitoring tool to observe changes in patients behaviour and mood status
to raise the corresponding alarms when mood destabilises in any sense.

The current health care environment demands an objective assessment of
the patient state. While in many branches of medicine this can be performed
using the corresponding biomarkers, this is not the case of psychiatry where the
evaluation is based on an interview with the patient. An objective measure of
the patient state is crucial to perform an accurate monitoring of the patient
evolution and to interchange information between clinicians. Rating scales (RS)
allow to obtain these objective measurements in a quantitative way. Many RSs
have been validated to be reliable —different evaluators will produce consistent
results for a given subject— and are able to produce a valid diagnosis. A RS is
composed of different items to evaluate with a corresponding rubric indicating
how to measure it. The combination of the scores of the items gives the final
score, which becomes the objective measurement of the patient’s state. There
are self-administered scales thought to be filled by the user herself and clinician-
administered scales filled by physicians.

The evaluation of the patients suffering BD is based on two different RSs:
one to account for the severity of depression and the other for mania. The most
commonly used scales are the Hamilton Depression Rating Scale (HDRS) [14],
and the Young Mania Rating Scale (YMRS) [31]. Both scales require clinicians to
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evaluate and rate different aspects of the patient related to prodromes. Although
the scales measure opposite states, they assess alterations in similar items (but in
different sense), e.g. changes in physical activity, sleep, speech or sexual interest.

Automated and objective measures of these prodromes would simplify and
shorten clinicians task to detect the outbreak of an episode. Also, the alarms
raised by the system allow clinicians, relatives, or caregivers in general to take
a proactive action to start the treatment before the user asks for it.

The current paper presents the MoodRecord system in the framework of the
NYMPHA-MD Project [12]. The MoodRecord system identifies signs of devia-
tions in mood based on the fusion of data collected using a smartphone, allow-
ing early interventions. The different data sources captured by the MoodRecord
application have been chosen to cover most of the items in the RSs. In this light,
the paper describes the methodology used to extract mood with a special focus
on video and voice modules as they are the most complex ones.

The paper is structured as follows. Section 2 briefly overviews related appli-
cations on automatic mood detection and related works on detection of mood
from video and voice. Section 3 describes the MoodRecord mobile application
created for patient continuous supervision in the framework of NYMPHA-MD,
detailing the implementation of the video and voice modules. Section 4 contains
the description of the pilot implementation and evaluation; and finally, Sect. 5
sketches the final conclusions and foreseen future work.

2 Related Work

Automatic home monitoring for any disorder, illness or impairment will be effec-
tive if combined with suitable self-monitoring platforms. Recently, monitoring
platforms for computers and smartphones have been released (see [13,26] for
an overview on the use of smartphones for the detection of medical disorders).
The main drawback most of these systems present is the inability of collecting
objective data from the behaviour of the patients. Moreover, they usually do
not provide any feedback from healthcare providers. Some recent projects such
as PSYCHE1 or MONARCA2 [13] are specifically related to the detection and
treatment of BD. Although they in general put a step forward in the automatic
monitoring of bipolar disorder, their main drawbacks are the high level of intru-
siveness for patients due to a large number of sensors required, and the inability
to target the caregiver’s role.

Mood Detection from Voice. Speech is a powerful identifier for the detection
of bipolar disorder, as it has been shown in several works [11,19,21]. Moreover,
voice is a non-intrusive and ubiquitous sensor. The automatic detection of men-
tal disorders —or other disorders that can be reflected in language— can be
performed either by means of context-dependent features or acoustic-dependent

1 www.psyche-project.org.
2 www.monarca-project.eu.

www.psyche-project.org
www.monarca-project.eu
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features [3,20,29]. While the former ones require the use of language transcrip-
tions, the latter make use of solely acoustic features extracted from speech.
Specifically, the acoustic-based systems rely on the extraction of speech-based
features regardless of the language, which makes it a language-independent sys-
tem. The acoustic features can be, among others, spectral features, voice quality
characteristics, or prosodic features extracted in their acoustic form.

Other studies report the usefulness of prosodic features to detect emotional
states such as depression and mania. In [24], for example, several features such
as pitch rate, jitter, shimmer and harmonic to noise ratio indices were shown
to be indicators for patients with voice disability in contrast to healthy people
—especially pitch rate—. In [27], jitter, shimmer and first and second formant
frequencies differed significantly in depressed speech. In a similar way, [23] anal-
yses the chaotic behaviour of vocal sounds in patients with depression, and [32]
proposes a new feature value based on the nonlinear Teager energy operator to
classify speech under stressed conditions. Other voice quality characteristic are
further studied in [22] to detect depression and post-traumatic stress disorder,
and speech pressure has also been reported as indicator for mania states [2].

Mood Detection from Video. The automatic analysis of perceived mood esti-
mation through the analysis of human facial expressions (FE) refers to a set of
methodologies and studies that relate artificial intelligence with behavioural sci-
ences and neurology. Faces carry a wealth of social information, including infor-
mation about identity, emotional and motivational cues, lip speech, and focus
of attention as indicated by eye gaze, all of which are important for successful
communication. Human emotion studies have been mainly described by either a
categorical or a dimensional approach. The categorical approach, implemented
in this study, maps any perceived emotion into a closed group of predefined FE.
Among the existing categorical approaches for FE, Ekman’s set of 7 universal
expressions + neutral state [8,9] is one of the most used ones (Fig. 1). This
set includes expressions that provide additional information to the non-invasive
evaluation of depression and mania scales in BD. For a wider comprehension
on Automatic Facial Expression Recognition (AFER) systems, and its current
state-of-the-art methodology for accurate recognition based on deep learning
approaches, the reader is referred to [5].

Fig. 1. 7 Ekman core facial expressions + neutral state. Image from [18].
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Fig. 2. Diagram of the MoodRecord system architecture showing its main parts (Front
End/App, Back End and Back Office/Web) and potential users.

3 The MoodRecord Application

The NYMPHA-MD Project: Next Generation Mobile Platforms for HeAlth, in
Mental Disorders3 is an FP7 European project that launched a Pre-Commercial
Procurement (PCP) bid to look for solutions on continuous monitoring of bipolar
disorder. PULSO Ediciones S.L. led a team with the Universitat Pompeu Fabra
and the Center for Computer Vision, in charge of the speech and face analysis
modules, respectively. The team participated in the bid with the MoodRecord
system, that passed satisfactorily all the eliminating rounds of the PCP (defini-
tion, prototype, and pilot).

The MoodRecord application developed according to the technical specifica-
tions for NYMPHA-MD project aims to provide a new way to manage patients
diagnosed with bipolar disorder, developing a system that keeps an important
role to informal caregivers. The system performs patient monitoring to detect
and predict changes in patient’s mood, maximising the treatment adherence by
means of personalised data and feedback under the supervision of clinicians. The
MoodRecord system consists of a web interface and a mobile application, both
managed from a back-office server. The application is intended to be used by
patients suffering BD (primary users) under clinician prescription. The website
has been developed to provide clinicians with all data from patients, collected
by the app, to simplify and improve their follow up. Patients, relatives and
caregivers can access the web using a reduced set of functionalities. Figure 2
shows a diagram of the Mood Record schematic architecture, with the different
stakeholders.

The MoodRecord App runs on Android and IOS systems. Figure 3a shows
the sidebar menu of the MoodRecord application, with the different actions the

3 https://cordis.europa.eu/project/id/610462.

https://cordis.europa.eu/project/id/610462
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Fig. 3. Screenshots of the MoodRecord application. From left to right: a) main menu,
b) mood selection screen, c) activity recording screen and d) social activity screen.

user can perform. The application manages a weekly guideline defined by the
doctor, with a set actions and questionnaires that the patient must perform. The
different actions available for the patient are the following:

– Mood: multiple choice mood selector (Fig. 3b).
– Activities: to report the activities performed during the day (Fig. 3c).
– Story of the day: to self-record their daily experiences, using the frontal cam-

era for later video and audio analysis.
– Treatment: to report compliance to any treatment prescription.
– Social activity: to indicate daily activity on social networks (Fig. 3d).
– Questionnaires: to fill out different self-administered RSs available, either

planned by doctors or when the system predicts some risk of suicide: Barratt’s
Impulsivity Scale, Beck Hopelessness Scale, Buss-Durkee Hostility Inventory,
Generic health status scale: EQ-5D-5L, Perceived Stress Scale, Patient Health
Questionnaire 15 and Personal and Social Performance.

The MoodRecord App includes a game that the user can play at any moment.
The system monitors data about the time spent in the game and telemetry
(velocity, intensity, attempts, etc.). The application also monitors the applica-
tion’s usage to measure how the patient adheres to the plan. Finally, the appli-
cation is bound to an activity wristband (FitBit R©) to record sleep times and
physical activity. The data collected is highly correlated to the different items
measured by HDRS and YMRS scales to evaluate bipolarity, and tries to cover
the whole evaluation range. Table 1 shows this relationship between the data
collected by the App and items in both scales.

The MoodRecord application integrates and reports the data extracted from
the different modules and combines the different sources of information to esti-
mate risk of mania or depression. Clinicians use the scales to evaluate patients
during visits. Such evaluations are used by MoodRecord to recognize the nor-
mal states of the user. In the case where 30% of the previous week’s registers,
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Table 1. Correspondence between items in HDRS and YMRS scales and values mea-
sured by MoodRecord

Feature HDRS elements YMRS elements MoodRecord

Mood mood mood mood, video, voice

Activity work/activities,
agitation

motor activity activity record,
wristband

Sleep insomnia sleep wristband

Speech retardation, anxiety speech rate, language voice

Behaviour agitation irritability, disruption,
aggressive

voice, game

Sex genital symptoms sexual interest social activity

Insight insight, suicide, guilt
feelings

insight, paranoid ideas self-administered
scales

Other somatic symptoms, loss
of weight,
hypochondria

appearance

obtained or computed from any of the different sources, are outside these nor-
mality records, the system raises an alarm. The system will also raise an alarm
if the scores of the self-administered scales overcome the threshold of “normal
values”. If the system detects a severe depression risk (indicated by a higher
number of registers with a high deviation from the normality values) the sys-
tem will automatically ask the user to answer the BHS questionnaire, to detect
suicide tendencies and raise a severe alarm.

3.1 Mood Detection from Voice

For the NYMPHA-MD project hereby presented, we developed a Praat-based
[1] module for prosodic feature extraction in order to detect mania, depression
and normal states. The features extracted in our module are: mean fundamen-
tal frequency (F0), maximum value of F0, minimum F0, range of F0, first for-
mant frequency (F1), second formant frequency (F2), relative jitter, absolute
jitter, relative shimmer, absolute shimmer [10], noise-to-harmonic ratio (NHR),
harmonic-to-noise ratio (HNR), intensity, number of pauses, speech rate, articu-
lation rate, and average syllable duration. The last four features were computed
without using any textual transcriptions by means of the algorithm described in
[6].

A set of regression models is trained to identify YMRS and HDRS values.
Regression is based on the combination of different models: (a) models that
estimate the global HDRS and YMRS values, and (b) models that estimate
some HDRS/YMRS items related to speech and language.

For each model, two different versions are combined into a hybrid model: (1)
a general model to be used to classify any new patient once her normal status is
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defined, and (2) a personalized version for each patient. The hybrid system uses
the general models until the personalized models outperform the general one.
To obtain the personal model, the system uses the data filled by doctors during
interviews. After each interview, models are retrained and check for performance.

General models have been trained with data provided by the NYMPHA-MD
consortium during the second phase of the project and data collected during the
pilot. This dataset is composed of 30 valid recordings with the corresponding
evaluations by doctors. Although the dataset is small and most of the record-
ings were done with users in an euthymic state, the results obtained using sup-
port vector regression with a radial kernel showed that, while HDRS estimation
achieved the best result by using low-level voice quality and formant features, the
best result when estimating YMRS was achieved by using the whole combina-
tion of voice quality, formant, and prosodic features [11]. This can be explained
by the fact that mania state is more expressive in terms of speech, and thus the
need of prosodic information is much more relevant.

3.2 Mood Detection from Video

The NYMPHA-MD project includes an AFER system following Ekman’s cate-
gorical proposal on emotional analysis over a universal reduced set of FEs, by
classifying any FE within an 8-class categorical classifier. Such a system could
benefit from existing validated public datasets. The solution adopted is applied
over each individual frame independently, and uses a deep learning scheme that
tackles: (a) face detection, by means of a Viola-Jones algorithm [28], which works
with intensity fluctuation in order to capture faces trained in a near-frontal
position from images, shown to be very fast and with a good performance for
MoodRecord scenario, and (b) classification problem, by means of a standard
deep neural network (Fig. 4) that will get the resulting face detected as a RGB
input image to convey to a probability vector containing the confidence for each
of the 8 possible FEs mentioned before. The predicted expression will be the
one with major relevance. The predictions for each frame of the video add a
temporal dimension to the analysis. Histograms of frequency can be drawn to
compute regular or deviation patterns of apparent mood.

Fig. 4. Adapted ResNet50 neural network as a FE classifier.
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Fig. 5. Visual results from the perceived emotion analysis from video.

Convolutional neural networks are very robust to image variability such as
ethnicity, gender and age, hence performing well under unseen data. The model
used (standard ResNet50 architecture, Fig. 4) has been fine tuned over an exist-
ing pretrained model (ImageNet [7]). After selecting the valid images for train-
ing, the final set was composed of 8832 images split into the eight categories.
Since the dataset was unbalanced towards the neutral expression, additional data
was included by manually scraping images from the internet. The dataset was
divided in 70/20/10% (train/validation/test) splits. Once trained, the complete
face analysis pipeline (face detector + facial expression classifier) was tested over
real unseen data. Figure 5 shows a visual performance over a few testing exam-
ples: the system is capable of detecting near-frontal face area of interest (red
bounding box), which is later passed to the facial expression perceived mood
module, that outputs the perceived mood (top left corner from each of the sam-
ples shown in Fig. 5). Under semi-controlled environments (limited range of head
pose angles, illumination and image quality) the system is capable of detecting
the different FEs from a subject with over 90% accuracy in most of the classes
(see confusion matrix in Fig. 6).

4 Pilot Testing

During the last phase of the NYMPHA-MD project, MoodRecord system was
used on a pilot to measure the usability and feasibility of the application. The
full pilot was run from January 2018 to March 2018, but the patients follow-
up took 4 weeks, and it was conducted by the three institutions in charge of the
project: the Mental Health Department of the Azienda Provinciale per i Servizi
Sanitari (Trento, Italy), Corporació Sanitària Parc Tauĺı (Sabadell, Catalonia),
and The Psychiatric Center Copenhagen (Copenhagen, Denmark).

The study includes 30 patients (10 on each location) aged 18 to 65 years old
with a bipolar disorder diagnosis according to ICD-10 using Schedules for Clinical
Assessments in Neuropsychiatry [30]. Following inclusion, baseline assessments
were conducted on all patients to check that they were not in an episode. To
adjust and personalise the system, each participant had to be in a normal state
to start the monitoring, thus the system has a personalised “reference status” to
compare with. The study was designed and powered to investigate differences in
symptoms and functioning due to using a smartphone-based monitoring system.
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Fig. 6. Confusion matrix from test data.

Once a day the patients should enter and evaluate mood, activity level, enter
a story of the day, whether medicine was intake and activity level on social
media. The main focus of the study was to measure the system’s usability and
feasibility performance. The users rated the system, according to the USE and
CSUQ scales with positive evaluations (average 4.4 out of 7). Even there where
significant differences between users from Denmark and the ones from Italy or
Spain that showed a similar criteria. Interestingly, audio and visual estimation
provided consistent, correlated, and regular recognition patterns of mood for the
patients, as verified by the physicians and possibly because of the no existence
of episodes during the pilot.

Nowadays there is an undergoing process to fulfil the administrative steps
required to get the CE Medical Certification (class type I or IIa) of the system.
A prerequisite to be installed on different hospitals, that have already shown
their interest in the product.

5 Conclusions and Future Work

We have presented MoodRecord, a system to monitor patients with Bipolar Dis-
order for early detection of relapses. The system includes an app for smartphones
that collects data of different modes, which include the analysis patient’s voice
and face, to report the mood status so that clinicians can take the appropriate
actions before the patient worsens.

The system is fully operative and has been tested in a pilot use case where
patients have approved its usability. The vision system has shown a good perfor-
mance in classification of facial expressions with external data and correlation
with patient reports during the pilot. The voice analysis has shown consistent
results with testing data using quality, formant and prosodic features.
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The future of the application depends on obtaining the CE Medical Cer-
tificate that will allow to install the application in hospitals (there are already
some interested in the product). This usage will produce more data from users
and evaluations from clinicians, that will allow to fine tune the voice and image
models to increase their performance and reduce possible bias under different
kinds of population underrepresented during testing.
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19. Maxhuni, A., Muñoz-Meléndez, A., Osmani, V., Perez, H., Mayora, O., Morales,
E.F.: Classification of bipolar disorder episodes based on analysis of voice and
motor activity of patients. Pervasive Mobile Comput. 31, 50–66 (2016)

20. Mota, N.B., et al.: Speech graphs provide a quantitative measure of thought dis-
order in psychosis. PLoS ONE 7(4), e34928 (2012)
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Abstract. Multimedia (MM) nowadays often means “Multimodality”.
The target application area of MM technologies further extends to
healthcare. Health parameters monitoring, context and situational recog-
nition in ambient assisted living - all these applications require tailored
solutions. We are interested in development of AI solutions for prevention
of risk situations of fragile people living at home. This research requires
a tight collaboration of IT researchers with psychologists and kinesiol-
ogists. In this paper we present a large collaborative project between
such actors for developing future solutions of risk situations detection of
fragile people. We report on definition of risk scenarios which have been
simulated in the data collected with the developed Android application.
Adapted annotation scenarios for sensory and visual data are elaborated.
A pilot corpus recorded with healthy volunteers in everyday life situa-
tions is presented. Preliminary detection results on LSC dataset show
the complexity of real-life recognition tasks.

Keywords: Wearable sensors · Artificial intelligence · Time series ·
Data collection · Healthcare applications

1 Introduction

Nowadays research in Multimedia (MM) moves more and more towards what we
call “multimodality”. We deploy our MM know-how [11] in the general multi-
modal context, be it methods for video analysis or multi-sensory data. The appli-
cation target in MM research has also moved to the urgent societal problems.
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Healthcare and ambient assisted living are amongst them. Aging of population
is the main reason for this. Europe is one of geographic areas which combines
demographic aging and gerontogrowth. This second phenomenon, defined by the
increase in the number of elderly people, is manifested in France for instance by
the 35.2% increase in the number of people over 65 between 1999 and 2014, while
the number of people over 80 has increased by 78.9% [18].

Frailty in older adults refers to a clinical state of increased vulnerability that
carries a high risk for poor health outcomes including falls, incident disability,
hospitalization, and death [4,20]. Frailty is manifested both by biological (age-
related) vulnerability to stressors and by a decrease of physiological reserves.

Numerous studies have been realized to determine the most frequent risk
situations faced by frail people such as falls [25]. Today we are seeking for detec-
tion of much more complex and “semantic” risk situations in everyday life of
such people. It requires collection of multimodal data, both sensory and visual.
It also requires a tight collaboration of researchers of different disciplines: IT,
psychology, kinesiology. We conduct a joint study between University, a Com-
pany involving IT researchers and psychologists in Europe and - researchers from
Kinesiology department of a University in Northern America. In this paper, we
present ongoing research in the detection of risk situations for risk prevention of
frail people.

The remainder of the paper is organized as follows: in Sect. 2 we shortly
present related work, in Sect. 3 we discuss complex real-life risk definition scenar-
ios and report on preliminary results on publicly available LSC dataset. Section 4
introduces data collection protocols and data annotation scenarios. Despite we
are very far form concluding the work, we will present some preliminary con-
clusions of our experience in Sect. 5 and will outline the perspectives of the
work.

2 State of the Art

In recent years, wearable technologies and the Internet of Things (IoT)-based
applications aiming at supporting independent living of the elderly have con-
siderably progressed. A frequent outcome targeted by such technologies is fall
detection, which also constitutes one of the major causes of institutionaliza-
tion [24]. Therefore, wearable sensors (WS) are being developed with the aim
of becoming effective tools for prevention, early detection of falls, and monitor-
ing general activities of daily living in older adults. A progress has been made
possible thanks to the development of remote data collection methods and tech-
nologies [21]. Regarding the applications for monitoring activities of daily living
and of independent living with elderly, several studies have shown the efficiency
of WS and IoT systems from a technological point of view [2,7,8]. For remote
monitoring, smartphone and smartwatch-based applications are frequently used
for old adults [2,13,14]. The main advantage of these devices is that they are
non-invasive and comfortable for users.

The subject being of a strong impact for the society, the research in this
field is intensive and its industrial implementations such as Apple watch are
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popular. We give a short overview of proposed solutions below. For fall detection
and prevention different types of WS and IoT-based applications have been
developed for older adults’ care at home [14,16,17,19,26,28,29]. The authors
of [17] propose a smart and connected home health monitoring system. It is
composed of hardware such as sensors, a wearable sensor with an alarm button,
a gateway and of software for data collection. This technology is based on deep
learning and hidden Markov models with sensor orientation calibration [10,22].
In [16,19] a waist-worn fall detector based on an Attitude and Heading Reference
system and barometric sensor is designed. This system showed 100% of sensibility
for fall detection in diverse studies.

“Tagcare” is proposed in [29]. This monitoring system prototype has shown
a high accuracy (98%) for movement detection and sudden falling. Further-
more, wrist-worn wearables have been added to improve fall detection rates.
[14,28]. Finally, a fall detection system has been developed in an indoor environ-
ment, based on IoT and classifiers of “Ensemble-Random Forest” (RF) family.
It showed a success rate of above 94% for accuracy, sensitivity and specificity in
detecting three types of falls (forward, backward and lateral falls) and activities
of daily living (walking, stairs climbing, and sitting) [26]. As may be seen, var-
ious technological solutions reveal to be potentially interesting tools to support
independent living at home, and the recent results for the prevention of falls are
promising. Nevertheless, challenges and barriers to the wider adoption of WS
and IoT applications still exist [1]. While fall detection is quite well studied,
detection of more complex risks remains a challenge. In [27] “semantic risks”
were introduced which are in the focus of interest of psychologists and kinesiol-
ogists today. Their detection requires visual data collection together with sensor
measures. To this extent the recording of the data is similar to “lifelog”. Such
lifelogs [3] have been used mainly for dairy generation in different studies, e.g. of
patients suffering from Alzheimer disease [10] for recognition of familiar scenes
[23]. The methodology nowadays consists of recognition of different situations
accordingly to designed taxonomy by Deep Neural Networks classifiers. In the
following section we will discuss the reality in risk definition scenarios and show
that the real-life data are difficult for detection of risk situations.

3 Risk Definition Scenarios and Preliminary Risk
Detection on LSC Dataset

In this section we will discuss the complexity of risk scenarios in a real world
study and report on preliminary results which were obtained on general purpose
LSC dataset.

3.1 Risk Definition Scenarios

In [27] different semantic risk situations were reported such as the risk of fraud
and the risk of domestic accidents. The difficulty of real world studies with
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frail subjects is that semantic risk situations are both complex and “comple-
mentary”. It means that if we denote by A a real life situation which yields a
risk R: A → R we can define risk annotation and risk detection scenarios in a
lifelog-type data. Nevertheless, studying the most general population of subjects
taking medications psychologists also define risk situations in the form Ā → R.
This total ambiguity in definition can steel be overcome as the absence of A is
considered for the all period of daily data recording. Hence, we have to consider
two scenarios of risks.

– (1) A → R - “immediate” risk situations
– (2) Ā → R - “long term” risks. If during a specified recording period the

event A was not detected then the subject is in the risky situation R.

In this work for the first category of risk situations we can consider the same
taxonomy as in previous research such as risks of fall, of domestic accidents, of
fraud [27]. For the second category of risks we work with: (1) non drinking water
during one daily recording which means risk of dehydration and (2) non taking
medication risk of a health damage.

Speaking about the first category of risks, we can not conclude the person
is in a risky situation each time the risky environment can be observed. For
instance if the person enters into the kitchen this does not mean that each time
he/she is in a risky situation. We consider the subject condition risky if he/she is
in unstable physiological condition (sensors) in a risky environment(visual). An
example of this is the increase of the Electrodermal Activity (EDA) measure and
heart-rate activity in the kitchen. Here we can consider that domestic accident
risk is of high probability.

3.2 Detecting Risk Situations Using Sensor Signals on a LSC
Dataset

In the previous work [27] a method for annotation of risk situations and detection
of them using only visual component of LSC dataset was proposed. Accordingly
to the “risk situation model” we presented above, we need to detect the risk
situation also in sensory signals. For this purpose we applied an LSTM network.

Long-Short Term Memory (LSTM) neural networks are widely used for time
series classification as they build very long term links during learning [9]. They
retain the relevant information from previous entries and use this information to
modify the current output. We applied a standard LSTM architecture for risk
detection on sensor signals.

LSTM Architecture. The basic LSTM unit is composed of cells with an
input gate, output gate and forget gate. The particularity of LSTMs consists in
the way in which the hidden state h is processed: in the case of simple RNNs,
the processing of the recurrence, is ensured by a tanh function. For LSTMs,
this processing is replaced by a “memory cell”. The LSTM cell is characterized
by a central node, containing the internal state (or memory) of the cell, and a
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number of “gates” of mentioned three categories. These gates are used to manage
the sequential information storage (input and forget gates) and the role of the
internal state in the production of each output (output gate). By closing the
input gate, for example, new events are less taken into account. LSTMs use the
concept of gating to overcome the vanishing an exploding gradient problem [5].

Experiments and Results. Thus experiments were conducted to recognize
semantic risk situations on a part of Biometrics Data and Human Activity Data
from signals part of LSC dataset [6]. Heart rate, galvanic skin response, skin
temperature and the number of steps were used. We have selected four semantic
risk classes: fall, risk of fall, risk of fraud and risk of domestic accidents and a
no-risk - “Other” class. The risk situations were annotated using the image data
only as reported in [27]. In sensor signals some data are missing during recording
due to sensor failure. The lacking data were annotated as NaN (Not a number).
The statistics of risks, no risk and NaN are presented in the Table 1.

Table 1. Table of the distribution of data between different classes

Risk situations Number of risks situations Percentage

Risk of fraud 120 0.22%

Risk of fall 347 0.63%

Risk of domestic accident 406 0.73%

Fall 2181 3.96%

Other 21152 38.43%

NaN 30826 56.01%

Total 55032 100%

The LSTM model was trained on these data after the NaN data have been
removed. The optimization algorithm was Adam [15] with a fixed learning rate of
0.001 chosen experimentally. The framework used was Keras (https://keras.io/).
The accuracy and Loss curves during training are illustrated in Fig. 1. In spite of
a satisfactory accuracy of 80% the detailed analysis of these results showed that
this accuracy is totally biased by the over-representation of the “Other” class.
Indeed, for all the classes except “Other”, the metrics of Recall and Precision are
almost 0. The classes are not balanced. Indeed coming back to the Table 1 one
can see that e.g. the risk of fall represents only 0.22% of all data, while “Other”
class presence is of 38.43%. With such an unbalanced distribution it is useless
to apply any data augmentation technique. Indeed, in our experiments, adding
Gaussian noise to the measures of signals in risk situations for data augmentation
did not bring improvement. Thus, coming back to our model of a risk situation
of first type, see Sect. 3.1 it is clear that a general LSC dataset recording scenario
is not adapted for sufficient data collection for risk situations. Hence, we have
defined a new protocol for collection of multi-sensory data. We present it in the
following section.

https://keras.io/
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Fig. 1. LSTM curves obtained at LSC dataset.

4 Data Collection for Risk Prevention

In this section we will present the elaborated data recording protocol and result-
ing multimodal corpus “BIRDS”.

4.1 Data Recording Protocol

We have set up a mirror experiment between an University in Europe and an
University in Northen America for the recording of Corpus, we called BIRDS
(Bio Immersive Risk Detection System): the same devices are used connected
to developed Android application. First, a bracelet developed by Empatica, the
E4 which is a medically-graded wearable device is used. It offers real-time phys-
iological data acquisition, enabling researchers to conduct an in-depth analysis
and visualization of the data. This bracelet is equipped with an accelerometer,
an Electrodermal Activity (EDA) sensor, a PPG sensor, a Infrared Thermopile
sensor and a bluetooth transmitter. In addition, a chest-worn wearable device
MetaMotionR offers real-time and continuous monitoring of motion of the per-
son. It offers the measures of different sensors, such as accelerometer, gyroscope,
magnetometer. The set of sensors is completed with a camera. The latter is
directly connected to a phone considered as the main controller of the whole
device. The camera records 3 s of video every 10 s 10 fps frame rate.

The device was worn for thirty days by two healthy volunteers. The first
volunteer was twenty-six-years old and wore the device for twenty-one days. The
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second volunteer was sixty-two years old and wore the device for nine days. The
diagram of recordings with their duration is presented in Fig. 2 below.

Fig. 2. Recording time diagram of the BIRDS corpus

Taking into account that “fall” is quite a well-studied situation with already
available commercial solutions, and is a rare event, we work only with three
“immediate risks”: risk of falling, the risk of domestic accident, the risk of fraud.
For long-term risks two situations are considered: medication and drinking water.
To enrich the risk situations of first type accordingly to the model: context
and person’s condition, the healthy volunteers simulated “at risk” conditions by
associating emotions such as fear, or stress.

We defined a risk of falling when the volunteer was in kneeling position or
when he took stairs or was in the bathroom.

The risk of domestic accidents corresponds to the situation in the kitchen
when the volunteer was cooking, took knives, etc.

The risk of intrusion/fraud was defined as a situation when the volunteer was
with a person near a door.

The medication was identified when the volunteer simulated a drug intake.
For the young volunteer it was a simulated situation. For the old volunteer it
was a real-world situation.

For the risk of dehydration recording (second scenario), we asked the volun-
teer to periodically take a glass of water. The volunteers were required to write a
short recording dairy approximately indicating the time instant when the subject
puts the devices on himself, adjusts them, records, simulates various situations
where each risk of first type or situation from our taxonomy is reported e.g.,
13:45 entering into the kitchen (risk of domestic accident).
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4.2 BIRDS Corpus Description

In its current state BIRDS corpus contains recordings of 30 days of the overall
volume of 6316 min. The recording time per day varies from nearly two hours
up to five hours. The overall and mean duration of recordings together with
volumes of the data are given in the Table 4. The audio data are not used for
privacy issues but are remain available. Figures 3 and 4 illustrate the content
of the two datasets LSC and BIRDS. In Fig. 3 images from LSC dataset [6]
are presented and in Fig. 4 video frames from different scenes of our corpus
BIRDS are displayed. The two datasets were recorded with different camera
positions. The LSC dataset is recorded with chest-worn camera, while BIRDS
Dataset - with shoulder-worn camera. This position was set as proposed by ergo-
therapists in previous research[12], specifically adapted to the elderly subjects.
The video frames in Fig. 4 depict various risk situations. One can notice that
BIRDS corpus is more realistic with regard to the home environment of an elderly
person. The corpus BIRDS will be made publicly available subject to fulfilling
legal procedures accordingly to GDPR (https://gdpr-info.eu/) (Table 2).

Table 2. Description of the corpus BIRDS.

Total sum Mean Standard deviation

Recording time (Min) 6316 210.53 76.47

Global data volume (MB) 50861 1695.36 4414.50

Sensor data volume (MB) 101.82 50.91 12.63

Video data volume (Mo) 23314.94 777.16 483.86

Sound sensor data volume (Mo) 200.84 6.69 2.50

Fig. 3. Examples of images from dataset LSC [6].

As it can be seen from the Table 3, the quantity of risk situations is not yet
sufficient to do a significant training of the neural network and will have to be
extended in the future recording sessions. The scenario of risk recognition has
to be adapted to the environment of each subject.

https://gdpr-info.eu/
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Fig. 4. Data of corpus BIRDS.

Table 3. Risk situations in the corpus BIRDS

Risk situations Number of risks situations

Risk of fall 26

Risk of domestic accident 64

Risk of fraud 4

Drug intake 18

Hydration by water intake 60

Table 4. Description of the corpus BIRDS.

Total sum Mean Standard deviation

Recording time (Min) 6316 210.53 76.47

Global data volume (MB) 50861 1695.36 4414.50

Sensor data volume (MB) 101.82 50.91 12.63

Video data volume (Mo) 23314.94 777.16 483.86

Sound sensor data volume (Mo) 200.84 6.69 2.50

4.3 Corpus Annotation

A multimodal data annotation platform has been developed to annotate data
from the BIRDS corpus Fig. 5. The data from the BIRDS dataset are annotated
using recording diary that the subject has filled-in during the recording sessions
in order to have ground truth about the data and the risk situations that have
occurred. Contrarily to one of the first annotation protocols purely “by image”
[27], in the case of immediate risk situations, psychologists focus first on the
anomalies of physiological signals such as EDA and heart-rate and localize them
in time with the help of the elastic window. The corresponding video clips are
then visualized for the annotator to take his/her decision to which category
belongs the anomaly. Note that with such a protocol, the long-term risks cannot
be annotated. To identify medication and water drinking actions, the annotator
has to visualize all video clips circa time instant reported by the subject in his
recording dairy.
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Fig. 5. Interface Screenshot for multimodal data annotation.

5 Conclusion

Hence in this paper we have presented a multi-disciplinary, multi-partner
research on risk detection for fragile subjects using multimodal data recorded
by wearable sensors. This research is a step ahead with regard to previous work
on general-purpose lifelog data. We have extended the risk situation taxonomy
for fragile persons, elaborated a two component - visual and multi-sensory data
- model of risks. Recording scenario and protocol were elaborated as well and a
new challenging corpus of data has been recorded and presented. We have shown,
that detection of risk situations on the time series from wearable sensors with
LSTM networks still remains a complex and open problem. Furthermore, the
taxonomy of real-world risk situation comprises two types: immediate risks and
long-term risks. While annotation approaches have to be different, the detection
model has to remain in the same framework of temporal Neural Networks. In the
follow -up of the work we will have to elaborate an efficient model for risk situ-
ation detection in case of missing data from signals and the fusion model: from
visual and sensory components as well. Finally corpus enrichment is a continuous
process which has to be conducted all along the project.
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Abstract. Research on conversational chatbots for mental health appli-
cations is an emerging topic. Current work focuses primarily on the
usability and acceptance of such systems. However, the human-computer
trust relationship is often overlooked, even though being highly impor-
tant for the acceptance of chatbots in a clinical environment. This paper
presents the creation and evaluation of a trustworthy agent using rela-
tional and proactive dialogue. A pilot study with non-clinical subjects
showed that a relational strategy using empathetic reactions and small-
talk failed to foster human-computer trust. However, changing the initia-
tive to be more proactive seems to be welcomed as it is perceived more
reliable and understandable by users.

Keywords: Chatbot · Trustworthy agent · Proactivity · Mental health

1 Introduction

Mental disorders have a global impact on health and major social consequences
affecting an estimated 792 million people worldwide [16]. However, the avail-
ability of mental health services and resources are scarce, especially in low and
middle-income countries. Even in high-income countries such as Germany, there
is a lack of psychiatrists and psychologists with a workforce of 62.75 per 100,000
population [33], while every tenth adult in Germany has current depressive symp-
toms [7]. Additionally, mental health issues often go untreated as people are
unsure of the thresholds for treatment or are afraid of societal stigma and dis-
crimination [3]. In order to enhance the accessibility of mental health care and to
promote well-being, several public projects have been launched. For example, the
EU-funded project Mental health monitoring through interactive conversations1

(MENHIR) deals with researching and developing conversational technologies
to promote mental health and assist people with mental ill health (depression
and anxiety) to manage their conditions. The overall objective of the project is
the creation of a chatbot (bot) that provides 24 - hour personalised social sup-
port, mental health coping strategies and education, and symptom and mood
1 Ref. no.823907, https://menhir-project.eu.
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management for the identification of patterns that are indicative of relapse and
recurrence. Using chatbots in e-health is an emerging topic over the last years
and has resulted in various applications ranging from knowledge-based informa-
tion agents to assist caregivers [36] to digital assistants in an intelligent operating
room [30]. In order to be fully accepted and applicable in a delicate domain like
health care, the design of trustworthy interaction strategies is inevitable. In the
field of health care chatbots, this is a highly understudied topic as most research
focuses on user satisfaction and technical acceptance but omits considering the
human-computer trust (HCT) relationship [21]. Therefore, a chatbot incorpo-
rating relational dialogue strategies for establishing a trustworthy interaction
is presented in this work. The chatbot has been created using the open source
framework Rasa Stack (https://rasa.com). Relational dialogue strategies were
implemented in the form of small talk and empathetic reactions to user input.
Empathetic reactions and small talk are supposed to deepen relationships and
to foster trust between agents and users [4,6] Additionally, an active version of
the chatbot capable of sending push messages to users and taking the initiative
during the dialogue was created. Recent studies have shown that active system
actions, if provided appropriate, have a positive effect on the user’s acceptance
and trust towards the system [2,19,20]. In a pilot study, it was investigated how
the relational strategies as well as the initiative of the chatbot affect the HCT
relationship compared to a baseline variant. The study was conducted with sub-
jects having no history of mental health treatment in order to create a control
group for further experiments with subjects possessing mild mental disorders.

2 Related Work

2.1 Chatbots and Mental Health

A chatbot is generally an computer application that is able to engage in a nat-
ural dialogue with a human being [28]. The main purpose of a chatbot is to
assist users in completing a task via goal-oriented dialogue. Compared to dig-
ital assistants such as Alexa or Siri, a chatbot is usually not tied to a device.
Conversations with a chatbot take place in a chat program (e.g. Messenger like
Telegram or Whatsapp) and are therefore specific to chat platforms. Thus, the
communication of a chatbot is mainly conducted using written language [21].

Current research of chatbots in mental health suggest that the psychiatric
use of chatbots is favourable, as it promotes self psycho-education and adher-
ence [41]. Thus, the application of conversational chatbots in the mental health
domain has been emerging over the last decade. For example Ly et al. [25] cre-
ated the automated chatbot SHIM which was used to assess the effectiveness of
strategies applied in positive psychology and cognitive behaviour therapy (CBT).
Therefore, the bot was capable of providing empathetic responses on the user’s
mood and tailored content based on the user’s previous inputs. In a small user
study with students Shim was compared to a baseline and yielded significant
effects on well-being and perceived stress. Additionally, it was found that users
had high engagement in using the app. In the work of Fitzpatrick et al. [13], the

https://rasa.com
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conversational agent WOEBOT was evaluated in a study to determine the feasi-
bility, acceptability, and preliminary efficacy of delivering a self-help program for
college students who self-identify as having symptoms of anxiety and depression.
Therefore, the chatbot used strategies being found in CBT. After a 2-week-trial,
Woebot was perceived to have a high overall satisfaction and appears to be a
feasible, engaging, and effective way to deliver psychological therapy. Denecke et
al. [12] investigated the usability of a mental health chatbot SERMO for regulat-
ing emotions. Here, the emotions were directly recognised from the conversation
using a lexicon-based approach. During the interaction, SERMO asks for the
current mood, runs dialogues to retrieve information on a current event that
impacted on the user as well as the emotion associated with the event. Based
on this information it suggests suited activites and exercises. The results of the
usability test showed that SERMO worked well for task completion and was
easy to use. However, the interaction with SERMO was not perceived motivat-
ing or stimulating. Contrary to mentioned related work, the trustworthiness of
an empathetic chatbot is observed in this paper. Therefore, we provide a short
introduction on the concept of trust in the next section.

2.2 Human-Computer Trust

Trust is generally understood as the expected reliability of another party and
the willingness to accept a remaining uncertainty [39]. The greater the willing-
ness, the greater the confidence in that party. In the context of human-machine
interaction the definition of Lee and See [23] describes trust in dealing with
automation. Trust refers to the perceived degree of reliability of an automated
system, taking into account the existing uncertainty. More precisely, this means
that a high degree of perceived trust goes hand in hand with a high perceived
reliability of the system [29]. Trust is a dynamic variable, which after an initial
manifestation increasingly depends on the reliability of a system [22]. During the
initial phase, the expectation conformity of a system plays a decisive role. Not
only the direct influence of trust is relevant for the interaction with a system,
but also the consequence on the perceived competence, the predictability about
the system’s behaviour as well as the reliability and acceptance towards a sys-
tem [32]. Reliable systems not only lead to increased trust, but can also lead to
an overestimation of the objective reliability of the system [40]. Low confidence
leads to non-use, while excessive confidence, also known as overtrust, can lead
to an increased risk when using the system [31]. To the best of our knowledge,
the concept of trust has yet to be included into the domain of conversational
mental health agents. Therefore, possible trust-building mechanisms for building
chatbots are investigated in this work.

For measuring the trustworthiness of the developed chatbot, the Trust in
Automated Systems scale [17] was used, where subjects could agree or disagree
with statements about the system’s impression. Sub-components of trust were
measured using the HCT-model by Madsen and Gregor [26]. This hierarchi-
cal model is built on five basic components of trust: Personal attachment and
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faith form the bases for affect-based trust while perceived understandability, per-
ceived technical competence, and perceived reliability constitute the bases for
cognition-based trust. Affect-based trust refers to a long-term human-computer
relationship, being established through frequent interactions with a system. Con-
versely, cognition-based trust refers to a more short-termed trust. Here, mostly
the functionality and usability of a system are of importance.

Fig. 1. Example of the PANAS-SF dialogue with the Rasa chatbot.

3 Development of Trustworthy Agents

3.1 Scenario

In this paper the implementation and evaluation of a prototypical mental health
chatbot for mood and symptom monitoring is presented. Therefore, the main
task of the chatbot is to interact with the user for having a daily mood check-in.
This can then be used either by a future version of the bot or a psychiatrist
to suggest activities or to provide feedback. For the daily check-in, 12 items of
the Positive and Negative Affect Schedule (PANAS-SF) [42] questionnaire were
used. This scale consists of a number of words that describe different feelings and
emotions, e.g. interested, guilty, or active. Users can indicate to what extent (not
at all to extremely) they have this feeling or emotion (see Fig. 1). Additionally,
users had the opportunity to write freely about experiences of their day and their
feelings. For rendering the chatbot trustworthy, an empathetic version capable
of conducting small-talk is implemented. Additionally, the degree of initiative of
the chatbot is manipulated using push notifications and by changing the dialogue
initiative for a more proactive dialogue. The interaction design is described in
detail in the following section.
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3.2 Dialogue Design

The dialogue with the chatbot is initiated by the user with a simple greeting,
which is reciprocated by the system. Afterwards, the bot initiates the daily check-
in dialogue. However, the general goal is to build a chatbot that knows how to
win people’s trust to ensure improved usage. Therefore, the basic functionality
of the chatbot’s mood tracking dialogue is extended by adding relational dia-
logue strategies and a variation of the chatbot’s initiative. The role of relational
dialogue and the initiative is explained in the following sections.

Role of Relational Dialogue. People use a variety of types of social lan-
guages, including small talk and empathy, to build collaborative, trusting inter-
personal relationships. In particular, the two constructs small talk and empathy
have shown in past studies that they can lead to increased trust by establishing a
long-term social-emotional relationship with their users [5]. Empathy is the men-
tal process by which a person tries to understand the statements, behaviours or
feelings of another person, from the counterpart’s perspective or preconditions.
The term “empathy” is not used uniformly in psychology. In this work, the social-
psychological meaning of empathy is used [24]. Previous work has shown that
digital emphatic agents are perceived as more caring, sympathetic and trustwor-
thy than agents without emphatic abilities [6]. Above all, effective answers that
correspond better to the situation of another than one’s own should serve as the
main instrument for inducing empathy [14]. The relational bot showed different
emphatic reactions in different situations. During the daily check-in, for exam-
ple, the bot repeatedly shows his appreciation and understanding for the user
during very personal topics or provides an appropriate reaction to a negative
mood on the day of the check-in, e.g “Thank you! I really appreciate you talking
to me about this.” or “I know the questions are not always easy to answer but
you are doing great.”. People use small talk, to establish interpersonal collabora-
tive trusting relationships [9]. Research in the field of conversational agents has
shown that it is not enough to limit conversations between agents and people
to task-oriented topics [4]. The results suggest that small talk supports deep-
ening relationships and building trust between virtual agents and users. It is
inevitable that the agent will be able to establish a close relationship with the
human interaction partner, especially in the long-term confrontation [27]. There-
fore, the developed chatbot is able to deal with topics such as music preferences,
about his person, how he feels today if he has any plans for today and some
other topics like the weather. For an example, see the conversation depicted in
Fig. 3.

Role of Initiative. When and how a chatbot interacts is an important factor
in user studies on verbal behaviour, as previous work in human-robot interaction
showed that it can shape the personality as well as the level of trust [1]. A high
degree of initiative can also be perceived as proactive behaviour [2]. Proactivity
is a term that is widely used in the domain of organisational psychology and
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management [34,35]. According to its definition, proactive behaviour is about
taking control, anticipating and preventing problematic situations rather than
reacting. Recent studies have shown that a medium-level of proactivity can be
beneficial to the HCT relationship [20,37]. From the findings, it can be deduced
that users are more likely to trust chatbots if they use an appropriate level of
initiative. The initiative of the robot is manipulated in the form of push noti-
fication that intelligent remind users of their daily check-in, as well as dialogue
control of the chatbot. Here, the chatbot has the initiative throughout the dia-
logue, e.g. starts small-talk directly, changes topics automatically. A comparison
of the different variants can be seen in Fig. 2.

Fig. 2. Comparison of the proactive (left) to the non-proactive dialogue (right).

3.3 System Overview

The chatbots were implemented using the open-source framework Rasa Stack.
This was due to the free availability and privacy issues, as personal data was
not shared with external services. Rasa is a framework for creating conversa-
tional AI. The framework consists of two modules, one for dialogue control and
one for natural language understanding (NLU). Rasa Core is a dialogue man-
agement system that is designed for using machine-learning in order to train a
dialogue policy instead of a finite-state approach. The chatbot can learn through
interactive learning by utilising so-called stories. A story is a representation of a
dialogue between a user and the chatbot, converted into a specific format where



360 M. Kraus et al.

user inputs are expressed as corresponding intents. The responses of the chatbot
are expressed as corresponding action names. Rasa NLU is a statistically-driven
NLU service for intent classification, response retrieval and entity extraction.
When Rasa receives a message from the user, it attempts to predict the intent
and extract the entities present in the message. This part is handled by Rasa
NLU. Once the user’s intention has been identified, the Rasa stack performs a
specific action. In the example, visualised in Fig. 3, the intent of the user’s utter-
ance “Fine” would be “express mood positive”. Then Rasa tries to predict what
to do next. This decision is made taking into account several factors and is made
by the Rasa Core unit. In the example, Rasa shows an empathetic reaction.

Fig. 3. Example dialogue with the Rasa chatbot. The system initiates the dialogue
and then progresses to small-talk with the user.

It also predicted the next action that the model should perform - to con-
tinue with small-talk and to ask the user about his current plans. The more
sample data Rasa has, the more likely it is that the right decision will be made.
The model presented was trained with several stories and numerous example
utterances for training the NLU. Telegram is used as platform for the interac-
tion (see Fig. 3). Rasa offers extensions to be easily implemented in a Telegram
chatbot. In addition, Telegram is used widely and can be reached via mobile
phone, tablet and computer, which makes it much easier for test subjects to
use it. A virtual cloud server was used to provide the chatbot. Rasa offers the
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possibility to run a HTTP server that handles requests using a trained Rasa
model. Since a local server was used, the additional software Nginx [38] was
installed to ensure the connection to Telegram. The Rasa NLU server was set
behind an Nginx reverse proxy, where Nginx handles the SSL and then proxies
to Rasa over HTTP. So-called cronjobs were used to send the test persons a daily
push message. Under many operating systems there is the so-called Cron-System
(Cron-Daemon), which makes it possible to execute automated tasks (jobs) at
special times [11]. To send a message to a user, his Telegram user ID and Bot ID
were required. Then the text of the message and the desired time of the cronjob
could be determined.

4 Pilot Study

4.1 Study Setup

The baseline study was realized in a 2*2 between-subject experimental design.
The dialogue strategy (relational, non-relational) and the initiative conditions
(proactive, non-proactive) were implemented as two-step factors in four individ-
ual chatbots (e.g. relational-proactive, non-relational-proactive, ...). This results
in four experimental groups in total. Participants had to interact with one of the
chatbots on three consecutive days. As a cover up, they were told to test a novel
chatbot on Telegram. Thereby their emotional state is checked in the form of a
daily check-in. The dependent variables (trust, competence, understandability,
reliability, personal attachment, faith, usability [8]) were collected at two dif-
ferent measuring points (after the first and last interaction with the chatbot)
using 7-point Likert scales. The mean values were used for the evaluation for
a more robust result. Validated psychological scales were used for testing the
dependent variables. In order to rule out confounding variables the participants’
technical affinity [18], and the predisposition to trust [29] were recorded prior to
the experiment in combination with demographic data. In addition, the subjects
had the opportunity to note any problems, impressions or irregularities in the
conversations at the end of the two intermediate test questionnaires. A total of
three conversations were carried out per respondent, which took place on three
consecutive days. Any effects of the relational dialogue strategies should thus
show their effect. Subjects were recruited at the University. Prerequisite for the
participation was the possession of a mobile phone with the messaging program
Telegram, as well as a fluent knowledge of the English language. As an incen-
tive, the participants were promised a e 10 amazon voucher. All test persons
were informed about the scientific purpose, as well as about the anonymous use
of their data. A total of 41 (26 female) people took part in the experiment.
However, 5 persons had to be excluded due to insufficient language knowledge
(minimum B2). Subjects were between 19 and 30 years old (M = 24.83, SD =
2.93). Most of the subjects were psychology students or had an academic degree.
They were randomly distributed to each study group.
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Table 1. Descriptive statistics of the measured dependent variables with reference to
the dialogue strategies (means and standard errors). All variables measured on 7-point
Likert scales.

Dialogue strategy

Relational Non-relational Proactive Non-proactive

Trust 4.63 (.20) 4.69 (.21) 4.89 (.21) 4.41 (.21)

Reliability 4.06 (.27) 4.25 (.29) 4.58 (.29) 3.74 (.29)

Competence 3.62 (.30) 3.63 (.31) 3.84 (.31) 3.42 (.32)

Understandability 4.28 (.26) 4.43 (.27) 4.71 (.27) 4.00 (.27)

PA 1.90 (.20) 2.41 (.21) 2.24 (.21) 2.06 (.21)

Faith 2.08 (.23) 2.12 (.25) 2.19 (.25) 2.01 (.25)

Usability 2.63 (.09) 2.51 (.09) 2.61 (.09) 2.52 (.10)

4.2 Results

For an exploratory data analysis, a multivariate Analysis of Variance
(MANOVA) was conducted for guaranteeing no significant confounding vari-
ables and for testing the significance of the relational and initiative strategies.
Confounding group differences for the study conditions could be ruled out as
we found no significant differences except regarding the initiative of the chat-
bot. Subjects who interacted with the non-proactive version of the chatbot had
an almost significantly higher technological affinity as compared to the proac-
tive group (t(34) = −2.01, p = .053). Therefore, this variable was used as a
covariate to make up for noisy data when considering the initiative. However,
there were no interaction effects between relational strategies and the initiative
of the system (all p-values > 0.05). For further investigations, the effects of rela-
tional strategy and initiative were investigated separately. Therefore, we paired
the individual samples and evaluated two study groups in each case: relational
vs. non-relational and proactive vs. non-proactive. The results can be found in
Table 1. One notable result was found when considering the relational strate-
gies. Personal Attachment (PA) was rated higher for the non-relational strategy
(F (1, 31) = 3.14, p = .086). Regarding the initiative of the chatbot two notable
results were found. First, subjects rated the reliability of the proactive chat-
bot higher compared to the non-proactive version (F (1, 31) = 3.92, p = .057).
Additionally, the understandability of the proactive chatbot was rated higher
(F (1, 31) = 3.26, p = .081). For the other dependent variables no significant or
notable results were found.

4.3 Perspectives of Trustworthy Agents for Mental Health
Applications

The results of this baseline study towards the integration of trustworthy dia-
logue strategies in mental health application provided several indications which
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should be considered in future work. It was found that subjects were personally
less attached to the chatbot capable of relational dialogue strategies. The con-
struct of personal attachment to the system used in this study is comprised of:
liking, i.e meaning that the user finds using the system agreeable and it suits
their taste, as well as loving, i.e. that the user has a strong preference for the sys-
tem, is partial to using it and has an attachment to it [26]. Hence, the inclusion
of small talk and empathetic responses had not the intended effect of forming
a trusted bond to the user. In fact, the opposite is the case. This seems rather
strange at first sight, but could be explained that the interaction deals with very
personal and sensitive content. Therefore, subjects seemed to be careful to open
themselves to the chatbot. Privacy issues concerning the use of chatbots is an
emerging topic and needs to be considered [15]. Another explanation could be
that a kind of uncanny valley [10] was created, and the empathetic behaviour
of the agent did not match the participants expectations of a Telegram chat-
bot. Hence, people could be more attached to the non-relational version, as they
are supposed to be more used to such system behaviour. This forms an inter-
esting topic when studying the effects of an empathetic agent on people with
mental disorders, as they have more motivation to use the chatbot and hence
have different expectations towards the system. Moreover, it was found that
a proactive chatbot was perceived as more reliable and predictable. Proactive
behaviour, like in our case, push notifications and more dialogue control by the
system, seem to have an positive effect on trust and perceived competence as
well. This is in line with other research [19,20,37] indicating that an appropriate
level of proactivity can foster HCT with regard to competency and reliability. In
organizational management, it was also shown that proactive behaviour can be
positively related to perceived competency [34]. In summary, proactive behaviour
may also be applicable in mental health applications, but further investigations
are necessary. As a limitation of this work, the rather low usability of the chatbot
needs to be addressed. This may have occurred, due to the rather rigid dialogue
capabilities of the chatbots that are centered around the daily check-in dialogue.
Hence, people seemed to have gotten bored and annoyed by the system after
three days of usage. In order to avoid this in future studies, more dialogue topics
need to be integrated.

5 Conclusion

The integration of trustworthy dialogue strategies in conversational agents for
mental health applications is a highly understudied topic. In this work, a first
step towards this goal is presented by testing the effects of relational strate-
gies and initiative on the human-computer relationship. The results of a pilot
study showed some interesting insights for extending the development of the
created mental health chatbot. The capability of small and empathetic reactions
seemed to have failed their purpose in establishing a bond to the user. Hence,
other mechanisms for trust formation need to be considered. Contrary, proac-
tive behaviour of a chatbot could be welcomed by user, as it is perceived as
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more reliable and understandable. Based on this pilot study with non-clinical
subjects, further evaluations are planned involving people with slight mental
disorders such as anxiety or mild depression. In doing so, a foundation for the
development of trustworthy agents is intended to be created.

Acknowledgements. This research has received funding from the European Union’s
Horizon 2020 research and innovation programme under grant agreement No 823907
(MENHIR: Mental health monitoring through interactive conversations https://
menhir-project.eu).
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Krüger, A. (eds.) KI 2012. LNCS (LNAI), vol. 7526, pp. 119–130. Springer, Hei-
delberg (2012). https://doi.org/10.1007/978-3-642-33347-7 11

28. McTear, M., Callejas, Z., Griol, D.: The Conversational Interface, vol. 6. Springer,
Cham (2016). https://doi.org/10.1007/978-3-319-32967-3

29. Merritt, S.M., Heimbaugh, H., LaChapell, J., Lee, D.: I trust it, but i don’t know
why: effects of implicit attitudes toward automation on trust in an automated
system. Hum. Factors 55(3), 520–534 (2013)

30. Miehle, J., Ostler, D., Gerstenlauer, N., Minker, W.: The next step: intelligent dig-
ital assistance for clinical operating rooms. Innov. Surg. Sci. 2(3), 159–161 (2017)

31. Moray, N., Inagaki, T., Itoh, M.: Adaptive automation, trust, and self-confidence
in fault management of time-critical tasks. J. Exp. Psychol. Appl. 6(1), 44 (2000)

32. Muir, B.M.: Trust in automation: Part i. theoretical issues in the study of trust and
human intervention in automated systems. Ergonomics 37(11), 1905–1922 (1994)

33. Organization, W.H.: Mental Health Atlas 2017. World Health Organization (2018)

https://doi.org/10.1007/978-3-030-39540-7_3
https://doi.org/10.1007/978-3-030-39540-7_3
https://doi.org/10.1007/978-3-642-33347-7_11
https://doi.org/10.1007/978-3-319-32967-3


366 M. Kraus et al.

34. Parker, S.K., Bindl, U.K., Strauss, K.: Making things happen: a model of proactive
motivation. J. Manag. 36(4), 827–856 (2010)

35. Parker, S.K., Wang, Y., Liao, J.: When is proactivity wise? A review of factors
that influence the individual outcomes of proactive behavior. Ann. Rev. Organ.
Psychol. Organ. Behav. 6, 221–248 (2019)

36. Pragst, L., Ultes, S., Kraus, M., Minker, W.: Adaptive dialogue management in
the kristina project for multicultural health care applications. In: Proceedings of
the 19thWorkshop on the Semantics and Pragmatics of Dialogue (SEMDIAL), pp.
202–203 (2015)

37. Rau, P.L.P., Li, Y., Liu, J.: Effects of a social robot’s autonomy and group orien-
tation on human decision-making. Adv. Hum.-Comput. Interact. 2013, 11 (2013)

38. Reese, W.: Nginx: the high-performance web server and reverse proxy. Linux J.
2008(173) (2008)

39. Rotter, J.B.: Interpersonal trust, trustworthiness, and gullibility. Am. Psychol.
35(1), 1 (1980)

40. Stanton, N.A., Walker, G.H., Young, M.S., Kazi, T., Salmon, P.M.: Changing
drivers’ minds: the evaluation of an advanced driver coaching system. Ergonomics
50(8), 1209–1234 (2007)

41. Vaidyam, A.N., Wisniewski, H., Halamka, J.D., Kashavan, M.S., Torous, J.B.:
Chatbots and conversational agents in mental health: a review of the psychiatric
landscape. Can. J. Psychiatry 64(7), 456–464 (2019)

42. Watson, D., Clark, L.A., Tellegen, A.: Development and validation of brief mea-
sures of positive and negative affect: the PANAS scales. J. Pers. Soc. Psychol.
54(6), 1063 (1988)



Fusion of Multimodal Sensor Data
for Effective Human Action Recognition

in the Service of Medical Platforms

Panagiotis Giannakeris(B) , Athina Tsanousa , Thanasis Mavropoulos ,
Georgios Meditskos , Konstantinos Ioannidis , Stefanos Vrochidis ,

and Ioannis Kompatsiaris

Centre for Research and Technology Hellas, Information Technologies Institute,
Thessaloniki, Greece

{giannakeris,atsan,mavrathan,gmeditsk,kioannid,stefanos,ikom}@iti.gr

Abstract. In what has arguably been one of the most troubling periods
of recent medical history, with a global pandemic emphasising the impor-
tance of staying healthy, innovative tools that shelter patient well-being
gain momentum. In that view, a framework is proposed that leverages
multimodal data, namely inertial and depth sensor-originating data, can
be integrated in health care-oriented platforms, and tackles the crucial
task of human action recognition (HAR). To analyse person movement
and consequently assess the patient’s condition, an effective method-
ology is presented that is two-fold: initially, Kinect-based action rep-
resentations are constructed from handcrafted 3DHOG depth features
and the descriptive power of a Fisher encoding scheme. This is comple-
mented by wearable sensor data analysis, using time domain features
and then boosted by exploring fusion strategies of minimum expense.
Finally, an extended experimental process reveals competitive results in
a well-known benchmark dataset and indicates the applicability of our
methodology for HAR.

Keywords: Action recognition · Sensor fusion · Depth sensors ·
Wearable sensors

1 Introduction

Considering the biological and psychological challenges that contemporary,
urban mainly, settings pose for many people who are used to leading fast-paced
but sedentary lives, it becomes apparent that maintaining a healthy lifestyle com-
prising mental and physical activities, as well as adequate rest is of paramount
importance. Attaining the correct balance of activities is a task that greatly ben-
efits from the latest advances in technologies such as pervasive sensors, artificial
intelligence, human and health monitoring and assistive living [9]. They aid in
the efficient logging of sleep/activity data [17] and thus the effective organisa-
tion of people’s routines via reminders/motivation actions and suggestions [24].
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Particularly in unconventional circumstances, such as the present Covid-19 era,
that people need to apply socially distancing criteria in all of their activities,
often having to cope with the unavailability of experts, physical activity self-
assessment via sensor-based methods is crucial.

Specifically in the field of medicine, data analysis coming from small, low cost,
high performance sensors has been providing researchers the tools to develop
efficient and versatile methods of assisting patients, in order to improve their
lifestyle. People in need of monitoring tend to be more autonomous and less
attached to their caretakers, when having access to personalised activity infor-
mation. Knowing that reliable mechanisms, such as automatic push notifications
in case of patient fall, are in place to ensure timely intervention, it provides
obvious benefits to both their physical state, and mental state and sense of self-
sufficiency. Passive patient monitoring is an incontrovertible area of application
of the abovementioned systems, where patients with mental diseases like demen-
tia can be supervised to avoid or prevent potentially hazardous circumstances.

In the present work, focus is placed on monitoring certain well-defined
actions/human movements, usually pertaining to a rehabilitation scenario, by
fusing inertial and depth sensor data, since the technique has proven to provide
excellent results, while the required training data are easily obtainable. To this
end, manually crafted features are extracted first, from depth and sensor modal-
ities and are adapted for our HAR framework. Then, multimodal data analysis
is evaluated, with particular attention to fusion mechanisms of minimal expense.
Specifically, several classification algorithms on inertial and visual sensors were
applied, both separately and with two different fusion strategies, in order to
recognise 27 human actions of the UTD-MHAD multimodal dataset [5]. The
contribution of the paper could be summarised in the following:

– The methodology of Fisher encoding with 3DHOG depth features is adapted
for HAR and evaluated. Time domain features based on inertial sensors are
also evaluated.

– Two inexpensive fusion strategies (one feature-level and one decision-level)
are deployed and performance comparisons are made between the two as well
as the separate modalities.

– Extensive evaluation of several classifiers is performed with numerous evalu-
ation protocols on a well-known multimodal HAR benchmark dataset.

Corresponding analysis results could be integrated into unified multi-user-
oriented medical platforms, servicing both patients [23] and caretakers1.

2 Related Work

Human action recognition in the context of Ambient Assisted Living (AAL) is
facilitated by a variety of sensors, which may include inertial, range and magnetic
sensors, depth and RGB cameras and even atypical modality type sensors, such

1 https://www.gatekeeper-project.eu/.

https://www.gatekeeper-project.eu/
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as electrocardiogram ones [22]. The multitude of existing sensor technologies is
supplemented by respective analysis methodologies. Diverse studies elaborate on
modern machine learning HAR approaches, such as the one found in [25] or [31]
that focuses on deep learning, state-of-the-art techniques. Moreover, in [11] dis-
tinct neural networks are exploited for depth and inertial sensing before decision-
level fusion is performed. However, to leverage the performance improvement of
deep learning, large amounts of training data and computational resources are
often required.

Kinect revolutionised the field by providing an easily accessible and affordable
tool, capable of synchronised skeleton, depth and RGB data provision without
the need for additional post-processing. Since its introduction in the consumer
market, researchers wholeheartedly embraced it and exploited its capabilities
to present novel methods of tackling HAR [8,19,21,30]. Despite the justified
attention it gathered and the promising results, concerns are expressed regard-
ing installation/setup complexity and computational efficiency [18]. In addition,
privacy issues due to the RGB data are raised nowadays more often than before.
As a consequence, many studies focus primarily on depth and skeleton informa-
tion to deal with data anonymisation requirements.

A common denominator when talking about inertial sensing, is the use of
accelerometers and gyroscopes, and depending on the field of application [1,10],
they may be complemented by more specialised sensors, such as magnetometers
or barometric altimeters. Applications and trends favourable to inertial sensing
are illustrated in [2], which also includes details on the history of devices and
predictions on future directions. An in-depth view of the most important features
and technologies, coupled with significant drawbacks governing typical gyroscope
and accelerometer outputs is provided in [26].

Since certain real life challenges are impossible to be tackled just by one
modality, approaches that combine the two have also been tested with promising
results and helped overcome certain otherwise insurmountable issues [4,12,32].
Three main fusion directions exist that apply to most HAR approaches and
each is performed at a different workflow step [6]: (a) data-level fusion, (b)
feature-level fusion, and (c) decision-level fusion. Data-level fusion corresponds
to the concatenation of raw data as they are directly collected from the respec-
tive sensors. Feature-level fusion (early fusion) is performed after features have
been extracted from raw data and entails fusion of retrieved feature sets. Lastly,
decision-level fusion (late fusion) combines the results of individual sensors after
the classification has been completed.

Depending on the problem, different fusion mechanisms and theories have
been attempted, such as exploitation of Hidden Markov Models (HMM) for hand
gesture recognition [20] to tackle different modality synchronisation issues or the
Dempster-Shafer theory for late (decision-level) fusion for action recognition in
[3]. The former methodology [20] reported individual recognition sensing accu-
racy of 84% (Kinect) and 88% (inertial), while the concatenated model achieved
accuracy of 93%. In the latter [3], early (feature-level) fusion is achieved by merg-
ing each sensor’s individually extracted feature sets (first represented as vectors
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and then normalised) before the classification process is activated. Reported
scores varied between 2–23% compared to the individual ones. Similar improve-
ments are exhibited in [33] when the authors combine ear-worn sensors and
RGB-D (Red, Green, Blue and Depth) to perform walking analysis. Moreover,
an ensemble of binary one-vs-all neural network classifiers is explored in [13]
to improve indoor human action recognition robustness, which once trained, is
able to be effortlessly embedded on portable devices. Furthermore, a task that
benefits greatly (2–8% improvement) from sensor data fusion is identified in
[16], which describes an approach that leverages an SVM classifier and combines
depth maps with accelerometer data to perform fall detection.

3 Methodology

3.1 Inertial Sensors

One wearable inertial sensor was used to record human actions in UTD-MHAD
dataset [5], which is used in this work. The sensor provided recordings of accel-
eration, angular velocity and magnetic strength. To perform the analysis on
the inertial sensor signals, the features suggested in [14], a paper that conducts
experiments on the same dataset, were extracted. Firstly the magnitude of the
raw signals of accelerometers and gyroscopes was calculated, using the formula
in Eq. 1, where a stands for the signal values of each axis. For the preprocessing
stage, a moving window average for each 3 rows of data was applied. Following,
three features were extracted from the filtered signal vectors of each axis and
of the calculated magnitude. More specifically, the mean of each vector (Eq. 2),
the average of the absolute first difference of each signal vector a (Eq. 3), as
well as the average of the corresponding second difference of the signal vectors a
(Eq. 4) were calculated. Analysis was performed on accelerometer and gyroscope
signals, as well as on their concatenated features.

amag =
√

a2
x + a2

y + a2
z (1)

mean =
1
N

∑
a(n) (2)

meanfd =
1
N

∑
|a(n) − a(n − 1)| (3)

meansd =
1
N

∑
|a(n + 1) − 2a(n) + a(n − 1)| (4)

3.2 Depth Sensors

Local Features. In order to extract features from depth videos, the well-
established efficiency of the HOG descriptor (Histograms of Oriented Gradi-
ents) was leveraged. The process was performed on 3D volumes, as in [14], to
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capture spatio-temporal features that encode the actor’s body shape and limp
movements that happen when an action is performed. The 3DHOG descriptors
are calculated based on the gradient magnitude responses in the horizontal and
vertical directions of frames. Next, the responses are aggregated over spatio-
temporal blocks of pixels. A histogram of gradient responses, quantised into 8
bins (8 orientations), is constructed for each block and the responses of all pixels
in that block are assigned linearly into neighboring bins. Finally, the histograms
of a neighborhood of blocks are concatenated together to form a local 3DHOG
descriptor. Our method is different in that aspect from the approach of [28] or
[14], and does not result in 3D chunks of perfectly neighboring blocks. Instead,
in order to speed up the calculations, strided sampling was applied, where a
fixed number of pixels are skipped before the next block is taken. The blocks
were chosen to have a size of 15 × 15 pixels in space, and 20 frames in time, as in
[14]. The 3D chunks are created with the concatenation of 3× 3 blocks in space
and 2 blocks in time, and the stride parameter is set to 5 pixels on all direc-
tions. Therefore, each chunk is compiled by 18 histograms (3× 3 × 2 blocks),
resulting in a 144-dimensional 3DHOG descriptor. Finally, the local 3DHOGs
are L1-normalised and reduced to half their size (70 components) using PCA.

Action Representation. The local 3DHOG descriptor’s dimensionality
depends on the choices for the spatial and temporal dimensions of the con-
catenation chunks and is fixed in a given setting (144 reduced to 70 after PCA).
However, the number of local 3DHOG descriptors extracted in a sequence can
be arbitrary and is determined by the duration of each video, which is not the
same for every sequence in the dataset. Thus, we ought to apply a method that
will allow us to aggregate the set of collected local 3DHOGs to a final fixed size
meaningful representation for each sequence.

In order to build the final descriptors, Fisher encoding is applied, which is
proven to be a more efficient and powerful method to synthesise action repre-
sentations compared to other bag-of-words techniques [7,28,29]. First, a visual
vocabulary based on the most prominent visual clues of the whole depth sequence
is built. The computation of the most discriminating samples is performed by
applying unsupervised clustering (Gaussian Mixture Model (GMM)) in the shal-
low representation hyperspace, as formed by the feature collection of each depth
sequence.

Let {μj ,Σj , πj ; j ∈ RL} be the set of parameters for L Gaussian models,
with μj , Σj and πj standing respectively for the mean, the covariance and the
prior probability weights of the jth Gaussian. Assuming that the D-dimensional
3DHOG descriptor is represented as xi ∈ RD; i = {1, . . . , N}, with N denoting
the total number of descriptors, Fisher encoding is then built upon the first and
second order statistics:
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f1j =
1

N
√

πj

N∑
i=1

qijσ
−1
j (xi − μj)

f2j =
1

N
√

2πj

N∑
i=1

qij [
(xi − μj)2

σ2
j

− 1]

(5)

where qij is the Gaussian soft assignment of descriptor xi to the jth Gaussian
and is given by:

qij =
exp[− 1

2 (xi − μj)TΣ−1
j (xi − μj)]∑L

t=1 exp[− 1
2 (xi − μt)TΣ−1

j (xi − μt)]
(6)

Distances, as calculated by Eq. 5, are next concatenated to form the resulting
Fisher vector, FX = [f11, f21, . . . , f1L, f2L]. Finally, L2 and power normalisation
is applied to all Fisher vectors.

3.3 Sensor Fusion

For the fusion of depth and inertial sensors, both early and late fusion schemes
were deployed. Accelerometer and gyroscope features were combined with the
features extracted from the depth videos. In order to combine the heterogeneous
sources at feature level (early fusion), the sensor data were first L2-normalised
and then concatenated with the Fisher vectors. To perform late fusion, the prob-
ability vectors of the predicted classes were combined by averaging: using the
same classifier, the probabilities obtained from inertial and depth modalities
were averaged and the class with the highest averaged probability was assigned
to each test case. The amount of actions included in the dataset would not
favour other forms of late fusion, like weighted late fusion, that compute weights
based on the classification metrics of each class. The additional cost of fusing
the modalities is low, given that concatenation and averaging calculations are
simple as well as highly paralellizable.

4 Experiments and Results

4.1 Dataset and Evaluation Description

The evaluation of our methods was performed on a well-known public multi-
modal dataset for action recognition, UTD-MHAD [5]. This dataset provides
captured data for 27 different types of actions, carried out by 8 subjects (4 female,
4 male), performing 1 to 4 trials for each action. The set contains in total 861
samples. Please refer to [5] for a detailed description and the full class list. This
is a challenging dataset because it contains a high number of classes with sub-
stantial variability. Specifically, only about 30 samples correspond to each class
on average.
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Table 1. Performance of inertial sensors.

Sbj Generic Sbj Specific Cross Sbj

Acc+Gyro Acc Gyro Acc+Gyro Acc Gyro Acc+Gyro Acc Gyro

LDA 0.787 0.665 0.659 0.806 0.806 0.890 0.786 0.609 0.637

kNN 0.476 0.515 0.476 0.806 0.876 0.806 0.437 0.500 0.437

NB 0.597 0.499 0.506 0.527 0.424 0.384 0.586 0.474 0.523

RF 0.693 0.569 0.592 0.913 0.813 0.828 0.656 0.527 0.567

LSVM 0.618 0.469 0.602 0.802 0.846 0.802 0.574 0.460 0.574

KSVM 0.318 0.418 0.336 0.602 0.792 0.599 0.346 0.451 0.351

In our effort to comply with all the evaluation scenarios that have been pre-
viously proposed for this dataset, we conduct our experiments based on three
different evaluation protocols: a) subject-generic protocol, where each subject
was used once as a test set. b) The subject-specific protocol, where each sub-
ject was examined separately. For each subject, two of the trials constitute the
training set and the other two trials form the test set. c) The cross-subject
protocol, where the models are trained on half of the subjects (1, 3, 5, 7) and
tested on the other half (2, 4, 6, 8). The respective results refer to the average
accuracy of all rounds of experiments. The classification algorithms evaluated in
this work are: Linear Discriminant Analysis (LDA), k-Nearest Neighbours with
1 neighbour (k-NN), Naive Bayes (NB), Random Forests (RF), Linear Support
Vector Machine (LSVM) and Kernel SVM (KSVM) with quadratic kernel. We
also experimented with a higher number of neighbours for the k-NN classifier,
but, the accuracy dropped significantly, mainly because the training set is small
relative to the high number of classes.

4.2 Inertial Sensor Performance Analysis

The recordings of the wearable inertial sensor were tested for their performance
together and separately. As seen in Table 1, which presents the accuracy levels
of all experiments of the three evaluation scenarios, we cannot draw conclusions
on which scheme performs best, as it seems that this varies depending on the
classifier. In case of the subject specific evaluation scenario, the combination of
accelerometer and gyroscope performs better. This is not the case though in the
other two evaluation scenarios, where there are classifiers that produce better
results using the readings of the one sensor only. Such observations are usually
reported in relevant studies, where there is always present heterogeneity caused
by different subjects, different sampling frequencies or even different placement of
sensors. Another reason would be the number of actions recorded in the current
dataset. Regarding the performance of the classification algorithms, LDA and RF
produced the best accuracy levels. The experiments reproduced from the baseline
paper [14] did not yield the same results, probably because of a misconception
in the description of the evaluation or feature extraction steps.
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Table 2. 8-fold cross validation using various GMM vocabulary sizes.

4 words 8 words 16 words 32 words 64 words

LDA 0.886 0.959 0.973 0.979 0.962

kNN 0.926 0.957 0.968 0.980 0.979

NB 0.792 0.828 0.853 0.851 0.838

RF 0.921 0.938 0.956 0.965 0.954

LSVM 0.902 0.956 0.976 0.990 0.986

KSVM 0.011 0.008 0.008 0.015 0.005

Table 3. Performance of depth sensor.

Sbj Generic Sbj Specific Cross Sbj

LDA 0.856 0.860 0.781

kNN 0.572 0.993 0.458

NB 0.796 0.670 0.681

RF 0.826 0.984 0.809

LSVM 0.779 0.998 0.747

KSVM 0.502 0.970 0.433

4.3 Depth Sensor Performance Analysis

To infer the optimal number of Gaussians of the GMM clustering, that is, the
number of visual words of the vocabulary, an initial experiment was conducted,
using 8-fold cross validation on the entire dataset with random splits. The values
for the size of the codebook that were tester are: 4, 8, 16, 32 and 64 words. Table 2
shows the results. Nearly all the classifiers achieve their peak performance with
32 GMM words, therefore, the sweat spot is roughly around this value and is used
in all further experiments. Table 3 shows the performance of the depth sensor for
every classifier in every evaluation protocol. It can be seen that in general, LDA,
Random Forests and Linear SVM perform consistently better than the others
in all the tests. Moreover, the method performs better in the subject specific
protocol, where there are no unseen subjects in the test set.

4.4 Sensor Fusion Performance Analysis

Figure 1 shows a comparison of the fusion approaches with the individual modal-
ities for each evaluation protocol. In most cases the early fusion scheme performs
better, or at least equal, to both the inertial and depth modalities and the late
fusion scheme. This conclusion holds true for the majority of the classifiers in
all tests. On the contrary, there are cases where late fusion performs worse than
the separate modalities. In general, we can safely conclude that early fusion is
the most appropriate technique, irrespective of the classifier.
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Fig. 1. Performance comparison of individual modalities with early and late fusion.

Table 4. Comparison with state-of-the-art. I= Inertial, D = Depth, I+D = Fusion.

Work Modality Sbj Generic Sbj Specific Cross Sbj 8-fold cv

Chen et al. 2015 [5] I – – 0.661 –

D – – 0.672 –

I+D – – 0.791 –

Elmadany et al. 2015 [15] D – – 0.734 –

Chen et al. 2015 [4] I 0.764 0.883 – –

D 0.747 0.851 – –

I+D 0.915 0.972 – –

Zhang et al. 2017 [34] D – – 0.844 –

Ehatisham et al. 2019 [14] I – – – 0.916

D – – – 0.815

I+D – – – 0.970

Dawar et al. 2019 [12] I – – 0.815 –

D – – 0.759 –

I+D – – 0.892 –

Weiyao et al. 2019 [32] D – – 0.887 –

Sidor et al. 2020 [27] D 0.886 0.993 – –

Ours I 0.787 0.913 0.786 0.904

D 0.856 0.998 0.809 0.990

I+D 0.873 0.998 0.853 0.997



376 P. Giannakeris et al.

4.5 Comparison with State-of-the-Art

Table 4 shows a detailed comparison with the state-of-the-art works in the same
dataset. Our method’s results are taken from the best performing classifier on
the corresponding evaluation protocol and for each one of the inertial, depth and
early fusion approaches. For other works, the reported results are presented on
the corresponding field, depending on what protocols have been followed. It can
be seen, that our method outperforms all other works on the subject specific
and 8-fold cross validation protocols. Regarding the subject generic evaluation,
our early fusion technique is surpassed by the decision-level fusion of [4], despite
the fact that the separate modalities in our methodology perform better. This
is an indication that more sophisticated fusion may boost our results in the case
of unseen subjects. Regarding the cross subject evaluation, which is the most
popular protocol, our fusion technique is surpassed by the deep learning-based
fusion of [12], but our depth modality scores higher. Still, our method’s early
fusion scheme achieves competitive accuracy (down by a factor of 0.04) without
data augmentation which is required in [12] to train deep CNNs.

5 Conclusions

In this work we have presented an effective methodology for human action recog-
nition, based on fusion of inertial and depth data. Regarding the depth sensors,
the 3DHOG and Fisher encoding methodology can produce discriminative fea-
tures of actions and even compete with deep learning approaches, particularly
for actions of previously seen subjects. The dataset used for this work con-
sisted of many subjects and recorded actions. This heterogeneity seems to have
affected the results of the inertial sensors’ analysis. However, any discrimina-
tive information in the features can be exploited with a simple and inexpensive
early fusion, as the results suggest. LDA, Random Forests and Linear SVMs
are the best choices for HAR classification using these features. Overall, there
is still room for improvement regarding actions of unseen subjects, which would
require robustness to arbitrary physical dimensions or specific movement pat-
terns of subjects.
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Abstract. Many music streaming portals recommend lists of songs to
the users. These recommendations are often results of black-box algo-
rithms (from the user’s perspective). However, irrelevant recommenda-
tions without the proper justification may considerably hinder the user’s
trust. Moreover, user profiles in music streaming services tend to be very
large, consisting of hundreds of artists and thousands of tracks. So, not
only the recommendation procedure details are hidden for the user, but
he/she often lacks a sufficient knowledge about the source data the rec-
ommendations are derived from. In order to cope with these challenges,
we propose SpotifyGraph application. The application aims on a com-
prehensible visualization of the relations within the Spotify user’s profile
and therefore improve understandability of provided recommendations.

1 Introduction

Recommender systems (RS) recently stormed many diverse domains throughout
the internet and most users are confronted with some kind of recommendation
on a daily basis. One of the main application domains for RS are music streaming
services, such as Spotify. However, the recommendations given to users are usually
based on some black-box algorithms and the users might not understand, why
the songs or artist were recommended to them. Sometimes, this attitude works
well, e.g. for rather obvious recommendations, or if some explanation strategy is
employed. However, the situation becomes challenging for more picky users with
strict preferences, for users with diverse interests in many music genres or styles,
or if the provided explanation does not contain features relevant for the user.

Furthermore, given the fast consumption of objects (i.e., it requires only a
few minutes to play a song), user profiles may easily grow to hundreds of artists
or thousands of played tracks. Often, users does not have sufficient knowledge
of what their profile may contain. Therefore, not only the recommending algo-
rithms are black-box, but user’s profiles, i.e. source data of the recommending
algorithms, becomes partially black-box as well.

Therefore, it would be desirable to provide to users a comprehensible visual-
ization of their profiles to help them understand at least the source data of RS,
or which part of their profile contributes to given recommendations the most.

c© Springer Nature Switzerland AG 2021
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In this demo paper, we propose a SpotifyGraph application aiming to provide
an interactive graph-based visualization of Spotify user’s profile. The applica-
tion specifically aims on disclosing the inner structure of the underlined data as
understood by Spotify. The applied visualization paradigm is essentially a hierar-
chical force-directed graph with several explanation strategies. The application
also provides recommendations of additional artists related to the particular
segment of user’s profile. One of the additional SpotifyGraph’s features is the
ability to export/import other user’s graphs and therefore it can be also used as
a convenient form of communicating and sharing other user’s music tastes.

In a broader sense, the goal of SpotifyGraph is to enable users to realize, how
connected their world of music is and let them enjoy the moment of exploring
the inner structure of it.

Spotify API is utilized to collect the necessary data. Apart from users, there
are three main types of entities in Spotify API: Artists, Albums and Tracks. In
SpotifyGraph, we primarily focused on visualizing artists connected to the cur-
rent user. This option was selected for several reasons. First, given the cardinality
of artists as compared to albums or tracks, artists are the most compact entity
to represent and therefore allows reasonably uncluttered visualization and some
performance improvements as well. Also, artist entities subjectively contains
most of the user-understandable metadata, such as genres, images, popularity
or related artists. However, in order to give users more complete information
(i.e., for cases where the recommendation is not obvious) a list of (playable)
artist’s tracks should be provided as well. Overall, SpotifyGraph utilizes follow-
ing data: user’s saved tracks and corresponding artists, user’s followed artists,
related artists for all artists listed in the previous steps, metadata for all collected
artists and finally top tracks per artist and respective metadata for them.

There are several projects that aim on music visualisation, e.g. geMsearch
[3], Graphsify [2], music-map.com, or MusicMapp [1]. However, these application
often focus on a different task (search results visualization [2,3], music as whole
[1]), focus on different entities to visualize or do not incorporate the concept
of a user profile. Only a small fraction of related work focus on the artists-
level visualizations or complete user profile visualization, extension and sharing.
Providing users a comprehensible and interactive visualization of their profiles
seems like a unique goal among the related work.

2 SpotifyGraph Application

As was already mentioned, SpotifyGraph provides a graph-based visualization of
user’s music profile on the artists granularity level. So, let us first introduce two
key concepts: artist’s weight wa and artist-to-artist edge’s weight ei,j . Weight of
artist a in the context of current user u is defined as

wa = wf ∗ fu,a + wl ∗
∑

∀t∈a

lu,t + wp ∗ pa (1)

where fu,a is a follow relation, lu,t is a like relation for a track t and pa is an
overall popularity of artist a. Hyperparameters wf , wl and wp were kept static

http://music-map.com/
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Fig. 1. Main view: (a) selection of the main view plane depicting the layout of artist’s
clusters. Users are allowed to move individual nodes, zoom into a part of the graph or
select some of the clusters. (b) Small components layout algorithm illustration. Empty
cells around the visualized content are detected and fitting small components are placed
there. Remaining small components are displayed below the main part of the graph.

for the demonstration, but we plan to either auto-tune them or let users to set
them manually in the future work. For artists i and j, their edge weight score is

ei,j = ri,j + rj,i + wg ∗ |Gi ∩ Gj | (2)

where r is the related artists relation, Gi is a set of genres for artist i and wg

hyperparameter was kept at 0.2.
Note that for many regular Spotify users, the size of their profile may easily

grow to several hundreds of entities to display. This would result into highly
cluttered visualization incomprehensible for the user. Therefore, we aimed on
visualizing aggregated information for clusters of artists first (i.e. the Main view
- see Fig. 1a) and the content of a single selected cluster later (i.e. the Single
cluster view, see Fig. 2).

2.1 Main View

Clustering and Layout. As a first task in the visualization pipeline, we
need to construct the clusters of similar authors. In order to do that, some
graph clustering technique is applied on each connected component of artists
(w.r.t. edges defined in Eq. 2). Upon some preliminary experiments, we uti-
lized a modified spectral clustering [6] for this demo. The clustering is per-
formed recurrently, while we maintain adaptive maximal and minimal clus-
ter sizes and merge too small clusters with the closest ones. The edge weight
between arbitrary clusters C, C̄ is calculated as the sum of their interconnecting
edges, i.e. eC,C̄ =

∑
∀(i∈C,j∈C̄) ei,j . We utilized a force-directed layout, namely

Fruchterman-Reingold algorithm [4] to visualize the clusters. However, due to
the size of individual nodes, there was a considerable volume of node overlaps in
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Fig. 2. Single cluster view of the SpotifyGraph application. Graph of artists from the
selected cluster is depicted in the central area. Left panel provides some aggregated
information about the current cluster. Top panel contains the most similar clusters
to the current one. Below the artists graph, there is the list of top-k recommended
unknown artists similar to this cluster. Upon clicking on recommendation, the related
artists are highlighted in yellow. The right panel contains top songs for the selected
artist. These can be played or set as liked. (Color figure online)

the visualization. Therefore, the layout is further processed via a growing tree
overlaps removal [5].

Finally, we observed that user profiles often contain a larger volume of small
components with 1 to 3 clusters and the layout algorithm often left a lot of free
space around the corners. This results into an inefficiency, while displaying larger
volumes of nodes (i.e., the layout significantly exceeds initially visible area).
Therefore, we utilized a fixed layout for small components with 1–3 clusters and
a custom placement strategy for them as illustrated on Fig. 1b.

Cluster Content Visualization. For each cluster of artists, several explana-
tion strategies are utilized. First, names and images of top-k artists (based on
Eq. 1) are depicted. This visually significant information (e.g., a well-known logo
or a portrait) may give users a quick feedback on the cluster’s content. Sec-
ond, some important music style features (e.g., language of the lyrics) may be
connected with the artists’ country of origin, which can be parsed from genres
metadata for some artists.1 Therefore, if at least a 40% of cluster’s artists share
the same country of origin, it is displayed as a flag on the node’s background.
Examples of prevalently French and UK clusters are depicted on Fig. 1a.

1 Generally, this information is often absent for artists from English-speaking countries
but mostly present for the others.
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Finally, the sequence of cluster’s captions is generated from artist’s genres
via Algorithm 1. The algorithm aims to provide the most representative genres
(or any other metadata) w.r.t. their cardinality, but omit too similar ones (e.g.,
if the “classical rock” genre is already in the caption, the “rock” genre would not
provide any novel information and should be omitted). Note that the condition
on line 7 could be exchanged e.g. with similarity of genre embeddings. However,
we opted for this simple yet easily controllable solution due to a very plain
vocabulary utilized in the genre metadata. For each cluster, first k captions
are displayed. The exact volume depends on the level of zoom-in (i.e., more
description is provided upon zooming into a part of the graph).

Algorithm 1: Cluster’s caption generation
1 G ← all artists’ genres with removed country names
2 Gf ← select unique g ∈ G; sort them by cardinality
3 C ← [] (constructed caption)
4 Wu ← [] (list of words already in caption, with repetition)
5 foreach g in Gf do
6 Wg ←− g.split(’ ’)

7 if |w ∈ Wu : w ∈ Wg| < 2 and |Wg ∩ Wu| < |Wg| then
8 C.append(g)
9 Wu.append(words)

10 return C

2.2 Single Cluster View

If a user decides to inspect details of some cluster, the single cluster view is
displayed (see Fig. 2). The same layout technique as in the main graph is utilized
to display individual artists. Furthermore, user has a chance to remove less
important nodes or edges via a slider on the left and make the visualization
less cluttered.

Apart from this main plane, several panels with additional information are
displayed. Among the most notable features is the recommendation component
on the bottom. Depicted recommendations represent top-k unknown artists most
similar to the current cluster C. The score for each artist r̂j is calculated as r̂j =∑

∀i∈C wi∗ri,j , where ri,j is the related artists’ relation provided by Spotify API
and wi is the weight of artist i as defined in Eq. 1. Furthermore, in order to better
explain the source of the recommendations, all related artists are highlighted
upon the selection of a recommended artist j. This is also illustrated on Fig. 2,
where the link between recommended The Animals and already known The
Doors, The Rolling Stones and The Kinks is displayed. Analogical visualization
could be utilized in Spotify as an additional explanation strategy for provided
recommendations. Furthermore, artist’s inspection panel (right) contains top
tracks of the respective artist, which can be played or liked, so the user’s profile
can be enhanced by newly found songs.
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3 Conclusions and Future Work

In this demo paper, we presented SpotifyGraph application for visualization of
user’s preferences in music. The application aims on a comprehensible interactive
visualization of the underlined connections in Spotify user’s profile in the form of
force-directed graphs. It further provides recommendations targeted to a specific
subset of user’s profile, options to extend his/her Spotify profile and possibility
to share his/her profile visualizations with others.

There are multiple future work directions including both application improve-
ments and research opportunities. We plan to experiment with additional recom-
mending strategies, such as purely content-based and hybrid recommendations,
calibration of recommendations [7] or utilization of external recommending ser-
vices. Cluster visualizations, especially caption generation may be improved as
well. We plan to focus on the interplay between genre’s cluster-wise support,
its uniqueness among other clusters, information compactness (i.e. description
length) and similarity to already selected content. We would also like to eval-
uate various layout pipelines and their effect on user’s cognitive tasks. Also,
some extensions towards tune-ability of the application can be made (e.g., edge
weights calculation or clustering parameters). The main challenge here would be
to find a comprehensible GUI for users, or to learn the hyperparameter values
based on their behavior. Finally, the application can be also extended by some
graph fusion tools enabling users to compare multiple profiles and extend their
own in the process.

Acknowledgements. This paper was supported by Czech Science Foundation
(GAČR) project 19-22071Y, and by Charles University grant SVV-260588. Source
codes are available from gitlab.com/gajdusep/spotifygraph, where testfiles folder
contains several examples of exported graphs. Live demo is available from
gajdusep.github.io/spotifygraph.
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Abstract. The evaluation of the performance of interactive multime-
dia retrieval systems is a methodologically non-trivial endeavour and
requires specialized infrastructure. Current evaluation campaigns have
so far relied on a local setting, where all retrieval systems needed to be
evaluated at the same physical location at the same time. This constraint
does not only complicate the organization and coordination but also lim-
its the number of systems which can reasonably be evaluated within a set
time frame. Travel restrictions might further limit the possibility for such
evaluations. To address these problems, evaluations need to be conducted
in a (geographically) distributed setting, which was so far not possible
due to the lack of supporting infrastructure. In this paper, we present the
Distributed Retrieval Evaluation Server (DRES), an open-source evalua-
tion system to facilitate evaluation campaigns for interactive multimedia
retrieval systems in both traditional on-site as well as fully distributed
settings which has already proven effective in a competitive evaluation.

Keywords: Interactive multimedia retrieval · Retrieval evaluation

1 Introduction

Due to the continuous growth of multimedia collections in terms of their size and
diversity, multimedia retrieval has evolved to a major discipline in the general
field of “Big Data” research. Tools and techniques to efficiently store, manage,
and search such data corpora have become more important, and a lot of research
effort went into exploring techniques to extract features from media data, to
store and manage large quantities of such data, and to efficiently index it so as
to facilitate fast access even for collections beyond billions of entries [3,4,8].

Despite all these efforts, however, it has been shown repeatedly [7,9] that the
task of finding a particular item in a large enough collection still is an interactive
task that requires cooperation between a human actor and a system. This results
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in the more general setting of interactive retrieval, in which users leverage end-
to-end retrieval systems to explore media collections and to satisfy a particular
information need, by refining queries and browsing through result sets.

Evaluating the performance of such systems is a far more difficult and com-
plex undertaking than evaluating the algorithms used by them. Firstly, the
human operator plays an important role in the overall combined human-system
performance since the translation of an information need into a query is an inher-
ently manual problem. Secondly, the task itself is more complex as its solution
requires a sequence of steps involving a combination of techniques. One way
of handling this complexity is by conducting evaluation campaigns such as the
Video Browser Showdown (VBS) [12] for videos or the Lifelog Search Challenge
(LSC) [5] for multimodal lifelog data. In both campaigns, teams from around
the world gather once per year to compare their retrieval systems in a series of
tasks. Each task formulates a particular information need, e.g., by depicting an
example or by describing the desired object. The teams then have a predefined
amount of time to find the item in question and to submit it to the evalua-
tion server. Finding the correct item quickly is rewarded with a higher score,
whereas wrong submissions or taking a lot of time are penalized. This setting
incentivizes participants to continuously refine their systems in all aspects. It can
be attributed to the success of such campaigns, that the evaluation setting has
changed and adapted over the years. As systems become better, tasks need to
become more challenging. With the increasingly complex techniques employed in
systems, it is also no longer sufficient to simply rank these by their performance
during an evaluation. Instead, one has to collect sufficient data so as to be able
to explain why any one system performed better than another for a certain type
of task, which requires specialized logging infrastructure.

The contribution of this paper is a demo of the Distributed Retrieval Eval-
uation Server (DRES)1 – a modular and extendable open source system that
generalizes not only the aforementioned, interactive evaluation setting concep-
tually but also enables a user to setup and hold various retrieval evaluations.
DRES comes with a standardized API for logging, which can be used to collect
metrics regarding the performance of individual systems. Since evaluating inter-
active retrieval systems in an on-site setting may not always be feasible, DRES
is explicitly designed to support such evaluations in a distributed setting, where
participants can reside in different locations. DRES has already been successfully
used in multiple distributed retrieval evaluations outside of the larger interna-
tional campaigns and is scheduled to replace the previously used VBS Server2

from LSC 2020 and VBS 2021 onward. Its flexible architecture also enables its
use in other retrieval evaluation campaigns.

The remainder of this paper is structured as follows: Sect. 2 briefly surveys
related work. Section 3 introduces some of the concepts, gives a system overview
and motivates some of the design decisions behind DRES. Finally, Sect. 4 pro-
vides some conclusion and outlook on future work.

1 https://dres.dev/.
2 https://github.com/klschoef/vbsserver/.

https://dres.dev/
https://github.com/klschoef/vbsserver/
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2 Related Work

Evaluating multimedia retrieval solutions in a competitive, challenge-focused
setting has been an established practice for many years. The first such eval-
uation campaigns—such as the TREC Video Track [13] which later turned
into TRECVID [1] or ImageCLEF [2], both established in 2001 and 2003
respectively—were set up as non-interactive evaluations. More evaluation cam-
paigns in the multimedia domain have been started over the years – many of
them in the context of the MediaEval benchmarking initiative, which has been
active since 2008. However, none of these challenges have so far been evaluated
interactively.

An early example for an interactive retrieval evaluation campaign was Vide-
Olympics [14] from 2008, which had tasks similar to TRECVID’s Ad-Hoc Video
Search but took place live in front of an audience. The Video Browser Show-
down (VBS) [12] campaign was started in 2012 [11] and has since been held
annually in conjunction with the International Conference on MultiMedia Mod-
elling, making it the longest running interactive multimedia retrieval campaign
to date, relying on an ever increasing video collection [10]. The tasks evaluated
during VBS have undergone some changes over the years. As of 2020, there were
three types of tasks: (1) a Visual Known-Item Search (Visual KIS) task, where
participants have to find an unique video segment of roughly 20 seconds in length
from within a pre-defined dataset, (2) a Textual Known-Item Search (Textual
KIS) task where an unique video segment must be found based on a precise
textual description, and (3) an Ad-Hoc Video Search (AVS) task, where par-
ticipants are required to find as many video segments as possible that match a
rough textual description. This last task type is similar to the challenge posed by
VideOlympics, but employs human judges rather than a pre-determined ground
truth, since increasing dataset sizes made exhaustive pre-labelling of the data
impractical. All task types are solved by experts, which are usually the develop-
ers of the retrieval systems. Visual KIS and AVS tasks are additionally solved by
novices who are selected from the conference audience and have no prior experi-
ence with any particular system, in order to assess the usability of the retrieval
systems for non-specialists.

Inspired by the VBS, the Lifelog Search Challenge (LSC) started in 2018 [6]
as a workshop at the ACM International Conference on Multimedia Retrieval,
where it is since held annually [5]. The challenge is similar to the Textual KIS
task, but uses lifelog data consisting of image sequences as a retrieval target,
which were captured by a wearable camera and annotated with various meta-
information.

3 DRES: System Overview

The following describes the inner workings of the system, its architecture and
interaction models as well as certain considerations made during its design in
order to support present and future requirements.
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3.1 Capabilities

DRES is designed to meet the requirements posed by interactive retrieval cam-
paigns both presently and in the foreseeable future and to be easily extend-
able should new requirements arise. An evaluation in DRES consists of multiple
retrieval tasks. Each task is based on a defined media collection, which can con-
tain any type of media such as images, videos or audio. In order to support a
wide range of evaluation settings, retrieval tasks can be configured by an evalu-
ation coordinator to meet any given need. Such tasks are composed of a set of
hints and a set of targets. The target can either be predefined as one or many
media objects, a temporal range within a media object, or not specified at all. In
the latter case, submissions are forwarded to a judgement mechanism, to have
the correctness of a submitted result determined by an external (human) judge-
ment. The hints are presented to the participants during a task and they can
consist of text, images, or videos as well as any combination thereof. Hints can
be arranged on a timeline such that the displayed information changes over time.

The flexible data model of DRES enables evaluation coordinators to build
tasks of various types, such as the aforementioned Textual KIS type. Such a
task’s hints are textual and typically, they come with three hints each starting
0, 60 and 120 seconds into the task, where each hint is replaced by the next one
and the last hint remains active until the end of the task. The target of such a
task is then simply a temporal range within a video item.

Further configurations enable evaluation coordinators to specify if a submis-
sion preview is to be shown while the task is still running or if a submission
needs to specify a temporal range in addition to a media item. The modular
and flexible design would enable evaluation coordinators to expand upon the
currently known Textual KIS task by, e.g. adding a doodle of the description
for the second half of the task duration as a visual aid. A user management
component keeps track of all participants of an evaluation and ensures that all
submitted solutions to a task are attributed to the correct team and member.
A dedicated component collects interaction- as well as result-logs submitted by
the participating systems [9] which can be used to gain additional insights into
the system behaviours and search strategies.

3.2 Architecture

Architecturally, DRES can be divided into two primary components: a back-
end and a front-end. The back-end manages the evaluation configurations and
the individual evaluations, i.e., instances of a specific configuration, as well as
the required multimedia collections and user data. It communicates with the
users through an interactive shell as well as a RESTful API, which adheres to
the OpenAPI standard. The RESTful API is primarily used by the front-end,
however, there is a public API that can be used to submit results and report
system metrics such as user/system interactions and excerpts of query results.

The front-end runs in a web-browser in order to minimize software require-
ments on the user’s side. The primary purpose of the front-end is to present the
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tasks to the participants during an active evaluation and to let the organizers
manage the sequence of tasks. It also provides functionality for evaluation and
task configuration as well as the management of users and media collections.

The back-end is primarily structured around a component called RunExecu-
tor, which coordinates an arbitrary number of RunManagers that in turn are
responsible for an individual evaluation. Each RunManager is initialized with
an evaluation configuration that specifies the tasks of the evaluation and infor-
mation about the participants trying to solve them. This configuration serves as
a sort of template for the individual instances (i.e., a run) of an actual evalua-
tion, which are then managed by a RunManager. The system currently supports
synchronous runs, meaning all participants get the same task at the same time.
Asynchronous runs where participants solve the same tasks but not necessarily
all at the same time are planned for future expansions.

3.3 Demonstration

During the demonstration, visitors will not only be able to see the participant
facing side of the system, which they might already have seen during an evalu-
ation such as VBS or LSC, but be able to experience the entire workflow from
setup of an evaluation, configuration of tasks and running of the campaign itself.

4 Conclusion and Outlook

In this paper, we introduced DRES, the Distributed Retrieval Evaluation Server,
an open-source system that can be used to setup and host evaluation sessions for
interactive multimedia retrieval solutions for both on-site as well as distributed
settings. Its flexible data model and modular architecture enables it to support
all types of evaluation tasks currently in use by established evaluation campaigns
such as VBS and LSC as well as further constellations, which might become rele-
vant in the future. The support for distributed evaluation settings opens up new
avenues to advance the state of interactive multimedia retrieval by eliminat-
ing the spatial restrictions as well as reducing the organizational and financial
overhead of holding an evaluation in one common location. First experiences
gathered with distributed evaluations are promising and we expect that such
settings will become a powerful augmentation to the established, localized ones.
Currently, DRES supports synchronous evaluations, where all participants solve
the same task at the same time. In future versions, we aim to also support asyn-
chronous evaluations, where participants can solve the same tasks independently
of one other hence offering spatial as well as temporal distribution. This would
further reduce the burden placed on participants, especially in larger distributed
settings, which might stretch across multiple time zones.

Acknowledgements. This work was partly supported by the Hasler Foundation in
the context of the project City-Stories (contract no. 17055).
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Abstract. Concept-free search, which embeds text and video signals in
a joint space for retrieval, appears to be a new state-of-the-art. How-
ever, this new search paradigm suffers from two limitations. First, the
search result is unpredictable and not interpretable. Second, the embed-
ded features are in high-dimensional space hindering real-time indexing
and search. In this paper, we present a new implementation of the Vireo
video search system (Vireo-VSS), which employs a dual-task model to
index each video segment with an embedding feature in a low dimension
and a concept list for retrieval. The concept list serves as a reference to
interpret its associated embedded feature. With these changes, a SQL-
like querying interface is designed such that a user can specify the search
content (subject, predicate, object) and constraint (logical condition) in
a semi-structured way. The system will decompose the SQL-like query
into multiple sub-queries depending on the constraint being specified.
Each sub-query is translated into an embedding feature and a concept
list for video retrieval. The search result is compiled by union or pruning
of the search lists from multiple sub-queries. The SQL-like interface is
also extended for temporal querying, by providing multiple SQL tem-
plates for users to specify the temporal evolution of a query.

Keywords: SQL-like interpretable search · Concept-free search ·
Concept-based search · Interactive video search · Video browser
showdown

1 Introduction

Video Browser Showdown (VBS) is a live interactive video search held in every
year [4,5,9]. It is a well-known benchmark to evaluate the video search sys-
tem in the literature. This benchmarking activities include three tasks: visual
known-item search, textual known-item search, and ad-hoc video search. Visual
known-item search provides a visual content of the target video as the query,
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and the participants need to find the corresponding video clip from a large video
collection within a short period of time. The textual known-item task textually
describes the audio-visual content of a video as the query. In contrast, ad-hoc
video search (AVS) does not assume the knowledge of a target video. The task is
to search as many video clips as possible that meet the query description in text.

One of the key features in solving these tasks is to perform the cross-modal
search by understanding of video semantics and user search attention [9]. With
a user’ input query, the system should manage to effectively and efficiently find
highly relevant video clips at the top of the ranked list. Most of the previous
participants in VBS applied concept-based methods as their text-to-video search
models [6]. Concept-based methods rely on concept classifiers to index a bunch
of concepts in the videos, and in the real scenario, users could retrieve videos
by these concepts. Due to the success of deep learning, the accuracy of concept
detection has improved tremendously, boosting the performance of interactive
search [9]. Recently, concept-free methods which embed video and text in a joint
space has shown their supreme performances in the text-to-video retrieval, and
become the new state-of-the-art in AVS task [3,10].

However, as concept-free methods perform matching in a black-box man-
ner, the result is not interpretable. For instance, a user might be frustrated for
requiring to attempt different ways of expressing a text query in order to obtain
a satisfying result. Furthermore, the current concept-free models [3,10] embed
features in high-dimensional space. The high demand in memory consumption
hinders real-time indexing and search.

To solve the aforementioned shortcomings, in this paper, we introduce a
new version of our Vireo video search system (Vireo-VSS), which incorporates a
dual-task model [10] for the text-to-video search. The dual-task model trains the
concept-free method and concept-based method in an end-to-end deep network.
The concept-based method decodes the embedding feature of the concept-free
method into a list of concepts for interpretation. In the implementation, we
perform dimensionality reduction of the model to allow it suitable for real-time
application. Besides, a SQL-like querying interface is designed for users to formu-
late the query in an explicit way. Instead of providing one text box for inputting
the whole query, we allow several kinds of text boxes for querying, e.g., sub-
ject, predicate, object text boxes. The motivation is to relieve the user from the
trial-and-error way of querying, and instead to focus on expressing the object-
of-interest and their relationship in a fill-in-the-blank manner. The interface also
allows users to specify time, location, and logical constraints with ease, instead of
formulating these constraints into a long sentence. According to what the users
put in this interface, the system will generate one or multiple sub-queries, and
input them to the dual-task model for search. The following sections describe
the Vireo-VSS in details.

2 Dual-Task Model for Real-Time Interactive Search

Our Vireo-VSS employs a dual-task model [10] for cross-modal search. The dual-
task model is comprised of two tasks that are learnt end-to-end with neural
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Table 1. Performance comparison (mean xinfAP) when reducing the dimensionality
of embedding features from 2,048 to 256 on TRECVid AVS datasets.

Datasets IACC.3 V3C1 Mean

Query sets tv16 tv17 tv18 tv19

2,048-dimensional models

Concept search 0.148 0.147 0.091 0.115 0.125

Embedding search 0.163 0.232 0.118 0.160 0.168

Fusion search 0.185 0.241 0.123 0.185 0.184

256-dimensional models

Concept search 0.140 0.144 0.087 0.111 0.121

Embedding search 0.146 0.229 0.121 0.160 0.164

Fusion search 0.166 0.243 0.126 0.174 0.177

networks. The first task is the textual-visual embedding matching which aims to
minimize the distances between matched video-text pairs in a joint space. The
other task is the multi-label concept classification to recover semantic concepts
from the visual embedding. Two tasks are trained simultaneously to ensure the
semantic consistency such that the embedding feature can properly reflect the
video content when being decoded.

The dual-task model provides three schemes for search: embedding search,
concept search and fusion search. Embedding search is based on the visual-
textual embedding matching task. By inputing a textual query q, the model
measures the similarity between the embeddings of the query τ(q) and a video
φ(vi). A score is computed for each video based on their cosine similarity:

scoreembedding(q, vi) = sim(τ(q), φ(vi)). (1)

Concept search is based on the trained model in the multi-label concept clas-
sification task. In the testing stage, the trained dual-task model provides each
test video vi a predicted concept vector ŷ(vi) ∈ R

n+. The dimension n is equal
to the number of concepts in the concept bank, and each value of ŷ(vi) gives
the predicted probability of a concept appearing in the video vi. Given the user’
s input query q, a vector cq ∈ {0, 1}n will be formed composing of concepts
extracted from q. Then, a concept score will be computed:

scoreconcept(q, vi) = sim(cq, ŷ(vi)). (2)

The fusion search uses a linear function to combine the embedding and concept
scores as:

scorecombined(q, vi) = θ ∗ scoreconcept(q, vi) + (1 − θ) ∗ scoreembedding(q, vi). (3)

The fusion weight θ ∈ [0, 1] can be defined by the user in the interactive search.
A value of 0 or 1 corresponds to the pure concept-based or pure concept-free
search respectively.
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However, the high-dimensional embedding features in the original dual-task
model [10] hinders its usage in real-time index and search. Thus, we develop a
dual-task model in low dimensional space in this paper for interactive search.
We change the output dimension of the embedding feature from 2,048 to 256.
As a result, the memory consumption is significantly reduced from about 16 GB
to 2 GB, and the search speed is improved to 0.3 seconds per query on a stan-
dard PC. The empirical results also verify that the dimension reduction only
slightly degrades the performance. Table 1 shows the comparison results on the
TRECVid AVS task. We test them on two benchmarks datasets [1,2] across
four query sets released in the years of 2016–2019. Although the dimensionality
reduction brings some drops in the performances on most query sets, the drops
only happen on a relatively low ratio of queries. Only 38 out of 120 queries hap-
pen to drop in both the embedding search and concept search. Most of them are
complex queries which describing rich interaction between human and object.
For example, the query “Find shots of a person holding, talking or blowing into
a horn” has degraded from 0.246 to 0.031 on embedding search. A big drop also
happens on the query “Find shots of a person holding, opening, closing or hand-
ing over a box”. The performance degradation might due to the lower capacity
of the model in low-dimensional space in encoding complex information. We also
try the indexing method KGraph1. While the speed is improved to 0.1 seconds
per query, the retrieval performance drops further.

3 The SQL-Like Interface

The SQL-like interface is presented in Fig. 1. Rather than providing one text box
only for users to input the query, we allow users to manually specify the search
content (subject, predicate, object) and constraint (logical condition) in a semi-
structured way. For the constraints, in each text box, users can specify the “OR”
relation between terms using commas, and “AND” relation using semicolons.
The “NOT” text box is allocated for the “NOT” statement in the query. Two
examples of how a user can express queries into these text boxes are illustrated in
Fig. 1. The system will decompose the SQL-like query into multiple sub-queries
based on the constraint being claimed. For example, the query in Fig. 1(a) is
parsed into two sub-queries: “two people kissing” and “bride and groom”. These
sub-queries are separately fed into the dual-task model to retrieve two sets of
similar videos. In this example, the top-rank videos retrieved by the first query
(“two people kissing”) will be downgraded to lower rank if they are also ranked
high by the second query (“bride and groom”). When a query is short, e.g.,
“woman wearing glasses”, the user can simply input the whole query in one of
the text boxes while leaving the remaining boxes blank.

1 https://github.com/aaalgo/kgraph.

https://github.com/aaalgo/kgraph
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Fig. 1. The SQL-like interface for interactive search. The figure shows two examples of
how to express queries. (a) An ad-hoc query “Find shots of two people kissing who are
not bride and groom”; (b) A textual known item search (KIS) query “A black musician
standing in a NYC subway station and talking to people. He wears a white shirt”. The
ad-hoc query is decomposed into two sub-queries and the KIS query is translated into
“black musician wearing white shirt talking and standing in NYC subway station”.

4 The Vireo Video Search System

We integrate the dual-task model presented in Sect. 2 and the SQL interface
presented in Sect. 3 into our video search system. In the end, the Vireo-VSS

Fig. 2. Vireo-VSS provides multiple querying methods. In this example, a text query
is combined with the color-sketch query to search for videos with “A person riding a
bike or motorbike while not on a dirt road, and the resulting videos are constrained by
the green color on the top-right corner” (Color figure online).
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(shown in Fig. 2), which is going to be demonstrated in the VBS 2021, includes
the following modules and functions:

◦ Query-by-sketch. We keep using the simplified color-sketch retrieval model
presented in [6] because of its promising performance in solving visual known-
item search task.

◦ Query-by-text. We provide two approaches for text-based search. First, a user
can input a query into a text box to search for any text in the metadata,
detected on-screen text, or video speech [6]. Second, a user can parse and
input a query into the interface presented in Sect. 3 to search using our dual-
task model.

◦ Query-by-example. We utilize our approach in [7] which employs the nearest
neighbor search for master-shot key-frames in the video dataset. Instead of
using the feature extracted from CNN for matching, we use the embedding
feature and the concept feature of the video segments extracted from our
dual-task model.

◦ Temporal query. As the temporal query is useful in solving textual known-
item search query, we keep this function used in [8]. It is noted that this
function is implemented for both sketch-based and text-based search, and it
allows users to specify queries in time t and time t + 1.

◦ Filtering. We provide three filtering functions to filter out black and white,
black bordered, and dark video frames.

5 Conclusion

We have presented two new features, dual-task model for cross-modal search
and SQL-like querying interface, in the Vireo-VSS. Furthermore, we devise the
dual-task model by dimensionality reduction for real-time search, at the expense
of a slight drop in search performance. To make search results predictable and
tractable, we restrict the way that users formulate a query by filling in a SQL-
like template. As the concept-free approach is insensitive to logical relation, the
search system addresses this problem by automatically generating multiple sub-
queries for feature embedding and search. We expect that these changes will
make Vireo-VSS more capable of dealing with complex and verbose queries.
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Abstract. This paper presents VERGE, an interactive video search
engine that supports efficient browsing and searching into a collec-
tion of images or videos. The framework involves a variety of retrieval
approaches as well as reranking and fusion capabilities. A Web applica-
tion enables users to create queries and view the results in a fast and
friendly manner.

1 Introduction

VERGE is an interactive video search engine that integrates several retrieval
modalities and provides users with a user interface (UI) for formulating different
types of queries and visualising the most relevant shots and videos. After a multi-
year participation in the Video Browser Showdown (VBS) competition [14], the
engine has been adjusted so as to support the Ad-Hoc Video Search (AVS) and
the Known Item Search Visual and Textual (KIS-V, KIS-T) tasks. This year two
new search modalities are introduced, i.e. Face Detection (Sect. 2.4) and Activity
Recognition (Sect. 2.6), while previously used methodologies are improved. In
addition, the latest version of the VERGE UI (Sect. 3) is presented, where fewer
search options enable the same assortment of retrieval modules, offering a more
compact and friendly usage.

2 Video Retrieval Framework

The VERGE framework involves a multitude of search modalities, implemented
as services, that can be used independently, fused or consecutively to rerank the
top results. Through a UI the users are able to readily create queries and view
the most relevant images or videos that match the criteria. A detailed description
of the integrated retrieval methodologies follows in the next subsections, while
the architecture of the framework is depicted in Fig. 1.
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Fig. 1. The VERGE Framework

2.1 Visual Similarity Search

This module retrieves visually similar content using Deep Convolutional Neural
Networks (DCNNs). These features are the output of the last pooling layer of the
fine-tuned GoogleNet architecture presented in [13]. The dimension of the last
pooling layer is 1024 and it is used as global image representation. Eventually,
an IVFADC index database vector is created for fast binary indexing using these
vectors and K-Nearest Neighbors are computed for the query image [7].

2.2 Concept-Based Retrieval

This module annotates each keyframe with a pool of concepts, which comprises
1000 ImageNet concepts, a selection of 300 concepts out of the 345 concepts
of the TRECVID SIN task [12], 500 event-related concepts, 365 scene classifi-
cation concepts, 580 object labels and 30 style-related concepts. To obtain the
annotation scores for the 1000 ImageNet concepts, we used an ensemble method,
averaging the concept scores from three pre-trained models that employ different
DCNN architectures, namely the EfficientB3, EfficientB5 [15] and InceptionRes-
NetV2. To obtain scores for the subset of 300 concepts from the TRECVID
SIN task, we trained and employed two models based on the EfficientB1 and
EfficientB3 architectures on the official SIN task dataset. For the event-related
concepts we used the pre-trained model of EventNet [5]. Regarding the extraction
of the scene-related concepts, we utilized the publicly available VGG16 model
fine-tuned on the Places365 dataset [20]. Object detection scores were extracted
using models pre-trained on the established MS COCO and Open Images V4
datasets, with 80 and 500 detectable objects, respectively. For the style-related
concepts we employed the pre-trained models of [17]. Finally, to offer a cleaner
representation of the concept-based annotations we employed various text simi-
larity measures between all concepts’ labels. After manual inspection of the text
analysis results we formed groups of very similar concepts for which we create a
common label and assign the max score of its members.
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2.3 Text to Video Matching Module

The text to video matching module inputs a complex free-text query along with
a set of video shots and returns a ranked list with the most relative video shots
w.r.t. to the input textual query. For this, the method presented in [3] is utilized,
in which a textual instance (e.g. a sentence) and a visual instance (i.e. a video
shot) are represented into a new common feature space and therefore the direct
comparison between free-text queries and video or image instances is feasible.
The method utilizes an attention-based dual encoding neural network that uses
two similar modules [1], each consisting of multi-level encoding for the video shot
as well as for the natural language sentence, in parallel. For initial video shot
representation, a pre-trained Resnet-152 model is used for every shot’s keyframe
whereas each word sentence is initially encoded as a bag-of-words vector. Then,
both the sentence and the keyframe representations go through three different
encoders (i.e. mean-pooling, attention-based [3], bi-GRU sequential model, and
biGRU-CNN [9]). This multilevel encoding is used in order to project both text
and video instances into a common feature space following the approach of [2].
When it comes to training data, two different datasets were combined, the TGIF
[11] which contains approx. 100k short animated GIFs with one short descrip-
tion per each, and the MSR-VTT [19] consisting of 10k short video clips, each
accompanied by 20 short descriptions.

2.4 Face Detection

This module is a specialization of object detection to human faces. For each shot,
we extract the number of humans that appear. So, the user can easily distin-
guish the results of single-human or multi-human activities using as a searching
parameter the number of persons. The selection of a face detector in contrast to
a person detector is because in crowd-centred scenes the faces can be detected
more efficiently as there are fewer occlusions. To address this, we select the imple-
mentation of BiFPN [16], a bidirectional feature pyramid network that allows
easy and fast multi-scale feature fusion. The model is trained using Google Open
Images [10] dataset, keeping only the defections of the “Human-face” class.

2.5 Video Captioning - Caption-Based Search

This module aims to generate for each shot a representative sentence/caption
using words included in vocabulary, and thus the user can retrieve videos by sim-
ple text search. Video captioning approaches comprise two separate components:
(i) a feature extractor that typically extracts the features of a video by sampling
among the frames using a fixed number as a step, and (ii) an encoder-decoder
that encodes the content and subsequently assigns it to words. To address this,
an RNN-based neural network is used [4] based on [18] that takes into account
the similarity of the words using semantic clusters. The model is pre-trained on
MSR-VTT [19], a widely-known dataset in video captioning domain.
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2.6 Activity Recognition

This module generates predictions of human-related activities for each shot, and
thus, the user can filter the videos using activity-based keywords. A ranked list
of 400 predefined human-related activities and the corresponding scores are gen-
erated using a deep learning-based approach. The model architecture is based
on a 3D-Resnet Convolutional Neural Network (3D-CNN), similarly to [6] that
encodes Spatio-Temporaly the input shots to human-related activities. In par-
ticular, the model architecture consists of a ResNet with 50 layers, the input
video is fed in the form of: 112 [pixel] x 112 [pixel] x 3 [channel] x 16 [frame],
and the model is pre-trained using Kinetics-400 dataset [8].

2.7 Multimodal Fusion and Temporal Search

This module fuses the results of two or more search modules, such as visual
features (Sect. 2.1), visual concepts (Sect. 2.2) and color features, in a late fusion
manner and retrieves similar shots with a two-step algorithm. The first step is
the computation of a tensor L whose surfaces capture the similarity of the results
between modality pairs, while the second involves the computation of the final
ranked list. In the first step, the top-N results are retrieved for each modality,
and thus, K lists are produced; one per modality. Each surface of the tensor is a
2D array with size N ×N with values 0 or 1. In this sparse matrix, the value 1
is observed in the position (i, j) of the 2D surface if the i-th element of the first
list coincides with the j-th element of the second list. The second step of the
algorithm involves four stages to obtain the final result: (i) the extraction of a
list from each 2D surface of L, (ii) the bi-modal ranking of the retrieved results,
(iii) the merging of the rankings, and (iv) the duplicate removal for obtaining the
final list. We further re-rank the top-N retrieved shots, by considering adjacent
keyframes as temporally close, so as to perform temporal search.

3 VERGE User Interface and Interaction Modes

The VERGE UI integrates the above modalities in a friendly and efficient way.
Aiming to be a compact and easy-to-use tool, this year the users are provided
with fewer options in the UI, but without compromising the variety of alternative
retrieval capabilities (e.g. one input field for all keyword-based searches).

As seen in Fig. 2, VERGE consists of three main components: (i) the dash-
board menu on the left, (ii) the results panel that spans most of the screen, and
(iii) the filmstrip on the bottom. The dashboard menu starts with a countdown
timer that shows the remaining time for submission during VBS, a back but-
ton to restore previous results, and a switch button to select between obtaining
new results and reranking. Then, it continues with four search options. The first
option is a text input field where the user can type a free-text query and retrieve
the most relevant video shots (Sect. 2.3). The second option offers a long list of
concepts (Sects. 2.2, 2.6), supporting autocomplete search and multiple selection.
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Fig. 2. The VERGE User Interface (Color figure online)

The next option can bring shots of a selected color; the user is able to pick a
color from a pop-up palette either for the complete image or for certain parts of
the image by coloring a 3 × 3 grid. The last option in the menu allows the user
to retrieve shots where a specified number of people appear in them (Sect. 2.4).
All the results are displayed in the central panel as single shots in a grid view
or as groups of shots (videos). Hovering over a shot reveals two additional func-
tionalities: getting visually similar images (Sect. 2.1) and submitting a shot to
the contest. Clicking on it updates the filmstrip with the frames of the video it
belongs to, while the button on the right can play the video.

To demonstrate the capabilities of VERGE in the VBS contest, we present
some usage scenarios that tackle different types of queries. For a KIS-V query
that shows a pink, cloudy sky, the user can select the concept “clouds” and
rerank the results by color (Fig. 2). For a KIS-T query that reads “playing the
drum in a subway station”, the user can type the sentence in the free text search
or alternatively combine the concepts “subway station/platform” and “drum”.
Lastly, the AVS query that asks for shots of a single kid smiling can be addressed
with the concept “child”, then a reranking by selecting one person to appear and,
when a matching image appears, visual similarity can bring more relative results.

4 Future Work

The usability and the effectiveness of the retrieval methodologies as well as the
user interface will be evaluated during VBS 2021 and will identify the direction
of future algorithms and implementations in VERGE.

Acknowledgements. This work has been supported by the EU’s Horizon 2020
research and innovation programme under grant agreements H2020-825079 Mind-
Spaces, H2020-779962 V4Design, H2020-780656 ReTV, and H2020-832921 MIRROR.
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Abstract. We present our NoShot Video Browser, which has been suc-
cessfully used at the last Video Browser Showdown competition VBS2020
at the MMM2020. NoShot is given its name due to the fact, that it nei-
ther makes use of any kind of shot detection nor utilize the VBS master
shots. Instead videos are split into frames with a time distance of one sec-
ond. The biggest strength of the system lies in its feature “time cache”,
which shows results with the best confidence in a range of seconds.

Keywords: Video retrieval · Interactive video search · Video analysis

1 Introduction

As a participating system for the 9th edition (VBS2020) of the annual interactive
video retrieval challenge known as the Video Browser Showdown [4,5,8,10], the
NoShot Video Browser provides a simple and easy-to-use web UI for searching
in big video collections, such as the competition’s currently employed V3C1
dataset [1,9] including approx. 1 000 h of video. The system has a very low query
and user interaction response time and can be used on every modern browser.

It specifically was developed at the AAU Klagenfurt in order to provide a
simpler UI approach as the already existing, feature-rich diveXplore [2,3,6,11,12]
system. Yet possessing by far fewer features, NoShot, however, shines through its
clean easy-to-use UI, which especially has many advantages for the challenge’s
novice session: for determining a final team score the VBS traditionally features
two sessions – one for expert users, where usually the systems are used by their
developers and one for novice users, where novice users not familiar with the
systems compete against each other. In the latter case, therefore, it is paramount
to provide self-explaining, simple interfaces in order to maximize the success rate
of a system.

In addition to basic UI improvements and code refactorings, new features
such as a novel brightness filter is added for improving search results. Through
extensive testing and optimizations, We expect the system to perform well in
VBS2021.
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2 NoShot Video Browser

The NoShot system has already been used for the Video Browser Showdown
2020. It achieved the 7th place. As the system has been used in a competition
for the first time, we were able to test the features of our system.

Every video in the dataset is split into keyframes with one second of time
distance. NoShot uses YOLO 9k [7] to analyze every of those frames and to
label them with up to five of the 9000 classes. The classes are organized into a
hierarchy, so we additionally store the parent class id. This step takes a lot of
time and processing power and is therefore done beforehand. The classification
data is loaded into an Apache Solr1 database. Apache Solr processes a search
query with the VBS2020 data in under 100 milliseconds. It provides automatic
caching and pagination, which further speeds up search queries. A search API
written in Node.js2 gets search requests of the frontend and builds a Solr search
query. This query is sent to the Solr server via a http json request. The front
end is written in javaScript and uses Vue.js3 as the UI framework. The whole
NoShot system is able to process a search request in a fraction of a second.

3 Time Cache

A core feature of the NoShot Video Browser is its time cache. This feature allows
the system to show only the best keyframes of a certain time period measured
in seconds. The best keyframes are found by sorting by the confidence returned
from the YOLO 9000 CNN. In a preprocessing step the best keyframes for all
categories are cached in Apache Solr. Furthermore, we create multiple caches (for
30, 60 and 180 s). By caching the results in Apache Solr, we ensure, that every
search query has a low response time. At the VBS2020, especially the longest
cache (180 s time cache) was useful, as we could successfully remove duplicate
results. If a certain scene is shown for a long time only one frame per category
is displayed. As this frame has a high confidence for that category, the detected
object is often shown fully on the frame.

4 The NoShot GUI

The front end of the NoShot Video Browser is shown in Fig. 1. To enable the
user to switch between several search views, the front end provides a tab view.
The search field under the tab view is designed big to help the user to start the
search query fast. After hitting the return key, a new search window appears.
In this window the search keyword can be changed. While the user is typing,
the search window refreshes. To help the user to find the best fitting of all 9000
classes, we show a autocomplete tool. The search window uses pagination for

1 https://lucene.apache.org/solr/.
2 https://nodejs.org.
3 https://vuejs.org.
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big result lists. The cache input sets the length of the time cache (1, 30, 60 or
180 s). The range input shows the frames before and after each result keyframe.
The Video view is accessed via an overlay window on top of the tab view and
provides video playback functionality. It is opened by holding the control key
while clicking on a frame. The video playback position is set to the frame clicked.
By holding the shift key while clicking on a frame, the video is opened in the
video summary window. In this window the frames of a video are shown. With
the cache input the video summary window can be set to only show a fraction
of the video frames.

Fig. 1. The NoShot Video Browser

5 Improvements

In comparison with the last version of NoShot, we add a new feature called
brightness filter. We add a preprocessing step to analyze the brightness of all
keyframes in our database. The brightness filter separates the frame in several
sections of the same size. The result of this analysis is stored in the Apache Solr
database. The user of the system gets a new input field to specify a section, where
retrieved result keyframes should be bright. The system filters all keyframes
according to the selected section. Brightness is defined relative to the other
sections of the same frame, thus for some frames the brightest regions could
appear light gray, while for other frames they appear white. To improve the
usability, we include the adjacent areas of a keyframe in the brightness search.
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6 Conclusion

We introduce our NoShot Video Browser for participating in VBS2021, which is
a web-technologies based interactive video search tool. We are confident, that our
time cache feature is beneficial for users of the system. We further improved the
system, by adding a brightness search filter. By combining the keyword search
with the time cache and the brightness filter, the user can reduce the amount
of results significantly. The most important factor for the new feature is its fast
response time.
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Abstract. Exquisitor is a scalable media exploration system based on
interactive learning, which first took part in VBS in 2020. This paper
presents an extension to Exquisitor, which supports operations on seman-
tic classifiers to solve VBS tasks with temporal constraints. We outline
the approach and present preliminary results, which indicate the poten-
tial of the approach.
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1 Introduction

The Video Browser Showdown (VBS), now in its 10th anniversary edition, has
emerged as an important vehicle for the evolution of the multimedia field [5].
During VBS, researchers are given a series of never-before-seen task descriptions,
based on a collection of 7,475 video clips [9], and asked to interactively retrieve
either one specific video segment or multiple relevant segments, depending on the
task type. VBS allows researchers working on media exploration and search tools
to apply their techniques in a realistic setting and better understand the pros and
cons of both the underlying techniques and the interfaces. The lessons learned
during the competition can then inspire new methods and further research. In
addition, the competitive setting makes for an exciting event where the ranking
of systems can also give hints to their usability and applicability.

Exquisitor, a prototype media exploration system based on interactive learn-
ing, took part for the first time in VBS 2020, where it placed 5th out of 11
systems [2]. The goal of Exquisitor, as applied to VBS, is to build a seman-
tic classifier for the information need represented in each task, and use that
classifier—along with metadata filters and a video timeline explorer—to solve
the task. Exquisitor uses the video segmentation supplied with the VBS col-
lection and represents each video segment independently by semantic features
c© Springer Nature Switzerland AG 2021
J. Lokoč et al. (Eds.): MMM 2021, LNCS 12573, pp. 410–416, 2021.
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derived from its keyframe. When building the semantic classifier, Exquisitor sug-
gests keyframes to the user and asks for feedback on those suggestions. Once the
user spots a potentially relevant keyframe, the video explorer can then be used
to explore the actual content and internal structure of the full video clip.

For many VBS tasks, the task description applies to more than one video seg-
ment, often focusing on different semantic concepts in different segments, and
sometimes providing an explicit temporal relationship. Unsurprisingly, therefore,
all the strongest VBS competitors provide temporal queries as a major tech-
nique [4,6,7,10]. Since video segmentation tends to split the video by semantic
concepts, a classifier built to find one segment may not find the other, and the
system should provide support to utilise the relationship between concepts in
video segments.

In this paper, we present a new version of Exquisitor, where the major exten-
sion is the support for utilising relationships between semantic classifiers. While
each semantic classifier is developed in the same manner as before, using indepen-
dent video segments, the results of two semantic classifiers can now be combined
in various ways, with an optional temporal relationship specification. In this
paper we briefly outline the method and interface for combining two semantic
models and show how two models combined could be used to solve two VBS
2020 tasks, one of which the team failed to solve during the competition. We
will present and evaluate the methods in more detail in a later publication.

2 Exquisitor

Exquisitor is a user relevance feedback approach capable of handling large scale
collections in real time [3,8]. The Exquisitor system used for VBS consists of
three parts: (1) a web-based user interface for receiving and judging video sug-
gestions; (2) an interactive learning server, which receives user judgments and
produces a new round of suggestions; and (3) a web server which serves videos
and video thumbnails. Due to the computational efficiency of the system, all
three components can run locally on a laptop.

Exquisitor Server: Exquisitor is fueled by a semantic model that combines
interactive multimodal learning with cluster-based indexing. Each keyframe in
each modality is represented by an efficient representation containing the most
important semantic features, compressed using an index-based method [11]. This
representation is further clustered using a cluster-based indexing approach [1].
When building a semantic classifier C, a linear SVM classifier is iteratively
refined based on user interactions (positive and negative examples). In each
round of interaction, the resulting separating hyperplane forms k-farthest neigh-
bour queries posed to the cluster-based indexes. Finally, late fusion is performed
on the retrieved results, to produce the 25 top-ranked results to suggest to the
user.
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Fig. 1. Exquisitor’s interface for building semantic classifiers. See text for details.
(Color figure online)

Exquisitor Interface: The interface for building classifiers is shown in Fig. 1.
By hovering over a keyframe, the user can choose to view the video, submit it to
the VBS server, label it as a positive/negative example, or mark it as seen. Using
the ‘next’ button, the user can also mark all videos as seen and get a full screen
of new videos based on the current semantic classifier. Positive (green column)
and negative (red column) examples are immediately used to update the model.

Interactive Learning and VBS: The tasks in VBS have three different
flavours: Textual Known-Item-Search (KIS) tasks present a gradually evolving
text description matching a short video segment; Visual KIS tasks show the
video clip sought; and Ad-hoc Video Search (AVS) tasks ask for all segments
matching a description. In these tasks, the aim of interactive learning is to cre-
ate a classifier that is good enough to bring the correct answer(s) to the screen.
For KIS tasks, a submitted result is considered as a positive example; once the
correct result has been submitted the task is complete. For AVS tasks the pro-
cess is identical, except that all videos on screen can be submitted at once using
a special button, and the process only ends once time has expired.

3 Operations on Semantic Classifier Rankings

To ground the presentation, consider the two textual KIS tasks in Table 1, both
of which have a temporal component. Task T1 was solved by 6 teams during VBS
2020, and was generally considered a difficult task. There are many videos with
bridesmaids and brides and grooms, respectively, but in this particular video they
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do not co-occur in a keyframe during the segment that was considered a solution
to the task, and hence we failed to solve this task. Task T6, on the other hand,
was the only text-based task solved by all teams. The Exquisitor team solved
it efficiently during the competition by building a classifier for elevators, since
(a) the elevator and the bike co-exist in the same keyframe and (b) elevators
are rare, so the keyframe is quickly suggested for inspection. Note, however,
that since there are many examples of bikes in the collection, but most of them
outdoors, building a classifier for bikes is not a productive method to solve T6.

Table 1. Two example textual KIS tasks from VBS 2020.

Task Description

T1 Seven bridesmaids in turquoise dresses walking down a street, and
three still images of the bride and couple. The bridesmaids walk on the
sidewalk towards the camera. The photos of the couple and bride are
taken in a park

T6 Red elevator doors opening, a bike leans inside, doors closing and
reopening, bike is gone. Zoom-in on bike, zoom-out from empty
elevator. The bike is silver, the text “ATOMZ’ is visible

Classifier Ranking Operations: The rankings obtained by two semantic clas-
sifiers, C1 and C2, can be combined with a keyframe relationship operation, C1

op C2, where op ∈ {∩,∪, \, −̇}. Furthermore, a temporal constraint can option-
ally be added, which requires either a maximum distance between keyframes
(within <frames>) or a minimum distance (after <frames>). The result of the
classifier ranking operation is a list of videos satisfying both the relationship
constraint and optional temporal constraint. Each video is represented by a list
of keyframes, annotated by the classifier(s) they appear in, and the videos are
ranked by an average score based on the accumulated rank of their scenes from
each classifier and the total number of scenes.

As an example, consider solving task T6 by intersection of rankings produced
by semantic classifiers for bikes and elevators. A video would be returned as an
answer only if both classifiers return a scene from that video. Since the task
description indicates that the two elements should be close to each other, a
temporal constraint of within 1, for example, would avoid videos where bikes
and elevators are far apart.

User Interface: Figure 2 shows the interface for classifier ranking operations.
As the figure shows, the result of the merge is a list of the 10 top-ranked
videos, where each video is represented by three colour-coded keyframes. Yellow
keyframes are from C1 and blue from C2, while keyframes appearing in both
classifiers are shown as green. The interface shows the highest ranked frame of
each colour; if no keyframe appears in both classifiers, the third frame is the
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second highest frame from one classifier. Additionally, summary information on
the number of keyframes in the video and classifiers is shown to the left of the
keyframes.

Fig. 2. Exquisitor’s interface for semantic classifier operations. See text for details.

Evaluation: To evaluate the usefulness of classifier ranking operations, we
attempted to solve the two tasks of Table 1, both by building a single classifier
and by building two classifiers and intersecting their rankings. These experiments
were carried out in a calm setting, with no time limit, unlike the competitive
environment of VBS. Furthermore, for this evaluation, the entire task text was
considered. To estimate the user workload, we counted the number of interac-
tions with the system, where an interaction is any action taken by the user, such
as labelling a keyframe as a positive example or changing to a different interface
component. We chose to stop after around 75 interactions; once we reached this
limit, we considered the task to be unsolved.

Table 2. Effectiveness experiment results

Task Models Interactions Solved

T1 ‘bridesmaid’ 76 No
‘bride’ 78 No
‘bridesmaid’ ∩ ‘bride’ 60 Yes

T6 ‘elevator’ 8 Yes
‘bike’ 75 No
‘elevator’ ∩ ‘bike’ 15 Yes

Table 2 summarises the results for the two tasks. Consider first T1, a difficult
task which was not solved by Exquisitor during the competition. As the table
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shows, a simple intersection of the results produced by two classifiers could solve
the task. Now consider task T6, which was significantly easier. Table 2 shows
that a single classifier on ‘elevator’ is the fastest approach to solve this task, due
to the composition of the collection; this was fortunately the approach taken
during the competition. Had we chosen to focus on ‘bike’ instead, however, the
results suggest we would have failed to solve the task. Building rough classifiers
for each concept and intersecting their rankings, however, is also an efficient
method to solve the task; since the order in which the models are built does not
matter the method is robust.

4 Conclusions

We have outlined an extension to the Exquisitor system, supporting operations
on semantic classifiers to solve VBS tasks with temporal constraints. Our pre-
liminary results indicate that this new approach has significant potential, and
we look forward to testing the approach in the competitive setting.
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Abstract. Video is a very expressive medium, able to capture a wide
variety of information in different ways. While there have been many
advances in the recent past, which enable the annotation of semantic
concepts as well as individual objects within video, their larger con-
text has so far not extensively been used for the purpose of retrieval. In
this paper, we introduce the first iteration of VideoGraph, a knowledge
graph-based video retrieval system. VideoGraph combines information
extracted from multiple video modalities with external knowledge bases
to produce a semantically enriched representation of the content in a
video collection, which can then be retrieved using graph traversal. For
the 2021 Video Browser Showdown, we show the first proof-of-concept
of such a graph-based video retrieval approach.

Keywords: Interactive video retrieval · Knowledge-graphs ·
Multi-modal graphs

1 Introduction

Video is inherently able to capture various information in diverse ways. With
increasing advances in machine learning-based content analysis techniques, it
becomes increasingly possible to extract and annotate a large amount of this
information. While much progress has been made toward said means of informa-
tion extraction, the integration of such information in the context of multime-
dia data and for purposes of organization or retrieval of multimedia documents
remains understudied. For this edition of the Video Browser Showdown [11],
we introduce VideoGraph, a Knowledge Graph based video retrieval prototype.
Based on similar approaches introduced in LifeGraph [9,10] at the Lifelog Search
Challenge 2020 [5], VideoGraph uses graph exploration techniques to query a
graph composed of information extracted from the challenge dataset [2,14] com-
bined with general knowledge bases [15] which contain general information about
the world. This combination enables querying for richer concepts and situations
as those which can be detected directly using currently available methods.
c© Springer Nature Switzerland AG 2021
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In the remainder of this paper, we first describe the methods used to construct
the graph in Sect. 2 before outlining the methods used for querying it in Sect. 3.
Finally, Sect. 4 offers some outlook and concluding remarks.

2 VideoGraph Construction

To construct the graph, we make use of information which is directly part of
the video dataset [2,14], information which can be extracted from the videos
by various means as well as external knowledge bases which provide additional
context. The following provides an overview of all these data sources and how
they contribute to the graph.

2.1 Wikidata

Wikidata [15], a sister project to the Wikipedia, is “a free and open knowl-
edge base that can be read and edited by both humans and machines”.1 It stores
structured data in a graph form which is continuously expanded by a large,
international community of volunteers. Since Wikidata can be seen as a gen-
eral knowledge base without any particular restriction in topics, we use it as a
backbone for the construction of the semantic relations between all the concepts
extracted from the video dataset. Due to the large diversity in content found
within the V3C dataset, we do not use any additional external knowledge bases.
This is in contrast to LifeGraph, which also made use of the “Classification of
Everyday Living” (COEL) [3].

2.2 Semantic Video Metadata

The videos in the dataset come already with some semantic metadata pulled
directly from Vimeo. This includes user-defined tags, Vimeo categories, and tex-
tual descriptions. Categories and tags will be added to the graph as resources,
therefore linking together videos with the same categories/tags, making their
retrieval simpler. However, we will enrich the tags and categories by employing
a simple link to Wikidata. This makes it possible, to not only query user defined
tags and categories but also include similar concepts as defined within Wikidata.

Even though not all videos include descriptions, we extract entities from
the latter where applicable. This adds semantic information where available.
Unfortunately, this does not solve the problem for videos which lack descriptions
and also do not have many tags or categories attached to them. For these, we
have to rely heavily on other forms of information extraction, as described below.

To represent semantic information describing the video contents in the graph,
we will rely on existing standards as much as possible [1].

1 https://www.wikidata.org/wiki/Wikidata:Main Page.

https://www.wikidata.org/wiki/Wikidata:Main_Page
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2.3 Textual Semantic Information from Video

Textual information in the videos is a rich source to extract VideoGraph’s entities
from. We use textual information extracted from the V3C1 videos using Optic
Character Recognition (OCR) and Automated Speech Recognition (ASR) tech-
nologies. We consider two sources for the textual information. First, the speech
in the videos and, second, the visible text within the scenes. For the former, we
make use of previously extracted, publically available data.2

The latter is also based on data already generated for [13]. Neither OCR nor
ASR data are however perfect. There are missing values for videos with little to
no dialogue or a language different than English. Also, the generated ASR/OCR
data is noisy and does not perfectly reflect the speech/text in the videos.

We nevertheless apply entity extraction to both text sources in order to be
able to link the contained information to the rest of the graph. In addition to
the textual sources, we also use lower-level semantic information which resulted
from prior analyses [2] of the dataset.3

2.4 Visual Semantic Information from Video

For the extraction of semantic information from the visual component of the
videos, we primarily rely on previously generated semantic annotations [13]
which were produced by the Google Cloud Vision API.4 The detectors provided
by the API were applied to the representative frame of every video segment in
the dataset and for each produced non-localized semantic labels with unique ids.
The ids used by the service were already known to Wikidata, so they could be
easily mapped to the relevant QIDs. This mapping enables us to link the video
segments via their contained semantic concepts not only to each other but also
to other concepts, which may not be directly detectable.

2.5 Technical Video Metadata

In order to support an end-to-end retrieval process, the graph does not only need
to contain semantic information describing the content of the videos, but also the
technical information which is required to interact with the video files themselves,
including filenames, codec and frame rate information, shot boundaries, etc. To
capture this information, we use the Ontology for Media Resources [6] wherever
applicable and make extensions where necessary. Since the graph does not only
need to know about every video as a whole but also about every annotated shot,
we use the Media Fragments Ontology [8] to represent every video shot from the
dataset as a graph node.

2 https://github.com/lucaro/V3C1-ASR.
3 https://github.com/klschoef/V3C1Analysis.
4 https://cloud.google.com/vision.

https://github.com/lucaro/V3C1-ASR
https://github.com/klschoef/V3C1Analysis
https://cloud.google.com/vision
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3 VideoGraph Exploration

Based on the graph described in Sect. 2, the proposed system supports several
means of query construction and subsequent graph exploration methods.

3.1 Query Formulation

To retrieve videos, a user can select an arbitrary number of tags of which each
corresponds to a node in the graph. Any selection of such tags then needs to be
translated into a query against the graph. We follow the approach introduced
in [10], where we fill a query template with the selected tags.

In this implementation, we aim to improve the retrieval of videos by adding
negation. The user can select tags, which specifically should not be linked to the
videos.

Additionally, we provide the user with a raw text input to search specifically
within the transcribed audio and detected textual elements in the video. Since
these are not tags, we use a different mechanism for querying.

Lastly, in contrast to [10] tags can have different origins. Therefore, we pro-
vide an interface, where the user can select the origin of a specific tag. However,
this origin is optional.

3.2 Graph Exploration

Analogously to the approach described in [10], graph exploration will start at the
nodes which have been specified in the query. The graph is then traversed with
increasing depth from each start node until either a sufficiently large number
of video segments or a maximum depth is reached. The results of the traversals
from all start nodes are aggregated and the resulting video segments are scored
by their inverse distance to the initial nodes, favoring segments with the shortest
distance to the highest number of start nodes.

The full-text components of the query are evaluated independently of the
graph since no semantic expansion is necessary there. The results of the two
processes are independently sent to the user interface, where their relative weight
can be adjusted dynamically.

3.3 Graph Extension

Content-based filtering techniques are employed to extend the existing graph.
Using correlation-based similarity of video tags [7], additional edges between
video nodes with similar tags are introduced. The similarity score for two tags
is calculated based on their co-occurrence count in videos.

Furthermore, cosine distances between nodes are leveraged for additional
graph extension. Vector cosine-based similarity is used to match video nodes that
are alike [7]. The similarity score of videos is based on the assigned video tags
they share. The tags create a projection space for finding neighboring nodes. The
extended graph will account for neighbors discovered this way by introducing
additional edges between the respective nodes.
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3.4 User Interaction

Analogously to LifeGraph, the user interface is a modified version of vitrivr-
ng [4], a browser-based component taken from the content-based multimedia
retrieval stack vitrivr [12]. vitrivr-ng enables multiple forms of query formulation,
of which only the text-based modalities are relevant for our application. Queries
on VideoGraph consist of a collection of tags, which can either refer to semantic
concepts which have been detected directly or indirectly, as well as free text.
The means offered by vitrivr-ng for browsing the retrieved results as well as the
UI-based re-ordering and filtering mechanisms are adopted without any major
changes.

The UI also offers late-filtering functionality which enables a user to hide
a subset of already retrieved results based on Boolean filter criteria which can
be applied to metadata associated to the individual results. In order to make
optimal use of this functionality, VideoGraph will expose various properties of
the individual video shots, both semantic as well as technical, to this filtering
mechanism.

4 Conclusion

In this paper, we introduced VideoGraph, our first attempt at representing the
complex content of a video collection as a knowledge graph. Guided by insights
gained from LifeGraph, which introduced knowledge graph-based exploration of
lifelog data, VideoGraph is an initial proof-of-concept with the aim of evaluating
the capabilities and limitations of such a graph representation in combination
with reasonably simple graph traversal mechanisms for querying. Insights gained
from this first evaluation of such a knowledge graph-based video retrieval app-
roach should be able to inform future developments into more complex knowledge
representations, such as graph-video co-embeddings.
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Abstract. This paper presents a new version of the Interactive VIdeo Search Tool
(IVIST), a video retrieval tool, for the participation of the Video Browser Show-
down (VBS) 2021. In the previous IVIST (VBS 2020), there were core functions
to search for videos practically, such as object detection, scene-text recognition,
and dominant-color finding. Including core functions, we newly supplement other
helpful functions to deal with finding videos more effectively: action recognition,
place recognition, and description searchingmethods. These features are expected
to enable a more detailed search, especially for human motion and background
description which cannot be covered by the previous IVIST system. Furthermore,
the user interface has been enhanced in a more user-friendly way. With these
enhanced functions, a new version of IVIST can be practical and widely-used for
actual users.

Keywords: Video Browser Showdown (VBS) · Interactive video retrieval ·
Action and place recognition

1 Introduction

Video Browser Showdown (VBS) competition aims to resolve two main tasks within
a time limit (5–7 min): Known-Item Search (KIS) and Ad-hoc Video Search (AVS).
For KIS part, users try to find an exact single instance that fits with a presented visual
presentation (visual KIS) or fits with a text sentence presented by the moderator (textual
KIS). For AVS part, users search as many as possible scenes that correspond to a given
general description [2, 14]. As one of the participants in VBS 2020, IVIST [1] is a video
retrieval system searching candidates for a scene that users want to find among a set of
video collections. It was built with various useful functionalities, for example, object
detection, scene-text detection, dominant-color finding, and so on.

In this paper, we present a newly enhanced version of IVIST. Experiences fromVBS
2020 drove an improvement of the previous IVISTwith the integration of new functions.
The newversion has been updated in twoways. First, for the user interface,more intuitive
and user-friendly usage can be available, for example, the size of the thumbnail has been
increased for users to find out whether it is a desirable video at once. Second, practical
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Fig. 1. IVIST system architecture

searching functions have been integrated, for example, action and place recognition,
and description searching functions. Action recognition allows video sets to be divided
into more specified types depending on which actions are conducted in the videos. On
the other hand, place recognition complements a limitation of searching backgrounds.
Description searching could be an effective method to deal with textual KIS and AVS
tasks using pre-categorized phrases [13].

For the following sections, this paper is organized as follows: an overall architecture
of the system (Sect. 2), explanations ofmain searching functions (Sect. 3), and conclusion
(Sect. 4).

2 Overall Architecture of IVIST

IVIST uses ReactJS, Flask, and MongoDB for the front-end, back-end, and database,
respectively. The front-end, back-end, and database are so closely connected that they
can interact with each other. The process of our system is straight forward and intuitive.
We first perform our analysis on the given dataset and build metadata which supports
the categories (e.g., action – running or jumping, place – mountain or city) we made.
Provided metadata are stored in the MongoDB database. When users type in keywords
or categories with ‘AND’/‘OR’ options on the front-end user-interface, the front-end
delivers the query to the back-end server. Then, the back-end server accesses the database,
receives the corresponding result data sets, and then, passes it back to the front-end. After
that, the front-end displays probable results on the screen. Therefore, users can check
the results of a query via thumbnails and play videos checking whether the results are
what they want or not.

The new version has been updated in two ways. For the user interface, more intuitive
usage has been available. The size of the thumbnail has been increased, so users can
find demanding thumbnail faster than before. Then, the video can be played from the
corresponding part when the thumbnail is clicked. Moreover, it has been user-friendly
designed so that the user can operate various functions very easily.

Functions are well defined on the left black box and users can add queries from top
to the bottom and start search. For the main function side, object detection, scene-text
detection, dominant-color finding, action andplace recognition anddescription searching
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Fig. 2. Results from scene-text recognition with keyword “coffee”.

can be used for search. Those searching functionalities can be combined to create various
types of queries or re-rank the top results. The detailed principle of functions will be
covered in the next section, while the general architecture of IVIST can be seen in Fig. 1.

As shown in the simulation results in Fig. 2, it is acquired by scene-text query with
the word ‘coffee’. Given thumbnails are scenes related to the coffee.

3 Main Functions in IVIST

This section provides an overview of functional improvements. One major focus was
enhancements of themain functions in the previous version of IVIST (Sect. 3.1). Further-
more, three other functions have been newly developed formore various query formation
in IVIST: action recognition (Sect. 3.2), place recognition (Sect. 3.3), and description
searching (Sect. 3.4).

3.1 Existing Capabilities

We decided to use object detection, scene-text detection, and searching through dom-
inant color functionalities for IVIST in VBS 2020. On top of it, we improve it in the
aspect of the performance of object detection, because the performance of object detec-
tion models decreases when they encounter low-light images or videos. In order to cope
with this problem, we used EnlightenGan [15] which lightens images so that object
detection models can identify objects in the video with a low-light condition. To train
EnlightenGan, we used several datasets [16–19] following Jiang et al. [15]. IVIST light-
ens low-light images using EnlightenGan and detects an object in the resulting image
using HTC [20], the object detection model used by IVIST in VBS 2020.
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3.2 Action Recognition

When people want to find or describe a video, they can use information about the activity
in the video. This functionality is especially useful when people are trying to search the
videowith little information related to objects. For example, if a userwants to find a video
showing a person enjoying surfing, it is not easy to find the video using object detection
with object key words ‘surfboard’, ‘person’, or ‘sea’, as many videos are containing
those objects. There can be a video that shows a shop and a man selling surfboard. In
this case, searching by action information ‘surfing’ can narrow the range of candidates.

The main action recognition model used for IVIST is 3D ResNet-200 [3] which
turned out to be one of the most accurate 3D CNN models. To adopt 3D ResNet to
recognize action in the videos, we need a large amount of data to provide reliable perfor-
mance. We pre-trained 3D ResNet-200 with Kinetics-700 and Moments in Time (MiT)
[4, 5] and used UCF-101, HMDB-51, and ActivityNet [6–8] to boost its performances
following Kataoka et al. [9].

3.3 Place Recognition

People sometimeswant to find videos of some places. However, natural or remote places,
such as a mountain or an ocean, are difficult to find with object detection or action
recognition as those scenes usually do not include people or detectable objects. Place
recognition improves the quality of video retrieval by overcoming this limitation.

We selected two popular deep neural networks, VGG-16 and ResNet-152 [10, 11]
to enable place recognition. These two networks were adopted to recognize the places
in the videos. While the VGG-based model shows higher accuracy in determining the
most probable category, the ResNet-based model has a good performance on finding
the top 5 probable categories as shown in Zhou et al. [12]. So, we used both models,
the ResNet-based model to select the 3 most probable candidates, and the VGG-based
model to find the most probable candidate. We decided to use a Places365 dataset [12].
The problem of the Places365 dataset is that there are too many similar and specific
categories like ‘mountain’, ‘mountain path’, and ‘valley’ which makes people difficult
to find the intended scene. To handle this problem, we grouped similar categories so that
users can select the most similar ones.

3.4 Description Searching

In textual KIS and AVS, text can also be an intuitive and quick method to find desirable
results. For example, suppose that users try to find scenes with ‘people riding a bike’.
In this case, users can pick a keyword, ‘ride’. By using the keyword, users can make
a query to find a video description containing the word ‘ride’. Then, a video with the
description, ‘many riders from Paris and Argentina came to the middle of Paris to ride
together’, can be found by the query.

For implementation, we adopted given json text files which are describing the video
scenes [13] with corresponding frame information. Categories are previously made:
people, dog, bike, park, ride, etc. Each category contains different words with similar
meanings (e.g., they, them, people, audience) so that the user can find scenes containing
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similar words with one keyword. Then, we searched components of category within
the given entire json texts and match the video with a category if we could find words.
Finally, we stored the video information of json text files into eachmatching category. As
a result, when the user makes a query text with the title of a category, frame information
of the category group is returned as output.

4 Conclusion

This paper introduces a new version of IVIST, focusing on the improvements of toolkits
and user-interface. The modification on the user-interface enhances a task-solving capa-
bility, and also a user-friendly interface and customizable search options allow a user
to create a flexible query that fits better with the situation. Moreover, existing functions
(e.g., object detection, scene-text detection, dominant-color finding) have been improved
to get desirable results. The system also supports newly added functions such as action
and place recognition and description searching functions. However, there are rooms for
improvements in the future, and we plan to enhance the systemwith various simulations.
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Abstract. Nowadays, popular web search portals enable users to find
available images corresponding to a provided free-form text description.
With such sources of example images, a suitable composition/collage
of images can be constructed as an appropriate visual query input to
a known-item search system. In this paper, we investigate a query-
ing approach enabling users to search videos with a multi-query con-
sisting of positioned example images, so-called collage query, depicting
expected objects in a searched scene. The approach relies on images
from external search engines, partitioning of preselected representative
video frames, relevance scoring based on deep features extracted from
images/frames, and is currently integrated into the open-source version
of the SOMHunter system providing additional browsing capabilities.

Keywords: Interactive video retrieval · Deep features · Multi-query
retrieval

1 Introduction

Effective search initialization is an important step to solve a known-item search
(KIS) task, especially for searched items residing somewhere in an extensive mul-
timedia collection (e.g., [14]). Hence, many KIS systems rely on various auto-
matic annotation approaches to enable text/keyword search or support querying
by drawn sketches or provided example images [6,7,12]. This paper focuses on
search initialization with a set of example images organized as a collage on a
canvas. Several KIS systems already tested a “collage query” interface at the
Video Browser Showdown (VBS) to enable users to search for object classes in
regions detected by deep object detection networks [1,11,15]. A semantic sketch
approach targeting image pixels of an object class was also presented by the vit-
rivr system [13] at VBS. However, to the best of our knowledge, the vocabulary
of supported classes was limited for the tested collage approaches, and thus users
could not address all their search needs.

A narrow vocabulary supported by a KIS system can be complemented with
example images from external web search engines that provide effective free-form
text search. For example, at VBS 2019 the VIRET system [8,9] tested this option,
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enabling convenient drag and drop interface for external images. However, the
tested implementation did not support the positioning of the images and so only
a global similarity between a query image and a video frame was involved.

In this paper, we present a component that enables users to interactively edit
a collage query comprising available images collected at an external search engine
supporting effective free-form text search (e.g., Google Images). Considering
representative video frames divided into local regions, the ranking model is based
on a similarity matching strategy for two sets of images (collage images and video
frame sub-regions). In our implementation, each (sub-)image is represented by
a deep feature r ∈ R

n, and the similarity of two representations is modeled with
the cosine similarity.

Using this approach, users are not limited by a deep object detector trained
for a fixed set of classes and can construct rich collages of searched objects. On
the other hand, the users can still face problems with expressing their needs
at the external search engine, it takes more time to construct a collage query,
and the system inherently relies on external engine availability and a network
connection. Nevertheless, we find this approach intuitive and simple enough to
represent an interesting baseline for the Video Browser Showdown.

The collage query component is integrated into the SOMHunter system [2,3]
that provides additional functionality necessary for video browsing and commu-
nication with the VBS server. However, to properly benchmark the querying
approach based on collage queries, we do not consider the text query component
provided with SOMHunter. In other words, to initialize the search, users have
to start only with a collage query, or its temporal variant [5]. Figure 1 shows an
illustration of the user interface.

Fig. 1. Illustration of a user interface with temporal collage queries.
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2 System Overview

For VBS 2021, we design a system prototype on top of the SOMHunter engine [3]
providing useful features for the Video Browser Showdown competition. In order
to search videos, the same set F of selected representative video frames is utilized.
However, instead of the built-in text search mode, we implement a querying
panel supporting temporal collage query creation/manipulation. On demand,
the collage query is passed to a collage query processing component to rank
frames f ∈ F and the resulting top-ranked frames are returned to SOMHunter’s
back end.

The involved components are depicted in Fig. 2, showing the collage query
component as an external module. The expected search workflow starts at an
external search engine, where users find an appropriate set of images. The images
are placed on the collage canvas in SOMHunter’s front end, where users can eas-
ily edit (i.e., move, resize, remove) the images. Once a collage query is ready and
users press the re-score button, the collage query component receives the query
and extracts deep features from the images. Currently, selected 128-dimensional
features (based on a variant of the W2VV++ model [4,5,10]) used by the pre-
vious version of SOMHunter are considered. To support searching in image
sub-regions, database video frames (i.e., the selected representative frames) are
divided to a set of regions with overlaps. An example of frame partitioning is
depicted in Fig. 3. Please note that there are many ways to define regions in
images and the setting can be changed in the future. Therefore, the canvas sup-
ports an arbitrary position of collage images. Currently, the intersection over

Collage Query Component

Extractor Temporal
Ranker

Collage
Ranker

2

Target Image

Image Search
Engine

Collected Images

1

3 4

SOMHunter

Collage Query

Front end
. . .

Relevance Scores

Back end
. . .

5

Fig. 2. 1. Users search for available images on the internet. 2. Users design a collage
query. 3. Collage Query Component receives a collage query. 4. The result of relevance
scoring is returned to SOMHunter. 5. SOMHunter updates the front end with new
results.
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union (IoU) is used to select an appropriate frame sub-region for each collage
image.

Fig. 3. Mapping of a collage query to a database video frame divided to 8 sub-regions.

The query processing method consists of the following steps:

– A deep feature representation rq ∈ R
n of each collage image q is extracted

online with an involved deep network.
– For each collage image q and a database frame f ∈ F, the best matching

frame sub-region fbmq is selected (based on IoU, see Fig. 3); the similarity
score sf,q = σ(rfbmq

, rq) is computed, where rfbmq
∈ R

n is a precomputed
deep representation of fbmq.

– Frame scores sf,q for all collage images q are aggregated to the overall score
sf of the frame. Scores sf are used to rank all frames f ∈ F.

– If a temporal collage query is invoked, a temporal fusion is computed [5] for
two lists (both sorted by frame IDs) of overall frame scores, each list based
on one collage query.

The resulting top-ranked set is sent to the SOMHunter core component to
update its state, and then SOMHunter’s front end updates the result set grid
view. From this grid view, users can still open a video browsing panel, issue k-
NN queries, and submit correct frames. Please note that this efficient component
re-use was one of the goals of the lightweight SOMHunter system [3].

2.1 Additional Notes

– External search engines usually support various languages and so novice users
can search for suitable query images even without excellent English language
skills. The found images can be easily “transported” to the collage query
canvas by making use of clipboard.

– The collage query component can be integrated as an external module if a
different platform (e.g., for involved deep networks) is required.
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3 Conclusions

This paper presents a component for SOMHunter that enables users to query
a multimedia database with collage queries. The main features of the ranking
model are presented as well as the basic variant of the user interface.
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Abstract. This paper presents the most recent iteration of the vitrivr
multimedia retrieval system for its participation in the Video Browser
Showdown (VBS) 2021. Building on existing functionality for interactive
multi-modal retrieval, we overhaul query formulation and results presen-
tation for queries which specify temporal context, extend our database
with index structures for similarity search and present experimental func-
tionality aimed at improving the explainability of results with the objec-
tive of better supporting users in the selection of results and the provision
of relevance feedback.

Keywords: Video browser showdown · Interactive video retrieval ·
Content-based retrieval · Explainability

1 Introduction

The Video Browser Showdown (VBS) [17] is a major evaluation campaign for
interactive video retrieval and celebrates its 10th anniversary in 2021. The vitrivr
system and its predecessors have been long-running participants to VBS [19],
utilising different methods from sketch-based queries to deep-learning methods
for concept detection, and text retrieval for OCR and ASR in recent years [20,22].

vitrivr always had a focus on multi-modal multimedia retrieval, enabling
users to mix and match different modalities to find a particular item in a collec-
tion. Being a general-purpose retrieval system, vitrivr has found many applica-
tions ranging, for example lifelog search [6,16].

In this paper, we present the vitrivr system as envisioned to participate at
VBS’21, including its changes to temporal queries, newly added index structures
and improvements towards the explainability of results. We have used the time
since the last VBS to make improvements to query formulation and our retrieval
model [8], to take another look at relevance feedback and results presentation [7],
and to enhance our open source database, which is described in more detail in [3].
The backend and database layer are also used by another system participating
at VBS, vitrivr-VR [23].
c© Springer Nature Switzerland AG 2021
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Fig. 1. Architecture overview of vitrivr [6]

The remainder of this paper is structured as follows: Sect. 2 gives an overview
of the vitrivr system, Sect. 3 discusses our new approach to temporal scoring,
Sect. 4 introduces the index structures we will be using for similarity search,
Sect. 5 gives examples of the envisioned user-facing explanations of results and
Sect. 6 concludes.

2 vitrivr

vitrivr1 is an open source, content-based multimedia retrieval stack with explicit
support for different modalities, such as images, audio, video, and 3D models. As
such, vitrivr serves as a platform for a wide range of multimedia research activi-
ties such as gesture retrieval, search and exploration in VR and cultural heritage
applications. The stack covers all aspects of multimedia retrieval, namely feature
extraction and storage, content serving, query formulation and execution, and
result presentation. In Fig. 1, we provide an architectural overview of vitrivr and
its three main components: The storage layer Cottontail DB [3], the retrieval
engine Cineast [18] and the presentation layer vitrivr-ng.

In vitrivr, many different kinds of features and data sources are used. We
extract a variety of low-level visual features for color and texture, use more
traditional features such as SURF [1], deep features [9] and textual information
(ASR, OCR) for fulltext search [20]. For an in-depth discussion of the retrieval
model unifying different types of features, we refer to [8].

While vitrivr has always been focused on retrieval, we have recently experi-
mented with different presentation modes and relevance feedback for a stronger
focus on exploration, which has shown promising results for Ad-Hoc Video Search
(AVS)-style tasks [7].
1 https://vitrivr.org/.

https://vitrivr.org/
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3 Temporal Querying

As discussed in [6,8], users of vitrivr can currently formulate temporal queries
by combining multiple, independent queries. Other systems at VBS employ dif-
ferent approaches to the same problem [13,14]. In addition, users must specify a
temporal bound wherein potential matches should occur, e.g., results of query A
within 30 seconds of query B. The two queries are then processed independently
in parallel by the retrieval engine. The results are combined by the front-end
such that the temporal proximity of matching pairs in both result sets within
the specified limits lead to a higher overall score.

Evaluations with different versions of vitrivr [7] and against other systems
have shown that user experience and retrieval speed deteriorates quickly for large
result sets. Furthermore, user studies have found that users almost never submit
more than two queries jointly, even if they see longer portions of a video and
the general feedback indicates that users find the current presentation as well as
query formulation to be very unintuitive.

This feedback, combined with the proven effectiveness of temporal query-
ing, has led to revisiting this functionality. Aggregating results by temporal
closeness in the front-end suffers from inherent architectural limitations: Since
Cineast only sends a limited number of results per query, some segments might
be present in multiple result lists, but get lost due to the cutoff. For this iteration
of Cineast, we therefore plan to compute matches for temporal queries already
in the retrieval engine to address this issue and improve performance.

Additionally, we are experimenting with simpler ways to enable users to
express temporal dependencies while preserving the multi-modality and expres-
siveness of the current front-end, for instance by using different ways of present-
ing matches for temporal queries.

4 Index Structures for Similarity Search

Already with the first shard of the V3C [21] dataset – V3C1 [2] – fitting all
relevant data into main memory on commodity hardware is challenging. vitrivr
uses Cottontail DB [3] as its database, which makes it well-positioned for future
increase in dataset size. However, as these datasets become larger, linear nearest
neighbor search (NNS) quickly becomes a bottleneck, especially in a time-critical
and competitive setting such as VBS, where every second counts.

Promising techniques for approximate NNS that we currently consider are
LSH-based methods [10], PQ [11] and the more recent ScANN [4] algorithm.
Due to the curse of dimensionality, however, accelerating NNS with such indexes
often comes at the cost of sacrificing either execution performance or accuracy.
We will therefore focus on ways to optimize the trade-off between the two, e.g.,
by combining different index structures or by progressively improving result sets,
as more accurate information becomes available after some time.
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Fig. 2. Concept bounding boxes can be used to inspire the user when improving the
query [5].

5 Towards the Explainability of Search Results

The topic of explainability has become increasingly important in recent years
for two reasons: First, understanding the inner workings of machine learning
algorithms, which are often considered to be black boxes, helps developers to
improve their systems. Second, and often overlooked, by providing information
on the retrieval process, users can improve their queries in an interactive and
iterative way, which is exactly the goal of interactive retrieval. In contrast to
relevance feedback which aims at improving results based on feedback by the
user (as done in i.e. [12]), the objective of explaining results is to help users
improve their query based on the information conveyed by the result.

Displaying explanations for different modalities from those employed by the
user during their search can also inspire them to think of new ways of modifying
their query. Especially so, if the user is stuck and does not get satisfying results
with the current modality. These visualizations can then be used interactively to
improve query formulation, for example, by performing more-like-this searches on
specific objects or proposing concepts users had previously not considered to the
query. As an example, consider Fig. 2, where detected concepts are highlighted
with their bounding boxes [5,15].

vitrivr aims to explain results in two ways: First, on the level of an individual
result by showing precisely why a feature was considered a result a match, e.g.,
by showing feature visualizations And second, on a result set level by giving
users information about properties of all returned results such as co-occurring
concepts and frequently occurring textual descriptions.
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6 Conclusion

In this paper, we presented the current iteration of the vitrivr system participat-
ing at VBS 2021. Compared to previous participations, vitrivr will add improve-
ments for temporal queries, provide additional index structures at database
level, and improve the overall query process and enhance the user experience
by explaining the retrieval results.

Acknowledgements. This work was partly supported by the Hasler Foundation in
the context of the project City-Stories (contract no. 17055) and by the Swiss National
Science Foundation, project Polypheny-DB (contract no. 200021_172763).
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Abstract. Virtual Reality (VR) has emerged and developed as a new
modality to interact with multimedia data. In this paper, we present
vitrivr-VR, a prototype of an interactive multimedia retrieval system
in VR based on the open source full-stack multimedia retrieval system
vitrivr. We have implemented query formulation tailored to VR: Users
can use speech-to-text to search collections via text for concepts, OCR
and ASR data as well as entire scene descriptions through a video-text
co-embedding feature that embeds sentences and video sequences into
the same feature space. Result presentation and relevance feedback in
vitrivr-VR leverages the capabilities of virtual spaces.

Keywords: Video Browser Showdown · Virtual Reality · Interactive
video retrieval

1 Introduction

The Video Browser Showdown (VBS) [14] is an annual interactive video search
competition where video retrieval systems are evaluated competitively through
a variety of search tasks on large video datasets.

Virtual reality (VR) technology has developed rapidly in recent years, and
due to technological advances that have continued to make the hardware required
more accessible, affordable, and comfortable, VR capable devices have become
much more commonplace. VR has great potential when interacting with mul-
timedia, especially in the context of retrieval, due to the ability of users to be
immersed in a virtual space, which provides a near limitless presentation area.
Additionally, hand and head tracking directly translates real world movement
into movement within the virtual space, making spatial orientation intuitive.

We leverage components of the existing vitrivr system [16], which has par-
ticipated at VBS for a number of years [4,18], and have built a new system,
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vitrivr-VR, with a virtual reality based interface to tackle the problem of efficient
and intuitive interactive video retrieval in large video collections by exploiting
the potential of multimedia retrieval in VR. vitrivr-VR has voice input for ini-
tial queries and uses a number of query refinement and relevance feedback tools
engineered to enable intuitive and efficient video search in VR.

In the remainder of this paper we contextualize our work with respect to
existing research in Sect. 2, present an overview of the vitrivr-VR architecture
in Sect. 3, describe the query mechanisms used in Sect. 4, outline the interactive
retrieval process in Sect. 5, and conclude in Sect. 6.

2 VR Multimedia Retrieval Interfaces

A few approaches to perform multimedia retrieval and exploration in VR have
already been proposed and have shown the potential of this new modality [9],
even in competitive settings such as the Lifelog Search Challenge (LSC) [1],
where vitrivr has also been a participant in recent years [5]. While these existing
systems have shown that multimedia retrieval and exploration is possible in
VR, they primarily investigate how traditional 2D interfaces can be transferred
into the VR space without significant changes to the mode of interaction and
media presentation. In [1], for example, different methods of interacting with
traditional 2D user interfaces in VR are explored, however, the user interfaces
themselves are not adapted to the virtual space beyond their placement in the
3D space. Although these interfaces are immediately familiar from traditional
2D interfaces, they lose much of their efficiency in VR, especially for complex
interactions, such as input of specific text.

Other approaches propose methods to make use of the space and freedom of
movement available in VR. [3] introduces a system that enables 3D sketch-based
model retrieval in VR through the fine-granular input possible with 3D tracked
controllers. The retrieval results are displayed in a traditional 2D scrolling list.
A system that explores result presentation in VR is described in [13], which
proposes a simple approach to result presentation in virtual spaces by directly
mapping feature similarity scores to the three spatial dimensions.

With vitrivr-VR we deliberately attempt to avoid traditional 2D user inter-
faces and presentation methods designed for 2D displays in favor of investigating
the effectiveness of user interfaces designed with virtual spaces in mind.

3 System Overview

As the name suggests, vitrivr-VR shares some components with vitrivr, an open
source multimedia retrieval stack.1 It also uses Cottontail DB [2] as its storage
layer and Cineast [15] as its retrieval engine. The presentation layer is a VR
environment as opposed to the traditional web interface. Cottontail DB is a col-
umn store that allows combining Boolean retrieval and nearest neighbor search.
1 https://vitrivr.org.

https://vitrivr.org
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Cineast is responsible for both retrieval and feature extraction, supporting a
multitude of features and media types.

To communicate with Cineast, vitrivr-VR uses the RESTful API provided
through the OpenAPI specifications. vitrivr-VR is implemented in Unity2 using
the Unity XR Interaction Toolkit3 to interface with the HTC Vive Pro headset
through OpenVR.

The existing components from the vitrivr stack provide the core multime-
dia retrieval capabilities [7], while vitrivr-VR enables query formulation, query
refinement, relevance feedback and browsing through its VR user interface.
vitrivr-VR provides speech-to-text based text input for textual queries, query-
by-example (QbE) through previously retrieved results and a number of query
refinement and relevance feedback options.

4 Querying Mechanisms

vitrivr offers a multitude of feature descriptors, many of which focusing on var-
ious visual aspects of a video. Since the primary query formulation mechanism
for vitrivr-VR is speech input which is automatically transcribed into text, we
limit ourselves to the features which operate on textual input. These include
previously introduced capabilities [17], such as full-text search in automatically
transcribed dialog, visible text or automatically generated scene captions as well
as tag-based search using a large number of individually detected instances of
objects or semantic concepts visible in a scene. In addition, we use a video-
text co-embedding mechanism inspired by [11], which is capable of capturing
a richer semantic representation when compared to the individual tags while
understanding a larger vocabulary than the already used captioning approach.
The effectiveness of such methods has recently been demonstrated in [12].

We also make use of relevance feedback for non text-based querying, which
is used by many systems in interactive video retrieval [6,8,10] and is also well
suited for the result presentation and interaction mechanisms of vitrivr-VR.

5 Interactive Retrieval Process in VR

In vitrivr-VR, using the system to find the figurative needle in the haystack is
an interactive process which can be categorised into three phases; initial query,
result organisation and refinement queries A simplified interaction flow diagram
of the process is shown in Fig. 1.

2 https://unity.com.
3 https://docs.unity3d.com/Packages/com.unity.xr.interaction.toolkit@0.9.

https://unity.com
https://docs.unity3d.com/Packages/com.unity.xr.interaction.toolkit@0.9
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Fig. 1. Interaction flow diagram of vitrivr-VR

5.1 Initial Query

Recent VBS installments have shown that text-based retrieval, be it for a limited,
known set of concepts or automatically generated scene captions, is a successful
strategy for an initial query. However, typing words for text-based search is not
very efficient in VR since the state of the art in finger-tracking for text input is
not yet fast and stable. Hence, vitrivr-VR relies on speech-to-text4 to formulate
the initial query. In particular, vitrivr-VR supports traditional full-text search in
OCR, ASR and scene caption data, dedicated concept search, as well as video-
text co-embedding search as described in Sect. 4. The OCR and ASR data is
the same as used in [17]. At the end of the initial query, a text-based similarity
query is issued.

5.2 Result Organisation

In the second phase, during result organisation, users are able to re-arrange the
results in order to effectively browse the result collection. One advantage of VR
is the virtually unlimited space for result presentation, which we exploit in this

4 https://docs.microsoft.com/en-us/windows/mixed-reality/voice-input-in-unity.

https://docs.microsoft.com/en-us/windows/mixed-reality/voice-input-in-unity
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phase by initially displaying the result set spherically around the user, where
each item’s spatial context is indicative of its score. Media items can be pulled
from the results display and manually positioned in space. Items ‘pinned’ in this
way will return to their position in the results display once unpinned. A list
of concepts sorted by their frequency within the result set is presented in close
proximity to the user. Subsequently, users are enabled to spatially cluster the
results along certain attributes such as concepts by dragging them from a list and
positioning them in space, or remove items from the result set matching a certain
filter criterion. The goal of this result organisation is to determine whether the
searched item is already in the result set. Each item can be inspected to view the
associated video segment, neighboring segments as well as additional information
such as a list of concepts detected within the segment. From this view, items
can also be submitted to the competition system. In case the target item is not
yet in the result set, the third phase is launched.

5.3 Refinement Queries

From the previous phases, a set of query components produced a result set
which was organised and filtered, and is spatially explorable within vitrivr-VR.
In case a user did not yet succeed in finding the target item, our system pro-
vides multiple means to facilitate query refinement and additional queries: (i)
query-by-example for result set expansion or reduction (ii) more-like-this queries,
both visually and semantically (iii) relevance feedback. Result sets of these new
queries might be seamlessly merged into the pre-existing result set without user
interaction. Alternatively, taking advantage of the available space in VR, results
of additional queries can be presented spatially separated from the original query
in order to give users more control over the merging of the two result sets. Addi-
tionally, a query and its result set can be stashed away temporarily or discarded
permanently, so the user can focus on other queries.

6 Conclusion

In this paper, we introduced vitrivr-VR, a virtual reality multimedia retrieval
system integrated into the open source vitrivr stack. vitrivr-VR provides a VR
interface for intuitive query formulation and results presentation in a virtual
space. We expect video retrieval in VR to be a competitive, intuitive and, user-
friendly alternative to traditional 2D interfaces and for our VBS participation
to provide us with valuable insights into the effectiveness of VR based systems
in competitive interactive video retrieval.

Acknowledgements. This work was partly supported by the Hasler Foundation in
the context of the project City-Stories (contract no. 17055).
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Abstract. This paper presents a prototype of an interactive video
search tool for the preparation of MMM 2021 Video Browser Show-
down (VBS). Our tool is tailored to enable searching for the public
V3C1 dataset associated with various analysis results including detected
objects, speech recognition, and visual features. It supports two types of
searches: text-based and visual-based. With a text-based search, the tool
enables users for querying videos using their textual descriptions, while
with a visual-based search, one provides a video example to search for
similar videos. Metadata extracted by recent state-of-the-art computer
vision algorithms for object detection and visual features are used for
accurate search. For an efficient search, the metadata are managed in
two database engines: Whoosh and PostgreSQL. The tool also enables
users to refine the search results by providing relevance feedback and
customizing the intermediate analysis of the query inputs.

Keywords: Interactive video search · Video Browser Showdown ·
Relevance feedback

1 Introduction

Due to the popularity of video applications (e.g., YouTube and Facebook) and
the proliferation of camera-enabled smartphone users, unprecedented number
of videos are being generated. Based on the “statista” website1, the number
of uploaded videos per minute is 500 h of video as of May 2019. Given such
large-scale sets of collected videos, enabling efficient video search is essential.

The problem of video search has been investigated in different forms. One
approach is to enable users to search for a given query image. This approach
refers to a content-based video search or visual search, and various techniques
1 https://www.statista.com/statistics/259477/hours-of-video-uploaded-to-youtube-

every-minute/.
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have been proposed to learn the visual content of videos then extract representa-
tive visual features (e.g., color histogram [7], edge histogram [10], and SIFT [9]).
The other approach is to represent each video using a set of keywords tagged
either manually or automatically. With the recent advancement in deep learn-
ing algorithm, learning the content of images and extracting relevant keywords is
feasible. Then, the video search problem becomes analogous to document search;
hence the state-of-the-art methods (e.g., inverted index file) for efficient docu-
ment search can be utilized for video search, which is known as a text-based
video search [13]. Since growing number of videos are tagged automatically with
spatial metadata (e.g., GPS location, field-of-view [8], scene location [2]), the
videos can be searched only using spatial criteria [8]. This approach is referred
to as a spatial-based video search. Moreover, another approach uses both spatial
and visual properties of videos in searching (e.g., spatial-visual search [1,3]).

In this paper, we propose a video search tool referred to as Interactive
Video Search Tool (IVS). IVS supports different types of searches, including
text-based search and visual search. To enable these types of searches, diverse
metadata are being extracted using the state-of-the-art algorithms for object
detection, speech recognition, character recognition, and visual features. The
metadata are stored efficiently in two database engines (Whoosh and Post-
greSQL). Moreover, the tool enables user interaction by providing feedback for
the retrieved videos and initiates subsequent search according to the relevant
feedback. Also, user intervention is allowed to customize the search by updating
the query inputs to prioritize some of them (e.g., prioritizing a specific keyword
among the query keywords in the case of text-based search). As a case study,
IVS is used to search the V3C1 dataset composed of 7k videos. This dataset is
already associated with several metadata by the provider; however, we extracted
further metadata from the dataset as described in Subsect. 2.3.

2 Search Tool Architecture

Here, we describe the underlying components and the adopted built-in algo-
rithms in our proposed search tool (IVS ). Figure 1 shows the GUI for IVS.

Fig. 1. The GUI of the Web Tool
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2.1 Video Dataset

The V3C1 dataset [4] is composed of 7,475 videos. The mean duration time of
videos is 481 s. Each video is segmented into a set of short clips, and each short
clip is represented by a keyframe. On average, the number of generated short
clips per video is 145, and the mean duration time of clips is 3.2 s. The total
number of generated clips for the whole video dataset is 1,082,657; therefore,
the V3C1 dataset is represented by a set of 1,082,657 keyframes (i.e., images).
Now, the video search task gets transformed into searching for images.

2.2 Query Tasks

Using the reference video dataset, IVS supports three types of queries: Visual
Known Item Search (Visual KIS ), Textual Known Item Search (Textual KIS ),
and Ad-hoc Video Search (AVS ). Each of these query types aims at retrieving
the keyframes that satisfy the query criteria.

The Visual KIS query enables a user to search within the reference video
dataset for keyframes similar to the scenes depicted in a given 20-second clip.
Meanwhile, with the Textual KIS query, the user provides a detailed text descrip-
tion instead of a video to search for keyframes capturing scenes that satisfy the
query description. The AVS query is similar to the Textual KIS query as both
of them are based on a textual description of the target scene. However, they are
different in the number of the desired query results. In particular, the Textual
KIS query aims to find the best keyframe that matches the query criteria while
the AVS query expects to find a set of keyframes satisfying the target scene
description.

2.3 Image Representation Metadata

Image search depends on the availability of rich image descriptors that depict
various aspects of the image properties. Without loss of generality, IVS uses the
following metadata as descriptors for the dataset.

– Detected Objects: One way of describing images is to specify the objects
captured in images. For this sake, several deep learning methods for image
recognition and object detection can be used. Each keyframe in the V3C1
video dataset is associated with a subset of the 1000 objects detectable by the
NASnet convolutional neural network [14]. Given that each detected object
is associated with a detection confidence score, we consider only the first ten
objects with the highest confidence scores to reduce the impact of detection
inaccuracy in searching. Furthermore, given that the NASnet algorithm anno-
tates the detected object in a general and abstract manner (e.g., person), we
have considered another state-of-the-art object detection algorithm (known
as DenseCap [6]) which detects objects with more detailed annotations (e.g.,
a person playing baseball)2; hence, adding more contextual information about
objects.

2 When considering only nouns, the size of the vocabulary of DenseCap is 849 objects.
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– Faces: The keyframes of the V3C1 dataset are augmented with the set of
human faces that have been detected via the Apple Image Core API3. This
API reports different labels that imply the number of the detected faces (i.e.,
no faces, one face, two faces, three faces, four faces, or many faces). Since
the face detection implies a person’s existence, IVS utilizes the metadata
extracted from the face detection analysis as indicators for persons in the
search approach.

– Visual features: Various approaches have been proposed for extracting
visual features that depict the visual content of an image (e.g., color his-
togram [7], edge histogram [10], and SIFT [9]). The keyframes of the V3C1
dataset are associated with visual features consisted of color and edge his-
tograms. In addition, we used one of the recent state-of-the-art approaches
(referred to as regional maximum activations of convolutions (R-MAC) [12]),
which utilizes a deep neural network for learning features from an image.
R-MAC extracts a feature vector composed of 512 dimensions.

– Detected Text: Optical character recognition (OCR) enables extracting the
written text that appears in certain portions of images (e.g., the text written
on a traffic sign or a shop storefront captured in an image). Given that a subset
of the keyframes of the V3C1 dataset is labeled with few or much text (based
on the analysis results via the Apple Image Core API for recognizing text (See
footnote 3)), we have extracted text from this subset using TesseractOCR [11].
Furthermore, since some short clips of the V3C1 dataset include speech, such
clips have been analyzed by the Google Cloud Speech-to-Text API to extract
spoken keywords to tag them with their corresponding keyframes. For both
texts extracted by either OCR or speech recognition, it has been processed
to filter out the non-English text and invalid English words using the Python
language detection4 and the part-of-speech tagging5 libraries, respectively.

– Dominant Color: Each keyframe in the V3C1 dataset is labeled with the
dominant color. The dominant color is either one of the colors: blue, cyan,
gray, green, magenta, orange, red, violet, yellow, black/white, or undeter-
mined.

2.4 Storage and Indexing

To enhance the search performance of IVS, we have stored and indexed the
metadata of the reference video dataset into two different database engines.
First, the textual metadata (i.e., detected objects, faces, detected texts, and
dominant colors) are stored into Whoosh which is a pure-python full-text search
engine library. Using Whoosh, each keyframe is considered a document that is
represented by keywords categorized into predefined categories (i.e., detected
objects, faces, detected texts, and dominant colors). These keyframes and their
corresponding keywords are organized in an inverted index file. After that, the

3 https://developer.apple.com/documentation/coreimage/cifacefeature.
4 https://pypi.org/project/langdetect/.
5 https://www.nltk.org/book/ch05.html.

https://developer.apple.com/documentation/coreimage/cifacefeature
https://pypi.org/project/langdetect/
https://www.nltk.org/book/ch05.html
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keyframes are retrieved based on the well-known text-based retrieval methods
(e.g., TF-IDF and the Okapi BM25F ranking functions). Second, the visual
features are stored in PostgreSQL. Since each keyframe is represented by a high-
dimensional vector, PostgreSQL enables storing such high-dimensional data in a
special data type known as “cube”6 that supports organizing data using a Gen-
eralized Search Tree-based index (GiST)7; hence supporting efficient k-nearest
neighbor (kNN) queries.

2.5 Searching Approach

Query Parsing and Preprocessing. For executing the text-based queries
(i.e., Textual KIS and AVS ), the textual description of a query needs to be
interpreted. Thus, a natural language processing (NLP) library is used to inter-
pret the query text to extract meaningful keywords and discard unnecessary ones
(e.g., stop words and punctuation). In IVS, an NLP library called SpaCy [5] is
used. The extracted keywords are classified into adjectives, nouns, verbs, and
numeric keywords. Thereafter, these words are mapped to predefined terms in
the tool dictionary representing the objects, colors, and faces. Then, the mapped
terms are used for searching the video dataset by utilizing the built indexes. For
example, if the query includes the word “turquoise”, it is mapped to the set of
primary colors that constitute that specific target color (e.g., turquoise is mapped
to blue and green) for utilizing the color metadata while searching. Also, if the
query includes the word “a man”, it is mapped into “one face” for utilizing the
face metadata.

Regarding the visual-based queries (i.e., Visual KIS ), the provided 20-
seconds video is segmented to extract a set of keyframes. Then, the extracted
keyframes (referred to as query keyframes) are processed to generate a visual
feature descriptor per each. Moreover, each of the query keyframes is processed
using object detection, speech recognition, and character recognition algorithms
to identify its textual keywords. Both visual feature descriptors and textual key-
words are used for searching the video dataset.

Retrieval and Ranking. For the textual queries, the keywords identified
through the query parsing and preprocessing are used to search the textual
metadata dataset utilizing the built indexes within the search tool. Given that
the metadata is stored into different categories, each of the query keywords is
mapped to a specific metadata category. At executing the search query, the text
indexes corresponding to each metadata category are employed to retrieve the
best keyframes associated with keywords matching the query keywords. Then,
the retrieved keyframes are ranked using either the TF-IDF or BM25 scoring
functions (based on user selection) supported by Whoosh. The query keywords
are prioritized based on their corresponding categories. Based on our evaluation,

6 https://www.postgresql.org/docs/10/cube.html.
7 https://www.postgresql.org/docs/11/textsearch-indexes.html.

https://www.postgresql.org/docs/10/cube.html
https://www.postgresql.org/docs/11/textsearch-indexes.html
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we found that detected object metadata are the most essential for finding rel-
evant keyframes. Therefore, keywords related to the detected object category
have a higher priority than the others; however, the other keywords are used to
increase the priority of the retrieved keyframes matching both detected object
keywords and other keywords8. In IVS, the prioritizing mechanism of the search
results is implemented using a Boolean query as outlined in Eq. 1.

TextQuery = {keywords(category : DetectedObjects)} OR

{keywords(category : DetectedObjects) AND keywords(category : Others)} (1)

On the other hand, for the visual queries, for each query keyframe, two queries
are executed: visual-based search using the extracted visual feature descriptors
and text-based using the extracted textual keywords. Each search ranks the
retrieved keyframes individually using some ranking functions. The text search
ranks the keyframes using TF-IDF or BM25 while the visual search ranks them
using a distance-based similarity function (either Euclidean or cosine distance
based on user preference). Thereafter, the common keyframes retrieved from
both visual-based and text-based search are kept, but their ranking scores are
aggregated from both search mechanisms.

Interactive Search. IVS provides two mechanisms for interactive search.
First, a user can help in updating the parsing results of the textual query. In
particular, the user can delete or add some keywords. Moreover, the user can
participate in emphasizing higher priority for some keywords. The high-priority
keywords are combined with the “and” operator in the Boolean query compos-
ing the textual query (see Eq. 2). Second, the user can provide feedback for the
retrieved results of a query by selecting the most relevant keyframes among the
retrieved ones. Thereafter, a visual search is executed to retrieve similar reference
keyframes to each of the selected keyframes.

TextQuery = ({keywords(category : DetectedObjects)} OR

{keywords(category : DetectedObjects) AND keywords(category : Others)}) AND

{keywords(category : � and emphasized)}
(2)

3 Conclusion

This paper presents an interactive video search tool (IVS). The IVS tool sup-
ports both textual and visual queries and aims at providing an efficient and
accurate search utilizing various metadata types and hence different indexing
techniques. In addition, the IVS tool enables getting users’ feedback either by
customizing the query or by relevance feedback to enhance the search results.

8 If a keyframe does not match the detected objects keyword but matches the other
query keywords, it is omitted from the retrieved keyframes.
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Abstract. As a longstanding participating system in the annual Video
Browser Showdown (VBS2017-VBS2020) as well as in two iterations
of the more recently established Lifelog Search Challenge (LSC2018-
LSC2019), diveXplore is developed as a feature-rich Deep Interactive
Video Exploration system. After its initial successful employment as a
competitive tool at the challenges, its performance, however, declined
as new features were introduced increasing its overall complexity. We
mainly attribute this to the fact that many additions to the system
needed to revolve around the system’s core element – an interactive self-
organizing browseable featuremap, which, as an integral component did
not accommodate the addition of new features well. Therefore, coun-
teracting said performance decline, the VBS 2021 version constitutes a
completely rebuilt version 5.0, implemented from scratch with the aim
of greatly reducing the system’s complexity as well as keeping proven
useful features in a modular manner.

Keywords: Video retrieval · Interactive video search · Video analysis

1 Introduction

The annual video retrieval challenge known as the Video Browser Showdown [7,
8,10,12] (VBS) as well as the newly developed Lifelog Search Challenge [3,4]
(LSC) based on personal lifelog data are team competitions that involve quick
interactive search of large multimodal databases. As such they include multiple
tasks, such as Known-Item Search (KIS) along with Ad-hoc Video Search1 (AVS)
as well as two competition modes featuring experts and novices using the various
competing systems. These conditions, coupled with a relatively tight per-task
time-limit of merely a few minutes, in general imposes two requirements on a
participating system: the need to be as sophisticated as possible in order to
retrieve meaningful results, while at the same time being as simple to use as
possible for accommodating novice users familiar with neither the tasks nor the
systems.

The diveXplore system [5,6,9,13,14] continuously participated in the VBS
challenge since its 5th iteration (VBS2017-VBS2020) and grew in complexity
1 https://www-nlpir.nist.gov/projects/tv2018/Tasks/ad-hoc/.
c© Springer Nature Switzerland AG 2021
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along with the size of the competition’s gradually growing dataset [11], which
currently comprises approximately 1000 hours of video [2]. Initially developed as
a video exploration tool utilizing the concept of self-organizing feature maps [1],
many new and exploratory features were added to the system for each VBS iter-
ation, which led to an increasing deviation from its original core feature: video
exploration through browsing. Consequently, the system became hard to main-
tain and complex to alter. Therefore, in order to competitively participate in
VBS2021, diveXplore 5.0 is rebuilt from scratch focusing on the integration of
successful features from the past challenges, while still offering video exploration
features at a more modular level, preventing unnecessary feature dependencies.
Figure 1 portrays the system’s new architecture, technology and features. The
remaining sections describe diveXplore in detail as well as highlight novel addi-
tions to the system.

Fig. 1. Architecture and of diveXplore 5.0

2 diveXplore 5.0

As a veteran system at the VBS, diveXplore was first developed for VBS2017 [14]
incorporating an approach similar to the winning system at VBS2016 [1] for
its main interface: an interactive, collaborative and self-organizing featuremap.
Users were able to organize this map according to several similarity features, such
as deep concepts, color, texture and motion. Additionally, these features could
be utilized for similarity search on a keyframe basis with results being shown in
separate views. Over the course of the last VBS iterations, these views became
more and more important, as new features were introduced, such as a shot-aware
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video player, storyboards, color filter and textual concept as well as hand-drawn
sketch search. All of these components needed to be integrated in accordance
with the ever-present featuremap, such that navigating shots or videos in any
of the views required re-positioning the currently displayed featuremap or even
loading a new one. This overall slowed system performance in addition to being
very error-prone. Therefore, the focus of diveXplore 5.0 is to remove these strong
dependencies and construct separate views that do not have to be updated during
most interactions.

2.1 Architecture

As illustrated in Fig. 1, the system builds on several offline preprocessing steps in
order to facilitate smooth interactive retrieval during the competition. First, the
V3C1 dataset is split into custom shots as well as uniformly sampled frames using
a one-second interval. This makes video retrieval very flexible since query results
can be ordered on different levels of granularity. Subsequently, all included analy-
ses can be started, which mostly include feature extraction utilizing hand-crafted
as well as deep neural network approaches. The technologies used for creating
the systems are web-based. The back end comprises two NodeJs2 servers, where
one is used for hosting keyframes, thumbnails and featuremaps, while the other
server acts as a RESTful middleware between a client written in Angular3 and
a MongoDB4 database.

2.2 Features

As mentioned, diveXplore 5.0 keeps the most useful features from previous VBS
iterations, while adjusting them to accommodate aforementioned analyses on
shot as well as frame level. Consequently, it still provides a textual concept search
that allows for the search of different deep concepts such as objects, attributes,
locations as well as metadata. Furthermore, the possibility for similarity search
is maintained as well, especially since it proved invaluable for AVS tasks: a user
can select a particular shot or frame and can retrieve similar items by choosing
a similarity measure such as deep concepts, color, texture or motion features.
In addition, the system includes two additional explorative views that borrow
from previously integrated components, yet incorporate novel strategies. The
following sections describe these new features in more detail – concept-based
featuremaps and a video-based similarity filter.

Concept-Based Featuremaps. Figure 1 already indicates that diveXplore 5.0
keeps the concept of featuremaps, albeit in a different form: the large map incor-
porating the shots of all videos organized by different concepts is removed while
maintaining and organizing smaller maps for individual concepts such as objects,
2 https://nodejs.org.
3 https://angular.io.
4 https://www.mongodb.com.

https://nodejs.org
https://angular.io
https://www.mongodb.com
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Fig. 2. Concept-based featuremaps.

which is illustrated in Fig. 2. By entering valid concepts, such as ‘car’ in the
example, users can retrieve one or more featuremaps depending on how many
incorporated deep nets include this particular concept. These smaller maps can
subsequently be organized by utilizing all measures available for similarity search
as well as recognition confidence and video affiliation. This feature is available
for the multi-map overview shown in Fig. 2 as well as an individual fullscreen
view after selecting an individual featuremap.

Video-Based Similarity Filter. The video-based similarity filter, shown in
Fig. 3, is a new addition based on the system’s previously integrated storyboard
feature, which provided a user with small summaries of each individual video.
The main difference to the former implementation is the addition of interaction
through several combinable filters. The view as well makes use of deep concepts
and similarity, but for comparing entire videos or sections of them. As an exam-
ple, the figure shows a situation where full videos are ordered by their creation
period, i.e. between 2008 and 2012. Similarly, a user can as well select one or
multiple concepts such as ‘person’ and ‘apple’ and group video sections according
to either the frequency or classification confidence of these terms. Since this view
allows for a multitude of different combinations it will expectedly be subject to
many improvements in future system updates.
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Fig. 3. Video-based similarity filter.

3 Conclusion

We present diveXplore 5.0 – a completely rebuilt version of a long-time compet-
ing system at the annual Video Browser Showdown. While keeping some proven
useful features, such as concept and similarity search, the system includes two
additional views for dataset exploration: concept-based featuremaps enabling
the exploration and organization of individual concepts, as well as a video-based
similarity filter, which allows for video- or segment-wide similarity search accord-
ing to various combinable criteria. All features are integrated on a shot- as well
as uniformly sampled frame-basis in order to increase the system’s flexibility.
We expect these compared to diveXplore 4.0 much reduced and more carefully
integrated components to shape a competitive system for VBS2021.
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grant P 32010-N38.
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Abstract. This paper presents an enhanced version of an interactive
video retrieval tool SOMHunter that won Video Browser Showdown
2020. The presented enhancements focus on improving text querying
capabilities since the text search model plays a crucial part in success-
ful searches. Hence, we introduce the ability to specify multiple text
queries with further positional specification so users can better describe
positional relationships of the objects. Moreover, a possibility to further
specify text queries with an example image is introduced as well as con-
sequent changes to the user interface of the tool.

Keywords: Interactive video retrieval · Self-organizing maps ·
Relevance feedback · Deep learning

1 Introduction

This year, Video Browser Showdown 2020 (VBS) [2,12,13,18,20,21] was, as
usual, an exhibition of a variety of different approaches to interactive video
retrieval with nine competing tools [1,5,7,9,10,14,17,19,22] from around the
world. We introduced SOMHunter [7] there for the first time, employing three
easy-to-use concepts – temporal text query search based on W2VV++ model [11]
(employing advanced visual features [16]), optional display based on dynamic
self-organizing map (SOM) [6] and a feedback mechanism [3] based on “liking”
relevant frames. Participating for the first time, the tool managed to win first
place solving 15 known-item search tasks (out of 22). Joining the VBS competi-
tion is a great opportunity to take a feedback and push systems forward. Shortly
after, we started working on new features [15] for Lifelog Search Challange 2020
(LSC) [4]. We also released a light-weight web-oriented version of our tool [8] as
an open-source project to help new teams considering participation at VBS or
LSC events.

Taking a look at state-of-the-art VBS tools, all have one thing in common—
each one of them implements text querying in some form. Additionally, VBS
post-competition analysis suggests that textual models play a critical part in
finding the target scene in our tool. In total 10 out of 15 tasks that were success-
fully solved, were submitted directly from a state employing only textual query
(mostly the temporal one).
c© Springer Nature Switzerland AG 2021
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This fact led us to focus on improving the text querying capabilities of
SOMHunter. From our experience, a limited ability to describe positional rela-
tionships of entities present in frames is an issue. Therefore, we introduce a
different approach to formulate a text query where users can provide multiple
positioned descriptions arranged on a query canvas. While still being able to
use a text query describing the frame as a whole, this brings new possibilities
to exploit positions of searched objects (instead of position specification with a
free-form text). The price for this feature is a multi-representation of selected
frames, currently statically divided to overlapping regions. Since one text query
can lead to a lot of somewhat relevant frames, we plan to introduce an intuitive
text query vector relocation mechanism supporting construction of temporal
queries (see Sect. 2.2).

While temporal and positional text queries based on W2VV++ model [11]
are promising mechanisms, in many cases they are just not enough to solve a
challenging task. As an example, during the last VBS 2020 competition, 5 out of
15 solved tasks were correctly submitted from the state using also the relevance
feedback approach or the nearest neighbours search. With this in mind, we are
aware that other search modes should be preserved in the tool.

2 Newly Included Text Querying Options

According to the VBS 2020 post-competition analysis we participated in, the text
query model is truly a powerful element of the SOMHunter system. However, the
employed bag-of-words (bow) variant of the W2VV++ model has limitations to
describe object properties – the order of words does not matter in the model. For
example, position relationships between objects in the frame cannot be effectively
handled. In consequence, the query feature vector does not have to be situated
in the desired part of the feature space, in the desired cluster of frame feature
vectors. Hence, we introduce two extensions that try to tackle limitations of the
bow variant.

2.1 Localized Text Queries

We introduce additional (optional) text queries describing a simple-shape area
of the frame alongside the usual query describing the whole frame. A user simply
places queries on the frame-shaped canvas, where each query separately describes
the selected area. With positioned text queries, users can rely on exact position
specification, and do not have to specify the position for the text search model.

To compute a relevance score for a frame, we consider a limited fixed number
of frame subregions for which features are extracted in the pre-processing phase.
Each positioned text query is mapped to a matching subregion and the relevance
score is computed for corresponding feature vectors. Finally, an aggregated score
for the whole frame is computed and used for the final ordering of all frames.
Naturally, this approach multiplies the number of features to maintain for each
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frame, but as of now, this is not a limiting factor for the dataset of V3C1 repre-
sentative frames (about 1M) and so it is a price we are willing to pay for more
precise options to specify text queries.

2.2 Text Query Vector Relocation

A text query feature vector does not have to necessarily occur in the neighbour-
hood (or center) of searched vectors of relevant dataset frames due to limita-
tions of a text embedding model or improper text query formulation. Therefore,
multimedia search systems often provide a k nearest neighbours (kNN) search
functionality to relocate the initial query vector in the feature space, towards
the images of interest.

In a standard search scenario, this relocation takes part in a sequence of
search steps starting with a text query and then followed by kNN browsing
actions. However, if a user wants to search by a temporal text query, it might
be cumbersome and confusing to use kNN search in the main display to relocate
all parts of the temporal text query. To ease the initial query vector relocation,
we propose a prompt panel showing a SOM-based grid of frames summarizing
the neighbourhood of the text query feature vector. In this map, users can select
a more appropriate example image that replaces the text query in the ranking
model. The idea is illustrated in Fig. 1.

2.3 User Interface

From the start, the main goal of SOMHunter is to stay as simple as possible to
use and with the regular addition of new features, it is getting harder and harder
to implement these features into the UI.

Adding the possibility to construct multiple queries with its area specifi-
cation, while still keeping the tool interface simple, can be a challenging task.
Therefore, we take inspiration in a concept that has been already “battle-tested”
in the VIRET tool [14]. We use a frame-shaped canvas where users can place

Fig. 1. Relocation of an initial text query vector (green cross). Gray circles illustrate
frames vectors in feature vector space, where blue circles denote the top relevant ones
to the query. Orange crosses in Step 2 show representative neighbours displayed in a
prompt panel, while the effect of query relocation is illustrated in Step 3. (Color figure
online)
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Fig. 2. The new user interface including also the component for constructing the intro-
duced area text queries. This gives a user possibility to use multiple text queries that
also capturing the positional relationships relative to the frame.

a text query and specify its area of the effect. With this approach, users can
determine frame subareas related to the text queries. Using general region speci-
fication gives a convenient layer of abstraction that is independent on the actual
implementation under the hood. Hence, it is possible to change the model imple-
mentation without changing the UI behaviour in the future (Fig. 2).

3 Conclusion

We presented an updated version of the interactive video retrieval system SOM-
Hunter that extends the previous temporal query model with optional queries
describing positional relationships of objects in frames. To improve and enrich
the initial temporal text query formulation, we introduced an additional SOM-
organized panel of frames providing an opportunity to move the text query
embedding vector to another part of the joint feature vector space.
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SIRET Research Group,
Department of Software Engineering Faculty of Mathematics and Physics,

Charles University, Prague, Czech Republic
{peska,lokoc}@ksi.mff.cuni.cz, gregor.kovalcik@gmail.com,

tomas.soucek1@gmail.com, vitek.skrhak@seznam.cz

Abstract. The W2VV++ model BoW variant integrated to VIRET
and SOMHunter systems has proven its effectiveness in the previous
Video Browser Showdown competition in 2020. As a next experimental
interactive search prototype to benchmark, we consider a simple system
relying on the more complex BERT variant of the W2VV++ model,
accepting a rich text input. The input can be provided by keyboard or
by speech processed by a third-party cloud service. The motivation for
the more complex BERT variant is its good performance for rich text
descriptions that can be provided for known-item search tasks. At the
same time, users will be instructed to specify as rich text description
about the searched scene as possible.

Keywords: Known-item search · Deep learning · Interactive video
retrieval

1 Introduction

The Video Browser Showdown (VBS) [3,9,10] is a respected international ini-
tiative to benchmark interactive search systems with a set of challenging tasks
over a shared dataset (currently the V3C1 dataset [15]). The last year, a perfor-
mance boost was achieved with the W2VV++ model [7] (using [13]) that maps
video frames and text descriptions to a joint feature space. In connection with
temporal query fusion in systems like VIRET [11,12] or SOMHunter [6], the text
search model was a very important factor behind many successfully solved tasks.
Therefore, we plan to investigate a state-of-the-art free-form text search model
for representative video frames and a variant of a temporal fusion, combined
with a recommended search strategy where users provide a much longer text
description of searched scenes.

Let us note that temporal models were also applied earlier on a sequence of
sketches drawn by a user [2,17]. Recently at VBS 2020, vitrivr [16] and VIREO
[14] tools also added a temporal search mode.

In order to enter the text input, a keyboard can be used, which is a preferred
option by users with good keyboard writing skills. Another option is to use a voice
c© Springer Nature Switzerland AG 2021
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input, which was recently introduced for the Lifelog Search Challenge 2020 by the
Voxento system [1] relying on a Google Cloud Service. Voxento supports spoken
queries as well as several simple commands like “stop recording” or “submit”. In
our prototype, we do not focus on commands as these actions can be issued by
a simple interaction with a mouse click or a dedicated keyboard key. Users can
just click a button and record a speech-based description. After its processing,
the text can be still corrected manually by keyboard.

In order to rank database with respect to a longer text query for known-
item search tasks, the key system component is the W2VV++ BERT variant
as suggested in the recent W2VV++ case study [8]. According to the reported
results with a smaller benchmark dataset focusing on known-item search tasks
over a set of selected frames, the BERT variant outperformed the BoW version
by a large margin. Hence, we believe that this more complex video-text joint
embedding model could be suitable in a combination with rich descriptions that
can be provided for observed scenes.

2 System Overview

The main feature of the tested prototype is searching by an existing powerful
video-text search model. Another important feature is the generalization of 2-
point temporal queries into n-point context-aware queries, which should be more
suitable for continuous description of the scene provided by users. Overall, the
system architecture is actually quite simple and consists of four components.

– User interface for text query input and result set browsing. This component
can be created by making use of a few classes from the VIRET framework.
Specifically, we re-use just the dataset of selected frames and the presentation
grid. In addition, a text box for typing and editing sub-queries and control
buttons (e.g., for speech recording) are included in the querying panel. As for
the results visualization, the primary option would be to display one result
(i.e., several key frames of the returned scene) per-line. Nonetheless, inspired
by the performance of the vitrivr tool [16], we also plan to explore additional
results aggregation, visualization, and browsing strategies.

– W2VV++ BERT model component [8], implemented in Python can run as
a server application providing API for a text-to-vector transformation and
subsequently a text-to-frame rating.

– Context-aware ranking model that provides the final ranking of objects based
on the results of individual sub-queries.

– Third party services for optional sub-tasks. For example, if users rely on the
speech input, an external service can be called to transform a recorded audio
signal to text.

3 Context-Aware Query Ranker

One novel feature of the proposed tool is the context-aware ranker. This com-
ponent is responsible for the final ranking of the results based on the per-frame
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ratings of individual sub-queries provided by the W2VV++ BERT component.
In the previous years, temporal queries have proven to be an important query-
ing mechanism in both SOMHunter and VIRET tools [6,11]. Nonetheless, only
2-point temporal queries were utilized in VIRET and SOMHunter performed
at most 3-point temporal query with a greedy search to aggregate individual
sub-queries. Furthermore, the evaluation was performed on individual frames
separately in both cases. The proposal of context-aware ranker is an alternative
to the temporal queries. It relaxes the temporal ordering to mere temporal co-
location context (i.e., all sub-queries must be reasonably answered in a certain
temporal context window). The proposal of context-aware ranker is based on the
following assumptions (Fig. 1):

– A1: Users can provide much longer or more detailed textual description of
the remembered scene, especially if they are instructed to do so.

– A2: The overall description may span across the whole scene and no sin-
gle frame can contain all information described in the text. Nonetheless, we
should still be able to separate segments of the text (i.e., sub-queries) that
correspond to a single frame. This can be done either explicitly by the user
or implicitly e.g., via detecting sentence separators.

– A3: While providing a stream of text, it may be an additional burden for users
to order the descriptions according to some timeline (i.e., to explicitly define
what happened first, what next etc.). Also, several sub-queries may corre-
spond to the same points on the timeline. However, we may be certain that
all sub-queries correspond to a relatively short time-window of the searched
scene.
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– A4: In the datasets, there are not too many pairs of videos, where similar
events happens in a reverse ordering. For example, consider to have a segment
of a video, where there is a scene with a tractor approaching a field and then
an aerial view of a forest. It is rather unlikely that there are too many other
videos, where similar events happen in a different ordering, i.e., first a forest
and then a tractor. In another words, we assume that if a temporal ordering
is reduced to a mere temporal co-location of events, we would not introduce
too much additional noise.1

– A5: Finally, we assume that users will often describe longer-lasting events,
which may spread across multiple frames. Therefore, per-frame results to the
sub-queries should be aggregated accordingly.

By putting assumptions A1–A4 into consideration, we decided to relax the
original temporal ordering into a mere temporal co-location. This decision has
a potential of both simplifying the user interface, allowing users to submit addi-
tional sub-queries easily and also considerably decrease the computational com-
plexity of the query. Context-aware ranking utilizes a sliding context window,
within which, we aggregate results of all sub-queries.

To be more formal, suppose Q is a set of sub-queries, F is a list of frames
and ri,j ∈ (0, 1) is the relevance of frame fi ∈ F to the sub-query qj ∈ Q. In
the current implementation, ri,j is provided by the W2VV++ BERT component,
but any other frame-level relevance estimator can be used. Furthermore, suppose
w is the size of the context window and ck ∈ C is a list of consecutive frames
from fi to fi+w, i.e., candidates for the searched scene. Candidates are derived
from the list of frames iteratively by applying a certain step size.2 Now, for any
candidate list ck, its rating is calculated as follows:

rk = α1

([
α2

([
ri,j ; fi ∈ ck

])
; qj ∈ Q

])
, (1)

where α2 and α1 are a frame-wise aggregation of some sub-query and a query-
wise aggregation respectively. Some plain aggregations such as mean or min for
α1 and max for α2 can be utilized. Nonetheless, considering assumption A5, we
also plan to evaluate some additional aggregations. Specifically, assuming that
ri,j can be interpreted as a probability that the frame fi answers the query qj ,
α2 can be defined as:

α2,prob = 1 −
∏

∀i∈ck

(1 − ri,j) (2)

Alternatively, if ri,j is interpreted as a level of fulfillment, different variants of
fuzzy logic T-conorms [5] may be utilized to aggregate the per-frame results.

In order to speed-up the α2 aggregations across the list of candidates, we
plan to utilize some sliding-window aggregation algorithms, e.g., [4].

1 Note that we are aware that reverse events could be quite common within a single
video as similar cuts may repeat frequently. Nonetheless, this would still reduce the
task at hand to merely finding the right scene within a video.

2 Note that padding is employed on the edges of individual videos.
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Several variants are also plausible for α1 aggregation. Here the main moti-
vation is that some sub-queries may be incorrect (e.g., due to some incompat-
ibilities in human vs. computer perception of the scene). In such cases, a few
bad-performing sub-queries should not completely disqualify the candidate. On
the other hand, candidates should provide reasonable results for as many queries
as possible. Therefore, we plan to experiment with several metrics ranging from
product to sum aggregations.

4 Conclusion

We present a simplified variant of the VIRET interactive video retrieval tool that
tests a state-of-the-art text-video joint embedding model. The updated version
should let users to specify a rich text query comprising different parts of the
searched scene in an arbitrary order. The browsing experience is also improved
with a history of searches.

Acknowledgements. This paper has been supported by the Charles University Grant
Agency (GA UK) project number 1310920, by Czech Science Foundation (GAČR)
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Abstract. This paper presents the second release of VISIONE, a tool for
effective video search on large-scale collections. It allows users to search
for videos using textual descriptions, keywords, occurrence of objects and
their spatial relationships, occurrence of colors and their spatial relation-
ships, and image similarity. One of the main features of our system is
that it employs specially designed textual encodings for indexing and
searching video content using the mature and scalable Apache Lucene
full-text search engine.

Keywords: Content-based video retrieval · Video search · Information
search and retrieval · Surrogate text representation

1 Introduction

In the last decade, we have witnessed an exponential growth of multimedia
content, mainly due to the pervasive use of cameras and social media. However, as
visual data (e.g. video and images) are usually poorly annotated or not annotated
at all, the use of scalable content-based retrieval systems and techniques for
automatic visual analysis have become crucial to managing large visual archives.
In this paper, we present a content-based video retrieval system, called VISIONE,
which leverages various artificial intelligence techniques for automatic analysis
of video keyframes in synergy with specially designed textual encoding of the
visual content that facilitates the use of mature and scalable full-text search
technologies for indexing and searching large-scale video collections.

A first release of VISIONE [1,6], which participated in the 2019 edition of
the Video Browser Showdown (VBS) [11], is described in details in [2]. VBS is an
international video search competition that is held annually since 2012 [13]. The
V3C1 dataset [5], consisting of 7,475 videos, has been used in the competition
since 2019. So far, three types of search tasks are considered in the competition:
Known-Item-Search (KIS), textual KIS and Ad-hoc Video Search (AVS). The
KIS task simulates the situation in which a user wants to find a particular video
clip that he/she has watched before performing the search. The textual KIS
concerns the case in which the user wants to find a particular video clip that
c© Springer Nature Switzerland AG 2021
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https://doi.org/10.1007/978-3-030-67835-7_47

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-67835-7_47&domain=pdf
http://orcid.org/0000-0003-0171-4315
http://orcid.org/0000-0002-5225-4278
http://orcid.org/0000-0001-6258-5313
http://orcid.org/0000-0002-3715-149X
http://orcid.org/0000-0003-3011-2487
http://orcid.org/0000-0001-7182-7038
http://orcid.org/0000-0003-2740-4331
https://doi.org/10.1007/978-3-030-67835-7_47


474 G. Amato et al.

he/she has never seen but of which a detailed textual description is provided. For
the AVS task, instead, a general textual description is provided to the user who
is asked to find as many video shots as possible that fit the given description.

One of the main limitations of the first version of VISIONE was the poor
performance on textual KIS tasks. In facts, in our first participation in the
VBS competition, the search in VISIONE was based only on object detection,
colors, scene tags and visual similarity, and this proved to be not good enough
to resolve textual KIS tasks in a reasonable time. To overcome this limitation,
in this new release of our system, we integrated a retrieval module that allows
searching for a target scene using natural language queries. Moreover, inspired
by several systems that participated in previous editions of VBS, like [8,10,12],
we introduced the possibility of performing a temporal search, where the user
can describe two consecutive (or temporally close) keyframes of the same target
video. Finally, several improvements have been made to the interface and in the
selection of the best scoring functions used for ranking the results. All these
novel aspects of our system are described in Sect. 3. The next section, instead,
provides an overview of VISIONE and its functionalities.

2 VISIONE Video Search System

VISIONE provides several search functionalities in order to allows a user to
search for a video by formulating textual or visual queries describing the content
of a scene of a target video. In particular, it supports:

– query by scene description: the user can provide a textual description in nat-
ural language (e.g. “A tennis player serving a ball on the court”);

– query by keywords: the user can specify keywords related to the target scene
(e.g. “tennis, indoor, athlete, action”);

– query by object location: the user can draw on a canvas simple diagrams to
specify the objects that appear in a target scene and their spatial locations;

– query by color location: the user can specify some colors present in a target
scene and their spatial locations;

– query by visual example: an image can be used as a query to retrieve video
scenes that are visually similar to it. The image can be selected in the browsing
interface as one of the results of a previous search iteration, or uploaded from
URL/local file system.

Moreover, some filters are available to specify the aspect ratio of the target scene
and if it is in color or in b/w. Figure 1 shows a screenshot of the search interface.

To support the above mentioned search functionalities, VISIONE exploits
content analysis and artificial intelligence techniques to understand and rep-
resent the visual content of the video keyframes, including (i) a Transformer
Encoder Reasoning Network [9] to extract relation-aware textual and visual fea-
tures that enable our system to search images using textual descriptions; (ii)
an image annotation engine [4] to extract scene tags; (iii) state-of-the-art object
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Fig. 1. Search interface. (Color figure online)

detectors to identify and localize objects in the video keyframes; (iv) spatial col-
ors histograms to identify dominant colors and their locations: (v) the R-MAC
[14] deep visual descriptors to support the similarity search functionality.

One of the main peculiarity of our system is that all the different descriptors
extracted from the video keyframes (features, scene tags, colors/object classes
and locations) as well as the queries formulated by the user through the search
interface (e.g., keywords describing the target scene and/or diagrams depicting
objects and colors locations) are encoded using specifically-designed textual rep-
resentations (see [2] for the details). This choice allows us to exploit mature and
scalable full-text search technologies for indexing and searching large-scale video
database without the need to implement dedicated access methods. In particular,
VISIONE relies on the Apache Lucene full-text search engine.

3 New VISIONE Functionalities for VBS 2021

This section provides an overview of the improvements performed to the system
compared to the first release of VISIONE that participated in VBS 2019.

Query by Textual Description. To address the limitations of the previous
version of VISIONE during the textual KIS, in this improved version we added
an ad-hoc subsystem for searching keyframes using textual descriptions. Textual
descriptions are full natural language sentences, usually between 5 to 50 words
in length, describing a visual scene. For example, a valid textual description
could be “A tightly packed living room with a tv screen larger than the fireplace
right beside it”. These textual descriptions can include objects details, expressed
using their physical or semantic attributes, and they can specify the spatial or
abstract relationships linking objects together.

This visual search using natural language descriptions as a query is achieved
by using a recently developed deep neural network architecture, called Trans-
former Encoder Reasoning Network (TERN) [9], which is able to match images
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and sentences in a highly-semantic common space. The core of the architec-
ture is constituted of recently introduced deep relational modules called trans-
former encoders [15], which can spot out hidden intra-object relationships. In
particular, in the visual pipeline, a stack of transformer encoders try to find
links between image regions pre-extracted using a state-of-the-art object detec-
tor (Faster-RCNN); in the textual pipeline, using a pretrained BERT model plus
another stack of transformer encoder layers, the model searches for relationships
between sentence words. An overview of the architecture is shown in Fig. 2.

The extracted cross-modal features are normalized and in principle very sim-
ilar to visual descriptors like RMAC [14]. Hence we indexed them using the same
textual encoding that we already exploited to index the RMAC descriptors (see
[2,3]).

Temporal Query. To support temporal queries, in the new version of our
system, we have added a second canvas and associated input text boxes to the
user interface, that allows users to simultaneously search for two keyframes that
are temporally close in a video segment but that are different in the represented
content. The search is executed by performing two queries to the index, each
providing its own output results. The resulting keyframes, which belong to the
same video and whose temporal distance is less than a given threshold δ, are then
combined as pairs and shown in the result section of the interface. We use δ = 20
s, however we plan to integrate the possibility to specify a different temporal
threshold in the user interface. In this way, the user can exploit temporal relation
between video keyframes when searching for a target video.
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Improvements in the Searching Implementation. The search process in
VISIONE relies on five search operations which implement the five search func-
tionalities presented in Sect. 2. The results of these search operations are com-
bined and ranked according to some text scoring functions (see [2] for more
details). In the first implementation of VISIONE, we selected the text scoring
function to be used for each search operation by performing some very pre-
liminary tests and by (subjectively) estimating the performance of the system.
Recently, in [2], we performed a more in-depth and objective analysis to select
the best rankers combination for our system. In particular, we tested 64 different
implementations of our system using all the queries output collected during the
participation at the VBS2019 challenge in order to select the configuration that
has the best performance in terms of effectiveness (i.e. how good is the system
in returning at least one relevant result in the top positions of the result set).
We used this newly established configuration in the new release of the system.

User Interface. Some improvements have also been made to the VISIONE
user interface. We have integrated the possibility to search by similarity also
using images uploaded from a URL or file system, as previously only images
from the indexed data collection were allowed to be used as query examples. In
addition, to boost the efficiency of our system during AVS tasks, we have added
the possibility of selecting multiple images to be submitted as a response while
automatically removing from the browsing interface all images that have already
been submitted during the running AVS session.

4 Conclusion and Future Work

In this paper, we presented the second version of the VISIONE system, focusing
on the new functionalities that we integrated in our system to better handle both
KIS and AVS tasks. However, we plan to further improve our system in several
ways, including exploiting video-text matching approaches (now the system uses
only image-text matching), different color analysis techniques, more advanced
techniques for organizing search results, and the use of textual speech and OCR
annotations that are already provided by the VBS community. Moreover, we
would like to integrate collaborative browsing and search functionalities. Finally,
we are investigating the possibility of improving the bounding-box search tool
by realizing a more precise match between user-defined rectangles during query
and image bounding-boxes. The idea is to define a similarity function between
two images based on the aggregation of the degree of overlap between the image
bounding-boxes. Since there are several ways in which the bounding-boxes can
be matched, the computation of this similarity defines an assignment problem,
which can be solved in theory with the well-known Hungarian algorithm [7].
Given the complexity of the algorithm, this solution will presumably only be
used to reorder the result-set of a query.
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Abstract. We present IVOS, an interactive video content search system
that allows for object-based search and filtering in video archives. The
main idea behind is to use the result of recent object detection models
to index all keyframes with a manageable set of object classes, and allow
the user to filter by different characteristics, such as object name, object
location, relative object size, object color, and combinations for different
object classes – e.g., “large person in white on the left, with a red tie”.
In addition to that, IVOS can also find segments with a specific number
of objects of a particular class (e.g., “many apples” or “two people”) and
supports similarity search, based on similar object occurrences.

Keywords: Content-based video retrieval · Interactive video search ·
Object detection · Deep learning

1 Introduction

The Video Browser Showdown (VBS) [5,13] is a live annual video content search
competition, where international teams compete against each other in an equal
setting (same environment/room, same dataset, same tasks, etc.). Many differ-
ent approaches have been proposed over the years since the start of the VBS
in 2012 [9], and it has become a solid platform for evolutionary evaluation of
multimedia retrieval in the multimedia community [6,7].

In its 10th edition, VBS2021 challenges users of video content search systems
to solve Known-Item Search (KIS) and Ad-hoc Video Search (AVS) tasks for the
V3C1 [8] dataset within a particular time limit of typically five minutes per task
(this is often decided during the competition, depending on the performance of
the teams). The tasks are issued with different modalities – either visually or just
by a textual description – and are separated over different sessions, where experts
(i.e., the system developers) and novices (volunteers from the audience) need to
solve these tasks. This requires not only an effective video content search system,
but also an interface that is easy to use. Since the VBS is performed annually,
search systems are typically evolutionary improved over the years, integrating
experiences and lessons learned from previous competitions.
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For VBS2021 we introduce IVOS, the ITEC Interactive Video Object Search
system, which allows to search and explore a video archive based on objects
detected by state-of-the-art object detection models. While clearly inspired by
the VISIONE system [1] at VBS2019, IVOS is designed according to our previous
experience at several VBS competitions, where we used a rather complex search
system (diveXplore 1.0–4.0) [3,10–12] that often overwhelmed users with too
many available search features and too much presented information – this is
true for novices, but also for experts, unfortunately. One particular challenging
component was the text-based semantic search for concepts, which were detected
in full frames by a CNN model trained for all 21,841 ImageNet concept classes.
Here, users were often confused by the many available concepts and the rather
low detection confidence. Thus, when challenged with specific tasks, users did
not really know what they should actually search for – which was attributed to
both the huge number of available concepts, and their specific English names,
some of which were often not clear to some users due to the language barrier.
However, also choosing the right query type among the many provided ones (map
browsing, query-by-concept with different models, query-by-example, query-by-
similarity, and query-by-sketch), and effectively switching between them, turned
out to be rather puzzling for some users. These problems became especially
obvious under the strong time pressure at the VBS (which is reinforced when
other teams sit nearby and start to submit results). Therefore, IVOS follows a
completely different strategy and provides only object-based exploratory search
for a small and manageable set of 80 object classes, which can be selected by
small icons, grouped by categories.

2 Object-Based Exploratory Search

The IVOS system uses the recently proposed YOLOv4 object detection net-
work [2], trained for the 80 object classes of the MS COCO dataset [4], to detect
objects in keyframes of the master-shot reference of V3C [8], which contains
about one million keyframes. Each detected object is saved with its name, loca-
tion, and size, and the dominant color of the object bounding-box is extracted.

This information is finally stored in a database and used for search in a
Web interface, which is shown in Fig. 1. Here the user can search for keyframes
that contain one or more objects, which can be further filtered by location,
color, relative size, and detection confidence. This allows the user to perform
explorative queries such as “a person on the left”, or “a small car in blue at the
bottom” (see details in the next section).

The analysis system in the back uses the detected object information to com-
bine/hyperlink similar keyframes (in terms of detected objects), which finally
allows the user to quickly see other shots/keyframes that are similar to the cur-
rent one. Additionally, statistics of object detections in keyframes are aggregated
over the entire video and this aggregated information is used to interlink similar
videos, which can also be explored by the user, as shown in Fig. 2b.
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Although currently not implemented, until the actual VBS2021 competition,
we plan to further extend the system by temporal search features, such as fil-
tering segments for “object A should appear before object B” and “object C is
visible for 3 s”.

Fig. 1. The IVOS system allows exploratory search and filtering by objects and their
specific characteristics.

3 The IVOS User Interface

The interface of IVOS (see Fig. 1) presents objects available for search as small
icons that are grouped by category and act as query triggers when clicked.
Depending on feedback from user tests, we might add a search bar that helps to
select objects by their name.

The query results are presented below, together with a visual scrollbar, and
can be inspected by simply hovering over it with the mouse. A score considering
the confidence of the detected objects in the keyframes, as well as the quality with
which advanced query filters are satisfied determines the order of the keyframes.

When clicking the thumbnail, a new dialog modal appears, which shows the
corresponding video segment (i.e., a video player), details of the detected objects,
and hyperlinks to other similar videos and keyframes/shots (see Fig. 2a).

Additional quick filter settings can be made in the top left corner, where
the results can be filtered by a specific number of detected instances, and/or by
specific colors of the keyframe/shot.

More advanced filter options for an object can be set by clicking the edit icon
of the corresponding object icon. This opens a new dialog modal where the user
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is able to combine several object filters and set specific filter characteristics for
each of them: (i) the number of detected instances, (ii) the color, (iii) the required
object confidence, (iv) the location in the frame, as well as (v) the relative size
to the frame. Temporal filters can be set here as well (see Fig. 2b). If multiple
specifications for an object are set, keyframes must satisfy all of them.

(a) Video Segment Inspection Window (b) Filtering by Object Character-
istics

Fig. 2. (a) Result inspection window with a video player, details about detected
objects, and links to other similar shots and similar videos. (b) Advanced filter options
that allow to create combined object queries.

4 Summary

The IVOS system was developed for simple but effective content search in video
archives. It uses only 80 object classes, which are available as small icons that
should be easily understandable and manageable for a user and can be combined
with each other. The analysis of the content is based on state-of-the-art object
detection models (YOLOv4 [2]) and further processing, which allows to extract
the dominant color of an object, as well as to find other shots and videos that
are similar to the current one.

Acknowledgments. This work was funded by the FWF Austrian Science Fund under
grant P 32010-N38.
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Abstract. This paper presents details of our frame-based Ad-hoc Video
Search system with manually assisted querying that will be used for the
Video Browser Showdown 2021 (VBS2021). The main contributions of
our new system consist of an improved automatic keywording compo-
nent, better visual feature vectors which have been fine-tuned for the
task of image retrieval, and an improved visual presentation of the search
results. Additionally, we use a more powerful joint textual/visual search
engine based on Lucene, which can perform a search according to the
temporal sequence of textual or visual properties of the video frames.

Keywords: Content-based video retrieval · Exploration · Image
browsing · Visualization · CNNs · Automatic keywording

1 Introduction

At the Video Browser Showdown, participants use their interactive video brows-
ing systems to find specific video clips as fast as possible. VBS2021 will use the
V3C1 dataset in collaboration with NIST, i.e. TRECVID 2020, which con-
sists of 7475 video files, amounting for 1000 hours of video content. As in the
previous competitions [14] the VBS participants have to solve Known-Item
Search (KIS) and Ad-Hoc Video Search (AVS) tasks that are issued as
live presentation of scenes of interest, either as a visual 20 seconds clip, or as a
textual description. For KIS the goal is to find the correct segment, for AVS as
many suiting segments as possible have to be found.

Over the last years many deep learning-based improvements have led to bet-
ter visual feature vectors [5], improved automatic keywording [1], and shared
visual and textual feature embeddings [6]. However, finding specific video clips
in huge collections still remains a very challenging task.

After participating in several VBS competitions, we have learned about the
difficulties associated with this type of video search tasks. Typically, trying to
find a specific video clip consists of an iterative sequence of search and brows-
ing operations. Starting from an initial search, relevance feedback and search
refinements are used to gradually improve the result. Especially for KIS, the
c© Springer Nature Switzerland AG 2021
J. Lokoč et al. (Eds.): MMM 2021, LNCS 12573, pp. 484–489, 2021.
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main problem is to find a good initial image that can be used as a query can-
didate. Although the visual similarity search usually works well, a successful
search requires an image that is very similar to the desired target image. When
searching in large video collections, there may be many images that are similar
to the search query, but not necessarily to the desired result. Since automatic
keywording is still not accurate enough, another problem occurs when using text
search. A vague text search leads to a huge amount of possible matching images,
making it difficult to narrow down the results. A too specific text search could
miss the right result because of the possible inaccuracy of the keywords.

In the past, the most successful systems [10] have been those that exploit the
chronological order of different scenes in a video. For example, it is easier to find
a clip that first shows a moving car and then the view of a castle by combining
these two searches than by trying to search for the specific car only.

In a way, there was a certain randomness in how fast a video clip could be
found or not. If a good initial query was available, the search could usually be
narrowed down quickly. If such a query could not be found, a lot of time was
spent to even start the specific search.

Systems that allowed to view many images simultaneously were at an advan-
tage, as they helped to get a better overview of the result. This can be achieved
by using (hierarchical) self-sorting maps [16] or image graphs [2].

2 Automatic Keywording

To address the problems mentioned above, this paper focuses primarily on an
improved automatic keywording method. In principle, there are three different
approaches to determine keywords for an unknown image.

Methods employing multilabel classification use networks to predict the prob-
ability of the presence of a certain object in an image. Known implementations [8]
can distinguish between several thousand object classes. To ensure the result
quality remains nearly the same for a higher number of categories, exponen-
tially more training images are necessary. If images contain several objects, the
classification accuracy usually suffers.

Fig. 1. Keywording of an unknown image using keywords from other images.

Object detection schemes address the recognition and the localization of mul-
tiple objects in an image [12]. These schemes work well if the number of object
classes is limited, but their accuracy drops if the number of classes is increased.
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Fig. 2. Keywording of an entire image and two sub-images. On the right the ten most
similar images are shown. The proposed keywords are shown below. a) Entire image:
Only global concepts are described, the fence and the shoes are missing, b) sub-image
(center row, right column): Details such as the wooden fence are recognized, c) sub-
image (center row, center column): The shoes/sandals are recognized.

For example, the Open Images Dataset V61 uses only 600 different objects,
which is still not enough for general video retrieval with arbitrary objects. Many
important concepts (such as “sky”, “wood” or “forest”) are missing.

A third approach makes use of large collections of images that have previously
been tagged. Figure 1 shows the principle of such a scheme. A CNN is used to
determine a visual descriptor (feature vector) for an unknown image. This feature
vector is then used to search the collection for similar images. The keywords for
the unknown image are generated by aggregating the keywords of the retrieved
images taking into account the respective feature vector similarities.

The advantage of such an approach is its ability to provide keywords from
a much larger and/or more specific vocabulary than previous methods. The

1 https://storage.googleapis.com/openimages/web/index.html.

https://storage.googleapis.com/openimages/web/index.html
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accuracy of the system can easily be improved by increasing the keyword quality,
the collection size or by improving the visual feature vectors. We have developed
the online keywording system Akiwi2, which is an example of such a system
using 20 million labeled images.

Although reusing keywords from other images can be used effectively to label
unknown images with keywords from a very extensive vocabulary, the quality
is often still not good enough. Figure 2a shows the result for an example image
using Akiwi. The overall situation and atmosphere of the scene is well captured,
but important objects are not recognized. This could be due to the fact that no
comparable scene might be available in the image collection. To circumvent this
problem, we have decided to split the image into 3× 3 overlapping sub-images
that are labeled individually. The keywords of the sub-images are then combined
as global keywords for the entire image. Figure 2b and c show the results for
two sub-images. This time the important objects are identified. Dividing the
images into nine sub-images significantly increases the computational complex-
ity. Because of the large receptive field of the CNNs local feature vectors are
strongly correlated, therefore predicting distinct keywords from them is diffi-
cult. Therefore an approach to decorrelate the local features vectors is needed
to be able to predict keywords from subareas of the feature map directly.

3 Improved Image Feature Vectors

Aggregated convolutional activations have proven to form a highly representative
feature vector [13]. Additionally, retrieval quality can be enhanced if these feature
vectors are produced by CNNs which have been fine-tuned for the specific task
of image retrieval [5].

We presented a simple, yet effective supervised aggregation method built on
top of existing regional pooling approaches in [15]. In addition to regional max
pooling, we calculate regional average activations of extracted feature maps.
Parameters for each of the pooled regional feature vectors are learned to perform
a weighted aggregation to a single global descriptor. These aggregation weights
can automatically be learned while the chosen backbone CNN is fine-tuned. This
form of parameterized global feature vector aggregation is further referred to as
DARAC.

The feature vectors used in our new video retrieval system were generated
by utilizing a ResNet152 [9] for activation map extraction in combination with
a DARAC-head for global feature aggregation. The backbone was pretrained by
classifying ImageNet [11] and the DARAC parameters were randomly initialized.
Subsequently the resulting network was fine-tuned with a combination of the
ImageNet and the Google Landmarks v2 dataset [17]. The Arcface loss [7], which
enforces a larger inter-class margin compared to the commonly used softmax
cross entropy, has been used during this fine-tuning procedure.

2 http://www.akiwi.eu/.

http://www.akiwi.eu/
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4 Search Result Visualization

For displaying a search result, we again rely on visually arranging the images.
In [4] we developed a projection quality measure to evaluate the quality of visual
sorting. We used this measure to optimize a self-sorting map (SSM) [16] for speed
and projection quality. A SSM has a complexity of n log(n) like a hierarchical
Self-Organizing Map (SOM), but is faster in practice. We combined the advan-
tages of SSM and SOM by keeping the swapping approach of the SSM but
changing the target calculation. Instead of calculating the target as a constant
mean vector for the entire block region, we use a sliding box filter which can be
efficiently calculated using integral images. Additionally we continuously reduce
the block size.

In earlier publications, we introduced the idea of graph-based image naviga-
tion and proposed an efficient algorithm for building hierarchical image similarity
graphs [2]. For this VBS we again use real-time visual exploration of millions of
images with an image graph. This allows us to instantly check particular images
for similar related images without having to perform a full image search.

5 Search System

Our video search system needs several offline preparation steps. Initially we
extract two frames per second from every video clip. Frames with nearly iden-
tical features vector are merged and therefore shared over several shots or even
videos. Next for each frame 20 keywords are determined as described before.
Chronological continuous frames describing the same visual content form a shot.
Any search query will check the entire collection of frames but we only show a
representative of a shot in our interface to reduce clutter.

The hierarchical image graph is build using a fusion of the visual and the
keyword similarities. A detailed description how to build such a graph efficiently
can be found in [3]. Building a graph of one million images takes one hour on a
single core of a Xeon E3-1230 v3 CPU.

Our search system allows the temporal concatenation of different search com-
ponents, which consist of search queries for keywords, visual feature vectors, color
sketches or combinations thereof. A search always retrieves a larger set of result
images, which is then condensed to 256 cluster centers to merge groups of very
similar images. This number has proven to be large enough to cover enough vari-
ations of a search concept and at the same time not too large so that individual
images in a visually sorted 16× 16 grid are still perceivable at a glance. If the
user zooms to one of them, related images are retrieved from the graph, which
in turn are displayed visually sorted.
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Abstract. The Video Browser Showdown (VBS) is an annual competi-
tion in which each participant prepares an interactive video retrieval sys-
tem and partakes in a live comparative evaluation at the annual MMM
Conference. In this paper, we introduce Eolas, which is a prototype
video/image retrieval system incorporating a novel virtual reality (VR)
interface. For VBS’21, Eolas represented each keyframe of the collec-
tion by an embedded feature in a latent vector space, into which a query
would also be projected to facilitate retrieval within a VR environment.
A user could then explore the space and perform one of a number of
filter operations to traverse the space and locate the correct result.

Keywords: Video browser showdown · Interactive retrieval · Virtual
reality · Eolas

1 Introduction

As the volume of multimedia data increases, there is a need for valid experimen-
tal comparisons between competing approaches. The Video Browser Showdown
(VBS) meets this need by providing a means of comparing interactive search
systems using known-item search tasks over large video collections (partly) in
front of a live audience [8]. In this work, we introduce an experimental VBS
prototype developed by a DCU and HCMUS-based team participating for the
first time. The experimental system called Eolas is an interactive retrieval sys-
tem that provides a novel Virtual Reality (VR) interface to large multimedia
libraries. The system comprises two main components, the back-end embedding
and clustering techniques for data storage/retrieval and the front-end voice and
gesture-controlled VR interface for interaction.

This paper’s contribution is in describing Eolas, where users can explore the
dataset and seek a specific video in a user-friendly virtual environment without
the visual interface constraints imposed by using a desktop screen. Moreover,
our voice control protocol allows users to avoid the laborious task of typing text
c© Springer Nature Switzerland AG 2021
J. Lokoč et al. (Eds.): MMM 2021, LNCS 12573, pp. 490–495, 2021.
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when in VR. The embedding scheme, combined with a clustering step, also helps
users get a better experience analyzing the dataset.

2 Related Systems

The VBS has witnessed many video retrieval systems that participated in various
approaches during the previous nine years. This section briefly describes several
top-performing teams in the competition last year to indicate the current state-
of-the-art.

The main goal of SOM-Hunter [5], the top-performing system in 2020, was
to combine intuitive text search and browsing with more advanced optional
options for experts. The top-ranked frames for a query were displayed using a
self-organizing map (SOM) to visualize the high-dimensional data. Additionally,
users could choose relevant frames for relevance feedback and they could repeat
this process until a suitable result was found, or they could start-over at any time
with a new query. The runner-up and the third-placed systems were “VIRET”
[6] and the “vitrivr” system [9], respectively. Both tools supported novel query
generation methodologies, such as Query-by-Sketch, which facilitated users to
draw a query and Query-by-Example, allowing a user to search for visually
similar keyframes to a selected one. They still had the typical approach of using a
textual query in which each image frame was annotated by its semantic concepts
such as detected objects or scene text appearing within the frame. VIRET aimed
their interface at novice users by supporting easier query re-formulation, while
‘vitrivr” focused on their storage database structure to reduce searching time.
A fourth system to note was Exquisitor [4], which was a notable and novel
prototype based on large-scale interactive learning. It relies on chosen positive
and negative examples of visualized keyframes to learn a simple relevance model.
The retrieval approach is supported with an efficient index.

VR systems for interactive retrieval have not yet received significant research
attention. However, one notable approach is the VR platform for multimodal
Lifelog data [2], which was best placed in the 2018 Lifelog Search Challenge
[3] by focusing on providing novice users with an immersive and easy to search
and browse large archives. Eolas will build upon the user-friendly nature of
the VR-lifelog tool [2] by supporting easy querying and implementing a state-of-
the-art latent space index support targeted browsing of the collection, as shown
to be effective by previous participants. The 360-degree view afforded by a VR
platform can help users by providing a larger display area.

3 An Overview of EOLAS

Eolas can be viewed in terms of the two prominent components: indexing the
dataset in which we annotated all frames into a latent feature space and our
unique user interaction support for the VR environment. The overview of Eolas
can be depicted in Fig. 1.
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Fig. 1. Eolas workflow. In the indexing stage, each frame was embedded into a latent
vector space based on its metadata by training an Autoencoder network and then
was stored in the index. Users wearing a VR device could input a semantic query by
using our voice command protocol. The query was also converted into the same latent
space as the database. All feature vectors were then transformed into 3D space for
visualisation in the VR environment to find the result.

3.1 Source Data

In this task, we use the first part of the Vimeo Creative Commons Collection
dataset1 (V3C) called V3C1 [1], a wide-ranging video collection. V3C1 dataset
includes 7,475 videos (1,000 h), categorized into different content categories rang-
ing from Food, Fashion, Art to Instructional videos. The videos were segmented
into shots which were represented by over a million keyframes. Additionally,
we integrated various forms of provided metadata, such as shot captions, visual
concepts, and text extracted from the shots as an input for the retrieval engine.
We also amended additional metadata to support user filters, such as a face
detector’s output that enumerated the number of faces in the shot, a color his-
togram, audio detection, and camera motion vectors. The sources are presented
in Table 1.

3.2 Search Engine

Since each keyframe was represented by the various forms of metadata presented
above, we approached the video retrieval problem as a semantic challenge and
every keyframe was annotated by combining the three primary sources of textual
information (captions, concepts, and text).
1 https://sigmm.hosting.acm.org/2019/07/06/the-v3c1-dataset-advancing-the-state-

of-the-art-in-video-retrieval/.
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https://sigmm.hosting.acm.org/2019/07/06/the-v3c1-dataset-advancing-the-state-of-the-art-in-video-retrieval/


A VR Interface for Browsing Visual Spaces at VBS2021 493

Table 1. List of all metadata

Name Definition

Caption Text generated from Google Cloud
Speech-to-Text API

Concept Detection of objects in keyframes

Text Detection of text in keyframes (OCR)

Color Detection of dominant color in keyframes

Faces Detection of faces in keyframes

Histogram Histogram data on bitrate, resolution, duration
and upload dates

Camera motion Detection of static or moving cameras

Speech detector Detection of music or silence in videos

Index Construction. The semantic data of a frame was first embedded into
a feature space using the Glove model [7], followed by a concatenation step to
be fused into a single vector. We then built an Autoencoder network in which
an encoder module was used to create a lower-dimensional space to store rep-
resentative features in the vector and the decoder component needed to ensure
these encoded attributes could be reverted to its original value. It is noted that
the Autoencoder network would be integrated with the RNN sequence model to
cope with the issue of arbitrary length textual descriptions. After the training
stage, a keyframe could be annotated by its meaningful features and stored in
our index for fast retrieval. An extra supervised learning clustering technique
was applied to discover similar groups of keyframes, which could be useful while
users solve a task. This step was done once while indexing data and the groups
were then stored in our index.

Retrieval. A textual query was also fed into the encoding module to be con-
verted into the same vector space with keyframe embedded features in the
retrieval stage. We then applied a dimensional reduction algorithm to visualize
the data in the 3D virtual space, where the users’ initial position was based on the
query’s projection into space. The video keyframes were also illustrated in this
space through their 3D converted vector features. The ocular distances within
this space indicated the similarity between the query and frames. Keyframes
were clustered into groups from which several images would be shown. When in
the virtual environment, users could select relevant keyframes. All images from
their groups with the query’s features were then transformed into a 1D line,
which we called similarity path. This path could help users to focus on these
keyframes rather than the entire dataset.
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3.3 User Interaction

There are two phases within which the user interacts with the system. For each
task, the user uses voice commands prompting the system to start a new search
from the spoken query. Using ASR, the spoken inquiry is converted to text query
(which is embedded in the latent space) and is used to bring the VR user to a
starting cluster in the 3D space. In the second phase of interaction, the user
can navigate the space to locate the required videos. The user has the option to
select the most suitable videos and use a voice command to ask the system to
take him/her to the closest video cluster to the selected videos. The videos are
ranked and shown to the user in decreasing rank order on a similarity path. At
any time, the user can (1) restart the search, (2) go back to the previous cluster,
(3) go to any point in the similarity path on the minimap, or (4) choose more
videos in order to rerank the similarity path (Fig. 2).

Fig. 2. A VR visual interface prototype

VR Visual Interface. Our proposed visual interface is designed to be accessi-
ble for novice users. The user interface is kept minimal, consisting of two parts:
a minimap showing the current similarity path, which is always floating on the
right of the user’s head, and a saved section on the left side of the user. All videos
in the 3D space are represented by tangible objects that the user can grab and
move in the space or put in the saved section. The user can travel around the
environment, either using voice commands to navigate the similarity path on
the minimap or through a traditional VR teleportation system by choosing the
nearby clusters visible from the current location.

4 Conclusions

This paper introduces Eolas, which is an experimental video retrieval system
built on the VR platform. By utilising the wide and surrounding view in the
virtual environment, this tool can easily visualize the grouped videos in the 3D
dimensional space based on their encoded features and provide users with an
intuitive and novel access mechanism for large video archives.
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Correction to: SQL-Like Interpretable
Interactive Video Search

Jiaxin Wu, Phuong Anh Nguyen, Zhixin Ma, and Chong-Wah Ngo

Correction to:
Chapter “SQL-Like Interpretable Interactive Video Search”
in: J. Lokoč et al. (Eds.): MultiMedia Modeling, LNCS 12573,
https://doi.org/10.1007/978-3-030-67835-7_34

The original version of the book was inadvertently published with an incorrect
acknowledgement in chapter 34. The acknowledgement has been corrected and reads
as follows:

Acknowledgement: The research was partially supported by the Singapore Ministry of
Education (MOE) Academic Research Fund (AcRF) Tier 1 grant and the National
Natural Science Foundation of China (No. 61872256).

The affiliation of the third author, Zhixin Ma, was incorrect. In the contribution it read
“School of Information System,” but correctly it should be “School of Computing and
Information Systems”.

The affiliation of the last author, Chong-Wah Ngo, was not correct. In the book it read
“Department of Computer Science, City University of Hong Kong, Hong Kong,
China”. Instead, the correct affiliation is: “School of Computing and Information
Systems, Singapore Management University, Singapore, Singapore”.

Additionally, his e-mail address “cscwngo@cityu.edu.hk” was also incorrect. The
correct e-mail address is: “cwngo@smu.edu.sg”.

The chapter and the book have been updated with the changes.

The updated version of this chapter can be found at
https://doi.org/10.1007/978-3-030-67835-7_34
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