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1
I N T R O D U C T I O N A N D M O T I VAT I O N S
The research described in this thesis concerns the low-energy properties
of two-dimensional systems, whose behaviour is governed by quantum
physics. More concretely, we limit ourselves to lattice models, in which
the constituting particles are positionally confined to a discrete set of
sites, i. e. a grid. Each particle exists in some configuration on a lattice
site, and can interact with its neighbours, or particles further away, or
hop around to nearby sites. While we could imagine what happens
when we put a handful of such particles on a small lattice, we quickly
get lost when we try to predict their behaviour in larger systems. The
field of theoretical condensed matter physics aims to deal with this
problem using a variety of analytical and numerical methods.
Interestingly, it turns out that figuring out the behaviour of many
particles together is not simply a matter of ’adding up’ the behaviour
of a few [5]. In fact, larger systems can give rise to collective physics
due to quantum correlations between the particles, which makes exact
descriptions often extremely challenging. This collective behaviour
often leads to the most interesting phenomena, such as the well-known
fundamental example of quantum criticality in the Ising model [169,
189], the famous quantum Hall effect [121, 129], unconventional (highTc ) superconductivity [18, 140, 246] and the quasiparticle excitations
we will encounter later in this thesis. Here we take an approach to
understanding this behaviour with numerical methods that simulate
the physics, motivated by analytical results and intuition. However, the
application of such methods is not (yet) a matter of pressing a button
and collecting the results, but still require careful considerations before
starting each simulation and then again when interpreting the results.
The toolbox of numerical techniques is continuously improved in
order to widen the range of applications, achieve higher accuracy and
computational efficiency, but also to push toward better accessibility.
Along the way, the latter has become a major motivation for the work in
the thesis, in particular for the development of methods for simulating
excitations in chapters 5, 7 and 8. It turns out that in recent years much
has happened in this context: at the start of the work that resulted in
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this thesis, ground-state optimization techniques for two-dimensional
tensor networks beyond the most simple method were limited to only
a few research groups. For excited states, the situation was even more
extreme, with only a single group having developed a working code.
However, especially since the adoption of differentiable programming,
fully working yet understandable codes for both ground states and
excited states are now being bundled as code examples for recent papers,
including our sample code [190].

1.1 low-energy physics
First we should briefly discuss why we are specifically interested in
the low-energy properties of the systems we study. Simply put, the
low-energy physics is what happens when a material is cooled down
to low temperatures. At exactly zero (0K) temperature, the system has
no choice but to assume its lowest-energy configuration, or ground
state. Then, if the temperature is raised slightly, more low-energy states
become accessible and new dynamics start to take place. While some
resemblance of the ground state may even persist up to high (room)
temperature, much of the exotic and interesting phenomena occur at
very low temperatures. These state of matter at some finite temperature
can often be accurately described by studying the ground state along
with some small perturbations coming from the low-energy excited
states, which will be the theme of this thesis.

1.1.1 Ground states
The opening question for our projects is which state is the lowestenergy state of a system. Since the number of possible states grows
exponentially with the number of lattice sites, the search for a given state
quickly becomes a ’needle in a haystack’ scenario. There are, however,
some properties of ground states that can help us. First, of course, is the
fact that being the lowest-energy state means that there exists no other
state with a lower energy. This may seem like a trivial statement, but it
is vitally important for simulations. It means that when we start from
a random state and make changes to the state in such a way that we

1.1 low-energy physics

approach a minimum of the energy, we are getting closer to the ground
state. If we perform a new computation and find a lower-energy state
than our previous results, we can immediately conclude that this state
is ’better’.
The real trick is to restrict our search space (’haystack’) before even
starting the search for the ground state. First we should discuss how
to define a quantum state and how to encode it on a computer. For a
physical system, we define its state to be the set of information that fully
describes its configuration at a given moment. The possible outcomes
and associated probabilities1 of all possible measurements that can
be performed on the system are contained in its quantum state. In
order to store it on a computer, we need some way to parametrize it or
encode it by a set of numbers. Since each lattice site can generally be
in any of its local configurations, which we refer to as local degrees of
freedom, the number of possible configurations of the full system grows
exponentially with its size (the number of lattice sites). Therefore, we
need also exponentially many parameters to store it exactly and thus
quickly run out of space. It is necessary then to find ways to compress
the information of the state without losing too much accuracy.
§ ansatz An ansatz is some prescription that takes a number of
parameters and outputs a corresponding full quantum state. If the
number of input parameters of the ansatz is smaller than the number of
degrees of freedom in the full system, we can only reach a subset of the
total amount of states. The expressiveness of the ansatz is determined
by the number of its parameters, and the form of the ansatz is based
on certain assumptions we can make about the state we would like to
describe.
Although we are only interested in quantum many-body states,
which describe a quantum system comprised of many (correlated)
particles, the following example describes a classical system for simplicity; the same principle of how an ansatz works applies to quantum
states. We can consider a classical system of four particles on a lattice
where each particle can be in one of two states, which we call 0 and
1, so that the system can be in one of a total of 24 = 16 states. A state
is thus encoded by a set of four binary numbers. We can make a very
crude assumption: let us assume that each particle has to be in the same
1 In quantum physics, the outcome of a measurement can only be determined in a
probabilistic way, even when all information is available, in contrast to classical physics.
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local configuration, which means that the full state of the system can
only be either 0000 or 1111. As such, our ansatz requires now only a
single binary parameter, yet it outputs a full state of the system, and we
have reduced our search space from 4 down to 1 parameter, or from 16
down to 2 states.
The ansatz can be viewed as a mapping from the green (0, 1) states
to two states in the full space of possible states:

0011
0010
0001
0000

0

1

0111
0110
0101
0100

1011
1010
1001
1000

1111
1110
1101
1100

This ansatz is a minimally expressive ansatz: it can only reach two
possible states. Therefore, it is successful at reducing the search space,
which makes exploration very efficient, but the accuracy of its output
could be very poor. If the true ground-state configuration happens to
be 0000, we have an excellent ansatz, but if the true ground state is
0101 we have a terrible ansatz.
More generally we can define an ansatz class that contains a collection of ansätze that follow a similar prescription, along with one of
more tunable refinement parameters. By varying these parameters, the
expressiveness of the ansatz can be systematically controlled. An ansatz
class for a ground state should have the following useful properties:
validity: the restricted search space contains states which are close
to the ground state, while excluding as many irrelevant states as
possible
self-contained: the search space corresponding to one value of
the refinement parameters should be contained in the search
space of a larger value of the refinement parameter. For an ansatz
with refinement parameter D, with larger D corresponding to a
more expressive ansatz, being self-contained means that we can
represent any state contained in a D = D1 ansatz also in the larger

1.1 low-energy physics

D = D2 version, and the same for D = D3 , where D1 < D2 < D3 .
We can picture this as:

D = D1

D = D2

D = D3

where the shapes represent the search space spanned by the
ansatz for each value of D.
variational: a particularly important property for ground-state
searches, which states that the energy of each state described
by the ansatz is strictly an upper limit to the true ground-state
energy. For a self-contained ansatz class that converges to the
complete set of possible states as D → ∞, this condition is automatically fulfilled.

The variational nature of the ansatz is an important property when we
view its optimization as a ground-state search algorithm. Without this
property, if a numerical method that aims to approximate the groundstate energy produces some inconsistent results we would not know
which result is the most accurate, since it is possible to underestimate
the exact value. In a variational scheme, the lowest result is always
the closest to the true ground-state energy. Additionally, if we have
access to the gradient of the parameters with respect to the energy, we
can exploit the fact that the magnitude of the gradient vanishes at the
minimum, which form the basis for many optimization methods.
The variational method is the backbone of many analytical and numerical works over the years, for example variational Monte Carlo
( VMC ) [82]. In this method, a starting quantum state is chosen which
depends on a finite set of parameters. The energy expectation value
of the state is computed for given values of the parameters by sampling with Monte Carlo, after which the parameters are optimized in
order to minimize the energy. Other well-known examples are the
Hartree-Fock method [90] and the density matrix renormalization
group ( DMRG ) [241] method.
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1.1.2 Tensor networks
This thesis contains results obtained via tensor network methods, which
we will briefly introduce here. More detailed descriptions of what these
methods are and how they work will follow in the later chapters. Tensor
networks are often used as a particular class of ansätze for quantum
ground states. They feature a refinement parameter, called the bond dimension, which systematically controls the expressiveness of the ansatz.
Importantly, tensor networks satisfy all requirements of the list above,
including the fact that the ground-state optimization algorithms based
on tensor networks are variational.
§ matrix product states The
one-dimensional matrix product state
( MPS ) is the first kind of tensor network
that received wide attention and has a
curious history. Already conceptualized in the context of statistical
mechanics in the 1960’s [16], MPS saw its first notable application as
an exact representation of the AKLT state [2, 64, 65, 123]. Around the
same time as these later works, a powerful new method was introduced to efficiently simulate ground states and low-lying excitations in
one-dimensional quantum systems to unprecedented accuracy called
DMRG [241]. A few years later, it was discovered that DMRG could be
reinterpreted in the language of an MPS [165], which would push tensor
networks to a much more prominent role. However, it took still many
years until this new formulation of DMRG would be actively used, since
for its main application, ground states of quantum chains with open
boundary conditions, the conventional implementation sufficed [195].
Once it did, it opened up many new application and extensions, which
would have been difficult to conceive without the conceptually intuitive framework of MPS , including real-time evolution [234], infinite
systems [232] and adaptations to higher-dimensional systems [154, 230].

1.1 low-energy physics

§ projected entangled-pair states
Despite having been used in numerous studies [61, 149, 205], it turns out that MPS are
not completely at home in two dimensions
due to the different entanglement structure
of the states, which cannot be properly captured with the 1D connectivity of the MPS
network. Although it is possible to achieve highly accurate results on
systems of small size in one of its dimensions, the unfortunate reality is
that the number of variational parameters should scale exponentially in
this dimension in order to maintain this accuracy. This severely limits
the attainable system sizes, which in turn limits the accuracy when
simulating states of fully two-dimensional nature.2 A natural analogue
for 2D systems, which properly models the entanglement structure by
construction, is called a projected entangled-pair state ( PEPS ) [150, 154,
157, 230, 231], a 2D tensor network ansatz with connections between all
neighbouring nodes.
While this type of tensor network, which will play the main role in
this thesis, is suitable for the entanglement structure of two-dimensional
quantum states, the advantage over quasi- 2D ( MPS -based) methods
is not absolute. Due to their construction, the methods that use PEPS
are generally much more complex and computationally expensive than
their MPS counterparts. A well-optimized MPS with a very large bond
dimension, on a system with a limited width, could yield complementary results to a fully 2D PEPS with a limited bond dimension. It is
sometimes a good cross-check to compare these results and perform
the appropriate extrapolations to large (or infinite) system sizes or bond
dimensions.
§ excited states In order to form a more complete picture of
the low-energy physics of the systems we study, access to the first few
excitations right above the ground state is of great importance [57, 128].
These excitations may determine to a large extent what behaviour we
can expect from real-world materials. Consider for example a block of
solid matter, of which the individual atoms are arranged in a regular
lattice structure. Now, if we would push on one side of the block, we
expect the block to move as a whole, instead of being deformed like a
2 In two-dimensional systems, it is still possible to find states with a 1 D structure, such
as weakly coupled chains.
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pudding. But this is rather surprising behaviour, if you consider that
we are just pushing on some of the many atoms that make up the
block. Apparently, moving all the atoms at once costs less energy than
moving only a few. What happens is that, as soon as we apply our
push, a number of long-wavelength modes are excited, which ripple
through the material to make sure that all atoms move together, such
that the lattice structure is preserved [77]. In other words, the fact that
there exist excitations with a vanishingly small energy at very large
wavelengths leads to the property of rigidity in the material.
It would seem that finding one or more of these low-energy excited
states is just as difficult as finding the ground state, since we would
have to start the whole process of searching all over again. Fortunately,
it turns out that the opposite is true, which is reflected in the fact that
we refer to these states as ’excitations’ (of the ground state) rather than
’random low-energy states’. Usually, the low-lying excited states do not
differ in a very significant way from the ground state, and we can treat
excitations as small perturbations [6]. Thus, we can again form an
ansatz, starting from the ground state, that just parametrizes such a
perturbation. In fact, we exploit this principle in tensor network algorithms: we treat an excitation as a superposition of local perturbations
to the ground-state tensor network.

1.2 simplified models
The strategy we usually take in condensed matter physics, when trying
to theorize what mechanisms cause certain behaviour in matter, is to
construct a simplified model. Such a model, defined by the structure of
the lattice and the energy costs associated with different particle configurations, is often a crude simplification of the full electronic structure
problem. However, this is not only a restriction that makes computations tractable, but also a virtue: we are trying to find the minimal
model that exhibits the behaviour we are looking for. Unfortunately
even ’simple’ models can very quickly become unsolvable in an exact
manner, and we have to use numerical methods.
§ hubbard model Most of the applications in this thesis are related
to one of the most famous models known in physics: the Hubbard

1.2 simplified models

model [103] (for recent reviews see [8, 183]). In a lattice of atoms, we
consider the movement of electrons around the lattice sites. Specifically,
we leave almost all electrons, namely those which are closely bound to
the atoms, out of the discussion and focus merely on the ’outer-shell’
electrons that can hop around. Whereas real-world electrons, being
charged particles, have to adhere to Coulomb’s law which specifies that
the interaction of two electrons depends continuously on the distance
between them, we make an extreme simplification: if two electrons
happen to be located on the same lattice site (atom), they have a constant
interaction energy; otherwise not. Additionally, the electrons are only
allowed to hop between neighbouring lattice sites instead of anywhere
in space.
t

U

We write the model by the following Hamiltonian, which is a prescription that defines the energy of each possible state of the system:
H = −t ∑ ĉ †iσ ĉ jσ + h.c. + U ∑ n̂ i↑ n̂ i↓ ,
⟨i, j⟩,σ

i

This expression contains two parts, marked by t and U, which determine the behaviour of the system by balancing the different measures
of energy. The first term, proportional to t, deals with the kinetic part
of the model - the hopping between neighbouring sites, while the Uterm describes the interaction between two electrons on the same site.
What is not important here is the total scale of the Hamiltonian but
rather the ratio U/t, so we effectively have one parameter to consider.
Furthermore, we exclusively focus on the U/t > 0, or repulsive, variant
of the model.
Now, if we take U/t → 0, the electrons barely feel any repulsive effects
and are able to move around freely. In the other limit, U/t → ∞, all
that really matters in the system is the number of doubly occupied sites,
since a change would correspond to a large fluctuation in energy. Again,
the electrons are more or less free to change their configuration, as long
as the number of doubly occupied sites does not change. Chapter 6
in this thesis focuses on the U/t ≈ 8 area, and separately the very
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large U/t regime at half filling appears in chapter 7 in the form of the
Heisenberg model, which we discuss also in the next paragraph.
What makes the Hubbard model interesting to physicists is at least
two aspects: it is not exactly solvable in two dimensions, which is
interesting for computational physicists in particular, and it is supposed
to model high-Tc superconductivity [8, 183, 264] (see also [187] for
a recent review). Superconductivity is the phenomenon in which a
material is able to conduct electricity without any resistance. While
we have a successful theory for one class of superconductors, which
are only superconducting at extremely low temperatures (or under
extreme pressure), the high-temperature superconductors are not well
understood.
The reason that many people care about finding materials that exhibit superconductivity is that it has incredible technical applications.
Most obviously, a superconducting wire is able to carry energy without
any resistance at all, which means that we could, for instance, build a
massive array of solar panels in the desert and transport the generated
energy without loss across thousands of kilometres. In other applications, it may be important to generate strong magnetic fields by running
a strong current through a coil. If this coil is superconducting, there
will be no energy wasted and no heat generated that causes additional
problems. Examples of such applications are MRI scanners, particle
accelerators and future nuclear fusion reactors. Additional interesting
properties are the expulsion of magnetic fields inside a superconductor,
known as the Meissner effect [145], and the related phenomenon called
flux pinning which allows a superconductor to be fixed in the air above
a magnet.
In recent years there has been a debate over what type of ground
state is formed in the Hubbard model at finite hole doping (less than
one electron per site, on average). Specifically, the question is whether
a uniform d-wave superconducting state [27, 54, 143, 192] or some kind
of inhomogeneous state can be found, in which the order is modulated
in a periodic way, referred to as a stripe state [3, 71, 122, 236]. Furthermore, in the case of stripe states, it was unclear what period would be
favoured and whether there would be coexisting superconductivity [175,
254, 263]. A combined effort with many different computational techniques eventually provided conclusive evidence for a period-8 stripe
state at δ = 1/8 doping [264], but with the notable remark that superconductivity was suppressed. This lead to the next question: can we recover
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superconductivity in the Hubbard model by extending the Hamiltonian to include more realistic interactions or does the insulating stripe
persist?
§ heisenberg model Regardless of its apparent simplicity, the
Hubbard model remains challenging to study, also with computational
methods [131, 183]. We can also make further simplifications, which
lead to other effective models that aim to capture a specific part of
the physics of the full model. In the case of the Hubbard model, we
can restrict ourselves to an effective model in terms of the magnetic
properties of the electrons as collective behaviour of their spin. The spin
of an electron can be viewed as its own tiny magnetic moment, which
can point in any direction. If the spins of many electrons together align
in a given direction, we can observe magnetization of the material,
whereas fully arbitrary orientation of the spins leads to an absence of
magnetization since the magnetic moments cancel each other out. For
the Hubbard model, we allow a total of four different configurations on
each site: no electrons present, a spin-up electron, a spin-down electron
or both a spin-up and spin-down electron, which we usually write as
the set {0, ↑, ↓, ↑↓}. It is important to note that only the combination
of an up-spin and a down-spin electron is allowed on a site (not ↑↑ or
↓↓) due to the Pauli exclusion principle.
Now we impose some further restrictions on the model: we require
on average to have exactly one electron (spin-up or -down) per site, and
we take the interaction strength to be very large. This means that the
system will want to avoid having any doubly occupied (↑↓) sites, since
then the electrons on that site will gain a large amount of energy from
their interaction. If the interaction strength becomes infinitely large,
we will have a state with exactly one electron on each site (not merely
on average), with an arbitrary configuration of spins. The fact that each
of these states has the same energy is called degeneracy, and we can
completely forget about the interaction since the system will never
allow two electrons on the same site. However, when the interaction
strength is very large, but not infinite, we can take the interaction into
account. It turns out that the electrons are able to lower their energy
by hopping to a neighbouring site and immediately hopping back [11].
But there is a catch: this mechanism is only possible if the spins on
neighbouring sites are anti-aligned, because the hopping can only occur
in that case. At the end of the day, the tendency for the spins to favour

11

12

introduction and motivations

anti-alignment which leads to anti-ferromagnetism can be studied by
itself. The model that describes this is known as the spin-1/2 Heisenberg
model, which has been widely studied on different types of lattices
along with its variants [33, 41, 55, 66, 91, 137, 197, 229, 253].

1.3 outline
The main contents of the thesis is divided into two parts: first we introduce the technical concepts and existing works, which serves as a
context for the new developments and results presented in the second
part. There are two storylines that connect the chapters of the thesis,
one being the study of low-energy states in strongly correlated twodimensional quantum systems. Both the (extended) Hubbard model
and its descendant spin models, which we remarked upon in the previous section, appear in the various projects, with studies on both
the ground state phases and low-lying excitations. The second line of
work consists of the development of the methods that were required
to obtain our results, particularly in the context of excitations. Our
PEPS excitations framework has been continuously extended and enhanced throughout the projects, leading to wider applicability, reduced
computational cost and additionally simpler implementations.

Part I - Introduction
Chapter 2 - we start with a broad introduction into tensor networks
and the PEPS subclass which will be the main focus of the thesis. The
diagrammatic notation that is common in tensor network literature is
introduced, and we discuss technical details that are implemented in
our code.
Chapter 3 - here we focus on the contraction of PEPS with the corner
transfer matrix renormalization group ( CTM ) method, which is the
foundation for the later chapters. We describe an extended version of
CTM , which we refer to as summation CTM , which is used to compute
infinite sums that appear in higher-order correlation functions. The
summation CTM scheme appears both in the ground-state and excita-
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tion simulation algorithms that we use throughout the thesis.
Chapter 4 - this chapter reviews the different types of ground-state
optimization schemes and their properties. Also, we introduce the
concept of automatic differentiation ( AD ), which is becoming a transformative idea in tensor network algorithms and plays a main role
in chapter 8.
Chapter 5 - the last chapter of the introduction contains an introduction to the excitation ansatz in MPS and PEPS , which form the basis
for the later chapters.

Part II - New developments and results
Chapter 6 - we study the close competition for the ground state between uniformly charge-ordered and stripe-ordered states using PEPS
ground-state optimizations at finite doping. We use the results on the
standard Hubbard model [264] as a starting point, which established a
stripe state of period 8 with no superconducting order as the lowestenergy states at δ = 1/8 hole doping. From here, we investigate the
influence of a next-nearest-neighbour hopping term with strengths
corresponding to realistic cuprate materials [94, 95] and a possible
transition into the period-4 superconducting stripe states observed
in experiments [146, 215]. Since a number of states are energetically
extremely close, we perform simulations up to large bond dimensions
in order to obtain accurate extrapolations.
Chapter 7 - we then move beyond ground states to the study of
low-lying excitations with the PEPS excitation ansatz. Building upon
its first implementations [223, 224], we present a new algorithm that
is based on the well-established CTM contraction method for PEPS .
The method extends the range of applications to models with partially
broken translational symmetry and fermionic systems. Additionally, it
is able to exploit global abelian symmetries of the ground state in order
to target excitations in specific symmetry sectors and greatly reduce the
computational cost of simulations. We show results on the transverse
field Ising model, the spin-1/2 Heisenberg model and a free fermionic
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model to demonstrate the performance.
Chapter 8 - here we explore the use of AD for a new version of the excitations framework. This technique, used most commonly to optimize
the parameters of neural networks used in machine learning, performs
the chain rule of differentiation automatically, such that the derivative
of an arbitrary function with respect to its inputs is computed from the
derivatives of its basic building blocks. After its success in PEPS groundstate simulations [136], where AD lead to a significantly simpler and
leaner code than previous variational optimization schemes, a natural
question is whether it can be used for excitations as well. We show how
to reformulate the algorithm in order to take advantage of the capabilities of AD and obtain a code that is both easier to understand and less
computationally expensive to run than our previous implementation.
The scheme is applied to the charge excitations in the Hubbard
model at half filling for a large range of interaction strengths (U/t). We
compare our results on the charge gap with new data obtained with
an unbiased quantum Monte Carlo ( QMC ) method, which shows that
the PEPS excitations scheme provides accurate results, even at very
large values of U/t where QMC results do no converge and merely
function as an upper bound for the true energy gap. In an appendix
of the chapter we show results on the comparison of the summation
CTM scheme, which serves as the basis for our excitations framework,
to other PEPS contraction methods.

Part III - Conclusions and outlook
We conclude and summarize the thesis in chapter 9 and end with a
brief discussion on the new developments in a broader context and
future work. The outlook contains a new formulation of the summation
CTM scheme in terms of generating functions, which have been used
in finite one-dimensional MPS [217]. We show how this idea leads to
an improvement in a part of our summation CTM algorithm, which
greatly enhances its accuracy and makes for a conceptually simple
implementation. The benchmark study of the appendix in chapter 8 is
revisited with this improved version, and we show preliminary results.

Part I
INTRODUCTION

2
T E N S OR N ET WOR K S

This chapter starts with an introduction to tensor networks
in general, which form the basis for the numerical techniques
contained in this thesis. We first discuss how tensor networks
can be used to represent quantum states and some of their useful properties, then we look at their application in simulations.
Along the way, we introduce the common diagrammatic notation that greatly improves the readability of tensor network
contractions and algorithms.
—

2.1 introduction to tensor networks
The idea of a tensor network, in the context of this thesis, is to form an
ansatz class for quantum many-body states. In second-quantized form,
we can write the wavefunction of any quantum state of a system with
N sites as a superposition of basis states
∣Ψ⟩ = ∑ Ψi1 ,...,i N ∣i1 , . . . , i N ⟩ ,
i 1 ,...,i N

(2.1)

where the coefficients of each term are contained in the tensor Ψ. The
tensor, having N indices, contains O(d N ) elements, with d the dimensionality of the local basis, i. e. i n = 1, . . . , d ∀n ∈ {1, . . . , N}, and will
therefore quickly be impossible to store on a computer. In a numerical
simulation, the objective is to optimize these parameters of the wavefunction until the target state is reached up to desired accuracy. This
quickly becomes infeasible as the system size N grows, so we will have
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to find ways to restrict the parameter space. A good strategy is to form
a specialized ansatz class with a much smaller amount of parameters
that models states inside this reduced search space, which is chosen
bases on physical intuition in a way that mostly the irrelevant states
are excluded. In the following sections we will introduce tensor network anzätze that are finitely entangled states, which have a polynomial
scaling in the number of parameters.
§ correlations Quantum correlations, or entanglement, describe
the way that one part of the wavefunction is related to another part.
More concretely, it quantifies how much a measurement of one observable, in one place (and/or time), can be affected by the measurement
of another observable somewhere else.
A very simple example of an entangled state can be found in a twosite spin system, which can be in the following quantum state:
1
∣Ψs ⟩ = √ (∣↑↓⟩ − ∣↓↑⟩) ,
2

(2.2)

known as the singlet state. This state is said to be maximally entangled,
since the measurements on both sites are completely correlated. A more
quantitative way of describing the amount of entanglement is via the
reduced density matrix:
ρ(site 1) = tr(site 2) ∣Ψs ⟩⟨Ψs ∣ =

⎛ 21 0⎞
.
⎝0 1 ⎠

(2.3)

2

From here we can compute the von Neumann entanglement entropy
as
1
1 1
1
−trρ(site 1) log2 ρ(site 1) = −( log2 + log2 ) = 1,
2
2 2
2

(2.4)

where a value 1 signifies that the state is maximally entangled.
Generally, as the system size grows, there are more opportunities
for forming correlations between all the different subsystems on the
individual sites, so the amount of entanglement between partitions of
the system will usually increase. For a random quantum state, we can
expect that the entanglement entropy between two parts of the system
scales proportionally to the volume (number of sites) of the smallest of
the two parts, which is known as volume-law scaling.
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§ decomposition For one-dimensional systems, the following statement holds [10, 107, 118, 167, 168, 180, 186, 202, 233, 261]:
For a ground state of a model with a local Hamiltonian,
away from criticality, the entanglement entropy of a partition grows proportionally to the size of its boundary
In one dimension, the boundary of a partition is simply one or more
(zero-dimensional) points, which means that the size of the boundary is
a constant, regardless of the size of the partition itself. As a consequence,
the entanglement will saturate to some constant value as the partition
size increases, which is a remarkable property. More strictly, this area
law of entanglement is true for systems away from criticality, while
the entanglement entropy of a critical system contains an additional
S(L) ∝ log2 (L) contribution. In two dimensions, the same has been
conjectured and observed [13, 134], although in that case it is not yet
rigorously proven. The area law plays a central role in the success of
tensor networks as a variational ansatz for quantum ground state, since
it is built-in by construction.
The consequence of the constant entanglement entropy in a onedimensional quantum ground state ∣Ψ0 ⟩ = ∑i1 ,...,i N [Ψ0 ]i1 ,...,i N ∣i1 , . . . , i N ⟩
can be seen when making a partition of the system into two subsystems
A and B with respectively N A and N B adjacent sites:
∑ [Ψ0 ]i1 ,...,i N ∣i1 , . . . , i N ⟩

i 1 ,...,i N

=

∑

i 1 ,...,i N A , j 1 ,..., j N B

[Ψ0 ]i1 ,...,i N

A

= ∑ [Ψ̃0 ]i, j ∣i, j⟩ ,
i, j

, j 1 ,..., j N B

∣i1 , . . . , i N A , j1 , . . . , j N B ⟩

(2.5)

where we reshape the d N = d N A +N B -dimensional tensor into a (d N A ) ×
(d N B )-dimensional matrix with combined indices i, j. On this matrix
[Ψ̃0 ]i, j we can now perform a singular value decomposition ( SVD )
[Ψ̃0 ]i, j = ∑ U i,k S k,l [V † ]l , j
k,l

(2.6)

with s a diagonal matrix containing singular values s i = S i,i . For a
quantum state, this type of decomposition is also known as a Schmidt
decomposition with the Schmidt values s i , and is an exact decomposition of the state.
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In the context of eq. (2.2), the Schmidt decomposition would lead
to ∣Ψ⟩ = ∑i s i ∣u i ⟩(site 1) ∣v i ⟩(site 2) , such that the partial trace of the
density matrix over either site’s subsystem is a diagonal matrix with
elements ∣s i ∣2 . The von Neumann entanglement entropy of the two
halves of the system can be defined in terms of the Schmidt values as
S = − ∑i s 2i log s 2i . Since the area law of entanglement states that this
entropy should, in ground states of non-critical systems, saturate at
a constant value regardless of the partition size, the number of nonzero Schmidt values (the Schmidt rank) is also constant. This is very
different from a random state: generally the rank of a (d N A ) × (d N B )
matrix can at most be min(d N A , d N B ), thus exponential in terms of the
partition size.
The constant Schmidt rank means that we can decompose the tensor that represents a ground state at any point into a contraction of
lower-dimensional tensors. In fact, we can continue to further decompose each subsystem until we have a number of subsystems equal to
the number of individual sites in the system. Additionally, since the
Schmidt values are strictly positive real numbers in decreasing order,
apart from possible degeneracies, we can compress the state during the
decomposition by discarding the lowest Schmidt values. This compression is then guaranteed to be optimal and forms the main ingredient
for the use of tensor networks.

2.1.1 Tensor network types
Tensor networks literature is filled with a type of graphical notation
that greatly improves the clarity of contractions and equations. We use
shapes to designate tensors, and their indices as lines:

j
a (scalar)

i

i

a i (vector)

a i , j (matrix)

2.1 introduction to tensor networks

Whenever we connect two tensors by their legs (indices), we imply a
summation over those common indices, for example in the following
contraction of two matrices:

j

=
i

k

Ti,k = ∑ A i, j B j,k

i

k

j

Usually we will only write tensor networks and algorithms in the diagrammatic representations, since explicit equations quickly become
very cumbersome and not insightful.
§ matrix product states (mps) form the most well-known
class of tensor network states and have been widely used [65, 84, 123,
165, 195, 231] already for many years. MPS are specifically constructed
for one-dimensional quantum (ground) states and resemble the entanglement structure of these states. The example of the contraction above
can be viewed as an MPS of a two-site system with closed boundary
conditions. In a more general setting, they look like

∣Ψ⟩ = ∑ Ψi1 ,⋯,i5 ∣i1 , ⋯, i5 ⟩
i 1 ,⋯,i 5

× ∣i1 , ⋯, i5 ⟩

= ∑

1 k
2 k,l
3 l ,m
4 m,n
5 n
∑ [A ]i1 [A ]i2 [A ]i3 [A ]i4 [A ]i5

i 1 ,⋯,i 5 k,l ,m,n

This state is called an MPS because each basis state, which can be obtained by fixing all physical indices, is made up of a product of matrices. One of the most useful features of MPS is that they can be put
into a canonical form, which makes use of the inherent gauge freedom [195]. This gauge freedom can be shown by inserting a pair of
matrices XX −1 = 1, with X ≠ 1, on any bond of the MPS . Although the
combination of these matrices form an identity, which has no effect
on the full state, the individual matrices can be absorbed into the A
tensors on both sides, leading to new Ã tensors. The result is a different
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MPS , consisting of Ã ≠ A tensors, which still represents the exact same
quantum state.
We can exploit this freedom to change the MPS representation of a
given quantum state to one with convenient properties. The canonical
form refers to the form where either one or both ends of the MPS
contracted with its conjugate reduce to identities:

←

←

←

←

=

1

Left-canonical form
and/or

1

=

→

→

→

→

Right-canonical form

The gauge in which the tensors to the left of a given site are in leftcanonical form and those to the right in right canonical form is called
mixed-canonical form or centre gauge. As a result, the tensor network
corresponding to expectation values of an MPS is trivial to contract,
once the MPS is in a mixed-canonical form.
Despite the fact that MPS are specifically tailored to one-dimensional
quantum states, they are also used to simulate two-dimensional systems [61, 149, 205]. Several options are possible: in a finite two-dimensional
system we could arrange an MPS to ’snake’ through the lattice, while for
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a (semi-infinite) cylinder we could wrap the MPS around the cylinder
row by row:
Two examples of
2D MPS

configurations:
forming a
snake-like pattern
through the lattice
(left) or wrapping
around a cylinder
with periodic
boundary
conditions (right).

For small widths, the MPS methods on semi-infinite systems are able
to reach very high accuracy due to the reasonable computational cost
even at large (O(1000 − 10000)) bond dimensions.
However, the MPS approaches in two-dimensional systems have one
important drawback: the entanglement between two parts of the state
are carried by a single bond, while the interactions between the sites
on different rows can lead to strong correlations over a long range of
the MPS . As such, these quasi-two-dimensional ansätze do not fully
reproduce the area law of entanglement for two-dimensional states.
Therefore, to maintain a high accuracy, the bond dimension of the MPS
should generally scale exponentially with the width of the cylinder,
severely limiting the system size in one of the dimensions. PEPS solve
this problem by connecting all neighbouring sites with each other, such
that the number of bonds that connect parts of the state is proportional
to the size of the boundary between the parts - a direct encoding of the
area law of entanglement in two dimensions.
§ projected entangled-pair states (peps) are extensions
of MPS to two spatial dimensions [150, 230, 231], also referred to as
tensor product states [154, 157]. In this type of ansatz, the associated
tensor network consists of a grid of tensors, connected in both x- and
y-directions. The structure of the PEPS network is suitable for the entanglement structure of two-dimensional quantum states, just like MPS
in 1D, and the states obey the area law of entanglement by construction.
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A quantum state of a 3 × 3 system represented as a PEPS looks like the
following:

i1

i2

i3

i4

i5

i6

i7

i8

i9

∣Ψi1 ,⋯,i9 ⟩ = ∑ Ψi1 ,⋯,i9 ∣i1 , ⋯, i9 ⟩
i 1 ,⋯,i 9

Infinite
PEPS ( i P E P S ) is
commonly written
as i P E P S ; in this
thesis we will write
P E P S also for the
infinite variant.

Initially, this class of tensor networks was only moderately used as
a competitive alternative to MPS in large-scale simulations, mainly
because implementations required great programming effort and computer hardware was not fast enough to make it worthwhile. For a system
with periodic boundary conditions in one direction, forming a cylinder,
the implementation of an MPS as pictured in the previous paragraph is
straightforward, since we can use the canonical form and all the usual
contraction and optimization techniques. On the other hand, a PEPS ,
lacking an equivalent canonical form, requires complex approximate
contraction algorithms and new forms of optimization methods, while
the higher-order tensors lead to high computational costs.
While both finite and infinite systems can be studied with a PEPS ,
we will focus only on the infinite version, which assumes translational
symmetry in order to parametrize the state by a set of tensors that
make up a unit cell. We refer to the bond dimension of the PEPS , which
controls the dimension of the connecting indices and functions as the
refinement parameter of the ansatz, as D and the dimension of the
local Hilbert space on each lattice site as d. For a fully translationally
invariant state, the unit cell consists only of a single tensor, which we
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will call A. The state is then completely determined by the d × D 4
elements of the A tensor, pictured as follows:
⋮

∣Ψ(A)⟩

=

d

A

D
...

...

⋮

Here the diagonal open legs represent the physical indices of dimension
d, and the full state ∣Ψ(A)⟩ is obtained by contracting the infinite network along the bond indices. Since exact contraction is not possible due
to the absence of a canonical form, it is necessary to use approximate
contraction methods to evaluate expectation values. The calculation of
the expectation value of a single-site operator is shown in section 3.2.1.
In this thesis, PEPS will play the central role as the foundation of
all numerical calculations and the remainder of this chapter will be
focused on PEPS techniques.

2.2 technicalities
In this section we briefly describe some additional technical features
that can be implemented in tensor network simulations. Although
these can be applied to any type of tensor network, we specifically
focus on PEPS since it is relevant for this thesis.
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2.2.1 Symmetries
Symmetry plays an extremely important role in physics and is one of
the most useful tools a physicist can utilize in order to study physical
models. In tensor network simulations, we often make extensive use
of symmetries and implement features in the code to enforce them
in order to gain computational speed-up and remove any irrelevant
variational freedom from the ansatz. Here we follow the descriptions
of Bauer et al. [15] and Singh et al. [201] which focus specifically on
global abelian symmetries in PEPS . The discussion in the following
paragraphs is a brief summary of how symmetries can be used in PEPS ;
we refer to the original works for details.
Let G be a group and T(ϕ) ∶ V → V a set of linear transformations
on the vector space V which are unitary representations of G, such that
T(−ϕ)† = T(ϕ).

(2.7)

The representations are generated by an operator p̂ as
T(ϕ) ∶= e −iϕ p̂ ,

ϕ ∈ [0, 2π).

(2.8)

We call G a symmetry group of the Hamiltonian H if H commutes
with the generator:
[H, p̂] = 0,

(2.9)

and the action of the group:
[H, T(ϕ)] = 0

∀ϕ ∈ [0, 2π).

(2.10)

The action of T(ϕ) decomposes the full Hilbert space of the system
H into (degenerate) subspaces
H ≅ ⊕ Vt ,
t

(2.11)

where t labels each subspace by the eigenvalues of T(ϕ). These labels
are usually referred to as quantum numbers or alternatively as symmetry
sectors or charges. Each eigenstate of the Hamiltonian will also be an
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eigenstate of T(ϕ), and we can define a basis {∣t; n T ⟩} where n T labels
the states within each subspace:
T(ϕ) ∣t; n T ⟩ = e −iϕt ∣t; n T ⟩ .

(2.12)

By Schur’s lemma, eq. (2.10) the Hamiltonian also decomposes into
H = ⊕ Ht ,

(2.13)

t

which corresponds to a block-diagonal form. This form is of great
practical importance, since it leads to a reduced computational cost
due to the presence of many zeros.
§ symmetric tensors
that it transforms as

Any symmetric state ∣Ψ⟩ has the property

T(ϕ) ∣Ψ⟩ = e −iϕt ∣Ψ⟩ ,

(2.14)

meaning that it has a well-defined symmetry sector t. If the state is in
the zero sector, having t = 0, it is called invariant, while for t ≠ 0 we
call it covariant. The adjoint state ⟨Ψ∣ transforms similarly, but with
the hermitian conjugate (dual) representation of the transformation:
⟨Ψ∣ T(ϕ)† = e iϕt ⟨Ψ∣ .

(2.15)

We can view tensors as linear maps between vector spaces A ∶ Vin →
Vout , where we define the incoming and outgoing spaces. For a tensor
with multiple indices, we therefore assign each index to be either incoming or outgoing. As an example, consider an order-3 tensor A with
incoming indices m, n and outgoing index k, which can be written as
A = ∑ [A]kmn ∣k⟩ ⟨m∣ ⟨n∣ .
k,m,n

(2.16)

In explicit notation, we have for a vector Ψ that
∑ T(ϕ)ab Ψb = Ψa ,
b

(2.17)

while for a matrix M we have on incoming and one outgoing index:
†
∑ T(ϕ)ac M cd [T(ϕ) ]db = M ab .
c,d

(2.18)
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Then for a general tensor A, we can call it symmetric if
A l1 ...l n ,k1 ...k m =
∑

∑

k 1′ ,...,k ′m ∈in l 1′ ,...,l n′ ∈out

Tl1′ l1 . . . Tl n′ l n A l1′ ...l n′ ,k1′ ...k′m [T † ]k′ k . . . [T † ]k′
1 1

m km

(2.19)

§ charges In PEPS simulations, we generally use symmetric tensors
whenever possible because of the great reduction in computational
cost due to having fewer variational parameters. For a U(1)-symmetric
tensor, we assign certain charges to each virtual (bond) index as well
as on the physical index. Additionally, we have to make a choice which
indices will be defined as ’incoming’ and which as ’outgoing’. This choice
is arbitrary but the convention needs to be consistent, such that in the
tensor network each contracted pair of indices contains an outgoing
index from one tensor and an incoming index from the other tensor.
The local basis of the quantum state defines the symmetry charges
on each physical index. As mentioned earlier in this section, an exact
application of U(1)is not possible, since it is a continuous group, and
we have to settle for a subgroup Zq instead.
For example, consider the spin-1/2 Heisenberg model on the square
lattice, which has a global SU(2)symmetry that is spontaneously broken
down to a U(1)symmetry in the ground state. In our implementation,
we choose to align the magnetization of the total spin in the z direction,
leading to the following symmetry:
[Ĥ, ∑ S nz ] = 0.
n

(2.20)

The local basis of {↑, ↓} can be assigned corresponding charges [1, −1],
respectively. Then, for a PEPS tensor A to be symmetric, we require
that all non-zero elements have a total sum of charges t equal to zero:
[A]αijkl ≠ 0 ⇐⇒ t i + t j + t k + t l + t α = 0.

.

(2.21)

On each virtual index, we can assign a set of charges and corresponding degeneracies {(t 1 , d 1 ), . . . , (t n , d n )} such that the total of charges
times degeneracies equals the bond dimension: ∑n t n d n = D.

§ sectors For a symmetric ground state ∣Ψ⟩, we have that eq. (2.14)
holds. Here we reserve the term symmetry sector for the value of t,
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which is an overall property of the state with a meaning that is related
to the generator of the symmetry group. A ground state in the 0 sector,
for example, with T(ϕ) ∣Ψ⟩ = ∣Ψ⟩, with a U(1)symmetry generated by
the total particle number operator n̂, will have exactly zero particles. For
the spin-1/2 example of the previous paragraph, a zero-sector ground
state will have an equal number of up and down spins.
Since we are working with infinite PEPS for our simulations, we
cannot directly define a single global symmetry sector of the state, but
only ascribe sectors to the tensors inside the unit cell. This means that
we cannot construct a state with a finite total of n particles, but rather
states with a fixed particle density. For example, we could devise a
state with a site tensor A in the +1 sector such that we have a filling
of one particle per site. In the Hubbard basis {0, ↑, ↓, ↑↓}, this would
correspond to a state at half filling.
§ excited states For excitations, the role of symmetry is just as, if
not more, important than for ground-state simulations. As for ground
states, the enforcement of symmetries for excitations leads to a reduction in computational cost, though this is not the only benefit. The
excitation ansatz, which we will discuss in the following chapters in
detail, involves the replacement of one ground-state tensor A by a different tensor B, followed by a sum over the location of the replaced
tensor. By setting the symmetry sector of B to a different value than A,
we can create a state with an offset symmetry sector.
Examples of excitations with a non-trivial symmetry sector that we
will encounter include:
magnon: As an example, we can again consider a spin-1/2 system,
for which we take the ground state to lie in the 0 sector. By taking
B to be in the +1 sector, we can create a single spin-flip in the
state, which is the basis for a magnon excitation.

particle: Alternatively, we could take a fermionic system in the
Hubbard basis, with a ground state at half-filling (having sector
+1 on each site tensor, on average). We can construct an excitation with a B tensor in the +2 sector, which corresponds to the
addition of a single particle.

The ability to target excitations in a specific sector is of great importance for simulations [179, 258], since in many cases it can become
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difficult or impossible to distinguish different excited state without
it. We can, for instance, pick out a specific mode that lies inside a
continuum of other modes if they differ by their symmetry sectors.

2.2.2 Fermions
Tensor networks are by no means limited to spin models or bosons
but can also be used to simulate fermionic systems. In fact, this ability is one of their most important properties, since often fermionic
systems are extremely challenging to simulate using quantum Monte
Carlo ( QMC ) methods due to the infamous negative-sign problem. The
sign problem is not specific for fermionic models, for instance many
frustrated spin models suffer from it, nor does every fermionic model
exhibit a sign problem, but it greatly limits the applicability of QMC .
However, the fermionic anti-commutation rules mean that we cannot
simply apply standard tensor networks but have to add extra features
to the tensors and algorithms. Though these modifications can lead to
more complex implementations, the computational cost of simulations
is not significantly affected, which is an important quality of tensor
networks.
For all simulations of fermionic systems discussed in this thesis, we
built our code based on the formalism of Corboz et al. [45]. This is
not the only way of implementing fermions [14, 45, 47, 79, 125, 171, 173,
198], and likely there will be new automatized methods, so we will not
discuss the technical details here.
In particular, the difficulty with this type of fermionic PEPS implementation lies in the treatment of odd-parity tensors. Since fermionic
Hamiltonians are parity-preserving, we impose a corresponding symmetry on the tensors, and we take the fermionic statistics into account
by a series of so-called swap gates. For an excited state that involves
a change in parity, the odd-parity tensors will carry an additional index of dimension 1. In any network contraction, the parity indices of
the excitation tensors in bra and key layer, which can be arbitrarily
far away from each other, should be connected, leading to additional
swap gates. Since the type of excitations we simulate contain infinite
summations over excitation tensors, the implementation of the correct
fermionic anti-commutation rules formed one of the most technically
challenging aspects of the excitations algorithms.

3
P R O J E C T E D E N TA N G L E D PA I R S TAT E S
CONTRACTION

The main part of the chapter is devoted to a description of
the corner transfer matrix renormalization group ( CTM ) algorithm, which is a method for approximately contracting the
infinite networks efficiently, such that expectation values of
observables can be computed. We then show how to extend
CTM to go beyond one-point functions and systematically
perform summations over operators that appear in two-point
functions, which forms the basis for both highly accurate
ground-state optimization methods and our algorithms for
simulating excited states.
—

3.1 corner transfer matrix renormalization group
While the PEPS ansatz is greatly suited for studying ground states of
two-dimensional quantum systems, the algorithms are generally more
complex than their one-dimensional MPS counterparts. Due to the
absence of a canonical form that trivializes the contraction of MPS ,
accurate contraction of the PEPS network is a challenge itself. Two of the
most commonly used approaches are the boundary MPS method [16,
162, 230] and the CTM procedure [155, 164]. Both methods revolve
around finding a set of boundary tensors that best approximate the
semi-infinite parts of the contracted network that surround a central
site. For specific cases there may be differences in the convergence
behaviour in terms of the boundary bond dimension χ, which controls
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the accuracy of the contraction, though these vanish as χ becomes
large enough [221].

3.1.1 Effective environments
The main goal of the CTM algorithm is to obtain boundary tensors
that together approximate the infinite environment of the unit cell. In
the following sections we will assume for simplicity full translational
symmetry of the underlying state, such that the unit cell of the PEPS
consists only of a single site and the state is parametrized by a single
tensor. However, all the following methods can be generalized in a
straightforward way to arbitrary unit cells with generally only a linear increase in computational cost, which is one of the most useful
properties of the CTM scheme [46, 48].
The contracted network that yields the norm of a PEPS ∣Ψ⟩ can be
pictured as

⋮

...

...

⋮

where we introduce the top-down notation for both the bra and ket
layers of the ⟨Ψ∣Ψ⟩ network:

=

Due to the loop-containing structure of the network, exact contraction
is not possible in general.

3.1 corner transfer matrix renormalization group

We pose now that there exists some set of boundary tensors that
form accurate approximations to the different regions of the network.
These boundary tensors, when combined with the central pair of sites,
can be used to perform a contraction of the network as such:

⋮

C1

... ≈

...

⋮

χ

T4

C4

T1

D

C2
T2

T3

C3

(3.1)

The promise of the CTM algorithm is that a set of boundary tensors
could be found with a finite boundary bond dimension, denoted by
χ, that forms a reasonable approximation to the full environment.
Additionally, by increasing χ the approximation can be made more
accurate, converging towards machine precision [221].

3.1.2 Renormalization
The CTM procedure consists of a renormalization step that takes the
boundary tensors from the previous step and returns a set of improved
boundary tensors, which take into account a larger part of the surrounding network. By repeated application of the renormalization step, the
boundary tensors eventually reach a fixed point where the differences
between two iterations vanish. One strategy for obtaining the fixedpoint boundary tensors is to apply a number of renormalization steps
until the tensors converge with respect to some chosen criterion. Alternatively, it is possible to directly solve the fixed-point equations [69],
which is useful if the convergence of the iterative scheme would be very
slow.
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In the diagram of eq. (3.1), the left row-transfer-matrix corresponds
to a semi-infinite row of site tensors left of the unit cell, schematically
depicted in the following diagram:

=

...

...

The lattice site tensors that this boundary tensor contains are absorbed
one by one while growing the lattice. In what is referred to as a left move,
a full column of new sites is added to the network - which is possible
since the lattice is translationally invariant and infinitely large - and
consequently absorbed into the boundary tensors to the left:

→
↓
←

If we consider again just the update of the left row-transfer matrix,
the absorption looks like

=

(3.2)

3.1 corner transfer matrix renormalization group

§ projectors The contraction in eq. (3.2) exposes a problem: during
the absorption step the indices at the top and those at the bottom should
be merged into two combined indices of the new boundary tensor. As
such, the size of the boundary tensors would grow exponentially in
terms of the number of absorption steps. The crux of the CTM algorithm
lies in what happens next: we fuse the indices together and then reduce
the subspace size spanned by these indices by truncating down to a new
boundary bond dimension. For this, we introduce projectors, which
are tensors that are added to the diagrams as follows:

=

(3.3)

Similarly, the update step of the top-left corner-transfer-matrix is given
by

=

(3.4)

Projectors play a central role in the CTM algorithm, since their size
controls the boundary bond dimension and therefore the overall accuracy of the contraction. However, the identification of an optimal
subspace for the truncated boundary tensors is not straightforward
and depends on what part of the network is taken into account.
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We use the implementation of Corboz et al. [46], which involves a
contraction of two quadrants of the network:

=

Q1

Q2

Q4

Q3

(3.5)
For the projectors of eqs. (3.3) and (3.4), we take the Q1 and Q4 quadrants (other projectors use different combinations of two quadrants)
to obtain the following:
Q1 Q4 = usv † Ô⇒ (Q1 Q4 )−1 = vs −1 u † ≈ ṽs̃−1 ũ † ,

(3.6)

where the first equation is a singular value decomposition ( SVD ) and
in the second equation s̃ contains only the χ̃ largest singular values.
Using this, we can form an approximation of the identity by
1 = Q4 Q4−1 Q1−1 Q1 = Q4 ṽs̃ −1 ũ † Q1 = [Q4 ṽs̃ − /2 ][s̃ − /2 ũ† Q1 ] ∶= PQ. (3.7)
1

1

The P and Q matrices can be transposed and reshaped into ( χ̃, χ, d, d)shaped tensors that truncate the χ × d × d-dimensional subspace of the
new boundary tensor after absorption to a χ̃-dimensional subspace.
In practice, we usually set a fixed maximal boundary bond dimension
which saturates after a number of iterations, such that χ̃ = χ. The procedure in Corboz et al. [46] contains an additional QR decomposition,
which is not necessary and not used in our computations.
The implementation shown here uses two quadrants, but it is possible
to further extend the network on which the SVD is performed. We
could include all four quadrants, with one set of indices left open, such
that the SVD takes into account the correlations between two halves
of the system - this is referred to as half-system CTM . Or, going even

3.2 summation ctm

further, we can contract the four quadrants with a second copy of
themselves, which is called full-system CTM . While generally these
extended variants are able to better capture longer-range entanglement,
which could lead to more accurate projectors for the same value of χ, the
results are not always better. The spectra of the SVD in the half-system
and full-system variants correspond approximately to the squared and
fourth power of the spectrum in the corner approach (eq. (3.6)), which
can results in numerical instabilities when the spectrum decays quickly.

3.2 summation ctm
The next two chapters describe algorithms for simulating ground states
(chapter 4) and excited states (chapter 5), which both make use of
the CTM contraction technique. Both types of simulations require the
evaluation of n-point correlation functions (n ≤ 3) in a PEPS ground
state, which can be efficiently performed using the CTM method. Implementations of higher-order correlation functions can be found in
variational ground-state optimization with CTM [40] and channel environments [222], the computation of higher-order moments in classical
models using the tensor renormalization group ( TRG ) method [148],
as well as excited-state algorithms with channel environments [223,
224] and CTM [179]. The channel environments, based on boundary
MPS methods, and the higher-order TRG ( HOTRG ) scheme are both
alternatives to the summation CTM scheme that we will describe in
the remainder of this chapter.
First we consider summations over single-site operators in section 3.2.1
and section 3.2.2, and then the more complex case of two-body terms
in section 3.2.3. Implementations of three-point functions are shown
in chapters 7 and 8. In each case we exploit translational symmetry in
the ground state in order to fix one of the operators to a center site, denoted by index 0 = (0, 0). All computations can be easily extended to
larger unit cells similarly to the regular CTM method, which amounts
to keeping track of separate boundary tensors for each independent
site in the unit cell.
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3.2.1 One-point functions
The simplest case is the expectation value of a single operator
1
⟨Ô 1 ⟩tot = ∑ ⟨Ψ(A)∣Ô n1 ∣Ψ(A)⟩ ∝ ⟨Ψ(A)∣Ô n=0
∣Ψ(A)⟩ ,
n

(3.8)

where we make use of translational invariance of the ground state in
order to reduce the summation to a single term. The proportionality
constant1 here is the infinite number of sites in the lattice, so the value
we calculate will be the average expectation value per site.
For convenience during the implementation, we can start with the
contraction of the operator into one of the site tensors. We designate
the resulting modified site tensor by a filled version of the site tensor
shape:

=
(A ⋅ O)i, j,k,l ∶= ∑ Aαi, j,k,l [Ô]
β

α,β

α

Here (A ⋅ O) is a shorthand notation for the site tensor-operator pair,
which we will use more in later chapters, For all the n-point functions,
we do not specify whether an operator is contracted into the bra or the
ket layer since it is merely an implementation detail and the results are
equivalent. In the top-down double-layer diagrammatic notation we
simply refer to the location of the operators by the various colours.

1 We still write the total expectation value here so that we can impose the translational
symmetry explicitly, for consistency with the higher-order correlation functions later
on.

3.2 summation ctm

For the evaluation of eq. (3.8) we only require the boundary tensors formed by the regular CTM algorithm to arrive at the following
diagram:

1
⟨Ô 1 ⟩ = ⟨Ψ(A)∣Ô n=0
∣Ψ(A)⟩

3.2.2 Two-point functions
The introduction of another operator increases the complexity of the
computation, since now we need to go beyond the regular CTM algorithm. Here we consider a quantity of the form
1
⟨Ô 1 Ô 2 ⟩tot = ∑ ⟨Ψ(A)∣Ô m
Ô n2 ∣Ψ(A)⟩ ∝ ∑ ⟨Ψ(A)∣Ô01 Ô n2 ∣Ψ(A)⟩ ,
m,n

n

(3.9)

where we again exploit translational symmetry in order to reduce the
double summation to a single summation over the Ô 2 operator, while
the Ô 1 operator is fixed to a fixed position m = 0. For the evaluation
of eq. (3.9) we need to systematically keep track of all terms with a different relative positioning of the two operators. We start again by defining
the two modified site tensors by the colours of the two operators:

=
(A ⋅ O 1 )

=
(A ⋅ O 2 )
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Additionally, there is now the possibility of both operators being located
on the same site. For such a term, we introduce a two-colour version
of the tensor:

=

(A ⋅ O 1 ⋅ O 2 )

Note that for eq. (3.9) the only term where this situation occurs is where
both operators are located on the centre site m = n = 0. However, the
other n ≠ 0 terms require new types of boundary tensors that contain
summations inside their corresponding regions of the network. The
algorithm that computes these boundaries is called summation CTM
in this thesis.
§ summation boundary tensors The summation CTM scheme
aims to compute different versions of the boundary tensors that contain multiple terms with operators at different positions. Starting with
the left column transfer matrix, the inclusion of (A ⋅ O 2 ) leads to the
following new boundary tensor:

=

...

...

+

...

...

+

...

Both versions of the boundary tensors, one containing only A tensors
and one containing terms with a single modified (A ⋅ O 2 ) tensor, are
updated as follows2 :
2 The projectors we use here are the same as for the regular C T M scheme. To what extent
the results improve by taking into account the perturbed wavefunction in eq. (3.5)
remains an open question, which we discuss further in section 9.2.

3.2 summation ctm

←

←

+

(3.10)

The update step in the second line of diagrams includes all locations of
the (A ⋅ O 2 ) tensor: first the terms to the left of the new site, contained
in the previous boundary tensor, combined with a regular A site, while
the second term has the operator placed on the new site.
The column transfer matrix and the equivalent row transfer matrix
contain all terms with the operator located to the left/right or top/bottom of the centre site. Additionally, we will need to keep track of the
other terms, which correspond to operators located in the corners. For
these terms, we introduce a new version of the corner transfer matrix,
with the update step given by

←

←

+

(3.11)
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§ evaluation The two-point function in eq. (3.9) can now be evaluated using the new boundary tensors, by forming different environments:

E0 =

+

+

+

...

⟨Ô 1 Ô 2 ⟩ = ⟨Ψ(A)∣Ô01 Ô02 ∣Ψ(A)⟩
+

+

∑

n ∈ top-left corner

∑

n ∈ top column

+...

⟨Ψ(A)∣Ô01 Ô n2 ∣Ψ(A)⟩

⟨Ψ(A)∣Ô01 Ô n2 ∣Ψ(A)⟩

(3.12)

We split up the summation over one of the operators into summations
within separate regions of the network, contained in corresponding
summation boundary tensors. The final evaluation in eq. (3.12) then
consists of nine different diagrams that we simply sum over in the end
of the computation. A detail to consider for implementation of the
above scheme is the normalization of the boundary tensors: in the
regular CTM algorithm we make sure to keep each boundary tensor
normalized with respect to some measure (e.g. the largest element)
to avoid numerical overflow. The overall norm does not play a role in
evaluations of expectation values, since the same factors appear in the
norm of the PEPS , but for the summation boundary tensors we have

3.2 summation ctm

to take care to apply the same normalization as for the corresponding
regular boundary tensors.

3.2.3 Two-body terms
So far we have considered the cases where the operators have support
on a single site. Here we will go one step further and describe how
to take also local two-body operators into account. Such summations
are important for variational optimization of ground states, where it
was first implemented [40], and simulations of excited states [179].
The diagrams involved are slightly more complex than in the previous
sections, though the underlying ideas are the same.
Since we are now handling operators with a support on two neighbouring sites, which leads to terms with the operator overlapping two
different tensors in the evaluation diagrams, we cannot simply use the
same types of boundary tensors as for the single-site case. We make
the distinction between terms where the operator is fully contained
inside one of the corner or row/column transfer matrices and those
where the operator partially overlaps either two boundary tensors or a
boundary tensor and the centre site. The former category consists of
terms where the operator is situated on one of the following coloured
bonds:

⋱

⋮

...

⋰

⋰
...

⋮

⋱
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For the other (overlapping) terms, the operator is located on the set of
bonds that is left:

⋮

⋱

⋰

...

...

⋰

⋱

⋮

§ overlapping terms In order to take into account the terms
in the centre, where the operator overlaps the centre site and one of
the row/column transfer matrices, we define a special version of the
boundary tensors:

×

←

×

where the × symbol designates a site for which the contraction over
the physical indices is omitted, leaving two open legs:

×

=

The terms that partially overlap two different boundary tensors are
the most expensive and complicated to compute and result in a new
type of boundary tensor, which comes in both a horizontal and vertical
version. The horizontal version captures the terms that overlap a corner
transfer matrix and a column transfer matrix, while the vertical version

3.2 summation ctm

includes those that overlap a corner and a row transfer matrix. During
a left move of the CTM algorithm, which means adding a new column
of sites and absorbing those into the boundary tensors on the left side,
both versions are updated. The update of the vertical version is as
follows, where we insert a new term with the operator located on the
newly inserted column:

×

←

×

+

The update of the horizontal version is given by this diagram:

←
which keeps only a row of horizontal operator terms on the rightmost
bond contained in the tensor. The tensor on the right is an intermediate
object that does not appear in the final evaluation, but has the highest
computational cost. It is constructed by absorbing two sites of the new
column with an operator located between them:

←

×
×

+
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§ non-overlapping terms We define a new version of the left
column transfer matrix, which contains all horizontal terms with the
operator located in the following positions:

=

...

...

+

...

...

+

...

The update step for this boundary tensor is similar to the single-site
operator case, though here one of the terms has the operator overlapping the boundary tensor and the new site thus we make use of the
half-open boundary tensor we described in the previous paragraph:

←

+

×

×

(3.13)

The terms with the operator located in one of the corners is also
straightforward, with an update step that requires one of the overlapping boundary terms:

←

+

+
(3.14)
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§ evaluation We now have all the ingredients for the evaluation of
sums over the two-body operators. The evaluation of the sum over the
two-body operator terms consists of the following types of diagrams:

E0 =

+

+

×

×

+

...

(3.15)
The other terms not shown here involve equivalent summation boundary tensors in different orientations.
In case the two-site operator is a nearest-neighbour local Hamiltonian, the energy gradient can be calculated by removing one of the
centre sites from the summation in eq. (3.15), as we will discuss in section 4.2. Also, the variance ⟨Ψ∣(H − E0 )2 ∣Ψ⟩ can be computed using
the summation CTM , which can serve as a measure of distance between the PEPS and the exact eigenstate of the Hamiltonian [222]. Additionally, the two-body summation scheme plays a central role in the
implementation of excitations using CTM [179], described in chapter 7.

3.2.4 Implementation using combined tensors
The implementation of an algorithm that performs the summations
can be performed in a straightforward manner using container objects
that function as extended tensors. Consider the contraction of a set of
ground-state tensors S 0 = a1 ⋅a2 ⋅ . . . ⋅a l , containing no operators, and let
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x and y designate operators. Additionally, we define modified versions
of these tensors that contain these operators, such as the modified site
tensors in sections 3.2.1 and 3.2.2, denoted by b i x and c i y. Now we
would like to now evaluate summations over these operators, taking
into account all combinations of the contraction with different versions
of each tensor. As we have seen in the previous section, this leads to a
number of different diagrams, of which the manual implementation
could become cumbersome.
Instead, we can define an object f˜i , acting as a container for the
different versions of a tensor, that contains terms up to the order we
are interested in, for example O(x y):
f˜i ∶= {a i , b i x, c i y, d i x y},

(3.16)

along with the multiplication rules
f˜i ⋅ f˜j = {a i a j , (a i b j + b i a j )x, (a i c j + c i a j )y,

(a i d j + b i c j + c i b j + d i a j )x y} .

(3.17)

During the initialization, we only define the modified site tensors as
f˜i = {a i , b i x, c i y, 0} and leave all other tensors to only their groundstate variant, e. g. f˜i = {a i , 0, 0, 0}.
The evaluation of the summation becomes now a simple contraction
over the f˜i objects:
S̃ l3 = f˜1 ⋅ f˜1 ⋯ f˜l = {s 0 , s1 x, s 2 y, s3 x y},

(3.18)

with the O(x y) terms accessible as s3 x y. In this manner, the implementation of arbitrary summations becomes a matter of replacing
a1 a2 ⋯a l → f˜1 f˜2 ⋯ f˜l in the code.

4
G R O U N D - S TAT E T E C H N I Q U E S

In this chapter we review some common techniques for groundstate optimization of PEPS . We start with a brief description of
imaginary-time evolution, which we have used to obtain the
results of chapter 6 at high bond dimensions, and commonly
employ to find approximate solutions used initial states for
more accurate optimization methods. Then we continue with
a review of variational and gradient optimization, which are
based on the contraction techniques described earlier in chapter 3. In the last part of the chapter, we discuss the application
of automatic differentiation, which is a promising new direction in the field of tensor networks as it often leads to great
reductions in both computational cost and code complexity.
—

4.1 imaginary time evolution
Contrary to one-dimensional tensor networks, where highly accurate
ground-state optimization methods such as DMRG [241] and variational
uniform matrix product state ( VUMPS ) [257] have been readily available for some time, the optimization of a PEPS has been a more complex
issue. The earliest available class of optimization methods for PEPS is
based on the principle of imaginary time evolution [110, 150, 152, 238].
When we take a random initial state ∣Ψ(t = 0)⟩ and apply the time
evolution operator, we end up with a state at some later time t f :
∣Ψ(t f )⟩ = e −it f H ∣Ψ(0)⟩ ,

(4.1)
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with H the Hamiltonian of the system.
If we instead evolved the state in imaginary time t → it = τ, the new
state is given by
∣Ψ(τ f )⟩ = e −τ f H ∣Ψ(0)⟩ .

(4.2)

We can decompose the initial state in the basis of eigenstates of the
Hamiltonian H, after which we can make the following observation:
∣Ψ(τ f )⟩ = e −τ f H ∣Ψ(0)⟩ = ∑ e −τ f H ∣λ⟩
=∑e

−τ f E λ

λ=0
−τ f E 0

=e

λ=0
−τ f E 0

∣λ⟩ = e

∑e

λ=0

∣0⟩ + ∑ e −τ f E λ ∣λ⟩

−τ f (E λ −E 0 )

∣λ⟩

λ=1

(4.3)

which leads to the projection onto the ground state as τ f → ∞. However, since generally the terms in the Hamiltonian do not commute,
it is not possible to directly apply this projection in one step. Instead,
we apply a Suzuki-Trotter decomposition [207] to obtain the evolution
operator as a sequence of small time steps:
e

−Hτ

= (∏ e
n

vert
−δτ (h hor
n +h n )

N

) + O(δτ), τ = N ⋅ δτ

(4.4)

vert
where h hor
n and h n refer to the local Hamiltonian terms located on a
reference site n and its neighbour in horizontal and vertical alignment,
respectively. This expression can be further adapted for other types of
Hamiltonians.
Using this decomposition, a ground-state simulation algorithm for
PEPS can be constructed, where the δτ time evolution gates are iteratively applied to pairs of sites in a trial PEPS wavefunction. However,
application of this operator to a block of two sites will generally lead to
an increase in the rank of the block, resulting in a larger bond dimension. In order to keep the simulation tractable, we should truncate this
larger bond dimension down to a fixed value after each time step. For
the selection of the truncated subspace there are two options:

simple update: the environment of the updated sites is approximated by a set of weight matrices on the traced bond indices [45,
110, 234] and the updated sites are computed via a truncated
singular value decomposition

4.2 variational optimization

full update: an accurate environment is obtained using CTM or
equivalent contraction techniques [45, 114, 170], based on which
the truncation is performed by minimizing the norm difference
with the untruncated pair of sites
The full update scheme is more accurate, but requires a full environment contraction at each iteration of the time evolution. Since this
contraction is generally much more costly than the application of the
imaginary time evolution operator, the simple update scheme is comparatively very inexpensive.

4.2 variational optimization
Due to their modest computational cost, the imaginary-time-evolution
algorithms of section 4.1 can be applied to PEPS up to very high bond
dimensions [178] in order to obtain accurate results. Additionally, the
wide range of reachable bond dimensions enable accurate extrapolations to the infinite-bond dimension limit [39, 41]. On the other
hand, we could also consider the complementary regime of highly
optimized states at lower bond dimensions. Both the simple and full
update scheme converge to reasonably accurate approximations to the
ground state at a given bond dimension, but there is still room for improvement, especially in the vicinity of phase transitions where these
methods tend to get stuck in local minima. This domain is where the
variational optimization algorithms are valuable, which aim to directly
update the variational parameters of the PEPS such that the energy is
minimized.
Here we review the variational optimization algorithm that was
conceived by Corboz [40] based on CTM , though an alternative scheme
based on channel environments was devised by Vanderstraeten et al.
[222]. Recently, a third variant that uses automatic differentiation, which
we will discuss further in section 4.3, was published by Liao et al. [136].
⃗
We start from an initial PEPS ∣Ψ(A)⟩ with variational parameters A.
Our objective is to optimize the variational parameters for the minimal energy, subject to the normalization condition ⟨Ψ(A)∣Ψ(A)⟩ = 1.
Instead of projecting the initial state iteratively, as in imaginary time
⃗ that brings the
evolution, we seek to directly obtain an update ∆A
state closer to the ground state. The minimization problem with the
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normalization constraint as a Lagrange multiplier λ can be formulated
as
∂
[ ⟨Ψ(A)∣H∣Ψ(A)⟩ − λ ⟨Ψ(A)∣Ψ(A)⟩] = 0,
∂A†

(4.5)

which can be written as a generalized eigenvalue problem
H ∣Ψ(A)⟩ = λ ∣Ψ(A)⟩ .

(4.6)

The main challenge of the algorithm is to compute the action of the
full Hamiltonian H on the ground-state PEPS .
4.2.1 Effective environments
In order to translate the eigenvalue problem of eq. (4.6) to the level of
the tensor A itself, we introduce effective environments. The norm of
the state ⟨Ψ(A)∣Ψ(A)⟩ can be computed using the boundary tensors
obtained using the CTM algorithm, as shown in section 3.1:

⟨Ψ(A)∣Ψ(A)⟩ =
If we construct a boundary environment out of the CTM boundary
tensors, which is equal to the norm of the PEPS with one pair of A, A†
tensors removed:

∂2
[⟨Ψ(A)∣Ψ(A)⟩]
∂A∂A†

=
(4.7)

4.2 variational optimization

we can reshape the D 8 environment to a D 4 × D 4 matrix N. The norm
of the state can then be written as
⃗ † NA
⃗
⟨Ψ(A)∣Ψ(A)⟩ = A

= ∑ ∑ [A† ]i Ni, j [A] j ,
α

α

α i, j

(4.8)

with i, j the combined virtual indices and α the connected physical
index of the site tensors.
Similarly, we can define the effective energy matrix H, which contains
the environment that includes the Hamiltonian. This environment
consists of all terms with the local Hamiltonian h i, j applied to different
sites:
⃗ † HA
⃗ = ⟨Ψ(A)∣H∣Ψ(A)⟩ = ⟨Ψ(A)∣ ∑ h i, j ∣Ψ(A)⟩ .
A
i, j

(4.9)

Computing this effective energy environment requires the summation CTM scheme, introduced in the previous chapter. We have described the summation CTM procedure for a nearest-neighbour Hamiltonian in section 3.2.3, which involves a systematic summation over
the individual local Hamiltonian terms inside the boundary tensors,
resulting in a new type of boundary tensor.

4.2.2 Update step
⃗ of the variational
Once the environments are computed, an update ∆A
parameters can be computed. For this there are two options:
1. Solve the generalized eigenvalue problem of eq. (4.6)
2. Perform a gradient descent update step
§ solving the eigenvalue problem The first option is the
approach taken in the original implementation of variational optimization using CTM [40]. If we write eq. (4.6) in terms of the effective
environment matrices
⃗ = λNA,
⃗
HA

(4.10)
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we can obtain the lowest eigenvalue λ∗ with corresponding eigenvector
⃗ ∗ . However, we cannot directly find the ground state in this manner,
A
⃗ making
since crucially the matrices N and H themselves depend on A,
the optimization problem highly nonlinear. One way of dealing with
this nonlinearity is to perform an additional mixing procedure [40], in
which we find the optimal linear combination of the tensor A from the
previous step and the eigenvector A∗ :
min E((1 − γ)A + γA∗ ), E(x) ∶=
γ

⟨Ψ(x)∣H∣Ψ(x)⟩
.
⟨Ψ(x)∣Ψ(x)⟩

(4.11)

Note that each evaluation of the normalized energy E requires only
a standard CTM procedure. Consequently, the line search has a more
favourable cost compared to the evaluation of the eigenvalue problem,
which should be taken into account when setting the convergence
tolerance of the line search.
§ gradient optimization A second option is to use the gradient
directly to perform a gradient descent update step. In Vanderstraeten
et al. [222] this option was explored, although in that work the gradient
was not obtained using CTM but through channel environments. We
define the normalized energy function as
f (A† , A) =

⟨Ψ(x)∣H∣Ψ(x)⟩
.
⟨Ψ(x)∣Ψ(x)⟩

(4.12)

The gradient of f is given by

∂f
∂ † ⟨∣Ψ(A)⟩∣H∣∣Ψ(A)⟩⟩
⟨Ψ(A)∣H∣Ψ(A)⟩
= 2⋅ A
−2⋅
⋅∂ † ⟨Ψ(A)∣Ψ(A)⟩
†
∂A
⟨Ψ(A)∣Ψ(A)⟩
(⟨Ψ(A)∣Ψ(A)⟩)2 A
(4.13)

which we can simplify by shifting the Hamiltonian by a constant equal
to the energy expectation value H → H − ⟨Ψ(A)∣H∣Ψ(A)⟩, leading to
∂f
∂ † ⟨∣Ψ(A)⟩∣H∣∣Ψ(A)⟩⟩
=2⋅ A
,
†
∂A
⟨Ψ(A)∣Ψ(A)⟩

(4.14)

which can be used in a standard gradient descent update step with step
size η as
A→ A−η

∂f
.
∂A†

(4.15)

4.3 automatic differentiation

In practice, more sophisticated gradient-based optimizers should
be used such as conjugate gradient descent or quasi-Newton methods,
which can greatly enhance the convergence rate of the simulation.

4.3 automatic differentiation
The energy optimization methods discussed in section 4.2 have proven
to be highly accurate and reliable in challenging cases. They systematically outperform the imaginary time evolution methods at fixed values
of the bond dimension and are able to accurately reproduce the correct
phases even nearby a phase transition. On the other hand, there are two
main concerns with the variational/gradient optimization methods as
they are implemented conventionally:
• The computation of the effective environments is computationally expensive
• Correct implementation is complex and error-prone, limiting
the adoption in the larger scientific community
Although its name might suggest an opaque and automatized computational tool, automatic differentiation ( AD ) is nothing more than
a programmatic way to apply the chain rule of differentiation. Most
commonly used in the field of machine learning, where it forms the
backbone of most optimization methods, AD requires the explicit implementation of the derivatives of basic operations. If all steps in a given
algorithm can be reduced to combinations of these basic operations,
the AD code is able to construct the gradient of the output of the full
algorithm with respect to its inputs. Evidently, if a particular algorithm
is made of operations of which the derivative is already known, the
implementation effort required of the programmer is extraordinarily
low.
In the following sections we will start with a brief introduction of
the main concepts and then how to apply AD in the context of groundstate optimization of PEPS . An application to excited states with PEPS
is shown in chapter 8.
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4.3.1 Gradient tracking
In section 4.2 we have introduced the effective environment matrices
H, N of the ground-state PEPS , which appear in the computation of the
norm and energy (see eqs. (4.8) and (4.9)). Here we consider a different
method for evaluating H ∣Ψ(A)⟩.
Let f (A† , A) be the function that computes the unnormalized energy
of the PEPS
f (A† , A) = ⟨Ψ(A)∣H∣Ψ(A)⟩ ,

(4.16)

which involves a full CTM procedure until convergence, followed by
the evaluation of the energy using the effective energy environment.
We can view this function as a computational graph, taking us from
the variational parameters contained in the site tensor A all the way to
the energy Ẽ, via intermediate steps Ti :
f ∶ (A† , A) ↦ T1 ↦ T2 ⋅ ⋅ ⋅ ↦ Tn ↦ Ẽ.

’Explicit’ here
means that one
could manually
implement a
function that
returns the
derivative
numerically
exactly

(4.17)

Traversing the graph in this manner is typically called a forward pass.
Importantly, for each intermediate step Ti in the process, the explicit
∂Ti
derivative ∂T
is known. Since we are interested in the full derivative
i−1
∂
∂f

A† , we can apply the chain rule of differentiation to expand the
derivative in terms of the intermediate steps
A ∶=
†

∂f
∂ f ∂Tn
∂T2 ∂T1
=
⋯
,
†
∂A
∂Tn ∂Tn−1
∂T1 ∂A†

(4.18)

where we adopt the common notation of the adjoint x as the derivative
of the final outcome of the computational graph with respect to the
variable x.
Evaluating eq. (4.18) is usually done in one of the following manners:
forward mode: starting from

∂T1
,
∂A†

we work from right to left, ap∂f

plying each Jacobian factor until arriving at ∂Tn . Each step in the
process is called a Jacobian-vector product ( JVP ).

4.3 automatic differentiation

reverse mode: in this mode, we evaluate eq. (4.18) in the opposite
direction with each step being a vector-Jacobian product ( VJP )
instead1 .
In this thesis, we will exclusively discuss reverse-mode automatic differentiation. Since in almost all cases the input-parameter space is
much larger than the output space (usually a scalar), including our
applications for PEPS , this mode is the commonly preferred option.

4.3.2 Automatic differentiation of CTM
The implementation of AD requires the derivative operations, in particular the VJP for reverse-mode AD . For example, the following simple
function f (x) = x 2 and its corresponding adjoint x could be implemented as follows:
function y ∶= x 2

adjoint x = y ⋅

∂y
= y ⋅ 2x
∂x

Differentiation of the CTM method is straightforward for the most
part, since many of the operations are tensor contractions - linear
operations - for which the adjoint is easily computed:
function z ∶= x ⋅ y
adjoint x = z ⋅ y

Note that special care must be taken for the possibly multiple indices of
the input and output tensors, which requires additional transpositions.
The full CTM algorithm is constructed from these and other operations as its building blocks. There is freedom on which level to
implement derivatives: the intermediate steps can be very small, such
that the derivatives of larger parts of the computational graph are generated automatically, or one could define a derivative for a block of
1 Reverse-mode A D , also known as backpropagation, requires the implementation of
(x)
the application of a vector on the derivative of each operation v ⋅ ∂ f∂x
, known as a
vector-Jacobian product. This type of differentiation is more efficient in our case than
forward-mode A D , which uses Jacobian-vector products instead, since the input space
is much larger than the output (a scalar).
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operations manually. Generally, the optimal choice is to define derivative operations on as large blocks of operations as possible, since it
reduces the number of stored intermediate results.
One of the operations within the CTM algorithm that requires a somewhat more complex implementation is the singular value decomposition ( SVD ), which occurs during the computation of projectors [212]
(see also section 3.1.2):
function u, s, v = svd(m)
1
adjoint m = u{F+ ⊙ (u T u − u T u) + F− ⊙ (v T v − v T v)}v T
2
+ usv T
+ (1 − uu t )us −1 v T

+ us −1 v T (1 − vv t )
1
+ us−1 (L† − L)v † ,
2

with ⊙ the elementwise product, L = 1 ⊙ (v † v) and
⎧
1
⎪
⎪
±
⎪
[F± ]i j = ⎨ s j −s i
⎪
⎪
⎪
⎩0,

1
s j +s i ,

if i ≠ j

otherwise

(4.19)

The last term, containing L, is an addition for complex-values SVD
only [237]. There is an inherent gauge freedom in the SVD , since we
can introduce any diagonal matrix Λ with elements of the form e iθ to
obtain
m = usv † = uΛΛ† sΛΛ† v † = u ′ sv ′†

(4.20)

with u ′ = uΛ and v ′† = Λ† v † , such that the result of the SVD is only
defined modulo Λ. If m is a real matrix, the elements of gauge matrix
Λ reduce to only 1 and -1.
The following pseudocode describes the CTM procedure, where for
simplicity we assume translational invariance and rotational invariance,
such that there is only one unique pair of C and T boundary tensors:
1

C, T = initialize_boundaries(Ad, A)
while not converged:
P
= get_projector(Ad, A)
C_l, T_l = absorb_row(Ad, A, C, T)
C, T
= apply_projector(C_l, T_l, P)

eq. (3.7)
eq. (3.2)
eq. (3.3)

4.3 automatic differentiation

In these steps, the apply_projector and absorb_row functions consist of only tensor contractions and permutations, while get_projector
contains a singular value decomposition.
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5
E X C I T E D - S TAT E T E C H N I Q U E S

This chapter is dedicated to the simulation of low-lying excited states using the excitation ansatz for PEPS . We review
the ansatz itself and the formulation of the generalized eigenvalue problem that is solved in order to find the lowest-energy
excitations. The matrices that appear in the eigenvalue problem can be evaluated in multiple ways, with equivalent results
but different implementations, which we present in chapters 7
and 8. In the last section of this chapter we discuss some implementation details that improve the stability of the algorithms.
—

5.1 excitation ansatz in peps
A key concept in understanding low-energy physics of quantum manybody physics, a central theme in condensed matter physics, is the
formulation of quasiparticle or collective excitations. These types of
excitations are constructed from slight perturbations of strongly correlated ground states, localized in momentum space. Also known as
elementary excitations, they have an intuitive implementation in tensor networks [83–85, 223, 224, 256]. First applied in the context of
one-dimensional matrix product states [83–85, 256], the so-called excitation ansatz has been used to produce highly accurate results, even
for topologically non-trivial excitations [258] and higher-lying scattering states [218]. The excitation ansatz was subsequently brought to
two-dimensions with PEPS [224] and has since grown to be a reliable

61

62

excited-state techniques

method, applied to spin models [223] as well as fermionic models [177,
179].
§ elementary excitations form a class of excited states close to
the ground state and have a rich history in the literature. The idea is
simple: a large part of the behaviour of physical models is determined
by the low-energy excitations, closely connected to the ground state.
Even if the ground state itself might be a extremely complicated object
to calculate, often the nearby excited states can be found by only small
perturbations of the ground state. We start from a basic definition of
what constitutes an elementary excitation [6]:
An elementary excitation of momentum k is that operator
which creates the lowest excited state of a particular type
of momentum k from the ground state
Thus, we should look for some operator q k which takes us from the
ground state to a low-lying excited eigenstate:
∣Φ k ⟩ = q k ∣Ψ0 ⟩ .

(5.1)

The application of q k only causes a very small difference in the excited
state compared to the ground state. Although the above definition is
written in terms of operators, we will refer to the excited state itself as
the elementary excitation from now on.
For example, consider a chain of spin-1/2 particles in a ferromagnetic
ordering,
⋯ ↑↑↑↑↑↑ ⋯
∣Ψ f m ⟩

which we change by flipping a single spin on site n:
⋯ ↑↑↑↑↑ ⋯
∣Ψ f m ⟩

→
→

⋯ ↑↑↓↑↑ ⋯
Ŝ n− ∣Ψ⟩

From this perturbation, we can construct an excited state ∣Φ k ⟩ =
∑n e ikn Ŝ n− ∣Ψ⟩, known as a single-mode approximation [67, 68, 74, 75],
which is localized in momentum space. For example, the above construction has been used to reproduce the dispersions of magnons for
the Affleck–Kennedy–Lieb–Tasaki ( AKLT ) model in one dimension [2,
7], as well as in two dimensions using tensor networks [224, 256].

5.1 excitation ansatz in peps
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§ the mps excitation ansatz is a direct application of the above
construction on a ground-state MPS . If we start from the application
of an operator (red square) on a site n of the MPS

...

...

∣Φ n ⟩ = Ô n ∣Ψ⟩

we can form the single-mode approximation by taking the superposition of these states [83, 84]:
∣Φ k ⟩ = ∑ e ikn Ô n ∣Ψ⟩
=

n

∑

(5.2)

∑ ⋯[A

⋯,i n−1 ,i n ,i n+1 ,⋯ k,l
i ′n

l
k,l
n−1 k
]i n−1 [An ]i ′n Ô i ′n ,i n [An+1 ]i n+1 ⋯ ∣⋯, i n−1 , i n , i n+1 , ⋯⟩

(5.3)

The single-mode approximation can be extended to a more general
class of excitations by increasing the support of the operator in real
space beyond a single site, which has been shown to converge exponentially fast to the exact excitation [83]. However, we have another
choice: by making use of the correlations in the ground state, the effect
of the larger operator can be approximated by operators on the virtual
indices of the MPS

...

...

All of these operators can then be absorbed into the site tensor A of
the MPS

...
∣Φ(B)n ⟩ =

...
∑

∑ ⋯[A

⋯,i n−1 ,i n ,i n+1 ,⋯ k,l

l
k,l
n−1 k
]i n−1 [B n ]i n [An+1 ]i n+1 ⋯

to form what we will refer to as a B tensor in further chapters. The
underlying idea is that, even though the B tensor only replaces a single
site tensor in the MPS , the effect of the B tensor can be spread out over
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a larger patch. From this locally perturbed state we finally can create
the full excitation by taking a momentum superposition
∣Φ(B)k ⟩ = ∑ e ikn ∣Φ(B)n ⟩ .
n

(5.4)

The excitation ansatz provides us with a class of states that are especially suitable for quasiparticle or collective excitations. Next is the
question on what elements these B tensors should contain in order
to target specific states, and how to optimize them for the lowest energy. One of the useful features of this construction is that each term
in the summation of eq. (5.4) contains only a single B tensor. Therefore, the full state ∣Φ(B)k ⟩ is linear in terms of B, which makes their
optimization in some sense easier than the optimization of a ground
state.
§ the peps excitation ansatz is analogous to its MPS counterpart and will be the main focus of the remainder of this chapter. Starting
from a ground state PEPS ∣Ψ(A)⟩, we replace one of the tensors A by a
different tensor B on a location x = (i, j):
∣Ψ(A)⟩ → ∣Φ(A, B)n ⟩ ,

(5.5)

such that the excited state is constructed by performing a Fourier
transformation [224]
∣Φ(B)k ⟩ = ∑ e ik⋅n ∣Φ(B)n ⟩ .
n

(5.6)

The goal is now to find the optimal parameters for the B tensor while
keeping the ground-state tensors A fixed. For an excited state, the
energy and norm are defined respectively as
E = ⟨Φ(B)k ∣H∣Φ(B)k ⟩ ,

N = ⟨Φ(B)k ∣Φ(B)k ⟩

(5.7)

with H the Hamiltonian of the model under consideration. The minimum of the energy under the condition that the wavefunction is normalized can be obtained by solving
∂
[ ⟨Φ(B)k ∣H∣Φ(B)k ⟩ − ω k (⟨Φ(B)k ∣Φ(B)k ⟩)] = 0
∂B†

(5.8)

5.1 excitation ansatz in peps

Since the excitation-ansatz states are by construction linear in terms of
the B tensor, we can define the following overlap matrices
⃗ † Nk B
⃗ ∶= ⟨Φ(B)k ∣Φ(B)k ⟩
B
⃗ † Hk B
⃗ ∶= ⟨Φ(B)k ∣H∣Φ(B)k ⟩
B

(5.9)
(5.10)

with the important property that these matrices themselves do not
depend on the B tensor, but are the contracted networks of the corresponding expectation values with the B and B† tensors removed. For
k = (0, 0), H0 and N0 are equal to the Hessians of the ground-state
energy and norm expectation values, with the summations over the B
and B† tensors manifestations of the product rule of differentiation.
The minimization problem of eq. (5.8) can be rewritten as the following generalized eigenvalue problem:
⃗ = ω k Nk B.
⃗
Hk B

(5.11)

In order to solve this eigenvalue problem, we have several options for
the type of solver to be used:
iterative solver: this requires the evaluation of the matrix-vector
⃗ and either matrix-vector product Nk B
⃗ or the exproduct Hk B
plicit matrix elements of Nk .
explicit solver: this requires the explicit evaluation of all matrix
elements of both overlap matrices.
Since either choice requires the same computations with regard to
the PEPS , we make no distinction here but write the algorithms in terms
of matrix-vector products. Generally, the iterative solver is favourable
for large-scale simulations with few required eigenvalues.
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5.2 effective overlap matrices
The main goal of the algorithm is to compute the matrix-vector prod⃗ and Nk B.
⃗ For the norm overlap matrix, this involves a double
ucts Hk B
infinite summation
⃗ = ∂ ⟨Φ(B)k ∣Φ(B)k ⟩
Nk B
∂B†
∂
ik⋅(−n 1 +n 2 )
=
⟨Φ(B)n1 ∣Φ(B)n2 ⟩
∑ e
∂B† n1 ,n2
∝

∂
ik⋅n
⟨Φ(B)0 ∣Φ(B)n ⟩ ,
∑e
∂B† n

(5.12)

reduced to a single sum in the last line, which is possible due to the
translational symmetry of the ground state.
Similarly, the energy overlap matrix contains a summation over B
tensors in the bra- and ket layer, with the addition of a sum over local
Hamiltonian terms h j :
⃗=
Hk B

∂
⟨Φ(B)k ∣Φ(B)k ⟩
∂B†
∂
ik⋅(−n 1 +n 2 )
=
⟨Φ(B)n1 ∣h j ∣Φ(B)n2 ⟩ .
∑ e
∂B† n1 ,n2 , j

(5.13)

The triple infinite sum in eq. (5.13) is more complex to compute, though
again we can invoke translational symmetry to reduce the summation
by one order. The derivative of a tensor network with respect to a
single tensor is simply equal to the network with that tensor removed,
leaving a hole in its place. As such, the triple summation corresponds
to three distinct elements: one sum over the B tensor, one over the local
Hamiltonian terms and lastly one sum over the location of the hole.
The two distinct choices of which index to fix are the following:
fixed hole: this choice leaves the double sum over the B† tensor as
well as the Hamiltonian terms, which we describe in chapter 7.
Since the summation over a hole in a PEPS is not straightforward
to perform efficiently, we took this route in the original implementation of excitations with CTM [179]. On the other hand,

5.3 practical implementation details

the summation over the two-body operators is responsible for
the leading computational cost of the algorithm and is in itself
technically challenging to implement.
fixed hamiltonian: since it remove the sum over two-body operators, this carries the lowest computational cost of the two
choice and is described in chapter 8. For this variant we used AD
in order to perform the summation over the hole, which greatly
reduces the complexity of the implementation [177].

5.3 practical implementation details
5.3.1 Basis
At the start of the simulation, we construct an orthogonal basis, containing vectorized representations of the B tensors. For an ansatz with
full translational invariance without any enforced global Abelian symmetries, which is parameterized by a single B tensor, the full variational
4
space will be W ≅ CdD . If the model does exhibit symmetries, the
4
variational space will be a subspace W ⊂ CdD , with the dimensionality
depending on the chosen symmetry sector of the excited state as well
as the ground-state symmetry sectors on the auxiliary indices.
In practice, we will work with a subspace of this for solving the
generalized eigenvalue problem, which we will denote here by V . Let
P ∶ V → W, such that the generalized eigenvalue problem of eq. (5.11)
becomes
⃗ = ω k (P † Nk P)b,
⃗
⃗ = ω k Nk B
⃗ → (P † Hk P)b
Hk B

(5.14)

⃗ contains the variational parameters of the excited state ∣Φ(B)⟩
where b
⃗
⃗ = P b.
with B
In the absence of any enforced symmetries, or in the case of ∣Φ(B)⟩
being in the same symmetry sector as ∣Ψ(A)⟩, we need to make sure
that our excitations are orthogonal to the ground state. We can choose
P in this case as P = null(A† E0 ), such that
⃗ = 0,
⃗ † E0 B
⃗=A
⃗ † E0 P b
A

(5.15)
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with E0 the ground-state environment shown in eq. (4.7). If ∣Φ(B)⟩
lies in a different symmetry sector than the ground state, the orthogonality constraint is automatically satisfied and we can start with any
orthogonal dim W × dim V matrix P, including P = 1.

§ null modes Another practical consideration when working with
the excitation ansatz is the presence of modes with zero norm [84, 224].
These modes arise in matrix product states by a B tensor of the form
B n = XA n − e ik A n X,

(5.16)

with X any D × D matrix. This can be easily seen by considering the
summation ∑n ∣Φ(B)n ⟩, where the part e ikn ∣Φ(−e ik A n X)⟩ of the nth term cancels out the e ik(n+1) ∣Φ(XA n+1 )⟩ part of the next term. Such
null modes are not limited to one dimension, but they also play a role
in PEPS excitations. We can explicitly filter out these modes during
the construction of the basis, by removing any B tensors of the form
in eq. (5.16) from the subspace. This results in another projector P2 ∶
V ′ → V , such that the variational subspace is further reduced to vectors
⃗
⃗ = P P2 b.
B

§ basis-size dependency In theory, the application of P2 should
remove any zero eigenvalues from the norm overlap matrix Nk and
therefore make the generalized eigenvalue problem well-defined. However, in practice, we still observe modes with a small norm in the
variational subspace, which can cause stability issues of the algorithm.
Generally we take the following procedure:
1. Generate the initial basis P, with any ground-state overlap and
exact null modes removed
2. Compute the eigenvalues λ and eigenvectors v of Nk
3. Remove all eigenvalues below a set value σ and the corresponding eigenvectors, resulting in λ̃ and ṽ
4. Construct a new basis P̃ = P ṽ λ̃−1/2 ,

⃗ = ωk b
⃗
5. Solve the eigenvalue problem P̃ † Hk P̃ b

The role of step 3 is to improve the condition number of Nk above a set
minimal value such that any problematic modes will be removed from
the subspace.

5.3 practical implementation details

While it is possible to solve both eigenvalue problems in an iterative
manner, which can be computationally far cheaper than solving the
full eigenvalue problem if only a few eigenvalues are requested, we
can study the dependence of the results on the cut-off value σ and the
related basis size. Generally, we observe that the eigenvalues ω k initially
converge as the basis size increases, before entering a regime of quick
decay as the subspace includes more modes with small norms. For an
example of this behaviour we refer to section 8.B.

5.3.2 Full scheme
The full algorithm can be written as the following pseudocode:
# A contains the ground-state variational parameters
C_0
= ctm(A) # Converge the ground-state boundaries
basis = make_orth_basis(A, C_0)
5

# Initialize effective overlap matrices
H, N = zeros(basis_size, basis_size)

# Iterate over each column
for i in range(basis_size):
10
# Pick a new basis vector for the B tensor
B = basis[:,i]
# Compute the summation boundary tensors
C = summation_ctm(B, C_0)
15

# Compute the actions of the overlap matrices on B
N[:,i] = compute_norm_env(B, C)
eq. (5.12)
H[:,i] = compute_energy_env(B, C)
eq. (5.13)
20

# Solve for excited eigenstates
ω = eigensolver(H, N)

For the specific implementations of the actions of the overlap matrices, we refer to chapters 7 and 8.
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N E W D E V E L O P M E N T S A N D R E S U LT S

6
PERIOD 4 STRIPE IN THE EXTENDED
T WO - DI M E N SIONA L H U BBA R D MODE L

We study the competition between stripe states with different
periods and a uniform d-wave superconducting state in the
extended 2D Hubbard model at 1/8 hole doping using infinite PEPS . With increasing strength of negative next-nearest
neighbour hopping t ′ , the preferred period of the stripe decreases. For the values of t ′ predicted for cuprate high-Tc
superconductors, we find stripes with a period 4 in the charge
order, in agreement with experiments. Superconductivity in
the period 4 stripe is suppressed at 1/8 doping. Only at larger
doping, 0.18 ≲ δ < 0.25, the period 4 stripe exhibits coexisting
d-wave superconducting order. The uniform d-wave state is
only favoured for sufficiently large positive t ′ .
This chapter is based on Ponsioen et al. [178]
—

While enormous experimental and theoretical effort has been invested
to understand the physics of high-Tc superconductivity in copper-oxide
materials (or cuprates) [18], a full understanding of their phase diagram is still lacking [119, 132, 187]. In the underdoped region of various
cuprate materials, signatures of multiple broken symmetries have been
inferred from experiments – from neutron scattering [21, 214–216, 249],
x-ray resonant scattering [1, 38, 72, 147], nuclear magnetic resonance
[104, 106, 247, 248] to scanning tunnelling microscopy [98, 100, 146,
199, 245] – collectively providing evidence for simultaneous charge and
spin modulated states, coexisting or competing with superconductivity,
called stripes [3, 20, 63, 70, 71, 120, 122, 139, 159, 175, 196, 236, 254].
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Meanwhile, the two-dimensional ( 2D ) Hubbard model [103] — which
has been suggested as the most elementary microscopic model that
may reproduce the essential features of the cuprates’ phase diagram
— has been a prominent subject of intense theoretical and numerical investigations. Much attention has been given especially on the
underdoped region in the strongly correlated regime, where several
low-energy states are very closely competing, including a uniform dwave superconducting ( SC ) state [4, 28, 30, 54, 58, 62, 73, 80, 81, 88, 115,
116, 142, 166, 203, 209, 210, 252] and various stripe states [29, 56, 86, 102,
105, 139, 175, 196, 211, 226, 244, 254, 260, 264] with or without coexisting
superconducting order. A similar competition can also be found for the
t − J model — the effective model in the strong coupling limit [32, 46,
59, 93, 101, 112, 138, 160, 184, 243, 251]. Computing the phase diagram of
these models is a major challenge, as QMC suffers from the negative
sign problem and the candidate ground states are very close in energies,
calling for a high numerical precision; see LeBlanc et al. [131] for a
recent benchmark paper.
Recently, a consensus on the ground state at hole doping δ = 1/8 in
the strongly correlated regime has been reached on the basis of several
state-of-the-art numerical methods [264] — DMRG [241], auxiliary
field quantum Monte Carlo ( AFQMC ) [22, 206], density matrix embedding theory ( DMET ) [124], and infinite PEPS [114, 230] — that the
ground state is a stripe state with a period of 8 sites in the charge order
without coexisting d-wave SC order, while stripes with periods 5-7 being energetically very close. This result was also confirmed by VMC [105,
211]. However, the period 4 stripe typically observed in experiments
at 1/8 doping [146, 213, 215] was found to be higher in energy [264].
Consequently, it is evident that a more realistic model of the cuprates
than the most basic Hubbard model needs to be considered.
In this chapter, using state-of-the-art PEPS simulations, we show
that a period 4 stripe ground state is obtained in an extended Hubbard
model including a realistic next-nearest neighbour ( NNN ) hopping at
δ = 1/8 doping. Our systematic study demonstrates that: (i) the groundstate stripe period decreases with the magnitude of the negative NNN
hopping amplitude t ′ ; (ii) there exists a large region of t ′ in which the
period 4 stripe is stabilized, including realistic values for t ′ predicted
for the cuprates [94, 95]; and finally that (iii) the d-wave SC order does
not coexist with the period 4 stripe at δ = 1/8 doping, but only at
larger doping. Our observations of a decrease in the stripe period with

6.1 the hubbard model

negative t ′ are also in agreement with recent works based on DMRG
on width-4 cylinders [102, 111] and VMC [105].

6.1 the hubbard model
We consider an extended Hubbard model on a two-dimensional ( 2D )
square lattice given by the Hamiltonian
H = −t ∑ ĉ †iσ ĉ jσ + h.c.
−t

⟨i, j⟩,σ

′

†
∑ ĉ iσ ĉ jσ + h.c. + U ∑ n̂ i↑ n̂ i↓ ,

⟨⟨i, j⟩⟩,σ

i

(6.1)

where t and t ′ are nearest neighbour and NNN hopping amplitudes,
U>0 is the on-site Coulomb repulsion, and ĉ iσ (ĉ †iσ ) is the annihilation
(creation) operator for an electron of spin σ on site i, and n̂ iσ = ĉ †iσ ĉ iσ .
We focus on U/t = 10, which has been predicted as a realistic value
of the cuprates [95], and on δ=1/8 throughout this work, unless stated
otherwise.

6.2 method
For our simulations, we apply the fermionic implementation [14, 45, 125]
of PEPS — a tensor network variational ansatz [114, 157, 230, 231] for 2D
lattice systems in the thermodynamic limit — which has gained recognition as a reliable and versatile numerical technique for 2D strongly
correlated systems [31, 35, 43, 44, 46, 87, 108, 135, 151, 259]. We describe
the PEPS ansatz in chapters 2 and 3 in more detail and refer also to [45,
170]. Translationally invariant states can be represented by an PEPS with
a single-tensor supercell. If translational symmetry is spontaneously
broken, a larger supercell compatible with the symmetry breaking
pattern is required.
The optimization of the PEPS wave function (i.e. finding the optimal
variational parameters) is done using an imaginary time evolution (see
also chapter 4) based on a 3-site cluster update [152, 238], in which the
2D wave function is only taken into account in an effective way during
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Figure 6.1: Example stripe with a period 6 in the charge order and period
12 in the spin order obtained with PEPS using a 12 × 2 supercell,
for U/t = 10, t ′ /t = 0, D = 12. The sizes of the red discs and
the black arrows scale with the local hole density and the local
magnetic moment, respectively, with average values indicated in
the top and bottom rows. The width of a bond is proportional to
the local singlet pairing amplitude on the corresponding bond,
with different signs in x- and y- direction represented by the two
different colors.

the optimization [110]. This allows us to reach large bond dimensions of
up to D = 18 even in the presence of a next-nearest neighbour hopping.
Observables are computed by contracting the two-dimensional tensor
network using the corner transfer matrix method [155, 163] generalized
to arbitrary supercell sizes [46, 48]. To increase the efficiency, we exploit
abelian U(1)symmetries of the model [15, 201].
To identify the ground state, energies of various competing lowenergy states obtained with different supercell sizes are compared, including a uniform d-wave SC state with coexisting antiferromagnetic
( AF ) order, obtained in a 2 × 2 supercell, and stripe states with different
periods in the charge order. Stripes with odd periods 3, 5, 7 (designated
W3, W5, W7) are described by 3×2, 5×2, and 7×2 supercells, respectively.
For even period stripes (W4, W6, W8), 8×2, 12×2 and 16×2 supercells
are used, since in these cases the period of the spin order is twice the
period of the charge order due to the π-phase shift in the AF order
across the sites with maximal hole density.
An example stripe with period 6 (W6) is shown in fig. 6.1, which
visualizes the local hole density δ i = 1 − n i and the local magnetic moment s zi = 21 ⟨n̂ i↑ − n̂ i↓ ⟩ on each site i, and the singlet pairing amplitude
√
∆si j = ⟨ĉ i↑ ĉ j↓ − ĉ j↑ ĉ i↓ ⟩/ 2 between neighbouring sites i and j within
the supercell.

6.3 results

6.3 results
6.3.1 Shift of stripe period as a function of t ′ /t

Previously, in Zheng et al. [264], it was found that for U/t = 8, δ = 1/8,
and t ′ = 0 stripe states have lower energies than the uniform d-wave SC
state. A close competition in energies between stripes with periods 5 to
8 was found, with a slight preference towards the period 8 stripe (W8),
while the experimentally observed period 4 stripe (W4) was clearly
higher in energy. In the following, we study the effect of an additional
next-nearest neighbour hopping on the preferred stripe period, using
PEPS simulations for a fixed bond dimension D = 12.
In fig. 6.2, we present the energies of the competing states and the
resulting phase diagram for U/t = 10, δ = 1/8 as a function of t ′ /t. In
agreement with the previous results for U/t = 8 [264], we find several
closely competing stripe states with periods 5-8 around t ′ /t ∼ 0. For
t ′ /t = 0, we find a slight preference towards W6/W7 stripes instead of
the W8 stripe [264]. This can be attributed to the larger value of U/t
used here, leading to favour smaller periods [264], and also to the finite
bond dimension D = 12, which may lead to slight relative shifts in the
energies.
For negative t ′ , as we increase ∣t ′ /t∣, we observe a gradual shift of
the preferred stripe period to smaller periods. In particular, the period
4 (W4) stripe becomes the ground state in a large region of the phase
diagram, between −0.43 ≲ t ′ /t ≲ −0.09 for D = 12. We will discuss the
D-dependence of the W4 phase boundaries in the next section. We
note that a shift to smaller stripe periods was also found recently with
DMRG on width-4 cylinders [102, 111] and VMC [105].
It is interesting to observe that while various stripe periods are very
close in energies for t ′ /t = 0, the competition between several states
becomes less strong for negative t ′ /t, especially deep in the W4 phase.
In this respect, the extended Hubbard model with a negative t ′ /t is less
challenging to study than the Hubbard model without a t ′ .
Intuitively, the shift in preferred stripe period can be understood
by considering the effective extended t–J model, obtained using a sec-
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Figure 6.2: Phase diagram for U/t = 10, δ = 1/8, for a fixed bond dimension D = 12 as a function of the next-nearest neighbour hopping
strength t ′ /t. Each region in the phase diagram is defined by the
corresponding lowest energy state, including stripe states with
periods between 3 and 8 (W3-W8) or a uniform d-wave SC state
(U).

ond order perturbative expansion in t/U (t ′ /U), where neighbouring
( NNN ) spins interact via an AF Heisenberg interaction with amplitude
2
J = 4t 2 /U (J ′ = 4t ′ /U). The strong AF order favored by the nearestneighbour term gets frustrated by the NNN term, such that extended
AF regions in long-period stripes become energetically unfavourable
with increasing J ′ , and stripes with shorter periods eventually attain
lower energies. In order to get more insights into the energetics of
the stripes, we present detailed data and a discussion of different local
energy contributions of two example stripes in section 6.A.
Finally, we note that for sufficiently large positive t ′ /t ≳ 0.148, the
uniform state becomes energetically favourable over stripes, in agreement with previous findings [102]. The intuitive reason is that with
a positive t ′ /t, holes can delocalize along the diagonals without frustrating the antiferromagnetic order in the uniform state; whereas in
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a stripe state, holes on the domain wall moving diagonally frustrate
the antiferromagnetic order, such that stripes become disfavoured for
sufficiently large t ′ /t.
6.3.2 Stability and extension of the W4 stripe phase
Having studied the qualitative features of the phase diagram at fixed
D = 12, in this section we present a systematic study of the stability
of the W4 stripe phase as a function of the bond dimension. The Ddependence of the phase boundaries of the W4 phase and its adjoining
phases is shown in fig. 6.3. While we observe a shift of the W4/W5
phase boundary for D ≤ 16, the change between D = 16 and D =
18 is small. Thus, we expect that a linear extrapolation in 1/D of the
phase boundary provides a (conservative) lower bound of the phase
transition (t ′ /t = −0.21), and the transition value at the largest D = 18,
t ′ /t = −0.12, an upper bound. For the W3/W4 phase boundary we only
find a weak and non-monotonous D dependence for D ≥ 10 with a
transition value around t ′ /t = −0.423(10).
The stability of the W4 stripe is further supported by the results
in fig. 6.3(c) and (d), where we compare the energies of the competing
stripes for t ′ /t = −0.2 and −0.3, and show that the W4 stripe has the
lowest energy even in the infinite D limit1 . In fig. 6.3(b), we present
data of the maximum of the local magnetic moment in the stripe m max
and the amplitude of the hole density modulation ∆n h , given by the
difference between the maximal and minimal hole density within the
supercell. We find that both orders remain finite in the infinite D limit,
which indicates that both spin and charge stripe order are stable. This
is in contrast to the DMRG results on width-4 cylinders [111] where the
spin order was found to be suppressed for t ′ /t = −0.25.
Thus, from these results, we conclude that the W4 stripe is the ground
state in a large region between 0.16(4) < −t ′ /t < 0.423(10), which
includes realistic values predicted for cuprate materials [94, 95].

1 Since the energy typically converges faster than linearly in 1/D, we plot the energy as
a function of 1/D 2 instead for the comparison of the states.
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Figure 6.3: (a) Phase boundaries of the period 4 (W4) stripe phase with its
adjacent W5 and W3 stripe phases as a function of the inverse bond
dimension. (b) Maximal local magnetic moment and amplitude
of the hole density modulation of the W4 stripe for t ′ /t = −0.3.
Bottom: energy per site of the W3, W4 and W5 stripes as a function
of the inverse squared bond dimension at t ′ /t = −0.2 (c) and
t ′ /t = −0.3 (d). Dashed lines are a guide to the eye.

6.3.3 Pairing in the W4 stripe state
Previously in Zheng et al. [264], it was found for t ′ = 0 and δ = 1/8 that
W5-W7 stripes exhibit coexisting d-wave SC order (see also fig. 6.1),
whereas in the W8 stripe, which has a filling of one hole per unit length
of a stripe (i.e. ρ l = 1), the pairing is entirely suppressed. Here we find
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qualitatively similar results also at finite t ′ for these stripes (see e.g. the
W6 stripe in fig. 6.1 with coexisting d-wave pairing).
The dominant pairing correlations of the W4 stripe at 1/8 doping are,
however, very different from the ones of the W5-W7 stripes: the mean
d-wave pairing per site vanishes, and instead we find, for finite D, a
p-wave pairing with finite nearest-neighbour triplet pairing amplitude
√
∆ ti j = ⟨ĉ i↑ ĉ j↓ + ĉ j↑ ĉ i↓ ⟩/ 2 in the longitudinal direction of the stripe
(however, as we will show below, the triplet pairing amplitude most
likely vanishes in the infinite D limit). The finite-D pairing pattern of
an example W4 stripe for δ ∼ 1/8 is shown in fig. 6.4(a), where the
thickness of the bonds scales with the magnitude of ∆ ti j .
In order to get more insights into the pairing order in the W4 stripe,
we study its properties and D-dependence over an extended doping
range2 . In fig. 6.4(c) we present results for the mean d-wave (p-wave)
pairing amplitude ∆d (∆ p ), given by the site-averaged ∆si j (∆ ti j ) with
different (same) phase factors in x- and y-direction. These results reveal
two different regions: a region with d-wave pairing at large doping,
δ ≳ 0.14, and a region with predominant p-wave pairing for δ ≲ 0.14,
which includes δ = 1/8. An example of a state with d-wave pairing
for δ ∼ 0.2 is shown in fig. 6.4(b). While the d-wave pairing remains
finite when extrapolating the data in 1/D, the p-wave pairing is more
strongly suppressed with increasing D, with the extrapolated value
being compatible with a vanishing pairing amplitude. This implies that
the triplet pairing observed at finite D only reflects the short-range
pairing correlations, but in the exact infinite D limit, there is no true
long-range SC order for δ ≲ 0.14.
Thus, these results indicate that the W4 stripe undergoes a phase
transition from a non-superconducting state to a state with dominant
d-wave pairing around a doping of δ ∼ 0.14. Interestingly, these two regions are also characterized by different energy strengths in transverse
(E x ) and longitudinal (E y ) direction; see fig. 6.4(d). In the short-range
p-wave region at low doping, the longitudinal energy contributions
are stronger than the transverse ones E y < E x , reminiscent of weakly
coupled chains (in which one would expect power-law decaying pair2 We stress that the W4 stripe may not be the ground state over the entire doping range
presented here. Here we consider dopings away from 1/8 in order to better understand
the difference in the superconducting order between the W4 stripe and the W5-W7
stripes at 1/8 doping, and not to make a statement about the ground state away from
1/8 doping.
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Figure 6.4: (Color online) (a) W4 stripe at 1/8 doping and t ′ /t = −0.2. The
colored red bonds show the strength of the nearest-neighbour
triplet pairing amplitude ∆ ti j along the stripe, obtained at finite
D = 12. (b) W4 stripe at larger doping δ ∼ 0.2 (same parameters as
in (a)) coexisting with d-wave pairing. (c) Mean d-wave pairing
(green data) and p-wave pairing (red data) as a function of doping
δ for different bond dimensions D. The extrapolated value (full
symbols) of the p-wave pairing vanishes in the entire doping range
whereas the extrapolated d-wave pairing remains finite at large
doping. (d) Difference of the energy per bond in x and y directions.

6.4 summary and conclusion

ing correlations), whereas in the d-wave region at large doping, we
find the opposite, i.e. E x < E y . This qualitative change in the energy
contributions in the two spatial directions was also previously observed
in the t-J model [46].
We note that a similar qualitative change in the pairing can also be
observed in the other stripes, but with the transition value δ c between
the two regions shifted to smaller dopings, e.g. δ c ∼ 0.115 for the W5
stripe (i.e. 1/8 doping is within the d-wave region of the W5 stripe).
Interestingly, when comparing the hole density per unit length of the
stripe, ρ l = δ ⋅ W, with W the width of the stripe, we find a similar
transition value ρ l ∼ 0.57 for both the W4 and W5 stripe.
We note that the absence of superconductivity in the W4 stripe at
1/8 doping is also compatible with the VMC results in Ido et al. [105].
However, in contrast to the VMC results we find a finite SC order in the
W5 - W7 stripes at 1/8 doping (which are the ground states for smaller
negative t ′ /t).

6.4 summary and conclusion
We have studied the ground state phases of an extended Hubbard model
with a next-nearest neighbour hopping t ′ using PEPS , focusing on
U/t = 10 and δ = 1/8 doping. The preferred stripe period decreases with
increasing strength of the negative t ′ . In particular, in agreement with
experiments [146, 215], we have found a period 4 stripe as the ground
state in an extended parameter region, 0.16(4) < −t ′ /t < 0.423(10),
including also realistic values predicted for cuprate materials [94, 95].
Superconductivity in the period 4 stripe at 1/8 doping is suppressed,
where the dominant nearest-neighbour pairing correlations are not in
the singlet but in the triplet channel (without long-range order in the
infinite D limit). However, at larger doping of δ ≳ 0.14 (or hole density
per unit length ρ l ≳ 0.57), the period 4 stripe exhibits coexisting dwave SC order, showing that the pairing nature of the stripe depends
on doping.
For a realistic negative t ′ /t, the competition among the stripe and
uniform states turns out to be weaker than for the simplest Hubbard
model without a t ′ , and thus from a numerical point of view the former
model is less challenging to study. The same may be true for even more
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realistic multi-band Hubbard models, which can also be efficiently
studied using PEPS , offering a promising perspective to get further
insights into the various competing phases observed in the cuprates.

6.a appendix: comparison of local energy contributions of the w7 and w4 stripes
In this appendix, we present a detailed comparison of various local
energy contributions of two stripes, W7 and W4, for two different
values of the NNN hopping, t ′ /t = 0 and t ′ /t = −0.3, for δ = 1/8. We
split the local kinetic energy into two parts, E kin = E kinex +E kinr , where
the first part, E kinex , is the one relevant for magnetic superexchange
processes in the Heisenberg limit, i.e. matrix elements between single
occupied sites with opposite spin { ∣ ↑, ↓⟩, ∣ ↓, ↑⟩} and doubly occupied
sites with a hole {∣ ↑↓, 0⟩, ∣0, ↑↓⟩}. The second part, E kinr contains all the
remaining kinetic energy contributions, i.e. matrix elements between
{∣ ↑, 0⟩, ∣ ↓, 0⟩, ∣ ↑↓, ↓⟩, ∣ ↑↓, ↑⟩} and {∣0, ↑⟩, ∣0, ↓⟩, ∣ ↓, ↑↓⟩, ∣ ↑, ↑↓⟩}.
The column-averaged energy contributions together with the local
hole density n h and magnitude of the local magnetic moment ∣sz ∣ are
presented in fig. 6.5, where EU denotes the interaction term, E tot the
′
′
total energy, and E kinex
and E kinr
the NNN kinetic contributions. A
comparison of the average contributions of the two stripes is presented
in the bar plots in the bottom panels.
First we observe, as expected, that E kinex is lowest in the region with
strong AF order (i.e. the region with small hole density), whereas the
other part E kinr is lowest around the maximum hole density, where the
holes can fluctuate without frustrating the AF order, thanks to the π
phase shift in the AF order. (The E kinex energy is partly compensated
by a positive EU contribution of having doubly occupied sites in the
exchange processes.) Thus, there is energetic trade-off between having
large AF regions (as can be found in long period stripes) yielding a
low E kinex , and introducing more π-phase shifts (i.e. shorter period
stripes) enhancing the E kinr part.
For t ′ /t = 0, the W7 stripe has a lower total energy than the W4
stripe, mostly thanks to a lower E kinex . The W4 stripe has a lower E kinr
than the W7 stripe, but the difference in E kinex is larger between the
two (even when taking into account the additional energy cost EU to
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form doubly occupied sites) such that, overall, the W7 is energetically
favoured.
A finite t ′ /t introduces an effective antiferromagnetic Heisenberg
interaction along the diagonals, which frustrates the AF order such that
extended AF regions become less favourable. This leads to a suppression
of magnetic moments in the W7 stripe when going from t ′ /t = 0 to
t ′ /t = −0.3, which is realized by increasing the hole density in the AF
region and thereby reducing the charge and spin stripe amplitudes. The
frustration along the diagonal is less severe in the W4 stripe with weaker
′
AF regions. In addition, we observe that diagonal kinetic energies E kinr
are lower in regions with a larger difference in hole densities between
′
neighbouring rows. Consequently, E kinr
is lower in the W4 stripe than
in the W7 stripe, since the local hole density changes more rapidly in a
shorter period stripe. Overall, this leads to a lower total energy of the
W4 stripe compared to the W7 stripe for t ′ /t = −0.3.
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Figure 6.5: (Color online) Local hole density, local magnetic moment, and
various local energy contributions (cf. text) of the W7 and W4
stripes for t ′ /t = 0 (left panels) and t ′ /t = −0.3 (right panels), for
U/t = 10, δ = 1/8, D = 12 on each site (or bond) of the two stripes.
The bottom panels show the average energy contributions. Each
pair of bars has been shifted by the value indicated in the top row.
All energies are in units of t.

7
E X C I TAT I O N S W I T H P R O J E C T E D E N TA N G L E D
PA I R S TAT E S U S I N G T H E C O R N E R T R A N S F E R
M AT R I X M E T H O D

In this chapter we present an extension of a framework for
simulating single quasiparticle or collective excitations on
top of strongly correlated quantum many-body ground states
using infinite PEPS . Our approach performs a systematic summation of locally perturbed states in order to obtain excited
eigenstates localized in momentum space, using the corner
transfer matrix method, and generalizes the framework to
arbitrary unit cell sizes, the implementation of global Abelian
symmetries and fermionic systems. Results for several testcases are presented, including the transverse Ising model,
the spin-1/2 Heisenberg model and a free fermionic model,
to demonstrate the capability of the method to accurately
capture dispersions. We also provide insight into the nature
of excitations at the k = (π, 0) point of the Heisenberg model.

This chapter is based on Ponsioen and Corboz [179]
—

At the centre of condensed matter physics lies the problem of understanding the behaviour of strongly correlated many-body systems. In
low-dimensional models, strong quantum effects lead to a wealth of
interesting and at times unexpected phenomena, yet also to extreme
challenges in simulations and often make analytical treatments infeasible. One of the most important concepts in understanding physics
in quantum many-body systems is the idea of quasiparticles or collective excitations as being the low-lying excitations on top of a strongly
interacting ground state [128]. Examples of such excitations are quasi-
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particles made of combinations of particles and holes in fermionic
models, magnons as quanta of spin waves in quantum magnets or
phonons that determine elastic responses in solids [57].
This description is not only useful for analytical methods [6], due
to its simplicity that stands in sharp contrast to the extremely complicated strongly correlated ground state wavefunctions in many systems,
but also leads to an intuitive description in the context of tensor networks [83–85, 223, 224, 256]. Matrix product states ( MPS ) [165], a type of
tensor network ansatz for (quasi) one dimensional systems, have been
widely used to simulate quantum many-body ground states ever since
the conception of the DMRG method [241]. The quasiparticle concept
can also be directly applied to ground states encoded by MPS , resulting
in a powerful technique for the study of excitations [83–85, 256]. In this
method, a summation over local perturbations is performed in a systematic way to create an excitation that is localized in momentum space.
It has been successfully applied in many contexts, such as magnons in
spin chains, spin and charge excitations in the Hubbard model and even
scattering states and topologically non-trivial excitations [218, 258]. An
alternative technique to gain insight into the low-lying excitations with
MPS is to compute dynamical structure factors, which has been used
both in one dimensional systems [26, 89, 99, 109, 127, 158, 242] as well
on two-dimensional infinite cylinders [76, 229, 255].
Projected entangled pair states ( PEPS ) [150, 230, 231] (or tensor product states [154, 157]) are a natural extension of MPS to higher dimensional lattice systems, which we introduced in the previous chapters.
Recently the quasiparticle-based method for simulating excitations has
been extended to PEPS [223, 224], opening up the possibility to study
two-dimensional infinite systems. Since PEPS cannot be contracted
exactly and approximate contraction schemes are needed, the summation over real space perturbations constitutes significant challenges.
First applied in frustration-free Hamiltonian models [224], yielding an
accurate value of the gap in the Affleck-Kennedy-Lieb-Tasaki model,
the PEPS excitation ansatz has recently correctly reproduced the behavior of the spin-1/2 Heisenberg antiferromagnet [223], where the energy
deviates from conventional linear spin wave theory and the underlying
physics is still debated [33, 55, 181, 197, 229].
In this chapter we provide an alternative contraction scheme to
power the PEPS excitation ansatz, based on the corner transfer matrix
renormalization group ( CTM ) [155, 156, 164] that has been widely used
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in PEPS algorithms. The summations for the momentum superposition are performed in a manner similar to the variational optimization
method in Corboz [40] by systematically keeping track of all relevant
contributions in a growing system until convergence. Furthermore, we
extend the capabilities of the excitation scheme in multiple directions:
(1) arbitrary unit cell sizes, enabling simulations of states with partially broken translational symmetry; (2) the ability to enforce global
Abelian symmetries, which can be used to restrict excitations to certain
symmetry sectors and greatly reduces computational cost and lastly
(3) fermionic systems.
We test our framework on several models, starting with the quantum
transverse field Ising model, in which we show that the accuracy of
the dispersions for field strengths h = 2.5, 3 is in close agreement to
the results in Vanderstraeten et al. [223]. Additionally, we study the behaviour of the second-lowest excitation, which consists of two-particle
bound states that can also be captured by our approach, as a function of
the field strength. Then we move on to the spin-1/2 Heisenberg model,
with a special focus on the spin wave anomalous point at k = (π, 0)
where we find the dispersion to agree well with various numerical and
experimental results, and we provide local real-space visualizations of
the excitations. Finally, we conclude with a free fermionic model with
an additional pairing term, to demonstrate that in the gapped phase
the dispersions can be computed very accurately with a small number
of free parameters, and systematically approach the dispersion in the
gapless phase.

7.1 excitations in peps
In the PEPS ansatz of the ground state wavefunction of a two-dimensional
quantum system, the O(dD 4 ) variational parameters are contained in
order-5 tensors A, where d corresponds to the local Hilbert space of
a single site in the system, and the bond dimension D systematically
controls the accuracy of the ansatz. By exploiting translational invariance, PEPS can describe states in the thermodynamic limit with a single
tensor. For states with partially broken translational symmetry, where
the state consists of repetitions of a unit cell, different tensors A x are
used for each site x = (i, j) in the unit cell.
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We use a highly precise ground state optimization algorithm based
on the ideas from Corboz [40] to obtain the ground state A tensors,
since the accuracy of the ground state greatly impacts the accuracy of
the excited states.
In practice the contraction of the network cannot be performed
exactly, and approximate contraction schemes are necessary. Here we
build upon the CTM [155, 164] method, which approximates the contraction of PEPS networks by iteratively growing the lattice around a
centre site and truncating the tensors that contain the environment
down to the most relevant subspace. Once the CTM algorithm has converged, the environment approximates the full infinite network and
properties of the PEPS in the thermodynamic limit can be computed.

7.1.1 Excitation Ansatz
An elementary excitation, consisting of a single quasiparticle localized
in momentum space, can be approximately described by a perturbation
of an PEPS ground state [224]. One of the ground state tensors A is
replaced by a different tensor B on a location x, which we write as
∣Ψ0 (A)⟩ → ∣Φ(A, B)n ⟩ .

(7.1)

Then the excited eigenstate with momentum k is obtained by a
superposition of such states
∣Φ(B)k ⟩ = ∑ e ik⋅n ∣Φ(B)n ⟩ .
n

(7.2)

For the optimization problem we define the following effective overlap
matrices
⃗ † Nk B
⃗ ∶= ⟨Φ(B)k ∣Φ(B)k ⟩
B
⃗ † Hk B
⃗ ∶= ⟨Φ(B)k ∣H∣Φ(B)k ⟩
B

(7.3)
(7.4)

that appear in the generalized eigenvalue problem
⃗ = ω k Nk B.
⃗
Hk B

(7.5)

The objective of the algorithm we introduce in this chapter is to efficiently evaluate the matrix-vector products required in order to solve
the eigenvalue problem for the lowest excited eigenstates. A detailed
introduction to the PEPS excitation ansatz is provided in chapter 5.

7.1 excitations in peps

7.1.2 CTM
In Vanderstraeten et al. [223, 224] it was shown that this representation
of elementary excitations with PEPS is able to accurately reproduce the
dispersion of several spin models. The double infinite sum in the computation of the energy was handled by so-called channel environments,
which are an extension of the MPS -based contraction scheme that has
been used successfully in PEPS ground state simulations [222].
In this chapter we introduce a different approach, based on the CTM
contraction method [155, 164], for computing the matrix elements
of eqs. (7.3) and (7.4).

7.1.3 Effective norm matrix
The CTM method, used primarily for measuring local observables in
PEPS ground states, has previously been extended to compute also effective energy environments [40] that can be used to calculate gradients
for highly accurate ground state optimization algorithms. Such energy
environments consist of an infinite summation of Hamiltonian terms
around a centre unit cell of an PEPS ground state.
By extending this idea we are able to perform also higher order
summations in an iterative manner, similarly to a recent application in
the context of the TRG algorithm [148] for classical systems. If we denote
a single term in the overlap ⟨Ψ(A)∣Φ(B)k ⟩ between an excited state
and the ground state by a coloured tensor in the network, meaning that
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in the ket layer one ground state tensor A is swapped for a B tensor, the
contraction can be performed using the regular norm environments:
⟨Ψ∣Φ(B)(0,0) ⟩ =
⋮
... ≈

...

⋮

where
=

(7.6)

(7.7)

consists of a pair of a B tensor in the ket layer and an A† tensor in the
bra layer. Note that we choose the B such that this overlap between a
locally perturbed state and the ground state is always zero.
By placing another tensor B′† in the centre of the bra layer, we can
compute an overlap of the form ⟨Φ(B′ )(0,0) ∣Φ(B)(0,0) ⟩. Due to translational invariance, the only relevant part of the summation is the relative
positioning of B and B′† , thus reducing the computation to a single
summation. In the remaining part of this section, we define each environment relative to the position of the B′† tensor in the bra layer, so
that the computation of quantities can be completed by placing a pair
of an A and a B′† tensor in the centre.
For the summation over the B tensor
∑e
n

ik⋅n

⟨Φ(B)0 ∣Φ(B)n ⟩

(7.8)

we use the summation CTM algorithm that we introduced in section 3.2,
where we substitute the modified site tensor (A ⋅ O) by the excitation B
tensor. However, we cannot simply apply the same procedure as we are
now computing a Fourier transformation, which includes phase factors
e ik⋅n . In the following section we will focus on how the summation
CTM scheme can be extended to incorporate phase factors.
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§ lo cation convention In each term of the summation, the
phase factor of the B tensor will be combined with the conjugate factor
of the hole, so the only relevant quantity will be the relevant phase and
therefore the relative positioning. Since we are free then to choose the
position of the fixed object - in this case the hole - we will adopt the
convention that this is always n = 0 = (0, 0). For each environment
that we use for measuring observables, the centre site will be at position
0 and the boundary tensors will be at adjacent positions.
Contained in the left row transfer matrix are terms with the B tensor
located at positions n = ( j, 0), so the phase factor for each term e ik x n x =
e ik x j only depend on the x-component of the position vector n. The
different terms contained in the boundary tensor carry phase factors
that differ by e ik x between each site:

=

+

+

...

⋅e i k⋅( j,0)

...

⋅e i k⋅( j−1,0)

...
(7.9)

Since the CTM procedure is formulated as iteratively growing the
lattice and absorbing sites into the boundaries, we may ask how to keep
track of all the different positions of the B tensor inside the boundary
tensors. It turns out that the linearity of the ansatz leads to a very
useful property: the position of a boundary tensor, defined in terms of
the phase factors, can be shifted in its entirety [179]. In the diagrams
of eq. (7.9), this means that the value of j can be changed at any time
after constructing the boundary by applying some overall extra phase
factor.
The update step, which consists of the addition of all terms of the
previous iterations with a term with the B tensor on the newly absorbed
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site, should include a relative phase difference between the terms like
so:

←

+

⋅ e i kx

In practice, it is more convenient to define the boundary tensor to
always be adjacent to the (0, 0) site, such that the newly absorbed site
has a phase factor of 1. After each iteration, we shift the boundary tensor
one site to the left:

←

⎛
⎝

+

⎞
⋅ e −i k x
⎠
(7.10)

Now, the newly absorbed site, which is located at (0, 0) so carries no
additional phase, is shifted along with the rest of the terms to (−1, 0),
such that the new boundary tensor can again absorb a new (0, 0) site
in the next iteration. We will use this convention for all the boundary
tensors that include terms with a B tensor.
The corner transfer matrices are updated similarly, with the same
shift in the overall phase applied after the contraction:

←

⎛
⎝

+

⎞
⋅ e −i k x
⎠
(7.11)

Note that, just like the row transfer matrices are by construction located
on the (i, 0) row, the column transfer matrices are on the (0, j) column.
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7.1.4 Effective energy matrix
The evaluation of the energy overlap matrix of eq. (7.4) contains a triple
infinite summation over a hole, a B tensor and the Hamiltonian. As we
⃗ can be computed in different
discussed in section 5.2, the quantity Hk B
ways, depending on the choice of which sum to eliminate by exploiting
translational symmetry. The most straightforward choice to implement
with the summation CTM algorithm is to avoid a summation over holes,
leading to
⃗ = ∂ ⟨Φ(B)k ∣Ĥ∣Φ(B)k ⟩
Hk B
∂B†
∂
ik⋅(−n 1 +n 2 )
⟨Φ(B)n1 ∣h j ∣Φ(B)n2 ⟩
=
∑ e
∂B† n1 ,n2 , j
∝

∂
ik⋅n
⟨Φ(B)0 ∣h j ∣Φ(B)n ⟩ ,
∑e
∂B† n, j

(7.12)

where ∂B∂ † ⟨Φ(B)0 ∣ is the bra layer of the PEPS with the site tensor at the
fixed location 0 = (0, 0) removed. Here we will keep the focus limited
to nearest-neighbour Hamiltonian terms, since other types requires
additional modifications of the CTM algorithm. The more general case
will be discussed in chapter 8, where we instead consider the choice of
fixing the Hamiltonian, since that implementation is much easier to
adapt to other types of local Hamiltonians.
We will now have to deal with a double summation over the singlesite B tensor and the double-site Hamiltonian terms. The evaluation
of the double sum in the three-point function eq. (7.12) requires an extension of the summation CTM that we have introduced in section 3.2.
This second-order summation CTM scheme computes a new set of
boundary tensors that combine the first-order boundary tensors systematically. First we will discuss how to evaluate arbitrary three-point
functions of single-site operators, before we move to the more complex
case of the summation over the two-body Hamiltonian.
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7.1.5 Second-order summation CTM
Consider the three-point function
2 3
⟨Ô 1 Ô 2 Ô 3 ⟩tot = ∑ ⟨Ψ(A)∣Ô l1 Ô m
Ô n ∣Ψ(A)⟩
l ,m,n

2 3
Ô n ∣Ψ(A)⟩ .
∝ ∑ ⟨Ψ(A)∣Ô01 Ô m

(7.13)

m,n

Since the summation, after making use of translational symmetry,
runs over two indices, we need to compute the diagrams of eqs. (7.10)
and (7.11) separately for both the Ô 2 and Ô 3 operators. Using these
sets of boundary tensors, we can compute all terms in which the operators are located in different sectors by summing over all possible
combinations of the locations of the different boundary tensors similar
to eq. (3.12).
For the terms in which the operators are located within the same
boundary tensor, we introduce a new type of boundary tensor, which
contains all possible locations of both operators:

=

...

...

+

...

...

+

...

For these tensors, the update steps follow the same logic as for the
single-operator versions and one has to make sure all locations of
the operator are accounted for. By combining the different types of
boundary tensors with either no operators, only Ô 2 or only Ô 3 , we can
make new combinations that form the two-operator boundary tensors.
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The full set of update steps of the left column transfer matrices are
outlined in the following diagram:

←

←

+

←

+

←

+

+

+

(7.14)
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For the corner transfer matrices, the update steps are

←

←

+

←

+

←

+

+

+

(7.15)

§ evaluation Evaluation of the three-point functions requires a
summation over terms with all possible combinations of summation
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boundary tensors. We build environments similar to those of eq. (3.12),
but now with three operators:

E0 =
We vary the location of the Ô 2 and Ô 3 operators over the 8 boundary
tensors as well as the center site, and for the cases in which the operators
are located within the same boundary tensor we take the combined
version of the tensor. In total there will then be 92 = 81 terms such as
the above diagram, which can be easily implemented automatically
with a double loop.
§ summation ctm for H k The evaluation of eq. (7.12) is more
complex than eq. (7.13) since it contains a summation over two-site
Hamiltonian operators. Compared to eq. (7.13), we replace one of the
operators with a hole, another with a B tensor and the last operator
becomes a two-site nearest-neighbour Hamiltonian. In section 3.2.3 we
have shown how to perform such a sum in the absence of the second
summation over B tensors, which involves splitting the terms up into
the overlapping and non-overlapping kinds. With overlapping terms
we refer to those where the Hamiltonian is located on a bond between
either two different boundary tensors or a boundary tensor and the
centre site. The same principle applies here, and we show here how to
handle the simpler non-overlapping terms while we refer to section 7.A
for the other terms.
Another type of boundary tensor now comes into play (denoted by
the red shading) which contains summations over all possible Hamiltonian terms in the different regions. All non-overlapping terms in the
environment with combinations of a B tensor and a Hamiltonian that
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are not located in the same region and not on the centre site can then
be written as

+

+ ...

(7.16)
where the first diagram corresponds to terms with a Hamiltonian in
the upper left corner and a B tensor in the upper central column and
the second diagram contains terms where now the B is located in the
upper right corner.
Among the remaining terms are those where both a Hamiltonian
and a B tensor are located in the same region, so that they should be
contained in a single boundary tensor. This type of boundary tensor,
which we designate by both colour and shading together, can be computed by using the same ideas as we used for the previous types. The
update of the left row transfer matrix, as an example, can be represented
by the following diagram:

←

+

⎛
⎝

×

×

+

+

×

×
⎞
⋅e −i k x
⎠

(7.17)

The crosses depict sites on which the physical indices are left open
so that a Hamiltonian (red bar in the first line of diagrams) can be
placed there. This requires a special T4 o-type tensor that is equivalent
to one that is used in the variational optimization algorithm for ground
states [40]. The computation of these tensors is shown in Section 7.A.
Lastly, there are terms in which the Hamiltonian is situated partially
on the centre site, for which the same T4 o-type tensors can be used:
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either the EBT4 o tensor, if the B tensor is located in the same sector as
the Hamiltonian, or the ET4 o tensor (containing only a Hamiltonian
term), if the B tensor is located elsewhere. The ET4 o tensor appears in
the following terms:

×

×

+

×

×

+ ...

(7.18)
In Section 7.A we show all relevant diagrams for the computation of
the combined Hamiltonian and B tensor boundary tensors1 . Once all
boundary tensors have been computed, all terms in the evaluation of
the energy and norm overlap matrices can be calculated by using the appropriate boundary tensors for all possible placements of Hamiltonian
and B tensors.
While the computational cost of the individual CTM iterations scales
similarly to the cost of the variational ground state algorithm, the basis
size of the overlap matrices also increases with D. In practice, we make
sure in our simulations to perform enough CTM iterations to achieve
convergence. Generally, the convergence of the CTM for the excitations
is similar to the convergence of the CTM for the ground state that
we start from. For large scale simulations, the eigenvalue problem
of Equation (7.5) can be solved with an implicit iterative solver, since
generally only the few lowest eigenvalues are relevant.
§ arbitrary unit cell sizes In the framework of CTM it is
straightforward to extend the contractions to unit cells that are larger
than a single site [46, 48], for models that partially break translational
invariance. Keeping track of separate environments for each site in the
unit cell, the computation of an expectation value consists of separate
contractions of each site tensor with its respective environment.
⃗ containing
Again the excited states, now parameterized by a vector B
the elements of all tensors B[1] . . . B[n], with n the number of sites
within the unit cell, are restricted to those that are orthogonal to the
1 Note that all diagrams are combinations of those used in the variational optimization
algorithm for ground states [40] and can be easily adapted from an existing code.
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∂
∣Φ(B)k ⟩) contains a basis of
ground state. If X B[i] = null(⟨Ψ∣ ∂B[i]
m
⃗
vectors B [i] that forms the null space of the ground state environment
(reshaped to a dD4 vector) of unit cell site i, then a complete basis for
⃗ is formed by X B[1] ⊕ ⋅ ⋅ ⋅ ⊕ X B[n] . In this
the excitation parameters B
formulation it is clear that the number of free parameters describing
the excited state scales linearly with the number of sites in the unit cell.
If the underlying ground state does not break the translational symmetry fully within the unit cell, for example a Néel pattern inside a
2 × 2 unit cell, the excitation ansatz for a given momentum k can also
represent reflections in the Brillouin zone at k + π in either direction.
Restricting the tensors to a certain pattern excludes reflections from
other momenta, while also reducing the computational cost of each
CTM iteration and reducing the required number of basis tensors for
the overlap matrices.

§ exploiting symmetries Of great importance in many tensor
network simulations is the ability to impose certain symmetries on
the states, since it greatly reduces the number of free parameters in
the ansatz and therefore improves numerical stability and speeds up
calculations [15, 201]. Additionally, it enables optimization algorithms
to target a specific symmetry sector, which is useful for many physical
ground states. As has been shown in the one-dimensional case [258],
symmetries can be also used effectively in simulations of excited states,
classified by their quantum number difference to the ground state.
In our implementation, we impose finite abelian group symmetries
Zn as well as U(1)symmetry, which we make use of in our simulations
described in Section 7.2. Any excited state that is constrained within
a different symmetry sector than the ground state is automatically
orthogonal to the ground state; therefore the choice of basis for the B
tensors in this case is arbitrary.
For a more detailed description of symmetries in PEPS we refer
to section 2.2.1.
§ fermionic systems Fermionic systems have also been studied
using 2D tensor network methods, with a computational cost that is
equivalent to bosonic systems [14, 42, 45, 47, 79, 125, 171, 173, 198]. Here
we use the same ideas to extend our method to simulate quasiparticle
excitations in fermionic systems.

7.2 results

While we refer to Corboz et al. [45] and Corboz and Vidal [47] for details, the implementation involves imposing Z2 symmetry to preserve
fermionic parity and the introduction of swap tensors whenever two
lines cross in the two-dimensional projection of the tensor contractions,
to account for the fermionic anti-commutation rules. A quasiparticle
excitation can be represented by B tensors of either even parity, consisting of an even number of fermionic creation and annihilation operators,
or odd parity, relative to the ground state. Tensors of odd parity can
be constructed by adding an index of dimension 1 that carries an odd
quantum number to an even parity tensor.

7.2 results
As a demonstration of the capabilities of the algorithm, we studied the
excitations of three different models.

7.2.1 Transverse field Ising model
The 2D quantum ferromagnetic Ising model with transverse magnetic
field of strength h is described by the Hamiltonian
H = −J ∑ σix σ jx − h ∑ σiz
<i, j>

i

(7.19)

with J = 1. The ground state of this model can be accurately simulated with PEPS throughout the phase diagram [222], which contains
a symmetry-broken phase and a polarized phase with a transition at
h crit = 3.04438(2) [23].

§ magnon excitations We use the PEPS excitations method to
compute the dispersion of the lowest-lying excitation, a magnon, for
h = 2.5, 3 on a path through high-symmetry points of the Brillouin
zone, as shown in fig. 7.1. The results for h = 2.5 show already convergence in the bond dimension for D = 2, 3 and agree well with values
from series expansion ( SE ) [161]. For h = 3, being closer to the critical
point, we observe stronger dependence on the bond dimension around
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Figure 7.1: Dispersion of the transverse field Ising model with PEPS (D=2,3) for
field strength h = 2.5 and h = 3. The circles are series expansion ( SE )
results [161]. The inset shows a comparison of the gap as a function
of h between the D = 2 (open circles) and D = 3 (filled circles)
ν
PEPS results and the analytical scaling relation ∆E ∝ ∣h − h cr i t ∣ ,
showing improvement with increasing bond dimension.

the X(π, π) and Γ(0, 0) points, but we do find a systematic improvement with increasing bond dimension, as show in the inset of fig. 7.1 for
the Γ point. Our results correspond well to those of earlier PEPS calculations [223], demonstrating that our CTM -based contraction method
performs equivalently to the method used in that work.
§ bound states Another interesting aspect of the excitations in the
Ising model is the appearance of bound states of two magnons below
the continuum. For h = 0, these states are neighbouring pairs of spin
flips with energy 12J instead of the 16J energy of two non-interacting
free magnons, and we can trace their energies for h → h crit . In fig. 7.2,
the energies of the lowest excitation (magnon) mode and the two bound
modes (−, +) are plotted. We can compare our results in fig. 7.2 to SE

7.2 results

24

Magnon (PEPS)

Magnon (SE)

Bound state - (PEPS)

Bound state - (SE)

20

Bound state + (PEPS)

Bound state + (SE)

Continuum

ω

16

2 × PEPS magnon (start of kin. continuum)

12
8
4
0

0

0.5

1

1.5
ω

2

2.5

3

Figure 7.2: PEPS (D = 3) results for the three lowest-lying excited states as a
function of field strength h, compared to SE results. The red dashed
line represents the start of the kinematic continuum.

results [60] and we observe close agreement in the region of small h,
where SE is accurate.
While in the h = 0 case the Hamiltonian contains no terms that couple the different two-magnon bound states, leaving them completely
degenerate at energy 12J, the two energies split for h > 0. This energy
difference is clearly visible in our results, showing that the PEPS representation is able to account for such effects. We also show several higherlying eigenvalues which correspond to multi-particle states within a
continuum. Although the ansatz is by construction only suitable for
describing single-particle states, the eigenvalues in the continuum become increasingly spread with larger h, showing level repulsion effects
within the continuum.
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7.2.2 Spin-1/2 Heisenberg model
We now focus on another model to demonstrate our framework: the
2D spin-1/2 quantum antiferromagnetic Heisenberg model, defined as
H = J ∑ S iz S zj + λ(S ix S xj + S i S j )
y y

<i, j>

(7.20)

with J = 1 and λ = 1.
For our ground state, we enforce the U(1)symmetry that corresponds
z
to conservation of the total z-component of the spin, S tot
, and we use
a 2 × 2 unit cell with a chequerboard pattern. Since the ground state
spontaneously breaks the SU(2)symmetry of the Hamiltonian, the
system exhibits gapless excitations. The ground state tensors are fixed in
z
the S tot
= 0 sector and in the following sections we consider excitations
z
in the S tot
= 1 sector, corresponding primarily to a magnon mode.

§ dispersions We plot the dispersion of the magnon excitation for
several values of the bond dimension in fig. 7.3. The most obvious
dependence on D is around the gapless points X(π, π) and Γ(0, 0),
and around M(π, 0), which we discuss in the remainder of this section.
In other regions of the Brillouin zone the energies are already well
converged in D. Observe that there is a finite energy at the gapless
points which decreases with increasing D. This is consistent with the
findings in Corboz et al. [41] that the finite D effectively introduces
a finite correlation length in the ground state of the 2D Heisenberg
model, which will only diverge in the infinite-D limit. This effective
correlation length can be used for accurate extrapolations by using
a scaling ansatz reminiscent of the finite size scaling often used in
numerical simulations, an idea that has been applied in the context
of MPS [172, 176, 208], classical 2D systems [153] and recently also 2D
PEPS [41, 185]. In the inset of fig. 7.3 we show the dependence of the
artificial gap at k = (π, π) of the lowest excited state on the inverse
effective correlation length of the ground state and find that a linear
extrapolation yields a value compatible with a vanishing gap, suggesting
that also for excitations the correlation length is a useful quantity for
extrapolations.
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Figure 7.3: Results for the dispersion of the Heisenberg model along a representative path through the Brillouin zone for different bond
dimension values, with extrapolations in terms of the inverse correlation length. The dotted lines show the relative spectral weight
of the excitations. In the inset the value of the artificial gap ∆ at
k = (π, π) is plotted as a function of the inverse correlation length.

The dispersion on the line between (π, 0) and (π/2, π/2) has been
the topic of much research, since the conventional linear spin wave
theory - predicting a flat dispersion - is contradicted by numerical
results as well as experiments on quantum antiferromagnets. Regarding
the nature of the excitations around (π, 0), which we discuss at the
end of this section, several theories have been proposed, such as an
interaction between the magnon and a double spinon mode [33, 55, 197]
or a repulsion from continua of multi-magnon (bound) states [229].
We indeed observe a dip in the magnon energy, increasing with bond
dimension, in agreement with earlier PEPS results [223].
In fig. 7.4, we zoom in to the region between M(π, 0) and S(π/2, π/2)
and compare our results to other numerical, analytical and experimental results [33, 55, 191, 262]. Clearly the dependence on the bond dimension is stronger at M than at S, with the D = 4 result approaching the
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Figure 7.4: Heisenberg dispersion between M(π, 0) and S(π/2, π/2). PEPS
results (D=3,4) are shown along with results from various methods
as well as experiments [33, 55, 191, 262]. The inset shows the spectral
weight of the lowest excitation mode relative to the static structure
factor, compared to SE results.

and QMC results. Although our results are in close agreement with
PEPS results in Vanderstraeten et al. [223] for equal bond dimensions,
small deviations could be attributed to the fact that here we impose the
U(1)symmetry, which restricts the excitations to a fixed sector.
SE

§ dynamical structure factor An important quantity for
the low-energy behaviour of quantum systems is the dynamical structure factor, which is defined, for spin systems, in terms of dynamical
correlation functions as
S αβ (k, ω) =

∞
1
β
α
dt e −iωt ⟨S−k
(0)S k (t)⟩
∫
2π −∞

(7.21)

7.2 results
z
with α, β = x, y, z. For excitations in the S tot
= +1 sector, the relevant
version is in the transverse channel
∞
1
−
S trans (k, ω) =
dt e −iωt ⟨S−k
(0)S k+ (t)⟩ .
∫
2π −∞
∞
1
−iωt
−
=
⟨Ψ0 ∣S−k
(0)e i Ĥt S k+ (0)e −i Ĥt ∣Ψ0 ⟩
∫ dt e
2π −∞
∞
1
−iωt −iE 0 t
e
⟨Ψ0 ∣S k− e i Ĥt S k+ ∣Ψ0 ⟩ .
=
∫ dt e
2π −∞
(7.22)

By inserting a complete basis of single-particle energy eigenstates
∑α ∣α⟩⟨α∣ with momentum k we obtain
S trans (k, ω) =

∞
1
−iωt i(E α −E 0 )t
e
⟨Ψ0 ∣S k− ∣α⟩⟨α∣ S k+ ∣Ψ0 ⟩
∫ dt e
2π −∞
2

= ∑ ∑ δ((E α − E0 ) − ω) ∣⟨α∣ S k+ ∣Ψ0 ⟩∣ .
σ

α

(7.23)

The relative spectral weight of an excited state ∣Φ(B)k ⟩ can be computed
as
w=

∣⟨Φ(B)k ∣ S k+ ∣Ψ(A)⟩∣

2

(7.24)

∫ dω S(k, ω)

and is plotted in fig. 7.3 (dotted lines) and in the inset of fig. 7.4. The
+
quantity in the denominator ∫ dω S(k, ω) = ⟨S−k
(t = 0)S k− (t = 0)⟩,
the static structure factor, can be efficiently calculated using the firstorder summation CTM scheme of section 7.1.3. Note that, even though
excitation ansatz is aimed at capturing single-quasiparticle states and
the static structure factor is formally an integral over all states, the computation can be performed accurately. The procedure for computing
the spectral weights is similar to the calculation of the norm overlap
matrix Nk and corresponds to evaluating the following summation:
2

2

∣⟨Φ(B)k ∣ S k+ ∣Ψ0 (A)⟩∣ = ∣ ∑ e ik⋅(n−n ) ⟨Φ(B)n ∣S n+′ ∣Ψ0 (A)⟩∣
n,n′

′

2

= ∣ ∑ e ik⋅(n−n ) ⟨Φ(B)n ∣Φ(A ⋅ S + )n′ ⟩∣
n,n′

′

(7.25)

where (A ⋅ S + ) β,γ,δ,є ≡ ∑i Aiβ,γ,δ,є [S + ]i, j is the result of applying an S +
operator on the physical index of a ground-state tensor. The spectral
j
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weight can be plotted on its own for an isolated branch of excitations in
order to determine whether the competition with other states changes
throughout the Brillouin zone, as we show in fig. 7.3, or to plot multiple
excited states together to approximate the dynamical structure factor
or spectral function as in fig. 8.2.
At the location of the local minimum in the dispersion at M, the
spectral weight of the magnon mode has been found to decrease significantly [197, 262], compared to the value at S (from 70% → 40%).
Though we do observe a decrease in spectral weight, the difference is
less pronounced (70% → 63% for D = 4), which is likely an effect of the
finite bond dimension, since we see clear improvement as D increases.

§ nature of excitations at (π, 0) To further investigate the
nature of the excitations at the (π, 0) point, we visualize the spin correlations within a single term in the momentum superposition. At the
centre site in the figure, we exchange the ground state pair of {A, A† }
tensors for the optimized {B, B† } excitation tensors and compute local
spin expectation values on other sites in its vicinity. As expected for an
excitation in the Sztot = −1(+1) sector, a site with up (down) magnetization in the ground state is flipped down (up) if a B tensor is placed on
that site, which affects neighbouring sites due to entanglement.
A recent study [229], which used time evolution of semi-infinite
cylindrical systems to obtain the dynamical structure factor, proposed
a simple description of the excitation nature at the M point; by moving
away from the isotropic point of the Hamiltonian, i.e. λ < 1 in eq. (7.20),
where the case λ = 0 corresponds to the Ising limit. It was observed
that for small λ three distinct types of resonances in the transverse
structure factor could be identified: an isolated single magnon branch,
three-magnon bound states and combinations of a magnon and a twomagnon bound state. As λ → 1, the multi-magnon continuum moves
smoothly towards the single magnon branch, until the magnon is no
longer isolated at the isotropic point.
We observe that for λ < 1 the real-space pictures of the lowest-lying
excitations, shown in fig. 7.5, vary continuously from the one at the
isotropic point, without any qualitative difference. From this point of
view, the dip in energy around M(π, 0) could be understood as a result
of the multi-magnon continua moving close to the single magnon
branch, which we observe in agreement with [229], as λ → 1, pushing
the magnon to a lower energy. The effect of avoided crossing between a
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Figure 7.5: Real-space visualization of excited state at k = (π, 0), where a
single B tensor is placed on the center site and ⟨S z ⟩ is measured
on a 5 × 5 patch. The arrows correspond to the difference in local
magnetic moment with respect to the ground state, with the color
representing a positive (negative) change. (a-c) Lowest excited state
(mode 1) at λ = 1, 0.95, 0.91. (d) Second-lowest excitation (mode
2) at the isotropic point. (e,f) Second-lowest excitations away from
the isotropic point, showing strong correlations on neighbouring
sites that are part of three-magnon bound states that include the
center site.
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single magnon and a continuum has been observed in experiments [174]
and numerical simulations [228], and another manifestation of the fact
that repulsion between two bound modes can be captured using PEPS
has been shown in section 7.2.1.
Slightly away from the isotropic point (fig. 7.5(d)2 ), we can accurately
identify the three-magnon bound states. Although the bound states
have equal energy in the non-interacting limit, level repulsion effects
due to their coupling result in a superposition of such states having
lower energy, which shows up as a single eigenvalue in our effective
energy overlap matrix instead of several degenerate eigenvalues. Such
a state is consistent with the pictures of fig. 7.5(e,f), and the energy at
λ = 0.91 is in agreement with Verresen et al. [229].
While alternative explanations cannot be ruled out on these results
alone, the ability of PEPS to capture the non-trivial dip in the dispersion
already from D = 2, where any delocalized multiparticle states, for
example deconfined spinons, would be especially hard to describe,
suggests that the simple picture featuring a locally three-magnon bound
state may provide a valid explanation.
In addition, it was observed in Verresen et al. [229] that the creation of magnons associated with one sublattice on the other sublattice
(e.g. acting with a S − operator on the sublattice with negative ground
state magnetization, which affects mostly its neighbouring sites), is
suppressed on the line ∣k x ∣ + ∣k y ∣ = π due to destructive interference.
This can be measured using a variant of the transverse spectral function,
where the spin operator only acts on one sublattice:
−
SAtrans (k, ω) = ∑ δ(ω − ω α ) ∣⟨0∣ S A,k
∣α⟩∣

2

α

(7.26)

and the corresponding sublattice spectral weight
wA =

−
∣⟨Ψ(A)∣ S A,k
∣Φ(B)k ⟩∣

2

∫ dω SA(k, ω)

(7.27)

−
where S A,k
= ∑n∈A e ikn S n− acts only on the A (down) sublattice and α
labels single-particle states. In fig. 7.6 we plot the spectral weight of the
lowest excitation for D = 3, 4 and observe that it vanishes only on the
line ∣k x ∣ + ∣k y ∣ = π, in qualitative agreement with finite-width cylinder
simulations [229].

2 Close to the isotropic point the close competition with the continuum of other states
makes separating these bound states no longer possible.
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Figure 7.6: Sublattice spectral weight of the lowest excited state, acting with S −
only on the spin-down sublattice (with respect to the ground state).
The dashed line corresponds to the value of the sum of momenta.
The absence of weight on the line ∣k x ∣ + ∣k y ∣ = π implies that the
magnon excitation is localized on one sublattice.

7.2.3 Free spinless fermions
A powerful aspect of the PEPS ansatz is that it is able to accurately
capture ground states of fermionic systems, without the sign problem
of QMC . We extend the excitations framework with the ability to treat
fermionic systems, and we demonstrate its accuracy on a simple model
of free fermions in the presence of a pairing term:
H = ∑ c †i c j + h.c − γ (c †i c †j + c i c j ) − 2λ ∑ c †i c i .
<i j>

i

(7.28)

In momentum space, the Hamiltonian takes the following form:
†
H = ∑ −2t k c †k c k + i∆ k (c †k c−k
− c−k c k )
k

(7.29)
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Figure 7.7: PEPS results (solid lines) of the lowest excited state of a free
fermionic model in a gapped phase. Circles represent exact values.

with t k ≡ λ − cos k x − cos k y and ∆ k ≡ γ (sin k x + sin k y ).
This model can be exactly solved by a Bogoliubov transformation,
which yields the lowest excited state
∣Φ k ⟩ = d k† ∣Ψ0 ⟩ , d k† ≡ u k c †k + v k c−k

(7.30)

of a single Bogoliubov mode on top of a vacuum state. For ∣λ∣ > 2, the
model is in a gapped phase, while for ∣λ∣ ≤ 2 the system is gapless.
In Figure 7.7, we compare PEPS results to the exact excitation energies, for several values of the chemical potential λ with γ = 1. We
observe excellent accuracy for D = 3, especially around the minimum,
also when approaching the gapless phase ∣λ∣ ≤ 2. However, in the gapless phase the results are less accurate, partly because the ground state
itself is more difficult to represent with PEPS [45] (but we do observe an
improvement with D). Indeed, the λ = −2 results show more deviation
from the exact values, and the energy at M becomes slightly negative,
which is a consequence of inaccuracy in the ground state that leads to
an underestimation of the energy difference.

7.3 discussion

7.3 discussion
We have introduced an extension of the well established CTM method
to simulate low-lying excited states with a single elementary excitation
nature on top of a strongly correlated ground state. This excitation
ansatz has been used extensively in one-dimensional systems, in the
context of matrix product states, and has previously been successfully
extended to two-dimensional systems [223, 224], using a different approach to performing the necessary contractions than we use here. We
show that the CTM framework is equally capable of accurately computing dispersions in spin models and naturally allows for extensions to
larger unit cell sizes. Additionally, the implementation of symmetries
reduces the computational cost and enables simulations that target
excitations in specific symmetry sectors. Lastly, a generalization to
fermionic systems, based on earlier applications in tensor networks, is
tested on a free fermionic system. This leads the way to the study of
more complex fermionic models, which would be of great importance
in research areas such as high-Tc superconductivity.
Our results on the transverse field Ising model and the Heisenberg
model show close agreement with earlier PEPS results [223]. We observe a finite gap due to a finite bond dimension at the gapless points
of the Heisenberg model, however an extrapolation in the inverse effective correlation length suggests that the results are compatible with
a vanishing gap in the infinite bond dimension limit. Additionally,
we find results at the M point that are compatible with the spin wave
anomaly, and real-space visualizations slightly away from the isotropic
Heisenberg point show states that are compatible with three-magnon
bound states that have been found in simulations on cylinders [229].
It would be interesting to apply these methods to other models
where a description of the low-energy physics in terms of collective
excitations may be valid. The growth of the basis size for the overlap
matrices with the bond dimension remains challenging. However, since
the main computation involves evaluating matrix elements separately,
the algorithm can be run in parallel for large scale computations, or
the eigenvalue problem can be solved iteratively for the few lowest
eigenvalues. Judicious pre-selection of relevant basis vectors would
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likely be greatly beneficial in reducing this cost, as well as more insight
in the dependence on the gauge of the ground state PEPS .

7.a appendix: summation ctm diagrams
In this appendix we show the contractions that are required for the
boundary tensors that include contributions from both B tensors and
Hamiltonian terms in the same sector, in diagrammatic notation. We
limit the diagrams only to those relevant to an absorption of a column
of sites to the left side, as in the discussion in section 7.1.2.
The definition of the various shapes, symbols and colors can be
found in section 7.1.2. An update step of all boundary tensors on the
left side consists of the contractions shown in fig. 7.8. The last two
types of boundary tensors at the bottom of the figure play a role in the
contractions on the previous page, but do not themselves appear in any
computation of expectation values.
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Figure 7.8: All relevant diagrams for a left-move of the summation CTM for
the combined excitation-Hamiltonian boundaries.
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8
A U T O M AT I C D I F F E R E N T I AT I O N
A P P L I E D T O E X C I TAT I O N S W I T H
P R O J E C T E D E N TA N G L E D PA I R S TAT E S

The excitation ansatz for tensor networks is a powerful tool
for simulating the low-lying quasiparticle excitations above
ground states of strongly correlated quantum many-body systems. Recently, the two-dimensional tensor network class of
infinite entangled pair states gained new ground state optimization methods based on automatic differentiation, which
are at the same time highly accurate and simple to implement.
Naturally, the question arises whether these new ideas can
also be used to optimize the excitation ansatz, which has recently been implemented in two dimensions as well. In this
chapter, we describe a straightforward way to reimplement
the framework for excitations using automatic differentiation,
and demonstrate its performance for the Hubbard model at
half filling.
This chapter is based on Ponsioen et al. [177] and Vanderstraeten
et al. [221]
—

As both a computational tool and a conceptual framework for simulating and understanding the physics of strongly correlated quantum systems, tensor networks have gained a prominent role in recent
years. In two dimensions, the infinite PEPS ansatz [92, 141, 150, 157,
230, 231] is the natural extension of the one dimensional MPS [36, 165,
195] that have been widely used in many applications. While in early
years the optimization of PEPS for ground states and the evaluation of
expectation values was considered too costly in comparison to efficient
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quasi-two-dimensional MPS -based approaches, both the development
of efficient and powerful algorithms as well as the improvement in
available computational power have made accurate applications possible. These methods, which are able to run on now commonly available
hardware, generally require significant developmental investment and
have therefore not yet been adopted by a large community.
One recent advancement that promises a lower barrier for groundstate optimization of PEPS is the application of automatic differentiation
( AD ) [136], a technique that is well known in the context of machine
learning. The main advantage of this approach is that, if an algorithm is
built from computation steps for which the analytical derivative can be
explicitly implemented, only the code for evaluating the cost function
is required, in our case the energy expectation value. By applying the
chain rule of differentiation, the associated computational graph can
be traversed in an automatized manner, such that the gradient of the
energy with respect to the variational parameters can be computed
without any further programming effort. The application of AD in
PEPS ground-state simulations, recently also in the highly non-trivial
study of the phase transition in the J1 − J2 model from the ordered to a
quantum spin liquid phase [91], offers a promising new direction.
While the PEPS ansatz is best known for its use in ground-state
simulations, also recently new extensions have emerged that target
low-lying excited states [224] as well as thermal states [50–53, 113, 126,
133]. The excitation ansatz for PEPS , based on its one-dimensional MPS
equivalent [83, 84, 256, 258], offers the possibility to accurately simulate
quasiparticle excitations on top of a strongly correlated ground state.
After its original development [224] it has been extended to more
general spin models [223] and fermionic models [179], the latter using
a new implementation based on the CTM [46, 155, 156, 164] contraction
method.
Here we will show how the infinite summations required to contract
the excited-state PEPS network can be performed differently, leading
to a simpler implementation and lower computational cost. Then we
detail how to use the concepts of AD in order to find to optimized
lowest-lying excited states, using a fully U(1)-symmetric differentiable
tensor contraction implementation. Additionally, we propose a variant
based on the fixed-point of the CTM algorithm, introduced earlier for
ground-state simulations [136], leading to a large further reduction in
memory cost.

8.1 methods

We demonstrate the performance of the new algorithm on a nontrivial example of the calculation of the charge gap in the two-dimensional
Hubbard model and compare to results from QMC . We also present
results and a comparison for the spectral function at intermediate
interaction strengths.
The first section of this chapter introduces the PEPS concepts that
form the foundation of the algorithm. Then we continue with the
formulation of the PEPS excitation ansatz and a detailed description of
the CTM summation scheme. In sections 8.1.3 and 8.1.4 we introduce the
application of AD in the context of excitations and provide pseudocode
outlines of the general algorithm as well as the fixed-point variant.
Finally, we present the results obtained for the 2D Hubbard model at
half filling with both PEPS and QMC , with details regarding the QMC
computations in section 8.A. In section 8.B we describe additional
technical details relevant for implementing our algorithm. For the
PEPS algorithm we additionally provide a fully functional basic version
of the code [190], including a ground-state optimization method.

8.1 methods
8.1.1 PEPS
Since most of this thesis is based on PEPS , we will not repeat a detailed
description here but only a brief reminder of the basic concepts. In the
infinite version ( iPEPS ) [114], the ansatz consists of an infinite network
of order-5 tensors, each containing dD4 variational parameters. The
different dimensions d and D refer to the local Hilbert space on a single
site and the bond dimension, respectively, the latter of which controls
the accuracy of the ansatz. For simplicity, in this chapter we limit the
discussion to translationally invariant systems, with a one-site unit
cell with a single tensor A that is repeated on the lattice, though the
implementation can be easily extended to arbitrary unit cell sizes [179].
Since the excitation ansatz is constructed from a ground state, first
the optimized ground-state A tensor has to be obtained. Recently, it was
shown [136] that AD can be employed to perform accurate and efficient
ground-state simulations. We have used this idea here in combination
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with symmetric tensors [15, 201], where we exploit the global abelian
symmetry of the Hubbard model in order to greatly speed up the
computations.

8.1.2 PEPS excitation ansatz
The PEPS excitation ansatz, first described in [224] and extended in [179,
223], can be used to approximate quasiparticles localized in momentum
space. We elaborate further on the formulation of the excitation ansatz
in chapter 5. Starting from the ground state, we modify the PEPS by
changing one of the ground-state A tensors by a different tensor B on
a location x = (i, j):
∣Ψ0 (A)⟩ → ∣Φ(A, B)n ⟩ .

(8.1)

Consequently, the excited state with momentum k = (k x , k y ) is constructed by performing a summation with appropriate phase factors
∣Φ(B)k ⟩ = ∑ e ik⋅n ∣Φ(B)n ⟩ .
n

(8.2)

The goal is now to find the optimal variational parameters in tensor
B with the A tensors kept fixed. As in chapter 5 and chapter 7, we define
the effective norm and energy overlap matrices as
⃗ † Nk B
⃗ ∶= ⟨Φ(B)k ∣Φ(B)k ⟩
B
⃗ † Hk B
⃗ ∶= ⟨Φ(B)k ∣H∣Φ(B)k ⟩
B

(8.3)
(8.4)

which leads to the generalized eigenvalue problem
⃗ = ω k Nk B.
⃗
Hk B

(8.5)

In this chapter, we write the action of the energy overlap matrix on a B
tensor as a derivative of eq. (8.4) with respect to one of the B tensors:
∂
∂
ik⋅(−n+n′ )
⟨Φ(B† )k ∣H∣Φ(B)k ⟩ =
⟨Φ(B† )n ∣h j ∣Φ(B)n′ ⟩ .
∑ e
†
†
∂B
∂B n,n′ , j
(8.6)
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The main technical challenge is to evaluate the triple infinite sum
in eq. (8.6). Taking the derivative with respect to the B† tensor removes the tensor from the network, leaving a "hole" in its place. Thus,
after taking the derivative we have an infinite sum over the location of
the B tensor, the Hamiltonian terms, and the location of the hole. By
exploiting translational invariance we can eliminate one of these sums.
In the previous implementations in Ponsioen and Corboz [179] and
Vanderstraeten et al. [223] (see also chapter 7) the sum is taken over the
former two, with the location of the hole fixed at the centre. Here we
adopt a different strategy, namely that we eliminate the sum over Hamiltonian terms instead, which has the advantage that the summation of
2-body terms (which is technically more challenging and computationally more expensive than the summation over the B tensors) can be
avoided. The question is then how the summation over the hole can be
performed. While this summation could be implemented in a manual
fashion as done in Crone and Corboz [49] for ground state calculations,
here we will show that a much simpler approach is offered by AD . We
simply perform a summation over the B and B† tensors and compute
the derivative with respect to B† in an automatized fashion using AD .
This results in a code which is substantially simpler, faster, and much
more easy to generalize to Hamiltonians beyond nearest-neighbour
interactions.

8.1.3 Automatic differentiation
The technique of automatic differentiation has recently been applied
to the optimization problem of PEPS [136], and is further introduced
in the context of ground-state PEPS simulations in section 4.3. Considerable effort has been put into development of powerful yet efficient
optimization algorithms for PEPS in recent years, from very inexpensive [110] though generally less accurate or more balanced [114, 150, 230]
imaginary time evolution methods to powerful though more expensive
variational optimization approaches [40, 220]. While these methods
form a broad and widely applicable set of tools, AD offers a compelling
alternative since it essentially does not require the implementation of
any optimization algorithm at all, but only a routine for contracting
the network and computing expectation values.
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AD PEPS ground-state optimization with a restricted U(1)-symmetric
ansatz has been recently used [91], though this restriction only applied
to the variational parameters and not to the full computation. We have
implemented a code that makes efficient use of the reduced variational
subspace for all tensor contractions, which is commonly used in many
other tensor network studies [15, 201], including also the excitation
ansatz [179, 258], while retaining the gradient tracking capability of the
algorithm.

8.1.4 PEPS excitations with AD
The three point functions in eq. (8.6), where the Hamiltonian is chosen
to be fixed in the centre, can be evaluated using CTM . First we will
show how to perform the double sums over the B tensors in the bra
and ket layers, which is a simplified variant of the technique introduced
in [179].
In the same way as in chapter 3, we now define double-layer versions of excitation B and B† tensors by light and dark blue colours,
respectively,
=

=

(8.7)

and their combined version
=

(8.8)

The computation of the summations over the B and B† terms will make
use of second-order summation CTM scheme we described in section 7.1.5, extended with the inclusion of the phase factors coming from
the Fourier transformations.
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For example, the left row transfer matrix BT4 contains all terms
where a B tensor is positioned left of the centre site:

≈

BT4

⋮

⋯+
⋮

... + ...

...

⋮

...

⋮

(8.9)

Similarly, we define the other transfer matrices {BC i , BTi } that contain
B tensors, as well as those with B† tensors.
Lastly, there are boundary tensors that correspond to terms in which
there are both a B and a B† tensor present in the same region, denoted
by {BB† C i , BB† Ti }. Such tensors can be computed by combining the
other boundary tensors, as shown in the next sections.
We can then evaluate the energy of the excited state, given by the
three point function in eq. (8.6), by summing over all possible combinations of these boundary tensors, and placing a Hamiltonian term on
the central bonds.
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The diagrams corresponding to a horizontal local Hamiltonian term
h hor are the following:
ik⋅(−n 1 +n 2 )
⟨Φ(B† )n1 ∣h hor ∣Φ(B)n2 ⟩ =
∑ e

n 1 ,n 2

+

+

⋅ e i kx + ⋯ +

⋅ e −i k x + ⋯
(8.10)
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A similar evaluation has to be performed for the vertical Hamiltonian
term (in case of a larger unit cell, a separate evaluation for each bond
in the unit cell has to be performed). We use the same convention as
in chapter 7, where we choose the B and B† boundary tensors to be
positioned around a site at n = (0, 0). In the two-site environments,
however, we need to take into account an extra site and shift some of
the boundary tensors accordingly. Here we made a choice to define the
left-centre site to be at location 0, so all boundary tensors that directly
connect to it will receive no additional phase, but the ones connected
to the right-centre site are shifted by one site.
§ summation ctm for excitation boundaries The sums
over the excitation tensors is very similar to the procedure of section 7.1.5, where we replace the operators by B and B† tensors. Additionally, now we have to take into account the phase factors which
can vary depending on the positions of the B and B† tensors. Where
in the approach of chapter 7 we only summed over a B tensor, in this
case both the excitation tensors carry phase factors. In particular, each
term in the summation comes with a phase that corresponds to the
relative positioning of B and B† .
The update step for the left row transfer matrices, with the B-tensor
boundary first, then the B† -tensor boundary and on the last two lines
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the combined B − B† -tensor boundary is shown in the following diagrams:

←

⎛
⎝

+

⎞
⋅ e −i k x
⎠

←

⎛
⎝

+

⎞
⋅ e +i k x
⎠

←

+

+

+
(8.11)

We have shown in section 7.1.2 how the boundary tensors that contain
B tensors can be shifted by an overall phase factor, such that we can
adopt the convenient convention that we always set the location of the
boundaries directly adjacent to the centre site on which we evaluate
the expectation values. Note that the shift of the B† boundary tensors
is done with the complex conjugate of the phase, since the summation
over B† tensors is contained within the bra layer of the network. Lastly,
in the case of the combined B-B† boundaries, there are no additional
phase factors, since the shift of each B tensor cancels out against the
shift of each B† tensor, which simplifies the computation.

8.1 methods

§ computing the lowest excited states The procedure
in the previous sections, which computes the expectation value Ẽ =
⃗ † Hk B,
⃗ can be viewed as a computational graph. We denote the full
B
function by f , such that the unnormalized energy is given by Ẽ =
⃗ † , B),
⃗ with intermediate steps Ti :
f (B
⃗ † , B)
⃗ → T1 → T2 → ⋯ → Tn → Ẽ.
f ∶ (B

(8.12)

Importantly, for each step in the algorithm Ti the associated deriva∂Ti
tive with respect to the output of the previous step ∂T
is explicitly
i−1
1
known . The automatic differentiation framework tracks all steps in
the forward pass of f , building up the computational graph, and then
starts from the output to apply the chain rule in order to trace back
through the graph and arrive at the full gradient:
⃗ = ∂ f = ∂ f ∂Ti ⋯ ∂T2 ∂T1
Hk B
⃗ † ∂Ti ∂Ti−1 ∂T1 ∂B
⃗†
∂B
∂
ik⋅(−x 1 +x 2 )
⟨Φ(B† )x1 ∣h j ∣Φ(B)x2 ⟩
=
∑ e
∂B† x1 ,x2 , j
∝

∂
∂B†

∑

x 1 ,x 2
j∈unit cell

e ik⋅(−x1 +x2 ) ⟨Φ(B† )x1 ∣h j ∣Φ(B)x2 ⟩ , (8.13)

where we use translational invariance to reduce the infinite summation
over the Hamiltonian terms to a sum over non-equivalent terms on
bonds in the unit cell, as described in section 8.1.2.
⃗ which is computed
The action of the effective norm matrix Nk B,
in the same way as in our previous implementation [179], requires
only the environment tensors {BC i , BTi }, which are created during
the forward pass of f .
Once the actions of the effective matrices are implemented, an iterative solver for generalized eigenvalue problems can be used to compute
the lowest excited state for a fixed value of k, described in listing 8.1.
Higher-energy excitations can be obtained by solving the generalized
eigenvalue problem for the k lowest eigenvalues w α , resulting in different tensors B α , where α = {1, 2, . . . , k} labels the eigenstates.

1 The basic steps performed in the C T M summation algorithm are the same as in the
regular C T M algorithm for ground states, and therefore we refer to [136] for the
implementation of the derivatives.
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Listing 8.1: Compute lowest excited state

4

9

14

def apply_N_eff(B, Bd):
# C contains the boundary tensors
C = summation_ctm(B, Bd)
return compute_norm_grad(B, Bd, C)

eq. (8.11)
eq. (8.9)

def apply_H_eff(B, Bd):
# The boundary tensors C can be reused from
apply_N_eff
C = summation_ctm(B, Bd)
E = compute_energy(B, Bd, C)
eq. (8.10)
# Compute the gradient of E with respect to Bd
using AD
return run_backward(E, var=Bd)
# Solve the generalized eigenvalue problem with an
iterative solver
ω = generalized_eigensolver(
apply_H_eff, apply_N_eff
)

Although the AD scheme of listing 8.1 avoids the larger computational cost of previous PEPS excitation algorithms, it requires intermediate results in the forward pass to be stored. This leads to a generally
higher memory cost, which scales linearly with the number of CTM
iterations. One way to reduce the cost is by using checkpoints, which
turns off the storage of selected operations and recomputes their results
in the backward pass, effectively trading memory cost for computation
time. In the next section, we introduce an alternative formulation of
the algorithm, for which the memory cost is now proportional to only
a single CTM step, regardless of how many are required.
§ fixed-point variant In the first implementation of automatic
differentiation in PEPS [136], a variant of the standard CTM implementation for ground states was proposed, based on the fixed point properties
of the algorithm. Instead of performing a number of forward CTM iterations with gradient tracking enabled and evaluation of the energy with
a subsequent backward traversal through the computational graph to
obtain the gradient, this variant only requires gradient tracking from
a single CTM step: as the CTM algorithm converges, the function that

8.1 methods

performs a single CTM step from a set of boundary tensors and site tensors approaches a fixed point, after which the boundary tensors remain
invariant. At this fixed point, the implicit function theorem [34] can
be utilized to compute the gradient. Essentially, by recycling the fixedpoint boundary tensors and projectors at the fixed point, an arbitrary
number of backward steps can be performed until the gradient reaches
convergence. This alternative provides a significant improvement over
the standard scheme. Since only the tensors and projectors from the
last CTM iterations need to be stored, it reduces the memory cost by a
factor NCTM , corresponding to the number of CTM steps required to
converge the gradient, compared to the standard scheme.
The derivation of the fixed-point equation is as follows. We can
divide the full simulations into two parts:
• iterative application of the CTM algorithm to obtain new boundary tensors Cn = S(Cn−1 , B, B† )
• evaluation of the unnormalized energy Ẽ = Ẽ(C, B, B† )

If we denote the full CTM procedure that takes an initial set of groundstate boundary tensors to the final fixed-point excitation boundaries
as C ∗ = S ∗ (B, B† ), we have the following equation at the fixed point:
S ∗ (B, B† ) = S(S ∗ (B, B† ), B, B† ) = S(C ∗ , B, B† )

(8.14)

such that, when we differentiate both sites with respect to B, we obtain
∗
∂C ∗
∂
∂
∗
†
∗
† ∂C
)
[S(C
)]
+
,
B,
B
=
S(C
,
B,
B
,
∂B† ∂B†
∂C ∗
∂B†

which can be solved for

(8.15)

∂C ∗
:
∂B†

−1
∂C ∗
∂
∂
∗
†
)]
=
[1
−
S(C
,
B,
B
S(C ∗ , B, B† ).
∂B†
∂C ∗
∂B†

(8.16)

The full energy gradient is given by

−1
∂ Ẽ
∂ Ẽ ∂C ∗
∂ Ẽ
∂
∂
∗
†
)]
=
=
[1
−
S(C
,
B,
B
S(C ∗ , B, B† ),
†
∗
†
∗
∗
†
∂B
∂C ∂B
∂C
∂C
∂B
(8.17)

for which we first evaluate
vT =

∂ Ẽ
∂C ∗

(8.18)
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Listing 8.2: Fixed-point algorithm
# S: summation CTM step
# vjp: vector-Jacobian product
4

9

14

19

24

def converge_boundaries(B, Bd):
# Compute summation boundaries without gradient
tracking
with (disable_gradient_tracking):
C = initialize_boundaries(B, Bd)
while not converged(C):
C = S(B, Bd, C)
return C
def apply_H_eff_fixed_point(B, Bd, C):
# Perform one tracked summation CTM iteration
with (enable_gradient_tracking):
C = S(B, Bd, C)
E = compute_energy(B, Bd, C)
# Derivative of the energy evaluation
v = vjp(compute_energy, var=C, vector=1) eq. (8.18)
# Compute through forward iteration
# the product of v with inverse in eq. (8.17)
u = zeros(len(v))
while not converged(u):
u = v + vjp(S, var=C, vector=u)
eq. (8.19)
# Final vector-Jacobian product with Bd-derivative
return vjp(S, var=Bd, vector=u)

29

# Obtain all converged boundary tensors without
gradient tracking
C = converge_boundaries(B, Bd)

34

# Solve the generalized eigenvalue problem with an
iterative solver
ω = generalized_eigensolver(
apply_H_eff_fixed_point, apply_N_eff
)
−1

and subsequently the vector-Jacobian product u T = v T [1 − ∂C∂ ∗ S(C ∗ , B, B† )] .
This can itself be written in the form of a fixed-point problem
uT = v T + uT

∂
S(C ∗ , B, B† )
∂C ∗

(8.19)
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that can be solved by e.g. fixed-point iteration of the transformation
T
u nT → u n+1
until convergence, leading to a summation over powers of
the Jacobian ∂C∂ ∗ S(C ∗ , B, B† ), or with other linear solvers.
The fixed-point version of the excitations algorithm is outlined in listing 8.2, and can be written as
∂ Ẽ
∂ Ẽ ∂S(C ∗ , B, B† ) ∂S(C ∗ , B, B† )
=
[
]
∑
∗
∂B†
∂C ∗
∂B†
n ∂C
n

(8.20)

with S representing a single CTM iteration, taking a set of boundary tensors C and site tensors B as input and returning a new set of boundary
tensors.
In [136] the authors mention potential issues with the application
of the fixed-point scheme to PEPS ground-state simulations due to the
gauge freedom inherent to the CTM RG transformations. We found that
when a consistent fixed convention for the signs in the SVD operations2
is taken, the CTM projectors and boundary tensors converge elementwise. In each simulation, we take special care to compare the CTM
projectors element-wise to verify the convergence.

8.2 results
8.2.1 Charge gap in the half-filled Hubbard model
As a challenging benchmark example we consider the 2D Hubbard
model on a square lattice given by the Hamiltonian
Ĥ = −t ∑ ĉ †i,σ ĉ j,σ + h.c. + U ∑ n̂ i,↑ n̂ i,↓ ,
<i, j>,σ

i

(8.21)

where t is the nearest-neighbour hopping amplitude and U > 0 the
on-site Coulomb repulsion, ĉ †i,σ and ĉ i,σ are the creation and annihilation operators for a fermion of spin σ on site i, respectively, and
2 In a singular value decomposition of a real matrix M = UsV † , the overall sign of each
singular vector is arbitrary, since any sign change in a row of U can be compensated
by a sign change in a column of V † . We have chosen a convention in which the sign
of the largest element of each singular vector in U is positive. Special care should be
taken if the singular value spectrum becomes degenerate, however, in our simulations
this never turned out to be the case. See also section 4.3.2.
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n̂ i,σ ≡ ĉ †i,σ ĉ i,σ is the density operator. The 2D Hubbard model has
been a subject of intense theoretical a numerical studies over the last
decades, in particular due to its relevance to high-Tc superconductivity,
see Arovas et al. [8] and Qin et al. [183] for a recent review. Here we
focus on the case of half-filling with ⟨n̂ i ⟩ = ⟨n̂ i,↑ + n̂ i,↓ ⟩ = 1, where the
ground state has a charge gap for U > 0 [96, 193, 200, 235, 240] and
exhibits antiferromagnetic long-range order [97, 227].
The study of the low-lying single-hole excitations forms an important
test case for our method. The removal of one particle in an antiferromagnetic background leads to collective excitations in the form of
spinon-chargon combinations or polarons [12, 19, 24, 117, 130, 188, 194]
which are directly experimentally observable in angle-resolved photoemission spectroscopy ( ARPES ). The absence of a negative-sign problem
at half-filling allows for unbiased numerically exact results with QMC
techniques, which we compare our results to. In section 8.A we include
details on how the QMC results are obtained. Additionally we make
comparison with the recent state-of-the-art result from Vitali et al. [235]
for U/t = 4.
In order to obtain the PEPS results, here for bond dimensions D =
4, 5, 6, accurate ground-state tensors have to be obtained first, for which
we use a conjugate gradient optimizer with the gradient computed
using automatic differentiation. Since the ground state has a partially
broken translational symmetry due to antiferromagnetic order, we use
a 2 × 2 unit cell with two different tensors arranged in a checkerboard
pattern. From the optimized ground-state tensors, we use the excitation
algorithm to obtain the optimized B tensors and lowest eigenvalues.
In order for the generalized eigenvalue problem of eq. (8.5) to be welldefined, we work in a reduced basis for the B tensors, as described
in sections 5.3 and 8.B. For the CTM algorithm we checked that the
results are converged in the boundary bond dimension χ.3
Our results for the gap of the hole (or charge) excitation as a function
of U/t are shown in fig. 8.1. We observe a close correspondence between PEPS and the QMC results for a wide range of U/t. For U/t ≤ 8
the PEPS data approaches the extrapolated QMC data in a systematic
3 In practice, we check multiple values of χ and make sure that the finite- χ effect on
the results is much smaller than the error due to the finite bond dimension D. For
the simulations in this chapter, we found that for simulations with D ≤ 5 a value of
χ ≡ 80 was sufficient, while for D = 6 we pushed to χ = 200 (U/t = 4) and χ = 160
(U/t = 12) in order to get stable results.
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Figure 8.1: Comparison of PEPS results for the gap at various values of U/t
with our extrapolated QMC results and those of Vitali et al. [235].
On the y axis, ω S refers to the lowest eigenvalue at the S =
(π/2, π/2) point, and we applied a shift of −U/t to better visualize the energy differences over the large range of U/t on the x
axis. For the green QMC points the data is well converged, while the
results shown in red are an upper bound of the true gap due to an
exponential scaling of the computational cost (see section 8.A for
more details). Inset: Comparison of finite bond-dimension PEPS
and finite size QMC data for the gap at U/t = 4 (blue data) and
U/t = 12 (red data).

way with increasing bond dimension. For larger values of U/t obtaining a reliable result with QMC turns out to be an exponentially hard
problem, despite the fact that there is no sign problem. The reason is
that the tail of the single particle Green function G(τ), from which the
gap is extracted at large τ, is exponentially suppressed with U, such
that the number of Monte Carlo samples needed to resolve the tail
grows exponentially with U/t, see section 8.A for details. This is also
reflected in the irregular finite size effects in the QMC result for the
gap shown in the inset of fig. 8.1 for U/t = 12 (whereas the gap for
U/t = 4 is monotonously decreasing with increasing system size). As a
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consequence QMC can only provide an upper bound for the value of
the gap for large U/t (shown in red in fig. 8.1). The PEPS simulations,
in contrast, do not suffer from this limitation, and the gap can be extracted in a systematic way even at very large values of U/t. In fact,
the dependence on D is found to become weaker with increasing U/t.
This is a natural consequence of the fact that the ground state becomes
increasingly more entangled when approaching the noninteracting
U/t = 0 limit, where the entanglement entropy exhibits a logarithmic
correction to the area law [13, 134], and hence the PEPS calculations
become increasingly challenging as we approach that limit. We note
that, while the data systematically improves with increasing D, we have
not attempted to extrapolate the gap to the infinite D limit based on
only 2-3 data points, also because the functional form of how the gap
depends on D is not known a priori.

8.2.2 Spectral function
The dispersion of the low-lying excitations can be computed for any
point in the Brillouin zone using our method. In addition, we can study
the hole spectral function given by
A hl (ω, k) = ∑ ∫ dt e −iωt ⟨Ψ0 ∣ĉ σ† ,k (0)ĉ σ ,k (t)∣Ψ0 ⟩
σ

= ∑ ∫ dt e −iωt ⟨Ψ0 ∣ĉ σ† ,k (0)e i Ĥt ĉ σ ,k (0)e −i Ĥt ∣Ψ0 ⟩
σ

= ∑ ∫ dt e −iωt e −iE0 t ⟨Ψ0 ∣ĉ σ† ,k (0)e i Ĥt ĉ σ ,k (0)∣Ψ0 ⟩ .
σ

(8.22)

By inserting a complete basis of single-particle states ∑α ∣α⟩⟨α∣ with
momentum k we obtain

A hl (ω, k) = ∑ ∑ ∫ dt e −iωt e i(E α −E0 )t ⟨Ψ0 ∣ ĉ σ† ,k ∣α⟩⟨α∣ ĉ σ ,k ∣Ψ0 ⟩
σ

α

σ

α

2

= ∑ ∑ δ((E α − E0 ) − ω) ∣⟨α∣ ĉ σ ,k ∣Ψ0 ⟩∣
= ∑ δ((E α − E0 ) − ω)s α (k),
α

(8.23)

where we defined the spectral weight of each mode as s α (k). For our
PEPS results, we approximate the spectral function by a sum over the
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spectral weights in the subspace of excitation-ansatz states containing
a single B-tensor, with a Lorentzian broadening factor η. In eq. (8.23) we
replace the resolution of the identity by a basis of such states ∑α ∣Φ(B α )k ⟩⟨Φ(B α )k ∣,
where α labels the excitation-ansatz eigenstates. When both the electron
and hole parts of the spectrum are taken into account, the following
sum rule applies:
∫

∞

−∞

dω (A hl (ω, k) + A el (ω, k)) = 2.

(8.24)

By computing the full spectrum of excitations (i.e. computing all eigenstates in the generalized eigenvalue problem in eq. (8.5)) we have verified that the sum rule is fulfilled.
The procedure for computing the spectral weights is similar to the calculation of the norm overlap matrix Nk and corresponds to evaluating
the following summation:
2

s α (k) = ∣⟨Φ(B α )k ∣ ĉ σ ,k ∣Ψ0 (A)⟩∣

2

= ∣ ∑ e ik⋅(x−x ) ⟨Φ(B α )x ∣ĉ σ ,x ′ ∣Ψ0 (A)⟩∣
x,x ′

′

2

= ∣ ∑ e ik⋅x ⟨Φ(B α )x ∣Φ(A ⋅ c σ )x ′ ⟩∣
x,x ′

2

∝ ∣∑ e ik⋅x ⟨Φ(B α )x ∣Φ(A ⋅ c σ )0 ⟩∣ ,
x

(8.25)

where (A ⋅ c σ ) β,γ,δ,є ≡ ∑i Aiβ,γ,δ,є [ĉ σ ]i, j is the result of applying a ĉ σ
operator on the physical index of a ground-state tensor and B α is the
excitation tensor corresponding to eigenstate ∣α⟩. Note that the A ⋅ c σ
tensor lies in the same space and symmetry sector as the excitation B
tensors and thus the state ∣Φ(A ⋅ c σ )x ′ ⟩ falls in the space of excitationansatz states. In the last step we again use translational invariance in
order to simplify the double summation to a single sum, as in eq. (8.13).
Using the summation CTM , the overlap can be calculated. If the full
norm matrix has been explicitly computed, the spectral weight can be
instantly computed by multiplication with the vectorized representa⃗ †α Nk A
⃗ c σ ∣2 .
tions: s α (k) = ∣B
In fig. 8.2(a) and (c) we show the spectral functions for U/t = 8
at bond dimensions D = 4 and D = 5, respectively, along a path
through high-symmetry points of the Brillouin zone, where we apply a Lorentzian broadening factor η = 10−2 ⋅ (ωmax − ωmin ) scaled by
j
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Figure 8.2: Spectral function at interaction strength U/t = 8 along a path
X(π, 0)−M(π, π)−S(π/2, π/2)−Γ(0, 0)− X(π, 0)−S(π/2, π/2)
through the Brillouin zone for bond dimensions. (a,c) PEPS results
for bond dimensions D = 4, 5. (b,d) QMC results for system sizes
L = 8, 12. The dashed curves in each plot are spin-polaron dispersions [144], fitted to the PEPS data.

the energy window of the plot. Evidently, the effects of the change in
bond dimension are very small, with a change of O(10−2 ) in energy on
the lowest branch, including the gap, and a slightly more clearly defined
structure in the spectral function on the higher branches. We note that
the particle excitations in the upper half of both figures are related by
particle-hole symmetry, with a shift of k = (π, π). Since the ansatz we
use is tailored to single-particle excitations, we limit the energy range
of the plot to exclude most higher-lying multiparticle states4 .

4 Although the excitation ansatz with a single B tensor is designed for single-particle
excitations, some of the effects of multiparticle states can still be approximated up
to a certain degree. We note that in order resolve a continuum of excitations more
accurately, an excitation ansatz with two independent B tensors could be used, as done
in Vanderstraeten et al. [225] for M P S .

8.3 conclusion

The single particle spectral function of a doped hole in a quantum
antiferromagnetic is a particularly challenging case study. Spectral
weight extends over an energy scale set by the hopping t and at low
energy a quasiparticle excitation with dispersion relation set by the
magnetic scale J = 4t 2 /U emerges [25]. Interpretations of this spectral
function range from spin-polaron [144] theories to parton ansätze
[19, 24]. Focusing on the hole (negative energy) excitations, we find
that the main features of the spectral function agree with results from
cluster perturbation theory [239, 250] and QMC [78, 182]: a low-energy
spin-polaron with a sharp dispersion between −4 < (ω − U/2)/t < −2
and a transfer of spectral weight to a higher-energy branch that peaks
around (ω − U/2)/t = −6 at k = (π, π). We also plot (dashed lines) the
spin-polaron dispersion of the form [144]
E± = ±(x1 + x2 [cos(k x ) + cos(k y )] + x3 [cos(2k x ) + cos(2k y )])
sp

2

(8.26)

with parameters fitted to the PEPS data (x1 = 2.43, x2 = 0.50, x3 = 0.012
for D = 5, also used in fig. 8.2(b,d)).
In Fig. 8.2 we equally plot the spectral function as obtained by Wick
rotating the imaginary time QMC data to the real axis. Here we have
used ALF [37] implementation of the stochastic Maximum Entropy
algorithm [17], and taken into account the covariance matrix. The
QMC data reveals the spin-polaron, and in agreement with the PEPS
data, shows a pronounced loss of spectral weight at the M(π, π) point
at negative energies. In contrast to PEPS the QMC data captures the
continuum nature of the high-energy spectral function. This is particularly clear at the Γ(0, 0) point and at frequencies centered around
(ω − U/2)/t = −6. As a consequence, resolving the spin-polaron from
the continuum of excitations at the Γ(0, 0) point is challenging.

8.3 conclusion
In this chapter we have shown how automatic differentiation can be
employed in order to greatly simplify the computation of excitations
based on the PEPS excitation ansatz. The algorithm is not only substantially simpler to implement [190], but also more efficient than previous
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approaches, since it avoids the computationally expensive summation
of Hamiltonian terms (which becomes particularly challenging for
Hamiltonians with longer-ranged interactions). Instead, the infinite
summation is performed for the excitation B tensor and its conjugate,
where the derivative with respect to the B† tensor is computed with
AD in an automatized fashion. Furthermore, we have shown that the
memory requirements of the algorithm can be significantly reduced
by using the fixed-point variant of the CTM summation method. All
these improvements make the PEPS excitation approach more versatile,
more efficient, and accessible to a broader community.
We have demonstrated the capabilities of this method by studying
the charge gap in the half-filled Hubbard model and comparing our
results to QMC simulations. For U/t ≤ 8 we found a good agreement
between PEPS and the finite size QMC data, where the PEPS results approach the extrapolated QMC results with increasing D systematically.
At larger U/t obtaining reliable results for the gap with QMC turned
out to be exponentially hard, because the scale which needs to be resolved in order to extract the gap is exponentially suppressed with U/t.
PEPS does not suffer from this limitation; in fact, the finite D effects
become even weaker with increasing U/t. We have also presented an
example computation of the spectral function A(k, w) for U/t = 8
which exhibits only weak finite D effects, and its main features are in
agreement with QMC and previous results.
We note that during completion of this work, another AD -based
framework to compute excitations with tensor networks has been introduced [217], and tested for MPS in one dimension. This approach,
which is based on derivatives of generating functions, is different from
the method presented here. Also, very recently there has been progress
in applying the MPS excitation ansatz in 2D on cylinders [219].

8.a appendix: qmc calculations
Quantum Monte Carlo simulations of the Hubbard model on a square
lattice are free of the negative sign problem at the particle-hole symmetric point where, in the notation of eq. (8.21), the chemical potential is

8.A appendix: qmc calculations
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given by µ = U/2. As a consequence, we will rewrite the Hamiltonian
as
H = −t ∑ ĉ †i,σ ĉ j,σ + h.c. + U ∑ (n̂ i,↑ − 1/2) (n̂ i,↓ − 1/2) . (8.27)
<i, j>,σ

i

This rewriting has important consequences since it defines the reference
energy from which the energy for addition or removal of an electron is
measured. In particular for the above Hamiltonian, the single particle
gap is defined as
ωs = E0N+1 − E0N = E0N−1 − E0N

(8.28)

and takes the value ωs = U/2 in the atomic, t = 0, limit.
We use the projective auxiliary field quantum Monte Carlo method
[9, 204, 206] to determine the single particle gap. Consider a single
slater determinant, ∣ΨTN ⟩, that is required to be non-orthogonal to the
ground state, ∣Ψ0N ⟩. Here, N is the electron count. The algorithm filters
out the ground state from the trial wave function by projection along
the imaginary time axis. Hence the ground state expectation value for
any observable Ô reads,
⟨ΨTN ∣e −θH Ôe −θH ∣ΨTN ⟩
⟨Ψ0N ∣Ô∣Ψ0N ⟩
=
lim
.
Θt→∞
⟨Ψ0N ∣Ψ0N ⟩
⟨ΨTN ∣e −2θH ∣ΨTN ⟩

(8.29)

To determine the single particle gap, we consider the observable
1
Ô = ĉ p,σ (τ)ĉ †p,σ with ĉ p,σ (τ) = e τH ĉ p,σ e −τH and ĉ †p,σ = √ ∑ e i p⋅i ĉ †i,σ .
N i
(8.30)
To at best understand how to extract the single particle gap from the
Green function, we consider an energy eigenbasis:
H∣ΨnN (p)⟩ = E nN (p)∣ΨnN (p)⟩.

(8.31)

Since particle number N̂ = ∑i,σ ĉ †i,σ ĉ i,σ and momentum P̂ = ∑ p,σ pĉ †p,σ ĉ p,σ
are conserved, the energy eigenvalues can be chosen to satisfy:
and

P̂∣ΨnN (p)⟩ = p∣ΨnN (p)⟩

N̂∣ΨnN (p)⟩ = N∣ΨnN (p)⟩.

(8.32)

(8.33)
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With the above,
N+1 (p)−E N )
0

G(p, τ) = ⟨Ψ0N ∣ĉ p,σ (τ)ĉ †p,σ ∣Ψ0N ⟩ = ∑ e −τ(E n
n=0

∣⟨ΨnN+1 (p)∣ĉ †p,σ ∣Ψ0N ⟩∣2 .
(8.34)

Provided that the wave function renormalization, ∣⟨Ψ0N+1 (p)∣ĉ †p,σ ∣Ψ0N ⟩∣2
is finite and that ∣Ψ0N+1 (p)⟩ is non-degenerate, then
N+1 (p)−E N )
0

lim G(p, τ) = ∣⟨Ψ0N+1 (p)∣ĉ †p,σ ∣Ψ0N ⟩∣2 e −τ(E0

τ→∞

,

(8.35)

and we can extract the momentum resolved single particle gap:
ωs (p) = E0N+1 (p) − E0N .

(8.36)

The condition for convergence is
e −τ(E1

N+1 (p)−E N+1 (p))
0

≪ 1.

(8.37)

The set of energy differences E nN+1 (p) − E0N+1 (p) span the upper Hubbard band, the width of which is set by the energy scale t [25, 144].
Hence, we will need τt >> 1 to ensure a reliable convergence of the
results. In the weak to intermediate coupling regime, this is not a problem and for the data set at U/t = 4 we could obtain estimates of the gap
by setting τ max t = 10. On the other hand, in the strong coupling limit,
determining the gap turns out to be an exponentially hard problem.
Since we are carrying out simulations at the particle-hole symmetric
point, the imaginary time Green function will decay roughly as e −τU/2
such that reaching say the desired τ max t = 10 will amount to resolving
a scale e −10U/t . Owing to the central limit theorem this is exponentially
expensive in U/t. In other words, as U/t grows the QMC results will
be increasingly dominated by the trivial scale U/2 that exponentially
damps the relevant information. By construction, this approach will
provide an upper bound to the single particle gap.
For our calculations we have considered the quantity:
G(τ) =

1
N0

N
N
†
∑ ⟨Ψ0 ∣ĉ p,σ (τ)ĉ p,σ ∣Ψ0 ⟩,

p,є(p)=0

(8.38)

with normalization N0 = ∑ p,є(p)=0 and є(p) = −2t (cos(p ⋅ a 1 ) + cos(p ⋅ a2 )).
We have used the ALF -implementation [37] of the projective auxiliary
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Figure 8.3: QMC data for the single particle Green function of eq. (8.38).

field QMC algorithm to produce the results. Our energy scale is set by
t = 1 and we have adopted a symmetric Trotter decomposition with
∆τU = 0.5. We have used a Hubbard-Stratonovich transformation that
couples to the density rather than to the z-component of the magnetization. The trial wave function was chosen to be a spin-singlet solution of
the non-interacting problem. For this trial wave function a projection
parameter Θt = 10 suffices to reach ground state properties within our
error bars. Our data at U/t = 4, 8, 12 and U/t = 16 is plotted in fig. 8.3.
As apparent, we can resolve four orders of magnitude in G(τ). As U/t
grows, the value of τ max that we can reach within our resolution drops
substantially. To estimate the single particle gap, we fit the tail of the
Green function to a single exponential. For the fit we have taken into
account the covariance matrix.
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Figure 8.4: Eigenvalues as a function of basis size, where for each value the
generalized eigenvalue problem is solved using a reduced subspace
based on the largest eigenvectors of the norm overlap matrix. The
opacity of each point is proportional to the corresponding norm.

8.b appendix: subspace size dependency
In this appendix we discuss the step of restricting the subspace for the B
tensors in the excitation ansatz, as discussed in section 5.3.1. Generally,
the first step would be to restrict the B tensors such that the excited
states are orthogonal to the ground state. However, in the simulations
for this paper we studied the excitations in a different U(1)symmetry
sector than the ground state, therefore this condition is automatically
fulfilled for any choice of the parameters in the B tensors.
One important property of the excitation ansatz itself (and is therefore not limited to any particular application), both in one [84] and

8.C appendix: static structure factors

two [224] dimensions, is the presence of modes with zero norm. Any
state with a B tensor of the form
B x = e i⋅k A x ⋅ M x − M x ⋅ A x

(8.39)

with M x any D × D matrix, the terms in the momentum superposition
will cancel exactly.
This property makes the generalized eigenvalue problem in eq. (8.5)
ill-defined, so we have to change to a reduced basis in which these
null modes have been removed. With this functional form for the null
modes we can explicitly remove them from the space of the B tensors
before the simulation starts.
In practice, the removal of the exact null modes does not always
guarantee a stable result, and we need to further reduce the subspace
by eliminating also modes with a small (but finite) norm. It turns out
that, especially in larger-scale simulations, the small-norm modes can
lead to spurious eigenvalues when they are present in the subspace.
However, since such solutions are characterized by their relatively small
norms, generally the correct eigenvalues can be clearly identified.
In fig. 8.4 we show the dependence of the eigenvalues on the basis
size of the B-tensor subspace for several simulations. Note that this
information can only be obtained by constructing the full overlap
matrices, which is costly compared to an iterative approach. In practice,
it is enough to check the basis size convergence for only a few selected
values at only momenta, depending on the model.

8.c appendix: static structure factors
The CTM method that is featured extensively in this thesis is one of
the contraction methods for infinite PEPS . There are other methods,
most notably boundary MPS and TRG , which are competitive to CTM
in practical applications. However, it has been an open question for
some time how the results of these methods compare exactly, in terms
of the convergence behaviour as a function of the computational cost or
refinement parameters, as well as in regard to the extrapolated values.
In a recent work [221], we have compared the CTM and boundary
MPS methods on a challenging benchmark and carefully compared the
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convergence behaviour. Both methods feature a boundary bond dimension χ, which systematically controls the accuracy and computational
cost.
§ boundary mps As we have seen before in earlier chapters, the
CTM contraction scheme results in a set of boundary tensors around a
centre site in all directions, in the form of row-, column- and corner
transfer matrices. In contrast, the boundary MPS method computes a
set of environment tensors that surround a central row of site tensors
on two sides, resulting in an infinite one-dimensional network. These
boundary tensors are the leading eigenvectors of a transfer matrix
composed of an infinite row of site tensors, effectively a fully infinite
version of the semi-infinite row transfer matrices of the CTM method.
Their computation is equivalent to the ground-state optimization of a
one-dimensional MPS , for which many accurate and efficient methods
exist. In this case, we compare to the variational MPS scheme that was
introduced in [221].
Based on the boundary MPS approach, channel environments have
been developed in order to compute higher-order correlation functions
efficiently, analogous to summation CTM , and have been used for gradient optimization of ground-state PEPS [222] as well as implementations
of the excitation ansatz in PEPS [223, 224].
§ benchmarks The benchmarks we consider are the computation
of the ground-state energy and static structure factor of the J1 − J2
model, given by the Hamiltonian
H = J1 ∑ S i ⋅ S j + J2 ∑ S i ⋅ S j ,
<i, j>

<<i, j>>

(8.40)

with the J1 terms located on the nearest-neighbour bonds and the J2
terms on the next-nearest-neighbour bonds of the lattice. Each result is
obtained using one of two D = 5 ground states optimized at J2 /J1 = 0 or
J2 /J1 = 0.5, which form challenging cases for the contraction methods.
Since the PEPS remains constant, we are evaluating purely the effect of
the boundary bond dimension χ on the accuracy of the contractions.
In fig. 8.5 we plot the ground-state energy as a function of χ, showing
that it is possible to achieve already O(10−6 ) precision for a modest
χ ≈ 100 at J2 /J1 = 0. On the other hand, J2 /J1 = 0.5 proves more difficult,
as expected, with O(10−4 ) precision at the same χ values. There are two
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Figure 8.5: Ground-state energy expectation value as a function of χ, computed with the variational MPS and CTM contraction methods, for
J 2 /J 1 = 0 (top) and J 2 /J 1 = 0.5 (bottom).

important questions that we aimed to answer with these benchmarks: is
there a significant difference in the convergence behaviour, in terms of
χ, between the contraction methods and do both methods eventually
converge towards the same value. While the former issue is modeldependent and pertains primarily to performance, the latter is a more
fundamental aspect of the validity of both methods.
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Figure 8.6: Static structure factor at k = (π, π) in the y-direction as a function
of χ, calculated with the window MPS , channel environments and
summation CTM contraction methods. Again we show results for
J 2 /J 1 = 0 (top) and J 2 /J 1 = 0.5 (bottom).

We show that for the ground-state energy both methods perform
similarly at lower values of χ, with a slightly quicker convergence for
the variational MPS method, with a systematic decrease in measured
expectation value as a function of χ.

8.C appendix: static structure factors

The computation of the static structure factor is more complex than
the ground-state energy, as it involves the evaluation of a two-point
correlation function. In particular, we consider the y-channel of the
spin-spin correlation function, given by
s y (k) = ⟨Ψ(A)∣S−k S k ∣Ψ(A)⟩ ∝ ∑ e ik⋅n ⟨Ψ(A)∣S0 S n ∣Ψ(A)⟩ , (8.41)
y

y

y y

n

evaluated at the k = (π, π) point.
We compare three different approaches this time: a newly introduced contraction scheme called window MPS [221], the channel environments and the summation CTM method. While it is apparent that
the comparison between the convergence behaviour of the channel
environments and summation CTM are highly dependent on the interaction strength J2 /J1 , clearly the window MPS method outperforms
both. Nevertheless, we still observe agreement in high- χ limit for all
methods, demonstrating that each can be relied upon in high-precision
computations.
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9.1 conclusions
In chapters 6 to 8 we presented a combination of new results on the
ground states and low-lying excited states in various models and the
methodological advances that we needed in order to obtain them. Here
we briefly state the most significant results and conclusions of the chapters, followed by a discussion on the process that lead to this thesis
and remarks on future potential of the methods. In section 9.2 we provide an outlook on a promising new technical advancement that could
greatly enhance the accuracy of the summation corner transfer matrix
renormalization group ( CTM ) contraction method that we use for computing higher-order correlation functions in projected entangled-pair
state ( PEPS ), including the simulation of excitations. This new insight
potentially answers one of the long-standing open questions we encountered in our work on excitations in a remarkably intuitive way.
At the start of the study of the competing ground-state candidates
in the extended Hubbard model in chapter 6, we questioned whether
the period 8 stripe state found in the standard Hubbard model would
remain the ground state in the presence of a next-nearest neighbour
( NNN ) hopping. We have found that the strength of this NNN hopping
relates directly to the preferred stripe period, with period 4 favoured at
realistic values predicted for cuprate materials. However, any observed
superconducting order in these states extrapolated to zero as a function of the bond dimensions, implying that also the extended Hubbard
model is not sufficient to model superconductivity at realistic values of
its parameters. The competition between states, in terms of the relative
energies, close to the ground state turned out to be less fierce at these
NNN hopping strengths, which makes this extended Hubbard model
less challenging to study than the standard version from a numerical
perspective. This may also be the case in more realistic multi-band
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Hubbard models, for which PEPS is also well-suited to gain further
insights into the phases observed in the cuprates.
In chapter 7 we described a new implementation of the PEPS excitations ansatz, based on the CTM contraction method. We introduced
several improvements over the existing version, including the ability
to exploit global abelian symmetries in order to target specific types
of excitations while greatly reducing computational cost, and an extension to systems with partially broken translational symmetry and
fermionic systems. In order to test its performance, we first considered
the magnon excitations in the transverse Ising model, showing close
agreement with series expansion ( SE ) results and extrapolations of the
gap toward the critical point. Additionally, we discussed the appearance
of bound states above the magnon mode, demonstrating that these can
also be accurately captured with the PEPS excitation ansatz, including
the non-trivial level repulsion effects at higher values of the transverse
field strength.
In the spin-1/2 Heisenberg model, we calculated the dispersions and
z
spectral weights of the magnon excitations in the S tot
= 1 sector, observing consistent results throughout the Brillouin zone and accurate
extrapolations as a function of the finite effective correlation length
in the PEPS ground state. Also, the spin-wave anomalous point was
accurately reproduced and compared to various analytical, numerical
and experimental results, and we further explored the nature of the
excitations at that point by real-space visualizations, observing agreement with results from time evolution on cylindrical systems. Finally,
an exactly solvable free fermionic model was considered in order to
prove the applicability of the method to fermionic systems, an important conclusion since the gold-standard quantum Monte Carlo ( QMC )
methods often break down in such systems due to the negative sign
problem.
The excitations framework has been reimplemented in chapter 8,
using the powerful technique of automatic differentiation ( AD ). We
showed how AD could be used to greatly simplify the complexity of
the code, while at the same time allowing a natural implementation
of a more efficient variant of the excitations scheme. For we pushed
the fermionic application to the more challenging case of the charge
excitations in the half-filled Hubbard model. This time we considered a

9.1 conclusions

more challenging fermionic model, focusing on the charge excitations
in the Hubbard model at half filling. Our results showed agreement
with existing and new QMC data over a wide range of values for the
interaction strength. While QMC does not exhibit a sign problem in
this case, it still faced an exponential scaling in the required number of
samples at high interaction strengths, such that its results serve merely
as an upper bound for the true energy gap. Fortunately, PEPS does not
suffer from this limitation, further establishing itself as a competitive
method for simulation low-lying excitations in fermionic systems. We
furthermore applied the ability to compute spectral weights in order to
approximate the dynamical structure factor, showing agreement with
QMC also higher in the spectrum where the single-particle ansatz is
expected to be less accurate.
In section 8.C we remarked upon the comparison between our (summation) CTM contraction scheme and alternative methods on the challenging benchmark case of the J1 − J2 model at J2 /J1 = 0, 0.5. The
convergence of the ground-state energy as a function of the boundary bond dimension, which controls specifically the accuracy of the
contraction itself, is shown to be comparable to results obtain with
the boundary matrix product state ( MPS ) method. Additionally, we
observed that both methods eventually converge to the same values up
to very high accuracy, which is an important conclusion that confirms
the validity of both methods for high-precision computations. For the
static structure factor, a quantity that converges much slower with the
boundary bond dimension, the summation CTM and channel environment (based on boundary MPS ) methods again proved competitive, but
the new window MPS method outperformed both significantly, showing that there is still room for improvement regarding the computation
of higher-order correlations in PEPS .
§ discussion Throughout the projects contained in this thesis, the
accuracy of ground-state simulations played a large role. We can distinguish two regimes: either we aim to optimize a PEPS of a small to
intermediate bond dimension to a very high degree of convergence,
using the most precise variational optimization schemes, or we use
imaginary time evolution methods to simulate PEPS up to very high
bond dimension. Both strategies have their place, depending on the
physical model in question but also on the intended usage of the resulting PEPS .
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Due to the nature of the PEPS ansatz, having the maximal amount of
allowed entanglement tied to the bond dimension value, it is possible
that at small values of D the lowest-energy PEPS does not agree with
the true ground state, even if its optimization would be perfect. In such
a scenario, the only method of establishing the correct ground-state
order is to increase the bond dimension and perform extrapolations.
In the study of the phase diagram of the extended Hubbard model, we
observed a large variety of closely competing ground-state candidates
with different charge orders, without clear separations up to high bond
dimensions. Therefore, it was important to obtain extrapolations of a
wide range of values for the bond dimension, eliminating as much of
the low-D competition as possible.
On the other hand, highly optimized low-D states find their applications as well: the excitations algorithms depend on the accuracy of the
starting ground state. The definition of accuracy can be different from
that in the case of ground-state studies, since there we are typically interested in some local observables such as energy or magnetization, which
generally converge much faster than other (non-local) properties. In
contrast, for the simulation of excited states we require convergence of
the ground-state wavefunction itself in terms of all correlations, which
demands precise ground-state simulation methods.
Since much of the work on PEPS excitations relied on simulation
techniques that were not yet available, a major part of the work concerned building our own tools. Because of this, a substantial part of
this thesis is devoted to the introduction and description of these new
methodological developments. The first step after their introduction, as
with any new method, is to establish its trustworthiness by benchmark
test cases. For these, the objective is not primarily to obtain results
that challenge our understanding of the physics in the models, but
rather to compare our findings to those from other existing methods.
Nevertheless, one of our first studies on the well-known Heisenberg
model led to a detailed discussion on subtleties in the nature of the
competition between the magnon and higher-lying excitations, going
beyond a plain benchmark.
Just when we turned our attention to a wider range of more complex applications in spin models as well as fermionic models, new
developments in ground-state- PEPS techniques enabled us to build an
improved version of our excitations scheme. This version, based on AD ,
was both simpler to implement, computationally less expensive and eas-
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ier to adapt for models with Hamiltonians beyond nearest-neighbour
terms. We chose to prove its performance on the charge excitations in
the Hubbard model at half filling, in direct comparison with the unbiased QMC method. As the underlying technique is the same as in the
previous implementation, the PEPS excitation ansatz in conjunction
with the CTM contraction method has now been tested on a variety of
models, clearing the way for new projects on more challenging models
where less or no results from other methods are available.
With the addition of the excitations framework and the substantial
reduction of algorithmic complexity due to AD , the arsenal of simulation techniques based on PEPS is growing towards a complete and
mature toolkit for the low-energy physics of two-dimensional quantum
systems. The polynomial scaling of the computational cost as a function of the maximal amount of entanglement in the ansatz puts PEPS
methods in a position to take advantage of advances in computation
power. Additionally, the operations that dominate the cost also appear
in many machine learning algorithms, which have garnered enormous
attention in recent years and boosted optimizations of routines for
these operations, implemented on CPUs , GPUs and even specialized
hardware.
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9.2 outlook: improved ctm projectors
One of the open questions in the summation CTM scheme that we
have used extensively throughout this thesis is the optimality of the
projectors. We have formulated the scheme strictly as modifications
of the boundary tensors, while keeping the projectors fixed to those
used in regular CTM . This means that the projectors are constructed in
a way that optimizes the subspace between neighbouring ground-state
boundary tensors, without taking into account the perturbations to
the wavefunction as a result of an excitation B tensor. Therefore, it
has been clear that there is room for improvement, but the question
remained how exactly to modify the projectors and to what extent these
improved projectors impact the convergence of results as a function of
the boundary bond dimension χ.
§ generating functions A new insight has come from the formulation of generating functions applied to finite MPS [217]. For a finite
MPS , consisting of site tensors {A1 , . . . , A n }, we can represent the state
schematically as
∣Ψ({A})⟩ = [A1 ] [A2 ] ⋯ [A n ],

(9.1)

where the tensors are connected in the usual MPS configuration. The
idea is to modify each site tensor as A i → A i +λB i , with B i an excitation
tensor and λ an extra parameter. This leads to the following state, which
is referred to as the generating function:
∣G({A}, λ)⟩ = [A1 + λB1 ] [A2 + λB1 ] ⋯ [A n + λB1 ].

(9.2)

Although ∣G({A}, λ)⟩ contains summations of all orders in λ, it is
itself again an MPS . Furthermore, we can now recover only the terms
of O(λ1 ) by taking the derivative with respect to λ at λ = 0:
∂
∣G({A}, λ)⟩∣
=[B1 ] [A2 ] ⋯ [A n ] + [A1 ] [B2 ] ⋯ [A n ],
∂λ
λ=0
+ ⋯ + [A1 ] [A2 ] ⋯ [B n ],

(9.3)

in which the O(λ0 ) term has been eliminated by taking the derivative
while all higher-order terms have been removed by setting λ = 0. In
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this way, the manual implementation of the summation is no longer
required but can be generated automatically by using automatic differentiation to compute the derivative.
§ generating functions in peps Starting from the principle
of the generating functions, we can view the summation CTM scheme
differently than we have shown before. An excited state constructed
from a translationally invariant ground-state PEPS ∣Ψ(A)⟩
∣Φ(B)k=0 ⟩ = ∑ ∣Φ(B)n ⟩ ,
n

(9.4)

which we fix at k = (0, 0) for now, consists of the summation over
modified ground-state PEPS in which one site tensor A is replaced by
B on each location in the network. We can also view this state as a
product of the B tensor with the derivative of the ground state. Taking
the derivative of a tensor network with respect to one of its tensors
simply corresponds to removing that tensor, leaving a hole in its place.
∂
If we take the derivative ∂A
∣Ψ(A)⟩, the product rule of differentiation
will generate an infinite summation over the ground-state PEPS with a
hole in each location. Inserting a B tensor in the place of each hole will
lead to the excited state:
B⋅

∂
∣Ψ(A)⟩ = ∑ ∣Φ(B)n ⟩ .
∂A
n

(9.5)

Since our PEPS has translational symmetry, in contrast to the finite
MPS we considered earlier, we do not always need a λ parameter in
order to gather all the different terms of the derivative. For the effective
overlap matrices of eq. (5.10) that we encounter in the simulations
of excited states, we require the derivative of the excited state with
respect to the B tensor itself. The energy overlap matrix, for instance,
is evaluated in the following way:
⃗ ∝ ∂ ∑ ⟨Φ(B)n1 ∣H∣Φ(B)n2 ⟩ .
Hk=0 B
∂B† n1 ,n2

(9.6)

However, we can simplify this expression by directly taking the derivative of the ground state
∂
∂
⟨Ψ(A)∣ .
∑ ⟨Φ(B)n ∣ =
†
∂B n
∂A†

(9.7)
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The evaluation of the excited state itself, as in eq. (9.5), can be performed more efficiently by employing the λ variable,
∑ ∣Φ(B)n ⟩ =
n

∂
∣Ψ(A + λB)⟩∣ ,
∂λ
λ=0

(9.8)

since we could utilize forward-mode AD instead of the backward mode
we normally use, which requires substantially less memory. Thus, we
could rewrite eq. (9.6) directly in terms of derivatives:
⃗∝
Hk=0 B

∂ ∂
⟨Ψ(A)∣H∣Ψ(A + λB)⟩∣ .
∂A† ∂λ
λ=0

(9.9)

Note that ∣Ψ(A + λB)⟩ is numerically equal to the ground state (since
λ = 0), but the dependence on λ is tracked.

§ reformulation of summation ctm The evaluation of eq. (9.9)
can be performed using the standard ground-state CTM method, significantly simplifying the implementation. It is then only necessary to
compute one set of boundary tensors, in which the dependence on λ
and A† is tracked via automatic differentiation. If we consider the λ
derivative first, we can work out what differentiates the computation
from our summation CTM method.
In forward-mode AD , the objective is to evaluate the full derivative
in terms of Jacobian-vector products ( JVPs ), for which a dot-notation
is commonly used. Starting from the site tensor A + λB, we iteratively
update a set of boundary tensors z using CTM , which we denote here
by f :
z n = f (A, λ, z n−1 ),

(9.10)

where n refers to the iteration number of the CTM procedure. We can
∂z
then write the derivative ż ∶= ∂λ
as
ż n =

∂ f (A, λ, z n−1 ) ∂ f (A, λ, z n−1 )
+
⋅ ż n−1 ,
∂λ
∂z n−1

using the chain rule of differentiation.

(9.11)
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With slight abuse of the dot-notation, we can write out the diagrams
of one of the boundary tensors in the CTM update step:

●

←

+

●

●

+
●

+

●

(9.12)

where we can identify the two terms in the first line with those appearing in the summation CTM scheme, by relating the dotted versions of
the boundary tensors to the modified boundary tensors of eq. (3.10).
However, the last two terms, highlighted in green, are new. These correspond to the modifications to the projectors, taking into account the
perturbed wavefunction.

9.2.1 Structure factors
In order to investigate the improvement of the new projectors, we
again turn to the benchmarks on the J1 − J2 model we considered
in section 8.C. For the static structure factor, we require the evaluation
of the two-point functions
α α
s α (k) = ⟨Ψ(A)∣S−k
S k ∣Ψ(A)⟩ ∝ ∑ e ik⋅n ⟨Ψ(A)∣S0α S nα ∣Ψ(A)⟩ , (9.13)
n

with α = x, y, z. We restrict the computation again to the k = (π, π)
point, which only requires a slight modification to the above scheme.
While the S0α is placed on the centre site and thus requires no special
treatment, the second operator can be implemented as the derivative
of a generating function
∑ S n ∣Ψ(A)⟩ =
α

n

∂
∣Ψ(A + λ[A ⋅ S α ])⟩∣ ,
∂λ
λ=0

(9.14)
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Figure 9.1: Static structure factor at k = (π, π) in the x, y, z-channels for
J 2 /J 1 = 0 and J 2 /J 1 = 0.5, computed with summation CTM using ground-state projectors and the generating function approach,
using improved projectors. The horizontal dashed lines are continuations of the highest- χ result and serve as a guide to the eye.
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where [A ⋅ S α ] designate the contraction of the site tensor with the
operator on the physical index.
Preliminary results on the static structure factor in all three channels are shown in fig. 9.1, demonstrating the effect of the improved
projectors. These quantities, especially at J2 /J1 = 0.5, are challenging
for the CTM as well as other contraction methods, as we have seen
in section 8.C [see also 221], so improved convergence in χ would be
an important advancement. In our results for the structure factor, we
observe a substantial improvement at low χ, achieving O(10−5 ) convergence at χ ≈ 100 for J2 /J1 = 0 and at χ ≈ 150 for J2 /J1 = 0.5. The
results from our previous implementation of summation CTM , without the correction terms for the projectors, do not reach this order of
convergence even at χ = 500.
9.2.2 Improved excitations algorithm
Our preliminary results on the static structure factor have shown that
the improved projectors can have a profound effect on the accuracy of
the CTM algorithm for higher-order correlation functions. The high
accuracy has an intuitive explanation: we have rewritten the summation
CTM scheme as an automatically generated procedure that corresponds
to derivatives of the ground state. Since one of the defining features of
automatic differentiation is the explicit implementation of derivatives of
the constituting operations of an algorithm, the resulting full derivative
of the CTM algorithm is numerically exact, up to inaccuracies due to
floating-point arithmetic. The consequence is therefore that we can
compute the correlation functions as exact derivatives of the groundstate expectation value, as computed with the regular CTM algorithm.
As such, we observe that the accuracy and convergence rate of the
structure factor is similar to the ground-state expectation value.
A promising further direction is the application of these ideas to
the full excitations algorithm, using equivalent improved projectors in
order to gain accuracy, especially at low values of χ.
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summary
L IG H T I NG U P T H E N ET WOR K
Ground states and excitations of strongly correlated systems with twodimensional tensor networks
Accurate simulation of the low-energy physics of strongly correlated
quantum systems is increasingly more within reach. The study of collective behaviour in these systems is one of the main focal points within
condensed matter physics, due to its inherently fascinating nature, wide
potential for applications and notorious difficulty. Many models, despite being elementary simplifications of the full electronic structure
Hamiltonian, often at specific values of the electronic filling, are too
complex to be solved analytically, and their strong interactions require
treatment beyond perturbation theory. Numerical techniques are the
logical alternative, and there exist many of such methods, but they still
require creativity, programming effort and computational resources in
order to obtain accurate results. Above all, each method usually has
specific strengths and weaknesses, and none could truly function as a
’black box’ method where the user simply presses a button.
The starting point for a reliable numerical method is a reduction of
the full Hilbert space’s exponential scaling to something manageable.
In our case, we build on a variational ansatz class known as projected
entangled-pair states ( PEPS ), a two-dimensional type of tensor network,
which features a polynomial scaling of parameters as a function of
system size. Specifically, we use the infinite version which scales only
with the number of unique tensors in the unit cell, which corresponds
to the translational symmetry of the state.
As a tool for ground-state simulations, PEPS -based methods have
been firmly established within the landscape of numerical techniques
by achieving high accuracy in a wide range of applications. One of the
key properties is the intuitive role of its refinement parameter, the bond
dimension, as a restriction on the entanglement entropy. In chapter 6,
we apply PEPS to the intensely studied Hubbard model, investigating
the ground-state phase diagram in the presence of an additional nextnearest neighbour ( NNN ) hopping term. The standard version, without
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the NNN term, exhibits a rich variety of phases and a number of highly
competitive ground-state candidates at a fixed filling level, but recently
a consensus has been reached that a so-called stripe state has the lowest
energy. We show that the inclusion of the NNN term with realistic
value predicted for some cuprate materials leads to a change in the
modulation of the stripe state, in agreement with experimental results.
Ground-state simulations are vital for understanding the low-energy
physics in strongly correlated systems, but only tell a part of the full
story. Much of the interesting phenomena that appear in materials are
related to the excitations in the vicinity of the ground state. Numerical
methods, including those based on tensor network, are generally much
more limited for simulating excitations, but a promising new direction
is offered by the PEPS excitation ansatz. The notion that the low-lying
excitations are often formed as slight perturbations of the ground state
is directly encoded in this ansatz, leading to a powerful framework
for studying a wide range of models. In chapter 7 we describe a new
implementation and introduce several improvements over the existing
version, and apply our method to the magnon excitations in the transverse field Ising model and spin-1/2 Heisenberg model, as well as a free
fermionic model, showing that the method is competitive with other
numerical techniques.
The PEPS excitations algorithm can also be reformulated using automatic differentiation ( AD ), a technique that plays a central role in
the field of machine learning, leading to a greatly simplified code. This
version also allowed us to easily implement a significantly more efficient variant of the excitations scheme, and generalize the method
to models beyond nearest-neighbour Hamiltonians. In chapter 8 we
revisit the Hubbard model, simulating the charge excitations above the
half-filled ground state across a wide range of values for the interaction
strength. We compare our results on the energy gap with new and
existing quantum Monte Carlo ( QMC ) results, observing close agreement at low interaction strengths. At higher interaction strengths, the
QMC results are only valid as an upper bound to the true energy gap,
while the PEPS excitation method continues to provide stable results.
Additionally, we compute the dynamical structure factor, compared to
QMC , which contains also high-energy features that were expected to
be out of reach due to the single-particle nature of our ansatz.
We conclude the thesis with a comparison of the accuracy and convergence behaviour of the corner transfer matrix CTM renormalization

bibliography

group contraction method that forms the basis of our algorithms with
alternative techniques, as a function of the boundary bond dimension
that controls their accuracy. While there are slight differences in the convergence between CTM and its main competitor, benchmarks showed
that both method reach the same extrapolated value, leading to the
conclusion that either method is equally valid and reliable for highprecision calculations. Additionally, a newly introduced method for
computing higher-order correlation functions is shown to be more
accurate than the existing schemes, which shows that there is still room
for improvement. We discuss an innovative new improvement for our
contraction scheme in the outlook at the end of the thesis, that has the
potential to outperform the previous methods significantly.
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S A M E N VAT T I N G
H E T O P L I C H T E N VA N H E T N E T W E R K
Grondtoestanden en excitaties van sterk gecorreleerde systemen met tweedimensionale tensor netwerken
Nauwkeurige simulatie van de lage-energy fysica van sterk gecorreleerde quantum systemen komt steeds dichterbij. Een van de kernpunten binnen het veld van gecondenseerde materie is het onderzoek
naar collectief gedrag in deze systemen, onder meer vanwege de grote
hoeveelheid aan potentiële toepassingen en beruchte complexiteit. Hoewel vele modellen slechts basale simplificaties zijn van het volledige
werkelijke electronische model, meestal beperkt tot een specifieke concentratie van electronen, zijn ze toch te ingewikkeld om analytisch op
te lossen. De veelgebruikte perturbatietheorie is ook niet voldoende
vanwege de sterke interacties tussen de electronen. Numerieke technieken vormen het logische alternatief, maar deze vereisen nog steeds
creativiteit, programmeerwerk en computerkracht voor nauwkeurige
resultaten. Elke van deze methoden heeft echter zijn eigen voor- en
nadelen, waardoor er nog geen ’black box’-methode is die simpelweg
met een druk op de knop het juiste antwoord geeft.
Het begin voor een betrouwbare numerieke methode is het beperken
van de exponentiële schaling van de Hilbert ruimte, waarin we zoeken
naar een oplossing, tot iets waar we mee kunnen werken. In het geval
van dit proefschrift bouwen we onze methoden op een variationele
klasse van aannamen genaamd projected entangled-pair state ( PEPS ),
een tweedimensionaal tensor netwerk, die slechts polynomiaal schaalt
met de grootte van het systeem. We gebruiken een oneindige variant,
die bestaat uit een een netwerk van kopieën van een set tensors die de
unit cell vormt, in overeenkomst met de translatiesymmetrie van de
quantumtoestand die de PEPS beschrijft.
Voor het gebruik als werktuig voor simulatie van grondtoestanden
hebben methoden die gebaseerd zijn op PEPS zich al bewezen door hun
hoge nauwkeurigheid in een breed scala aan toepassingen. Een van de
belangrijke eigenschappen is de manier waarop de nauwkeurigheid van
de aanname kan worden bijgesteld, door middel van de bonddimensie,
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in ruil voor de benodigde computerkracht. In hoofdstuk 6 passen we
PEPS toe op het Hubbard model om de verschillende fases van de grondtoestand te bestuderen in de aanwezigheid van een extra kinetische
term in de energie die de electronen diagonaal verbindt (next-nearest
neighbour, NNN ). De standaardversie van het model, zonder de NNN
verbindingen, vertoont een rijke verscheidenheid aan fases en hevige
competitie tussen mogelijke grondtoestanden bij vaste concentraties
van electronen, maar recentelijk is er overeenstemming dat een zogenaamde stripe toestand de laagste energie heeft. We laten hier zien dat
de toevoeging van de NNN term, met realistische sterkte die overeenkomt met bepaalde cuprate supergeleiders, leidt to een verandering in
de golflengte van deze stripes, in overeenstemming met experimenten.
Hoewel de grondtoestandsimulaties essentieel zijn voor ons begrip
van lage-energie fysica in sterk gecorreleerde systemen, geven ze slechts
een deel van het verhaal. Het zijn juist vaak de excitaties, toestanden
die qua energie dichtbij de grondtoestand liggen, die de interessante fysische verschijnselen teweegbrengen. Numerieke methoden, zo ook de
op tensor netwerken gebaseerde methoden, zijn meestal zeer beperkt
bruikbaar voor de simulatie van excitaties, maar de PEPS excitatieaanname brengt nieuwe mogelijkheden. De excitatie-aanname is een
directe verwezelijking van onze voorstelling dat excitaties kleine verstoringen van de grondtoestand zijn, wat leidt tot een basis voor het
bestuderen van veel verschillende modellen. In hoofdstuk 7 beschrijven we een nieuwe implementatie van dit idee en introduceren we een
aantal verbeteringen ten opzichte van de bestaande versie. Vervolgens
passen we onze methode toe op de magnetische (magnon) excitaties
van het Ising model met transversaal magnetisch veld, het Heisenberg
model, en een model van vrije fermionen. Hiermee laten we zien dat
de methode kan concurreren met andere numerieke technieken.
Het PEPS excitaties algoritme kan ook worden gebouwd met behulp van automatisch differentiëren ( AD ), een techniek die de hoofdrol
speelt in machine learning, wat leidt tot een veel eenvoudigere code.
Deze versie stelt ons ook in staat om gemakkelijk een efficiëntere versie
te implementeren en bovendien de methode te generaliseren naar modellen met complexere interacties. In hoofdstuk 8 keren we terug naar
het Hubbard model en simuleren we de lading-excitaties als verstoringen van een grondtoestand met precies één electron per plek in het
rooster (half filling), voor een brede reeks aan interactiesterktes. We
vergelijken onze berekeningen van het energieverschil tussen de laagste
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excitatie en de grondtoestand met nieuwe en bestaande resultaten vanuit quantum Monte Carlo ( QMC ) en observeren nauwe overeenkomst
bij lage interactiesterkte. Bij hogere waarden voor de interactiesterkte
zijn de resultaten van QMC alleen nog maar geldig als bovengrens voor
het werkelijke energieverschil, terwijl onze methode nog steeds stabiele
resultaten levert. Daarnaast berekenen we de spectraalfunctie, wederom
in vergelijking met QMC , die verschijnselen van excitaties met hogere
energie ook vertoont, iets dat verwacht werd buiten de mogelijkheden
te liggen van onze aanname.
We eindigen dit proefschrift met een vergelijking van de nauwkeurigheid van de corner transfer matrix renormalization group ( CTM )
methode, de onderliggende contractiemethode waar al onze algoritmes op gebouwd zijn, met alternatieve technieken. De observatie dat
de verschillen klein zijn is belangrijk voor toekomstige studies, aangezien het aantoont dat elk van de gebruikte methoden valide is en
convergeert naar eenzelfde resultaat. Daarnaast presenteren we resultaten van een nieuwe techniek voor het berekenen van hogere-orde
correlatiefuncties, tevens de basis voor de simulatie van excitaties, die
nauwkeuriger is dan bestaande methoden, waaruit we concluderen dat
er nog steeds ruimte is voor verbetering. In het laatste gedeelte van het
proefschrift bespreken we een innovatie voor de contractiemethode
die wij gebruiken, die mogelijk een significante verbetering met zich
mee brengt en momenteel ontwikkeld wordt.
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