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CHAPTER 1

Introduction

1.1 General introduction
This is a thesis about gamma-ray bursts (GRBs), the extremely strong explosions that, under

certain conditions, may be generated by dying and colliding stars and that appear to us as

short flashes of gamma rays, lasting between seconds and a few minutes. Such an explosion

also results in a strong blast wave of swept-up circumstellar matter with a velocity closely

approaching the speed of light. As the blast wave slows down, it emits radiation at various

frequencies from X rays down to radio waves, an observable signal that we call the afterglow
of the gamma-ray burst and that may last up to years at the longest wavelengths.

In this thesis I present the results of my research, which focuses on a detailed understand-

ing of GRB afterglows. In order to truly understand afterglows, one needs to understand three

things. First, the fluid flow, the dynamics, of the blast wave. Second, what kind of radiation
is produced by the blast wave and how. And third, how the dynamics and radiation physics

combine to generate what we observe with our satellites and telescopes. Only with accurate

models incorporating all these aspects is it possible to really interpret broadband afterglow

data. We can then deduce information on the progenitors and circumstellar environments

of GRBs from model fits. Also, due to their extremely relativistic nature, GRBs provide a

test lab for theories of relativistic particle acceleration and with detailed models we can use

prompt emission and afterglow data to refine our current knowledge.

In order to address the three aspects of the afterglow phenomenon and to arrive at a com-

prehensive picture of GRB afterglows, we have developed a novel approach for computing
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2 Chapter 1

radiation from large-scale computer simulations of relativistic fluids. In the research papers

that make up this thesis we will describe both the scientific results that we have obtained

using this new approach, as well as the conceptual foundation of our radiation computer code

itself. In this chapter, we will provide context and introduce some of the concepts involved.

A summary in Dutch can be found at the end of the thesis.

1.2 Gamma-ray bursts

Gamma-ray bursts have a colourful history. They were discovered by accident in 1967, during

the height of the Cold War, by US military satellites launched to verify that the Nuclear Test

Ban Treaty was being upheld. The Vela satellites were able to confirm through a rudimen-

tary direction determination mechanism the extraterrestial origin of the gamma-ray flashes.

Clandestine nuclear testing in the upper earth atmosphere or hidden behind the moon was

therefore excluded (and had never seriously been considered, also because of the temporal

structure of the signal). The fact that the existence of gamma-ray bursts remained unpublished

for an additional six years (to be finally published in Klebesadel et al. 1973) was mostly for

practical reasons. Two satellites were needed to determine the direction, which required a

thorough comparison of data from the different satellites and, Vela being a military rather

than a scientific project, this had no high priority (Wijers 2001).

After their discovery, the origin of GRBs remained a puzzle for approximately thirty

years. Because their direction could only be roughly determined and because they faded

again after mere minutes or seconds (see fig. 1.1) it was nearly impossible to determine

whether they were associated with any known type of source in the sky. Also the gamma rays

offered no information on the distances of the sources, but given their enormous brightness it

was very likely that they were close by.

In the early nineties the situation started to change. The results from the Burst And Tran-

sient Source Experiment (BATSE) on board the Compton Gamma-Ray Observatory showed

that the sources were located isotropically across the sky. Although the debate raged on for

a while on the statistics of this distribution, it appeared to rule out a Galactic origin, which

would have led to a distribution with more sources lying along the Galactic Plane. Sources

in a halo around the Galaxy (a population of old ejected neutron stars?) or of extragalactic

origin were still an option, however.

1.2.1 Gamma-ray burst afterglows

The distance question was definitively answered in 1997 with the discovery of the first GRB

afterglows. A GRB afterglow is emission from the same source at lower frequencies, outliv-

ing the GRB itself. In 1997 both an X-ray (Costa et al. 1997) and optical counterpart (Groot

et al. 1997b) were detected for GRB9702281. The optical counterpart found for GRB970228

was a decaying 21st magnitude object consistent with the positional information on the GRB

(see fig. 1.2). Subsequent deep images from the ESO New Technology Telescope (Groot

1The number of a GRB encodes the date of detection. This one was detected on 28 February 1997.
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Introduction 3

Figure 1.1: The first GRB ever observed, on 2 July 1967 by the Vela satellite: a sudden spike in

gamma-ray photons followed by a quickly decaying signal that lasts for a few seconds. Picture from

Wijers 2001.

Figure 1.2: The first optical afterglow (van Paradijs et al. 1997) (OT denotes Optical Transient). The

images were taken by the William Herschel telescope at La Palma. The optical transient is gone in the

second image, taken at a later time.
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4 Chapter 1

Figure 1.3: Schematic image of a long GRB. A massive star collapses and a collimated relativistic

outflow results. Gamma rays are produced by internal (i.e. within the jet) shocks and the broadband

afterglow radiation is produced by interaction of the forward shock with the external medium.

et al. 1997a) and the Keck Telescope (Metzger et al. 1997b) revealed an extended object at

the location of the optical transient, likely the host galaxy of the GRB (the positional error

bars on the optical transient are much smaller than those on the GRB). In the same year, a host

galaxy was also found for GRB970508, and for this one a redshift z of 0.835 was established

(Metzger et al. 1997a), which confirmed the cosmological distances involved (the luminosity
distance associated with this redshift is 1.73 · 1010 light years, under standard assumptions

for the cosmology).

This was a thoroughly surprising result: if GRBs really originate so far away, they must

be bright beyond imagination.

1.2.2 The fireball model

GRBs come in two distinct classes. Long GRBs may last up to minutes, whereas short GRBs

usually only last for a few seconds. When comparing model and data, in this thesis we

will focus in practice on long GRBs, but the afterglow results are applicable to both. The

afterglows of short GRBs are a lot harder to detect (this was done succesfully only recently,

see e.g. Berger et al. 2005). Although the afterglow mechanisms are the same for both, the

physical phenomenon behind short GRBs is somewhat different. Short GRBs are thought to

result from a merger of a black hole with a neutron star or of two neutron stars, unlike long
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GRBs, that result from the gravitational collapse of a massive star.

Both the existence of GRBs and the existence of afterglows were predicted. In Colgate

(1968) it was argued that a flash of gamma rays may result when the shock powering a type

II supernova breaks out of the surface of a red giant. The fireball model (Rees & Meszaros

1992), an extrapolation of a supernova explosion to the relativistic regime, was predicted to

lead to an afterglow, lasting days to months in optical to radio (Mészáros & Rees 1997).

The different stages in the fireball model are schematically depicted in fig. 1.3. When a

massive star collapses, matter is ejected in a collimated beam that ploughs through the stellar

envelope. The mechanism responsible for the jet structure of the outflow is not known exactly.

Collimation may be due to a large scale magnetic field structure (see for example Drenkhahn

2002 or Lyutikov & Blackman 2001), but the fireball model was originally a hydrodynamic

model and relativistic jets can also be collimated by their passage through the stellar mantle

(see, for example Zhang et al. 2003). We will further discuss jets in the next section.

In the fireball model a large amount of energy is deposited in a small volume. This leads

to an explosion when this volume starts to expand in a shock wave, converting between heat

and kinetic energy. Surrounding matter is swept up in a thin shell. At first the jet accelerates

due to adiabatic expansion. This will be followed by a coasting phase, during which the

relativistic, cold plasma moves with constant velocity. Finally, enough matter will be swept

up by the blast wave to start impacting its velocity and the jet will start to decelerate.

At the shock front particles get accelerated (‘shaken’ up by the shock) and small scale

magnetic fields are generated. The interactions between particles and fields lead to radiation.

At first the surrounding medium is so dense that it is still opaque, so no photons escape.

At some point the medium becomes transparent to gamma radiation (this distance is known

as the photospheric radius) and radiation finally escapes in a flash of gamma rays. The very

high frequency of this radiation is a result of the Doppler shift for a strongly relativistic source

heading directly towards the observer. Internal shocks at this stage (a distance of 1012−14 cm

from the source) produce nonthermal radiation that we observe as the highly variable prompt

emission. All the while the blast wave very nearly keeps up with its radiation, since it moves

at almost the speed of light.

Later, the blast wave starts to decelerate (at 1015−16 cm from the source). When its radius

increases and more matter is swept up, its kinetic energy needs to be divided over more

matter and a greater surface area. Radiation is still being produced, only now at longer and

longer wavelengths. This is observed as the afterglow. The reason short GRB afterglows are

harder to detect than long GRB afterglows is because short GRBs are less energetic. Also,

the surrounding medium may often be less dense.

Reviews of the fireball model can be found in e.g. Piran 1999; Mészáros 2002, 2006.

1.2.3 Gamma-ray burst jets

There is a practical limit to the amount of energy that can be freed by the explosion of a star:

it has to be less than the total energy content of the star. The rest mass energy of the Sun is

� 2 · 1054 erg, and some GRBs appeared to have energies of this order. These energies were

not observed directly, but had to be inferred from the radiation that was received on Earth,
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6 Chapter 1

assuming (after correcting for Doppler shifts) that the same amount of energy was radiated in

other directions as well. When this assumption is dropped, the estimate for the total amount

of energy can be lowered, depending on the inferred opening angle for the collimated outflow

(assuming two jets, one heading towards the observer and one away from the observer that

is not seen). At the early stage, when the jet is still relativistic, only that part of the jet flow

that is heading directly to the observer is seen. Due to Doppler shifts and relativistic beaming

effects, the emisson from this part is observed to be much brighter than emission from the

flow in other directions, which may be too faint to detect. So at first, it is not clear to an

observer if he sees part of a jet or of a spherical outflow and he can assume either.

When the collimated blast wave slows down, more and more of the flow off-axis be-

tween the source and observer becomes visible because the relativistic beaming becomes less

strong. At some point it will become clear that no more previously hidden off-axis flow ex-

ists and the edges of the jet have become visible. The resulting drop in signal with respect to

what is expected if the outflow were spherical has indeed been observed in afterglows (e.g.

Beuermann et al. 1999). The point in time where this drop occurs is called the jet break time
and it is worth noting that GRB jets are distinct from other astrophysical jets like those from

active galactic nuclei (AGNs) in that their presence is inferred from the breaks in the light

curve and not observed directly.

When the blast wave slows down from relativistic to nonrelativistic and has the shape of

a jet, there actually should be three types of change in the slope of the light curve. In addition

to the jet break effect just mentioned, a steepening of the slope is also expected when the jet

starts spreading out sideways, and the flow directly towards the observer becomes more dilute.

Although both effects are theorized to occur at approximately the same time, there is still very

little analytical understanding of this second effect. The third change occurs far later, at the

final stage, when all the fluid flow has become nonrelativistic. At this point relativistic effects

no longer distort the signal and the entire radiating flow is seen. If we cannot resolve the

image on the sky, we have no means of distinguishing between a jet outflow and a spherical

outflow of the same total energy as the jet. The light curve slope becomes less steep again.

1.2.4 The afterglow spectrum

The dominant radiation mechanism in afterglows is synchrotron radiation. At the shock front

small scale magnetic fields are generated and electrons are accelerated to relativistic veloc-

ities. The synchrotron radiation is produced when electrons and fields interact. The details

of shock acceleration of particles and shock magnetic field generation are still poorly under-

stood. In practice, the amount of energy going into both is parametrised as a fraction of the

local thermal energy (circa ten percent goes into particles and circa one percent goes into

magnetic field). Model fitting of afterglow data then leads to constraints on the range of

values for the chosen parameters.

A typical synchrotron spectrum is shown in fig. 1.4. The observed spectrum is gener-

ated by the combined radiation from all individual electrons. Locally, per fluid element, the

electron populations are approximated by a power law distribution over possible energies (or

electron Lorentz factors) after shock acceleration. The local electron power law distibution of
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Figure 1.4: A typical afterglow synchrotron spectrum showing flux as function of frequency. The

critical frequencies separating the different power law regimes are explained in the text. The frequency

dependence of the flux in each regime is shown in the figure, as well as the temporal evolution of the

critical frequencies in case the circumburst medium is homogeneous. Image from Sari et al. 1998

Figure 1.5: The observed synchrotron spectrum consists of the contribution of all individual fluid cells.

The particles in a fluid cell are shocked simultaneously and therefore share the same cooling time,

resulting in a hard cut-off in their synchrotron spectra. The hard cut-offs of fluid cells with different

cooling times combine to form a steeper power law instead of an exponential drop in the observed

spectrum. The figure shows the shape of the spectrum for a number of individual cells. The effects of

synchrotron self-absorption are not shown and the flux scale is arbitrary. The thick diagonal line shows

the resulting post cooling break shape of the combined spectra.
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8 Chapter 1

the fluid element initially has a lower cut-off Lorentz factor determined by the fluid conditions

at the shock front, and an upper cut-off that is very high but drops quickly as the electrons

cool by losing their energy through synchrotron radiation.

Synchrotron spectra have a number of common features. For any electron of a given

energy, there is a peak frequency at which it radiates most efficiently. The combined peak

frequency after adding contributions from all electrons, first for the local particle distribu-

tions and then for all fluid elements, is given by νm in figure 1.4. Although a local particle

distribution has a single upper Lorentz factor cut-off value, which leads to a local spectrum

with a steep exponential drop above a critical value for the frequency, the combined spec-

trum decays less steeply. The frequency above which the effect of electron cooling becomes

noticable is given by νc in figure 1.4. Figure 1.5 shows how local spectra from different fluid

elements combine to form the observed spectrum above the cooling break. Finally, due to

synchrotron self-absorption, the medium becomes optically thick below a certain frequency.

This is indicated by νa in figure 1.4.

1.2.5 Computational fluid dynamics

At the very early ultra-relativistic stage and at the late non-relativistic stage the dynamics of

afterglow blast waves can be well approximated with analytical solutions. These solutions

are self-similar, meaning that within one of the stages they describe a fluid profile that retains

qualitatively the same shape, but on an increasingly large scale as time passes.

A more precise understanding of blast wave dynamics can be gained through computer

simulations. Numerically solving the equations of hydrodynamics can be done in a number

of ways. One method is to follow a limited number of elements and assume them to be

representative of the entire fluid (smoothed particle hydrodynamics). We have used a different

method, where we subdivide space into a limited number of grid cells and calculate what

happens to each cell after a very small timestep δt.
An elegant method exists, pioneered by Roe (Roe 1981, 1986) to approximately solve the

set of fluid differential equations at each point in time. We have the freedom to re-express

the fluid equations in terms of different unknowns. As long as we keep an equal number of

equations and unknowns and know what these unknowns stand for in terms of meaningful

physical variables, this is perfectly valid. The fundamental element of a Roe solver is to

apply these variable changes locally, with new variables locally chosen such that at that point

in space the differential equations decouple and can be solved separately. It is not possible in

principle to do this globally (if this were the case, fluid dynamics would be very simple indeed

because this would imply that the different variables actually are completely independent and,

for example, one would never need to know the flow velocity to obtain the fluid density at

any point in time).

Roe solvers make use of an approximate solution to the Riemann problem (which con-

siders a conservation law plus two constant states separated by a discontinuity as initial con-

dition) at cell interfaces. Less accurate but faster are methods that explicitly limit the total

variation of the fluid parameters between timesteps. These work by reducing artificial os-

cillations introduced by numerically updating the fluid state at a given timestep to the next
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Figure 1.6: An example of adaptive mesh refinement in two dimensions. The central area with higher

density is resolved with more cells. Each square (block) in the plot contains a fixed number of cells,

and the size of a square in the plot therefore indicates the local resolution.

when performing an iteration. In practice we will make use of such methods whenever they

are found to give sufficiently accurate results.

GRB blast waves evolve over an enormous time and distance scale. This complicates a

numerical approach. If we subdivide the grid into cells, the initial cell sizes need to be small

enough to meaningfully resolve the blast waves in its initial stage. But applying this same cell

size to the entire grid would require more memory than is generally available. It would not

be efficient either, since at late stages the entire blast wave structure has evolved such that all

features exist on a larger scale and therefore require fewer numerical cells to be adequately

resolved (this is as expected from the self-similarity of the analytical solution for the blast

wave in the ultra-relativistic and non-relativistic stage). The method that has now become

standard in large scale hydrodynamical simulations that deal with these issues is Adaptive
Mesh Refinement (AMR).

In AMR the number of cells is no longer fixed (see also fig. 1.6), but calculated dynam-

ically. At each iteration, it is determined for every local group (block) of cells whether they

still sufficiently represent the local fluid conditions. If this is found not to be the case, the

block is split up along each dimension and the fluid evolution is calculated for twice as many
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Figure 1.7: Schematic X-ray afterglow light curve in the Swift era. From left to right we have a steep

decay phase, a flatter decay, a ‘normal’ decay and a jet break. In about half of the afterglows X-ray

flares are observed, sometimes occuring as early as 100s after the trigger, sometimes as late as 105

seconds. The jet break is not always observed. Figure from Mészáros 2006.

cells along each dimension. The practical gain of this method is huge, since for a typical

afterglow blast wave, only the region around the shock front requires a large number of cells.

For example, if we allow ten base cells and seventeen refinement levels (i.e. seventeen local

increases in resolution), we obtain an effective resolution of 10 · 217−1 = 655360 cells, while

the actual number of cells in use at every moment is approximately a few hundred. A mi-

nor disadvantage of the method is the extra bookkeeping required to keep track of the grid

structure.

1.3 Thesis outline

At the start of this research, GRB afterglow science had made another leap thanks to the

launch of Swift. The Swift satellite is both more sensitive and able to slew to sources more

quickly than its predecessors, like BATSE, BeppoSAX and HETE-2 (see Mészáros 2006 for

a review). Swift produced (and is still producing) a wealth of new data, revealing a whole

new range of features, as shown by fig. 1.7.

The older afterglows could be understood very well through analytical models for the

blast wave and for the radiation. Both the early and late stages of the blast wave dynamics

were modeled using self-similar solutions, as mentioned in section 1.2.5 and the radiation

from the blast wave was calculated assuming either a homogeneous radiating slab behind the

shock front or by integrating over the self-similar profile (e.g. Granot & Sari 2002). The

analytical models for the afterglow physics, however, were nearing the limits of their useful-

ness. Although they were very successful in describing the general picture and establishing

the consensus afterglow theory, deviations from this standard model are difficult to probe

analytically. And features such as flares or the dynamics of jet breaks were not well under-

stood. Also, the blast wave dynamics in the intermediate stage between ultra-relativistic and
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Figure 1.8: Approach taken in the radiation code. Radiation from the jet is calculated by systematically

probing all emitting areas of the jet. If the arrival time is kept constant, then each intersection with the

jet corresponds to a different emission time. Two equidistant surfaces are shown. As the calculation of

the rays progresses, later emission times are probed, and when necessary additional rays are added to

the calculation.

non-relativistic blast waves was still unclear and since the shape of the light curve is different

at early and late times, inaccuracies in the model used to interpret the data result in signifi-

cant inaccuracy in the derived physical parameters (such as explosion energy and circumburst

density structure, parameters that for example help us to learn more about the nature of GRB

progenitors).

Thanks to techniques like AMR however, high resolution computer simulations of ultra-

relativistic blast waves were starting to become feasible. And indeed, over the past few years,

different groups have performed large scale simulations of afterglow jets (e.g. Meliani et al.

2007; Meliani & Keppens 2007; Zhang & MacFadyen 2009; Morsony et al. 2007). The aim

of our research was to study the detailed features of afterglows not just by performing high-

resolution simulations, but by paying special attention to the radiation mechanisms and to

how radiation and fluid dynamics combine as well. We have developed a method to calculate

the radiation output from arbitrary relativistic flows, that includes aspects of synchrotron

radiation such as cooling and self-absorption, providing a means to probe complex fluid flows

and a testing lab for different theories of particle acceleration and magnetic field generation.

We have applied our approach to the outstanding afterglow issues mentioned above.
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1.3.1 The radiation code

For the research in this thesis we have used a computer radiation code written specifically

to act on arbitrary (relativistic) fluid flows. It calculates, for any given time, the observed

synchrotron spectrum for an observer at cosmological distance. The main element in our

approach is that we separate the calculation of the dynamics from the radiation calculation

as much as possible. In the first stage, the fluid dynamics will be calculated for a relativistic

flow, using AMR techniques as described above. When necessary for the later radiation

calculation, some auxiliary quantities will be calculated along with the fluid variables, such as

the electron distribution upper cut-off Lorentz factor shaping the observed spectrum above the

cooling break (see fig. 1.4). The auxiliary quantities have no effect on the fluid dynamics, and

in this thesis we have only studied scenarios where the magnetic fields were small enough not

to affect the fluid flow either, allowing for hydrodynamics rather than magnetohydrodynamics

in our simulations.

In the second stage we calculate the radiation from the output of the first stage. We solve

a series of linear radiative transfer equations, for rays of emission passing through the jet. A

light ray starts at the back of the jet (i.e. at the back of the fluid simulation grid) and passes

through the jet towards the observer. Locally, energy gets added to the beam by synchrotron

emission in the fluid and subtracted by synchrotron self-absorption. The technical difficulty

is that the plasma itself moves at nearly the speed of light, so it almost keeps up with the

rays. This means that the fluid conditions change significantly during the crossing time of the

ray and a long fluid simulation is required. We only need to solve a linear radiative transfer

equation when integrating along the ray, because the radiative processes adding emission to

the ray do not depend directly on absorption of photons coming in from different directions.

Radiation emitted at a point along the ray, but in any direction other than that of the observer

is also irrelevant to our calculation.

We calculate the whole contributing series of rays at once (see also fig. 1.8), for a given

observer time and distance. Instead of calculating the changes on a single point in the jet

along a single ray, we calculate at once the changes along a single slice through the jet for all

rays that will eventually reach the observer. We then move on to the next slice closer to the

observer and further along the rays. These intersecting surfaces are called equidistant sur-
faces in this thesis. Each surface corresponds to a single emission time (for a fixed observer

time, an integration over the jet in the direction of the observer corresponds to an integration

over emission times, since radiation emitted closer to the observer has to be emitted later in

order to arrive at the same time). Because the output from the numerical fluid simulation from

the first stage is stored on disc at fixed time intervals, different emission times also correspond

to different output snapshots.

Only a limited number of rays can be numerically calculated. If the fluid conditions have

changed to an extent that more rays need to be calculated (or less are sufficient) this number

of rays is increased (or decreased) via a procedure analogous to AMR by splitting or merging

of rays.

After the rays have emerged from the jet, we add their intensities to obtain the flux that

is received by the observer. A bonus to this approach is that, when the rays emerge from the

jet and before adding them, we also have a spatially resolved image: we know the intensity
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coming out of the jet at each point. This is both of interest in itself and provides a useful

diagnostic tool during simulation runs.

1.3.2 Afterglow scaling coefficients

In chapter 2 we introduce the radiation code. We do not apply the code to fluid simulations

yet, but we use analytically calculated fluid profiles to test the code (the self-similar solution

for ultra-relativistic blast waves). This makes a consistency check in controlled circumstances

possible. Nevertheless, it was already possible to achieve some new scientific results (albeit

ones that in principle could have been obtained by purely analytical means as well). Earlier

analytical work focused exclusively on jets propagating into either a stellar wind or interstel-

lar medium environment. By studying not only these, but also intermediate density structures,

we are able to make predictions on the shape of the observed signal in a variety of physical

settings. This can be used to make existing analytical models more precise, by improving on

the absolute scalings of the different power law regimes in the spectra and the shape of the

transitions between the regions. Application of our improved model to GRB970508 shows

a significant difference with respect to earlier modeling, with inferred values for physical

parameters like explosion energy and density differing up to orders of magnitude.

1.3.3 No optical variation in light curve from changing circumburst density

In chapter 3 we use the code to resolve a controversy in the existing literature. Abrupt re-

brightenings and variability in afterglow lightcurves are a common feature in the data from

newer satellites like Swift. Different explanations for this phenomenon have been offered,

and can roughly be divided between attributing the sudden change to interactions of the blast

wave with the circumburst medium and prolonged engine activity, with late energy output

catching up with the blast wave.

A number of papers in the literature treat the first option, discussing the effect of a sud-

den change in the circumburst density profile on the light curve. Different authors arrive at

contradictory results. On the one hand Pe’er & Wijers (2006) (hereafter PW) conclude that a

sudden density jump in the circumstellar matter, like the one found at a stellar wind termina-

tion shock, does lead to a visible rebrightening of the afterglow signal when encountered by

the blast wave. On the other hand, Nakar & Granot (2007) (hereafter NG), draw the opposite

conclusion.

We study the density jump encounter using our radiation code and high resolution AMR

fluid simulations. This way, we are not restricted to analytical simplifications (of either radi-

ation or fluid dynamics) and the AMR approach allows us to properly resolve the blast wave

during the interaction.

Our conclusion supports that of NG that no sudden change in brightness follows from

the encounter. However, the criticism of NG on the approach of PW, that the latter do not

properly take off-angle emission into account, turns out to be incorrect. We find instead that

the conclusion from PW is the result of their oversimplications in the description of the radial

structure of the blast wave. Surprisingly, NG use the same analytical description as a starting
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point, but they (accidentally) compensate for this in their simplified radiation calculation.

It has to be noted however, that NG present their analysis not as proof but as a heuristic

description of their simulation results. The resolution of their simulation is not given in the

paper.

The fact that the radial structure turns out to play a key role in the prediction of sudden

rebrightening of the light curve, strongly confirms the need to abandon simple analytic ap-

proximations to the fluid dynamics in favour of high resolution simulations, combined with a

radiation code like the one presented in this thesis, to resolve issues like these.

1.3.4 Blast waves in the nonrelativistic regime
In chapter 4 we significantly expand the code with respect to chapter 2. We now introduce

a method to trace the upper cut-off Lorentz factor for the accelerated electrons, as well as

subsequent evolution of the shock-accelerated magnetic field and shocked particle number

density. We also treat in (more) detail the self-absorption and cooling features of the syn-

chrotron spectrum (see fig. 1.4). We perform simulations of afterglow blast waves starting

with relativistic velocities and slowing down to nonrelativistic velocities. An advanced equa-

tion of state is used that is valid throughout the transition.

The transition between ultra-relativistic and non-relativistic is inaccessible analytically.

We calculate light curves and spectra of the intermediate regime, showing the effect of the

equation of state and of a gradual change in the fraction of particles accelerated at the shock

front, among other things. Direct comparisons with analytical approximations for the blast

wave are made where possible. The transition between the two regimes is shown to occur

later than commonly estimated (for example, for a run with standard parameters, we find

� 1000 days instead of � 450 days, in observer time).

We also compare our simulations to radio data for GRB030329. The difference between

simulation results and analytical estimates is again significant. For a jetted outflow (assuming

a hard-edged jet) we find that at late times (� 1000 days) the radiation from the counterjet

(the other jet emitted away from the observer) should become visible. We also find a clear

jet break. Although it is not yet possible with existing telescopes to spatially resolve af-

terglows, we calculate some images as well. These results expand earlier calculations of

limb-brightened afterglow images for the relativistic regime (see Granot et al. 1999b,a) to

the nonrelativistic regime. The images show a ring structure that provides insight into the

underlying dynamics and radiation.

1.3.5 Afterglow jet breaks
In chapter 5 we study afterglow jet breaks. Already from an analysis of hard-edged jets it

becomes clear that the common analytical description leading to an achromatic jet break is

too simplistic and that the jet break time may differ noticably at different wavelengths. In

these cases, the radio jet break is observed later than the optical jet break.


