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S YMBOLS & N OTATION

This thesis deals with probabilistic graphical models, which combine elements of graph
theory and probability theory. The nodes a probabilistic graphical model correspond to
random variables and they are denoted by capital letters. Their realisations are written in
lowercase. For instance node X might be a scalar denoting the height of a person. Then,
its realisation is denoted by x, e.g. x = 1.86. In contrast, boldface letters denote vectors.
For instance, node Y is a vector node, denoting for example the speed and acceleration of
a person. It’s realisation would be y. Matrices appear capitalised and bold, and they can
be distinguished from multidimensional random variables from the context.
A set is denoted with calligraphic letters, and subscripts or superscripts denote elements
of a set. For instance, the height of ten students would be the set X = {x1, . . . x10}. When
the number of the elements of a set is not fixed, the elements are denoted with i, which
takes values i ∈ {1 . . . I}.
The letter p corresponds to probability functions and in general there is no distinction
between probabilities and probability densities.

1
I NTRODUCTION

Most people would not be impressed by a computer that synthesises speech or analyses
short spoken segments. A scenario in which such skills are applied in a natural discussion,
however, is still considered futuristic, because machines lack the ability to determine who
spoke when, and who is addressed by the speaker. This problem, which requires the
simultaneous analysis of audio and video information, is studied under the term speaker
diarization and involves elements of Machine Learning, Signal Processing and Computer
Vision.
Computer science research tackled the simplest version of this task under the term synchrony detection. In this case, the objective is to detect which region of the video modality
appears most synchronised to the audio modality — this region does not necessarily contain
a speaker, it could be the motion of a violin player and the corresponding melody. Taking
this idea one step further, a short audiovisual segment can be examined to decide whether
it contains a speaking person or not. In this case, the task is named speaker detection.
Today, the widely accepted term speaker diarization corresponds to the task of segmenting a digital recording into speaker homogeneous parts and assigning each part to the
corresponding speaker [107]. The segmentation part is often described as speaker change
detection, while the assignment part is often treated as an independent task called speaker
identification. In speaker diarization all the available information is used to determine the
speaker at each part of the recording, e.g., voice or silence models, information from the
rest of the recording, the location of the recording equipment, temporal information and
so on.

Applications of speaker diarization
Humans perform speaker diarization subconsciously, and, consequently, its importance in
a variety of tasks is often overlooked. Such tasks include Automatic Speech Recognition
(ASR), automatic transcription, Human Computer Interaction (HCI) and human-tohuman communication in video conferences.
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Figure 1.1: This thesis focuses on single audio, multiple camera recordings. The example frames
shown here come from left to right from a smart meeting room, a video conference,
an interview and a news broadcast recording.

ASR systems use speaker specific data to adapt a generic model before performing speech
recognition. Speaker diarization can provide speaker-specific data in a novel recording,
and, because of that, high accuracy speaker diarization is very beneficial for ASR [9].
Laskowski and Schultz further explore the effect of speaker diarization quality on ASR and
Cuendet et al. investigate whether it is beneficial for ASR to use only speech parts with
high confidence speaker diarization labels [37, 77].
Automatic transcription has been studied extensively in the National Institute of Standards
and Technology (NIST) Rich Transcription (RT) evaluation benchmark. The goal of the
evaluation is to produce transcriptions which are more readable by humans and more
useful for machines [50]. These transcripts do not only contain the output of ASR, but
also organise this output in terms of the speaker, and potentially augment it with meta-data
describing the speaker’s intention, focus or affects. In this evaluation, speaker diarization
has been applied off-line to telephone speech [1], broadcast news [2, 75] and meeting videos
[26].
HCI requires conversational agents that perform speaker diarization on-line and detect the
speaker. Frameworks for on-line speaker diarization and the potential benefits of their
use in HCI have been an active field of research for over ten years [38, 59]. One of the
latest developments in the state-of-the-art robot ASIMO, involves performing basic speaker
diarization [3] — identifying the source of sound, distinguishing between voice and other
sounds and facing the people when being spoken to.
Human-to-human communication can be facilitated using speaker diarization in the context
of video conferencing. Many people are visible and often the participants do not know each
other in advance. A speaker diarization system can make it easier for the participants to
follow the discussion, by providing additional visual feedback that indicates the speaker.
Cutler et al. perform speaker diarization in a video conference and use their system to
enhance human-to-human communication. They report qualitative results gathered by the
participants’ feedback, which demonstrate the added user-value of speaker diarization and
indicate its potential applicability.
The objective of speaker diarization remains the same in all the tasks described above,
but the quality and type of input modalities varies greatly. In genearal, a digital recording
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might contain modalities which facilitate speaker diarization in the form of meta-data or
subtitles. A speaker diarization system, which will be applicable to most of the existing
digital recordings, cannot assume the existence of such data and should limit the sources
of information to the audio and video modalities. More specifically, this thesis focuses on
audiovisual recordings containing a single audio track and one or more synchronised video
streams. In the audio, this thesis makes no assumption about a fixed set of microphones
or information about their position. In the video modality, one or more video inputs can
be concatenated to a single video modality without any explicit knowledge of the camera
locations, as long as the same person does not appear twice in any of the frames.
The choice of input modalities makes the methods proposed in this thesis applicable to
most of the digital recordings existing today, ranging from web-camera videos to movies
and smart meeting room sessions. Furthermore, most of the other recordings can be cast
to such an input, by for instance merging the stereo audio input to a single channel. Such
merging leads to information loss, but still allows for high-accuracy speaker diarization.
Example frames of such recordings are shown in figure 1.1.

Issues in speaker diarization
Audiovisual data create a multimodal and high-dimensional input space, which makes
speaker diarization challenging in many perspectives. A speaker diarization system has to
deal with the following issues:
• The audio stream must be analysed, in order to detect the parts containing speech
and model the voice of each person in a robust and reliable manner. Audio analysis
has been a very active field of research in the signal processing and machine learning
communities and is typically divided in two steps: extracting features from the raw
signal input and using some statistical model to represent their distribution. Feature
extraction is necessary because the original signal contains substantial information
which proves useless and redundant in the context of speaker diarization. Moreover, the sampling rates for the audio modality are very high ranging from 16 kHz to
44kHz. A single sample contains no information, and therefore features are extracted
from a larger part of the original signal in the form of a sliding window. The length
of this window affects the results of speech analysis and should be selected carefully.
The features extracted from the audio modality are noisy, and a statistical model is
required to represent the information they provide. The voice of a person exhibits
variation over time and the ideal model will be generic enough to capture this variation, and distinctive enough to distinguish each voice from the others. Note here,
that similar processing is required for ASR or voice identification. The features used
in speaker diarization tasks are closer to those of voice identification — the same
phoneme coming from different speakers should be distinguishable.
• The video stream must be analysed, in order to detect the position of different persons
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and extract visual features which indicate speaking activity. The fact that humans
spend 27% of their cognition abilities to perform vision, in contrast to just 7% for
their hearing, demonstrates the complexity of vision in general [49]. Fortunately, the
objectives of speaker diarization are much more constrained than those of general
vision, and problem-specific techniques can be used. The first task is to perform face
detection, in order to isolate the parts of the video stream that are potentially related
to the speaker. Face detection is very robust since 2001 with the work of Viola and
Jones [127]. These parts are still extremely high-dimensional and further processing
is required to extract informative features for the task at hand, i.e., features that (1)
are invariant to the variations in the appearance of a face because of illumination
or facial differences in expression, and (2) distinguish one person from the other.
Finally, a statistical model of the distribution of these features is necessary to deal
with noise, occlusions and the temporal dynamics appearing in the face of a speaking
person.
• Information coming from the audio and video modalities must be fused. On conceptual level, single modality analysis can provide information about the identity of the
speaker, but this high-level information must be combined. Psychophysical research
in humans shows that speaker diarization is influenced by both their hearing and
sight. When humans localise sounds the phenomenon is known as the ventriloquism
effect, and it is evident when a person is watching a movie and feels that the sound is
coming from the lips of the actors rather than the speakers of the TV set [19]. When
humans perform audio analysis the phenomenon is termed McGurk interference [83].
A common example is audiovisual recordings that are badly synchronised — the misalignment is easily detected but still hinders understanding. On signal level, there is
useful information in the synchrony between the video and audio streams which are
generated during speech. An audio and a video stream exhibit synchrony, when, at
each point of time, the events existing in both streams have occurred simultaneously.
Humans are very good in detecting such synchrony and use it to decide whether a
person is speaking or not, and to associate the voice of a person to their appearance.
In machine learning research, synchrony between the audio and video modality has
been studied as a more general problem, including for instance the synchrony between the motion of a violin player and the corresponding violin melody. Speaker
diarization requires to model the distribution of synchrony in the audiovisual feature
space, and use it to perform synchrony and speaker detection.
• Speaker diarization is applied to audiovisual streams which are examples of sequential data. The complexity of sequential data analysis grows exponentially to the
width and length of the sequence, which in this case corresponds to the number of
appearing persons and the frames of the audiovisual recording respectively. Consider
the example of a recording of three persons over 100 frames. If we represent with
a binary variable the event of each person speaking on each frame, we will end up
with a vector of length 300 which can take 2300 different values — only one of which
corresponds to the correct speaker diarization output. In order to deal with this
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complexity, speaker diarization research makes assumptions regarding the width and
temporal dimension of the recording. In the previous example, assuming that there
is only one speaker at each frame, the width of the search space is decreased from
23 = 8 to 3. In the temporal dimension, under a Markov assumption that the speaker
at each frame depends only on the speaker at the previous frame, there exist dynamic
programming techniques to estimate the optimal speaker diarization output [106].
These issues are far from solved, and current speaker diarization research focuses on remaining challenges in each one of these four categories. In the audio analysis one of the
main challenges is not only to develop better models for the voice of different speakers, but
to further combine them to predict the model created when two or more persons speak
simultaneously [50]. Video analysis seeks algorithms that better track the visual features
of a human face and visual features that can differentiate between spoken phonemes [135].
Modality fusion receives growing attention by researchers who try to deal with the different
sampling rates of the audio and video streams, and their high dimensionality [17]. Finally,
modelling sequential data is an open problem that has been studied extensively in the
Machine Learning community [95].
The focus of this thesis is (1) the development of probabilistic methods for audiovisual
data fusion and (2) the application of these methods on speaker diarization. The methods
discussed in the following chapters make use of the state-of-the-art developments in single
modality analysis, and focus on the challenges regarding modality fusion and sequential
data modelling. The proposed methods remain, however, generic, in the sense that they
can intuitively incorporate the output of future developments in audio and video analysis.

Thesis Position & Research Questions
Earlier computer vision, signal processing and machine learning research applied a variety
of techniques on audiovisual data, ranging from neural networks [90] and rule-based systems
[20] to fuzzy logic [25] and probabilistic models [132]. The position of this thesis is that the
probabilistic modelling of audiovisual data is the first and foremost step towards robust
speaker diarization and audiovisual data analysis in general. A probabilistic model of an
audiovisual process has two main advantages. First, the complex parameters of audiovisual
dynamics, such as a person’s voice or appearance, can be learnt from unlabelled training
data. Second, there exist well founded techniques to perform inference of the quantity in
question from unseen examples, e.g., infer the identity of the speaker in a novel recording.
Specifically, this thesis addresses the following research questions:
1. What probabilistic framework can perform speaker diarization using information
coming from the audio, video and audiovisual space?
2. How can we model synchrony between audio and video in speech and how can we
use this to perform speaker diarization?
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3. How can we model speaker detection using synchrony and how can we use the learnt
models in speaker diarization?
The key component of these questions is the uncertainty associated with the quantities
of interest: the identity of the speaker or the synchrony between the audio and video
stream can not be measured directly. In contrast, these quantities should be inferred using
the available audiovisual data. Relevant research, which is presented in detail in chapter
2, avoids directly modelling the complex multimodal dynamics of audiovisual data. For
instance, speaker diarization is often performed using the audio modality alone [50, 132],
while speaker and synchrony detection are often performed using simple heuristics [12, 59].
The choice of this thesis for speaker diarization is to incorporate the audiovisual data
and the quantities in question under a probabilistic Bayesian framework, in the form of
observed and latent random variables respectively. Bayesian approaches, presented in
detail in chapter 3, have gained increasing popularity due to their capacity to deal with
the uncertainty in the world perceived by a machine. In a nutshell, they provide an intuitive
framework to incorporate prior knowledge about the domain (e.g., the number of persons
in a recording), examine the observations at hand (audio or video features), and learn the
model parameters from data. Moreover, provided the learning output and novel data, there
exist inference algorithms to infer the state of the unknown variables, i.e., the identity of
the speaker.
This thesis proposes Deep Belief Networks for synchrony detection between the audio and
video in speech. Deep Belief Networks implement a product of simple distributions, which
has the potential to model highly-varying high-dimensional distributions. This allows to
(1) directly model the distribution of audiovisual features that reflect synchrony between
audio and video and (2) intuitively apply this distribution for speaker detection.

Thesis Overview
Chapter 2 presents a review of the field of speaker diarization, which is divided in
three parts: audio-based speaker diarization, synchrony-based speaker diarization and
localisation-based speaker diarization. Initially, speaker diarization was tackled as an
audio-based challenge and it was split in two subparts, speaker change detection and
speaker identification. Chapter 2 organises the audio-based speaker diarization approaches
in terms of their choices in these subparts. The NIST established a speaker diarization task
in the RT evaluation benchmark in 2003, where the results of all approaches can be compared on publicly available data sets. The review describes in detail the method proposed
by Wooters et al. [132], which is the winner of the 2007 evaluation [50] and at the time
of this writing it is considered the state-of-the-art audio-based speaker diarization system.
The review further covers a different line of research that performs speaker diarization
indirectly through synchrony detection. In this line, researchers focused on detecting the
location, over a sequence of frames, that appears most synchronised to the corresponding
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audio stream. In the case of speech, the detected location is the active speaker. The third
part presents recent research on speaker diarization, which is based on audiovisual fusion.
The review describes the frameworks that were proposed to combine information coming
from the audio and video modality.
Chapter 3 focuses on the fusion of audio, visual and audiovisual information to perform
speaker diarization in multispeaker recordings. The contribution of this chapter is a
Dynamic Bayesian Network that performs speaker diarization fusing information coming
from the audio, video and joint audiovisual space. The proposed Dynamic Bayesian Network implements a factorised transition model which resembles a factorial Hidden Markov
Model (fHMM). It can be applied on a multispeaker recording and take into consideration
the corresponding multispeaker relationships and the temporal dynamics of the process.
The proposed model is tested in meeting and news videos, and improves the results in
speaker diarization over the unimodal state-of-the-art framework.
Chapter 4 introduces an important contribution of this thesis, the application of Deep
Belief Networks to capture audiovisual synchrony in speech. The framework of Deep Belief
Networks is described in detail and the theoretical advantages of this approach are discussed. The proposed approach is tested on publicly available data sets and it is compared
to synchrony detection methods proposed in relevant research.
Chapter 5 discusses how the detected synchrony can be used for speaker detection. The
generative model represented by the Deep Belief Network is turned into a discriminative
sigmoidal neural network, which is optimised to perform speaker detection. Chapter 5
compares the performance of the proposed model to that of models proposed in relevant
research, and examines the suitability for the proposed neural network to the framework
of Chapter 3.
Chapter 6 summarises the conclusions drawn from this thesis and discusses future directions that look most promising towards human-like automatic speaker diarization and high
quality audiovisual information fusion.
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Abstract: This chapter reviews relevant research on speaker diarization. Speaker diarization incorporates advances in different scientific fields, namely signal processing, computer
vision and machine learning. Consequently, some approaches to speaker diarization are
barely comparable to each other. Section 2.1 gives an overview of the field, the different modalities used and the intuitive categorisation employed by this review. Section 2.2
contains the first category of speaker diarization approaches, which rely on information
coming from the audio modality alone. Section 2.3 reviews synchrony-based speaker diarization approaches. These approaches measure synchrony between the audio and video
stream, and assume that the person appearing most synchronised to the audio stream is
the speaker. Section 2.4 presents localisation based approaches. Such approaches analyse
the video modality to locate the position of the potential speakers, and the audio modality
to locate the source of the audio stream. They assume that the person closer to the source
of the audio stream is the speaker.

2.1 Overview
Speaker diarization, which is today a common term in the speech processing community, was introduced in the National Institute of Standards and Technology (NIST) Rich
Transcription (RT) evaluation benchmark of 2003 as «Speaker Diarization - “Who spoke
when”». It replaced the previous tasks of “speaker change detection” and “excerpt matching”. “Who spoke when” summarised the objective of speaker diarization, which is to
cluster the audio stream in speaker homogeneous parts.
The creation of speaker diarization systems, like any automated procedure, is influenced
by two factors. The way humans perform this task and the domain the system will be
applicable to. Humans use their sight and hearing when following a multi-speaker interaction — they can recognise the face and voice of different people, and locate the source
of their hearing input. Furthermore, they can detect synchrony between the audio and
video modality to decide whether a person they see is speaking or not. Last but not least,
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Figure 2.1: The different inputs used for speaker diarization. A stands for the audio modality, V
for the video modality and J for the joint audiovisual space.

they use linguistic information which helps them anticipate when a person will continue
speaking or stay silent. The domain of application for automatic speaker diarization is
the existing digital recordings, e.g., smart meeting rooms sessions, movies, video conferences, phone conversations and news broadcasts — data available in large quantities, and
for which accurate transcription of the spoken segments has many uses, e.g., retrieval,
indexing or further processing.
This review is organised in terms of the system input which is illustrated in figure 2.1. The
A space corresponds to the audio input, where, for example, the voice of the speaker can
be identified. The V space corresponds to the video information, for example an estimate
of the location of a potential speaker. The J space corresponds to information coming from
the joint audiovisual observations. It coule be information regarding whether the motion
of a person’s lips is in agreement with the phonemes of the audio space.
The optimal system would use all the available information — even information that humans can not incorporate. That is, all the available video streams, all the available microphones, prior information about the location of these devices and their calibration, as
well as the linguistic semantics of the spoken segments. Moreover, if one or more of these
sources of information were missing, the optimal system would perform speaker diarization
based on the remaining information. Clearly, such a system would be extremely complex
and relevant research has made various compromises. For example, humans can perform
speaker diarization, even when they do not understand the spoken language. Thus, the
automatic systems could perform very well without any linguistic information.
More specifically, this review organises the speaker diarization methods to three categories:
audio-based, synchrony-based and localisation-based speaker diarization.
Audio-based systems use the audio modality alone — the A space. This choice is motivated
by the fact that (1) speaker diarization is not meaningful without the audio modality and
(2) audio-based speaker diarization is applicable to a wider range of scenarios than an
audiovisual system. For example, in data sets of phone conversations there is no video
modality, and in many recordings (such as documentaries) the speaker is not visible.
Systems of synchrony-based speaker diarization are applicable to recordings where all the
persons are visible. In such a recording, the system detectswhich participant appears most
synchronised to the audio stream using observations in the J space. This choice is motivated
by the fact that many recordings available nowadays contain an audio stream and the
corresponding synchronised video stream, and the speaker remains visible throughout the

2.2

A UDIO - BASED S PEAKER D IARIZATION

19

recording. Furthermore, such a system would be directly transferable to Human Computer
Interaction (HCI) where the speaker is standing in front of the machine.
Localisation-based systems analyse the input of one or more cameras to acquire the location
of the potential speakers, and the input of multiple microphones to locate the source of
the audio stream. The person closest to the source of the audio stream is selected as the
speaker. Localisation-based speaker diarization systems use the A and V space, but not
the J space.

2.2 Audio-based Speaker Diarization
The structure of the section for the audio-based speaker diarization methods follows the
structure proposed in the thesis of Anguera [89], which lead to the development of the
current state-of-the-art audio-based speaker diarization system [132].
A visualisation of audio-based speaker diarization can be seen in figure 2.2. The audio
input is noisy and it is sampled at a very high rate. Individual samples provide too
little information to identify the correct speaker. The first step is to extract informative
acoustic features from the raw input, a procedure described in detail in section 2.2.1.
These features are extracted over a sliding window1 that spans multiple audio samples. In
principle, inference is made for each one of the extracted windows and their size is a very
important choice.
On the one hand, long windows contain more information which makes it easier to select
the correct label. However, the longer the window, the higher the chance that two persons
speak in its duration, or a large part of the window corresponds to silence. In both of
these cases, the window becomes less useful for Automatic Speech Recognition (ASR)
and automatic transcription tasks. On the other hand, short windows contain very little
information and are harder to classify. High resolution labelling, however, produces a much
more beneficial output. This trade-off between precision and classification accuracy has
given rise to different windows ranging from 0.25 to 4 seconds [4, 8, 11, 50].
The most typical approach is to break down speaker diarization in two parts, speaker change
detection and speaker identification. Speaker change detection, which described in section
2.2.2, recovers the locations of transition between speakers. Speaker identification considers
the long segments between the transitions as speaker homogeneous and labels them with
the corresponding person’s identity. Section 2.2.3 presents previous approaches to speaker
identification. Section 2.2.4 presents speaker diarization as a NIST RT evaluation task,
along with the details of the method of Wooters et al. [132], which is considered the
state-of-the-art audio-based speaker diarization system.
1

Often consecutive windows have small overlap
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Figure 2.2: On the left, a graphical representation of audio-based speaker diarization, where the
raw audio signal is shown on top and the desired output is shown at the bottom. The
output contains two speakers (s1 and s2) and silence (sil). The process is usually split
in two parts, speaker change detection, which is shown in the middle, and clustering
of the different segments in the acoustic feature space, which is shown on the right
hand side.

2.2.1 Acoustic Features for Speaker Diarization
Speaker diarization is a speech-processing technique. In the framework of speechprocessing, there are many well-known acoustic features including Mel Frequency Cepstral
Coefficient (MFCC), Linear frequency cepstral coefficients, Perceptual Linear Predictive
Coding, Linear Predictive Coding and others [5, 89]. A major issue regarding such features is that they were developed mainly for ASR — meaning that they were optimised
to convey information about the phonemes rather than about the identity of the speaker.
Nevertheless, MFCCs are the most common acoustic feature choice for speaker diarization
[89]. In contrast with ASR approaches, speaker diarization methods use a larger range of
frequencies, because higher frequency coefficients incorporate speaker identity information
[89].
The MFCC descriptor, which was introduced in 1980 in the work of Davis and Mermelstein
[44], is extracted through a four step operation. The first step takes the Fourier transform
of the relevant window, while the second step maps the obtained powers of spectrum to the
mel scale. The mel scale is a scale of pitch distances which resembles the way the human
ear perceives sound, and the number of coefficients selected defines the final size of the
MFCC descriptor. The third step computes the logarithm of the power at each frequency
band, while the fourth step takes the discrete cosine transform of these logarithms, as if
they were a signal. The size of the window used to estimate a descriptor varies, but the
usual choice is between 10 and 25 milliseconds of data. At the time of this writing the
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MFCCs are the most commonly used features for speaker diarization [5, 50, 54, 89, 132].
Alternative features focusing on speaker diarization have been proposed. For instance,
Yamaguchi et al. [133] use energy of the acoustic signal, pitch frequency, peak-frequency
centroid and peak frequency bandwidth and on top of them three novel features: temporal
feature stability of the power spectra, spectral shape and white noise similarities. These
features prove better than MFCCs for speaker diariazation in two sets of experiments: news
and meeting videos. This set of experiments was limited, and, moreover, the evaluation
procedure involved training the model in one set and testing on the other. Thus, the
proposed features are not applicable to general speaker diarization, in which no labelled
training data is assumed.
Pelecanos and Sridharan in 2001 [102] proposed feature warping techniques which change
the probability distribution function of the MFCC features to a Gaussian shape. In short,
feature warping conditions and conforms the individual feature streams so as to follow
a target distribution — which in this case is the Gaussian. Feature wrapping exhibited
results robust to the influence of background noises and other non-speech events, which
hinder automatic speaker diarization. This idea was originally proposed in the domain of
speaker verification, but it was later applied with significant success to speaker diarization
by Sinha et al. [116], Zhu et al. [136] and most recently Gupta et al. [58].
Up to the time of this writing, there has been no extended experimental evaluation that
clearly favours one acoustic feature over the other. The focus of this thesis is on the sound
probabilistic modelling of speaker diarization, and the widely adopted MFCCs features
are used. However, the methods presented in the rest of this thesis are generic and can
incorporate any choice of acoustic features.

2.2.2 Speaker Change Detection
Speaker change detection corresponds to locating the points of the audio stream where
there is a change from one speaker to another or from speech to non-speech data. It
is hard to precisely label these changes, even manually, at the acoustic descriptor level
— which is a window of a few milliseconds. However, such accuracy is not needed and
researchers have therefore used more coarse discretisations of time labelling windows of 0.3
to 2.4 seconds.
The length of the labelling window defines the shortest possible speaker-homogeneous
segment and, therefore, affects non-speech detection. Even between phonemes within a
word, there exist small pauses in the audio modality, corresponding to the pausal structure
of speech [71]. Obviously, humans do not perceive them as silence and speaker diarization
should not report them as silence either. Thus, the output will be silence only for pauses
larger than the smallest possible predefined segment.
Errors in speaker change detection are of two kinds: missed changes, and false detection.
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Missing a speaker change affects the speaker diariazation results negatively. This is clear,
since segments coming from two different speakers are assigned to only one. In contrast,
a false speaker change detection might not affect the results at all, if both segments are
assigned to the same speaker. Therefore, there is a tendency towards algorithms that
generate false positives in speaker change detection rather than false negatives.
Speaker change detection has received increasing attention as a study field of its own (i.e.,
the thesis of Ajmera [5]). In this review, the relevant research is split in three categories,
namely energy-based, model-based and metric-based speaker change detection. The same
categorisation was employed in the review of Kemp et al. [72].
Energy-Based
The simplest solution to the problem of speaker change detection is based on analysis of
the acoustic energy of the audio stream and was traditionally applied in ASR frameworks.
Energy-based approaches assume that all changes occur on silence segments. Thus, detecting silence segments in the stream corresponds to detecting the potential speaker change
points.
Energy based systems use an acoustic feature that represents the energy over a sliding
window and detect a change at the windows where this feature takes locally minimal
values. The locations of minimum values are considered silence, and potential positions
for speaker change. The sliding window returns numerous potential speaker change points
and a threshold is used to decide which ones to keep [97, 128]. Alternatively, additional
features over adjacent windows can be used. For instance Siu et al. measure the variability
between these windows [117].
Model-based
A straightforward machine learning approach to speaker change detection would involve
modelling a closed set of the different audio classes, e.g., speaker A-speaker B-silence,
speech-silence, speech-silence-music. Under the assumption that a recording contains only
the classes of the closed set, the class-models can be applied to it in order to detect
the speaker change points. The common choice for such approaches is to apply Gaussian
Mixture Models (GMMs) to MFCCs. GMMs are chosen because they are universal density
approximators, i.e., they can model an arbitrary probability distribution function over the
data, while MFCCs are preferred because of their popularity in ASR. The audio stream is
then classified to the Maximum Likelihood (ML) assignments [10, 72, 75, 80, 110].
Model-based methods perform badly in recordings which are very different from those of
their training set and many approaches acquire these models directly from the novel data,
either with a bottom-up or with a top-down approach. Bottom-up approaches set a large
number of dense speaker change points and eliminate change points until some criterion is
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met [4, 6]. Top-down approaches reverse this procedure: the original stream is considered
one segment and additional segments are added until the desired criterion is met [8, 84, 85].
The stopping criterion corresponds to measuring statistics of the current clustering, and
stopping the merging/splitting of clusters when a user-defined threshold is met, e.g., the
total number of speakers or minimum segment length is reached.
Measure-based
The most commonly used speaker change detection algorithms belong to the measurebased category2 . Measure-based approaches measure the difference between two consecutive segments of the audio stream, which is usually referred to as distance between the two
segments. If this distance is above a threshold, a speaker change is detected between the
two segments.
The distance between two audio segments can be measured in two ways, using a closed
form expression, or comparing a likelihood-based measure. The closed-form approaches
extract the sufficient statistics of the distribution of the samples in each segment and
combine these statistics in a closed form expression to acquire a distance measurement.
This procedure is relatively fast and proves robust when the two segments contain enough
samples to accurately estimate the sufficient statistics of their distribution. However, the
requirement for a closed form distance function limits the choice of sufficient statistics to
parameters of very simple distributions.
The likelihood-based measures compare the likelihood of the data under different model
hypotheses. The different hypotheses are (1) to use a different model for each one of the two
segments or (2) to use a single model for both segments. The ratio between the likelihood
of the two hypotheses corresponds to the distance of the two segments. The computation of
likelihood-based measures is much slower, since it involves training of models and evaluation
on the segments. It can potentially provide much better results, however, since there is no
restriction to the parameterisation of the models which are evaluated: models used in a
closed form solution can be used under a likelihood-ratio comparison, while the converse
is not always possible.
The most commonly used closed-form measure in the speaker diarization literature is
the computation of the Kullback Leibler (KL) Divergence. The most commonly used
likelihood-based measures are the Bayesian Information Criterion (BIC) and its extension in the form of the cross Bayesian Information Criterion (XBIC), and the Generalised
Likelihood Ratio (GLR):
• KL divergence is a statistical measure of the difference between two distributions.
Let Q1 denote the distribution over data x under parameters θ1, i.e., Q1 = p (x; θ1).
2

These methods are often called metric-based in relevant speaker diarization research. However, most
of them do not produce a metric-space in the mathematical, and, therefore, will be described as measures
in this work.
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Given any two distributions Q1 and Q2 defined over the same random variable x the
KL divergence is given by:
KL(Q1||Q2) =

X
x

Q1(x) log

Q1(x)
Q2(x)

(2.1)

where the sum is replaced by an integral in case x is continuous. Intuitively, KL
divergence will merge the most similar segments, regardless of how well they are
modelled jointly or independently.
The advantage of KL divergence is the fact that for specific parameasure forms of the
distributions Q1 and Q2, e.g., Gaussian, its value can be evaluated in closed form,
while for others, e.g., GMM, there exist approximation techniques which are both fast
and accurate. A disadvantage is the fact that KL divergence is not symmetric, that
is, KL(Q1||Q2) 6= KL(Q2||Q1), and therefore it is not a proper metric. A symmetric
version of the KL divergence was proposed by Kullback and Leibler themselves, in
the form of KL(Q1||Q2) + KL(Q2||Q1) [76].
The KL divergence was first used for speaker change detection in the work of Sigeler
et al. [115]. In the work of Delacourt and Wellekens [45] the symmetric KL divergence
was used as a part of a two step speaker change detection process, and their speaker
change detection system based on the symmetric KL divergence was further improved
in the work of Zochova and Vlasta [104]. Finally, a comparison of KL divergence
versus the Mahalanobis and Bhattacharyya distance measures in terms of accuracy
in speaker change detection was made in the work of Huang et al. [64].
• The Bayesian Information criterion was first introduced by Schwarz as a statistical
measure to facilitate model choices [111]. The original formulation of BIC is:
1
BIC(x, θ) = log p(x; θ) − |θ| log(N)
2

(2.2)

where |θ| is the number of free parameters in model θ and N the number of independent data points in data x.
In the speaker diarization literature this has been slightly modified. The objective is
to decide whether two segments were produced from the same speaker or not. The
modified BIC value for a segment x modelled by parameters θ is:
1
BIC(x, θ) = log p(x; θ) − λ|θ| log(N)
2

(2.3)

where λ is a user-defined parameter which is used to change the importance of the
value of the second term.
In speaker change detection between segments xi and xj, the first hypothesis is that
the segments should be modelled independently under distributions described by parameters θi and θj respectively. The second hypothesis is that the two segments
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should be modelled jointly as one segment x, under a distribution described by parameters θ. In that case, the distance measure becomes:
∆BIC(xi; xj) = BIC(x, θ) −(BIC(xi, θi) + BIC(xj, θj))

(2.4)

and the λ parameter is usually set such that equation 2.4 becomes positive when
the two segments should be merged and negative when they should be modelled
independently3 — which corresponds to a speaker change detection.
The BIC criterion was first used for speaker change detection in the work of Chen
and Gopalakrishnan [33, 34]. The first issue considering the application of the BIC
criterion is to set the parameter λ automatically to a good value for a novel data set.
Multiple approaches that used the BIC criterion proposed different ways to do that,
and reported robustness to different audio contexts [45, 94, 124, 129].
The main issue with the BIC criterion, like all likelihood-based methods, is the computational cost. Obviously, it is computationally infeasible to compare all the possible
segmentations to each other. Therefore Chen and Gopalakrishnan [33, 34], Tritschler
and Gopinath [124], Cheng and Wang [114] and Cettolo and Vescovi [28, 126] propose a single or double pass. These passes are performed with growing windows that
iteratively locate the speaker change points.
Anguera proposed the XBIC distance measure by cross likelihood evaluation [7]. The
XBIC distance measure is inspired from the BIC criterion and the work of Juang and
Rabiner in distance estimation between HMM [69]. It is computed as:
XBIC(xi; xj) = log p(xi; θi) + log p(xj; θj)

(2.5)

for each potential speaker change point, and the final speaker change points are
selected by thresholding the computed XBIC value. XBIC distance is considered the
state-of-the-art measure in speaker change detection [50].
• A second widely adopted distance measure is the Generalised Likelihood Ratio
(GLR). GLR is a likelihood based measure that proposed to compare the two different
model hypothesis through their ratio. This corresponds to:
GLR(xi; xj) =

log p(x; θ)

log p(xi ; θi) + log p xj ; θj

(2.6)

where the sum in the denominator among the log-probabilities corresponds to the
multiplication of the actual probabilities.
Typically, the GLR is computed over two consecutive segments of fixed length and
the candidate point is kept as a speaker change point if the GLR is above a threshold.
3

Note here, that a threshold can be set directly on the value of ∆BIC and the parameter λ can be
avoided, but this is how the BIC is usually presented in speaker diarization literature.
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GLR generally detects multiple speaker change candidate positions, and therefore its
output is often processed further to eliminate erroneous detections. For example,
in the work of Bonastre et al. [23] the threshold is set to a value that minimises
the missed points at the cost of a higher rate of false detections. In the work of
Gangadharaiah et al. [53] the GLR is used to segment the data and Viterbi decoding
is then used to find the final speaker change points.
The best known speaker segmentation framework that relies on GLR is DISTBIC,
introduced in the works of Delacourt et al. [45, 129]. DISTBIC performs a GLR pass
that provides candidate change points and a second pass using the BIC criterion to
select the final change points. The BIC criterion considers segments of non-fixed
length and, consequently, it is slower but produces more robust results [129].
Multiple other measures have been suggested in the literature to perform speaker change
detection, such as for example the Gish distance, introduced by Gish et al. [57]. All of them
are based on the same principles of BIC, GLR or KL divergence, and no other measure has
managed to get the broad acceptance of these three. A detailed review of all the previous
approaches to speaker change detection is out of the scope of this thesis, and the interested
reader is pointed to the work of Ajmera [5] and Anguera [7] that focus on speaker change
detection and audio-based speaker diarization respectively.
Conclusions
Speaker change detection is an important preprocessing step for audio-based speaker diarization. Accurate detection of all the speaker change points, with as few false positives
as possible, is necessary to achieve high-accuracy speaker diarization results. Previous research is based on any of three key assumptions about the parameters of speaker change
points: (1) that change points always coincide with silence, (2) that the features required
to detect a speaker change point can be learnt off-line from training data, (3) that the
distribution of observed features before and after the change point differ significantly.
Chapter 3 proposes a solution, which corresponds to a mixture of the second and third
strategy. In a preprocessing step, training data is used to define a probability distribution
over the number of speakers for each labelling window — in a recording containing three
persons, this corresponds to the probability that no person (silence), one person, two
persons or three persons are simultaneously speaking. The model then decodes the sequence
using this distribution and parameters acquired from the novel recording, i.e., it performs
speaker change detection and speaker identification in parallel.

2.2.3 Speaker Clustering
Speaker clustering is the task of assigning the audio segments created by speaker change detection to speaker homogeneous clusters. General clustering is a very well studied problem
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in Machine Learning and the most common approaches to speaker clustering are applications of machine learning algorithms. This review divides the speaker clustering approaches
proposed in the relevant research in two categories: hierarchical clustering and model-based
clustering.
Hierarchical Clustering
The hierarchical clustering is a simple and intuitive method to cluster the audio segments.
Initially, the distance between each pair of speech segments is computed, using a userdefined distance measure which assigns smaller distances to acoustically similar segments.
The clustering algorithm uses these distances to cluster the closest segments (in the bottomup approach), or split the furthest away clusters (in the top-down approach). When the
user-defined stopping criterion is met, the iterative procedure of clustering or splitting
stops and the current clusters are the final detected speakers.
Clustering is usually performed in a bottom-up fashion. Chen et al., in [33, 34], were the
first to propose bottom-up clustering using as distance measure the BIC criterion — see
equation 2.3. In the work of Chen et al., the clusters are merged until there is no merging
with a positive ∆BIC — equation 2.4. Tritchler and Gopinath [124], Chen et al. in their
later work of [30], Barras et al [11] and Cettolo and Viscovi [28] use a slightly modified
version of the BIC criterion, by, e.g., adding a different penalty term in favour of specific
clustering structures, evaluating windows of varying length, or using fast approximations
to the computation of the BIC criterion. Gauvain et al. used bottom-up clustering and
the GLR of two segments as distance measure [80].
Instead of using a distance measure, bottom-up clustering can also be performed under
the assumption that the samples of the audio segments in a speaker-homogeneous cluster
follow a specific parameasure distribution. Typically, this distribution is parameterised as
a GMM in the acoustic feature space, which naturally leads to KL divergence as a distance
measure between clusters. Unfortunately, there is no closed form for the KL divergence
of two GMM and therefore various approximations are employed. For instance Beigi et
al. [14] compares pairs of the closest components. The KL divergence between pairs of
components can be easily computed — there exists a closed form expression for the KL
divergence of two Gaussian distributions.
Ben et al. [16] and Moraru et al. [92] assume a GMM distribution with fixed variance and
mixture proportions for each final speaker cluster. They compute the KL divergence for
these restricted mixtures as
v
u
uX X (µ1(i, d) − µ2(i, d))2
D(Q1, Q2) = t
(2.7)
πi
2
(i,
d)
σ
i
i
d

where i represents a mixture component and d a feature of the acoustic space, and use it
as a distance measure between the distributions of two audio segments. In equation 2.7,
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for each audio segment the variables µ, σ2 and π contain the means, variances and prior
probabilities of the components. The index (i, d) retrieves the dth dimensional element of
the mean µ or variance σ2 of the ith component and πi retrieves its prior probability.
In both the works of Ben et al. and Moraru et al., the clusters with the smallest distance
are merged iteratively, but the stopping criterion differs. Ben et al. use a threshold value
to decide when to stop the iterative merging of clusters, while Moraru et al. use the BIC
of the final model.
Top-down clustering is computationally much more expensive since all the possible splitting
points should be compared. Therefore, it is the choice of far fewer researchers and it is
applied with greedy approximations. For example, Johnson et al. [68] and Johnson [67]
use top down clustering. At every iteration they first segment the current cluster in four
subclusters, and then merge the most similar clusters again. Meignier et al. [84, 85] and
Anguera and Hernando [8] follow a different line of hierarchical top-down clustering. In
these works, the initial audio stream is used to adapt a cluster model and the clusters
are split in order to optimise a likelihood measure of the stream; Meignier et al. split
the clusters until the BIC of the final clustering reaches a threshold while Anguera and
Hernando split the clusters until convergence of the final model likelihood.

Model-based Clustering
The model-based clustering is typically performed in parallel to the segmentation. Multiple
passes over the audio stream create the optimal segmentation, cluster the data, adjust the
cluster model parameters and resegment the audio track. This procedure is iterated until
convergence or until a stopping criterion is met. Examples of such speaker segmentation
and clustering systems are the works of Ajmera et al. [6], Ajmera and Wooters [4] and
Wooters et al. [131].
Ajmera et al. use a Hidden Markov Model (HMM)4 with minimum duration constraints,
i.e., the system must remain in a specific state for a minimum duration before transition to
a different state. Clustering is performed iteratively, using the EM algorithm and Viterbi
Decoding [6]. Ajmera and Wooters use a similar method (GMM and EM), but initialise the
model with the k-means algorithm and stop the iterative procedure using the BIC criterion
[4]. Wooters et al. detect and discard the non-speech segments and run Viterbi decoding
over the remaining stream [132]. At the end of each iteration, they merge the clusters with
the lowest ∆BIC score, and rerun the Viterbi decoding. The procedure is continued until
no cluster merging produces a positive ∆BIC score.
4

The HMM, EM algorithm and Viterbi decoding are described in detail in chapter 3
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Conclusions
The clustering methods used in audio-based speaker diarization come straight from the
related machine learning research. The simplest hierarchical and model based clustering
produces satisfactory results, and there has been no attempt to apply more complex clustering algorithms. This is because the errors coming from speaker clustering are due to the
high variation in a person’s voice rather than a direct outcome of the clustering procedure.

2.2.4 The NIST RT Evaluation
The variety of methods for speaker diariazation and the importance of its output for
high-quality ASR, led the leading ASR evaluation benchmark, the NIST RT, to include
speaker diarization as an independent task, in the Speaker Diarization - “Who spoke when”
evaluation benchmark of 2003. The objective of speaker diarization was changed slightly
from one evaluation to the other, ranging from clustering of presegmented speech parts to
a preprocessing step of each ASR system. Since 2005 though, it corresponds to segmenting
a stream in speaker homogeneous parts, meaning automatically detecting the non-speech
segments of the stream and assigning the speech parts to the corresponding speaker.
In the NIST RT-07 evaluation [50], seven different research groups participated in the
speaker diarization task, all using the audio modality alone. The data was coming from
smart meeting rooms, lecture recordings and coffee breaks, and the methods were evaluated
on ten to twelve minute excerpts. During the evaluation of different methods, a 0.25 seconds “collar” is used for the human annotation, i.e., there is no evaluation of the labelling
of points 0.25 seconds around a human-annotated speaker change point. This lowers reported speaker Diarization Error (DER), since high temporal precision in the annotation
results is not necessary and short utterances, which are hard to detect and classify, are not
evaluated. The best performance was exhibited by the framework submitted by Wooters
and Huijbregts [132], which had a total DER of less than 15%.
Practical implementation of the Wooters’ speaker diarization system
The framework of Wooters and Huijbregts performs speaker diarization in two stages. First,
speech segments are separated from non-speech segments. Then, hierarchical bottom-up
clustering is performed in the speech segments to acquire the final speaker diarization
results.
The speech/non-speech detector is a three step algorithm. In the first step, the audio
stream is divided into speech and non-speech data, using an HMM which was trained
on news broadcast data. The non-speech consists of silence and non-speech sounds, so
that this region is further divided into two parts, one containing the low energy and one
containing the high energy segments. The low energy non-speech segments are expected to
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correspond to silence, and the high energy non-speech segments to non-speech sounds. The
data that was originally classified as speech is used to train a GMM of 24 components. The
low energy non-speech data, which are labelled as silence, are used to train a 7 component
GMM. The high energy non-speech data, which are the non-speech sounds, are used for
an 18 component GMM. The number of components for each class is set empirically and
reflects the high variance exhibited by speech data and the lower level of variance in silence
or non-speech sounds.
In the second step, these models are iteratively used to resegment the original stream into
speech, silence and non-speech sound regions respectively and retrain the models. The
third step is a simple check of how “similar” the non-speech sound and silence models
are. If their similarity is above a threshold, the framework assumes that there are few
non-speech sounds, and repeats the procedure assigning all the non-speech data to the 7
component GMM (silence).
Using the speech/non-speech detector, the non-speech windows are detected and discarded.
The rest of the stream is assigned to the speakers through clustering. The initialisation has
a large number of clusters, which must be much larger than the total number of speakers.
Considering that most recordings do not have more than eight participants, the initial
number of clusters is usually set to 40. After this initial clustering the score of merging
two clusters is computed using the ∆BIC criterion, an idea introduced in earlier work of
Wooter et al. [131]. Two clusters parameterised by θi and θj can be merged in a single
cluster parameterised by θ with a merge score of:
MergeScore(θi, θj) = log p(x|θ) −(log p(xi|θi) + log p(xj|θj))

(2.8)

where xi, xj and x are the data assigned to the first, second and merged cluster respectively.
The most similar clusters are merged and the procedure is repeated until no merging gives
a positive score. Each final cluster corresponds to a different single speaker — and the
number of clusters corresponds to the number of speakers in the final recording.
Conclusions
The audio-based speaker diarization can be applied to all the possible speaker diarization
contexts. Simple statistical measurements can provide an adequate estimation of speaker
change points, and intuitive clustering techniques can provide speaker-homogeneous clusters. This is evidence that speech has well organised statistical properties that can be
exploited for speaker diarization.
The results reported by different researchers show low DER, smaller than 15%, but in
scenarios where the problem has been simplified greatly [50, 132]. The labelling windows
often have coarse discretisation, and collars around the human annotation discard the
most challenging parts of the stream. Precise speaker diarization is especially challenging
in the following situations: (1) positions where precise speaker change detection is hard
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and (2) short utterances, which contain little acoustic information to identify the speaker.
These situations are not only challenging, but also very common in natural dialogues and
applications like for example HCI and video conferences.
The audio-based methods, however, ignore the video modality of a recording. Information
coming from the video stream can be used to improve the speaker diarization accuracy over
the whole stream, and to provide precise results for the hard parts of the stream. The next
section describes methods that use both the audio and video modality in the simplest way:
they detect which region of the video stream is most synchronised to the audio stream and
assume that this corresponds to the speaker.

2.3 Synchrony based Speaker Diarization
Using the synchrony between audio and video, humans can locate which part of their visual
input is likely the source of audio input and decide whether their perception of a speaking
person is synchronised to a specific audio stream. In order to enable machines to perform
synchrony detection and apply it to speaker diarization, relevant research has split the
problem of synchrony detection in three steps: (1) extract features from the audio and
video stream (2) measure the synchrony using these features and (3) use this synchrony
measurements to detect the speaker.
Relevant research makes three implicit assumptions. First, the features extracted from the
audio and video stream are assumed to contain the synchrony-related information. Second,
the measure of synchrony is assumed to correspond to how likely it is that the two streams
are synchronised. Third, the person appearing most synchronised to the audio stream is
assumed to be the speaker.
The current section categorises relevant research in two categories, namely the Mutual
Information (MI)-based approaches [59, 66] and the matching algorithm-based approaches.
The MI-based approaches extract high-dimensional low-level features from the two signals
with minimal processing, e.g., intensity video pixels or audio energy. Then, they implicitly
assume that the MI between the audio and video features reflects audiovisual synchrony:
the higher the MI, the more synchronised are the original streams. The output of those
frameworks varies from visual detection of the audio source [59, 66], to source separation
[66] and speaker detection [59, 66].
The matching algorithm-based approaches [12, 73] process the audio and video signals
extensively in order to extract low-dimensional high-level features such as the detection
of sudden changes in the audio stream, or the acceleration of distinctive visual features.
The assumption made is that these features are low-dimensional but contain all the necessary information for synchrony detection. Complex models or matching algorithms can
be applied to capture the low-dimensional feature relationships, which are assumed to represent synchrony between the audio and video stream. The output of those frameworks
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varies from visual detection of the audio source [12], to source separation [12] and speaker
detection [12, 73].
The remainder of this section is organised as follows: section 2.3.1 reviews the approaches
which detect synchrony based on MI. Section 2.3.2 reviews the matching algorithm-based
approaches. Section 2.3.3 describes how the output of different methods can be used to
perform speaker diarization.

2.3.1 Mutual Information-based Methods
The earliest effort to measure audiovisual correlation is the work of Hershey and Movellan
[59], which is bound to the assumption that high MI between the audio and video features
reflects synchrony between the audio and video modalities. Intuitively, MI between variables X and Y measures the information about X that is provided by Y. It is denoted as
MI(X; Y) and it is given by:


Z Z
p (x, y)
dxdy
(2.9)
MI(X; Y) =
p(x, y) log
p(x) p(y)
X Y
Hershey and Movellan suggest the estimation of the MI between the pixel values and the
average acoustic energy of the audio stream. In general, MI can not be computed explicitly
in closed form. However, assuming that variables X and Y are Normally distributed, there
exists a closed-form expression of their MI:


1
|ΣX ||ΣY |
MI(X; Y) = log
(2.10)
2
|ΣXY |
where ΣX and ΣY are the covariances of the distributions of the variables X and Y respectively and ΣXY the covariance of their joint distribution.
The assumption of a Gaussian distribution was used in the original paper of Hershey and
Movellan [59], and has been very influential: Darrel et al. in [42] based their synchrony
detection results on the same method, and Harriet, Giridharan and Calapathy performed
multiple subject experiments in [56] and extensive monologue and speaker detection experiments on publicly available data sets in [65], all assuming that the extracted audio and
video features have a Gaussian distribution within the window they consider.
It follows that the transformation from audio and video signals to random variables, that
is, the feature extraction procedure, becomes critical. The ideal features would have a
Gaussian distribution and should be low-dimensional with respect to their sampling rate.
This is because only a short temporal window is examined for synchrony, and the samples
of that window should give a good estimate of the features’ covariance. For example, the
audio modality usually provides tens of thousands of samples per second and, therefore, we
can have a relatively high-dimensional feature vector and still estimate the data covariance
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(a) Example frame

(b) Pixel values and AAE

Figure 2.3: On the left, an example frame from a video sequence with 6 pixels selected, coming
from the nose, the hair, the eye, the shirt and the lips of the person. On the right
the gray-scale value variation for the selected pixels over 72 frames, as well as the
average acoustic energy of the audio stream over the same period.

reliably with a few seconds of data. However, the video modality usually provides 25 frames
per second making high-dimensional descriptors ill-suited: we cannot reliably estimate the
covariance of a high-dimensional variable using a few samples.
In the work of Herhsey and Movellan, the MI was estimated between each independent
pixel’s intensity variation and the Average Acoustic Energy (AAE) of the corresponding
audio stream. The AAE of an audio window is estimated as the sum of the absolute or
the squared values of its samples. In order to acquire a measure for a set of pixels, e.g., a
window in the frame, the average MI of the pixels of the set is used. In figure 2.3(a) an
example frame of a 72-frame sequence of a speaking person is presented. The gray-scale
values of 6 different pixels, which are on fixed positions over the 72 frames, as well as the
AAE of the corresponding audio stream are plotted in figure 2.3(b). The pixel coming
from the edge of the lips (point 6) exhibits the highest variation while the rest of the pixels
exhibit little variation. Notice that the corresponding audio stream also exhibits variation
at the same time that the pixel coming from the edge of the mouth does. However, a
nearby pixel (point 3) does not exhibit a similar behaviour.
Other MI-based approaches use different feature extraction methods. For example, Darell
et al. whitened the image in order to avoid illumination-related variations [42]. In the audio
modality, Iyengar et al. proposed the use of MFCC instead of the AAE of the audio stream
[56], with the expectation that MFCCs contain potentially useful phoneme-specific information. The choice of audiovisual features is limited though, because synchrony detection
for a specific point of the stream can only use information from a short temporal window;
this prohibits the use of high-dimensional features which would require the estimation of
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high-dimensional covariance matrices.
Fisher and Darrel in [66] relax the parameasure assumptions of the original approach about
a Gaussian distribution. The proposed algorithm discovers the optimal linear projection
of the audio and video descriptors in an one-dimensional subspace where the MI of the
two projections is maximised. Once the projection’s coefficients are recovered, the audio
signal is mapped to the one dimensional space and from there to a set of pixels in the
video frame. These pixels are expected to correspond to the source of the audio. This
approach, however, is extremely expensive computationally and requires complex heuristics for its initialisation. Therefore, it is not applicable to real-world problems and the
extensive experimental research presented by Harriet, Giridharan and Calapathy in [65]
focuses explicitly on the application of MI-based correlation measurements based on the
Gaussian assumption.

2.3.2 Matching algorithm-based approaches
Previous research also explored synchrony detection on high-level features, i.e., features
for the extraction of which extensive processing of the input signals is required. In this
line, Barzelay and Schechner in [12], who extend the earlier work of Kidron et al. [73],
seek correspondence between significant features in the audio and video streams. This
a choice motivated by biological neural systems research concluding that cross-modality
association is based on salient features [51]. In synchrony detection, the characteristics of
significant features are saliency, reliable detection and high correlation in the audio and
video modality. In the work of Barzelay and Schechner, the features regarded significant
are onsets in the video and audio modality. Onsets in the video and audio modality are
points in the stream where each signal exhibits strong temporal variation [12].
In the video modality, the first step is to detect features that can be tracked over multiple
frames. In the works mentioned above, Kanade-Lucas-Tomasi (KLT) features are used.
KLT features are located by examining the minimum eigenvalue of each two by two gradient
matrix, and they are tracked using a Newton-Raphson method of minimising the difference
between two consecutive windows. Multi-resolution tracking allows for relatively large
displacements between images. The original idea for such tracking dates back to 1981
and the work of Lucas and Kanade [81], and the implementation used by Barzelay and
Schechner was further developed in the works of Tomasi and Kanade [123] and Shi and
Tomasi [113]. In figure 2.4(a) the 100 best features for the same video sequence as figure
2.3 are shown.
In order to decide when an onset occurs, each feature i is tracked independently. The
magnitude of the feature’s acceleration at frame t is measured, thresholded and temporally
pruned. This results in a binary vector vi for each feature i, where element vi(t) is one
if feature i has high acceleration at t and zero otherwise. In figure 2.4 the onset vectors
of six selected features are shown — the selected features correspond to the points whose
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(a) Example frame

(b) Video and audio onsets

Figure 2.4: On the left, an example frame with the one hundred best features to track for a 72
frames sequence superimposed. On the right the onset vector extracted from tracking 6 of these features.

gray scale value variation was shown in figure 2.3(b) .
In the audio modality, onset detection is a well-studied problem; see for example the
tutorial of Bello et al. [15]. In the work of Barzelay and Schechner, the detected onsets are
based on psychoacoustic knowledge as described in the work of Klapuri [74]. In short, the
initial audio signal is divided into 21 non overlapping bands which are full-wave rectified
and convolved using a half-Hanning window. Onset detection is performed in each band
independently, by locating the peaks in the first derivative of the logarithm of the amplitude
envelope. In the final step, the algorithm computes the sum of the onset intensities coming
from detections in all the banks. In parallel to the processing of the video modality, the
total intensity for each candidate onset is thresholded to provide the onset locations in a
vector a(t). The detected onsets for the AAE plotted in figure 2.3(b) are shown in figure
2.4(b).
Barzelay and Schechner perform synchrony detection in the onset space. The matching
criterion is defined as:


L(i) = 2 aT vi − 1vi
(2.11)

where 1 is a row vector with all elements equal to one. The feature point with the highest synchrony is selected as the source of the corresponding audio stream. Barzelay and
Schechner propose the same type of onsets and matching algorithm for a variety of contexts,
ranging from the lip motion of a speaker and the corresponding speech to the motion of
the violin fiddle and the corresponding melody. However, in their work they report results
for only one sequence containing speech [12].
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2.3.3 From synchrony detection to speaker diarization
The synchrony detection methods described above, propose an approximation to the probability p (synchrony|data), i.e., how probable it is that the observed data reflect synchrony.
Clearly, a very good way to demonstrate the applicability of synchrony detection algorithms is to use them for speaker diarization — detect that the animation of a speaker is
synchronised to the corresponding speech. Synchrony detection methods perform speaker
diarization through the implicit assumption that, at each point of the stream, the person
appearing most synchronised to the audio stream is the speaker. In practice this is usually
demonstrated on a video showing two persons who speak in turns. The stream is divided
into windows of predefined length, and the person appearing most synchronised is selected
as the speaker for each window.
This was the choice of experiment in the works of Hershey and Movellan in [59], Barzelay
and Schechner in [12], Darrel et al. in [42], and extended experiments of Hariett et al. in
[65]. The works of Hershey and Movellan and Barzelay and Schechner present qualitative
results of speaker detection on a single two-person recording. Specifically, Hershey and
Movellan plot the ground truth and the ratio of MI between the two speakers. Barzelay and
Schechner demonstrate their results in a new video, presenting each speaker seperately with
the corresponding assigned audio stream. Although no quantitative accuracy is reported,
the qualitative results seem nearly perfect.
Hariett et al. perform extensive evaluation on multiperson real-world recordings coming
from TRECVID contest videos or teleconferencing [65]. They report accuracy between
50% and 82% depending on the context and the number of speakers. A more challenging
problem was presented in the work of Fisher and Darrel in [66], where eight individuals
were recorded speaking, and all the possible video-to-audio combinations were evaluated.
Each video was matched to the audio, with which they maximise their MI measurement.
Conclusions
Relevant research on synchrony detection tackled synchrony in a variety of contexts, e.g.,
musical instruments or speech. The development of methods which are focused on audiovisual synchrony solely in speech remains a challenging field. Chapter 4 presents a Deep
Belief Network that can capture such synchrony.
Moreover, previous synchrony detection methods have demonstrated qualitative results
in audiovisual recordings containing speaking persons. However, there has been little
quantitative evaluation on how well these methods perform on speaker detection, and how
they can be adapted to such a task. Chapter 5 presents a neural network to perform
speaker detection, that is based on the Deep Belief Network of chapter 4.
Finally, there has been no effort to combine synchrony detection algorithms with other
modalities for speaker diarization. Chapter 3 presents a Dynamic Bayesian Network that
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Figure 2.5: A graphical model representing probabilistic audiovisual speaker localisation. The
coordinates of the speaker in the 3-D world affect the observations in each one of the
m cameras of the video modality, as well as the time differences in the audio input
of m microphones.

can incorporate synchrony detection methods to improve speaker diarization results and
facilitate audiovisual fusion.

2.4 Localisation-Based Speaker Diarization
When humans perform speaker diarization they use both their sight and hearing. It therefore seems natural to employ systems that combine information from their audio and video
input. The development of such systems is inherent to single modality analysis and the
difficulties arising in low-level audiovisual fusion. Relevant research on audiovisual speaker
diarization proposes probabilistic models to deal with this uncertainty and perform speaker
diarization using information from both modalities, in the form of speaker localisation.
The general probabilistic model of speaker localisation is sketched in figure 2.5. The
speakers’ location affects both the audio signal measured by a set of microphones (and
more specifically the difference between the phase and amplitude of their measurements),
as well as how they are seen by the cameras. Therefore, when multiple persons are accurately located using the video modality, the localisation of the source of the audio stream
corresponds to the most probable speaker. On the one hand, more cameras and microphones provide additional sources of information and potentially better results. On the
other hand, multiple input streams are not present in most of the existing recordings and
complicate the processing procedure. Most of the proposed approaches, therefore, simplify
the model presented in figure 2.5.

2.4.1 Practical Implementation
The first framework proposed to perform audiovisual speaker localisation was the work of
Beal et al. [13]. In this work, a speaker is walking in front of a camera and the objective
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is to locate his position in the horizontal axis. The time difference in the input of two
microphones is estimated and consequently the orientation of the audio source. In the
video modality the speaker’s position is inferred on the basis of a simple colour-based
appearance model. The framework proposed by Beal et al. requires no labelled training
data. Instead, the Expectation Maximization (EM) algorithm is used, in order to acquire
the model parameters and the position of the speaker directly from the test data. The
work of Beal et al. presented only qualitative results in the form of a demonstration video.
In this video the multimodal approach appears more stable than the audio-only tracking.
Moreover, the multimodal tracking approach does not lose track of the position of the
speaker because of occlusions, in contrast to the video-based tracking.
The same idea was used by Cutler et al. in [39] and Chen et al. [32], where information
from multiple cameras and a set of microphones is used to perform speaker localisation
on-line. In short, a particle filter maintains different hypotheses about the location of
the speaker, and the framework updates all the particles as information from the audio
and video modality becomes available. The results of a particle filter are of high quality
when (1) the assumptions about the temporal behavior of the data hold and (2) when
good novel hypotheses are generated, in case the proposal distribution is not close to the
posterior distribution of the next step.
Cutler et al. used task-specific hardware to capture the necessary video information [39].
An inexpensive omnidirectional camera is set in the middle of a table, around which a
meeting takes place. This camera provides the locations of different detected participants,
which are the possible speakers at each point in time. The differences between different
microphones provide a noisy estimation of the location of the audio source and the person
detected closest to the current estimation is selected as the speaker. Cutler et al. use
their system to enhance human-to-human communication in a video conference setting
and report qualitative results in the form of feedback by the participants. These results
are in favour of the proposed system and indicate the potential applicability of speaker
diarization to assist video conferences.
Chen et al. processed the input of off-the-shelf camera equipment using a contour tracker
and a color tracker [32]. The particle filter incorporated the output of those trackers rather
than the visual input signal directly. In the audio modality, the time difference between the
available microphones is used to detect the location of the speaker. The final framework
of Chen et al. had another level of processing, named “fuser”, which corrected small errors
made by the particles maintained at each point of time. They report “robust” speaker
diarization results, but give no quantitative measurement.
Finally, the works of Checka et al. [29] and Gatica-Perez et al. [54] focused on offline people tracking and speaker diarization in meetings respectively. In these works, a
set of calibrated cameras track and detect the visible persons. In the work of Checka
et al. the background is subtracted to locate the position of the speakers while all the
sound measurements are analysed to locate audio sources — such as speech or steps. The
probabilistic model infers the most probable set of correspondences between audio sources
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and the detected persons. The audio and video signal of each individual are used to
estimate their accurate position. In a single experimental video containing two speakers,
the first speaker is correctly identified in 90% of the cases and the second speaker in 84%
of the cases, while non-speech parts are correctly identified with 65% accuracy.
In the work of Gatica-Perez et al., the heads of the meeting participants are tracked.
This is very useful information because a lot of visual ASR information can be recovered
from the speakers face, but makes the system more vulnerable to occlusions. The audio
information provides the 2-D location of the speaker and it is derived from a microphone
array. A complex model tracks both the individual participants and the multi-speaker
interactions. Since this creates many complex dependencies, inference about the active
speaker is performed using Markov Chain Monte Carlo (MCMC) sampling. A microphone
array uses the time differences between the audio inputs to locate the most probable source
of audio at each point of the recording and the person identified closer to the location is
considered the active speaker. This method improves over simple tracking algorithms and
achieves more than 80% speaker diarization accuracy for all the speakers.

Conclusions
Relevant research in audiovisual speaker diarization approaches treats the problem as a
multimodal tracking application. On the one hand, this produces high-accuracy speaker
diarization, which is based on a solid mathematical framework. On the other hand, multiple
cameras and multiple microphones are not available in most recordings, and in most of the
existing digital libraries there is little or no information about the location of the recording
equipment. Moreover, the actual synchrony between the audio and video modalities is
barely used, the audio and video stream are treated as independent sources of information.
In chapter 3 an alternative Dynamic Bayesian Network is proposed to perform multimodal
speaker diarization. The proposed model explicitly models the voices and appearances
of different persons, which does not require multiple microphones or knowledge about
the location of the equipment. The audiovisual fusion is performed under a probabilistic
framework which exploits the synchrony between audio and video stream, and acquires the
model parameters online from the test data.

2.5 Conclusions
Speaker diarization is treated by relevant research as (1) an audio problem, (2) an audiovisual synchrony problem or (3) an audiovisual localisation problem. Audio-based speaker
diarization has examined different acoustic features and modelling choices. These choices
lead to systems that can be very robust in high-quality recordings where different speakers
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can be easily distinguished. Audio-based speaker diarization remains suboptimal, however,
since the information of the video modality is ignored.
Synchrony-based audiovisual speaker diarization is based on assumptions about the
parameasure distribution of the audiovisual features, or the ability of simple onset features to capture the necessary information. However, none of these methods is focused
on audiovisual synchrony in speech but, in contrast, treat it the same way as for example
synchrony between the motion and music produced by a violin player. Moreover, these
methods assume that the output of synchrony detection can be directly mapped to speaker
detection; an assumption that does not hold in practice.
Finally, localisation-based audiovisual speaker diarization treats the problem as a tracking
task, where the speaker is simultaneously tracked in the audio and video modality. Such
approaches often require a set of calibrated microphones and cameras which are not available in most of the recordings. Furthermore, no person-specific information is incorporated
(e.g., the appearance or voice of each person).
Previous research has made numerous advancements towards human-like speaker diarization, but the task is far from solved. This thesis addresses three open issues in speaker
diarization. Chapter 3 proposes a probabilistic model that can fuse information coming
from the audio, video and audiovisual space and perform high-accuracy speaker diarization.
Chapter 4 presents a Deep Belief Network which directly models synchrony detection in
speech. Chapter 5 describes how to move from synchrony detection to speaker detection,
and how to incorporate this output to speaker diarization.
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Abstract: This chapter presents a novel probabilistic framework that fuses information
coming from the audio and video modality to perform speaker diarization. The proposed framework is a Dynamic Bayesian Network that resembles a factorial Hidden Markov
Model (fHMM). The persons appearing in an audiovisual recording are modelled as multimodal entities that generate observations in the audio stream, the video stream and the
joint audiovisual space. The framework is very robust to different contexts, makes no assumptions about the audiovisual setting, and acquires the model parameters directly from
the test data using the Expectation Maximisation (EM) algorithm. The proposed model
is applied to two meeting videos and a news broadcast video, all of which are coming from
publicly available data sets. The results acquired in speaker diarization are in favour of the
proposed multimodal framework, which outperforms the single modality analysis results
and improves over the state-of-the-art audio-based speaker diarization.

3.1 Introduction
The objective of speaker diarization is to segment a digital recording into speaker homogeneous parts [107]. Nowadays, it is easy to record synchronised digital audiovisual material
with off-the-shelf equipment, providing the natural multimodal context where speaker diarization is performed by humans. Recordings coming from a smart meeting room or news
broadcast archives are examples of such recordings.
Nevertheless, the automation of multimodal speaker diarization in this context remains a
challenging task. In many cases, the speaker is not visible or not detected in the video
stream by the system, while many persons that are visible and correctly detected do not
speak. Moreover, sometimes we have little or no prior knowledge regarding the context
of the digital recording or the appearance and voice of the persons participating in the
meeting. Usually there is knowledge of the context of the data, e.g., meeting room, and
maybe some constraints imposed by it, for instance the number of persons participating
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or the positions of the cameras. However, one cannot expect to know which persons will
appear in future meetings or to have person-specific training data.
Chapter 2 extensively reviews relevant research on speaker diarization and categorises it on
the basis of the input modality. Most of the approaches use the audio modality alone, and
a few use observations from the joint audiovisual space, or a tracking scheme in the audio
and video modality in parallel. This chapter, on the contrary, focuses on the following
scientific questions:
• Is it possible to use all the available information sources? That is information coming
from the audio, video and joint audiovisual space.
• Can we relax the assumptions regarding specific recording equipment? The assumptions made by localisation-based speaker diarization, in terms of multiple cameras
and microphones, render it inapplicable to the majority of the available recordings.
• How can we incorporate patterns appearing in the temporal dimension of the audio
and video stream? Audio and video are sampled in different rates, complex patterns
appear in the temporal dimension of the stream, while high temporal precision is
necessary to produce useful speaker diarization results.
• Is it possible to perform speaker diarization in recordings where multiple speakers
vocalise simultaneously? The algorithms presented in chapter 2 assume a single
speaker per window and detect non-speech windows in a preprocessing step. Probabilistic modelling should enable us to decode the stream into segments of non-speech,
one speaker or multiple simultaneous speakers.
The current chapter presents a probabilistic framework that performs speaker diarization
through fusion of information coming from all available sources: the audio modality, the
video and the joint audiovisual space (recall figure 2.1 in page 18). The focus is on speaker
diarization in meetings video data, although the approach is applicable to all kinds of
scenarios containing one or more video streams and one or more audio streams. The
proposed framework makes no assumptions about the number of simultaneous speakers
and models explicitly the appearance and voice of the participating persons. What is
more, no assumption is made about the setting of the recording equipment, but, instead,
the framework uses observations in the joint audiovisual space to combine information
coming from of the audio and video streams.
Consequently, there are high levels of uncertainty associated with the modelling of the
voice and appearance of each person, as well as the patterns in the temporal dimension of
the audiovisual stream. The proposed framework is a Dynamic Bayesian Network, which
is a specific form of a probabilistic graphical model, that can deal with this uncertainty
and perform speaker diarization.
Section 3.2 contains an introduction to the notation and conventions in the probabilistic
graphical models theory, examples of which are the Dynamic Bayesian Networks. Sections
3.3 - 3.5 describe the details of the proposed Dynamic Bayesian Network. Sections 3.6
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Figure 3.1: From left to right the construction of a simple graphical model involving multiple
(N) throws of a coin (Y), which can be either biased or fair (X).

and 3.7 contain the methods used to learn the parameters of the model and infer the
active speaker. Section 3.8, presents the experimental setup and the corresponding speaker
diarization results. Finally, the chapter is concluded with a discussion of the acquired
results.

3.2 Probabilistic Graphical Models
Graphical models are a common choice to represent probabilistic models. Probabilistic
models gain increased popularity because (1) they can deal with the uncertainty of many
real world problems, (2) there exist well founded methods to infer quantities that cannot
be observed directly with sensors and (3) they can combine prior knowledge about the
domain with information gathered from the data.
The nodes of a graphical model represent random variables. Consider for instance the
outcome of a coin flip denoted with the random variable Y. In graphical models notation
this is a node, illustrated in figure 3.1(a). Flipping a coin will generate realisations of
variable Y, which can be observed directly. Therefore, variable Y is an observable variable,
and node Y is referred to as a visible node, which appears shaded in the graph. The
outcome of the coin is influenced by the type of the coin. The coin might be biased or
fair and this information can be represented by a random variable X — however it is not
efficient, and in some cases impossible, to measure this information directly. A second node
can be inserted to the graphical model representing the internal state of the coin. This
time, the node appears unshaded in the graph and it is referred to as a hidden node.
The next step is to define the relationship between these two nodes. The outcome of the
coin depends on the type of the coin. This can be denoted with a directed edge, which
represents a causal relationship, from node X to node Y (figure 3.1(b)). Note that the
edge could be undirected, denoting a general correlation rather than a causal relationship,
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but while undirected graphical models will be discussed more extensively in chapter 4, in
this chapter we consider directed graphical models only. Once a graphical model is drawn,
it defines a factorisation of the joint probability distribution over all the variables of the
graph. In this case, the factorisation represented is:
p (X, Y) = p (X) p (Y|X)

(3.1)

which is the product over the distributions of each node, conditioned on the node’s parents.
This factorisation is the essence behind the use of graphical models. Edges denote dependencies, while missing edges denote (conditional) independence. A graphical model with
connections between every possible pair of nodes represents an obvious factorisation of the
joint distribution. Nevertheless, the missing links are very important — a model with fewer
links requires fewer parameters to be defined and inference algorithms exploit the missing
links and the corresponding conditional independencies to perform efficient inference of the
quantities in question.
Typically in a problem we have multiple observations — for instance we might observe N
different coin flips. This can be represented by adding multiple edges and N nodes X to
the graphical model of figure 3.1(b), but this does not capture the fact that all the throws
of the same coin have the same properties. In graphical models, plates are used to denote
repetition under the same parameters, as depicted in figure 3.1(c). The joint probability
distribution is now:
Y
p (Yi|X)
(3.2)
p (X, Y1, Y2 . . . YN) = p (X)
i

The probabilistic graphical models of figure 3.1 are Bayesian Networks — i.e. represented
by an acyclic directed graph. A Dynamic Bayesian Network is a sequence of Bayesian
Networks of repetitive structure. A single Bayesian Network represents the relationships
of the system at a specific point of time, while the dynamic aspect accounts for temporal
patterns appearing in the data.
In the coin example, consider that a casino is throwing the coin. Sometimes, the casino
uses a fair coin, and sometimes it uses a biased one. Let’s assume that the decision of
which coin to use, depends on the previous choice: if the current coin is fair there is a 50%
chance for the next one to be fair, while if the current one is biased there is an 80% chance
for the next one to be fair. In this case, the graphical model of figure 3.1(b) is a Bayesian
Network that represents the system on a specific point of time. In order to incorporate
the temporal aspect of the process, this Bayesian Network is repeated creating a Hidden
Markov Model (HMM), which is illustrated in figure 3.2(a). Note that the current coin
type, which is the hidden system state, depends only on the first previous system state.
In case there are dependencies over longer temporal differences in the data, these must be
drawn as additional directed edges.
In the simple Dynamic Bayesian Network of figure 3.2(a), the probability distribution over
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Figure 3.2: The graphical models of a Hidden Markov Model, and a factorial Hidden Markov
Model.

the sequence of observations and the sequence of system states is given by
p (X1, . . . XT , Y1, . . . YT ) =

Y

p (Yi|Xi) p (Xi|Xi−1)

(3.3)

i

where p (X1|X0) is the probability of starting the sequence with a coin of type X1. In this
chapter the audiovisual recording is treated as a sequence of observations and a Dynamic
Bayesian Network, that represents the problem of speaker diarization, is proposed.

3.3 Model Formulation
The proposed Dynamic Bayesian Network manages to capture patterns appearing not only
in a single modality, but also across multiple modalities as well as in the temporal dimension
of the multimodal streams. In detail, it is constructed as follows:
1. The temporal patterns are treated by a factorised transition model
2. The state of different speakers is represented by the hidden nodes
3. The observations extracted from the audiovisual stream correspond to observable
variables
4. The way different persons affect the audiovisual stream corresponds to the model
parameters
5. The problem of speaker diarization maps to the problem of inferring the state of the
hidden variables

46

M ULTIMODAL S PEAKER D IARIZATION

Transition Model and Hidden System State
The proposed Dynamic Bayesian Network has a time slice duration equal to the frame
duration and takes into consideration the system state in the previous time slice under
a factorised transition model. Factorised transition models were first introduced in the
factorial Hidden Markov Model (fHMM) [55], which is a constrained version of the HMM
[106].
In a typical HMM, depicted in figure 3.2(a), the hidden system state at time t, Xt, is
discrete and depends on the previous system state Xt−1. In a fHMM, depicted in figure
3.2(b), the hidden state is manually divided into subsets of hidden variables. Consequently,
the transition probability of the system state factorises into a product of terms, each one
of which depends on a subset of the variables of Xt. In probabilistic terms this corresponds
to:
Y
p (Xt(i)|Xt−1(i))
(3.4)
p (Xt|Xt−1) =
i

where Xt = (Xt(1), Xt(2) . . . Xt(n)). This factorisation leads to a drastic decrease in the
number of free parameters for the transition probabilities.
In the proposed system, the hidden system state Xt represents the identity of the speaker(s)
and the visible person(s) at time t. In case of N persons, each realisation xt is a binary
vector of length 2N, where elements [1 . . . N] are 1 if the corresponding person is visible
and 0 otherwise, and elements [N +1 . . . 2N] are 1 if the corresponding person speaks and 0
otherwise. The first N elements, which correspond to the video part, are denoted with XV
t,
A
and the second N elements, which correspond to the audio part, with Xt . The transition
probability is factorised in terms of these variables as:
p (Xt|Xt−1) =

Y
n



V
A
V
p XA
t (n)|Xt−1(n) p Xt (n)|Xt−1(n)

(3.5)

which implies that the transition probability for the state of each person is independent of
the state of the other persons. For example, the fact that a person becomes visible at a
specific frame of the stream does not depend on whether another person is visible or not.
The binary representation of the hidden system state creates a total of 22N possible system
states. The transition matrix of a Dynamic Bayesian Network which explicitly defines
p (Xt|Xt−1) would require 24N parameters in total. Factorising the system state in independent person states, decreases the number of free parameters for the transition matrix.
V
In particular, XA
t (n) and Xt (n) are binary and we need 2 parameters for each factor
p (Xt(n)|Xt−1(n))1 . Thus, the factorised transition matrix is defined by just 4N parameters in total .
1

In order to parameterise p (Xt (n)|Xt−1 (n)) and p (Xt (n)|¬Xt−1 (n))
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Observations and Observation Model
The visible nodes at time t, denoted with Yt, depend on the system state of time t. In the
proposed framework, the observation Yt = At, Vt, Nft, Jt represents the features extracted
from the multiple modalities, namely the audio stream (At), the video stream (Vt, Nft) and
the joint audio-visual space (Jt) at the corresponding time t — recall figure 2.1 in page 18.
In a HMM the observation model consists of the conditional probability p (yt|xt). In a
fHMM this distribution can not be factorised in a general way: the observation model for
the proposed Dynamic Bayesian Network, p (yt|xt), is factorised into one observation model
per person, called person model. The size and type of a realisation of the observations yt
and the type of the person models are dependent on our choice of features, but any kind
of feature can be incorporated under the proposed framework. The feature choices of this
chapter can be found in section 3.4, while the specific factorisation for the observation
model is presented in section 3.6.

Parametrisation
The proposed model is defined by the priors π for each state, the transition matrix A
and the observation model. The parameter π (x) represents the probability of the system
to be in state x1 = x at time step t = 1. The transition matrix is denoted with
 A,
nA
A
A
and it is factorised using person specific factors Aij = p xt (n) = j|xt−1(n) = i and

V
V
AnV
ij = p xt (n) = j|xt−1(n) = i . Element Aij denotes the probability of transition from
state xt = i to xt+1 = j.
The graphical model representation of the proposed framework is denoted in figure 3.3. In
this model, the individual person models are independent and their transition probabilities
factorise. However, the observation at time t depends on all the person states, and therefore
the hidden states are not conditionally independent given all the observations y1:T .

Inference
Given a new audiovisual stream of T time slices, speaker diarization, in probabilistic terms,
translates to estimating the state sequence x1:T that best “explains” the observation sequence y1:T extracted from that stream [106]. In the ideal case, this will return the identity
of the speaker for each time-slice and furthermore detect which persons are visible at that
point of the stream. Inference using the factorised transition matrix and the final observation model is described in section 3.6.
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Remarks
The parameters of the model define the generative distribution p (Xi|Yi) and, therefore, the model belongs to the category of generative models. A different approach
would be a discriminative one, where the distribution p (Yi|X) is modelled [88]. Inference algorithms seek the most probable system state sequence given the input data i.e.
∗
Y1:T
= argmaxY1:T p (Y1:T |X1:T ), a problem addressed directly in a discriminative approach.
However, the generative approach has a main advantage that makes it better suited to
the task at hand: a generative model can be trained directly on the unlabelled input data
while a discriminative model requires data-specific labelled training data.
Moreover, the generative approach has advantages in terms of modularity and robustness.
A generative framework is modular in the sense that it enables the integration of different
voice or appearance models of people in a principled way. For example, the video analysis
could be enhanced by adding lip reading computer vision algorithms such as [82], or with
more expressive voice models. A discriminiative model, in contrast, would need to retrain
all the model parameters after every new addition.
The proposed generative model is also very robust to different camera and microphone
settings, and therefore suitable for speaker diarization in a range of audiovisual contexts.
For instance, in a news video, a spoken sample can be associated to a person visible
earlier in the stream or visible from different angles. A discriminative approach would be
applicable only to settings that exist in the training set.
A generative modelling approach might seem a straightforward choice, but some problems
arise soon after it is adopted. Firstly, modelling multi-person interactions in a generative
way, involves defining the way people affect the visual stream when they are not visible
(or not visually detected) and the way they affect the audio stream when they are not
speaking. This is resolved using face detection in the video stream and a data-independent
preprocessing step in the audio modality, which is described in section 3.5, to account for
such cases. Secondly, the temporal dimension of the stream must be incorporated and the
quantities in question on every time slice must be inferred. Inference with a variation of the
Viterbi decoding for HMMs [106] is described in section 3.6. Thirdly, the model parameters
(transition probabilities and person models) must be acquired directly from the test data,
since no prior labelled training data is assumed. This is achieved using a variation of
the Expectation Maximisation (EM) algorithm adjusted to the proposed framework. The
mathematical details of the learning procedure can be found in section 3.7.

3.4 Person Models
Persons generate feature vectors in the video and audio streams, as well as in the joint
audiovisual space. Let the parameters of the person model of the nth participant be θn,
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Figure 3.3: The final dynamic Bayesian network used for audiovisual fusion for speaker diarization. Shaded nodes represent observed variables, while clear nodes represent latent
variables. The independent person states in both modalities are dependent in the
observation model and independent during transition. The nodes Nf and Ns allow
us to model the video and audio modality in a generative fashion. Note that we
estimate the distribution over Ns during inference, and therefore the node variable
is latent, while the distribution over Nf is estimated in a preprocessing step, and
therefore it is denoted as an observable variable.
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 V
A
J
A
consisting of three parts : θn = θV
n , θn , θn . θn denotes the Video modality part, θn
the Audio modality part and θJn the part concerning the Joint audiovisual space. For
example, the probability that observation vt was generated in the video modality, given
that person 2 was visible, is:


V
p vt|xV
t (2) = 1 = p vt; θ2

(3.6)

These parameters represent the realisation of a generative distribution in the feature space
of each modality and correspond to the probability that an observation yt is generated
by the corresponding person. Thus, the family of the distribution depends on the type
of the extracted features and is fixed beforehand, while the parameters of the distribution
are learnt from the data. Different learning methods are possible, but in the proposed
framework the parameters are acquired with Maximum Likelihood (ML) learning.

Video Space
In the video modality, the regions of interest are faces, which are detected using the ViolaJones face detector [127]. The face descriptors are extracted from these regions using the
Bag of Keypoints method which is described in detail in appendix C.
In short, the application of the Bag of keypoints method works as follows: Scale Invariant
Feature Transforms (SIFT) appearing in these regions [79] are extracted, and vector quantisation in the SIFT space is performed, using all the feature vectors extracted from the
stream. The number of clusters chosen, often described as “visual-words” [40], is set manually, but unless extreme values are set there is no significant change in the accuracy of the
framework. In this work 100 visual words were used. Each face region, based on the output
of the region-of-interest detection, will return a different number of SIFT descriptors. Each
descriptor is assigned to the closest cluster, and the final observation extracted from the
video modality of the stream (denoted with Vt) is a binary vector of length 100, with each
element denoting the existence (value 1) or absence (value 0) of the corresponding visual
word in the face region — there is one such vector per face in each frame.
The video-modality part of the person model is a set of Bernoulli distributions, representing the probability that a specific visual word is present in the face region given the
n
n
n
n ⊤
n
person’s identity. That is, θV
n = (b1 , b2 . . . b100) , with bi = p (Vt(i) = 1; θ ). Assuming
independence among the appearance of visual words, the probability that person n would
generate observation vt can be computed as:
p

vt; θV
n



=

Y
i

p (vt(i); bn
i)


Y
n vt (i)
n 1−vt (i)
(bi )
(1 − bi )
=
i

(3.7)
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Audio Space
In the audio modality, the stream is divided in 16 ms windows, with a 6 ms overlap. The
time slice of the model has frame duration (40ms) and therefore four audio descriptors are
extracted, denoted as at(m) with m ∈ {1 . . . 4}, in each audio observation at. These descriptors contain the first 13 Mel Frequency Cepstral Coefficients (MFCCs) from the audio
stream along with their first and second order differences, resulting in a 39-dimensional
feature vector for each window. The audio part of a person model (θA
n ) is 15-component
A
n
n
n
n
n
n
n
n
Gaussian Mixture Model (GMM). Thus, θn = (π1 , µ1 , Σ1 , π2 , µ2 , Σn
2 . . . π15, µ15, Σ15).
Evaluating the probability of observing an audio feature vector generated by a specific
person maps to evaluating
the corresponding probability density function at that point,
P
A
n
p at (m) ; θn = c πcN (at (m) ; µn
c , Σc ). Thus, under the assumption that consecutive
windows are independent of each other, we get:
 Y
 YX
A
n
p at; θA
=
p
a
(m)
;
θ
πc N (at (m) ; µn
(3.8)
t
n
n =
c , Σc )
m

m

c

n
where N (at (m) ; µn
c , Σc ) is the evaluation of a multivariate Gaussian distribution with
n
mean µc and covariance matrix Σn
c at at (m).

Audiovisual Space
Finally, the correlations of the joint audiovisual space are modelled through the estimate
of the Mutual Information (MI) between the two streams. This procedure is described in
detail in section 2.3.1, but the basics are repeated here for clarity of presentation. The MI
between two variables, A and V, measures the information of variable A that is shared
with variable V and it is defined as:
Z Z
p (a, v)
dadv
(3.9)
MI(A, V) =
p (a, v) log
p (a) p (v)
a∈A v∈V

Consider now a set of audio and video (A and V) samples over a number of time slices.
In the proposed model, the average acoustic energy of the audio stream, and a pixel value
variation in grayscale are used, acquiring two scalar samples per pixel over a number of
frames. Assuming that each sample comes from a multi-variate Gaussian distribution, with
variances ΣA and ΣV respectively, and joint variance ΣAV the MI estimate between the
two signals becomes [59]:
1
|ΣA| |ΣV |
MI(A, V) = − log
(3.10)
2
|ΣAV |
This formula can give an estimation between each pixel’s value variation and the average
acoustic energy of the corresponding audio stream. The window used to estimate the
covariance matrices had a width of 16 frames around the middle one, which was also the
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(a)

(b)

(c)

Figure 3.4: The frame of the clip (left) and the Mutual Information Image around it (middle
and right). We denote with red the rectangles that represent the face and the whole
frame regions (middle figure). We denote with green the rectangles that represent
the upper and lower halves of the detected face.

choice used in [59]. Using the variance of a pixel’s intensity and the corresponding audio
stream, as well as the variance of their joint vector, an estimate for the MI for each pixel
of each frame is acquired.
At the resolution of the data used here, an average face contains more than 1000 pixels while
the whole frame contains more than 200.000 and thus they produce a very high-dimensional
MI descriptor which is called the Mutual Information Image (MII). Examples of faces and
the corresponding MII can be seen in figure 3.4. Since this descriptor is extremely high
dimensional, it is commonly processed further estimating averages or optimal sets of pixels
[41, 59]. In our approach, a two dimensional binary vector is extracted as follows:
• The value of the first feature depends on the output of the comparison between the
average MI over the pixels of the detected face region to the average MI over the pixels
of the whole frame. This comparison has a binary output, while the two regions are
depicted with red colour in figure 3.4(b). The intuition behind this feature is that
it detects when the face is meaningfully synchronised with the audio, i.e, when it is
more synchronised than the static background.
• The value of the second feature depends on the output of the comparison between
the average MI of the pixels in the upper half of the face region to that of the
pixels in the lower half of the face region. This comparison also outputs a binary
value, and the corresponding regions are depicted with green colour in figure 3.4(c).
The intuition here is that if the face appears synchronised to the audio because
of random movements or head nods, both the upper and lower part of the face
appear synchronised to the stream. In the case of speech, the lower part of the face
is significantly more synchronised than the upper half because of the lip and jaw
motion.
Note in figure 3.4, that the contour of a person’s head is outside the detected face region,
but correlates with the audio stream because of speech-related motion. The comparisons
proposed here have been selected after empirical evaluation of different options, and in case
a different detector is used, appropriate regions must be defined.
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Both comparisons result in a binary output, which corresponds to the joint audiovisual
space feature vector (Jt) associated to the detected face. This is:
"
#
eval (MI (upperface) > MI (lowerface))
Jt =
(3.11)
eval (MI (face region) > MI (whole frame))
where the function eval evaluates the comparison of the average MI of the pixels of two
specified regions into a binary value.
The audiovisual part of a person model is, therefore, composed of two generative sets, each
one consisting of two Bernoulli distributions. The first set models the way the values of Jt
are generated when the person is visible and speaking (θJn1), while the second set models
how they are generated when the person is visible but silent (θJn0). Similarly to equation
3.7:

Y
 Y
n jt (i)
n 1−jt (i)
p jt; θJn =
(3.12)
p (jt(i); bn
)
=
(b
)
(1
−
b
)
i
i
i
i

i

J
J
A
where if xA
t (n) = 0 then θn0 is used, while if xt (n) = 1 then θn1 is used.

Context Modelling
The audiovisual stream is not affected only by the persons but also by the context of the
recording. For example, when there are no active speakers, the audio stream correspond to
the non-speech environmental sounds. These environmental sounds are modelled indirectly
through a distribution over the number of speakers. Finally, a window of the background,
which is falsely detected as a face, is evaluated with a distribution averaged over all the
face models. Recall that the visual vocabulary is created using SIFT descriptors of the face
region. Therefore, the average over all the face distributions represents the lack of prior
knowledge about the appearance of the background2 .

3.5 Preprocessing
The person models, described in section 3.4, are used to evaluate the probability that
an observation was generated by a specific person. Furthermore, it is straightforward to
compare multiple person models in order to select the one that most probably generated
an observation; it is proportional to the person model distribution at the observation.
However, when dealing with multiperson recordings, it is infeasible to directly compare all
possible states.
2

An alternative solution is to estimate the average over all the frame distributions of the stream.
Experimental evaluation indicates that using the whole frame is computationally much more expensive,
but delivers the same results.
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For example, consider a stream with two persons with corresponding person models θ1 and
θ2. The system state space is a four-dimensional binary vector, where the first element
indicates if the first person is visible, the second element indicates if the second person
is visible, the third element indicates if the first person is speaking the and fourth one
indicates if the second person is speaking.
In principle the probability of each possible state (xt) in the presence of our observation
(yt) is evaluated using Bayes’ rule [122]:
p (xt| yt) =

p (yt| xt) p (xt)
p (yt| xt) p (xt)
=P
p (yt)
xt p (yt| xt) p (xt)

(3.13)

unfortunately, p (yt| xt) is not straightforward to compute for all different states.
In the video modality, for instance, imagine that only one face window is detected, from
which we extract the corresponding observation vt. In that case, it is easy compare
T
T
p (vt| xt) for system states with one visible
person (e.g.

 for xt = (1001) or xt = (0101) ):
1
2
it corresponds to comparing p vt; θV with p vt; θV . In contrast, it is not clear what to
do for states with two or no visible persons, such as xt = (1101)T or xt = (0001)T : there is
no strict observation-to-parameters correspondence.
In order to solve this, the number of detected faces is added as an observation, and based
on this number the model accounts for false detection (that is one detected region, but no
visible speakers) or non-detected faces (one detected region but two visible speakers). The
details of this solution are presented in section 3.6.

In the audio modality the same issue appears. It is easy to compare p at(i) ; θA
with
1

A
p at(i) ; θ2 to decide which of the two persons is most likely the speaker (i.e. states like
xt = (1110)T or xt = (1101)T ). However, it is not straightforward how to compare singlespeaker states directly to states indicating no one speaking, or to two persons speaking
simultaneously, because there are person-specific (in contrast to state-specific) personmodels.
A possible solution would be to model each possible combination (for instance both of the
persons speaking) with a different person model. This is clearly not realistic, since the
number of states is exponential to the number of participants and therefore even for a
small number of persons in our stream, a lot of data would be needed to estimate so many
parameters efficiently.
Alternatively a naive assumption can be made that each person’s state is independent of
the other person’s states. In that case, the following factorisation is obtained:
Y
Y p (At(m)| xt (j)) p (xt (j))
(3.14)
p (xt| At(m)) =
p (xt (j)| At(m)) =
p (At(m))
j
j
which in comparison with the Bayes’ Rule implies that:
Y
p (At (m) |xt) =
p (At (m) |xt (j))
j

(3.15)
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where one is left with the formidable task of estimating p (at(m)| xt (j)) for xt (j) = 0, that
is model the way people affect the audio modality when silent.
The proposed framework moves out of this problem with one preprocessing step, where a
distribution over the number of speakers at each time slice is estimated. This distribution
is stored in a random variable, Nst, whose realisation is the number of speaking persons that
generated an audio window. A GMM is trained on independent news broadcast labelled
data3 , containing non-speech and one up to N speakers samples, acquiring a generative
distribution p (At(m)|Nst), for Nst ∈ (0, 1 . . . N). This GMM is used to evaluate the probability that an audio descriptor was generated when NS persons where speaking and the
graphical representation of this step can be seen in figure 3.3. p (Nst|At(m)) is acquired as
p (At(m)|Nst) p (Nst)
p (At(m)|Nst)
P
p (Nst|At(m)) = P
=
p (At(m)|Nst) p (Nst)
p (At(m)|Nst)
Nst

(3.16)

Nst

where a uniform prior over Nst is assumed and this quantity is used during inference, in
order to avoid estimating p (At(i)| xt (j)) for xt (j) = 0. The details of this procedure can
be found below, in section 3.6.

3.6 Inference
The system state on each time slice represents the identities of the visible persons and the
speaker. The goal of inference is to acquire the system state sequence (x∗1:T ) which is the
most likely given the extracted observation sequence, that is x∗1:T = arg maxx1:T p (x1:T |y1:T ).
In general it is intractable to evaluate p (x1:T |y1:T ) for all possible x1:T since their number
is exponential to the number of time slices. Under the Markov assumption, however, the
target distribution can be factorised as:
Y
p (x1:T |y1:T ) =
p (xt|xt−1) p (yt|xt)
(3.17)
t

where p (x1 = x|x0) is the prior probability of the system being in state x at time slice 1.
The transition probabilities p (xt|xt−1) are taken from the factorised transition matrix A,
while p (yt|xt) is the observation model.
Let the elements of matrix AnA
ij correspond to the chance that person n will move from
Audio state i to j in a system transition, while matrix AnV
ij correspond to the chance that
person n will move from Video state i to j in a system transition. In these cases i and j
take values from the set {0, 1}, and the element Aij can be computed by:
Y
nA
Aij =
AnV
(3.18)
ij Aij
n

3

In contrast to the person voice models which are learnt for the test data
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which is the product of the individual persons’ state transition probabilities.
The observation model is factorised using the person models which represent generative
distributions. The observation yt consists of the face descriptors acquired (Vt), the number
of detected faces on that frame, (Nft), the audio descriptors for that slice (At) and a discrete
measure of correlation between each face and the audio stream (Jt). These features are
independent given the system state, that is:

p (yt|xt) = p vt, nft, jt, at|xt =

= p (vt|xt) p nft|xt p (jt|xt) p (at|xt)
{z
} | {z } | {z }
|
Video Modality

(3.19)

Joint Space Audio Modality

where we indicate the three different modalities, from which information comes.

Video Modality

In the Video Modality the product of p (vt|xt) p nft|xt needs to be defined. The probability of perfect face detection is set empirically to 0.9. Thus:
p nft|xt




 0.9
=
 0.1/ (N-1)

if

N
P

xt(i) = nft

i=1

otherwise

(3.20)

where nft is the number of detection returned from the Viola Jones face detector for frame
t.
When the detector returns multiple face windows, there is no one-to-one mapping of a
person model to a detected face — all permutations are feasible. A dummy variable Wt
is used locally to represent all the possible permutations in the correspondence between
person models and detected faces. That is:
p (vt|xt) =

X

wt ∈W

p (vt, wt|xt) =

X
wt

p (wt)

Y
i


p vt(i); θV
wt (i)

(3.21)

where a uniform prior distribution for Wt is used in practice.
P
f
Finally, the face detection procedure might not be flawless. In case N
i=1 xt(i) > n , the
state xt represents a state with more persons than the number of detected faces. In that
case, the probability that a person is visible but not detected
the person’s
P is defined as
f
x
(i)
<
n
,
which
correprobability of being visible in the whole stream. In case of N
i=1 t
sponds to one or more false positive face detections, the remaining windows are evaluated
using a model averaged over all person models.
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Joint Space
In the joint audiovisual space, the MI feature vector extracted from each face is evaluated
with the corresponding person model. Thus, the same Wt settings are used, for p (jt|xt):

X
XY 
p (jt|xt) =
p (jt, wt|xt) =
p jt(i); θJwt (i)
(3.22)
wt

wt ∈W

i

W (i)

where θJ t corresponds to the model of person wt(i) speaking if xA
t (wt(i)) = 1, and
silent otherwise.
Audio Modality
In the Audio Modality the observation model
Q is p (at|xt) which, since there is more than one
audio descriptor per time slice, becomes m p (at(m)|xt). This can be estimated through
p (xt|at(i)) and then backtracking, using Bayes Rule:
p (xt|at(i)) p (at(i))
∝ p (xt|at(i))
p (at(i)|xt) = P
p (x|at(i)) p (at(i))

(3.23)

x

P
Introducing Nst = j x (j), the p (xt|at(i)) can be factorised as described in equation 3.14
to avoid computing p (at(i)| xt (j)) for xt (j) = 0 as follows:
P
p (xt|at (m)) =
p (xt, n|at (m))
n
P
=
p (xt|at (m) , n) p (n|at (m))
n
P p(at (m)|xt ,n)p(xt )
(3.24)
P
=
p (n|at (m))
p(a
(m)|x
,n)p(x
)
t
t
t
x
n
P
p(at (m)|xt )p(n|xt )p(xt )
P
p (n|at (m))
=
p(at (m)|xt )p(n|xt )p(xt )
x

n

Note that p (n|xt) is 1 for n equal to the number of active speakers implied by xt (Nst(xt))
and 0 otherwise. Thus, equation 3.24 becomes:
p (xt|at (m)) = P

p (at (m) |xt)
p (Nst (xt) |at (m))
p
(a
(m)
|x
)
t
t
x:ns (x)=ns
t

(3.25)

t

Now, from equation 3.15, p (at (m) |xt) can be expressed as:
Q

xt (j) 1−x (j)
p at (m) ; θA
Q t
j
j

Q
s
= Q[N−nt (xt )]
p at (m) ; θA
j

p (at (m) |xt) =

j:xt (j)=1

(3.26)
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where Q = p (at(i)| xt (j)) for xt (j) = 0. Assigning the same Q value for all speakers j
means that all the persons affect the audio stream the same way when they do not speak,
and it is a reasonable assumption. Assuming p (xt) is the same for all possible states leads
to:

Q
A
p
a
(m)
;
θ
t
j
j:x(j)=1

(3.27)
p (xt|at (m)) = p (nst (xt) |at (m)) P
Q
A
p
a
(m)
|θ
s
s
t
j
x:nt (x)=nt
j:xt (j)=1

Intuitively, the first decision involves what partition of the whole probability mass can be
assigned to a group of system states with the same number of speakers. Then, this mass
is divided over the members of the group. The latter can be performed without explicitly
modelling the generative distributions of non-speaking participants.

Viterbi Decoding
The factorisations presented in equations 3.21, 3.22 and 3.23 combined with the factorised
transition matrix A and the probability vector π are adequate to evaluate p (y1:T |x1:T ).
From this we can acquire p (x1:T |y1:T ) using Bayes Rule, but it is intractable to estimate
p (x1:T |y1:T ) for all possible x1:T , since the number of different system states sequences grows
exponentially with the length of the stream. The single state sequence x∗1:T that maximises
the likelihood of the observation sequence y1:T can be acquired using the Viterbi algorithm
[106].
The Viterbi algorithm is an iterative procedure, which evaluates the highest probability for a single observation sequence at time t, to end up at state xt = i, δt(i) =
maxx1:t−1 p (x1:t−1, xt = i, y1:t). At the same time, the algorithm keeps record of the state
xt−1 that maximised the quantity in question, and thus upon reaching the end of the
stream, x∗1:T can be acquired with backtracking. The realisation of this procedure in the
proposed model is done as follows:
1. Set δ1(i) = π(i)p(y1|i), ψ1(i) = 0

2. For t = 2 : T , δt(j) = max δt−1(i)Aij p(yt|xt = j),
i

ψt(j) = arg max δt−1(i)Aij
i

3. Backtracking: x∗T = arg max δT (i),
i

for t = (T − 1) : 1 set x∗t = ψt+1(x∗t+1)
where variables i and j are vectors because they correspond to the multi-dimensional system
state.
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3.7 Learning
Section 3.6 describes inference assuming known person models. The proposed approach
assumes no video-specific labelled data and the person models are acquired using the EM
algorithm on the feature vectors extracted from the multimodal stream. In the E-step,
the expectation over the hidden variables of the model is estimated. In the M-step the
parameters of the proposed model are set to the values that maximise the likelihood of the
complete data.

E-step
The quantity which is estimated during the E-step is γt(i) = p (xt = i|y1:T ), i.e., the probability of the system to be at a specific state at time t given all the available observations
(y1:T ) under the current model parameters. The quantities γt(i) are computed through
a procedure called the forward-backward algorithm [106]. In the forward-backward
algo
rithm the probabilities αt(i) = p (xt = i, y1:t) and βt(i) = p y(t+1):T |xt = i are estimated
recursively and correspond to the forward and backward pass respectively:
1. Initialise α1(i) = π (i) p (y1|i) and βT (i) = 1
2. Iterativelyestimate 
P
at+1(j) =
αt (i) Aij p (yt+1|xt+1 = j)
i

and
P
βt−1 (i) =
Aij p (yt|j) βt (j)
j

then, γt(i) can be estimated as
αt (i) βt (i)
γt(i) = P
αt (i) βt (i)

(3.28)

i

where note that the denominator
once for the whole sequence.

P

αt (i) βt (i) equals p (y1:T ) and must be evaluated only

i

M-step
In the M-step, the parameters of the person models for the video, audio and joint audiovisual space, vector π and the factorised matrix A are estimated. In the video modality, the
algorithm cycles over all the time slices t and over the detected face window descriptors
f
of each time slice, vft. In the system state xt let wn
t be the permutation that assigns vt
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to person n . The probability that vft belongs to person n is

P

p (wn
t ) p (x|y1:T ).

t,f,x:xV
t (n)=1

Therefore the parameter of each Bernoulli distribution is updated to:
P
f
p (wn
t ) p (x|y1:T )vt(i)
bn
i =

t,f,x:xV
t (n)=1

P

p (wn
t ) p (x|y1:T )

(3.29)

t,f,x:xV
t (n)=1

During inference, the prior probability that a person is visible at any time step of the
whole
P stream is also used. This probability is set during the maximisation step to
p (x|y1:T )/T , which corresponds to the expected number of time slices where per-

t,x:xV
t (n)=1

son n is visible, divided by the total number of frames.

In the joint audiovisual space, each person model corresponds to two different distributions
based on whether the person is speaking (θJn1) or not (θJn0). The parameters are estimated
as in equation 3.29. If xA
t (n) = 1, the MI feature vector is used for the model corresponding
to the person n speaking, while if xA
t (n) = 0, the MI feature vector is used for the model
corresponding to the person n visible but silent.
In the audio modality, the M-steps requires to compute the probability that an audio
window, at(m), was generated from speaker n. This is


X
1
p (xt|y1:T )
(3.30)
p (n|y1:T ) =  s
nt A
xt :xt (n)=1

since the probability mass of states that have nst > 1 is divided among the corresponding
participants.

Further on, because of the GMM parameterisation of the person voices, the M-step needs to
estimate the probability that the audio window at(i) was created from a specific component
of the corresponding person’s voice model. Denoting the specific component with ct(m),
the probability can be obtained as:
n
p(cn
t (m)|y1:T ) = p (n|y1:T ) p (ct (m)|n, at(m))
πc N (at(m); µc, Σc)
= p (n|y1:T ) · P
πc N (at(m); µc, Σc)

(3.31)
(3.32)

c

Note here that there is no need to sum over all possible n, since each component belongs
only to one person, and that the subscript cn
t (m) is written as c for clarity of presentation.
Note also that the quantities Q, which were simplified out in equation 3.26, do not affect the
maximisation step. This is because none of the parameters of p (at (m) |xt) are dependent
on the quantity Q, and thus the normal updates apply.
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In the M step the parameters of each component are set to the maximisation values. The
only difference to the typical EM algorithm for a GMM lies in the expectation term, which
is estimated as in equation 3.31 [21]. The exact formulae for each component are:
P
p (cn
µc = N1c
t (m)|y1:T ) At (m)
t,m
P
2
p (cn
Σc = N1c
t (m)|y1:T ) (µc − at (m))
(3.33)
πc =

t,m
PNc
Nc
c

with Nc =

P

p (cn
t (m)|y1:T ).

t,i

The final model parameters that need to be estimated are vector π and the factorised
transition matrix A. Vector π requires multiple observation sequences to be estimated,
which is not the case in a single recording problem. Therefore a uniform distribution is
used, with each element set to 1/22N, where N is the number of participants, and thus 22N
the number of possible states.
Each element of matrix A is factorised using the elements of the An
ij matrices. In order to
acquire these, the quantity ξt (i, j) = p (xt = i, xt+1 = j|y1:T ) needs to be estimated, which
α (i)Aij p(yt |j)βt (j)
is equal to t p(y
([106]). Then, the M-step loops over all the expectations of the
1:T )
system states and estimates:
P
ξt(i, j)
An
ij =

t,i:i(n)=i,j:j(n)=j

P

γt(i)

(3.34)

t,i:i(n)=i

for the states xt and xt+1 where person n’s state changes from i to j.
Remarks
The Dynamic Bayesian Network proposed in this chapter uses, at each time slice, one
feature representing one frame in the video modality and four audio descriptors for the
audio modality. In the joint audiovisual space, the descriptor is produced from information
coming from 17 frames of video data and the corresponding audio stream. However, all
the available data is used during inference.
This is achieved through inference and learning. Inference is based on the backward and
forward passes, which update the hidden system state based on the previous and future
observations respectively. A different future observation affects the current hidden system
state. Learning uses all the available data to acquire the person models, which will be used
to evaluate the current observation.
The role of audiovisual synchrony in the proposed framework is twofold. Synchrony is used
to assign the proper sets of appearance and voice models to each person. Furthermore,
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synchrony is used to perform speaker diarization on each point of the stream. The proposed
Dynamic Bayesian Network models synchrony locally, and evaluates it globally.

3.8 Experiments
This section presents the experiments carried out for this chapter and the acquired results.
In particular, section 3.8.1 presents the hypothesis tested and the corresponding experimental setup. Section 3.8.2 presents the data sets used. Sections 3.8.3, 3.8.4 and 3.8.5
present the results of the first, second and third set of experiments respectively. Section
3.9 discusses these results.

3.8.1 Objectives and Setup
The experiments were set up to test two hypotheses:
• The proposed framework incorporates video information efficiently and improves over
the state-of-the-art audio-based speaker diarization.
• The framework successfully incorporates the video stream in different scenarios.
In order to test these hypotheses three experiments were performed, each set on three
different recordings.
• The first experiment evaluates the performance in speaker diarization on all the
recordings using only the audio part of the proposed framework and compares it to
the state-of-the-art audio-based speaker diarization system of Wooters and Huijbregts
[132]. The results of this experiment will define the difficulty of each recording and
serve as the baseline to measure the relative improvement by adding multimodal
information.
• The second experiment analyses the video modality of the streams. The potential
quality of the different video streams is explored in order to evaluate how much
information can be extracted in each case — the better the analysis of the video
stream the higher its potential for speaker diarization.
• The third experiment, evaluates speaker diarization using the multimodal approach.
This experiment investigates the improvement achieved using multiple modalities
compared to (1) using only the audio part of the proposed model or (2) using the
state-of-the-art audio-based analysis.
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Figure 3.5: A digaram of the two different camera setting for the IDIAP recording. The meeting room diagram, illustrates the position of the speakers S1-S4, the position of the
cameras for the first setting A1-A4 and the second camera setting B1-B2. The diagram does not give an exact mapping of the equipment but approximately indicates
the relative position of the different elements. Moreover, the middle line illustrated
frames from setting A of the recording, while the bottom line frames from setting B.
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Figure 3.6: One example frame from each of the four cameras used in the Edinburgh meeting
recording. From left to right the examples come from cameras E-1 E-2 E-3 E-4.

3.8.2 Data Sets and Performance Measure
Three different recordings are used to assess the applicability of the model in different
scenarios and draw a more definite conclusion for the speaker diarization improvement
when adding multi-modal information. Two meeting recordings come from smart meeting rooms and they were part of the Augmented Multimodal Interaction (AMI) dataset
[26]. They were used in the National Institute of Standards and Technology (NIST) Rich
Transcription (RT) evaluation ’07. The third recording comes from a news broadcast and it
was used in the TRECVID contest data (http://www-nlpir.nist.gov/projects/
trecvid/).
The first meeting recording comes from the IDIAP smart meeting room [91] and lasts approximately thirty minutes. There are four participants, seen from seven different cameras.
In the experiments of this chapter, two different sets of cameras were considered. Figure
3.5 shows a diagram of the meeting room, highlighting the positions of two different camera
sets, which were used in these experiments. In the first set, denoted with A−{1−4} there is
one camera for each of the participants. Frames recorded in this setting are shown in figure
3.5. In this setting, each person is visible from a short distance, and each face is captured
in very high resolution. Thus, face detection can be performed with high accuracy. In the
second setting, denoted with B − {1 − 2} and visible in figure 3.5, there are two cameras
with two participants visible on each. In this case, the visual stream is less informative,
since each face is visible at a lower resolution. Information about the camera settings is
not used by the framework in any of the cases (no camera setting assumptions are made).
The second meeting recording comes for the University of Edinburgh smart meeting room.
The meeting lasts approximately twenty minutes and there are four visible participants.
A set of four cameras is used — resembling the A setting presented in figure 3.5. There
were no cameras similar to the B setup for this meeting. Example frames from this data
set are shown in figure 3.6.
The third recording comes from a news broadcast video. Five persons appear in the
stream, but only three of them vocalise. Seven cameras were used for this recording, and
each frame either corresponds to a single camera or to a combination of two cameras’
parts — see figure 3.7. A diagram of the camera activation times is drawn in figure 3.7.
Most of the recordings available today, varying from news broadcast libraries to movies
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Figure 3.7: The news broadcast diagram illustrates the 7 different cameras used, CAM1-CAM7.
The rectangles next to each camera are the temporal dimension. Black represents
no signal from the camera. White represents that the recording corresponds to the
camera’s view. Gray corresponds to segments of the stream where only a part of the
camera view is visible in the recording. The width is not an accurate representation
of the time, but gives an idea of the director’s switches among different settings.
Furthermore, example frames from the TRECVID news video cen be seen. From left
to right, CAM4, CAM4+CAM6, CAM6, CAM1+CAM4 are active.

and personal videos, exhibit similar structure. Some example frames from this recording
are shown in figure 3.7.
All the recordings have high frame rate (25fps) and well aligned audio and video streams.
Details about the features extracted for each modality were described in section 3.4. The
ground truth has been annotated manually with frame precision. The output of the model is
a label for each frame, corresponding to the identity of the speaking person(s). The speaker
diarization is measured as the accuracy of this labelling. More specifically, accuracy for
the whole stream or a specific speaker is defined as:
Frames labelled correctly
Total number of frames
Frames labeled correctly as speaker X
Accuracy for Speaker X =
Ground truth frames of speaker X
Overall Accuracy =

(3.35)
(3.36)
(3.37)

Most audio-based approaches, including Wooters et al. [132], perform non-speech detection
and exclude the detected frames from classification. In the proposed framework, nonspeech is one of the system states, where the audio part for all the participants is 0 —
no one vocalises. Indirectly, the parameters for this system state are assigned using the
preprocessing step described in section 3.5 — silence corresponds to the class of zero
speakers.
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3.8.3 Audio-based Speaker Diarization
Here we describe the experiment where we compare the audio-part of our model to the stateof-the-art audio speaker diarization method of Wooters and Huijbregts [132] applied on the
same set of features. Wooters’ method is applied on frame-duration windows (Wooters et
al.), and 2.4 second windows (Wooters NIST). The former compares the two methods on
the same problem, while the latter relates the results reported here to those of the NIST
RT evaluation [50].
Table 3.1 contains the overall results of the two approaches on all recordings. In short, when
the high-precision, frame-duration windows are used, Wooters’ method performs slightly
better in the News Broadcast and IDIAP meeting, and slightly worse in the Edinburgh
meeting. The results of the two approaches are expected to be similar: the same source of
information (audio), features (MFCC) and parameter assumptions (GMM) are used. The
differences come from the way silence and multi-speaker parts are modelled,
Method
Proposed audio
Wooters et al.
Wooters NIST

IDIAP meeting EDI Meeting News Broadcast
63%
80%
72%
70%
76%
77%
75%
82%
84%

Table 3.1: The audio-based speaker diarization results for the the proposed model and the stateof-the-art Wooters et al. method.

Wooters’ method results
Wooters’ method [132] performs a complex clustering of the audio descriptors, taking
measures to avoid overfitting the data at hand, and it was described in detail in section
2.2.4. The optimisation details used in the implementation were those suggested in the
paper, and they are specifically fine-tuned for the meeting videos of the contest [132]. Note
here that the results reported for the implementation of Wooters’ method in this work differ
slightly from the accuracy reported in the contest4 . This is because of the implementation
details of this work and the scoring system of the NIST contest.
The implementation of this thesis classifies 40ms windows rather than 2.5 second windows
used for the contest. Moreover, the actual contest application used more features, such as
zero crossing rates at each audio window for the non-speech detector, which was trained
with the same methods but on different data than was available here [63]. The accuracy in
non-speech detection, however, was very high in the experiments carried out for this thesis
as well, and the missing features might have only marginal results.
4

The speaker diarization accuracy for all the meeting excerpts was reported to be 79.26% [132]
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The contest scoring system evaluated excerpts of 10-12 minutes of the meetings rather
than the whole meeting — the beginning and end of the meeting are the hardest to classify
since the participants are approaching or leaving the equipment while still speaking. In the
experiments of this thesis all the IDIAP meeting and 20 minutes of the Edinburgh meeting
were used. Furthermore, the NIST evaluation does not evaluate the labelling accuracy in
a 0.25 second collar around the speaker change points. In this way, high precision speaker
change detection and accurate labelling of small utterances is not necessary.

Confusion Matrices
Table 3.2 lists the detailed confusion matrices for each one of the recordings — rows contain
ground truth and columns classification label. It is interesting to see that Wooters’ method
clearly favours the most dominant parts of the stream, for instance Silence and Speaker
1 in the IDIAP meeting. In this way, the overall classification accuracy increases at the
expense of a lower classification accuracy for persons that vocalise less. On the other hand,
our method performs a more balanced classification. Moreover, Wooters’ silence detection
method continuously favours classification of frames as non-speech. This is necessary, as
described in the review of chapter 2, in order to create speaker-homogeneous segments for
the clustering part. The Edinburgh meeting has significantly fewer silence parts than the
other recordings and consequently higher overall accuracy for the proposed audio model.

3.8.4 Experiment 2: Video Analysis
The video streams of all three recordings were analysed in order to assess the quality of
the video information. Table 3.3 concisely presents the accuracy on face detection and
detected window recognition of the each recording. This accuracy is reported based on
manual labelling of the ground truth.
Face detection is performed with the Viola-Jones face detector [127], using the software
available in the openCV library, in which the detector is trained with the data of [127].
The Viola-Jones face detector makes two types of mistakes: (1) faces that are not detected
(misses), and (2) non-faces that are detected as faces (false positives). The accuracy
reported in face detection is the percentage of faces in the stream which were correctly
detected by the algorithm, and the percentage of false positives over the total of the
detected windows.
In the recognition part, no information can be extracted from a face that was not detected.
In contrast, in case of a false positive, the system must be able to robustly handle the case,
assigning the region to the background. The recognition accuracy corresponds the percentage of the correct detections which are assigned to the right person and the percentage of
background false detection which are correctly recognised as background.
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Audio Only
Non-Speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Non-Speech
0.94
0.23
0.17
0.17
0.10

IDIAP MEETING
Speaker 1 Speaker 2
0.02
0.01
0.58
0.06
0.22
0.53
0.17
0.02
0.13
0.03

Speaker 3 Speaker 4
0.02
0.01
0.07
0.06
0.05
0.03
0.60
0.04
0.06
0.68

Audio Only
Non-speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Non-Speech Speaker 1 Speaker 2 Speaker 3 Speaker 4
0.97
0.03
0.00
0.00
0.00
0.12
0.68
0.07
0.08
0.05
0.08
0.26
0.49
0.11
0.06
0.13
0.10
0.08
0.65
0.04
0.06
0.12
0.03
0.06
0.73
EDINBURGH MEETING
Non-speech Speaker 1 Speaker 2 Speaker 3 Speaker 4
0.79
0.06
0.04
0.06
0.04
0.11
0.77
0.03
0.02
0.04
0.04
0.07
0.79
0.02
0.06
0.01
0.02
0.02
0.87
0.06
0.01
0.07
0.04
0.05
0.80

Wooters
Non-speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Non-speech
0.89
0.15
0.04
0.13
0.09

Wooters
Non-Speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Audio Only
Non-speech
Speaker 1
Speaker 2
Speaker 3

Speaker 1 Speaker 2 Speaker 3 Speaker 4
0.05
0.01
0.02
0.03
0.74
0.02
0.02
0.04
0.07
0.79
0.02
0.05
0.01
0.01
0.78
0.05
0.08
0.04
0.05
0.72
NEWS BROADCAST
Non-speech Speaker 1 Speaker 2 Speaker 3
0.89
0.04
0.04
0.03
0.06
0.84
0.05
0.05
0.08
0.06
0.71
0.15
0.07
0.08
0.23
0.62

Wooters
Non-speech
Speaker 1
Speaker 2
Speaker 3

Non-speech Speaker 1 Speaker 2 Speaker 3
0.93
0.03
0.02
0.02
0.02
0.88
0.07
0.03
0.04
0.03
0.80
0.13
0.02
0.03
0.28
0.67

Table 3.2: Speaker diarization results using only the audio modality. Rows contain ground truth,
while columns contain classification label.
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Task
Face Detection
Face Recognition
False Detection
Background Recognition

IDIAP A
0.63
0.99
0.03
0.99

IDIAP B
0.52
0.94
0.07
0.95

Edinburgh
0.63
0.99
0.16
0.99

News
0.99
1.00
0.00
1.00

Table 3.3: The video analysis accuracy on detection and classification

The video analysis results for each one of the camera’s used can be seen in Table 3.4.
The settings IA and EA correspond to the A setting for the IDIAP meeting room and
the Edinburgh meeting room respectively. Setting IB corresponds to the cameras in the B
setting of the IDIAP meeting room. The different columns of the table present the number
of visible faces on each camera throughout the stream, which was annotated manually,
the number of these faces detected by the Viola Jones face detector (TP) and the number
of background windows that were falsely detected (FP) as faces. Furthermore, the table
contains the accuracy in the assignments of the TP windows to the right person and
the accuracy of the recognition of the FP windows as background. Because of the high
resolution of the cameras, there is little difference in the face detection results among the
two settings.

Face Detection
The first thing to notice is that the actual percentage of frames where the number of faces
was estimated correctly in the meetings videos is much lower than the 90% assumed from
the model5 (section 3.6). This is because most of the meeting is spent on presentations,
and when the participants look directly at the slides they are visible from the side by
the camera. In the case of non-frontal views, both the face model and the correlation
measurement that are used as indicator of speaking activity are not robust. It follows that
the video information of these regions would produce descriptor vectors that are unreliably
classified from the proposed approach.
Therefore, the Viola-Jones face detector biases the diarization towards a more robust set
in terms of classification accuracy — the set of frontal-viewed faces. The detected faces are
classified with nearly-perfect accuracy. This is very important, since misclassification of a
face window will mislead the multimodal speaker diarization procedure. In figure 3.8 some
instances of the stream are illustrated, where the detected faces are drawn on the frames.
Both examples of false and true positives are presented and the detected window is drawn
with green if it was correctly classified (as the right person or as background) and in red
if it was not.
5

this face detection accuracy is set empirically and reflects the expected accuracy in a novel recording
from unknown context
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Camera
IA1
IA2
IA3
IA4
IB1
IB2
EA1
EA2
EA3
EA4
News

Visible Faces (VF)
53085
53105
54110
53998
106190
108108
30000
30000
30000
30000
2104

Detected Faces
19408 (35.29%)
38690 (72.85%)
41235 (72.61%)
36210 (67.06%)
52617 (49.55%)
60229 (55.71%)
21097 (70.60%)
7434 (24.81%)
15104 (99.39%)
18247 (60.94%)
2099 (99.76%)

False Detections
143
1210
311
3412
2780
6220
84
8
14714
36
2

Faces Recognition
19405
(99.98%)
38690
(100%)
41234
(99.76%)
36210
(100%)
50109
(95.23%)
56776
(94.27%)
21097
(100%)
7434
(100%)
29818
(100%)
18283
(100%)
2099
(100%)

Background Recognition
143
(100%)
1209
(99.92%)
311
(100%)
3388
(99.30%)
2594
(93.31%)
6003
(96.51%)
84
(100%)
4
(50%)
14714
(100%)
28
(77.78%)
2
(100%)

70

Table 3.4: Results of the classification of visual cues on both multi-modal settings. From left to right the columns contain the
number of faces appearing in each stream (VF), the number of these faces detected by the face detection software (True
Positives), the number of false detections (False Positives). The last two columns present the percentage of correct
detections that was classified as the right participant and the percentage of false positive windows that were classified
as background.

3.8
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Figure 3.8: Visual analysis examples from the two video settings. The squares denote windows selected as faces by the face
detector. Green windows indicate correct classification from the framework, red windows indicate misclassification.
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Another interesting observation, regarding the face detection procedure, concerns camera
EA3. In that case, a door in the background is repeatedly detected as a face. The system
in this case correctly identifies these frames as background, but this condition could not
be replicated in one of the other data sets. In general, it might be necessary to filter out
windows with motion lower than some threshold as static background.
Comparison between IDI1 and IDI2
The comparison between the two different camera settings for the IDIAP meeting video
gives some interesting insights. Firstly, the setting incorporating two cameras detects less
faces. Camera B-1 corresponds to cameras A-1 and A-3, while camera B-2 corresponds
to A-2 and A-4. Furthermore, there are many more false positives coming out of the face
detector. This is because the faces are seen from greater distance, and therefore the face
detector needs to evaluate smaller windows than in setting A. The smaller the window
evaluated, the higher the probability that its integral image will be misclassified as a face.
For details, the interested reader is pointed to the work of Viola and Jones [127] that
introduced this face-detector.
News Video
In the news video, the face detection performs best. This is because people are looking
straight in the camera covering the largest part of the frame. Thus, they are easily detected. What is more, there is very little background visible around them, most of which
is artificially generated and does not resemble a face structure. The cases of false detection
and missed face windows occur when special effects appear in front of the news anchor.
Conclusions
The face detection produced adequate results, which are dependent on the choice of preprocessing method, i.e., here the Viola-Jones face detector [127]. The specific detector is
known to perform very well in frontal faces and ignore faces appearing rotated or seen
from the side. This performance is helpful for the proposed approach, since non-frontal
views do not produce reliable synchrony features under the proposed scheme. Moreover,
the classification accuracy of the detected faces is nearly perfect.
Even in the case of many false detections and undetected faces, however, the classification
accuracy achieved from the proposed scheme is very high. The mistakes occur in cases
where a face is lost temporarily, while a false positive window instantaneously appears in
the frame. In such cases the transition probability favours classifying this false positive
as the missing person. Further processing of the video modality can eliminate these false
positives.
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3.8.5 Experiment 3: Multimodal Speaker Diarization
The high accuracy in the visual analysis allows to integrate the speaker diarization information of the joint audiovisual space efficiently. The overall speaker diarization accuracy
results for the multimodal approach are reported in table 3.5. The results for the multimodal approach clearly outperform the single modality analysis. This demonstrates that
the proposed fusion scheme is effective, since incorporating the video modality improved
the speaker diarization accuracy in all the scenarios.
Method
Wooters et al.
Audio Only
Multimodal

IDIAP A IDIAP B
70%
70%
67%
67%
84%
77%

Edinburgh
76%
80%
89%

News
77%
72%
94%

Table 3.5: The overall speaker diarization accuracy achieved by different input modalities

Table 3.6 presents the results acquired under different settings for each one of the speakers.
The audio modality alone, is not able to distinguish very well between different speakers
and the addition of the other modalities improves the results for each speaker. Note that
in the multimodal approach, no speaker is favoured specifically, but speaker diarization
achieves a similar accuracy for all of them.
The multimodal approach beats the results of the method proposed by Wooters et al.
[132] in terms of speaker diarization in the experimental data. This was expected since
the video information is used as well. The final results of 84% and 89% beat the stateof-the-art performance reported in the RT benchmark, which was 79% [50], under a much
more difficult objective: classifying windows with 40ms precision instead of 2.5 seconds.
Classifying 40 ms windows is harder but potentially much more valuable problem. High
precision classification is essential for automatic transcript generation and enhancement of
automatic speech recognition.
Furthermore, the method of Wooters et al. assumes a single speaker per window. On one
hand, since in a recording there are windows where multiple speakers vocalised together,
this windows cannot be classified correctly by Wooters’ method, leading to lower classification accuracy. On the other hand, these windows are a very small part of the stream. A
model which considers all possible speaker combinations, such as the one proposed here,
has a much harder task in the other, major, part of the stream. There are exponentially
more labels to choose from for each time slice.
Significance of the results
The multimodal approaches produces higher speaker diarization accuracy results in comparison with the audio-modality of the proposed model and the approach proposed from
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Audio Only
NSP

SP1

SP2

Wooters et.al
SP3

SP4

NSP

NSP

NSP

SP1

SP1

SP2

SP2

SP3

SP3

SP4

SP4

Full Model IDIAP A
NSP

SP1

SP2

SP3

SP1

SP2

SP3

SP4

Full Model IDIAP B
SP4

NSP

NSP

NSP

SP1

SP1

SP2

SP2

SP3

SP3

SP4

SP4

SP1

SP2

SP3

SP4

Figure 3.9: A visual representation of the speaker diarization results under different models for
the IDIAP recording. On the top row,the audio-based results (left) and the results of
Wooters et al. (right) are plotted. On the bottom row the results using setting 1 (left)
and setting 2 (right) are plotted. Notice that the probabilistic modelling of speaker
diarization suggested in this work is robust to different speakers. Using the audiomodality alone will inevitably focus the classification accuracy to the dominant parts
of the audio stream which here are the non-speech segments and speaker 1.
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IDIAP A
Non-Speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

MULTIMODAL SPEAKER DIARIZATION
Non-Speech Speaker 1 Speaker 2 Speaker 3 Speaker 4
0.84
0.06
0.03
0.03
0.04
0.02
0.82
0.01
0.07
0.08
0.01
0.03
0.76
0.10
0.10
0.01
0.08
0.07
0.77
0.08
0.02
0.02
0.09
0.02
0.85

IDIAP B
Non-Speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Non-Speech
0.88
0.02
0.11
0.01
0.06

Speaker 1 Speaker 2
0.05
0.01
0.82
0.01
0.06
0.68
0.07
0.06
0.04
0.16

Speaker 3 Speaker 4
0.05
0.01
0.07
0.08
0.14
0.01
0.79
0.04
0.09
0.64

Non-speech Speaker 1 Speaker 2 Speaker 3 Speaker 4
0.84
0.05
0.03
0.05
0.03
0.08
0.84
0.03
0.02
0.03
0.03
0.06
0.84
0.02
0.05
0.01
0.02
0.02
0.91
0.04
0.01
0.05
0.03
0.04
0.87
News Non-speech Speaker 1 Speaker 2 Speaker 3
Non-speech
0.96
0.00
0.00
0.04
Speaker 1
0.02
0.89
0.06
0.02
Speaker 2
0.02
0.04
0.91
0.03
Speaker 3
0.02
0.02
0.01
0.95

Edinburgh
Non-speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Table 3.6: Confusion matrix for multimodal speaker diarization results. Rows indicates ground
truth while column indicates classification label. A graphical representation of these
results is available at figure 3.9.

Wooters et al.. A t-test is performed to evaluate the statistical significance of this difference. The comparison between the proposed approach and the results of Wooters gives a
t-value of 6.0812, which means that the results are significantly different with a confidence
level of 99%, (α = 0.01). The results between the proposed model and the audio part alone
produce a t-value of 4.752 which implies statistical significance with a confidence level 98%
of (α = 0.02). Finally, the results of the proposed audio model and those acquired from the
method of Wooters give a t-value of 0.8866 which corresponds to no statistically significant
difference.
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3.9 Discussion
In figures 3.9 and 3.10, the speaker diarization results under different frameworks are
plotted. In these plots, there is one circle for each element of the confusion matrix with a
radius proportional to the corresponding element. A perfect classification has large circles
on the diagonal — non-diagonal circles represent misclassification. It is clear that the
principled probabilistic approach proposed in this chapter performs equally well over all
speakers. This is because a multi-modal approach can incorporate the video stream, where
all speakers are equally represented. The system, therefore, performs very well even for
speakers who vocalise little. In contrast, the audio-based analysis will inevitably focus
on dominant cases, which were the speaker 1 and the non-speech segments in the IDIAP
meeting and Speaker 3 and non-speech segments in the Edinburgh meeting.
Multispeaker parts of the stream are particularly interesting. In frame-precision annotation, there are multiple frames where multiple people vocalise. These frames, are commonly
labelled as a single person in order to avoid searching in an exponential space of labels. In
this thesis, they are treated as multispeaker segments and they are accounted as a correct
classification only in case the corresponding multispeaker label is selected. In table 3.7 the
results for the two meetings are summarised.

IDIAP A
IDIAP B
Edinburgh

Multispeaker frames
5.24 %
5.24 %
5.03%

Audio Accuracy
35%
35%
22%

Multimodal Accuracy
94%
37%
81%

Table 3.7: Speaker diarization for the multispeaker parts

The multimodal results show great promise for speaker diarization, and consequently
speech separation, in situations with multiple speakers. A more accurate synchrony detection method can improve speaker diarization in these parts even further and in chapter 4
a probabilistic model is proposed for this task.
Notice here that when four speakers are detected, there is no other choice but all the
participants speaking. Thus, when four speakers are detected in the preprocessing step,
all versions of the model classify the corresponding time slices correctly.

3.10 Conclusions
This chapter presented a probabilistic framework to perform probabilistic multimodal
speaker diarization. The major contributions of the proposed model are the following:
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Figure 3.10: A visual representation of the speaker diarization results under different models for the Edinburgh and news recordings. On the top row,the Edinburgh recording results are plotted, from left to right the audio part of the proposed
model, Wooters et al. and the multimodal approach. On the bottom row and in the same sequence the news recording
results are plotted. Using the audio-modality alone will inevitably focus the classification accuracy to the dominant
parts of the audio stream which here are the non-speech segments and speaker 1.
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1. The model incorporates all the available sources of information, i.e., audio, video and
the joint audiovisual space, and outperforms the current state-of-the-art in single
modality analysis.
2. The proposed framework relaxes the assumptions about the position of the recording
equipment. Multiple microphones can be merged to one channel, while multiple
camera views can be incorporated, as long as the same person does not appear twice.
3. The Bayesian nature of the model incorporates the temporal aspect of the data
and performs speaker segmentation and clustering in parallel directly on the test
recording.
4. The parts of the stream in which two or more persons speak simultaneously are
treated in a principled probabilistic framework. This allows both to detect the correct
speaker(s) and to avoid using such parts to learn a single speaker’s model.
The framework is robust and it provides high accuracy speaker diarization results in a
variety of scenarios and camera settings. The proposed fusion method proves very efficient,
since incorporating the video modality improves the results on all the recordings. Moreover,
the proposed approach is based on a fully probabilistic framework which allows intuitive
incorporation of further modalities, features or prior knowledge.
In terms of the features proposed here, we do not claim optimality in speaker diarization accuracy. Different feature choices and different voice and appearance models could improve
the results significantly. However, provided that single modality analysis discovers high
quality features for speaker diarization, such as lip-reading or motion detection features,
we claim that they can be incorporated intuitively under the proposed model. The only
prerequisite is to be able to find a suitable probability distribution, over the features of
that source, conditioned on the identity of the speaker. In the long run, the state-of-the-art
single-modality tools for a specific context can be combined to produce optimal speaker
diarization results.
In terms of prior knowledge, consider, for example, that the framework proposed here
assumes the number of speakers to be known, in contrast to the audio-based approaches
submitted to RT evaluations. The method of Wooters et al. can be used to detect the
number of speakers before applying the model proposed in this chapter. Alternatively,
it is possible to extend the proposed framework in a straightforward manner to detect
the number of speakers automatically, by including a prior over this number using e.g. a
Dirichlet Process. In that case, no thresholding would be needed, as it is the case with the
approach of Wooters et al..

4
D EEP B ELIEF N ETWORKS FOR
S YNCHRONY D ETECTION IN S PEECH

Abstract: This chapter presents the application of a generative approach, in the form of
a Deep Belief Network, to detect synchrony in speech. More specifically, the Deep Belief
Network models the specific temporal and spatial patterns generated in the audiovisual
space by a speaking person. These patterns reflect synchrony between audio and video,
can be captured only by cross-modality analysis and constitute an essential part in multimodal speaker diarization. The generative model of the joint audio-visual space efficiently
captures the joint distribution of the audio and video modalities using high-dimensional
informative features. The experimental results on publicly available data sets show that
the proposed framework outperforms previously proposed heuristic algorithms and other
standard probabilistic approaches.

4.1 Introduction
Chapter 3 presents a Dynamic Bayesian Network for audiovisual speaker diarization that
incorporates a Mutual Information (MI)-based feature to detect synchrony. In the context
of speaker diarization the audio and video stream are in synchrony when they contain
events that occured simultaneously, e.g., the audio signal of speech and the video signal
of the corresponding speaker. This synchrony must be detected reliably because it affects
the final speaker diarization accuracy through a dual role: it is used to fuse information
coming from the audio and video modalities and it is used to enhance speaker diarization
(see remarks of section 3.7).
The current chapter focuses on audiovisual synchrony detection in audiovisual speech
recordings using a Deep Belief Network, while chapter 5 describes how this distribution can
be used to perform speaker diarization. A Deep Belief Network is a generative probabilistic model that can capture the distribution of the input data by implementing a Product
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of Experts (PoE), i.e., representing the target distribution as a product of simpler distributions. In this case, the input data is synchronised audiovisual features coming from a
short temporal window and, consequently, the proposed Deep Belief Network models the
distribution of the synchronised audio and video signals produced by a speaking person
and uses this distribution to detect audiovisual synchrony in speech.
There are two main differences between the graphical model of the Dynamic Bayesian
Network presented in chapter 3 and the graphical model of a Deep Belief Network.
• The Dynamic Bayesian Network exploits information coming from the whole stream,
while the Deep Belief Network considers only observations in a small window around
the point of inference. Recall that the Dynamic Bayesian Network of chapter 3 measures synchrony over a finite window of seventeen frames. It evaluates these measurements, however, using information coming from the whole stream. (see remarks
on the Markov properties in section 3.7).
• The Dynamic Bayesian Network of chapter 3 summarises the system state in one
sequence of latent variables with predefined meaning — they represent which persons
are visible or speaking on a specific time slice. A Deep Belief Network uses multiple
layers of latent variables. These layers do not necessarily correspond to a concept,
they are expected, however, to abstract different levels of information about the input
data.

4.1.1 Deep Belief Networks
Deep Belief Networks are generative probabilistic graphical models with multiple layers of
hidden variables. The intuitive structure of a Deep Belief Network is illustrated in figure
4.1(a). The features extracted from the audiovisual data correspond to the observable
variables x at the bottom of the architecture. The multiple layers of hidden nodes, denoted
with h, correspond to the latent variables that facilitate the factorisation of the generative
distribution p (x). The weights between nodes represent the probabilistic relationship
between their states.
In practice, each layer of a Deep Belief Network might have hundreds of nodes. Drawing
an exact graph of such a large network is pointless. Instead, compact representations were
used in the works of Hinton [61] and Bengio [18]. This thesis adopts the representation
of Bengio, and an example is illustrated in figure 4.1(b). Each node is connected to
all the nodes of the next layer and missing connections correspond to zero weights and
consequently statistical independence.
The novelty of the proposed approach in comparison to previous work on synchrony detection (reviewed in detail in section 2.3) is two-fold: (1) it directly models the distribution
of a sequence of audiovisual features that reflect synchrony in speech, and (2) it uses
high-dimensional audiovisual features which can discriminate between different phonemes.
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for synchrony detection
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Figure 4.1: The intuitive graphical representation of a Deep Belief Network, and the representation introduced by Bengio [18] and adopted in this thesis.

Modelling such a distribution is a formidable task, and this chapter focuses on the following
scientific questions:
• Is it possible to probabilistically model the distribution of synchrony between audio
and video in speech, and would that be more efficient than the heuristic algorithms
proposed so far? This chapter argues that it is feasible to explicitly model the distribution of synchrony in speech. The experimental results are compared to those
achieved by the algorithms of Hershey and Movellan [59] and Barzelay and Schechner
[12].
• What is the optimal way to model the distribution of audiovisual synchrony? This
chapter suggests that the PoE is very well fitted to audiovisual data. Different PoEs
are compared to a universal mixture learner with the same number of parameters, in
the form of a Gaussian Mixture Model (GMM).
• Is the additional depth of the Deep Belief Networks beneficial when modelling the
distribution of synchrony? The proposed Deep Belief Network is compared with a
shallow architecture implementing a PoE, in the form of a conditional Restricted
Boltzmann Machine (cRBM).
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Probabilistic Modelling

Barzelay and Schechner
[12]
Kidron et al. [73]

This work

Table 4.1: Approaches to Synchrony Detection

4.1.2 Chapter Overview
Section 4.2 describes the way synchrony has been modelled in the past, and the intuition
behind modelling it with a Deep Belief Network. Section 4.3 describes the two-step procedure of building a Deep Belief Network. In the first step, a greedy learning algorithm adds
layers to the network, while in the second step, the network is optimised as a whole. Section 4.4 describes the experimental results of Deep Belief Networks in synchrony detection
in speech as well as the results achieved by other methods on the same task. Section 4.4.4
presents the conclusions drawn from these results and section 4.5 presents a discussion
about the application of Deep Belief Networks to audiovisual data and future directions of
this work.

4.2 Modelling Synchrony
This section presents our motivation behind the use of Deep Belief Networks for synchrony
detection. Section 4.2.1 discusses the probabilistic interpretation of the MI-based approaches and explains our intuition behind a different modelling of the audiovisual space.
This intuition leads naturally to the PoE, a generative probabilistic model which is extremely powerful in modelling highly varying probability distributions in high dimensional
spaces. Section 4.2.2 presents the PoE, and demonstrates its potential by comparing it to
the most widely adopted mixture of experts, the GMM, in a toy example. Section 4.2.3
presents the difficulties of training a complete PoE which hindered its widespread use. In
contrast, Deep Belief Networks are restricted PoE that can be efficiently trained.

4.2.1 MI-based Synchrony Detection
Chapter 2 divides the synchrony detection approaches into two categories based on whether
they use simple statistical measures in the form of MI, or matching algorithms in the space
of audio and video onsets. These approaches are listed concisely in table 4.1. MI-based
approaches have been extensively applied for synchrony detection in speech (see also table
4.3) and they are more robust to different audiovisual settings since they do not require
tracking of visual features, or setting thresholds to determine audio and video onsets.
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(a) Distribution representing synchrony

(b) Distribution representing non-synchrony

Figure 4.2: Scatter plot of a pair of audio and video features with Gaussian joint distribution.
On the left, the features exhibit high MIand consequently synchrony. On the right,
the features exhibit low MI

Because of these two facts, the Dynamic Bayesian Network of chapter 3 uses a MI-based
feature to measure synchrony detection.
The MI-based approaches make a parametric assumption (Gaussian) for the distribution of
the audio and video features, but instead of a probabilistic treatment, they rely on a simple
heuristic: high MI measurement corresponds to synchrony. This may sound plausible, but
it is easy to find examples where it does not hold. For instance, consider a person clapping
repeatedly and the corresponding audio signal delayed by half the clapping period, or a
person moving his lips in tune with someone else’s speech. In both cases, the audio and
video signals will exhibit high MI, despite being clearly desynchronised.
The probabilistic interpretation of this simple heuristic is illustrated in the two scatter plots
of figure 4.2. Both scatter plots depict samples from two one-dimensional variables that
follow a Gaussian joint distribution. In figure 4.2(a) the variables are highly informative of
each other, their MI measurement is 0.52. In figure 4.2(b) they convey little information
about each other, their MI measurement is 0.05. Thus the MI-based approaches regard
the scatterplot of 4.2(a) as a “distribution of synchrony”, p (data|synchrony) and that of
4.2(b) as the “distribution of non-synchrony”, p (data|non-synchrony). In practice, Gaussian distributions are assumed when computing MI, because this allows it to be computed
in closed form. However, the assumption of such distributions does not hold in practice.
There is strong evidence, from psychophysical and signal processing research, that the
distribution of synchrony between the audio and video features will follow a different distribution. Psychophysical research has shown that when humans differentiate between a
phoneme [bA] and a phoneme [dA] the video modality overrules their hearing [83]. Thus,
the clusters of the phonemes of [bA] and [dA] are close in the audio dimension, and separate
in the video dimension.
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Video
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v,f
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b,d

m,n
v
Audio

f,s

Figure 4.3: Seven phonemes which are easy to distinguish in the audiovisual space, but not in
single modality analysis [31].

This is surprisingly general in practice. Chen et al. in a signal processing review of
audiovisual speech recognition, lists groups of phonemes and visemes that appear hard to
separate in single audio or video recognition [31]. A few examples are illustrated in figure
4.3, e.g., [b] and [d] are hard to separate in the audio modality but easily separable in the
video modality, while [b] and [m] are hard to separate in the video modality but easily
separable in the audio modality.
This structure is further strengthened by coarticulation, which can be perservatory or
anticipatory: the visual features that are highly informative to the audio stream can appear
before or after the corresponding audio window. MI-based approaches avoid to model such
complex temporal patterns, but in practice, the video features that discriminate a specific
phoneme will most likely cooccur with audio features that discriminate multiple other
phonemes.
In general, a speaking person generates observations that lie in a limited range of visual
inputs, a limited range of audio inputs, and, because of the synchrony between both, an
even more limited range of combination of the two. Features that discriminate between
phonemes will create small clusters of observations and reflect synchrony through lying in
a specific grid of the audiovisual space.
The problem now becomes to find a probabilistic model that can represent grid-structured
data. Such a model will reliably capture the “distribution of synchrony” in speech and
assign higher probability to synchronised audiovisual recordings, i.e., perform synchrony
detection. The Product of Experts is known to be good at modelling grid-structured
data[60].
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Figure 4.4: Data lying on a grid in a two dimensional space. The clusters are dense and most of
the data space is empty. The probability distribution of the data is multimodal.

4.2.2 Products of Experts
Figure 4.4 plots a toy example of grid data which was first presented in the work of Hinton
that introduced the PoE [60]. The generative distribution of such data, p (x), is complex
and it is typically modelled by a combination of simpler distributions. Simple distributions,
e.g. Gaussian, Bernoulli or Dirichlet, are called experts and they can be combined in two
ways: as a mixture or as a product.
If the experts are combined as a mixture, the final model is of the form:
X
p (x) =
p (e) p (x; θe)

(4.1)

e

where θe are the parameters of the distribution defined by expert e and p(e) is the prior
probability that this expert is “on”. The simple probability distribution of expert e is
p (x; θe).
In case the experts are combined as a product the final model is of the form:
Y
1X
p (x) =
p (e)
p (x; θe)
Z e
e

(4.2)

where (the bold) e is a vector in the product space of all expert combinations1 that de1

The
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equation
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Figure 4.5: The same two Gaussian experts combined as mixture or as a product.

scribes which experts e are “on’. p (e) is the prior probability of setting e, p (x; θe) can
be any arbitrary non-negative function and Z is a normalisation constant 2 . For discrete
observations, Z can be computed as:
Z=

XX
c

e

p (e)

Y

p (c; θe)

(4.3)

e

while in the case of continuous data, the first summation is replaced by an integral. In
equation 4.2, the normalisation term is referred to as Z rather than the full form of equation
4.3, in order to indicate our inability to compute it in general. The variable c in the
normalisation term take values from the same space as x.
The main differences between combining simple distributions as a mixture and as a product
of experts are the following:
• A mixture of two distributions is more flat than the individual components. A
product of distributions is more peaked than the individual components. This is
illustrated in figures 4.5(a) and 4.5(b) respectively.
• In a mixture of experts, the prior probabilities p (e) indicate how probable it is for
expert e to be “on”. The single expert which is “on” contributes its distribution
p (x; θe), while the experts that are “off” have no contribution. In a product of
experts, the experts state e indicates which expert(s) are “on”. If expert e is “on”, the
function p (x; θe) is contributed to the product. If the expert e is “off” the uniform
distribution is contributed instead, so that the product does not become zero — see
equation 4.2.
1
Z

X

[e1 ,e2 ...eI ]
2

p (e1 , e2 . . . eI )
⊤

Y

p (x; θei )

ei

If all the function p (x; θe ) are probabilities, then Z = 1
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• In a product of experts, the functions p (x; θe) do not need to be probabilities, although in the Deep Belief Networks domain they usually are.

Learning the model parameters
An example that illustrates the potential of combining simple distributions in a product is
shown in figure 4.6. In this toy example, the data lies is a grid structure. The PoE can not
model every distribution better than a GMM, but it has a clear advantage when this type
of structures arise in the data. The audiovisual data that reflect synchrony are expected
to lie in a similar grid.
A GMM of 10 components and a PoE of 10 components are trained on the data of figure 4.4
using the EM algorithm, i.e., their parameters are set to the values that maximise the data
likelihood3 . Data drawn from the resulting distributions and the contours of the individual
component distributions are plotted in figures 4.6(b) and 4.6(a) respectively. EM is an
iterative procedure that can easily get stuck to local minima. The results presented in
figure 4.6 are near-optimal, and they are acquired by providing good initialisation to the
models: the k-means algorithm for the mixture, and univariate experts for the product.
The GMM fails to capture the underlying data distribution: more than one data clusters
are assigned to the same expert and, during generation, most of the points are produced on
empty space. Moreover, the experts have large variances and consequently generate points
outside the data range. The PoE captures the distribution more reliably and therefore
produces samples on the points of the grid.
Note that the PoE will also generate data at the missing point of the grid. This is because
two experts overlap on this point, and reproduce a grid-like structure which does not exist
in the input data. The specific experts though have higher variance in the dimension in
which data exists, and their mean is slightly moved away from the missing grid point. As
a result, there are much fewer point generated at that point of the grid.

Evaluation of the final model
These two models require the same number of parameters. Let Qmix be the distribution
represented by the mixture model and Qprod be the distribution represented by the product
model. The objective of the learning procedure is to adjust these distributions to approximate the distribution that generated the data, Qgen and it can be evaluated by computing
the KL-divergence4 between the distribution of each model and the target distribution.
3

The EM for the PoE is computationally so expensive that becomes inapplicable to products of multiple components, as we will explain in section 4.2.3, but it is applicable to this toy example
4
A detailed description of KL-divergence is presented in section 2.2.2, page 24
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(a) Data generated by the 10 component GMM
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(b) Data generated by the 10 component POE

Figure 4.6: A ten-component GMM and a ten-component PoE were trained on the data of figure
4.4 using the EM algorithm. Figure 4.6(a) illustrates the resulting components of the
GMM and samples from it. Figure 4.6(b) illustrates the resulting components of the
PoE and samples from it.
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The KL-divergence cannot be computed in a closed form for the models at hand. It can,
however, be approximated with sampling as:
KL (Q1||Q2) =

Z

Q1(x) log
x

X
Q1(x)
Q1(^x)
Q1(^x) log
dx ≈
Q2(x)
Q2(^x)
^
x

(4.4)
(4.5)

where x is the space the data can span, and ^x is a set of samples from that space.
The distribution learnt by the product of experts is much closer to the generative one. In
the example of figure 4.6, the KL-divergence between the distributions is:
KL (Qmix||Qgen ) = 2.6
KL (Qprod ||Qgen ) = 0.15

(4.6)
(4.7)

A GMM with 24 components, and consequently more than twice the number of free parameters, can be trained on the same data. Such a model has the potential to perform
perfectly, since each expert can account for a single grid point. However, fitting mixtures
with high number of components is an involved procedure — as the free parameter space
becomes larger, the EM algorithm gets stuck to poor local minima more easily.

From PoEs to Deep Belief Networks
Probabilistic synchrony detection corresponds to a large scale application, in terms of
dimensionality and grid size, of the toy example presented here. Learning the distribution of
synchrony corresponds to adjusting a PoE with many components to the restricted manifold
where speech-related audiovisual observations lie. Section 4.2.3 discusses how to train a
PoE using Maximum Likelihood (ML) learning, a procedure which is so computationally
expensive that it becomes inapplicable to high-dimensional spaces and products of many
components.
The Deep Belief Networks, which are proposed in this thesis to model the distribution of
synchrony, can be seen as a PoE as follows: each node in a Deep Belief Network acts as an
expert, representing a binomial, multinomial or Normal distribution. Each pair of layers
of nodes in the Deep Belief Network implements a product of experts — the contributions
of the nodes of a layer are summed in the exponent of the final probability function. The
layers of a Deep Belief Network can have hundreds of nodes, and training is possible with
Contrastive Divergence, i.e., a fast approximate learning algorithm, which works very well
in practice. The Deep Belief Network is, however, constrained: the Gaussian distribution
of the experts, in case of continuous data, has a fixed variance, and the input data is scaled
accordingly.
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4.2.3 Maximum Likelihood learning for PoE
Maximum likelihood learning corresponds to setting the parameters of the model to the
value that maximises the data likelihood:
θ = argmax p (x; θ)

(4.8)

θ

where θ is the set of the parameters of all the experts.
This assignment rule corresponds to a simple intuition: if all the parameter settings are
equally probable, we learn the values that are most likely to have generated the data.
However, in mixtures and products of experts, all the parameters interact and there exists
no closed form solution that maximises p (x; θ). Iterative methods are employed instead,
in the form of the EM-algorithm, and are generally combined with approximation methods
in the form of sampling.
The EM algorithm [21, 46] assumes that the observed data are incomplete, and there exists
a set of latent variables z representing the missing values. The set of observed and latent
variables defines the complete-data likelihood p (x, z; θ), which factorises as:
p (x, z; θ) = p (x|z; θ) p (z; θ)

(4.9)

This complete-data likelihood is a random variable, since the missing values z are unknown,
random and presumably governed by a an underlying distribution [21]. The EM algorithm
estimates the parameters that maximise the complete data likelihood through an iterative
procedure consisting of two steps — the E-step and the M-step. The E-step computes the
expectation over the variables z under the current model parameters. The M-step updates
the model parameters to the values that maximise the complete-data likelihood.
When the EM algorithm is used to learn a mixture, the latent variables z are called
responsibilities. Variable zij corresponds to the probability that component ei is responsible
for the generation of data point xj. The application of this method in a mixture requires
evaluating each data point with each mixture component and normalising these values
over each data point — a procedure linear in the size of the data set and in the number of
mixture components.
When the EM algorithm is used to learn a PoE the latent variables z are again the responsibilities of different product components. Computing the expectation of the complete
data likelihood, however, is much more involved. In case of I components, the distributions
corresponding to each one of the 2I possible expert settings e must be computed. These
distributions are used to calculate the probability that an expert setting e is responsible
for the generation of data points xj — in comparison with the mixture case, this procedure
stays linear in the size of the data set but becomes exponential in the number of product
components. The responsibility of component ei for data point xj is estimated by summing
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the probabilities of the expert settings for which expert ei is “on”:
X
p (ei|xj) =
p (e|xj)

(4.10)

e:e(i)=1

assuming element e (i) is 1 when expert ei is “on” and 0 otherwise.
Consequently, the E-step of a product of ten experts is more than a hundred times more
expensive than the E-step for a mixture of ten experts. This exponential explosion of the
computational cost, makes EM algorithm inapplicable to large data sets, high dimensional
spaces and products of large numbers of experts.
EM can be seen as a lower bound optimisation [86]. An alternative, single-point optimisation, algorithm to satisfy equation 4.8 is to start from random parameter settings and
follow the derivative of p (x; θ) (or the derivative of its logarithm) with respect to the
parameters of each single expert. For generative models, like PoE, sampling can be used
to acquire an estimation of the unknown quantities that come up. The derivative of the
log-likelihood of equation 4.2 (page 85), with respect to the parameters θm of a single
expert, becomes:
Y
∂ log p (x; θ)
log p (c; θm)
∂ log p (x; θm) 1 X X
p (c; θe)
p (e)
=
−
∂θm
∂θm
Z c e
∂θm
e

(4.11)

Experts can be safely assumed to have a tractable distribution, since they are manually
selected to implement Gaussian, Bernoulli or multinomial distributions. The hardest part
in the estimation of this gradient is to approximate p (e), i.e., acquire the prior over the
expert settings in order to sample from the model distribution. For discrete data, it is
possible to use rejection sampling: generate one point from each expert and continue until
all experts agree. In practice, the cost of rejection sampling is too high even for low
dimensional spaces.
Typically, a Markov chain Monte Carlo (MCMC) method, Gibbs sampling, is much more
efficient, i.e., sample each variable independently, conditioned on the current states of all
the other variables. Given the data x, the experts’ states e (i) can be sampled independently
as a consequence of the product formulation. Given an expert states setting e, a data point
can be sampled from the corresponding distribution. This process must be repeated once
for the first term of the RHS of equation 4.11, but infinitely (or at least for multiple
iterations) for the second term [60]. Prolonged MCMC Gibbs sampling till equilibrium
produces an unbiased sample from the model distribution. Training a PoE using sampling
to follow the gradient of equation 4.11 is a computationally expensive procedure, which
was used at first but prohibited the broad use of PoEs or experimentation with products
of large number of experts.
At the time of this writing, Contrastive Divergence (CD) is considered the state-of-the-art
method to train a product of experts [60]. A detailed description of CD with a qualitative
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comparison to ML learning, as well as the update equations for its application on Deep
Belief Networks, are available in appendix B. In short, CD uses a different optimisation
criterion:


θ = argmax KL Q0||Q∞ − KL Q1||Q∞
(4.12)
θ

where Q0,Q1,Q∞ are the distributions of the data, the first reconstruction and the model
respectively.
This has two advantages. Firstly, it can be shown that minimising the criterion of equation 4.12 leads to a local extrema which is a local extrema of the ML-learning criterion of
equation 4.8 [27]. Secondly, the gradient of 4.12 can be efficiently approximated with sampling. Regardless of the different optimisation criterion and the approximation introduced
by sampling, CD yields very good results in practice [18, 61, 120].

4.3 Building a Deep Belief Network
General Belief Networks were studied by Pearl [70] and others as a way to represent knowledge in intelligent systems. Modern Deep Belief Networks are based on a similar network
introduced under the name sigmoidal belief network by Neal et al. [96]. Two-layered Belief Networks can represent any distribution over the input data and the same holds for
Deep Belief Networks. The difference lies in the fact that deep architectures can be more
efficient, sometimes exponentially so, than shallow architectures in terms of elements and
parameters required to represent some functions [18]. The parameters of a Belief Network
are learnt with sampling, but this is hard — and the deeper the architecture, the harder
learning becomes.
A Deep Belief Network is build in two stages. In the first stage, a greedy-learning procedure
adds additional layers of hidden variables. Every pair of layers implements a restricted PoE
in the form of a Restricted Boltzmann Machine (RBM) or a cRBM and it is trained using
CD-learning. The first stage results in a deep architecture which is suboptimal, since
the layers have been trained independently. In the second stage, the deep architecture is
optimised as a whole. The RBM and the cRBM, which are the building blocks of Deep
Belief Networks, are presented in the sections 4.3.1 and 4.3.2 respectively. The up-down
algorithm, which optimises a deep architecture, is presented in section 4.3.3.

4.3.1 The Restricted Boltzmann Machine
The RBM belongs to the family of energy models, first introduced in the work of Hinton
and Sejnowski in [62] and termed Boltzmann Machines. Boltzmann Machines define a
probability distribution over the variables of interest through an energy function over all
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Hidden Layer

Visible Layer

Figure 4.7: The graphical representation of the RBM. There exist undirected connections from
all the nodes h of the hidden layer to all the nodes x of the visible layer but no
connections among the nodes of the same layer.

the possible variable configurations:
p (x, h) ∝ e−E(x,h)

(4.13)

where E (x, h) is the energy function over all the binary observed (x) and latent (h) variables. The terminology is adopted from physics literature, where some systems are described through an energy model. The parameters of the model are learnt to values that
associate lower energy to more probable system states.
An energy model that resembles the form of the RBM was first proposed under the name
of Harmonium by Smolensky in [118] and it was a constrained version of the original
Boltzmann Machine. The RBM, shown in figure 4.7, associates one set of visible variables
x = {xi} to a set of hidden variables h = {hj}. In general for an energy model, this would
correspond to
e−Energy(x,h)
(4.14)
p (x, h) =
Z
where Z is the normalisation term. The RBM uses the following energy function:
Energy (x, h) = a⊤ x + b⊤ h + h⊤ Wx

(4.15)

with the parameters a, b and W defining the final model.
The restricted form of the energy function in equation 4.15 shows that each observed
variable xi contributes a factor ai, each latent variable hj contributes a factor bj, and
each pair of visible-to-hidden variables xi-hj contribute a factor Wij. Thus, there are no
interactions between two nodes of the same layer. All the contributions are summed in the
exponent of the probability function (equation 4.14) which equals their combination in a
PoE.
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When modelling the distribution of synchrony, the observed variables x correspond to the
features extracted from the audio and video stream. Therefore, there will be one node per
dimension for each one of the modalities. The hidden variables h correspond to an internal
representation of the system state. A total of J experts define a system with 2J hidden
states, which are dependent on each other. In other words, the hidden nodes perform a
multi-clustering of the input space.
The main advantage of an undirected architecture with no within-layer connections is that
the posterior distribution over the variables of a single layer is factorised:
Q
Q
p (x|h) = i p (xi|h) and p (h|x) = j p (hj|x)
(4.16)
This allows us to sample the values of a layer efficiently and therefore to learn the parameters of the RBM through sampling.
RBMs were introduced with binary variables for both the hidden and visible nodes which
follow a Bernoulli distribution, parameterised from a logistic function. Welling et al. extended this to the exponential family [130], enabling the RBM to incorporate real valued
data — this expansion modifies the equation 4.15 and it is discussed in detail in appendix
D. For instance, assuming continuous visible nodes and binary hidden ones, the conditional
distributions for each node in equation 4.16 are given by:


P
p (xi|h) = N xi; ai + j hjwij, 1
(4.17)
P
p (hj|x) = B (σ (bj + i xiwij))

with σ (·) being the logistic function, B the Bernoulli and N the normal distribution.

Note that the conditional Normal distribution for the continuous nodes has a fixed unit
variance, and the input data should be scaled accordingly. The experts presented in the
PoE of section 4.2.2 had no such restrictions; a RBM with Gaussian units implements a
restricted version of a Gaussian PoE. Sampling distributions such as the ones of equation
4.17, are used in the Contrastive Divergence framework to acquire the parameters of the
RBM.
Sampling in the RBM can be seen as a very shallow autoencoder5 with just one layer of
hidden nodes. The data is mapped to that layer, which is usually of lower dimension, and
from there reconstructed using the same set of weights.

4.3.2 The conditional Restricted Boltzmann Machine
The RBM can model static frames of data, or data sequences of constant length — treating
each sequence as one observation. Many applications however, including processing audio
5

Autoencoders are presented in appendix A
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Figure 4.8: The graphical representation of the conditional Restricted Boltzmann Machine. In
this case, the current system state is conditioned on two previous observations, but
more distant observations can be incorporated without complicating inference or
learning.

and video streams, require modelling the temporal dependencies in a more flexible way.
This is achieved through the extension of the RBM to the cRBM.
The most common approach to deal with time series data, involves the application of
Dynamic Bayesian Networks, which were examined in detail in the previous chapter of
this thesis. The main idea behind a Dynamic Bayesian Network is to model temporal
transitions in the hidden system state space, which has lower dimensionality than the
observation space. A Hidden Markov Model (HMM)-like Dynamic Bayesian Network (i.e.,
the current observation depends only on the current system state, and the current system
state depends only on the previous system state) models the joint distribution of the current
observation and the current system state in the presence of all available information as:


p xt, ht|x1:t−1, xt+1:T = p ht|x1:t−1, xt+1:T p(xt|ht)

p ht, xt+1:T |x1:t−1
p(xt|ht)
=
t+1:T
1:t−1
p (x
|x
)


t+1:T t
p x
|h p ht|x1:t−1
=P
p(xt|ht)
t+1:T |ht) p (ht|x1:t−1)
p
(x
t
h


P
βt (ht) ht−1 p ht|ht−1 αt ht−1
P
=P
p(xt|ht)
t
t
t−1
t−1
) αt (h )
ht βt (h )
ht−1 p (h |h

(4.18)
(4.19)
(4.20)
(4.21)

where the α and β terms are the forward and backward pass respectively, which can be
computed iteratively for the whole stream. The summations over the system state h are
tractable in a Dynamic Bayesian Network, since a small finite number of hidden system
states is defined upon construction.
In practice, synchrony is meaningful only in a small area around the current observation.
Let’s say this length is n. In that case, the conditional probability would use observations
xt−n/2 to xt+n/2 instead of x1 to xT . In order to further simplify the connection between a
cRBM and a Dynamic Bayesian Network, consider estimating the joint probability over the
last system state and observation in this window of length n. For the HMM-like Dynamic
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Bayesian Network, this is:
X



p xt, ht|xt−1, . . . xt−n = p(xt|ht)
p ht|ht−1 α∗t ht−1

(4.22)

ht−1

where the α∗ denotes that the forward pass is initiated at t − n rather than the beginning
of the stream.
In the RBM framework the temporal dimension of the data is taken into account in a more
straightforward manner. The RBM is extended to the conditional cRBM by conditioning
the probability distribution over the variables at hand on the previous observations. This
is feasible by treating the observations of n past time slices as a dynamically
changing bias

t
t t−1
t−n
[120]. Thus now the conditional RBM models: p x , h |x , . . . x
, creating a cRBM
which is visible in figure 4.8. The Energy function for the cRBM is:
X
X
Energy (x, h) = −
xt⊤ Aixi − b⊤ h −
ht⊤ Wixi
(4.23)
i=t−1:t−n

i=t:t−n

where matrix Ai contains the dynamic bias weights from observed layer xi to xt, and
matrix Wi contains the weights connecting layer xi to xt. These additional weights do
not complicate inference or learning, since no connections are added between nodes of
the same layer. The parameters of the cRBM are acquired using CD-learning,which is
described in appendix B. The Ai and Wi matrices contain a large number of parameters
which are required to model transitions directly in the high-dimensional observation space.
A discussion on how Deep Belief Networks cope with this large number of parameters is
presented in section 4.5.
The cRBM, and as a results the Deep Belief Networks framework, do not decode the
observation sequence. No backward pass is performed and the observations outside the
window of size n are ignored. However, a high-dimensional system state space, which is
exponential in the number of nodes in layer h, is possible, since no explicit summation
over all the possible system state configurations is performed. This high dimensional
space conveys much more information about the system state and manages to outperform
Dynamic Bayesian Networks in many sequence modelling applications [119, 120].

4.3.3 Optimising a deep architecture
The optimisation of a deep architecture is a difficult task. Gradient learning methods are
likely to get stuck in poor local optima, while approximate sampling methods are extremely
expensive computationally [18, 61]. The current state-of-the-art method to build multiple
layer models requires two steps which are explained in detail below. First a greedy learning
approach produces a multilayered architecture, as shown in figure 4.9. Then, the model
is fine tuned for recognition and generation, as shown in figure 4.10 using the up-down
algorithm.
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(a) Training the first layer

(b) Training the middle layer

(c) Training the top layer

Figure 4.9: Greedy training of a deep architecture. Initially the data are used to train the lower
RBM shown on the left. The original data is used to sample a set of reconstructions
on the hidden level, which are treated as input data for a second RBM, shown in the
middle. The process can continue till the desired number of layers is reached.

The greedy layer-by-layer learning procedure, uses the input data to train the first level as
the hidden layer of the RBM — figure 4.9(a). This will output a weight matrix W1. Then,
each original data point xd is used to sample a vector in the hidden layer:

hd ∼ p h|xd, W1
(4.24)

resulting in a set of hidden layer vectors h. These representations are used as data, and
a second layer is added on top, creating the RBM shown in figure 4.9(b). In this RBM,
a new set of weights W2 is learnt. Additional layers of varying lengths can be added in
this fashion. It is common in practice to choose fewer nodes for higher layers, in order to
achieve dimensionality reduction and retain the useful information of the data. Recall the
case of autoencoders, presented in appendix A, where a smaller number of nodes in the
middle layers performs non-linear dimensionality reduction.
The same greedy learning is possible in the case of temporal data. The lower level is
modelled using a cRBM, while higher levels can be either RBMs or cRBMs. If higher
levels are modelled as cRBMs, a sequence of data is mapped to the hidden layer and
a sequence of hidden layers is used to train a cRBM. This adds weights between the
consecutive hidden layers and the final model generates observations that are compatible
with the hidden system state, the previous observations and the previous hidden states
[120].
The output of this greedy learning is a multi-layer undirected probabilistic network. The
weights of this network are sufficient for supervised methods like boosting [61], since boosting can cope with weak classifiers, but suboptimal for generation, since the layers were
trained independently. The Deep Belief Network can be tuned for generation, using the
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W2R
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W2G

W1T

W1

W1R

W1G

W1R

W1G

W1R

W1G

(a) Untying the weights

(b) The up-pass

(c) Alternate Gibbs sampling

(d) The down-pass

Figure 4.10: The up-down algorithm. Initially the undirected connections are untied into a
recognition and a generation set. For example the weight matrix W2 becomes
R
T
WG
2 = W2 and W2 = W2 . In the up pass a data vector is given to the network
and the recognition weights are used to stochastically pick values for the nodes,
which is denoted with continuous arrows, and these values are used to update the
generation weights using equation 4.25. Alternating Gibbs sampling is performed
at the top layer to update the RBM weights and produce a reconstruction at the
penultimate layer. This reconstruction is used for the down pass where the generation weights are used and the recognition weights are updated.

up-down algorithm which is a method for gradient ascent [61]. The greedy pretraining has
delivered a good initialisation for the gradient ascent, lowering the risk of getting stuck in
local minima.
Initially, the up-down algorithm unties the connections in all but the top layers, as shown
in figure 4.10(a). The weights connecting a layer to the one above are called recognition
weights, while the weights in the opposite direction are called generative weights. The
up-down algorithm consists of two passes. In the up pass the recognition weights are used
to stochastically pick states for the hidden variables. Given these values the generative
weights are updated using the rule:
∆wji = εhj (xi − E [xi])

(4.25)

where ε is the learning rate hj and xi are the values sampled for the corresponding nodes,
and E [xi] the expectation of node xi to be in the sampled state. This update rule was
introduced by Neal and resembles the learning rule of backpropagation for Neural Networks
[96].
Alternating Gibbs sampling is performed at the top two layers of the Deep Belief Network
resulting in values for the top two layers of the Deep Belief Network. These values are
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Onset Features
Raw signal Features
Phoneme Features

Heuristic Approaches
MI
MA
X
X
X
—
X
—

Probabilistic Approaches
GMM cRBM
DBN
X
X
X
—
—
—
X
X
X

Table 4.2: Cross-product of different algorithms and features tested in the experiments of this
chapter. X indicates that the combination was possible and tested. — indicates that the
combination is not possible. The bold X indicates that the combination of algorithm
and features was first tested in this chapter.

used to update the undirected connections between the top layers using the Contrastive
Divergence equations for the RBM.
The penultimate layer is used to initialise the down pass, where the generation weights are
used to sample values for all the variables of the network. These sampled values are used to
update the recognition weights using the rule of equation 4.25. The up-down algorithm is
repeated until convergence, or until a maximum number of iterations is exceeded, resulting
in a Deep Belief Network optimised for generation.
The global optimisation of the Deep Belief Network is very important for synchrony detection, because it creates an architecture that will reconstruct well input vectors similar to
training data. In the experiments of the next section, the Deep Belief Network is trained
with synchronised audiovisual recordings containing a speaking person. During testing,
the more synchronised the test data the better they will be reconstructed by the Deep
Belief Network.

4.4 Experimental Evaluation
This section presents the experimental evaluation of Deep Belief Networks for synchrony
detection. Section 4.4.1 describes the objectives these experiments intend to meet, section
4.4.2 present the experimental setup and section 4.4.3 presents the obtained results.

4.4.1 Objectives
By means of experiments our objective is to evaluate the performance of the Deep Belief
Network and phoneme features in audiovisual synchrony detection in speech, and compare
it to other existing methods and models; introduced in chapter 2.
In order to test these objectives, a cross product of features and algorithms is applied. This
cross-product is concisely presented in table 4.2 where the feature-method combinations
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first examined for this thesis are highlighted, and it was built to test the following scientific
questions:
1. Is probabilistic modelling beneficial for the problem at hand? This thesis claims it
is beneficial, and test this claim by comparing the results between probabilistic and
heuristic approaches.
2. Are phoneme features beneficial for the proposed task? This chapter proposes AAMs
and MFCCs which are high-dimensional audiovisual features and can discriminate
between phonemes in the audio and video modality. Comparison between the results of phoneme features, and features proposed in relevant research addresses this
question.
3. Is the product of experts well fitted to model audiovisual data for synchrony detection? The suitability of PoEs for the task at hand is demonstrated through a
comparison between a cRBM, which implements a PoE, and a GMM .
4. Is additional depth beneficial for such tasks? The comparison between the results
of a cRBM and a Deep Belief Network demonstrates the additional benefits of a
multi-layer architecture.

4.4.2 Experimental Setup
This section describes the different features and algorithms used, the data set and the
setup that evaluates audiovisual synchrony in speech.
Extracted Features
There are three sets of features. The phoneme features which are proposed in this chapter
and contain phoneme-specific information, the raw-signal features suggested by Hershey
and Movellan [59] and the onset features described in the work of Barzelay and Schechner
[12].
The phoneme features in the video modality are extracted using the Active Appearance
Model (AAM) [121]. AAMs are the state-of-the-art choice in lip movement generation
from phonemes, and therefore expected to summarise the phoneme information in the
video modality[48]. Some example frames can be seen in figure 4.11. The distance of
each one of the 50 landmark points to the centre of the face is used in the final feature
vector. Note here that the AAM never loses track of a person’s face in our experiments,
but many point estimates are noisy. The phoneme features for the audio modality are
Mel Frequency Cepstral Coefficients (MFCCs), which are the most common choice for
Automatic Speech Recognition (ASR), and are expected to summarise the corresponding
phoneme information. The 12 first MFCCs are used, plus the acoustic energy of the audio
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Figure 4.11: In the first row there is one sample frame from a video of each one of 4 subjects.
The second row presents examples of the same person with the AAM which was
automatically adapted to the image. The third row contains a visualisation of the
Mutual Information between each pixel and the corresponding audio stream, with
light grey representing higher correlation.

stream. In this case, the input x for each frame are the 13 values of the MFCCs, and
the 50 distances of the points of the AAM. The MFCCs are sampled over 25 millisecond
windows with overlap and 12.5 millisecond difference, and therefore 4 MFCC descriptors are
extracted for each frame. Thus, each input layer has a dimensionality of 50 + 4 × 13 = 102.
The feature extraction details can be found in appendix E.
The raw-signal features correspond to grey scale values for each pixel and the average acoustic energy of the corresponding audio stream segment. There was no need for tracking or
reducing background noise, as suggested in [59], because the recordings are made under
high quality laboratory conditions. These features can not be used in an intuitive fashion
under the probabilistic approach. If all the pixels are considered as independent dimensions, the final vector x becomes extremely high dimensional, and learning its distribution
becomes an ill-posed problem.
The onsets described in the work of Barzelay and Schechner are implemented based on the
description of [12]. The implementation of the algorithm of Tomasi and Kanade [123] is
obtained from [22], while the audio onsets are detected following the detailed description
of the work of Bello et al [15]. These onset features are independently evaluated by the
matching algorithm proposed by Barzelay and Schechner [12]. The MI-based synchrony
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100 nodes

200 nodes

400 nodes

102 Features

Figure 4.12: The proposed Deep Belief Network. The actual implementation included five past
observations, but here only two are visible for clarity of presentation. The 102 features correspond to the phoneme features, that yielded the best results.

detection, as well as the probabilistic approaches explored in this chapter, require an onset
descriptor that summarises the whole frame’s information. This is performed by dividing
the frame into a 4 × 3 grid, and creating one feature per region with value:
value =

onsets in the region
features in the region

(4.26)

Consequently, when the onset features are used, the input x for each frame are one binary
feature indicating an audio onset and 12 features coming from the video modality — the
dimensionality is 13.
Implemented Algorithms
The implemented Deep Belief Network has four layers, as shown in figure 4.12. The
bottom layer is composed of a cRBM, that takes into consideration the previous 5 frames
of data. The hidden layer has a dimensionality of 400 nodes. The size of the hidden layer
representation just needs to be large enough to allow the deep architecture to convey the
necessary information to higher levels. It is interesting to notice that even for hidden layers
of higher dimensionality than the input, the architecture gives sensible results [18]. The
third layer, l2, has a dimensionality of 200 and the fourth one, l3, a dimensionality of 100.
The exact size of each layer was chosen after cross validation, the details of which are
available in the results section.
The proposed Deep Belief Network is tested against:
• The MI based synchrony detection method, following the original implementation of
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Figure 4.13: The representation of the grammar used in this task.

Figure 4.14: An example frame from each one of the 10 subjects

Hershey and Movellan, [59], which is described in detail in section 2.3.1 and has been
further applied in the works of Iyengar et al. [56] and Hariett et al. [65].
• The matching algorithm proposed in the work of Barzelay and Schechner [12], for
which the required thresholds were set using cross validation.
• GMMs of varying number of components, as an example of a mixture model for the
distribution of the audiovisual features trained with the EM algorithm [21].
• cRBMs of varying number of hidden nodes, as an example of a shallow product of
experts, trained with CD learning.

Data
The data set for the experiments comes from the publicly available “The GRID audiovisual
sentence corpus” data set [112]. The data set contains 1000 three-second sequences of 34
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Work
Hershey and Movellan [59]
Iyengar et al. [56]
Hariett et al. [65]
Fisher et al. [66]
Barzelay and Schechner [12]
This work
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Proposed Method
Mutual Information
Mutual Information
Mutual Information
MI projection
Matching Algorithm
Deep Belief Networks

Speakers
2
1
4
8
2
10

Length
≈ 1 sec
3 sec
1 sec
8 sec
12 sec
3 sec
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Videos
20
20
1014
11
1
501

Table 4.3: Experimental Setting of related previous research in comparison to this work.The 1
denotes experiments were all the possible audio-to-video combinations were tested,
corresponding to the evaluation of Speakers2×Videos recordings in total.

persons. To limit the computational cost, which is exponential to the number of subjects,
the data of these experiments is limited to 50 sequences from each one of the 10 subjects.
An example frame from each subject is shown in figure 4.14.
The video data is recorded in 6 Mbits and mpeg4 format. This video was recorded at
25 frames per second frequency and was downscaled to 360 × 288 resolution to speed up
computations. The audio is sampled from a single microphone at 50 kHz. People repeat
similar expressions, coming from the grammar diagram depicted in figure 4.13. An example
sentence could be Bin green by Q seven now. This similarity makes the data set particularly
challenging: all the sequences have exactly the same duration, with silence intervals before
and after the spoken segment, and subjects vocalise very similarly in the audio modality.

Synchrony Detection Setup
This section presents the setup used to detect audiovisual synchrony in speech. More
specifically, this section describes (1) the experiments of this chapter and places them in
terms of the relevant research, (2) the training and testing procedure and (3) the accuracy
metric.
Experiments for audiovisual synchrony detection in speech are typically carried out on
a multispeaker recording, in which the person appearing most synchronised to the audio
stream is selected as the speaker. This can be seen as a classification task, in which the
different persons are the labels the system can choose from. The two parameters that define
the difficulty of the task are (1) the number of different persons (number of classification
labels) and (2) the length of the sequence which is used to detect audiovisual synchrony
(amount of information available for the classification). Large segments and few persons
make for an easier task. A summary of the experimental setups of other methods compared
to this work are available in table 4.3.
The most common number of persons in the test recordings of relevant research is two.
The two persons speak in turns and the algorithm should return the active speaker for
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each point of the stream [12, 43, 59]. The setup of this chapter involves sets of ten different
persons with a single audiovisual recording for each, i.e., ten audio sequences and ten video
sequences for each set. A similar setup was first used in the work of Fisher et al. [66],
where one set of eight persons was used.
The length of each examined sequence varies in previous relevant research. The data set
of this work consists of three-second sequences. This is much smaller than most of the
previous work [12, 66] and is close to the length of individual segments in the applicationoriented National Institute of Standards and Technology (NIST) Rich Transcription (RT)
evaluation [50], with 2.4 seconds segments. Hershey and Movellan use smaller windows
but they propose longer segments, or a voting algorithm over multiple windows to improve
the final results [59].
This work uses two-fold cross validation over 50 sets of recordings. Each set contains one
sequence from each subject. When a set is examined, the probability of synchrony for all
the possible audio-to-video combinations (10 × 10) is computed, and each audio sequence
is assigned to the most synchronised video. A high number of independent sets minimises
the effects of random correlations and noise artifacts, and the final results are closer to the
long run accuracy of the model on real data. More than 5000 sequences are analysed in
the evaluation. As mentioned before, the limiting factor is not the availability of data, but
rather the computational cost, also mentioned in [41, 59].
The training and testing procedure varies slightly for each method. The MI and matching
algorithm do not require training data. The GMM, cRBM and the Deep Belief Network
are trained and tested using two-fold cross validation. The ten subjects are split randomly
into two sets of five subjects. Each set is tested on the model trained with the other set,
which results in a classification label for all the examples of the data set.
In order to test the different methods the general setup is depicted in figure 4.15. One
recording from each person is used, and all the possible audio-to-video combinations are
considered. The MI method assigns the audio stream to the video stream with which
the MI measurement is maximised. The matching algorithm chooses the video stream
with which the matching criterion is maximised. The GMM selects the combination that
maximises the joint probability under the learnt GMM. The cRBM and the Deep Belief
Network select the combination which is reconstructed with the minimum error following
the procedure depicted in figure 4.15:
• One recording is taken from each individual
• The video stream of one of the recordings is matched against all the possible audio
streams creating 10 audiovisual streams These streams are used independently as
data, introduced to the DBN and they are reconstructed with an up-down pass
• The video stream is matched with the audio stream that created the best reconstruction
The assignment of each audio sequence to the most likely video sequence, generates a
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Figure 4.15: Synchrony detection using a Deep Belief Network. One recording is taken from
each individual (first column). The video stream of one of the recordings is matched
against all the possible audio streams creating 10 audiovisual streams (second column). These streams are used independently as data, introduced to the DBN and
they are reconstructed with an up-down pass. The video stream is matched with
the audio stream that created the best reconstruction (last column).

confusion matrix. The accuracy metric is the ratio of the sum of the elements on the
diagonal of the confusion matrix, divided by the sum of all the elements of the confusion
matrix:
P
diag (confusion matrix)
Accuracy = P
(4.27)
(confusion matrix)
and it is evaluated over the confusion matrix of the test set which contains 50 sets of
sequences.

4.4.3 Results
This section presents the training, testing and acquired results for the different methods
of synchrony detection, i.e., columns of table 4.2. The methods are Mutual Information
(MI), the matching algorithm (MA), the Gaussian Mixture Model (GMM), the conditional
Restricted Boltzmann Machine (cRBM) and the Deep Belief Network (DBN).
Mutual Information results
In the MI experiments, the low-level features correspond to the pixel values and Average Acoustic Energy (AAE), and they are used in the same fashion described in the
original work of Hershey and Movellan [59]. When audio onsets are used, each frame
is described using equation 4.26. When the phoneme features are used, the MI between
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the 50-dimensional features representing the Active Appearance Model (AAM) and the
52-dimensional MFCCs is estimated, assuming both descriptors are random variables following a Gaussian distribution.
The results for the different features are reported in table 4.4. It is clear that the low-level
features are best suited for the MI-based synchrony detection.

MI accuracy

Onset features
0.12

Low-level features
0.47

Phoneme features
0.10

Table 4.4: The MI-based synchrony detection accuracy.

Matching algorithm results
The matching algorithm is only applicable to the onset features. The result acquired for the
matching algorithm approach are reported in table 4.5. The matching algorithm does not
manage to detect the speaker in most of the cases, and the final accuracy is low. The onsets
used by the matching algorithm are inadequate to capture the complex speech dynamics.
The good results reported in the work of Barzelay and Schechner are related more to the
simplicity of the application recording than to the general applicability of the proposed
method for synchrony detection in speech. That application contained a single recording
of eight seconds duration with two speakers. The speakers never spoke simultaneously, and
inference was made on the basis of the whole recording. Finally, the video contained the
face of the first speaker and only the profile of the lips of the second speaker, in order to
make it easier to detect video onsets which appear correlated to speech.

MA accuracy

Onset features
0.24

Low-level features
—

Phoneme features
—

Table 4.5: The MA-based synchrony detection accuracy.

Gaussian Mixture Model results
The data vector x for each frame corresponds to 13 features in the onset case, and 102
in the phoneme features case. The low-level features can not be intuitively used under a
GMM, i.e., further processing is required.
The GMMs model the joint distribution of the onset or phoneme features over six frames
as:
X
p (x1, . . . x6) =
p (e) N (x1 . . . x6; µe, Σe)
(4.28)
e
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Figure 4.16: Synchrony detection accuracy for a GMM using different features (onsets or
phoneme features), which might have been reduced to 30 dimensions using PCA.
The plots correspond to different number of components used as well as full or
diagonal covariance matrices.

where p (e), µe and Σe are the prior, mean and covariance matrix of the eth component of
the mixture. Consequently, the GMM must model a distribution in a 78-dimensional space
in the case of onset features and a 612-dimensional space in the case of phoneme features.
In both cases, the space is very high dimensional. GMMs often fail to model distributions
in such high-dimensional spaces and, therefore, they are also trained on a 30-dimensional
projection acquired using Principal Component Analysis (PCA) on the original data.
The covariance matrix can be parameterised as full, when all the elements can take values, or diagonal, when only the diagonal elements are non-zero. In the latter case, fewer
parameters are used, and the different dimensions are assumed to be independent. GMMs
for a range of different number of components are learnt.
The results of a GMM depend on the random initialisation. Therefore, for each combination
of features, covariance and number of components, the two-fold validation was initialised
ten times. The corresponding mean and standard deviation for different choices of the user
defined parameters are plotted in figure 4.16. The GMM that assigns highest likelihood to
the training set is expected to fit the data best.
Table 4.6 reports the accuracy achieved by the models that fitted the training data best.
The GMM that performs best on the onset features has 160 components and full covariance
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Features:
Dimensionality:
160-full
35-full

Onset
78
30
0.12 0.26
0.12 0.11

Low-level
—
—
—

Phoneme
612
30
0.10 —
0.11 0.37

Table 4.6: The GMM synchrony detection accuracy. The best results are achieved by GMMs with
full covariance matrices on the low-dimensional projections of the onset and phoneme
features, for 160 and 35 components respectively

matrices. The best performance is achieved on the, lower, 30-dimensional projection of the
onsets and it is 26%. The GMM that performs best on the phoneme features has 35
components with full covariances, and it is applied to the 30-dimensional projection of the
data. The accuracy achieved in this case is 37%. The extensive experimental evaluation
in terms of features, covariance matrices and number of components results in some clear
findings.
Reducing the dimensionality of the six data vectors from 78 (onsets) or 612 (phoneme
features) to 30 improves the results significantly. The GMM is not able to reliably learn a
distribution on 612 or 78 dimensions and performs nearly random. Due to the descriptive
nature of the phoneme features, more information is preserved after PCA to 30 dimensions
than in the case of the binary onset features. This results in higher performance for the
GMM.
The full covariance matrices perform significantly better in the lower dimensionality space.
This means that the lower dimensions recovered by the PCA are highly correlated.
The varying number of components indicates that for more than 50 components there is
very little improvement in the accuracy of the model. This is because the parameter space
becomes extremely large, and the EM algorithm can not exploit the additional potential.
The results achieved for high number of components have also much higher variance, indicating that it is likely to overfit the data, and difficult to acquire good parameter values.
Note that GMMs with high number of components can not be fitted to the projections of
the phoneme features, because during training many components are assigned to a single
data point.
conditional Restricted Boltzmann Machine results
The data vector x for each frame of the cRBM is similar to the GMM. That is, 13 features
in the onset case and 102 in the phoneme features case. The low-level features can not be
intuitively used under a cRBM.
In this case, the product of experts is formulated as:
p (x6, h|x1, . . . x5) =

e-Energy(x1 ,...x6 ,h)
Z

(4.29)
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Figure 4.17: Error bars and mean accuracy for different experiments with the cRBM

with
Energy (x1, . . . x6, h) = b⊤ h +

X

xi At−ix6 +

X

xi Wt−ih + const

(4.30)

i=1:6

i=1:5

where the matrices A and W contain the weights between the the previously observed
data and the hidden system state, and the previously observed data and the current data
respectively.
The training procedure of a cRBM is stochastic, and heavily dependent upon good initialisation. Therefore, the procedure is initialised ten times for each number of nodes. In
correspondence to the GMM, the cRBM that results in the smallest reconstruction error
for the training data is expected to fit the data best. Table 4.7 reports the accuracy for
the cRBMs that fitted the training data best.
Features:
Dimensionality:
450 nodes
225 nodes

Onset
78
0.26
0.22

Low-level
—
—
—

Phoneme
612
30
0.28 0.19
0.41 0.16

Table 4.7: The cRBM synchrony detection accuracy.

The best results achieved for different feature and dimensionality combinations are listed
in table 4.7. When onset features are used the best performing cRBM has 450 nodes and
achieves an accuracy of 26%. When phoneme features are used the best performing cRBM

4.4
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Architecture:
Dimensions:
Mean:
Standard Deviation:

200-100-50
13
102
0.13 0.40
0.01 0.05

300-450-75
13
102
0.14 0.60
0.04 0.09

400-200-100
13
102
0.13 0.61
0.03 0.12

500-250-125
13
102
0.12 0.59
0.04 0.15

Table 4.8: Mean and variance for two-fold cross validation of the accuracy of different Deep
Belief Network architectures. Each network is initialised ten times.

has 225 nodes and achieves an accuracy of 41%. The extensive experimental evaluation
produces some further interesting insights:
Products of experts are known to perform very well in high-dimensional spaces, and this
is evident in the high accuracy achieved using the phoneme features. It is interesting to
notice that dimensionality reduction leads to worse performance, probably because PCA
destroys the grid-like structure of the data, which cRBMs can exploit.
When the onset features are used, a clear case of overfitting appears. The cRBM with more
than 500 nodes does not extract any interesting features but is able to reconstruct any given
vector very well. Thus, there is a huge decrease in the accuracy in (reconstruction-based)
synchrony detection. In contrast, phoneme features require a greater number of hidden
nodes used and achieve better overall results. This demonstrates the ability of the cRBM
to extract useful features from high-dimensional input data. In both feature sets though,
a hidden layer of dimensionality 225 produce good results, indicating the common multiclustering dynamics of the input process.

Deep Belief Network Results
The data vector x for each frame of the Deep Belief Network is similar to the GMM and
the cRBM. That is, 13 features in the onset case and 102 in the phoneme features case.
The low-level features can not be intuitively used under a Deep Belief Network.
Four different architectures are tested in this chapter with 200-100-50, 300-150-75, 400200-100 and 500-250-125 nodes on each layer respectively. All the architectures have a
depth of four, i.e., three hidden layers and one visible, a choice motivated by previous
literature on Deep Belief Networks reporting minor improvements in case further depth is
added [18, 61, 120].
Contrastive divergence and the up-down algorithm are stochastic processes. Therefore,
training each Deep Belief Network is initialised 10 times. The different architectures resulted in the accuracy reported in table 4.8. CD is performed for 50 iterations, while the
up-down algorithm, which is a expected to tweak the weights slightly, is applied for 20.
The Deep Belief Network with the smallest reconstruction error on the training data is
expected to fit the data best. Using this criterion one Deep Belief Network is selected for
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each set of features and the corresponding accuracy is reported in table 4.9.
Features:
300-150-75
400-200-100

Onset
0.13
0.11

Low-level
—
—

Phoneme
0.64
0.69

Table 4.9: The Deep Belief Network synchrony detection accuracy.

The Deep Belief Networks cope well with the phoneme features and the complex temporal
dynamics of speech related audiovisual synchrony. When the first hidden layer is large
enough to convey the useful information to higher levels, all deep architectures perform
very well. The greedy learning procedure, however, often leads to overfitting and low
accuracy on the test data. Consequently, there is high variance in the accuracy and the
mean is much lower than the accuracy of the best performing networks. This problem can
be overcome with multiple initialisations, and the use of the reconstruction error on the
training data to assess the quality of the model.
When the onset features are used the results are much worse. The complex distribution
of the Deep Belief Network can fit an arbitrary distribution to the training data, and thus
overfit the problem. The resulting Deep Belief Network can reproduce perfectly almost
any input vector. Consequently, it performs nearly random (10%).
Significance of the results
The statistical significance of the difference between the results of the different models can
be tested with a t-test. The proposed Deep Belief Network is compared with the MI-based
approach and the matching algorithm approach producing a t-value of 2.9522 and 7.937
respectively. These values correspond to statistically significant difference with confidence
levels of 98% (α = 0.02) and 99.99% (α = 0.0001) in each case.

4.4.4 Conclusions
The overall accuracy results using different combinations of features and synchrony detection algorithms are reported concisely in table 4.10. The results reported in table, 4.10
in combination with the extended evaluation presented in section 4.4.3, provide specific
answers to the scientific question of section 4.4.
Is probabilistic modelling beneficial for the problem at hand? Probabilistic modelling
proves beneficial for audiovisual synchrony detection in speech. The probabilistic models
outperform heuristic algorithms because they focus on speech-related synchrony and they
incorporate problem-specific training data. What is more, in the presence of more training
data or better features they can increase this difference further.
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Onsets
Raw signal
Phoneme Features

Heuristic Approaches
MI
MA
0.12
0.24
0.47
—
0.10
—

Probabilistic Approaches
GMM cRBM
DBN
0.26
0.26
0.13
—
—
—
0.37
0.41
0.69

Table 4.10: Performance of different combinations of features and algorithms in synchrony detection

Are phoneme features beneficial for the proposed task? Phoneme features perform much
better than low-dimensional features proposed in relevant research (raw signal features, or
audio and video onsets). Their high dimensionality requires elaborate modelling, but when
this is provided the final accuracy increases significantly.
Is the product of experts well fitted to model audiovisual data for synchrony detection? The
PoE, like any probabilistic model, is well suited to model a specific type of data structures,
which in this case are grids. Following the intuition presented in section 4.2 about the grid
structure of audiovisual phoneme data in speech, when phoneme-specific features are used,
the PoE outperforms a universal mixture learner, in the form of a GMM.
Is additional depth beneficial for such tasks? The additional depth proves very beneficial
when high dimensional features and complex patterns are required. In these cases the
Deep Belief Network greatly outperforms a shallow cRBM. The CD learning, in combination with the up-down algorithm, manages to optimise a deep architecture very well in
most of the cases. The quality of the final model can be safely evaluated using multiple
initialisations and comparing the reconstruction error on the training data. When the data
is low dimensional, however, the Deep Belief Network is very prone to overfitting. This is
a general characteristic of complex models, and in these cases a lower depth architecture
is more beneficial.

4.5 Discussion and Future Directions
The discussion of the results requires a closer look at the confusion matrices acquired
from the proposed Deep Belief Network with phoneme features, the MI-based approach
of Hershey and Movellan on the raw signals and the matching algorithm of Barzelay and
Schechner on the onset features are reported in table 4.11. The confusion matrices of these
three approaches are presented in greater details because they constitute the approach
proposed in this thesis for synchrony detection in speech, and the two most widely adopted
methods in relevant research. The discussion and future directions follow this visualisation.
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Visualisation of the confusion matrices
These confusion matrices are large, and a visualisation of their elements is illustrated in
figure 4.18. In this visualisation, the radius of a circle is proportional to the corresponding
confusion matrix element. The overall accuracy in synchrony detection is 68.8% for the
Deep Belief Network, 47.2% for the MI-based approach and 23.7% for the matching algorithm. In this visualisation it is evident that the Deep Belief Network performs very well
over all the persons. This is because the distribution of synchrony in speech is adequately
captured by the phoneme features and modelled precisely in the proposed framework.
The MI-based method performs significantly worse and focuses on specific persons (3,6,8),
for which the audio streams are assigned with high accuracy. However, many audio streams
belonging to other speakers are also falsely assigned to these dominant cases. This is due
to the different type of edges on the faces of different persons which will favour or hinder
synchrony related pixel intensity variations. The matching algorithm approach performs
nearly-random for all speakers, indicating that it is not suitable for synchrony detection in
speech.

Discussion
The task presented here is hard in terms of the number of persons and the length of the
window selected. Consequently, the results for the MI and MA approach are lower than
the ones reported in the relevant literature [12, 56, 59, 65]. This difference is much larger
for the matching algorithm methods, which had little previous evaluation on audiovisual
synchrony detection in speech. The Deep Belief Networks manage to detect synchrony
reliably in the specific environment and furthermore do so incorporating high-dimensional
phoneme features.
The fact that Deep Belief Networks manage to incorporate the high-dimensional phoneme
features, is very important for audiovisual applications — such high-dimensional features
are necessary in audiovisual applications in order to capture the high-dimensionality of the
video signal and the rapidly sampled audio signal. Moreover, the Deep Belief Networks
framework, can model reliably the temporal dimension of audiovisual data, which is required not only for synchrony detection but also for a variety for audiovisual processing
tasks. Lastly, the video and audio signals are sampled at different rates, which makes
their modelling in a Dynamic Bayesian Network very involved. A Deep Belief Network
conditions inference on all the previous observations directly, regardless of their sampling
rates. These reasons put Deep Belief Networks forward as a potential solution to other
audiovisual modelling tasks.
Deep Belief Networks are slow during training, but are much faster than MI-based or
matching algorithm approaches during testing. During testing, other approaches examine
local image patches and evaluate them independently, while the proposed Deep Belief
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(a) Visualisation of the synchrony detection (b) Visualisation of the synchrony detection (c) Visualisation of the synchrony detection
results for the Deep Belief Network
results for the MI-based approach
results achieved for the matching algorithm approach

Figure 4.18: Visualisation for the confusion matrices of different approaches to synchrony detection. The size of each circle is
proportional to the corresponding confusion matrix element — a perfect classification would create an illustration
with large circles in the diagonal. Observe that (1) the Deep Belief Network clearly outperforms the other approaches,
(2) the Deep Belief Network does not favour a specific person, achieving person-independent results and (3) the
feature onsets used by the matching algorithm convey very little information, thus achieving near-random results.
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DBN
One
Two
Three
Four
Five
Six
Seven
Eight
Nine
Ten

One Two Three
22
4
1
0
28
2
0
0
39
0
1
2
0
2
1
0
0
0
0
0
10
0
2
1
0
0
2
0
2
0

Four
2
3
2
37
2
0
0
1
2
1

Five
3
4
2
0
33
0
0
1
1
2

Six Seven
10
0
3
0
2
0
4
0
2
3
45
0
10
22
3
0
2
1
3
0

Eight Nine Ten
4
1
3
2
0
5
0
0
5
0
3
3
1
2
4
0
2
3
3
2
0
41
0
1
1
36
5
2
2
38

MI-based
One
Two
Three
Four
Five
Six
Seven
Eight
Nine
Ten

One Two Three
3
0
15
0
5
12
0
0
45
1
0
13
2
0
11
0
0
4
0
0
17
0
0
4
0
0
11
1
0
13

Four
4
6
2
26
5
1
2
0
3
4

Five
0
0
0
2
11
0
0
0
1
0

Six Seven
17
0
13
0
3
0
7
0
11
0
45
0
17
3
1
0
1
0
8
0

Eight Nine Ten
8
3
0
14
0
0
0
0
0
1
0
0
9
1
0
0
0
0
7
4
0
45
0
0
1
33
0
2
2
20

MA-based
One
Two
Three
Four
Five
Six
Seven
Eight
Nine
Ten

One Two Three
13
5
1
5
14
4
4
7
12
5
8
2
6
5
3
7
5
4
4
5
2
5
4
3
5
4
2
8
4
3

Four
4
2
2
10
4
3
2
3
1
2

Five
4
5
1
4
9
2
4
4
1
4

Six Seven
6
4
4
4
7
4
5
4
5
7
11
5
5
13
6
4
6
7
7
3

Eight Nine Ten
2
7
4
1
7
4
1
6
6
1
10
1
1
7
3
1
8
4
2
8
5
10
7
4
3
15
6
3
4
12

Table 4.11: Confusion matrix for Depp Belief Network based, MI-based and matching algorithm based synchrony detection. Element i, j corresponds to the number of audios
of the ith subject assigned to the video of the jth subject.
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Network uses the global face configuration and rich audio descriptors to perform inference
— and this in less time. As a result, the Deep Belief Networks are better suited for
real-time applications that require synchrony detection, in the fields Human Computer
Interaction (HCI), ASR and human-to-human communication.
Future work
In terms of future work, there is a very important open question. How can we extend Deep
Belief Networks to perform sequence decoding? Such a possibility, combined with the efficient and intuitive fusion performed by Deep Belief Networks, can improve the current
performance of audiovisual ASR systems. Finally, the Deep Belief Networks manage to
represent the joint audiovisual distribution of a speaking person and incorporate the temporal dynamics of synchrony in speech. Potentially, a Deep Belief Network could animate
lip motion from audio data or synthesise audio from video data, i.e., generate the audio or
video descriptors in the presence of the complementary modality.

5
S PEAKER D ETECTION BASED
S YNCHRONY

ON

Abstract This chapter focuses on speaker detection based on synchrony, i.e., methods
that directly output whether an audiovisual recording contains a speaking person or not.
We explain how the different synchrony detection methods can be adjusted to perform
speaker detection, and propose a Deep Neural Network for speaker detection which is
based on the Deep Belief Network for synchrony detection. On a series of experiments, the
proposed speaker detection method outperforms previously proposed approaches. Finally,
this chapter describes how to incorporate the proposed speaker detection method into the
Dynamic Bayesian Network of chapter 3 in order to enhance speaker diarization.

5.1 Introduction
Chapter 4 focused on different methods to perform synchrony detection, and proposes
probabilistic alternatives that perform better than heuristics based on Mutual Information
(MI) or a matching algorithm. The objective of the experiments of chapter 4 was to detect
which video stream is most synchronised to the audio stream. This required only relative
output, since there is no need to decide whether the streams are in synchrony or not.
In contrast, speaker detection would directly output whether each audiovisual segment
contains a speaking person or not.
Transforming the relative output of synchrony detection to speaker detection is not trivial. The naive way to perform this transformation is to assume that synchrony detection
and speaker detection have a deterministic relationship: the person appearing most synchronised to the audio stream is the speaker. This is a common assumption in synchrony
detection literature [12, 59, 66, 73], but does not hold in practice. By definition, a speaking person produces synchronised audio and video streams. However, a person producing
synchronised audio and video signals is not necessarily speaking, e.g., the audio and video
streams produced by a silent person are in synchrony. Furthermore, in recordings where
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multiple persons speak simultaneously, such as meeting recordings, a person which does
not appear most synchronised to the audio stream could also be speaking.
This non-trivial transformation from synchrony to speaker detection is necessary for two
reasons. First, speaker detection it is much more useful for many applications, e.g., in
Human Computer Interaction (HCI) we know that the audiovisual input is in synchrony but
we want to know whether the person interacting with the computer is speaking. Second,
speaker detection based on synchrony can be used for speaker diarization. Section 5.3
describes how speaker detection based on synchrony can be intuitively incorporated to the
Dynamic Bayesian Network of chapter 3 in order to enhance speaker diarization.
This chapter proposes to directly model the problem of speaker detection, in the form of
the distribution p (speaker|data), i.e., a discriminative model that outputs the probability
that a given recording contains a speaker. Synchrony between the audio and video stream
is closely related to this quantity, but the Deep Belief Network of chapter 4 is a generative
model of p (data|synchrony). In this chapter we propose to turn the Deep Belief Network
into its discriminative counterpart, a Deep Neural Network, which directly outputs the
desired quantity p (speaker|data).
This chapter focuses on two issues. First, we study whether the probabilistic modelling
of speaker detection performs better than the heuristic approaches proposed so far in the
literature. Second, we explore the benefits of using the best performing speaker detection
method in the Dynamic Bayesian Network of chapter 3 to perform speaker diarization.
The remainder of this chapter is organised as follows. Section 5.2 presents the previously
state-of-the-art speaker detection methods, as well as the proposed approach. Section 5.3
describes how the proposed speaker detection method can be incorporated to the Dynamic
Bayesian Network of chapter 3 to perform speaker diarization. Section 5.4 presents the
experiments carried out for this chapter, while sections 5.5 and 5.6 respectively present the
discussion and conclusions of the acquired results.

5.2 Speaker Detection Methods
This chapter considers speaker detection methods based on synchrony. The synchrony detection methods of chapter 4 can be used for speaker detection, i.e., evaluate
p (speaker|data). This quantity is evaluated differently for methods based on heuristics,
probabilistic modelling or Deep Belief Networks.

5.2.1 Heuristic Speaker Detection
Synchrony detection methods which are based on based on MI or a matching algorithm, as
described in section 2.3, can be transferred to speaker detection using a simple heuristic.

5.2
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MI can be used to choose the person appearing most synchronised to the audio stream
(chapter 4), or its value can be thresholded to output whether a person is speaking or not.
That is:
0 if MI < threshold
p (speaker|data) =
(5.1)
1 if MI > threshold
and for the matching algorithm:
p (speaker|data) =

0 if L (i) < threshold
1 if L (i) > threshold

(5.2)

where L (i) the matching criterion of equation 2.11 on page 35.

5.2.2 Generative Models for Speaker Detection
The probabilistic synchrony detection methods can be tuned to estimate p (speaker|data)
in a more involved but principled manner. This is possible by learning two generative
distributions in the form of p (data|speaker) and p (data|¬speaker), and combining them
using Bayes’ Rule as:
p (data|speaker) p (speaker)
(5.3)
p (data)
p (data|speaker) p (speaker)
=
p (data|speaker) p (speaker) + p (data|¬speaker) p (¬speaker)

p (speaker|data) =

In chapter 4, the Gaussian Mixture Model (GMM) is used to model the distribution of
synchrony. In speaker detection, the GMM can be trained using examples of speaking and
non-speaking persons, in order to compute a set of parameters p (e), µe and Σe for:
X
p (data|speaker) =
p (data|µe, Σe) p (e)
(5.4)
e

and a set of parameters p (e), µe and Σe for
X
p (data|¬speaker) =
p (data|µe, Σe) p (e)

(5.5)

e

as introduced in equation 4.1. In the experiments of this chapter a uniform prior p (speaker)
is assumed over the probability of a person speaking or not.
In addition to the GMM, chapter 4 presents generative models for synchrony detection in
the form of the Deep Belief Network and the conditional Restricted Boltzmann Machine
(cRBM). The next section describes how we can turn these models into their discriminative
counterpart, and perform speaker detection.
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5.2.3 Speaker Detection with a Deep Neural Network
The Deep Belief Networks, which are generative models, can describe a discriminative
distribution in two ways. The first way is to train two Deep Belief Networks, one for
p (data|speaker) and one for p (data|¬speaker), and use Bayes Rule as in equation 5.3.
The second way, which is most commonly adopted, is to use the Deep Belief Network to
initialise a Deep Neural Network.
The use of a probabilistic model of a Deep Belief Network to initialise a Deep Neural
Network is recent, but it is based on similar efforts in the past. Recall that the Restricted
Boltzmann Machine (RBM) can be seen as an autoencoder (see section 4.3.1 and appendix
A), since the hidden layer is used to reproduce the input data. Similarly, the Deep Belief
Network can be seen as a multilayer autoencoder, since the representation on the top layer
can be used to reproduce the input vector (see section 4.3.3). Autoencoders have been
successfully used to initialise neural networks in the literature [35].
The resulting neural network has the same structure as the Deep Belief Network plus one
additional layer that serves as the output layer. In speaker detection the output layer is one
binary node indicating the probability p (speaker|data). The initialisation is performed by
copying the weights of a Deep Belief Network directly to the weights of a the neural network.
This is possible for for Deep Belief Networks with hidden layers of binary variables, such
as the one proposed in chapter 4, because the binary node activation function in a cRBM
resembles the logistic node function in a neural network [96]. The binary node activation
function is a sigmoidal:
!!
X
p (hj|x) = B σ bj +
xiwij
(5.6)
i

where B is the Bernoulli distribution, bj is the bias of node hj, xi the value of node i and
wij the value of the weight connectingP
the two nodes (see equation 4.17 on page 94). Thus,
the expectation of node hj is σ (bj + i xiwij).
The logistic function for a node xj in a neural network is:
xj = σ w0j

X
i

!

xiwij

(5.7)

where again wij is the value of the weight connecting node xi to xj. Note that the nodes
of a neural network have biases which are treated as weights w0j. Learning in the resulting neural network is performed with labelled examples and standard neural network
algorithms.
The next sections describe how general neural networks are learned, and why the initialisation with a Deep Belief Network is beneficial.
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Backpropagate the error signal

Compare the outputs to the correct answer

Output
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7

8

w36
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Figure 5.1: The back-propagation algorithm for a neural network. The network output for a
specific input is compared to the corresponding target output. The error signal is
propagated backwards in the network to compute the gradient of the error function.
This allows to adjust the network weights to the values that locally minimise the
error.

General Deep Neural Networks
A neural network consists of a set of nodes and a set of weights, so that weight wij connects
node si to node sj. A graphical representation of such a network is shown in figure 5.1.
In classical artificial intelligence, neural networks are introduced as a universal solution:
given a sufficient number of nodes in the hidden layers, they can approximate an arbitrary
function over the domain of the input data. This approximation is computed through local
operations on the nodes, where the output of each node is a function over the weighted
sum of its inputs. In the example of figure 5.1, if node 6 is sigmoidal its output will be :
!
X
x6 = σ
xiwi6
(5.8)
i=0,1,2,3

In the same example, the output s12 will be the final output of the network. During
training, the weights of a neural network are set at the values that locally minimise the
error between the target outputs and the network outputs. For multilayer neural networks,
i.e. Deep Neural Networks, this is made possible by a smart algorithm called error backpropagation [108] and gradient descent.
The learning procedure for a general neural network involves a random initialisation of
the weights. Then, for each training example the output of the network is computed and
compared to the target output producing an error measurement E. This error is propagated
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back through the network in order to get the derivative of the error function in the weight
space — this algorithm is the error back-propagation. Gradient descent can then be used
to acquire the set of weights that locally minimise the error. In practice complex gradient
descent methods with varying learning rates are used to accelerate the learning process
and avoid poor local extrema.
On one hand, error back-propagation and gradient descent is an efficient and simple learning algorithm that often delivers state-of-the-art results. On the other hand. it has some
serious limitations [103]. First of all, it requires labelled training data to estimate the
error signal E, while most of the data in the world is unlabelled. Second, a shallow neural
network requires a very large number of neurons in the hidden layers to approximate some
functions. In this case back-propagation is very slow and might overfit the training data.
Thirdly, if we add more layers to the neural network, requiring in this way fewer parameters in total, back-propagation usually gets stuck in poor local optima — the quality of
the final solution depends on the random initialisation and the morphology of the error
function.

Initialisation with a Deep Belief Network
When a Deep Belief Network is used to initialise the weights of the neural network, the
initialisation weights have been trained in a generative fashion using contrastive divergence
and the up-down algorithm, which maximise the probability of the observed data p (data).
Consequently, this initialisation copes well with the problems of back-propagation:
• Unlabelled data can be used to train the Deep Belief Network
• Features represented by the nodes of the Deep Belief Network are features existing
in the data — overfitting is highly unlikely
• The Deep Belief Network is acquired using greedy learning and a global optimisation
procedure. Therefore, the resulting multilayer neural network will be initialised in a
good neighborhood and back-propagation will tune it to a a good local optimum.
An initialisation with an autoencoder, although it could potentially provide similar results,
is much harder. Deep autoencoders are trained with error back-propagation and gradient
descent, a procedure which often gets stuck in local minima. On the contrary, Deep Belief
Networks are trained with Contrastive Divergence (CD) and the up-down algorithm.
At the time of this writing, neural networks initialised with the weights of a Deep Belief
Network produce the best classification results in the NIST hand-written digit dataset
[61, 109] and other discriminative modelling applications [18, 109].
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Speaker Detection based on synchrony
The Deep Belief Network that performed best in synchrony detection had a 612-dimensional
input consisting of the Active Appearance Model (AAM) and Mel Frequency Cepstral
Coefficient (MFCC) over 6 frames of the recording (see section 4.4.4). A neural network
that performs speaker detection can have the same structure, and one binary output node
indicating whether the audiovisual recording contains a speaking person or not.
Such a neural network is extremely complex and back propagation might consequently
end up in a poor local minimum. In contrast to random initialisation, the Deep Belief
Network that models synchrony contains features in its nodes encoding audiovisual features
produced by a speaking person. In the experiments of this chapter we explore (1) how well
a deep neural network can perform speaker detection in this high-dimensional space and
(2) whether initialising the neural network with the weights of the corresponding Deep
Belief Network improves the speaker detection results.

5.3 Speaker Detection for Speaker Diarization
The previous section described how different synchrony detection methods can be adapted
to estimate p (speaker|data) and perform speaker detection. This section presents how
a speaker detection method can be incorporated into the Dynamic Bayesian Network of
chapter 3. The graphical model of the Dynamic Bayesian Network is depicted in figure 5.2
for clarity of presentation.
V
In the Dynamic Bayesian Network of chapter 3, the variables XA
t (i) and Xt (i) contain the
audio and video state of person i. These variables implicitly perform speaker detection.
V
Consider for example the state of xA
t = 001 and xt = 011. This implies that the first
person is not visible in the recording, the second person is visible but silent and the third
person is visible and speaking.

The specific Dynamic Bayesian Network incorporates observations coming from the joint
audiovisual space in variable Jt. This variable contains one observation jt (i) for each
detected face. The person models parametrise the way each person generates such observations (see section 3.4). More specifically, person i has two sets of parameters for the
joint audiovisual space, θJi1 and θJi0. Parameters θJi1 describes the way a person generates
observations jt when they are speaking and parameters θJi0 when they are visible but silent.
In the previous example, the first person is not visible and therefore produces no observations jt. The second person, which is visible but silent, produces an observation jt (1)
from the distribution parametrised by θJ20. The third person is visible and speaking and
thus generates an observation jt (2) from the distribution parametrised by θJ31. Thus, the
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Figure 5.2: The final dynamic Bayesian network used for audiovisual fusion for speaker diarization.
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evaluation of observation jt = {jt (1) , jt (2)} for the specific example becomes:



V
V
A V
p jt|xA
= p jt (1) |xA
t , xt
t , xt p jt (2) |xt , xt


V
A
V
= p jt (1) |xA
t (2), xt (2) p jt (2) |xt (3), xt (3)


= p jt (1) ; θJ20 p jt (2) ; θJ31

(5.9)
(5.10)
(5.11)

in which equation 5.9 is a direct output of the independent assumption between observations jt (1) and jt (2). The simplification of equation 5.10 is due to the fact that the
observation jt (1) is generated by person 2 and observation jt (2) by person 3.

The neural network proposed in this chapter outputs the probability p (speaker|data) which
is a continuous value in the range [0, 1]. This value, which performs speaker detection in
the joint audiovisual space, can be used as the observation jt. Continuous values in the
range [0, 1] can be modelled by a beta distribution, defined by parameters α and β as:
p (jt; α, β) = R 1

jtα−1 (1 − jt)β−1

uα−1(1 − u)β−1 du
0

(5.12)

in which case, the distribution for person i in the joint audiovisual space is parametrised by
θJi0 = {αi0, βi0} when the person is silent and θJi1 = {αi1, βi1} when the person is speaking.
These parameters are acquired from the test data using the Expectation Maximisation
(EM) algorithm (see section 3.6). More specifically, in the M-step, the parameters of the
beta distributions of each person must be set to the values that maximise the data likelihood. This maximisation can not be performed in closed form, but instead the maximumlikelihood values are acquired following the numerical approximation suggested by Minka
in [87].

5.4 Experiments
This section describes the experimental objectives, the experimental data and setup and
presents the results acquired for different methods.

5.4.1 Objectives
The experiments are performed based on two objectives. The first objective is to evaluate
the proposed speaker detection methods, i.e., a Deep Neural Network derived from the Deep
Belief Network of the previous chapter. This is performed with a series of experiments on
two different datasets and comparison to different speaker detection methods. The second
objective is to test the applicability of the proposed speaker detection scheme to speaker
diarization by incorporating it into the Dynamic Bayesian Network of chapter 3.
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5.4.2 Data
Two datasets are used to meet the experimental objectives. The Barker data [112], see
section 4.4.2 and a five minutes excerpt from the Edinburgh meeting video, described in
section 3.8.2. The Barker data contains 100 audiovisual sequences of constant length, for
each one of 10 subjects. In these sequences, the subject pronounces a few words from a
specific grammar. Consequently, the dataset provides positive examples (speaking frames),
and negative examples (silent frames). However, there are no negative examples of a silent
person while someone else is speaking, a case different from examples of silence. Such
examples are created by coupling each video sequence with two incorrect audio sequences
— one negative example is coupled with an audio sequence from the same subject, and
one with an audio sequence from a different subject.
In the case of the Edinburgh meeting, the participants exhibit a more natural behavior
— very often they are speaking simultaneously and often they are not visible from the
front. The AAM can not be extracted from non-frontal faces and this prohibits experimental evaluation on the whole meeting. The selected five minutes excerpt has the highest
percentage of frontal face detections (see section 3.8.4).

5.4.3 Setup
The first experiment compares the different speaker detection methods and it is split in
two parts: In the first part, two-fold cross validation is performed on the Barker dataset.
The speaker detection methods are tested on data similar to the training set. Both sets
contain recordings of the same persons under the same conditions. The persons pronounce
different sentences in the test set than those in the training test. Such a setup explores the
adaptation possibility of different speaker detection methods. These conditions appear in
systems that perform speaker detection for a known user. In the second part, the methods
are trained on the Barker dataset and tested on the Edinburgh meeting. In this case, the
test data is very different from the training set. Different sentences are pronounced by
different subjects under different recording conditions. This setup tests the generalisation
properties of different speaker detection methods. Good generalisation is necessary for
systems that perform speaker detection for unknown users.
In the first experiment speaker detection is performed using the synchrony detection methods described in chapter 4. The parameters and the features used are the ones that
performed best in synchrony detection. More specifically, speaker detection is performed
using
• MI on the raw signal features (MI raw signal)
• the matching algorithm on audio and video onsets (Matching Algorithm Onsets)
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• a GMM on phoneme features which are reduced to 30 dimensions using Principal
Component Analysis (PCA) (GMM + PCA Phoneme)
• a shallow neural network initialised with the best performing cRBM on phoneme
features (cRBM NN Phoneme)
• a shallow neural network with the same structure as the best performing cRBM but
random initialisation (NN phoneme)
• a Deep Neural Network initialised with the best performing Deep Belief Network on
phoneme features (DBN NN phoneme)
• a Deep Neural Network with the same structure as the best performing Deep Belief
Network but random initialisation (Deep NN phoneme)
The Shallow Neural Networks have the structure of the best performing cRBM, that is a
single hidden layer of 225 nodes. The Deep Neural Networks have the structure of the best
performing Deep Belief Network, that is three hidden layers of 400, 200 and 100 nodes
respectively. The randomly initialised neural networks explore the additional benefit of
the synchrony-based initialisation.
The second experiment is performed on the same excerpt of the Edinburgh meeting.
Speaker diarization is performed using the Dynamic Bayesian Network from chapter 3
(DBN-1), and the same Network incorporating speaker detection using the proposed Deep
Neural Network as described in section 5.3 (DBN-2). Furthermore, the state-of-the-art
single modality method of Wooters et al. [132] is used to provide a baseline for speaker
diarization in the specific recording.

5.4.4 Evaluation Metrics
All the frames of the Barker sequences have been manually annotated as speaker or
¬speaker. All the frames of the Edinburgh video have been annotated as speaker or
¬speaker for speaker detection, and with a label representing the speaker(s) identity for
speaker diarization.
In the first experiment, each speaker detection method outputs the posterior probability
p (speaker|data), which can be translated to true positive (TP) and false positive (FP)
frames using a simple threshold. A frame is counted as:
TP when p (speaker|data) > threshold and annotation = speaker
FP when p (speaker|data) > threshold and annotation = ¬speaker

(5.13)
(5.14)

TP rate is the percentage of positive examples that is correctly classified as positive, while
FP rate is the percentage of negative examples that is incorrectly classified as positive.
Different thresholds give different TP-to-FP rates which are plotted as a Receiver Operator
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Characteristic (ROC) curve. The best method is the one which produces a TP-to-FP rate
closest to the optimal rate value [TP, FP] = [1, 0].
In the second experiment, each speaker diarization method produces a label for each frame
of the stream. The best method is the one that labels correctly the highest percentage of
frames. These results are reported as confusion matrices, where element {i, j} corresponds
to the percentage of frames annotated as i and automatically labelled as j.

5.4.5 Results
Experiment 1
Figure 5.3 depicts the ROC curves for the speaker detection methods of the first part of
the first experiment . The Deep Neural Network created from the Deep Belief Network
of chapter 3 produces the best results. For a FP rate of less than 10%, the Deep Neural
Network correctly identifies 90% of the examples containing speakers.
Three methods perform almost equally well to each other: speaker detection using MI and
the two shallow neural networks. These methods perform worse than the proposed Deep
Neural Network. In the case of neural networks, the initialisation using the parameters of
the synchrony detection cRBM improves the results consistently, but even then there are
no major differences in comparison to speaker detection using MI.
The GMM performs worse than these four methods and similarly to a Deep Neural Network with random initialisation. Finally, speaker detection using the matching algorithm
proposed in [12] performs slightly better than random.
Figure 5.4 presents the ROC curves of different speaker detection methods on the second
part of the first experiment. The proposed Deep Neural Network has the best performance
with 90% TP rate for 20% FP rate.
The cRBM-based Neural Network performs similarly to speaker detection based on MI.
Both of them perform better than the proposed Deep Neural Network for small error rates,
e.g., speaker detection based on MI has a TP rate of 50% for less than 10% FP rate. Overall
however, they perform worse since a 90% TP rate is only achieved when more than half
the negative examples are misclassified.
Speaker detection based on a GMM performs worse than these three methods, but better
than the two randomly initialised Neural Networks. The Neural Networks perform slightly
better than random.
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Figure 5.3: ROC curve for the first part of the first experiment

Experiment 2
Table 5.1 lists the speaker diarization results achieved on the recording of the second
experiment. Wooters’ method performs speaker diarization with 72% accuracy. The Dynamic Bayesian Network of chapter 3, which incorporates the video modality using speaker
detection based on MI, has an accuracy of 82%. If instead of the MI we use speaker detection based on the proposed Deep Neural Network the speaker diarization accuracy further
improves to 87%.

5.5 Discussion
The speaker detection methods tested on the experiments are discriminative (e.g., the
neural networks), generative (e.g., the GMM) or heuristic (e.g., the MI and the matching
algorithm). This categorisation helps interpret the results of each experiment and draw
some conclusions about each method.
In the first part of the first experiment the discriminative methods perform very well.
This is a common case in problems that the test data is very similar to the training data,
because overfitting is less likely. The proposed Deep Neural Network performs best, and
the neural network based on the cRBM performs very well. It is interesting to notice that
the cRBM-based neural network performs better than the Deep Neural Network when a
100% TP rate is required, but the small difference is due to a few extreme examples.
Initialising a neural network with a generative model, i.e., a Deep Belief Network or a
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SPEAKER DIARIZATION RESULTS
Overall Results
Speaker Diarization Accuracy

Wooters
0.77

DBN-1
0.82

DBN-2
0.87

Wooters
Non-speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Non-speech
0.87
0.10
0.10
0.06
0.09

Speaker 1
0.03
0.71
0.08
0.03
0.06

Speaker 2
0.04
0.10
0.71
0.01
0.04

Speaker 3
0.02
0.01
0.02
0.90
0.07

Speaker 4
0.04
0.08
0.09
0.00
0.74

DBN-1
Non-speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Non-speech
0.86
0.07
0.07
0.06
0.06

Speaker 1
0.03
0.80
0.05
0.02
0.04

Speaker 2
0.04
0.05
0.80
0.01
0.04

Speaker 3
0.03
0.03
0.04
0.89
0.05

Speaker 4
0.04
0.05
0.04
0.02
0.81

DBN-2
Non-speech
Speaker 1
Speaker 2
Speaker 3
Speaker 4

Non-speech
0.91
0.06
0.06
0.07
0.05

Speaker 1
0.02
0.84
0.05
0.01
0.04

Speaker 2
0.03
0.04
0.85
0.01
0.04

Speaker 3
0.01
0.02
0.01
0.88
0.01

Speaker 4
0.03
0.04
0.03
0.03
0.86

Table 5.1: Overall accuracy and confusion matrices for the speaker diarization results using
Wooters method, the Dynamic Bayesian Network of chapter 3 (DBN-1) and the same
dynamic Bayesian Network using the speaker detection output of the Deep Neural
Network (DBN-2). Rows represent ground truth and columns represent the speaker
diarization label.
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Figure 5.4: ROC curve for the second part of the first experiment

cRBM, is very beneficial. The unlabelled data incorporated while training the generative
model incorporates useful information. Furthermore, the greedy learning of a Deep Belief
Network proves efficient, and consequently the difference with the randomly initialised
Deep Neural Network is large.
Speaker detection based on MI performs well. A large number of TP are easy to distinguish
— more than 50% TP rate for less than 10% FP rate. This corresponds to persons with
strong edges on their visual modality, which appear correlated to the corresponding audio
stream (see also the results in figure 4.18 on page 115). From there on, however, the speaker
detection accuracy is almost random. Finally the GMM and the matching algorithm
perform worst and similarly to their synchrony detection results — see table 4.10 on page
113. This is due to the difficulty of the task at hand — the distribution of synchrony is
highly multimodal and therefore the GMM gets stuck in poor local optima, while the simple
heuristic in the form of the matching algorithm can not capture synchrony in speech.
In the second part of the first experiment the discriminative models do not generalise
equally well. The proposed Deep Neural Network performs best, but its performance is
significantly worse than in the first part. This is because the Edinburgh recording contains
natural behavior, and consequently many non-frontal views of the persons. The Deep
Neural Network has no such training examples, and classifies them all as non-speaking. In
order to achieve a 90% TP rate, the corresponding FP rate must be more than doubled. The
cRBM-based neural network also has worse performance. The randomly initialised neural
networks however perform much worse. This is a clear example of overfitting, since the
randomly initialised neural networks are able to distinguish well between speakers and nonspeakers they encountered before, but generalise very badly. The unsupervised pretraining
in the form of a Deep Belief Network or a cRBM improves upon this issue significantly, by
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allowing gradient descent to start from a good neighborhood in the parameter space, thus
avoiding overfitting.
Speaker detection based on MI has a similar performance as in the first experiment. This
is expected since MI does not rely on any dataset specific information, and is therefore
only dependent on the quality of the recording and the proportion of samples where the
assumptions of the heuristic are mistaken. Moreover, the performance of speaker detection
based on the MI and the cRBM-based neural network is again similar. This might be an
indication that the cRBM and the MI capture similar dynamics in the audiovisual space.
Speaker detection based on the GMM performs better than the randomly initialised neural
networks — there is less chance to overfit the training data using a generative model.
In the third experiment both multimodal approaches outperform the audio-based speaker
diarization. This is expected since more information is used. Using the Deep Neural
Network, which performs better at speaker detection than the MI-based method, improves
the results of speaker diarization. This is a direct result of the sound probabilistic modelling
of speaker diarization under the proposed Dynamic Bayesian Network. Moreover, it is
interesting to notice that speaker diarization using the proposed Deep Neural Network
improves the result of non-speech detection over the audio-based approach, in contrast to
the MI based method (see also table 3.6 on page 75). This is because a silent person and
silence produce high MI measurements and mislead the speaker diarization process.
We must note, however, that extracting the AAM is not trivial, and the neural networks
require as input data six consecutive frames where the frontal face of the person is visible.
MI, in contrast, can be easily computed for any location of the video stream — thus a single
face detection is sufficient. For the second and third experiment we selected the excerpt
with the highest percentage of face detections, and consequently frontal face frames. In
multimodal speaker diarization in recordings with few frontal face views, MI might be a
more suitable speaker detection method for speaker diarization.

5.6 Conclusions
This chapter proposed a Deep Neural Network for speaker detection which is based on the
Deep Belief Network that performed the best results for synchrony detection. The proposed
method models the problem of speaker detection, i.e., directly models p (speaker|data). The
experiments conducted lead to the following conclusions:
• The probabilistic modelling of speaker detection adapts better to a given dataset
than the previously proposed heuristic approaches, in the form of MI or matching
algorithm. Furthermore it is possible to create a probabilistic model that generalises
better than these heuristics but that is not trivial.
• A Deep Neural Network, initialised with a Deep Belief Network, produces the best

5.6

C ONCLUSIONS

135

speaker detection results. The discriminative model created in this way manages to
adapt best to a given dataset — as shown from the first experiment. Furthermore, the
initialisation with a Deep Belief Network avoids typical problems of back-propagation
in deep neural networks, such as getting stuck in poor local optima. Lastly, the generative fashion of a Deep Belief Network allows to incorporate unlabelled training data
which leads to optimal generalisation as well — as shown by the second experiment.
• High quality speaker detection is beneficial for speaker diarization under the probabilistic framework proposed in chapter 3. This is evident from the results of the third
experiment.

6
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Speaker diarization corresponds to identifying who spoke when in a digital recording. This
process is essential to perform high quality speech recognition and a necessary step to
produce transcripts readable by humans. Moreover, enabling machines to perform accurate
speaker diarization will allow them to employ their speech synthesis and speech recognition
skills in a natural discussion. The complexity of speaker diarization lead previous research
to simplify the problem into speaker detection or synchrony detection, which are often
performed using heuristic algorithms.
This thesis presents probabilistic methods that comprise a unifying treatment of speaker
diarization, speaker detection and synchrony detection. The probabilistic nature of the
proposed methods (1) makes them applicable to different audiovisual contexts, (2) allows
to rest assumptions made in previous research and (3) provides state-of-the-art results in
a series of publicly available datasets. The following sections summarise the conclusions
drawn from this work, present the potential applications of the current speaker diarization
methods and sketch the most promising directions in terms of future work.

6.1 Summary of Conclusions
The chapters of this thesis focus on the research questions posed in the introduction. More
specifically:
What probabilistic framework can perform speaker diarization using information coming
from the audio, video and audiovisual space? Chapter 3 presents a Dynamic Bayesian Network that models speaker diarization in a generative way. The proposed model incorporates
information coming from the audio, video and joint audiovisual space to perform inference
regarding the visible persons and the speakers at each point of an audiovisual recording. In
order to achieve this, the persons participating in the recording are represented as processes
that generate cues in the different information streams. The novelty of the model lies in the
way these multimodal processes are handled: in contrast to previous research, there are no
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assumptions regarding the location of the audiovisual recording equipment, the number of
simultaneous speakers or the minimum window length. The model manages to relax these
assumptions and at the same time improve over the unimodal state-of-the-art in terms of
speaker diarization accuracy in all of the recordings. Overall, the unimodal state-of-the-art
achieves a speaker diarization accuracy of 73.5%, while the proposed multimodal approach
86%.
How can we model synchrony between audio and video in speech and how can we use
this to perform speaker diarization? Chapter 4 focus on synchrony detection in speech.
Previous research on synchrony detection has employed smart heuristics based on Mutual
Information or matching algorithms in order to detect synchrony in various contexts such
as speech or music. We analyse the basic properties of the process that generates audiovisual features during speech, and employ a Deep Belief Network to capture the “distribution of synchrony”. We perform extensive experiments using different probabilistic models
and show that the heuristics methods are very competitive against well-known probabilistic models. The heuristic methods have an overall synchrony detection accuracy of 47%
in contrast to 37% accuracy achieved by a GMM. The proposed Deep Belief Network,
however, greatly outperforms all previous approaches in synchrony detection in speech,
achieving and accuracy of 68% on the same data. The synchrony detection schemes are
not directly transferable to speaker diarization, and in chapter 5 we show how this transfer
can be made.
How can we model speaker detection using synchrony and how can we use the learnt models in speaker diarization? Chapter 5 describes how different synchrony detection methods
can be tuned to output directly whether a recording contains a speaking person or not,
and proposes a Deep Neural Network which is based on the Deep Belief Network that
performs synchrony detection. The proposed Deep Belief Network outperforms previously
proposed synchrony detection algorithms and different generative and discriminative models for speaker detection. In a series of experiments, a 90% of True Positive(TP) rate is
achieved for less than 10% of False Positive(FP) rate using the proposed model, in contrast
with previously proposed approaches that produce more than 30% FP rate for the same
TP rate. Furthermore, when incorporated in the Dynamic Bayesian Network of chapter 3 it improves the final results of speaker diarization further. In an experiment where
the unimodal state-of-the-art achieves speaker diarization accuracy is 77%, the Dynamic
Bayesian Network of chapter 3 achieves 82%, while incorporating the proposed speaker
detection algorithm further improves the results to 87%.

6.2 Applications
Speaker diarization is applicable to existing digital libraries and to human computer interaction. In existing collections of audiovisual recordings, speaker diarization is used to
enhance speech recognition and produce readable transcripts. In human computer inter-
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action, it is necessary to create user-friendly interfaces which interact with the user in a
natural dialogue context. The models presented in this thesis are generic, but in the case
of large collections they face large quantities of data, while in the case of human computer interaction they require on-line, real-time performance. In parallel to the theoretic
advances described in this thesis, application-oriented research was performed.
A first application oriented issue we focused, was the high memory requirements necessary
to perform EM learning in a large collection of audiovisual recordings. In [100], we transfer
cross-entropy learning to the Dynamic Bayesian Network field, as an alternative to the EM
algorithm. Cross-entropy is a stochastic learning methods which searches in the parameter
space for the maximum-likelihood solution, and had never been applied to the domain
of Dynamic Bayesian Networks before. The main advantage of cross-entropy is that it
has very low memory requirements allowing complex Dynamic Bayesian Networks to be
applied in large sequences of data, while achieving performance similar to that of the EM
algorithm. The experimental results show that using cross-entropy instead of the EM
algorithm enables us to successfully apply the proposed Dynamic Bayesian Network to an
audiovisual recording containing three times more people and four times longer duration.
The second issue we explored was adapting the proposed Dynamic Bayesian Network to
perform on-line inference. In the beginning of an audiovisual recording, there is not enough
data to infer all the person models needed. In [98], a switching model is proposed to
perform on-line speaker diarization. The proposed switching model starts as a robust
unimodal speaker diarization approach and moves to the complex multimodal approach
as more data becomes available. On a series of experiments the switching model performs
significantly better than a naive approach at the beginning of the recording, and achieves
the accuracy of the off-line model after a few batches of data.
Finally we explored the real-time implementation properties of different speaker diarization
methods. In [99], different real-time speaker diarization methods are implemented on the
iCat robot. The iCat robot is a platform developed by Philips Research for HCI research,
which has a low-resolution mounted camera on its head. In this task, there is low quality
data and low computational resources since the processor is also responsible for the motion
of the iCat. We show that the multimodal approach works better than single video analysis
for speaker diarization, and we propose a smart heuristic that provides results which are
not significantly different from the multimodal approach, in a fraction of the computational
time.

6.3 Future Work
The current state-of-the-art speaker diarization is at a level that allows for real world applications, but human-like speaker diarization is far from reached. Earlier research tackled
the problem under a variety of simplification assumptions regarding for example no simul-
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taneous speakers, or a minimal length of a silent segment. In this thesis, these assumptions
are relaxed by treating speaker diarization under a probabilistic framework, without any
loss in terms of speaker diarization accuracy. Consequently, the future of speaker diarization involves the sound probabilistic modelling of the task. The most promising directions
of future work regard features for speaker diarization, data preprocessing, elaborate modelling of the feature distribution and capturing the information in the temporal dimension
of the data.
Regarding features for speaker diarization, this thesis uses the standard MFCCs. Experimenting with different features might improve the results significantly — chapter 2
describes alternative acoustic features that produced promising results in specific datasets.
Moreover, the proposed model uses little video information for speaker diarization. Such
features can further improve the results, see for example the review of Potamianos et. al
[105].
The current state-of-the-art speaker diarization methods perform significantly worse in
low-quality recordings. At the same time, there are many preprocessing techniques to
denoise the audio signal or stabilise the view of a moving camera. For example Wooters et.
al [132] denoise the original audio stream or Allan et. al can stabilise the video sequence
of a video camera using invariant features [93]. An interesting future direction would be
to express denoising algorithms in a probabilistic framework, and perform denoising and
speaker diarization in parallel. Hopefully this will improve the results of both processes.
In terms of the the spatial structure of data, i.e. data on a single time slice, the results
can be improved by more elaborate models. In the case of synchrony for example, this
thesis shows that using Products of Experts can improve the results in comparison with
previously proposed methods. In the audio modality the GMMs have been considered
the state-of-the-art for more than twenty years. Studying the properties of sound closely,
could lead to a more fitting model and consequently improved results. Moreover, research
on facial expressions analysis, as for example the recent review of Pantic [101], has never
been applied to speaker diarization.
Last but not least the information on the temporal dimension of the data is still modelled naively. In this thesis we have shown that there is no need to perform inference
for a minimum length of a few seconds, but instead each frame can be considered a time
slice. Such restrictions could be imposed probabilistically by for example using a Hidden
Semi-Markov model [52]. Furthermore, the Markov assumption of the proposed Dynamic
Bayesian Network, even when it becomes of second or third order, is greatly violated by
real audiovisual data. Approximate decoding of a more complex model, as for example the
cRBMs presented in this work, could improve the results significantly.

APPENDICES

A
A UTOENCODERS

Autoencoders are neural networks built with objective to perform non-linear dimension
reduction, i.e. to replace a N-dimensional vector x with a lower M-dimensional vector y,
while retaining all the useful information. In order to visualise this, consider a folded piece
of paper in a three dimensional space x, illustrated in figure A.1. Each point on this paper
can be described on a two dimensional coordinate system y which would represent the
position of the point on the piece of paper without loss of information. The actual input
to the system though, would still be the three dimensional coordinate x. Generalising, the
three dimensional space can be arbitrarily high dimensional and corresponds to the system
input. The piece of paper can also span multiple dimensions, but fewer than those of the
input, and it is called a manifold.
An autoencoder is a neural network which will try to recover the optimal non-linear mapping for the input data x to the lower dimensional data y. The input and output layers
of this neural network have N nodes representing the dimensions of the input vector x.
The middle layer of the neural network has M nodes which correspond to vector y. This
structure is illustrated in figure A.2. In principle, there is no restriction in the form of the
mappings from layer to layer, but it is common to use non-linear perceptrons in order to
implement a non-linear mapping.
While training this network, the same vector is provided as input and target. Thus, the
network learns a function to map the input vector to the middle layer (of dimensionality
M) and a second function to map it to the output, which is again N-dimensional. Training
adjusts the network parameters to values that produce a better reconstruction of the input
vector — i.e. perform information-preserving dimensionality reduction.
In mathematical terms, if the parameters of the network are denoted by θ, the neural
network is a function that reconstructs a vector x to f (x, θ). The error E (θ) produced
over a dataset X of size d would be:
E (θ) =

X
d


xd − f (x, θ)

(A.1)
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Figure A.1: A two dimensional piece of paper folded in a three dimensional space
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Figure A.2: The graphical representation of an autoencoder. The neural network can have an
arbitrary depth.

The error E (θ) is minimised with the backpropagation algorithm [108]. In backpropagation, the error is minimised following the gradient ∂E/∂θ for each one of the weights. This
adjusts the parameters to a local optima of the error function.
The RBM can be seen as an autoencoder with a single hidden layer — the hidden layer h of
the RBM. The main difference is that the weights of the RBM are tight in both directions,
while in an autoencoder they are not; the mapping from x to y is independent of the
mapping from y to x. On one hand, a sallow autoencoder can perform better than the
RBM. On the other hand, a deep autoencoder faces the problems of deep Neural Networks,
such as slow training, many local optima and poor convergence; multiple RBMs can be
added greedily on top of each other and be fine tuned together using the up-down algorithm
at the end. The up-down algorithm is similar to back-propagation, and the details of this
procedure are available in section 4.3.3.

B
C ONTRASTIVE D IVERGENCE L EARNING

Maximum Likelihood (ML) learning corresponds to setting the parameters of the model to
the value that maximises the data likelihood:
θ = argmax p (x; θ)

(B.1)

θ

where θ is the set of the parameters of all the experts.
Chapter 4 discussed that this maximisation can be performed by following the gradient of
the data (log) likelihood with respect to the parameters of each node. This gradient is:
Y
log p (c; θm)
∂ log p (x; θm) 1 X X
∂ log p (x; θ)
p (c; θm)
p (e)
=
−
∂θm
∂θm
Z c e
∂θm
e

(B.2)

Recall that in an RBM it is possible to sample from the posterior over the hidden variables,
h1 ∼ p(h|x), and use this sample to sample a reconstruction of the observed data, xrec ∼
p(x|h1). With prolonged Gibbs sampling an unbiased sample of the model, x∞ , can be
acquired, as illustrated in figure B.1. This procedure can be repeated to acquire the
generative distribution represented by the current model parameters. Using equation B.2,
the gradient of the model distribution with respect to the parameters θm of a single node
becomes:






∂ log Q∞
∂ log p (x; θm)
∂ log p (c; θm)
d
=
−
(B.3)
∂θm
∂θm
∂θm
Q0
Q0
Q∞
where angle brackets represent expectations over the distribution defined in the subscript,
Q0 is the data distribution and Q∞ the model distribution or the distribution of the infinite
reconstructions of the data. Following this gradient corresponds to a well known intuition.
The parameters are updated so that the empirical data distribution becomes identical to
the generative distribution of the model. At that point the first term on the right hand
side is equal to the second term on the right hand side and the gradient will be zero.
Unfortunately, learning the parameters in this way is unfeasible for two reasons. Firstly,
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Figure B.1: The prolonged Gibbs sampling required to acquire one unbiased sample from the
distribution of the RBM.

the true data distribution is usually unavailable — the training data is just samples from it.
Secondly, for each update of the parameters, Gibbs sampling must be prolonged infinitely
or at least until convergence, as illustrated in figure B.2 — this makes learning extremely
expensive.
Acquiring the ML solution for the model parameters is equivalent to minimising the Kullback Leibler (KL) divergence between the data distribution and the model distribution:
X
 X 0

0
KL Q0||Q∞ =
Qd log Q0d −
Q0d log Q∞
− hlog Q∞
(B.4)
d = −H Q
d iQ0
d

d

where H Q is the entropy of the data distribution. Keep in mind that Q∞
d for the RBM
is just p (d|θ), where θ are the elements of matrix W and vectors a and b (equation 4.15
on page 93).

0

Contrastive Divergence (CD) learning changes the optimisation criteria. Instead of
minimising KL Q0||Q∞ , the objective becomes to minimise the difference between
KL Q0||Q∞ and KL Q1||Q∞ where Q1 is the distribution over the first reconstruction
of the data. Q1 is one step closer to the equilibrium than Q0 and therefore it is guaranteed
that KL Q0||Q∞ exceeds KL Q1||Q∞ unless the model is perfect, in which case Q0 = Q1
and the contrastive divergence of the distributions becomes 0.
The motivation behind the use of CD is that the intractable term at the right hand side
of equation B.3 cancels out:





∂
∂ log p (x; θm)
∂ log p (xrec ; θm)
∂Q1 ∂Q1||Q∞
0
∞
1
∞
Q ||Q − Q ||Q =
−
+
∂θm
∂θm
∂θm
∂θm ∂Q1
Q0
Q1
(B.5)
On the right hand side of the equation there are now three terms. The first two terms
depend on log p (x; θm) and log p (xrec ; θm) which can be computed because the individual
experts represent tractable distributions (e.g. Gaussian or Sigmoidal). Furthermore, it is
feasible to sample for Q0 and Q1 rapidly — illustrated in figure B.2. Thus, the first two
terms on the right hand side of equation 7 are easy to compute. The third term can be
safely ignored, since extensive simulations show that it is small and it seldom opposes the
resultant of the other two terms [18, 60].
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Figure B.2: The Contrastive Divergence sampling required to perform one update of the parameters.

The parameters can be adjusted using the approximate derivative of equation B.5 as:




∂ log p (x; θm)
∂ log p (xrec ; θm)
∆θm ∝
−
(B.6)
∂θm
∂θm
Q0
Q1
The intuitions of ML-learning and minimisation of CD are similar. ML-learning alters
the parameters so as the model distribution, which is acquired by the Markov chain implemented by Gibbs sampling, is identical to the data distribution. In other words, the
Markov chain sampling should leave the distribution over the visible variables intact. CD
learning alters the parameters so as the distribution of the reconstruction of the data is
identical to the original data distribution. It follows that these parameters will not corrupt
the data distribution in future reconstructions either. Thus, the distribution of the data
reconstructions in infinity, which is the model distribution, will be identical to the original
data distribution.
The application of equations B.3 and B.6 on a parameter of the RBM can show the advantage of such an approximation. Equation B.3 requires the estimation of:
∂ log p (x; wj)
= hxihjid
∂wij

(B.7)

where wj is the vector of the weights that connect hj to the visible units and wij each one
of these weights, and the estimation of:
∂ log p (c; wj)
= hxihji∞
∂wij

thus:

(B.8)


∂KL Q0||Q∞
−
(B.9)
= hxihjiQ0 − hxihjiQ∞
∂wij
which requires prolonged Gibbs sampling of the Markov chain drawn in figure B.1.
The Contrastive-Divergence learning for the same weight offers the approximate gradient:
−



∂
KL Q0||Q∞ − KL Q1||Q∞ ≈ hxihjiQ0 − hxihjiQ1
∂wij

(B.10)
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which is particularly easy to compute, since it requires to sample the Markov chain up to
the first reconstruction, as depicted in figure B.2.
The actual update functions for the parameters of the RBM become:
∆wij ∝ hxihjid − hxihjirec
∆ai ∝ hxiid − hxiirec
∆bj ∝ hhjid − hhjirec

(B.11)
(B.12)
(B.13)

CD learning does not get more complicated in the case of a conditional Restricted Boltzmann Machine (cRBM) because it is an approximate learning method. The statistics of the
model are not measured explicitly, but only used to acquire approximation of the likelihood
gradient. When statistics must be measured precisely, e.g. during generation, prolonged
Gibbs sampling is required. The updates for the additional of a cRBM are:


t−q
t
t
−
h
(B.14)
h
∆wij
∝ xt−q
j rec
j d
i

t−q
xti d − xti rec
(B.15)
∆at−q
ki ∝ xk

C
V ISUAL V OCABULARIES FOR V ISUAL
C ATEGORISATION

Visual categorisation is the task of classifying a novel image among a set of predefined
classes. The problem becomes extremely hard when additional degrees of freedom are
added, e.g. occlusions, viewing variations of the visual classes, visual concepts rather
specific objects. The state-of-the-art method today is based on categorisation with “Bags
of Keypoints” which was inspired by relative research in document retrieval.
Document retrieval is usually split in two parts. In the first part, a document descriptor
is built, in the form of a vocabulary. The most common words appearing in all the documents of the database are detected, and each document is represented as a histogram
of frequencies over these words. Consequently, if N words are selected, each document is
described by an N-dimensional vector x. A set of labelled documents is used to create a
model p (x|label) for each label in the vocabulary space. The resulting system can express
a new document over the same vocabulary, and use the model of each label to decide which
label(s) to assign to the document.
The same idea was first applied for visual categorisation in the work of Csurka et. al using
local image-patch descriptors [36]. The detection and description of local image patches
is a very active field in Computer Vision, but it is difficult to combine them in an image
descriptor for two reasons: (1) different images have different number of descriptors, and
(2) the parameters required to represent the spatial relationships between the descriptors
are exponential to the number of descriptors in an image. Csurka et. al. proposed a simple
solution to these problems which resembles the state-of-the-art in document retrieval.
In the first step, all the local descriptors of all the images of the data set are clustered.
The vector representing each cluster is a “visual word” in a “visual vocabulary”, which
corresponds to one of the most frequent words appearing the documents of the database in
document retrieval. Each image can be described as a histogram over these clusters and a
model can be built in this cluster-space for each class label. The system expresses a novel
image as a histogram over the same visual words and classifies them using the label-specific
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models built from labelled training images.
The results achieved by the visual vocabulary methods are dependent on the choices of
(1) the set of images used for the creation of the visual vocabulary, (2) the type of local
descriptors used, (3) the number of clusters in the local descriptor space, (4) the distance
metric in the descriptor space and (5) the parameterisation of the class models. However,
for very distinct classes such as the appearance of a few persons modelled in this work, a
range of choices results in high accuracy classification results.

D
R EAL VALUED R ESTRICTED
B OLTZMANN M ACHINES

The RBM was originally introduced with binary nodes [118]. The simplest way to incorporate real valued data is to scale them from zero to one and treat them as the probabilistic
output of a binary event. This was the choice of Hinton in one of the first papers on
Deep Belief Networks [61]. Alternatively, the units can be exponentially distributed, e.g.,
multinomial or Normal distributions. This concept was introduced at the work of Welling
[130] and it is the choice of this thesis, as well as the choice of the work of Taylor et al.
that introduced the cRBM for modelling real-valued sequential data [120].
The original Energy function for an RBM is:
Energy (x, h) = a⊤ x + b⊤ h + h⊤ Wx

(D.1)

where the parameters a, b and W are the biases of the hidden and visible nodes and the
weights connecting the two layers.
If the hidden nodes h and the observable x are parameterised by the exponential functions:
"
#
X
p (xi) = ri (xi) exp
θiafia (xi) − Ai (θia)
(D.2)
p (hj) = sj (hj) exp

" a
X

λjbfjb (hj) − Aj (λjb)

b

#

(D.3)

where {fia, gjb} are the sufficient statistics, {θia, λjb} are the canonical parameters of the
models and {Ai, Bj} the log-normalisation factors. This parameterisation was introduced
by Welling et al. [130] and allows the functions ri (xi) and sj (hj) to be treated as additional
features multiplied buy a constant (that is the node bias in the original formulation).
Under this parameterisation the energy function becomes:
X
X
X jb
Energy (x, h) =
θiafia (xt) +
λjbgjb (hj) +
Wiafa (xi) gb (hj))
ia

jb

ijab

(D.4)
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where there are once more no connections between the nodes of the same layer. The
conditional (sampling) node distributions become:

p (xi|h) = exp

"

p (hj|x) = exp

"
X

X

#


^ia
θiafia (xi) − Ai θ

a

with θ^ia = θia +

#


λjbfjb (hj) − Aj ^λjb

b

X

jb
Wia
gjb (hj)

(D.5)

X

jb
Wia
fia (xi)

(D.6)

jb

with ^λjb = λjb +

ia

In the case of Gaussian visible nodes with unit variance and binary hidden nodes we have:
#
"
X j
Wihj, 1
(D.7)
p (xi|h) = N ai +
j

p (hj|x) = B σ

X

!!

Wijxi + bj

i

(D.8)

with σ (·) being the logistic function, B the Bernoulli and N the normal distribution.
The Energy function in this case becomes:
Energy (x, h) =

X (xi − ai)2
i

2

−

X
j

bjhj −

X

Wijxihj

(D.9)

ij

where the first term of equation D.1 is replaced with a quadratic term to account for the
Gaussian units, and the vector multiplications have been written out as a sum of the vector
elements for clarity of presentation.

E
F EATURE E XTRACTION

This appendix describes concisely the features extracted from the audio and video modality
and gives references to the relevant literature that introduced these features.

E.1 Audio Modality
In the audio modality the features used in the experiments of this work are Mel Frequency
Cepstral Coefficient (MFCC) and the Average Acoustic Energy (AAE).

E.1.1 Mel Frequency Cepstra Coefficients
The MFCC descriptor was introduced in 1980 and the work of Davis and Mermelstein [44].
Its extraction is a four step operation:
• The Fourier transform of the relevant window is taken
• The obtained powers are mapped to the mel scale. The mel scale is a perceptual
scale of pitches judged by listeners to be equal distance from one another. f hertz
can be converted to m mel as:


f
m = 2595 log10
+1
(E.1)
700
• The logarithm of the power at each mel frequency is computed
• The discrete cosine transform of the mel frequency logarithm is taken as if these
logarithms were a signal.
For the calculation of the MFCC in the experiments of this thesis the HTK toolkit was
used [134], or the RASTAMAT toolkit for MATLAB with the HTK settings [47].
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E.1.2 Average Acoustic Energy
The AAE represents the total energy of the audio stream in a specific window. The audio
signal takes both negative and positive values, and therefore the AAE is computed as the
average of the absolute value or squared value of the signal. In this thesis, the absolute
value is used.
The AAE of the windows a (1) . . . a (N) is computed as:
P
|a (i) |
AAE = i:1...n
N

(E.2)

E.2 Video Modality
In the video modality the faces of each frame are detected using the Viola-Jones face
detector [127]. In these regions the Scale Invariant Feature Transform (SIFT) features
are extracted. These features are used in a visual vocabulary setting (see appendix C) to
identify the different persons. Moreover, the Active Appearance Model (AAM) are used
to summarise the phoneme-specific information of a face.

E.3 Face Detection
The Viola Jones face detector works on the integral image of each frame, where sliding
windows of decreasing sizes are tested with an adaboost classifier.
The integral image is an alternative representation of the information contained in a frame.
Its computation is very fast, and the objective is to speed up the on-line application of the
face detector. The original frame is first converted to grayscale values. Then, the pixel
value in coordinates x,y is replaced by:
X
II (x, y) =
OI (i, j)
(E.3)
i:1...x,j:1...y

where II (x, y) and OI (x, y) are the values of the integral image and the original frame in
position x,y. These values can be computed very fast in an incremental fashion.
The adaboost algorithm is a classifier that combines multiple weak classifiers in a strong
one. Given a specific window of the original frame, the weak classifiers are specific lighting
variation features, e.g. a light area followed by a darker one, at a specific location of the
window. These features can be evaluated extremely fast using the integral image. The
adaboost algorithm in the original paper is trained using a set of 4916 face [127] and the
same classifier is used in the experiments of this thesis, through its implementation for the
openCV library [24].

E.4

SIFT

FEATURES
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E.4 SIFT features
SIFT features are introduced in the work of Lowe [78]. The term SIFT features is used to
describe the process of detecting and describing point of interest in an image.
The interest point detection, or more commonly referred to as keypoint detection, consists
of two steps:
• The image is convolved with Gaussian filters at different scales, and the difference
of successive convolutions is computed. The keypoints, called scale-space extrema at
this point, correspond to the locations of the image that this difference takes locally
extreme values. Each point is assigned the Gaussian scale where it was detected.
• The first step returns a large number of scale-space extrema, some of which are not
informative and should be discarded. The second step discards scale-space extrema
that (1) have low contrast, i.e., they are sensitive to noise, or (2) are localised along
an edge, since each edge produces high-difference points everywhere along its length.
The scale-space extrema kept constitute the detected keypoints of the image.
The local region around each keypoint is described with a feature vector, which is the final
SIFT feature. This description involved the computation of the points orientation and the
final feature extraction.
• Each point is assigned one (or more) orientation. The descriptor is expressed relative
to the points orientation, and therefore it will be invariant to image rotation. The
orientation is computed using the local image gradient, i.e. the pixel differences in a
small region of the Gaussian-blurred image around the detected keypoint. The final
orientation(s) correspond to the gradient direction with the highest value. Additional
orientations are considered for directions with gradient more than 80% of the highest
value, but each orientation is treated separately and produces an independent SIFT
descriptor.
• Given a specific point, scale and orientation, the descriptor will be image position,
image scale and image rotation invariant. For each pixel in the keypoint’s neighborhood an 8-directional gradient is computed. Then, each pixels contribution is
weighted by a Gaussian and it is summed in a 4 × 4 array of histograms around the
keypoint, thus results in a 8 × 4 times4 = 128 dimensional descriptor.
The SIFT descriptors for this thesis are located using the software written by Vedaldi [125].

E.5 Active Appearance Models
AAM is a statistical model of the shape and appearance of a specific object, that enables
robust matching of this object to a novel image. An AAM can be applied in 2-D or 3-D
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images, but in this thesis only the 2-D case is considered. An AAM consists by a set of
landmarks which will be used in training the model on labelled data, and fitting it to novel
images.
During training, the landmarks are set on a number of images. If we have a set of landmark
points, which are aligned into a common coordinate frame, the coordinates of the points lie
on a nd space. The AAM model is a set of parameters which are recovered using Principal
Component Analysis (PCA) on the landmark coordinates.
Given an AAM and a novel image the landmarks can be recovered by discovering the
position X, Y, orientation θ and scale s of the object in the image. The optimal fitting
is performed in the tangent space, i.e. the hyperspace of vectors normal to the landmark
corrdinates, that passes through the landmarks in the novel image.
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