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APPENDICES





A

AUTOENCODERS

Autoencoders are neural networks built with objective to perform non-linear dimension
reduction, i.e. to replace a N-dimensional vector x with a lower M-dimensional vector y,
while retaining all the useful information. In order to visualise this, consider a folded piece
of paper in a three dimensional space x, illustrated in figure A.1. Each point on this paper
can be described on a two dimensional coordinate system y which would represent the
position of the point on the piece of paper without loss of information. The actual input
to the system though, would still be the three dimensional coordinate x. Generalising, the
three dimensional space can be arbitrarily high dimensional and corresponds to the system
input. The piece of paper can also span multiple dimensions, but fewer than those of the
input, and it is called a manifold.

An autoencoder is a neural network which will try to recover the optimal non-linear map-
ping for the input data x to the lower dimensional data y. The input and output layers
of this neural network have N nodes representing the dimensions of the input vector x.
The middle layer of the neural network has M nodes which correspond to vector y. This
structure is illustrated in figure A.2. In principle, there is no restriction in the form of the
mappings from layer to layer, but it is common to use non-linear perceptrons in order to
implement a non-linear mapping.

While training this network, the same vector is provided as input and target. Thus, the
network learns a function to map the input vector to the middle layer (of dimensionality
M) and a second function to map it to the output, which is again N-dimensional. Training
adjusts the network parameters to values that produce a better reconstruction of the input
vector — i.e. perform information-preserving dimensionality reduction.

In mathematical terms, if the parameters of the network are denoted by θ, the neural
network is a function that reconstructs a vector x to f (x,θ). The error E (θ) produced
over a dataset X of size d would be:

E (θ) =
∑

d

(

xd − f (x,θ)
)

(A.1)
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Figure A.1: A two dimensional piece of paper folded in a three dimensional space
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Figure A.2: The graphical representation of an autoencoder. The neural network can have an
arbitrary depth.

The error E (θ) is minimised with the backpropagation algorithm [108]. In backpropaga-
tion, the error is minimised following the gradient ∂E/∂θ for each one of the weights. This
adjusts the parameters to a local optima of the error function.

The RBM can be seen as an autoencoder with a single hidden layer — the hidden layer h of
the RBM. The main difference is that the weights of the RBM are tight in both directions,
while in an autoencoder they are not; the mapping from x to y is independent of the
mapping from y to x. On one hand, a sallow autoencoder can perform better than the
RBM. On the other hand, a deep autoencoder faces the problems of deep Neural Networks,
such as slow training, many local optima and poor convergence; multiple RBMs can be
added greedily on top of each other and be fine tuned together using the up-down algorithm
at the end. The up-down algorithm is similar to back-propagation, and the details of this
procedure are available in section 4.3.3.





B

CONTRASTIVE DIVERGENCE LEARNING

Maximum Likelihood (ML) learning corresponds to setting the parameters of the model to
the value that maximises the data likelihood:

θ = argmax
θ

p (x; θ) (B.1)

where θ is the set of the parameters of all the experts.

Chapter 4 discussed that this maximisation can be performed by following the gradient of
the data (log) likelihood with respect to the parameters of each node. This gradient is:

∂ logp (x; θ)

∂θm

=
∂ logp (x; θm)

∂θm

−
1

Z

∑

c

∑

e

p (e)
∏

e

p (c; θm)
logp (c; θm)

∂θm

(B.2)

Recall that in an RBM it is possible to sample from the posterior over the hidden variables,
h1 ∼ p(h|x), and use this sample to sample a reconstruction of the observed data, xrec ∼

p(x|h1). With prolonged Gibbs sampling an unbiased sample of the model, x∞, can be
acquired, as illustrated in figure B.1. This procedure can be repeated to acquire the
generative distribution represented by the current model parameters. Using equation B.2,
the gradient of the model distribution with respect to the parameters θm of a single node
becomes:

〈

∂ logQ∞
d

∂θm

〉

Q0

=

〈

∂ logp (x; θm)

∂θm

〉

Q0

−

〈

∂ logp (c; θm)

∂θm

〉

Q∞

(B.3)

where angle brackets represent expectations over the distribution defined in the subscript,
Q0 is the data distribution andQ∞ the model distribution or the distribution of the infinite
reconstructions of the data. Following this gradient corresponds to a well known intuition.
The parameters are updated so that the empirical data distribution becomes identical to
the generative distribution of the model. At that point the first term on the right hand
side is equal to the second term on the right hand side and the gradient will be zero.
Unfortunately, learning the parameters in this way is unfeasible for two reasons. Firstly,
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Figure B.1: The prolonged Gibbs sampling required to acquire one unbiased sample from the
distribution of the RBM.

the true data distribution is usually unavailable — the training data is just samples from it.
Secondly, for each update of the parameters, Gibbs sampling must be prolonged infinitely
or at least until convergence, as illustrated in figure B.2 — this makes learning extremely
expensive.

Acquiring the ML solution for the model parameters is equivalent to minimising the Kull-
back Leibler (KL) divergence between the data distribution and the model distribution:

KL
(

Q0||Q∞
)

=
∑

d

Q0
d logQ0

d −
∑

d

Q0
d logQ∞

d = −H
(

Q0
)

− 〈logQ∞
d 〉

Q0 (B.4)

where H
(

Q0
)

is the entropy of the data distribution. Keep in mind that Q∞
d for the RBM

is just p (d|θ), where θ are the elements of matrix W and vectors a and b (equation 4.15
on page 93).

Contrastive Divergence (CD) learning changes the optimisation criteria. Instead of
minimising KL

(

Q0||Q∞
)

, the objective becomes to minimise the difference between
KL
(

Q0||Q∞
)

and KL
(

Q1||Q∞
)

where Q1 is the distribution over the first reconstruction
of the data. Q1 is one step closer to the equilibrium than Q0 and therefore it is guaranteed
that KL

(

Q0||Q∞
)

exceeds KL
(

Q1||Q∞
)

unless the model is perfect, in which case Q0 = Q1

and the contrastive divergence of the distributions becomes 0.

The motivation behind the use of CD is that the intractable term at the right hand side
of equation B.3 cancels out:

∂

∂θm

(

Q0||Q∞ −Q1||Q∞
)

=

〈

∂ logp (x; θm)

∂θm

〉

Q0

−

〈

∂ logp (xrec; θm)

∂θm

〉

Q1

+
∂Q1

∂θm

∂Q1||Q∞

∂Q1

(B.5)

On the right hand side of the equation there are now three terms. The first two terms
depend on logp (x; θm) and logp (xrec; θm) which can be computed because the individual
experts represent tractable distributions (e.g. Gaussian or Sigmoidal). Furthermore, it is
feasible to sample for Q0 and Q1 rapidly — illustrated in figure B.2. Thus, the first two
terms on the right hand side of equation 7 are easy to compute. The third term can be
safely ignored, since extensive simulations show that it is small and it seldom opposes the
resultant of the other two terms [18, 60].



149

x

h

x
rec

h
rec

Figure B.2: The Contrastive Divergence sampling required to perform one update of the param-
eters.

The parameters can be adjusted using the approximate derivative of equation B.5 as:

∆θm ∝

〈

∂ logp (x; θm)

∂θm

〉

Q0

−

〈

∂ logp (xrec; θm)

∂θm

〉

Q1

(B.6)

The intuitions of ML-learning and minimisation of CD are similar. ML-learning alters
the parameters so as the model distribution, which is acquired by the Markov chain im-
plemented by Gibbs sampling, is identical to the data distribution. In other words, the
Markov chain sampling should leave the distribution over the visible variables intact. CD
learning alters the parameters so as the distribution of the reconstruction of the data is
identical to the original data distribution. It follows that these parameters will not corrupt
the data distribution in future reconstructions either. Thus, the distribution of the data
reconstructions in infinity, which is the model distribution, will be identical to the original
data distribution.

The application of equations B.3 and B.6 on a parameter of the RBM can show the ad-
vantage of such an approximation. Equation B.3 requires the estimation of:

∂ logp (x; wj)

∂wij

= 〈xihj〉d (B.7)

where wj is the vector of the weights that connect hj to the visible units and wij each one
of these weights, and the estimation of:

∂ logp (c; wj)

∂wij

= 〈xihj〉∞ (B.8)

thus:

−
∂KL

(

Q0||Q∞
)

∂wij

= 〈xihj〉Q0 − 〈xihj〉Q∞ (B.9)

which requires prolonged Gibbs sampling of the Markov chain drawn in figure B.1.

The Contrastive-Divergence learning for the same weight offers the approximate gradient:

−
∂

∂wij

(

KL
(

Q0||Q∞
)

− KL
(

Q1||Q∞
))

≈ 〈xihj〉Q0 − 〈xihj〉Q1 (B.10)
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which is particularly easy to compute, since it requires to sample the Markov chain up to
the first reconstruction, as depicted in figure B.2.

The actual update functions for the parameters of the RBM become:

∆wij ∝ 〈xihj〉d − 〈xihj〉rec (B.11)

∆ai ∝ 〈xi〉d − 〈xi〉rec (B.12)

∆bj ∝ 〈hj〉d − 〈hj〉rec (B.13)

CD learning does not get more complicated in the case of a conditional Restricted Boltz-
mann Machine (cRBM) because it is an approximate learning method. The statistics of the
model are not measured explicitly, but only used to acquire approximation of the likelihood
gradient. When statistics must be measured precisely, e.g. during generation, prolonged
Gibbs sampling is required. The updates for the additional of a cRBM are:

∆w
t−q
ij ∝ xt−q

i

(

〈

ht
j

〉

d
−
〈

ht
j

〉

rec

)

(B.14)

∆a
t−q
ki ∝ xt−q

k

(〈

xt
i

〉

d
−
〈

xt
i

〉

rec

)

(B.15)



C

VISUAL VOCABULARIES FOR VISUAL

CATEGORISATION

Visual categorisation is the task of classifying a novel image among a set of predefined
classes. The problem becomes extremely hard when additional degrees of freedom are
added, e.g. occlusions, viewing variations of the visual classes, visual concepts rather
specific objects. The state-of-the-art method today is based on categorisation with “Bags
of Keypoints” which was inspired by relative research in document retrieval.

Document retrieval is usually split in two parts. In the first part, a document descriptor
is built, in the form of a vocabulary. The most common words appearing in all the doc-
uments of the database are detected, and each document is represented as a histogram
of frequencies over these words. Consequently, if N words are selected, each document is
described by an N-dimensional vector x. A set of labelled documents is used to create a
model p (x|label) for each label in the vocabulary space. The resulting system can express
a new document over the same vocabulary, and use the model of each label to decide which
label(s) to assign to the document.

The same idea was first applied for visual categorisation in the work of Csurka et. al using
local image-patch descriptors [36]. The detection and description of local image patches
is a very active field in Computer Vision, but it is difficult to combine them in an image
descriptor for two reasons: (1) different images have different number of descriptors, and
(2) the parameters required to represent the spatial relationships between the descriptors
are exponential to the number of descriptors in an image. Csurka et. al. proposed a simple
solution to these problems which resembles the state-of-the-art in document retrieval.

In the first step, all the local descriptors of all the images of the data set are clustered.
The vector representing each cluster is a “visual word” in a “visual vocabulary”, which
corresponds to one of the most frequent words appearing the documents of the database in
document retrieval. Each image can be described as a histogram over these clusters and a
model can be built in this cluster-space for each class label. The system expresses a novel
image as a histogram over the same visual words and classifies them using the label-specific
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models built from labelled training images.

The results achieved by the visual vocabulary methods are dependent on the choices of
(1) the set of images used for the creation of the visual vocabulary, (2) the type of local
descriptors used, (3) the number of clusters in the local descriptor space, (4) the distance
metric in the descriptor space and (5) the parameterisation of the class models. However,
for very distinct classes such as the appearance of a few persons modelled in this work, a
range of choices results in high accuracy classification results.



D

REAL VALUED RESTRICTED

BOLTZMANN MACHINES

The RBM was originally introduced with binary nodes [118]. The simplest way to incorpo-
rate real valued data is to scale them from zero to one and treat them as the probabilistic
output of a binary event. This was the choice of Hinton in one of the first papers on
Deep Belief Networks [61]. Alternatively, the units can be exponentially distributed, e.g.,
multinomial or Normal distributions. This concept was introduced at the work of Welling
[130] and it is the choice of this thesis, as well as the choice of the work of Taylor et al.
that introduced the cRBM for modelling real-valued sequential data [120].

The original Energy function for an RBM is:

Energy (x,h) = a⊤x + b⊤h + h⊤Wx (D.1)

where the parameters a, b and W are the biases of the hidden and visible nodes and the
weights connecting the two layers.

If the hidden nodes h and the observable x are parameterised by the exponential functions:

p (xi) = ri (xi) exp

[

∑

a

θiafia (xi) −Ai (θia)

]

(D.2)

p (hj) = sj (hj) exp

[

∑

b

λjbfjb (hj) −Aj (λjb)

]

(D.3)

where {fia, gjb} are the sufficient statistics, {θia, λjb} are the canonical parameters of the
models and {Ai, Bj} the log-normalisation factors. This parameterisation was introduced
by Welling et al. [130] and allows the functions ri (xi) and sj (hj) to be treated as additional
features multiplied buy a constant (that is the node bias in the original formulation).

Under this parameterisation the energy function becomes:

Energy (x,h) =
∑

ia

θiafia (xt) +
∑

jb

λjbgjb (hj) +
∑

ijab

W
jb
iafa (xi)gb (hj)) (D.4)
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where there are once more no connections between the nodes of the same layer. The
conditional (sampling) node distributions become:

p (xi|h) = exp

[

∑

a

θiafia (xi) −Ai

(

θ̂ia

)

]

with θ̂ia = θia +
∑

jb

W
jb
iagjb (hj) (D.5)

p (hj|x) = exp

[

∑

b

λjbfjb (hj) −Aj

(

λ̂jb

)

]

with λ̂jb = λjb +
∑

ia

W
jb
iafia (xi) (D.6)

In the case of Gaussian visible nodes with unit variance and binary hidden nodes we have:

p (xi|h) = N

[

ai +
∑

j

Wj
ihj, 1

]

(D.7)

p (hj|x) = B

(

σ

(

∑

i

W
j
ixi + bj

))

(D.8)

with σ (·) being the logistic function, B the Bernoulli and N the normal distribution.

The Energy function in this case becomes:

Energy (x,h) =
∑

i

(xi − ai)
2

2
−

∑

j

bjhj −
∑

ij

W
j
ixihj (D.9)

where the first term of equation D.1 is replaced with a quadratic term to account for the
Gaussian units, and the vector multiplications have been written out as a sum of the vector
elements for clarity of presentation.
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FEATURE EXTRACTION

This appendix describes concisely the features extracted from the audio and video modality
and gives references to the relevant literature that introduced these features.

E.1 Audio Modality

In the audio modality the features used in the experiments of this work are Mel Frequency
Cepstral Coefficient (MFCC) and the Average Acoustic Energy (AAE).

E.1.1 Mel Frequency Cepstra Coefficients

The MFCC descriptor was introduced in 1980 and the work of Davis and Mermelstein [44].
Its extraction is a four step operation:

• The Fourier transform of the relevant window is taken

• The obtained powers are mapped to the mel scale. The mel scale is a perceptual
scale of pitches judged by listeners to be equal distance from one another. f hertz
can be converted to m mel as:

m = 2595 log
10

(

f

700
+ 1

)

(E.1)

• The logarithm of the power at each mel frequency is computed

• The discrete cosine transform of the mel frequency logarithm is taken as if these
logarithms were a signal.

For the calculation of the MFCC in the experiments of this thesis the HTK toolkit was
used [134], or the RASTAMAT toolkit for MATLAB with the HTK settings [47].
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E.1.2 Average Acoustic Energy

The AAE represents the total energy of the audio stream in a specific window. The audio
signal takes both negative and positive values, and therefore the AAE is computed as the
average of the absolute value or squared value of the signal. In this thesis, the absolute
value is used.

The AAE of the windows a (1) . . . a (N) is computed as:

AAE =

∑
i:1...n |a (i) |

N
(E.2)

E.2 Video Modality

In the video modality the faces of each frame are detected using the Viola-Jones face
detector [127]. In these regions the Scale Invariant Feature Transform (SIFT) features
are extracted. These features are used in a visual vocabulary setting (see appendix C) to
identify the different persons. Moreover, the Active Appearance Model (AAM) are used
to summarise the phoneme-specific information of a face.

E.3 Face Detection

The Viola Jones face detector works on the integral image of each frame, where sliding
windows of decreasing sizes are tested with an adaboost classifier.

The integral image is an alternative representation of the information contained in a frame.
Its computation is very fast, and the objective is to speed up the on-line application of the
face detector. The original frame is first converted to grayscale values. Then, the pixel
value in coordinates x,y is replaced by:

II (x, y) =
∑

i:1...x,j:1...y

OI (i, j) (E.3)

where II (x, y) and OI (x, y) are the values of the integral image and the original frame in
position x,y. These values can be computed very fast in an incremental fashion.

The adaboost algorithm is a classifier that combines multiple weak classifiers in a strong
one. Given a specific window of the original frame, the weak classifiers are specific lighting
variation features, e.g. a light area followed by a darker one, at a specific location of the
window. These features can be evaluated extremely fast using the integral image. The
adaboost algorithm in the original paper is trained using a set of 4916 face [127] and the
same classifier is used in the experiments of this thesis, through its implementation for the
openCV library [24].
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E.4 SIFT features

SIFT features are introduced in the work of Lowe [78]. The term SIFT features is used to
describe the process of detecting and describing point of interest in an image.

The interest point detection, or more commonly referred to as keypoint detection, consists
of two steps:

• The image is convolved with Gaussian filters at different scales, and the difference
of successive convolutions is computed. The keypoints, called scale-space extrema at
this point, correspond to the locations of the image that this difference takes locally
extreme values. Each point is assigned the Gaussian scale where it was detected.

• The first step returns a large number of scale-space extrema, some of which are not
informative and should be discarded. The second step discards scale-space extrema
that (1) have low contrast, i.e., they are sensitive to noise, or (2) are localised along
an edge, since each edge produces high-difference points everywhere along its length.
The scale-space extrema kept constitute the detected keypoints of the image.

The local region around each keypoint is described with a feature vector, which is the final
SIFT feature. This description involved the computation of the points orientation and the
final feature extraction.

• Each point is assigned one (or more) orientation. The descriptor is expressed relative
to the points orientation, and therefore it will be invariant to image rotation. The
orientation is computed using the local image gradient, i.e. the pixel differences in a
small region of the Gaussian-blurred image around the detected keypoint. The final
orientation(s) correspond to the gradient direction with the highest value. Additional
orientations are considered for directions with gradient more than 80% of the highest
value, but each orientation is treated separately and produces an independent SIFT
descriptor.

• Given a specific point, scale and orientation, the descriptor will be image position,
image scale and image rotation invariant. For each pixel in the keypoint’s neigh-
borhood an 8-directional gradient is computed. Then, each pixels contribution is
weighted by a Gaussian and it is summed in a 4× 4 array of histograms around the
keypoint, thus results in a 8× 4 times4 = 128 dimensional descriptor.

The SIFT descriptors for this thesis are located using the software written by Vedaldi [125].

E.5 Active Appearance Models

AAM is a statistical model of the shape and appearance of a specific object, that enables
robust matching of this object to a novel image. An AAM can be applied in 2-D or 3-D
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images, but in this thesis only the 2-D case is considered. An AAM consists by a set of
landmarks which will be used in training the model on labelled data, and fitting it to novel
images.

During training, the landmarks are set on a number of images. If we have a set of landmark
points, which are aligned into a common coordinate frame, the coordinates of the points lie
on a nd space. The AAM model is a set of parameters which are recovered using Principal
Component Analysis (PCA) on the landmark coordinates.

Given an AAM and a novel image the landmarks can be recovered by discovering the
position X, Y, orientation θ and scale s of the object in the image. The optimal fitting
is performed in the tangent space, i.e. the hyperspace of vectors normal to the landmark
corrdinates, that passes through the landmarks in the novel image.


