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1 I N T R O D U C T I O N

Whereas the reigning paradigm in human-computer interaction used to be direct
manipulation (Shneiderman, 1983; Frohlich, 1993), current systems are not all
waiting for users’ decisions and their next command. A growing selection of
systems no longer are passive tools; instead they learn, adapt and to a certain
extent make decisions that previously required human intervention (Maes, 1994;
Hoyle and Lueg, 1997). This thesis investigates the consequences of this new role of
computer systems on people’s interaction with them.

Autonomous and adaptive systems anticipate the user’s needs or wants and
proactively make decisions. They can learn from interaction with their users and
change with changing user circumstances (Benyon, 1993; Brusilovsky, 1996). Context-
aware systems might use information from the environment around users and
their current tasks to adapt themselves to the situation. Adaptive systems can
build extensive profiles about the individual user’s interests and the contexts they
encounter, either automatically or by explicit training and user feedback. These
systems can change their behaviour and the services or the information they provide
in a way that would suit the user and their context. They can also change the way
they perform tasks on behalf of the user or present information to them. Adaptivity
allows for system development without knowing every situation a system might
encounter beforehand. Autonomous system decisions can take away the burden of
having to be continuously involved in an interaction.

Adaptive and autonomous systems are developed in many different domains
including shopping recommenders directing consumers to products that might be
interesting to them (Alpert et al., 2003; Amazon.com), mobile agents monitoring
the user’s surroundings in crisis situations (Streefkerk et al., 2006), in-car agents
(Nass et al., 2005), personalised tours (Stock et al., 2007), and educational programs
that adapt to the learner’s level or emotional state (Lee et al., 2007). They can
adapt information content, system behaviour and information presentation. They
also come in a wide variety of forms. Adaptivity and autonomous functionality
might be part of a program (e.g. trainable spam filters as part of mail clients) as
a feature that helps applications adapt to the user’s interests or context (Benyon,
1993; Dourish, 2004). Autonomous systems, or agents, can also take the form of
‘invisible’, distributed systems surrounding people or can be integrated in the
objects around them (Weiser, 1991; Bell and Dourish, 2007; Greenfield, 2006) or as
systems communicating with them from a distance (Takayama and Nass, 2008).
They can take the form of tangible objects, or explicitly present ‘characters’. They
can communicate using human-sounding voices, be embodied as virtual characters
on a screen or as physically embodied zoomorphic or humanoid, social robots
(Breazeal and Scassellati, 2001; Ruttkay and Pelachaud, 2004). We are confronted
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2 INTRODUCTION

with a future - or present - in which computer programs (in the broadest sense of
the term), synthetic characters, computational objects, and people’s surroundings
will act in autonomous ways.

When systems act in more autonomous ways, reactions will be invoked (cogni-
tive, affective, social, ethical) that are less likely in the context of ‘more traditional’
systems and interfaces (Höök et al., 2000). As systems become more sophisticated,
less predictable and more autonomous, viewing them as simple tools no longer
suffices, instead a system becomes an agent with whom the user has to commu-
nicate, coordinate and reach common ground (Brennan, 1998; Takayama, 2009).
Consequently, new issues arise. Autonomous, adaptive system behaviour first of
all directly conflicts with user control over a system’s actions (Shneiderman, 1997;
Jameson, 2003). Users instead have to hand over control to reap the benefits a
system has to offer. When a system behaves in ways the user does not expect, the
user may find the system unpredictable and unreliable (Höök, 1997). Interruptions
and obtrusiveness can occur when a system inappropriately offers its services or
autonomously decides it requires feedback from the user, regardless of what the
user is doing at that time. Systems might be dependent on active involvement from
the user to actually reach an acceptable level of performance (Höök, 2000). Even
if the user does have the possibility to correct a system’s mistakes, an incorrect
understanding of the system’s inner workings can lead to feedback that actually
decreases performance (Waern, 2004). The user of a user-adaptive, autonomous
system needs to perceive that it competently adapts and that he or she can rely on the
system’s decisions made on his or her behalf. Users’ own level of knowledge and
skill may even suffer if systems for example filter out information that would have
been relevant and when users inappropriately rely on the information and services
provided by the system alone.

Regardless of whether a system is seen as a tool or agent, trust has to be built via
effective communication between systems and their users (Brennan, 1998; Takayama
and Kandogan, 2006). Beyond the perception that a system will competently perform
its tasks, building a trust relationship can also depend on the social interaction with
the user and the user’s affective experience. Authors such as Reeves and Nass (1996)
claim that social aspects of interaction will seriously impact people’s responses to
technology. The interaction between user and system has to convey that a system
is competent, but can also be trusted to do well in cooperation with the user.
Trust for example has been shown to be affected by social aspects, such as system
etiquette and ’politeness’, regardless of reliability (Parasuraman and Miller, 2004).
The affective experience of the user has to be taken into account as well (Picard,
1997). Thus, building trust necessitates both facilitating perceptions that a system
will competently perform with the user’s best interests in mind and will behave in
a way that is socially and affectively acceptable to users.

Apart from these interaction challenges, adaptive and autonomous systems also
present us with issues of an ethical nature. Relying on autonomous systems in
situations where the stakes are high and societal implications are yet hard to foresee
is ethically problematic. This is especially apparent for care and military robot
applications (Sharkey, 2008). It may be hard to decide where the responsibility for
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inappropriate system decisions and actions lies, especially when a system learns,
adapts and acts in unanticipated ways. Systems may also collect data about the
user on their own in order to learn and adapt. This raises serious privacy concerns,
especially as data could be used in unpredictable and uncontrollable ways. Ethical
issues play a minor role in this thesis, but are important to note, certainly in light of
interaction issues such as trust building, limited user understanding and control.

1.1 RESEARCH QUESTIONS
While development of adaptive systems has been soaring in a wide variety of
domains since the late 90’s and adaptive techniques have been around since the 70’s
(Kobsa, 2001), relatively little attention has been given to the reactions of users who
encounter these systems. Users are requested to put their trust in these systems,
interact with them, rely on their decisions and in some cases also have to provide
training and feedback to them. However, many of the above identified potential
issues in interaction with autonomous and adaptive systems have not been solved
or even analysed in an in-depth way.

Research statement: This thesis investigates how autonomous and adap-
tive system behaviour affects user responses to such systems.

Responses in this context include user perceptions of a system, their attitudes and
trust towards a system, behaviour towards them and acceptance of system decisions
and results. We particularly focus on two of the main themes in the literature: the
fundamental conflict of adaptive, autonomous behaviour versus user control and
understanding, and the potential of social behaviours in interaction with highly
complex, ‘intelligent’ systems. These themes address the multiple aspects that affect
trust in a system, delegation or reliance and acceptance of its decisions.

Trust here refers to the user’s willingness to depend on a system and rely on
the information or capabilities it provides, even though negative consequences are
possible and the system might make mistakes (cf. Jøsang and Lo Presti, 2004; Lee
and See, 2004; Parasuraman and Miller, 2004). The scope of trust can vary depending
on the context. General trust is an attitude toward a system independent of its use
in a specific situation. Situational trust concerns reliance on a system in a specific
context and can be influenced by contextual factors such as risk (cf. Castelfranchi
and Falcone, 2000; Jøsang and Lo Presti, 2004). Trust in the results that a system
produces can be different from general and situational trust; it can for example be
dependent on the plausibility of a system’s result, answer or recommendation.

There is a general agreement in the literature that there are at least two key
ingredients for trust. These key ingredients are the user’s belief that the goals
and intentions of a system match his or her own interests and the belief in the
competence and reliability of a system (e.g. Castelfranchi and Falcone 2000). Trust
can be cognition-based or social-affective based (McAllister, 1995). Cognition-based
trust results from assessments of a system’s competence and reliability through the
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user’s understanding of the system’s inner workings and perceptions of control
over system outcomes. More affective and social factors in trust involve faith in
the motives of a system, bonding and the perception that the user and system can
successfully ‘collaborate’. Perceptions of social system behaviours can thus also play
a role in trust formation.

Raising user understanding of a system and ensuring control have been suggested
as ways to increase acceptance of autonomous and adaptive systems. However,
the effects of awareness, understanding and various levels of system autonomy
and proactivity are not yet clear. The notion of cognition-based trust leads to the
following questions:

• How do awareness and understanding of adaptive and autonomous systems
affect user perceptions, attitudes, trust, feedback and training toward a system?

• How do the level of system autonomy and user control affect perceptions,
attitudes, trust, compliance, feedback and training toward a system?

Likewise, mimicking of human interaction, and showing social behaviours have
been suggested as a way to make interaction with autonomous agents more ‘natural’
by increasing familiarity and as a way to increase trust (Brooks and Frank, 2002;
Duffy, 2003). Many systems have taken the form of (embodied, anthropomorphic)
agents that interact socially with their users using modalities such as speech, gesture,
gaze and posture (Bickmore, 2003). While many of these behaviours have shown
great promise in easing interaction, a full understanding of when social behaviours
are appropriate and what their effects are, is yet unclear as well. This leads to the
following research question:

• What is the effect of systems’ social expressive behaviours such as empathy
on perceptions, attitudes, trust and compliance?

A wide variety of social behaviours can be thought of and for reasons of feasibility
we focus on two specific social behaviours: touch and empathy. We study touch
as a social behaviour because touch is a factor of social interaction that can have a
profound positive effect on interpersonal bonding and human affect, but can also
be considered highly inappropriate in some contexts, and has not been extensively
studied before. Empathy has been chosen as it has recently been gaining growing
attention in the field as a very promising aspect of user-system dialogues that
combines social and affective aspects of interaction (McQuiggan and Lester, 2007;
Brave et al., 2005). An overview of its effects is however not available either.

Different contexts of use and user characteristics such as personality might lead
to different responses to autonomous and adaptive systems and interaction features.
Alpert et al. (2003) has shown that adaptivity appreciated in one context might not
be greeted with the same enthusiasm in other contexts of use. Different people may
also have different needs for control over system behaviour (Goren-Bar et al., 2006),
and people differ in their attitudes towards computers and specific type of systems
(Nomura et al., 2004). This thesis will further explore how differences in contexts
and users themselves affect user reactions.
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• What are the effects of differences between individual users and differences in
interaction context (urgency, emotional valence of a situation), on perceptions,
attitudes, trust and compliance?

This thesis will reflect on both interaction with systems that employ autonomous
and adaptive functionality as part of an application (for example adaptive spam
filtering, recommender systems) as well as interaction with adaptive, autonomous
systems that have more ’presence’ as agents and show social behaviour (for example
robots, voice agents, ubiquitous agents). We shed light on these questions in a vari-
ety of domains (spam filtering, cultural heritage recommenders, in-vehicle agents,
mobile agents that monitor the user’s environment and human-robot interaction).
The approach taken in this thesis is one of user studies (all including extensive
literature reviews), both in real-world contexts and in more controlled settings. A
combination of methods is applied: exploratory studies in users’ own environment,
controlled experiments (Wizard-of-Oz in lab settings and with a functioning system)
and on-line video-based studies. Each study focuses on a specific aspect of interac-
tion, but all revolve around the theme of trust and how this relates to adaptive and
autonomous system behaviour. The studies’ scenarios and system functionalities
include those already in existence and those that are more future-oriented. They
explore the effects of increased adaptivity and autonomy in these different contexts
and with different types of users. From the findings we also identify steps that
interaction designers can take to increase (appropriate) trust and prevent interaction
breakdowns.

1.2 STRUCTURE OF THIS THESIS
This thesis discusses six studies addressing the questions above. The following two
chapters focus on awareness and understanding in interaction with systems that
are adaptive and take semi-autonomous decisions. Chapter 2 discusses a study on
interaction with adaptive spam filters in actual use. Even though adaptive (trainable)
spam filters are a common example of systems that make (semi-)autonomous deci-
sions on behalf of the user, trust in these filters has been underexplored. The study
investigates usage of spam filters in user’s own email clients and user behaviour in
training these filters. User observation, interview and survey techniques were ap-
plied to investigate attitudes towards two types of filters: a user-adaptive (trainable)
and a rule-based filter. Chapter 3 discusses a controlled experiment with a working
adaptive recommender system. This between-subject experiment investigates the
effects of transparency and understanding on user trust and interaction with a
content-based art recommender in the cultural heritage domain.

The subsequent four chapters of this thesis discuss studies on interaction with a
more ‘agent’-like nature and more social presence: a (simulated) in-vehicle agent
that interacts using voice (Chapter 4), physically embodied social robots (Chapters
5 and 6) and a distant, ’invisible’ mobile hazard monitoring system that interacts
via text messages (Chapter 7). The chapter on in-vehicle agents explores the effect
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of the level of autonomy of an agent on user attitudes in different contexts. The
studies on social robots focus on the effects of touch and empathy on perceptions of
an interaction and trust in the robot. The last chapter discusses a between-subject,
Wizard-of-Oz experiment investigating the effects of socially expressive, empathic
system behaviour on user interaction with a mobile hazard monitoring system that
is not physically or ‘vocally’ embodied.

The conclusion of this thesis discusses the effects of the factors investigated in the
studies, summarises the knowledge gained on users’ interaction with adaptive and
autonomous systems and provides guidelines for system designers.



2 S PA M F I LT E R S :
AWARENESS, TRAINING AND TRUST

ABOUT THIS CHAPTER This chapter is an extension of the work presented in:

H. Cramer, V. Evers, M. van Someren, and B. Wielinga. Awareness,
training and trust in interaction with adaptive spam filters. In Proceedings
of the Conference on Human Factors in Computing Systems (CHI’09), 909–912,
Boston, USA, 2009.

The above publication was granted a CHI’09 Best Note award.

ABSTRACT Even though adaptive (trainable) spam filters are a common example
of systems that make (semi-)autonomous decisions on behalf of the user, trust in
these filters has been underexplored. This chapter reports a study of usage of spam
filters in the daily workplace and user behaviour in training these filters (N=43).
User observation, interview and survey techniques were applied to investigate
attitudes towards two types of filters: a user-adaptive (trainable) and a rule-based
filter. Participants generally were very positive toward using spam filters. However,
they mostly did not want to delegate tasks to them. While many of our participants
invested extensive effort in training their filters, training did not influence trust in the
filter. Instead, the findings indicate that users’ filter awareness and understanding
seriously impacts user attitudes and behaviour. Misconceptions about the filter
or a lack of awareness of its functionality for example led to suboptimal training
behaviour.

2.1 INTRODUCTION
Spam filters can help users deal with unwanted, unsolicited email. These filters
are a widespread example of systems or agents (Maes, 1994) that make decisions
on behalf of the user. Many spam filters also contain feedback mechanisms and
ways for the user to train a filter and corrects its mistakes. In that capacity spam
filters offer a fine opportunity for studying user interaction with and trust in (semi-)
autonomous and adaptive systems in real-life contexts. Users for instance need to
trust a spam filter’s competence, as they risk losing communication that is relevant
to them. Trainable filters pose an additional challenge in achieving user trust as
they rely on correction of filter mistakes, especially when a filter is not pre-trained.
Users need to spend time and effort to train their filter. They have to be convinced
to keep on training their system and need to understand the way the system learns.

7



8 SPAM FILTERS: AWARENESS, TRAINING AND TRUST

Studies on spam filters can therefore not only provide interesting information about
the usage of spam filters, but also about interaction with autonomous and adaptive
systems in general. Potential issues and problems in interaction with these filters can
inform the design of other user-adaptive systems that rely on explicit user feedback
to make content-based decisions. Despite this opportunity, spam filter usage is a
surprisingly underexplored area. Ways to develop spam filters are widely available
(see e.g. Gray and Haahr, 2004), but information on user interaction with spam filters
is scarce. In general, studies on information filters usually focus on technical aspects,
such as the accuracy of different machine learning techniques. Research is available
on interaction with for example user-adaptive recommender systems (Alpert et al.,
2003; Sinha and Swearingen, 2002; O’Donovan and Smyth, 2005; Avesani et al.,
2005), but these studies do not address user attitudes towards filtering systems that
have been used in an everyday context over a longer period of time. Research into
trust in adaptive filters has focused mostly on collaborative recommender systems
(which base recommendations on preferences of other users who are similar to the
current user), and for example concentrated on trustworthiness of other users of
collaborative recommender systems (Victor et al., 2009), rather than trust in the
system that makes decisions for its user. Using spam filters might also be seen as
more risky, as in contrast to recommenders, they do not recommend additional
information items, but instead potentially delete information sent by others. The
relatively straight-forward functionality of filters - either to mark a message as
spam, or not - coupled with real-life risks and widespread use in daily practice can
offer valuable insights on perceptions, behaviour and possible design implications.

This chapter presents an effort to gain more understanding of the ways that
users trust systems that make (semi-) autonomous decisions on their behalf by
evaluating how people interact with spam filters. The chapter explores attitude
towards, trust of, and actual usage of adaptive, trainable spam filters as well as
non-adaptive, non-trainable filters. We also investigate users’ training behaviour,
i.e. correcting the filter. Different training behaviours are identified, as well as
factors influencing users’s awareness and understanding of these processes and
how these affect training decisions. Insights on the ways users provide feedback
and the reasons for using or not using a filter to its fullest extent are used to provide
guidelines for interaction design for autonomous and adaptive systems.

2.2 BACKGROUND
2.2.1 Spam filtering

Spam has been a problem for many email users for years (Fallows, 2003). Beyond
an annoyance and a time-waster, spam can also reduce users’ usability of, and
trust in email in general when users are unable to effectively take action against it
(Grimes et al., 2007; Fallows, 2007). Spam filters are supposed to help users deal
with this problem. Indeed, in 2007 71% of email users report using spam filters
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provided by their email providers or employers (Fallows, 2007). Spam filters can
however also have unintended negative consequences; legitimate, wanted emails
might be lost if they fit the criteria a filter uses to identify spam. Developing filters
is challenging; which emails are not only unsollicited but also unwanted might
differ between users (Lueg, 2004). Lueg (2004) argues that anti-spam measures may
even contribute to a divide between those users who have the opportunity and
knowledge to understand what happens when their email (incoming and outgoing)
is wrongly identified as spam, and those who don’t. It can also divide those who
know how to correct the problem and those who don’t. Spam filters often provide
little information to users about the filtering process, even though users do appear
to appreciate such information (Lueg and Martin, 2007). When adaptive spam filters
are used, users can actively influence the filtering process. They can correct the filter
when it mistakenly marks an email as spam, or when it fails to identify a spam
message. The filter then can learn from these corrections. However, whether users
want to rely on these filters and whether they are aware of its activities and inner
workings is unclear. Even though spam filters are supposed to help users, research
investigating users’ role in dealing with spam and how they can influence spam
filtering outcomes is scarce (Lueg and Martin, 2007).

2.2.2 Trust and awareness

The decision to delegate tasks, such as deleting spam email, to a system is guided
by trust (Lee and See, 2004). Users will monitor system actions less when they trust
a system (Takayama and Kandogan, 2006). Users evaluate the trustworthiness of a
system by assessing both a system’s (or its developers) intentions or internal goals
and its competence (Fogg and Tseng, 1999). Risk and users’ own competencies also
play a role. Jøsang and Lo Presti (2004) point out that even though a user might
trust a system, he or she may not choose to rely on it when its perceived benefits
do not outweigh the risks of using a system. Users will also not depend on a
system when they expect to outperform it themselves (Dzindolet et al., 2003). Trust
especially guides reliance when a complete understanding of a system is difficult
(Jameson and Schwarzkopf, 2002). Understanding also affects acceptance and trust
(Herlocker et al., 2004; Sinha and Swearingen, 2002). While Tullio et al. (2007) show
that users of intelligent systems can over time resolve initial misconceptions about
a system’s inner workings, they also found that the overarching structure of users’
mental models are relatively stable. When studying user trust in adaptive systems,
awareness and understanding should be taken into account. Users first of all need
to be aware that the system exists. This may seem trivial, but in situations outside a
lab setting, users are often not aware of adaptive or trainable functionalities of the
applications they use (e.g. trainable spam filter icons that are ignored, menu bar
options that suddenly ‘disappear’). For adaptive, trainable systems, users may not
be aware that they can provide feedback, or may not fully understand what effects
training has on the filter. Lueg and Martin (2007) point out that spam filters largely
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operate as black boxes and that users may not be aware of the underlying criteria
used.

2.2.3 Training adaptive systems

To learn which messages are spam and which are not, an adaptive spam filter needs
user feedback. The explicit feedback often used for trainable spam filters (e.g. direct
marking of messages as spam or non-spam) offers the advantage of providing a
sense of user control. Perceived control can positively impact trust (Alpert et al.,
2003; Jameson and Schwarzkopf, 2002). Ideally, training would also increase trust
through improvement of performance. However, understanding of systems and
providing useful feedback to improve their performance can be challenging (Waern,
2004). The effort and patience required pose additional challenges. Trainable filters
do not immediately offer a high level of performance, but improve over time. Users’
have to invest in a system’s future performance; they need to feel training is worth
the effort and that there will be a pay-off in the future. Most trainable spam filters
rely on correction of errors in order to improve their performance. Unfortunately,
trust may rapidly decrease when users notice errors and trust only slowly increases
as a system performs without errors (Muir and Moray, 1996). The study reported in
this chapter aims to investigate user attitudes and behaviours when using trainable
and non-trainable spam filters. We are especially interested in understanding the
role of trust and the factors that motivate users to spend time and effort training a
spam filter system.

2.3 METHOD
Observation, in-depth interviews and a questionnaire were combined to gain insight
in how participants interacted with their filters and what factors influenced their
attitudes towards them. Both filter usage and training were addressed. The subse-
quent sections provide an overview of the measures used and procedure followed
during each participant session.

2.3.1 Measures

The interview was semi-structured and addressed participants’ rationale behind
their behaviours and their attitudes towards spam filtering and the specific filter
they used. Interview and questionnaire items for perceived usefulness, perceived
ease of use (including perceived understanding), attitude and trust addressed both
spam filter usage and training of the spam filter. This section describes the measures
used in this study. Example questions from the interview and questionnaire can be
found in Table 1, which also provides an overview of the measures.
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2.3.1.1 Measures concerning filter usage

Perceived spam problem: Participants were asked to report the amount of email and
spam they received. During observation the amount of spam and email received
that day were noted by the observer. During the interview, participants were asked
whether they actually thought spam was a problem for them personally.

Filter usage: During observation, both participants’ email routine and filter usage
were observed. Afterwards the observer asked whether they could take a look
at the filter settings of the participants. The questionnaire asked which filters
the participant used (and whether they used any at all). During the interview
participants were also explicitly asked what actions they allowed their filter to take
(for example automatically delete spam, or move items to another folder, label them
or nothing at all), and why.

Awareness and understanding filter: Comparison of the observed and reported filter
usage and filter settings allowed for insight in participants’ awareness of their filters’
activities. During the interview participants were furthermore asked to explain
how they thought their filter worked. The questionnaire included an item to assess
whether participants themselves thought they had enough knowledge to user the
filter (‘I have enough knowledge to use the spam filter’).

Items for Perceived usefulness, perceived ease of use, attitude toward the filter were
adapted from the UTAUT technology acceptance model (Venkatesh et al., 2003).

Focus for trust was on situational perceived dependability of the filter in the specific
work context of the user. A cognition-based approach, such as in Takayama and
Kandogan (2006), was taken in this specific study, focusing on participants’ percep-
tion whether they could depend on the filter in their specific situation to not make
mistakes, rather than their affective trust and perception of intentions. The items
used for the dependability scale were adapted from Jian et al. (2000).

Risk perception of relying on the filter were addressed during the interview by
asking what the consequences of filter mistakes (both false positives and negatives)
would be for the participants and whether they had observed the filter making any
such errors.

2.3.1.2 Measures concerning filter training

Filter training behaviour: Training actions during the observation session were noted
if they occurred. During the interview, participants were asked whether, and how,
they trained their filter if they were using a filter that could be trained.

Awareness and understanding training: In some cases observation of suboptimal
training behaviour shed light on possible misconceptions. The interview explicitly
asked participants if they could explain how to train their filter. The questionnaire
included an item assessing whether the participant though training the spam filter
was clear and understandable.

Perceived usefulness, perceived ease of use, attitude toward training of the filter were also
addressed using items adapted from Venkatesh and Davis’s technology acceptance
model (UTAUT, Venkatesh et al., 2003).
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Dependability of the training process was addressed using an interview question
focusing on whether training improved participants’ trust in the filter and three
items in the questionnaire focused on whether the participants thought the filter
actually improved when they trained it. The interview also addressed whether there
were situations in which participants did not trust the training process and chose
not to correct a filter’s mistake.

2.3.2 Procedure

All participants were visited at their work place and observed while using their
regular email clients. They were then interviewed and filled out a questionnaire.
Both usage and training of spam filters were addressed, as well as their usual email
routines. Each session took 30 minutes to 1.5 hours.

2.3.2.1 Observation

Individual sessions were scheduled with each participant. Most sessions took
place in the morning before participants had read any email. Participants were
asked to refrain from using email on the scheduled day before the session so that
their usual routine of checking email and dealing with spam messages could be
observed. Observations were used as starting points for gaining more insight in
possible routines they had in regards to reading their email and dealing with spam.
Participants were asked to explain their actions during observation. The number of
email messages, number of spam messages and the filter settings of participants
were recorded. Observation took between five to fifteen minutes, depending on the
amount of email received and the number of comments made by the participants.

2.3.2.2 Interviews

After observation an interview was conducted with participants to evaluate their
understanding of, attitude towards and experience with both using spam filters
and correcting (‘training’) them. Twelve open-ended questions concerned users’
experiences in interacting with (adaptive) spam filter, their attitudes towards spam
and spam filter use. In addition, we asked participants to explain the way they
thought their email filter worked and to explain why they did (not) train their spam
filters. Interviews took about 10-20 minutes. Coupled with participants’ comments
during observation, we found this was enough time to gain a deeper understanding
of participants’ attitudes towards and perceptions of the filter. Interviews ended
when participants could not provide any new information.

2.3.2.3 Questionnaire

A questionnaire that measured acceptance of and trust in information filters and
in the training of information filters concluded each session. The questionnaire
consisted of two separate parts, one addressing usage of a spam filter; the second
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addressed training a spam filter. Part of our questionnaire was adapted to specifically
assess training of the Mozilla Thunderbird client. The questionnaire consisted of
seven items relating to the participants’ background and 22 items based on Jian
et al. (2000) and Venkatesh et al. (2003), concerning perceived filter usefulness,
perceived ease of use, attitude toward the spam filter and dependability of the filter
as discussed above. Table 2 provides the final scales used in analysis. All items were
seven-point Likert-type scales. Appendix A lists all items.

2.3.3 Filters

Participants’ use of their own spam filters was evaluated. Used were the Mozilla
Thunderbird email client’s built-in adaptive filter (N=12), a rule-based, non-adaptive
filter installed on a central mail server (N=19), or both (N=12). Both filters can label,
move or delete spam messages.

2.3.3.1 Mozilla Thunderbird user-adaptive spam filter

The Thunderbird client offered an adaptive, Bayesian spam filter, which can be
trained by correcting its mistakes. The filter labels messages as spam both in the
list of emails using an icon (Figure 1, left) and using a message when an email
is opened (right). The ‘Junk’ icon and button1 can be used to actively (de-)label
messages as junk (Figure 1). Thunderbird also offers the possibility to add one’s
own filters by defining rules.

Thunderbird thinks this message is junk. This is Not Junk

Figure 1: Mozilla Thunderbird a. Junk icon, b. Junk button and c. warning text and correc-
tion button. Replicated for printing purposes.

2.3.3.2 Server-side, rule-based, non-adaptive filters

All participants had access to a server-side, rule-based and non-adaptive filter. Users
could not correct the spam filter if it made a mistake, but could add their own
server-side rules. The server-side filter assigned scores to emails, based on which
of its ‘spam rules’ are fulfilled by the email. If the score is high enough, it is then
added to the spam email’s subject line (see Figure 2). Three ranges of ‘spam scores’
(low, medium, high) were used to mark messages. For each of these scores users
have the possibility to specify the action the filter should take on the message: just
label it, but leave it in the inbox, move it to a separate folder, or automatically delete
it.

1 More recent Thunderbird versions feature other icons and buttons, participants mainly used 2005

and 2006 versions.
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Measure Measured in

Filter usage Observation, check of settings by observer
Interview, What do you let the spam filter do for you? (Nothing
/ auto. deletion / move / label) Why?)

Awareness, Observation, reported and observed settings
understanding Interview, e.g. How do you think the spam filter works?

Questionnaire, I have enough knowledge to use the spam filter.

Perceived use-
fulness filter

Questionnaire, e.g. Use of a spam filter enables me to deal with
my email more quickly.

Perceived ease
of use filter

Questionnaire, e.g. I find the spam filter easy to use.

Attitude filter Questionnaire, Using a spam filter is a good idea.

Trust: depend-
ability filter

Interview, To what extent do you trust your spam filter?

Questionnaire, e.g. I think the spam filter correctly assesses
email as spam or non-spam.

Observed mis-
takes and risks

Interview, How often does your spam filter label non-spam
messages as spam? How bad do you think these mistakes are?

Filter Observation training behaviour during session
training Interview, How have you trained the spam filter? Why do or

don’t you train the filter?

(Perceived) Interview, Do you know how to train the filter? How?
understanding,
awareness
training

Questionnaire, e.g. Training the spam filter is clear and under-
standable to me.

Perceived use-
fulness training

Questionnaire, e.g. I find it useful to train the spam filter.

Attitude train-
ing

Questionnaire, Training the spam filter is a good idea.

Trust: depend-
ability

Interview, Do you trust the spam filter more now/when you
have trained it?

training Questionnaire, e.g. I trust the outcome of the training process
of the spam filter.

Table 1: Measures used in the study and example questions
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possible SPAM (score 8.0) email_083658.pdf attached
possible SPAM (score 13.3) Account On-hold: Please confirm your   eBay informations ...
possible SPAM (score 13.4) Viagra 100mg x 30 pills $3.33 per pill   buy now
possible SPAM (score 7.2) Missed the news, insight, comments and   debate.

Figure 2: Subject lines adapted by the rule-based filter to show an email had been marked
as spam. Replicated for printing purposes.

2.3.4 Participants

Forty-eight participants took part in the study at their place of employment at
two research organisations. Thirty of the participants were male. The mean age
was 38 (SD=11.7, range=24-59). Twenty-eight of the participants were working in
a discipline related to computer science; the others were not. Participants were
relatively well educated, ranging from a year of university/college-level education
to PhD’s. Their knowledge of techniques behind information filtering ranged from
extensive knowledge to none at all. Five participants who did not and had not used
a spam filter were excluded from further analysis.

Participants varied in the number of email and spam messages they received.
The average number of legitimate emails per day was 18 (range=2-58, SD=15.5), the
average of spam emails was a relatively modest 26 (range:0-270, SD=31.8). Some
of the participants, particularly those who just got a new email account at their
department, received very little or no spam. One participant in contrast received
a very large amount of email per day, of which 150 were legitimate emails and
270 spam. This particular participant was excluded as an outlier in computations
of averages and correlations, but has been included in qualitative analysis and
overviews of participants’ filter settings.

2.4 RESULTS
This section provides an overview of the results of the study. Quantitative findings
of the questionnaire are clarified with qualitative results from observation and
interviews. Non-parametric analysis methods are used for correlations and group
comparisons (Spearman rho, Kruskal-Wallis and Mann-Whitney tests) when the
data do not meet parametric assumptions. Table 2 provides means and standard
deviations for all questionnaire scales. The text discusses a number of relations
between variables, table 3 provides correlations for the main constructs, table 4

provides correlations for constructs related to training of the adaptive filter.
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MEASURE α M SD range

Perceived usefulness of the filter .87 5.3 1.1 1.0-6.0
2 items, e.g. Use of a spam filter enables me to deal with
my email more quickly.

Perceived ease of use filter .82 4.5 1.4 1.0-6.0
2 items, e.g. I find the spam filter easy to use.

Perceived understanding filter 4.6 1.6 1.0-6.0
1 item, I have enough knowledge to use the spam filter.

Attitude toward filter 5.7 .72 3.0-6.0
1 item, Using a spam filter is a good idea.

Trust: dependability filter .77 3.2 1.3 0.2-5.4
4 items, e.g. I think the spam filter correctly assesses
email as spam or non-spam.

Risk: consequences 3.5 1.8 0.0-6.0
1 item, The spamfilter’s actions could have negative con-
sequences.

Perceived usefulness of training .74 4.9 1.3 1.0-6.0
2 items, e.g. I find it useful to train the spam filter.

Perceived understanding of training .86 4.5 1.5 0.0-6.0
3 items, Training the spam filter is clear and understand-
able to me.

Attitude toward training 5.1 1.4 0.0-6.0
1 item, Training the spam filter is a good idea.

Trust: dependability training .85 4.3 1.3 0.3-6.0
3 items, e.g. I trust the outcome of the training process of
the spam filter.

Table 2: Example items final scales, participant mean scores and standard deviations. Cron-
bach’s a as reliability measure. All 7-point (0-6) Likert-type scales.
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2.4.1 Spam filter usage and attitudes

The participants used either one filter, or both filters in unison. Participants were
very positive in their attitudes towards using spam filters. They thought using a
spam filter was a good idea (M=5.7, SD=.72) and found their filters relatively useful
(M=5.3, SD=1.1) and easy to use (M=4.5, SD=1.4, all on 0-6 scales). However, they
mostly did not want to delegate to their them. Most participants had their filter(s)
move emails to a separate folder (N=22, 51%) or label emails (N=15, 35%). Of the
43 participants, only a very small minority (four participants, 9%) had their filter
delete spam autonomously. Only one of these four allowed for immediate deletion
of all spam, the others only let the rule-based filter delete emails with the highest
level of spam scores.

Perceived usefulness of the filter was related to the amount of spam received by
participants (rho=.43, p(1-tailed)=.002, for all correlations see Table 3). Time saved
was the main reason for using a filter. Even when participants only had the filter
label or move emails by the filter, they still reported that the filter saved them time
when they made the final decision to delete email marked as spam, e.g. by going
through all spam email first, before reading all other email. Emphasis in participants’
comments during the interview on ease of use related mainly to the effort needed
to change filter settings and paradoxically, on the effort it took to delete email
marked as spam. The latter for example was mentioned by participants who wanted
to check whether their filter had made mistakes. Grouping and deletion of all
messages marked as spam (e.g. to ease manual checks) were greatly appreciated.
Unsurprisingly, perceived ease of use was related to the perceived usefulness of the
filter (rho=.44, p(1-tailed)=.001); a filter that would take a lot of effort to use would
not offer much advantage in quickly dealing with spam.

2.4.2 Trust and delegation

Participants’ answers on the items in the questionnaire referring to trust reflect
a general neutral attitude (M=3.1, SD=1.3, on a 0-6 scale). Trust (dependability)
however, was not found to be related to the choices for a certain level of delegation.
Kruskal-Wallis tests were used to compare three groups: participants that allowed
their filter to label emails (N=15), to move emails (N=22) or to delete emails
(N=4). Significant differences were found for usefulness (H(2)=13.896, p=.001), ease
of use (F(2)=3.655, p=.036) and attitude towards the filter (H(2)=11.844, p=.003).
Jonckheere’s test revealed a significant trend in the data: participants who would
allow for more autonomy of the system (from labelling, to moving, to deleting
spam) were more positive on usefulness, ease of use of the filter and attitude
towards it. This however was not the case for dependability. Participants indicated
in the interview they trusted their filter, but only to a certain extent. The average
score for perceived possible negative consequences of using a spam filter on the
questionnaire was somewhat ambivalent (M=3.5, SD=1.8). When asked during the
interview, the majority of participants did not think a spam filter got rid of spam
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Perc. Perc. Perc. Atti- Depend-
useful- ease under- tude ability
ness of use standing

Risk -.20 -.24 -.20 -.14 -.15

Dependability .36* .24 .27 .41**

Attitude .64** .29 .14 .41**

Perc. .22 .62** .14 .27

understanding

Perc .44 .62** .29 .24

Ease of use

Table 3: Main correlations spam filter usage (2-tailed). Pearson r, Spearman rho (non-
parametric). * sig at .05 level, ** sig at .01 level.

problems altogether, as using a filter introduced a possible new problem of losing
legitimate email.

2.4.3 Comparing adaptive and non-adaptive spam filters

To check whether there was a difference between the filters in reported attitudes
and perceptions, three groups were compared comprising of participants who
reported actively using their filter: users of the Thunderbird adaptive filter (N=12),
a non-adaptive server-side filter (N=14), or both (N=16). Kruskal-Wallis tests did not
yield any significant differences between the three groups for perceived usefulness,
ease of use, attitude or perceived dependability.

2.4.4 Understanding and awareness

Participants generally thought they had enough knowledge to use their filters
(M=4.6, SD=1.7, Mdn=5.0, scale 0-6). When asked in the interview to explain how
they thought their spam filter(s) worked, participants generally offered a number of
characteristics they thought the spam filter used to determine whether a message
was spam or not. Computer scientists using the adaptive filter generally also offered
an explanation on the general principles of for example Bayesian networks or rule-
based filters and the risks associated with using these techniques. The participants
who were not computer scientists did offer reasonable explanations of the adaptive
filter’s inner workings as well, but focused more on static properties, such as
blacklists of known spam senders and fixed ‘spam words’. Participants often had
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a global understanding of how the filter worked, but the exact details on which
techniques and characteristics were used were unclear to participants. Since there
is no way to inspect the reasoning mechanisms of the Thunderbird filter this is
understandable. The server-side filter did offer explanations of rules determining
a message’s ‘spam score’, but these were not always understandable. Perceived
understanding of the filter was strongly related to perceived ease of use (rho=.62,
p(1-tailed)<.001). It was however not related to perceived dependability and a more
positive attitude toward the filter. Extensive knowledge on how the filter works
however appears to be detrimental to trust in some specific cases. Some of the
computer scientists for example said they would never fully trust anything based
on machine learning or statistics; they thought there would always be a chance a
filter makes a mistake.

2.4.5 Training and trust

Twenty-three of the participants reported training their filters. Both correcting the
filter and more extensive training activities were reported during the interviews.
One participant for example displayed an extra effort by not deleting spam messages
when reading email online via a web based application instead of at work. Since
the spamfilter he used could only be trained when using the mail client at work, he
kept the spam messages to train the filter when he returned to his workplace. Some
participants did explicitly train their email client spam filters when they had just
started using them; three participants supplied training sets to their new filter by
importing old emails and explicitly marking all messages in the old spam folders
to train the new filter, or marking all mail in their inbox as non-spam. Participants
reported disliking filters that were not pre-trained and required marking of all spam
messages in the beginning.

To see whether training of the filter affected trust in the filter, we compared users
who actively trained or corrected their adaptive filter, or added rules to their server
side filter (N=25) with those who did not (N=22). A significant difference was found
for trust in the system’s training process (U=118.5, p(1-tailed)=.036). Scores for
participants who trained their filters were significantly higher (Mdn=5) than for
participants who did not do so (Mdn=3.5).

2.5 DISCUSSION
2.5.1 Delegation

Trust did not appear decisive in delegating deletion of spam to the filter. From the
interviews, the social context in which it was either acceptable or unacceptable to
lose email messages from others appeared to play a large role, e.g. participants
receiving email from new customers could not afford filter mistakes. ‘Critical errors’
also appeared influential (e.g. a friend’s email marked as spam). Effort and the
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Perc. Perc. Perc. Attit- Depend-
useful ease under ude ability
ness of use standing Training Training
Training Training Training

Dependability .79** .59** .49** .68**
Training

Attitude .69* .49** .39** .68**
Training

Perc. .55* .96** .46* .49**
understanding
Training

Ease of use .60** .96** .49** .59**
Training

Dependability .07 .07 -.01 .15 .22

Filter

Table 4: Main correlations spam filter training (1-tailed). Pearson r, Spearman rho (non-
parametric). * sig at .05 level, ** sig at .01 level.

amount of spam can also play a role; most participants received a modest amount of
spam and participants who let their filter(s) delete messages also received the most
spam. One participant for instance indicated that while he knew the filter could
make mistakes, he himself had mistaken legitimate email for spam as well. Due to
the high volume of email he received, he concluded the filter would not do much
worse than he would himself and chose the filter to delete spam automatically.

2.5.2 Training and trust

The level of trust in the filter did not differ between participants that trained their
filter and those that did not. It’s not trust in the system that plays a decisive role;
instead it is trust in the training process that is associated with training behaviour.
During interviews, participants did report that training the spam filter increased
their trust in the system as they could notice that it improved. However, even
though they had spend considerable effort in training their filters, participants
who corrected their filters were not found to delegate ‘higher risk’ tasks such as
automatically moving or deleting spam. Perceived dependability of the filter was
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also not correlated with perceived dependability of the training process (r=2.13,
p(1-tailed)=.10, for all correlations regarding filter training see Table 4).

2.5.3 Understanding and awareness

The observation sessions and interviews provided insight in the importance of
understanding of the filter, but they also showed that some of the participants
were not fully aware of the filter’s activities and interface items. Users first need
to be aware of their filters, before a filter’s inner workings can be made more
understandable. A number of participants expressed uncertainty about the settings
of filters and some worried that there might be more filters active than they knew
about. They feared ‘invisible filters’ might be deleting emails before they even
had the chance to exert any control over filter settings. Furthermore, participants
often reported other filter settings than actually observed. In this study, all of the
participants who had a server-side filter were aware of the filter’s activities, while a
considerable portion (29%) of the participants who had an active Thunderbird filter
were not. Even though the Thunderbird filter showed spam icons, a ‘mark as spam’
button and a warning message in the content of mails that are labelled as spam
(Figure 1), not all users noticed and recognised these. Results from the observation
studies indicated that showing an unambiguous and hard to miss ‘possible spam’
addition to an email’s subject line, as the server-side filter did (Figure 2), worked
better to make users aware a spam filter was active than showing an icon in the
mailbox list of emails.

Such lack of awareness of participants of both filter activity and interface items
led to less-than-optimal training behaviour in a number of ways. First of all, even
recognising the filter was active did not guarantee correct usage of interface items
related to training. In an extreme case a user did know about the filter and its ability
to learn, but did not understand its ability to learn from example spam messages.
Instead this user had found a menu-option to add explicit rules and effectively had
manually written an own rule-based filter (adding rules on Viagra, V-I-A-G-R-A,
etc.), and reported wondering why the system was so user-unfriendly. Sometimes,
the spam button and icons were misinterpreted as delete buttons. This led to
inadvertent training of the filter when users used the button to delete no-longer
needed, but legitimate email.

Even if the interface was understood and participants did train their filter, they
still occasionally consciously decided to not mark specific spam messages as such.
This decision concerned spam messages that in their opinion were very similar
to non-spam messages, and was made to ’not confuse the filter’. Ironically, these
messages would be most informative for the filter to improve and not make the
subtle mistakes these users were worried about. This clearly indicates a gap in
awareness relevant to all systems that rely on explicit feedback. More user support
for training has to be provided, in which overall understanding and such boundary
cases have to be taken into account.
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2.5.4 Possible social implications of relying on autonomous filters

Critical errors by the filter such as false positives labeling friends’ or family email
as spam were mentioned as reasons not to rely on filters. However, it appears that
the responsibility for these errors is not fully assigned to the spam filters alone.
For instance, the participant who decided to fully rely on his filter mentioned false
positives resulting from email subjects being ’vague’ or too ’spam-like’. This may
to a certain extent imply that some people feel that while filter performance is
important, senders should also take into account possible spam criteria of systems
possible operating on the receiving end of their emails. While this may appear as
‘just the practical thing to do’, it actually is quite a shift; instead of systems taking
into account existing communication forms and adapting to people’s emails, a new
responsibility is put on email users to adapt to system criteria. This also assigns
them the task of finding out what these criteria might be (and possible blame when
they fail to avoid their email not going through). Indeed, this supports that anti-
spam measures could result in a divide between those having such opportunities
and those who do not (Lueg, 2004). It also reinforces the importance of taking
into account possible social implications of development of new semi-autonomous
systems.

2.6 CONCLUSION
The findings reported in this chapter indicate that a more positive attitude toward
a system and a more positive assessment of a system’s ease of use and usefulness
increase the likelihood that a user delegates higher risk tasks to a system; in
this case automatic deletion of messages marked as spam. Participants who did
delegate spam deletion to their filter scored higher on these concepts compared
to participants that did not delegate to their filter. However, even though most
participants in this study had very positive attitudes towards using spam filters,
found them useful and easy to use, most participants did not actually delegate
spam deletion to their filter. Considering the positive scores on ease of use and
usefulness, technology acceptance models such as UTAUT would suggest a high
level of intent to use. The nuance between the intent to use a system and actually
delegating tasks to a system however do not appear to be fully captured by such
more traditional technology acceptance models.

Trust in a filter was not found to be related to the final choice for or against
delegation. Instead, the effort required from a user to delete email by hand, coupled
with the social context in which the risk of losing email was either acceptable or
unacceptable, was found to play a decisive role. Users did have a moderate general
trust the filter would perform its task well. However, they were less willing to assign
a higher level of autonomy to the filter in their specific situation.

Adaptivity did not appear to play a large role in reliance. Users’ choice to actively
offer feedback was not directly affected by ease of use, usefulness of or trust in the
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filter itself. Trust in the training process instead was found to play an important
role in the user’s willingness to invest effort in training. Interestingly, while many
of our participants invested extensive effort in training their filters, training did
not appear to increase reliance on a system. This raises the question whether this
investment has other positive effects on user attitudes. Finally, qualitative findings
indicate that facilitating understanding about system activity and adaptivity is
extremely important as lack of understanding of the filters’ activities and inner
workings had serious consequences for attitudes, behaviour and feedback. This was
especially apparent in suboptimal training behaviours resulting from an incomplete
understanding of the training process.

Many of the findings above may appear straightforward, but become more
interesting when generalised to other adaptive autonomous systems. They show
system designers need to pay special attention to ensuring awareness about system
activity and adaptivity. Trust in the effectiveness of training was found to play an
important role in the user’s willingness to invest effort in a system that can be taught
to improve over time. Systems that depend on explicit user feedback need to be
designed in such a way that this trust is optimised. An overview of filtering activity
should be available to the user. How the system learns and can be taught should
be made clear. Interface items should be recognisable as specifically dedicated to
training of the system. Training a system on ‘borderline cases’ has to be encouraged
when necessary. Risks can perhaps be decreased by providing an opportunity for
users to tell the system a case is special. An option would be for spam filters that
users may for example explicitly show the system which similar messages they
are worried about might be inadvertently labelled as spam on the basis of their
feedback. Even while some of the found problems may seem mundane, this study
shows they are still open challenges, impeding adaptive system success. Especially
striking in this study were the importance of understanding and awareness, as well
as users’ acceptance of different levels of autonomy. The following chapters will
consequently address these issues further.





3 A RT R E C O M M E N D E R S : E F F E C T S O F
TRANSPARENCY ON TRUST AND ACCEPTANCE

ABOUT THIS CHAPTER This chapter has been published as:

H. Cramer, V. Evers, M. van Someren, S. Ramlal, L. Rutledge, N. Stash,
L. Aroyo, and B. Wielinga. The effects of transparency on trust and
acceptance in interaction with a content-based art recommender. User
Modeling and User-Adapted Interaction, 18(5):455–496, 2008.

This article was awarded the 2008 James Chen Annual Award for Best UMUAI Paper.

Additional analysis on actual and perceived competence was previously pre-
sented in:

H. Cramer, V. Evers, M. van Someren, S. Ramlal, L. Rutledge, N. Stash,
L. Aroyo, and B. Wielinga. The effects of transparency on perceived and
actual competence of a content-based recommender. In Proceedings of the
Semantic Web User Interaction Workshop at CHI’08, Florence, Italy, 2008.

Information from this second paper has been added mainly to the sections 3.3.4,
3.4.3, 3.5.3 and 3.5.4.

ABSTRACT The increasing availability of (digital) cultural heritage artefacts offers
great potential for increased access to art content, but also necessitates tools to help
users deal with such abundance of information. User-adaptive art recommender
systems aim to present their users with art content tailored to their interests.
These systems try to adapt to the user based on feedback from the user on which
artworks he or she finds interesting. Users need to be able to depend on the
system to competently adapt to their feedback and find the artworks that are most
interesting to them. This chapter investigates the influence of transparency on user
trust in and acceptance of content-based recommender systems. A between-subject
experiment (N=60) evaluated interaction with three versions of a content-based art
recommender in the cultural heritage domain. This recommender system provides
users with artworks that are of interest to them, based on their ratings of other
artworks. Version 1 was not transparent, version 2 explained to the user why a
recommendation had been made and version 3 showed a rating of how certain
the system was that a recommendation would be of interest to the user. Results
show that explaining to the user why a recommendation was made increased
acceptance of the recommendations. Trust in the system itself was not improved by
transparency. Showing how certain the system was of a recommendation did not
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influence trust and acceptance. A number of guidelines for design of recommender
systems in the cultural heritage domain have been derived from the study’s results.

3.1 INTRODUCTION
Museums and archives are digitising their material to both preserve and extend
user access to cultural heritage content. Combining digitised collections with mobile
technology and other innovations offer great potential for improving museum visits
and the exploration of cultural heritage in general. This can result in the creation
of (virtual) exhibitions where physically dispersed objects are virtually co-located
and interconnected. However, such abundance of information can cause users to
have difficulty finding relevant and interesting content.A greater variety of users
also means that exhibitions might not appeal to all of them. Tailoring content
to users offers the prospective of a more interesting and satisfying experience
when interacting with cultural heritage content (Bowen and Filippini-Fantoni, 2004).
User-adaptive recommender systems are one way of offering such personalisation.
Recommender systems can help users cope with an abundance of information
items by offering those items the user is likely to find interesting (Burke, 2002).
Recommender systems learn about the user’s preferences and build a user profile
for each user. These profiles can be based on either similarities between users
(collaborative or social-based filtering), content features of recommended items
(content-based), or a hybrid of these approaches (Burke, 2002). Based on the user’s
profile, the system then presents the user with information items that are likely
to be of interest. Such recommender systems are rapidly becoming a mainstream
feature, offered in a variety of domains. Examples include Amazon.com’s book
recommender and Pandora.com’s personalised radio stations. The extent to which
the user is satisfied with a user-adaptive recommender depends on the quality of
its recommendations, but also greatly depends on user-system interaction.

Designing the interaction between a user and a recommender system is chal-
lenging. A recommender system has to successfully learn from the user, adapt the
user’s profile and present him or her with interesting items. The user profile has
to be adequate and the system’s criteria for recommendations have to match the
criteria that are relevant to the user and the specific task he or she is trying to
accomplish. When developing a recommender system in a cultural heritage context
that recommends artworks of interest to the user, the artist might be relevant to one
user, while the artwork’s theme is not; and vice versa for another user. Especially in
the cultural heritage domain it is difficult to offer recommendations as the user may
select objects of interest on emotional and aesthetic grounds while systems more
easily use descriptive characteristics given by art experts related to for example
artists, style, techniques, repositories, dimensions, themes, depicted events and to
some extent content and aesthetic features such as colour and shapes. Additionally,
criteria are application dependent. Recommending artworks for an entertaining,
personalised tour in a museum would require other criteria than providing artworks
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for learning about art in an educational setting (even though these applications
need not be mutually exclusive). As recommenders learn from interaction with the
user, they will only achieve optimal performance over time. Therefore, the dialogue
between recommender and user needs to build a trust relationship, where the
user feels he or she can depend on the system. This is particularly challenging,
as recommender systems cannot always be 100% accurate in predicting the user’s
preferences. It is imperative that the user provides feedback to facilitate the system’s
learning process and improve recommendations.When explicit feedback is used
(such as explicit ratings of items as interesting or uninteresting) the user needs
to be persuaded to provide the system with enough explicit feedback to improve
the user profile and allow the system to reach a high level of performance. Users’
understanding of a system might play a key role in this interaction. It might be
difficult for users to assess whether a system’s goals and reasoning processes are
in line with their own interests and reasoning about e.g. art objects. A transparent
system instead allows the user to understand the way it works and can explain its
choices and behaviour. Understanding a personalisation system might additionally
improve interaction (see e.g. Tintarev and Masthoff, 2007 and Waern, 2004). When a
user has an inaccurate mental model of how the recommender works, he or she may
provide inappropriate feedback to the system (Waern, 2004). Better understanding of
a system can help users decide whether they can trust a system (Lee and See, 2004)
and can influence user attitudes towards a system (Alpert et al., 2003). Increasing
transparency of user-adaptive systems could thus increase trust and acceptance of
such systems (Herlocker et al., 2000; Sinha and Swearingen, 2002; Höök, 2000). The
study presented in this chapter further investigates whether transparency increases
users’ trust and acceptance of recommender systems. The structure of this chapter
is as follows: Section 3.2 reviews related literature on interaction with user-adaptive
systems, trust, acceptance and the importance of transparency and outlines the
hypotheses of the study. Section 3.3 describes the methodology of the reported
study. This section also describes the CHIP cultural heritage recommender system
used in this study. Section 3.4 reports the study’s quantitative results and its qual-
itative observations. further discusses these results and provides an overview of
lessons learned about users’ interaction with art recommenders. This section also
discusses the limitations of this study. Section 3.6 ends this chapter with the study’s
conclusions.

3.2 BACKGROUND AND HYPOTHESES
3.2.1 Personalisation in the cultural heritage domain

The advancement of information and communication technologies plays a significant
role in exploring new ways of interaction between museum collections and their
(online) visitors. Specifically the evolution of the Web as a major communication
medium offers increased access to large and dispersed sets of artworks. This
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increased access to cultural information also means that cultural heritage visitors
might need help to deal with information overload. Additionally, such wider
access to information about artworks opens the possibility for a larger and more
varied audience to access cultural heritage information. This audience will likely
consist of multiple types of users, who do not all have the same needs (Wubs and
Huysmans, 2006). This presents the challenging task of finding out what the goals,
desires and preferences of such users are, and how to adapt correspondingly and
present personalised museum collections to visitors and (online) users. Digitised
collections offer the possibility to adapt to the individual user. A decade ago, Picard
(1997) identified the need for such personalisation of online museum collections.
User-adaptivity and personalisation can help present the individual user with
information tailored to his or her specific needs. Personalisation can help overcome
problems of information overload when the size of a collection is overwhelming
to the visitor. It can also help cater for a more diverse public when one exhibition
would not suffice for different types of users. Personalisation additionally has
the potential to improve user interaction with digitised collections by supporting
user navigation and providing assistance in finding appropriate and interesting
information. It can also serve educational goals when information about personal
characteristics, such as age, education and familiarity with a collection, are used to
support better comprehension of a collection. Bowen and Filippini-Fantoni (2004)
also argue for a more personalised experience. They claim personalisation enables
change in the museum’s mass communication monologue paradigm and turn it
into an interactive dialogue in which information is exchanged. Personalisation thus
could help both learn from and adapt to online and physical visitors. Various studies
have explored the possibilities of both increasing access to cultural heritage content
and personalising content to individual users. Such endeavours can for instance take
advantage of the domain’s extensive availability of descriptions of characteristics of
cultural items and other metadata. Experts at cultural heritage institutions often
provide extensive data on the artworks they manage. This enables the use of content-
based techniques for personalisation and for presenting new strategies to search
and navigate collections. Various information retrieval and search techniques can
support access to cultural heritage content. Semantic Web techniques have been
used in multiple projects. The MuseumFinland Project (Hyvönen et al., 2005) is an
example of using Semantic Web technologies to provide multi-dimensional access to
cultural heritage collections in Finland. The main goal of the project is to provide a
global view on distributed collections as one ’seamless’ national (virtual) collection,
the ‘Museum of Finland’. It offers intelligent services to users for searching and
browsing the collections, as well as easy content publication for museums. It also
offers possibilities for personalised access to the collections. Other authors who
describe usage of Semantic Web technologies for adapted presentation of cultural
heritage content include Schreiber et al. (2006) and Sinclair et al. (2006). These
authors focus on information retrieval and on taking advantage of the knowledge-
richness of the cultural domain. Another example of a project using Semantic Web
techniques is the CHIP project (Aroyo et al., 2007). The CHIP recommender system
is used in this study.
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The new diversity of museum audiences means that not only experts’ concerns
have to be reflected. The annotations and other content information about artworks
used to personalise access to cultural heritage do not necessarily have to be supplied
by museums and art experts alone. Trant (2006) for example describes how users
can tag items and provide their own descriptions and keywords. These tags can
be used to understand patterns in museum visitors and to explore how expert
and non-professional vocabularies differ. Carmagnola et al. (2008) describe how
these tags can also be exploited to improve recommender systems. To provide a
personalised experience, it is crucial to elicit accurate user characteristics and align
them with the terminology and structures the domain experts in museums use to
describe their collections.When such concerns are met, personalisation can offer
many new opportunities in presenting cultural heritage information.

Adaptive techniques have been used to generate personalised presentations about
artists and art collections. Personalised presentations combine information items
and artworks to provide a narrative that is tailored to the individual user. The ArtE-
quAKT project (Kim et al., 2006) is a project that focuses on using natural language
technologies to automatically extract relevant information about the life and work
of artists from online documents. This information is then presented to the user in
personalised artist descriptions in the form of biographical narratives. These are
adapted to the user’s knowledge level. This project illustrates that it is possible to
generate user-adapted narratives by extracting and structuring information from
knowledge bases using ontologies designed for this domain. The Multimedia Casus
project (Wang and Benbasat, 2005) is another example of tailor-made presenta-
tion generation and the usage of concept structures for navigating art collections.
These projects show that ways to generate personalised narratives are feasible and
available.

Various studies have explored the application of personalisation techniques in
supporting physical visits to museums. Proctor and Tellis (2003) concluded from a
2002 trial with a handheld tour in London’s Tate Modern that visitors enjoyed tours
more when they were adapted to their interests and abilities. Another example of a
mobile guide system is provided by Oppermann and Specht (1999), who also found
encouraging results on the usefulness of such a personalised guide. The PEACH
project (Rocchi et al., 2004; Goren-Bar et al., 2006; Stock et al., 2007) supplies users
with personalised presentations of cultural content on mobile devices in museums.
It offers animated agents that help motivate visitors and focus their attention and
post-visit summaries that reflect individual user interests. An evaluation with 110

museum visitors offered encouraging results, concluding that major components
of their personalisation technology were suitable for use by the general museum
public (Stock et al., 2007). Another promising evaluation of a virtual character
guiding exhibition visitors is reported by Damiano et al. (2008). Beyond guiding
the user through an exhibition, adaptation and context-awareness can also be
applied for changing the user’s exhibition environment itself. The LISTEN project
for example generates immersive augmented audio presentations tailored to the
user’s context (Zimmermann and Lorenz, 2008). These projects show the potential
of personalisation techniques in real applications in cultural heritage settings. The
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need for user-adaptivity and encouraging results from earlier projects show that
personalisation and user-adaptive applications are relevant in a cultural heritage
context. Personalisation offers opportunities in overcoming information overload,
in generating personalised presentations and adapting to the needs of the specific
visitor. However, personalisation also brings challenges for interaction, which have
to be addressed. Such issues are discussed in the next section.

3.2.2 Interaction with user-adaptive systems

User-adaptive systems have been suggested as a way to improve human-computer
interaction in situations where different users might have different goals, needs and
knowledge. User-adaptive systems can adapt to the specific user’s needs and change
with changing user interests (Benyon, 1993; Brusilovsky, 1996). However, apart from
the advantages such adaptivity might bring, user-adaptivity also provides new
challenges for interaction design. Jameson (2003) provides an overview of issues
related to user-adaptivity, such as controllability, privacy, obtrusiveness, breadth
of the user’s experience, predictability and transparency. User-adaptive systems
take decisions on behalf of the user; this influences controllability of a system and
might conflict with the user’s need to control a system’s actions directly. User-
adaptive systems use data about the user. A concern might be that this information
is used in undesirable ways, affecting the user’s privacy. Obtrusiveness might be
an issue when the adaptive system itself requires attention from the user, taking
away attention from the user’s primary task. User-adaptive systems that take over
tasks from the user can also affect the breadth of the user’s experience. For example,
a user might not learn as much about a domain when information is filtered for
him or her and the user may inappropriately rely on the information provided
by the system alone. Höök (1997) also notes that user-adaptivity might conflict
with usability principles such as making a system transparent, understandable
and predictable. Adaptive systems might change and adapt in unpredictable ways
without the user being able to understand why the system behaves in a certain
way. User understanding of the system can affect both the user’s attitude towards
the system and the user’s feedback. When the system behaves in ways the user
does not expect (e.g., recommending something he or she does not like or need),
the user may find the system unpredictable and unreliable (Höök, 1997). If the
user has an inaccurate mental model of the way the system learns, he or she
might also change his or her feedback towards the system in such a way that
performance decreases (e.g. Waern, 2004). All issues above have to be addressed
in designing users’ interaction with a user-adaptive system. Different contexts
and types of users might ask for different types of adaptivity and user control.
Alpert et al. (2003) note that a personalisation technique that might be considered
desirable by users in one context might not be met with the same enthusiasm in
other contexts. Alpert and colleagues studied user interaction with a user-adaptive
e-commerce web site for computer equipment sales and support. In their study,
participants had mixed reactions to the collaborative filtering feature. Users felt
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positive about the system that presented new products and services related to
the users’ current search activities and their recent past activity on the website.
However, some of them were skeptical that a system could actually predict a user’s
current goals and adapt to them using implicit information from some disjoint time
in the past. Alpert and colleagues found that participants reacted positively to the
theoretical possibility of such a feature, but that they did not expect such features
to actually do well in practice. They noted that in other e-commerce settings such
as movie or book recommendations, users appear to have no objections towards
collaborative techniques. Not only the application context, but also characteristics
of users themselves might influence acceptance of adaptive systems. Specifically in
the domain of user interaction with personalised museum guides, Goren-Bar et al.
(2006) found that personality traits relating to the notion of control have a selective
effect on the acceptance of the adaptivity dimensions. One of their findings was that
users who feel less in control of the outcome of their own actions prefer to maintain
control over a system and prefer non-adaptivity. Jameson and Schwarzkopf (2002)
investigated the level of controllability of a user-adaptive system, and performed a
study in which users got to determine the nature and timing of adaptations. Jameson
and Schwarzkopf concluded that the preferable form of control and automation for
a task depend on factors ranging from individual differences and system properties
that are relatively stable to unpredictable situational characteristics; there is no one
level that fits all situations. Zimmermann and Lorenz (2008) for example claim that
focusing on control over an adaptive art-related system might be contradictory to
building a relationship with the presented art.

Which adaptations and level of control are suitable have to be determined for a
particular context, application and the specific user. This needs to be reflected in
the user-system dialogue. This dialogue between the user-adaptive system and user
appears crucial in achieving both excellent performance and user satisfaction. In the
context of user-adaptive recommender systems, this dialogue should provide the
user with high-quality recommendations and information. At the same time, the
dialogue needs to provide the system with information to improve its recommenda-
tions. The user should be persuaded to invest time and effort to provide the system
with enough useful training data to improve its recommendations. As Benyon (1993)
points out, user preferences for information items can change over time. This means
that a user’s profile that might have been suitable at one time, might not always
be suitable at other occasions. This might necessitate continuous adaptation to
the user’s feedback, while taking into account the issues described above, such as
controllability, obtrusiveness and user understanding. User-adaptive systems raise
the expectation to ’know what the user wants’ and to make (semi)-autonomous
decisions on what is relevant to the user. The system’s user profiling has to be
adequate to process the user’s feedback and the criteria used for recommending
have to be suitable for the user’s task. The user on the other hand has to be willing
to release control, accept the system and delegate tasks. In the cultural heritage
domain, users have to feel confident they can let a system for example adapt a
museum tour for them, or search out those artworks that would be interesting to
them. The dialogue between system and user should overcome challenges inherent
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to user-adaptivity and instill trust in the user that they can indeed let a system
make decisions for them in their specific situation.

3.2.3 Trust in user-adaptive systems

Reeves and Nass (1996) have shown that people tend to interact with computer
systems as if they were social actors. Users’ affective and social reactions to au-
tomated tools affect acceptance of and interaction with such systems. A possible
implication is that social rules and principles of human-to-human interaction can
also be applied to human-computer interaction. This includes the concept of trust.
Trust is thought to be one of the important affective elements that play a role
in human interaction with technology (Lee and See, 2004; Dzindolet et al., 2003).
Making a system reliable is not enough to achieve appropriate delegation to that
system (as observed by e.g. (Parasuraman and Miller, 2004). Trust also depends
on the interaction with the user. Users need to adapt their levels of trust in order
to optimise human-machine performance and benefit fully from the cooperation
(Rajaonah et al., 2006a,b, 2008). Users may have a level of trust in a device, but also
have a level of trust in the success of cooperation with the device (Muir, 1994; Muir
and Moray, 1996). Even if an appropriate level of automation can be determined,
there is no guarantee that users will trust a system to an appropriate degree and
will actually decide to use it. In the context of adaptive cruise control assisting
drivers, Rajaonah and colleagues found that trust in the cooperation with a device
determines the quality of interaction between the user and system, as well as ap-
propriate use. In an experiment using a flight simulator and an engine monitoring
system that provided advice on engine fault diagnosis, Parasuraman and Miller
(2004) found that user performance and trust were lowered by poor automation
etiquette, regardless of reliability. In their study a non-interruptive and patient
communication style, instead of using interruptive and impatient worded system
messages, increased trust and performance. Even though a high-reliability, good
etiquette system version yielded the best user performance and the highest trust;
they found that good automation etiquette can compensate to a certain extent for
low automation reliability. Performance alone does thus not completely determine
whether users take full advantage of potential system benefits. Lee and See (2004)
describe how trust guides reliance on automation, even while it does not com-
pletely determine it. They provide a comprehensive review of trust from various
perspectives, including organisational, sociological and interpersonal standpoints.
According to Lee and See, trust affects reliance as an attitude rather than as a belief,
intention, or behaviour. Certain beliefs, for example about the system, determine
trust and trust in turn might result in certain intentions and behaviours. Lee and
See state that trust especially guides reliance when a complete understanding of
a system is impractical. They do however note that reliance on automation is also
determined by the operating context and goes beyond trust alone. Dzindolet et al.
(2003) note that users do compare their own abilities with those of a system. On
the basis of the outcome of this comparison, users decide whether or not to rely
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on a system. Authors such as Castelfranchi and Falcone (2000) and Jøsang and
Lo Presti (2004) also note that even though a user might trust a system, he or she
might not choose to rely on it when the user perceives the risks as too great. In this
study we apply the definition of trust by Jøsang and Lo Presti (2004): ‘the extent
to which one party is willing to depend on somebody or something, in a given
situation with a feeling of relative security, even though negative consequences are
possible’. A similar definition is offered by Lee and See (2004), who define trust
as ‘the attitude that an agent will help achieve an individual’s goals in a situation
characterized by uncertainty and vulnerability’. Parasuraman and Miller (2004) state
that trust is users’ willingness to believe information from a system or make use of
its capabilities. This definition is related to an alternative concept proposed by Fogg
and Tseng (1999), who introduce the concept of credibility. Credibility (synonymous
to believability) is proposed to consist of trustworthiness (the perception that the
source has good intentions) and expertise (or competence) of a system. In this
chapter, the concept of trust consists of trust in the intentions of a system (goal
alignment) and trust in the competence of the system. Competence is seen as the
perceived skill of the system: the extent to which it is able to offer the right recom-
mendations. The perception of the alignment of goals of the system and the user’s
goals, coupled with a belief that a system will perform its task competently, form
the basis of trust. In the context of this chapter, trust refers to the user’s willingness
to depend on a system and its recommendations in the specific context of the user
and his or her task(s), even though the system might make mistakes.

Trust is of specific interest in interaction with user-adaptive systems. A number
of factors might play a role in the perceptions users have of the goals of the system
and the intentions of its developers and other users. Briggs et al. (2004) note that
personalisation itself plays a role in trust formation. In the context of e-commerce
websites, in an experiment using a (mock) website offering travel insurance, Briggs
found that participants felt more positive about the site when it offered a per-
sonalised quote based on participants’ circumstances. They felt, for example, that
they had been offered more choice, that the site was more predictable and that
it was easier to use. Such perceived benefits of personalisation might however be
dependent on whether the intentions and capabilities of a personalisation system
instill trust in the user. In some situations, trust may be a prerequisite to get the
personal information needed to personalise a system, invoking privacy concerns
(Langheinrich, 2001). In recommender systems, trust in the information sources
a system uses to generate its recommendations can also play a role in whether a
user trusts the system. Authors such as Wang and Benbasat (2005) and Xiao and
Benbasat (2003) studied trust in online e-commerce recommender settings. In such
settings trust in the online vendor’s goals in providing recommendations might
also play a role. In collaborative-based recommenders, users need to assess whether
they trust the intentions and actions of other users (Victor et al., 2009). In addition,
in contexts where a system might provide information about a recommended item
not immediately verifiable by users, trust in the correctness and credibility of the
information might play a role as well (Fogg and Tseng, 1999). For example, when
a recommender system provides recommendations based on how comfortable a
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certain product will feel, users cannot know whether this is correct before they
actually buy and feel the product. Perceptions of competence of a personalised
system can be influenced by issues inherent to adaptivity. User-adaptive systems
might not offer a high level of performance from the start. If performance is low in
the beginning, users’ trust levels should start out low as well, and gradually increase
as training progresses and performance increases. However, trust rapidly decreases
when users notice errors and only slowly increases as a system performs without
errors (Dzindolet et al., 2003 quoting Muir, 1994; Muir and Moray, 1996). This
makes achieving trust difficult in adaptive systems that have not been pre-trained.
Lee and See (2004) use the terms calibration, resolution and specificity of trust
to describe such (mis)matches between trust and the capabilities of automation.
Calibration refers to the correspondence between a person’s trust in a system and
the system’s capabilities (Lee and Moray, 1994; Muir, 1994). Resolution of trust
refers to what extent such changes in system capability affect trust. Trust also has
specificity; trust can be more or less specific to part of a system or to changes in a
system’s capability. Getting these aspects of trust right is especially challenging in a
personalised system, as the nature of these systems implies that due to adaptation
to e.g. user feedback the system’s capabilities change; the specificity and resolution
of trust in the user might not match these changes. In the context of a recommender
in the cultural-heritage domain, users need to be sure that the purpose of the system
matches their own and that the system competently recommends artworks that are
of interest to them. Furthermore, when they are not familiar with the sources that
provide the information, they might need to trust that the information provided
about the artworks is trustworthy. Moreover, if multiple sources are combined to
generate integrated personalised content for a user (e.g. Sinclair et al. (2006), it
might be even more difficult for the user to trust the information and the system.
However, it has to be taken into account that trust toward recommenders in a
cultural heritage context is different than trust in for example an e-commerce con-
text. In most e-culture contexts, inaccurate recommendations do not pose a great
risk to the user. When users trust a system to generate a personalised tour from
recommended artworks and it turns out the recommended tour was not suited to
their needs, they only risk a less entertaining or less educational visit. They are not
likely to suffer serious consequences, whereas in commercial settings an inaccurate
recommendation may result in financial loss. However, acceptance of the system is
still likely to be guided by user trust and perceptions of the goals and competence
of the system.

3.2.4 Combining trust in and acceptance of user-adaptive systems

The section above describes how trust guides reliance or dependence on a system.
Reliance is related to acceptance and use of a system. The Technology Acceptance
Model (Davis, 1989; Venkatesh et al., 2003) describes a number of concepts that
influence acceptance of a system. According to the model (as updated in Venkatesh
et al., 2003), performance expectancy, effort expectancy (how much effort it will
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take to learn and use a system), social influence and facilitating conditions (whether
the user has enough time and resources to use the technology) are expected to
influence intent to use a system and actual usage behaviour. Several authors have
studied possible extensions to the Technology Acceptance Model (see e.g. Ndubisi
et al., 2005; Ma and Liu, 2004; Klopping and McKinney, 2004). van der Heijden
(2004) for example, showed that the purpose of a system plays an important role
in determining the predictive importance of respective elements of the technology
acceptance model. Perceived usefulness is important in achieving user acceptance
when interacting with work- and task-oriented systems. If users interact with ‘he-
donic’ systems that are aimed at fun and entertaining the user instead, perceived
enjoyment and perceived ease of use are more important than perceived usefulness.
Van der Heijden suggests that focusing on the type of system could increase un-
derstanding of technology acceptance, in addition to extending acceptance models
with more factors that influence system acceptance. Trust has been shown to affect
system acceptance and has been combined with the technology acceptance model,
by such authors as Wu and Chen (2005); Wang and Benbasat (2007); Pavlou (2003)
and Gefen et al. (2003). These authors did so mostly in the context of e-commerce
and on trust in services. They primarily focus on trust in online transactions and
the relationship between a buyer and an online vendor. Integration of acceptance
models with other trust-related aspects, such as trust in a system itself, in other
contexts is still scarce. In a non-commercial e-culture context, such a consumer-
buyer relationship is arguably absent. The trust building process might therefore
be more focused on whether the system goals match the users’ goals and whether
it would be competent in giving recommendations. Trust in the intentions of the
recommender might have less of an influence. This study thus focuses on the trust
a user has in the system itself and the delegation of tasks to that system. System
and recommendation acceptance in this study refers to whether the system and its
recommendations actually would be used.

3.2.5 Transparency of user-adaptive systems and study hypotheses

Maes (in a discussion between Shneiderman and Maes, 2007) states that one of the
great interaction design challenges is how to achieve understanding and control in
user-agent interaction. If the user understands how a system works and can predict
system actions and outcomes, the user can focus on his or her task instead of trying
to figure out the system. In the case of user-adaptive recommender systems, it may
be even more imperative for the users to understand how the system decides on a
recommendation. In order for the system to reach an optimal level of performance,
it needs to learn from the users’ implicit or explicit input, for example by analysing
user’s search behaviour or by receiving explicit feedback on recommendations.
When a user is not aware of or does not have an accurate understanding of how
the system makes decisions, the user will not ‘train’ the system properly and it
may not be possible for the system to improve. Better understanding of the system
could help improve such aspects of interaction. Transparency aims to increase
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understanding and entails offering the user insight in how a system works, for
example by offering explanations for system behaviour. This study investigates
the effects of transparency on trust and acceptance; its hypotheses based on prior
research into transparency are listed in this section.

System transparency may not always improve user interaction. It is not always
possible for the user to construct an accurate mental model in a reasonable time
frame. Fogg (2003) notes that in the context of credibility, the impact of any interface
element on users’ attitudes depends on to what extent it is noticed (prominence)
and what value users assign to the element (interpretation). Parasuraman and Miller
(2004) note that as automation gets more complex, users will be less willing and able
to learn about the mechanisms that produce the automation’s behaviours. Höök
(1997) notes that it is not necessarily desirable to have a system explain how it works
in full detail because the full details might be alienating to a layman user. It might
not be necessary to explain all details to achieve adequate understanding of the
system’s adaptivity. Waern (2004) shows that users cannot always recognise good
quality user profiles and cannot always improve them when given the opportunity.

Besides the effort needed from the user to process transparency information,
other adverse effects have to be considered as well. Herlocker et al. (2000) found
that poorly designed explanations can actually hinder the acceptance of individual
recommendations. Dzindolet et al. (2003) found that explaining why errors might
occur increased trust in automated tools, even when a system’s performance did not
warrant such trust. Therefore, transparency and task performance can influence each
other negatively (see also Cheverst et al., 2005). Bilgic and Mooney (2005) note that
explanations should not aim just to promote (‘sell’) a system’s recommendations,
but that explanations should enable the user to accurately assess recommendation
quality. Appropriate implementations of transparency need to overcome these
challenges. In spite of these potential problems, previous authors have emphasised
the importance of transparency (Jameson, 2003; Höök et al., 1996). Sinha and
Swearingen (2002) for instance, evaluated transparency and recommendations for
five music recommender systems. Mean liking and confidence were rated higher
for recommendations that were more understandable to participants. Other prior
studies also suggest that making adaptive systems more transparent to the user
could lead to a more positive user attitude towards using a system (Kay, 2006; Höök
et al., 1996; Höök, 2000; Carmagnola et al., 2008; Gregor and Benbasat, 1999). We
expect that transparency will have a positive effect on acceptance of user-adaptive
recommender systems.

H1: Users are more likely to accept a user-adaptive recommender system
with a more transparent decision making process.

Lee and See (2004) state that appropriate trust and reliance depend on how well
the capabilities of a system are conveyed to the user. McAllister (1995, p.26), quoting
Simmel (1964), notes for interpersonal cooperation that ‘the amount of knowledge
necessary for trust is somewhere between total knowledge and total ignorance.
Given total knowledge, there is no need to trust, and given total ignorance, there is
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no basis upon which to rationally base trust’. Lee and See argue that promoting
appropriate trust in a system may depend on presenting information about the
system in a manner compatible with analytic, analogical, and affective processes
that influence trust. They identify three types of goal-oriented information that
appear to contribute to the development of trust: information on current and past
performance (system expertise), information on the system’s process (to assess
appropriateness of the automation’s algorithms for the user’s situation and goals)
and purpose (to match the designer’s intent for the system to the user’s goals).
Increasing transparency of a system can help users decide whether they can trust
the system.

H2: Users will have more trust in a system with a more transparent
decision making process.

A number of authors describe systems with various features that aim to support
trust and acceptance by making a system’s reasoning process understandable
and providing insight in system competence. In the context of the Semantic Web,
McGuinness and Pinheiro da Silva (2004), describe an explanation system that
explains answers from Semantic Web agents that use multiple sources to devise an
answer to user questions. Their explanations include information on the origin of
answers or how they were derived. Other examples of transparency features can
be found in the context of e-commerce product recommendations. McSherry (2005)
discusses an approach to finding a fitting product recommendation by guiding
the user through the features of the available products, which can for example
help understanding the trade-offs and interdependencies between product features.
Shimazu (2002) discusses a system mimicking the interaction between a customer
and a store clerk to come to a final understandable product recommendation. Pu
and Chen (2007) have focused on trust in the recommender based on the user’s
perception of its competence, and its ability to explain the recommended results.
Their organisation interface, which organised recommender results by trade-off
properties, was perceived as more capable and efficient in assisting user decisions.
Cortellessa et al. (2005) also evaluated the importance of explanations in interactive
problem solving systems and found that explanations are needed more when the
system’s problem solving fails. Perception of the recommender’s competence is
an issue. In an e-culture context especially, recommendations can be based on a
lot of different attributes of artworks (e.g. aesthetics, history, themes, materials,
popularity, other people’s taste) and could serve a variety of goals (e.g. finding
one artwork the user would find aesthetically pleasing, building a tour through
a museum, suggesting new artworks the user could learn about). When the user
cannot assess for what goal a system has been built and whether the properties used
by the system match his or her criteria, the interaction will not likely be satisfactory.
The study described in this chapter stems from the premise that transparency of
a user-adaptive system that performs well will increase the users’ perception of
system competence. Preferably, perceived competence of a system matches the
actual competence of a system. A content-based recommender system can show
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which criteria have been used to recommend certain items, or for example show
which concepts are included in a user’s profile. The user can then investigate the
competence of a system by comparing the criteria in his or her profile with the
criteria he or she actually finds important. Making a system understandable to
the user might increase the likelihood of a match between perceived and actual
competence and appropriate usage decisions. Transparency is additionally expected
to increase competence of the system by helping users to identify and correct system
mistakes.

H3: Users will perceive a user-adaptive recommender system with a
more transparent decision making process as more competent.
H4: Perceived and actual competence are more likely to be related when
the concepts used for recommendations are transparent to the user.

Various studies have investigated the effects of different types of transparency
features. McNee et al. (2003) found that adding a confidence metric to a movie
recommender, indicating which recommendations were ‘more risky’, increased user
satisfaction and influenced user behaviour. However, they also found that more ex-
perienced users of the movie recommender were less satisfied with the system after
being instructed about the confidence rating. Wang and Benbasat (2007) compared
the effects of three types of explanations on user trust in an e-commerce recom-
mender. The recommender system used in their study advised users what digital
camera to buy based on their answers to questions about their product needs (not
on the basis of the user’s ratings of other products). Wang and Benbasat compared
the effects of, in their terminology, ‘why’, ‘how’ and ‘trade-off’ explanations. ‘Why’
explanations were designed to demonstrate that the recommender system has been
designed to fulfil the user’s needs and interests. These ’why’ explanations justified
the importance and purpose of questions posed by the recommender and justified
final recommendations. ‘How’ explanations revealed the line of reasoning used
based on consumer needs and product attributes preferences in reaching recommen-
dations. ‘Trade-off’ explanations offered decisional guidance, helping users to make
proper trade-offs among product features and costs of these features (e.g. a digital
camera offering more zoom capabilities will also cost more). Wang and Benbasat
found that ‘why’ explanations increased benevolence beliefs; the perception that a
recommender acts in the consumer’s interests. They found that ‘how’ explanations
increased participants’ belief in competence and benevolence of the recommender.
‘Trade-off’ explanations increased integrity beliefs. Herlocker et al. (2000) compared
the effects of 21 different explanations for a movie recommendation on participants’
acceptance of the recommendation. The participants had to indicate how likely it
was that they would go and see the movie that was recommended by the system.
Participants reported that the explanations were important. Histograms of other
users’ ratings of an item were found to be the most convincing way to explain why
a recommendation had been made. Indications of a system’s past performance,
similarity to previously rated items, and domain-specific content features (such as
favourite actress) were most compelling in justifying a recommendation. Some other
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types of explanations, such as correlations between information items, were difficult
to understand and actually decreased acceptance of recommendations. Tintarev
and Masthoff (2007) provide a number of guidelines for recommender system
explanations. They, for example, advise that explanations needs to be tailored to the
user and context, as different users might find other criteria important in selecting
recommendations.

H5: Understandable explanations for the reasons for a particular recom-
mendation will increase acceptance and trust more than other types of
transparency features.

The studies evaluated in this section studied different types of transparency and
showed different effects of transparency on user understanding and satisfaction.
There is no conclusive evidence that a transparent system is always trusted more and
it is yet unclear how different types of transparency can lead to increased trust and
acceptance of user-adaptive systems. To take research into transparency and trust
in recommender systems further it appears that empirical evidence is needed on
the effects of different transparency features on actual user attitudes and behaviour.
The study described in this chapter explores whether offering transparency of a
recommender system’s decision making process allows users to understand why
certain recommendations are made and increases their acceptance of a system
in an e-culture context. An experimental set-up is used to study the effects of
system transparency on user trust in and acceptance of content-based recommender
systems that rely on explicit user ratings of art objects. Making the content-based
criteria for a recommendation transparent is expected to increase understanding of
the system. If users think the criteria the system uses to select recommendations
are suitable, users’ perceptions of competence, trust and acceptance should also
increase.

3.3 METHOD
As outlined above, this study aims to further investigate, both quantitatively and
qualitatively, the effects of transparency on trust and acceptance of user-adaptive
systems. The experiment discussed in this chapter had a between-subject design.
Its independent variable was transparency (with a transparent condition, a non-
transparent condition and a condition that showed information on how certain the
system was of its recommendation, but did not offer more transparency of reasons
behind recommendations). Dependent variables included (perceived) competence,
understanding, trust in, and acceptance of the content-based recommender system.
A user-adaptive, content-based art recommender, the CHIP system (Aroyo et al.,
2007; Cultural Heritage Information Presentation (CHIP) project, chipproject.org)
was used for the experiment. An additional goal of the study was to identify
possible usability issues of this system. Participants interacted with the system,
were observed, interviewed and filled out a questionnaire. In this section the CHIP
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system will be introduced first, after which the three experimental conditions,
measures and procedures used in the study are discussed in detail.

3.3.1 CHIP system

The CHIP (Cultural Heritage Information Personalisation) system recommends
artworks from the collection of the Rijksmuseum in Amsterdam, the Netherlands,
based on the individual user’s ratings of artworks. The CHIP system uses the
semantic annotations of artworks to improve recommendation-based access to
these objects. The artworks have been annotated by the Rijkmuseum’s staff of
experts. These properties include artist (such as Rembrandt), place and time (such
as Amsterdam, 1700-1750), themes (such as animals, trompe l’oeil, or musical
instruments), genre, materials, techniques, and a number of other content features.
The CHIP system offers users the possibility to view and rate Rijksmuseum artworks,
such as paintings and sculptures. On the basis of users’ ratings of these artworks
the CHIP system builds individual user profiles. The CHIP system calculates a
prediction of interest for other artworks based on user preference patterns in
properties of the artworks that were rated. The recommendation processing is
content-based, using positive ratings of artworks and properties to find similar
artworks to recommend.

The overall goal of the CHIP system is to personalise access to digitised cultural
heritage, in close collaboration with museums. Another goal is to engage and
educate the user by offering personalisation. The target audience of the current
CHIP projects is anyone who would come to the Rijksmuseum’s website or the
museum itself - a broad cross-section of people, but all sharing an interest in
art. The CHIP project involves three main applications at this time: the artwork
recommender used in this study, a ‘Tour Wizard’ to generate navigational routes
through the digital Rijksmuseum collection, and a ‘Mobile Tour’ on a PDA that uses
Tour Wizard results to generate personalised tours in the physical Rijksmuseum.
Previous research, such as Wubs and Huysmans (2006)’s studies into user goals,
interests and navigation patterns of users of cultural heritage collections, as well
as the approach of Van Setten (2005) for supporting people in finding information,
based on hybrid recommender systems and goal-based structuring of information,
inspired development of the CHIP system.

3.3.2 Conditions

The study stems from the premise that system transparency influences under-
standing, trust and acceptance. From the literature review in paragraph 3.2.5 it
was apparent that different types of transparency are thought to influence under-
standing, trust and acceptance in different ways (e.g. Herlocker et al., 2000). In
particular, offering an explanation of why recommendations are made is deemed
to influence user interaction with adaptive systems (McGuinness and Pinheiro da
Silva, 2004; Pu and Chen, 2007). In this study, we will therefore investigate the
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effects of transparency by offering the users insight in the reasons why a particular
recommendation has been made. To compare differences in effects between offering
different types of information about a system, we will also investigate the effects of
offering the users insight in how sure the system is of a particular recommendation.
This leads to three between-subject conditions to manipulate transparency:

• A non-transparent condition (‘non’): no transparency feature was offered
(Figure 3).

• A transparent (‘why’) condition: below each thumbnail of a recommended
artwork a ‘why?’ link was shown (Figure 4). This link opened a pop-up
window listing those properties the recommended artwork had in common
with artworks the user had previously rated positively (Figure 5).

• Confidence rating (‘sure’) condition: below each recommended artwork, a
percentage was shown which indicated the confidence the system had that
the recommendation was interesting to the user (Figure 6).

The non-transparent condition still showed pictures of the artworks the user had
‘liked’ and ‘disliked’. This communicated to the user that the system remembered
the user’s preferences and did indeed tailor itself to the user. It did not show the
reasons why recommendations were made.

Figure 3: Non-transparent version of the CHIP system. A larger image can be found in
Appendix B

The transparent (‘why’) condition was designed to make the criteria the system
uses to recommend artworks more transparent to participants. It did so by showing
the criteria on which the system had based its recommendation. Note that this is
different from for example the ‘why’ condition in Wang and Benbasat (2007), which
intended to show the recommender’s goodwill to the user’s interests.
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Figure 4: Detail of the transparent (‘why’) version of the CHIP system,with ‘why’ link
(replicated for printing purposes)

Figure 5: The ‘why’ feature, pop-up window shown when ‘why’ link is clicked by the user
(replicated for printing purposes)

The ‘sure’ condition’s confidence rating provided participants with information on
the system’s predicted correctness of the recommendation; the system’s confidence
that the user will be interested in the artwork. The sure condition was designed
to provide some information on system functioning, but to not provide any extra
information on how the recommendations were made. The confidence ratings
were intended to communicate that a level of uncertainty is involved in generating

Figure 6: Detail of the confidence rating (‘sure’) version of the CHIP system (replicated for
printing purposes)
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recommendations. Because participants could compare the confidence rating to their
actual interest in the recommendation, this version provided users with information
on recommendation competence, rather than explanation of the system’s decision
making.

Only the transparency features differed between versions, all other parts of the
interface were the same in all of the conditions. In the top left corner, the same
set of artworks was presented to the participant in the same order. These artworks
could be rated by the user. The ratings were used to build the user profile. All
artworks could be rated by clicking one of the three stars below the artwork. One
star rating indicated little user interest; a three star rating indicated high interest. By
clicking the ‘next artefact’ button a new artwork was shown to the user. After several
ratings, recommended artworks appeared at the bottom area of the screen. The first
five were shown directly; the full set of recommended artworks could be viewed
by clicking the ‘see all recommended artworks’ button. In the transparent (‘why’)
condition the ‘why’ link was shown below each recommendation. In the confidence
rating (‘sure’) condition the confidence rating was shown in the same place. In all
conditions, the recommended artworks could be rated as well. Users could get more
information about an artwork by clicking its picture. A pop-up window was then
opened showing the artwork’s title and a description. The artworks the user rated
as interesting or not interesting were displayed in two sections in the upper right
part of the screen. The ‘Like Art Works’ section displayed the artworks the users
rated most positive. The ‘Dislike Art Works’ section displayed the artworks the user
rated as uninteresting.

3.3.3 Measures

In this section, we start with an overview of the measures of the experiment. The
next section will describe the procedures used in the study. Table 5 summarises the
measures used in this study and provides example questions. Questionnaire items
were all seven-point Likert-type scale questions.

3.3.3.1 Manipulation checks

In order to check whether the transparency manipulation was successful, three
seven-point Likert-type scale questions were included to measure the perceived
transparency of the system in each condition with questions such as ‘I understand
why the system recommended the artworks it did’. Actual understanding was
measured in the interview by asking participants how they thought the system
worked and on what criteria it based its recommendations. Open questions included:
‘Could you please tell me your thoughts about how the system works?’ and ‘On what
criteria do you think the system bases its recommendations?’ Participants’ responses
were compared to the way the system actually worked and scored accordingly (see
results section 3.4.1 for a description of this comparison).
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Measure Measured in

Perceived trans-
parency

Questionnaire, e.g. ‘I understand what the system bases its recommen-
dations on.’

Actual under-
standing

Interview, e.g. ‘Could you please tell me how the system works? It is
fine if your explanation turns out not to be accurate. This question is
not to test you.’

Perceived com-
petence

Questionnaire, e.g. ‘I think that the artworks that the system recom-
mends correspond to my art interests.’
Interview, e.g. ‘Did the recommendations match your interests? On
what aspects?’

Actual compe-
tence

Comparison interests named in interview and in user profile (recall,
precision, F-score)

Intent to use the
system

Questionnaire, e.g. ‘The next time I am looking for a recommendation
for an artwork I would like to use this system.’
Interview, e.g. ‘Would you use the system again for the same type of
task (finding artworks for a talk)? Why?’

Acceptance sys-
tem

Interview, acceptance scenario

Acceptance rec-
ommendations

Number of recommendations chosen

Trust: depend-
ability

Questionnaire, e.g. ‘I trust the system.’, ‘I can depend on the system.’

Interview, e.g. ‘To what extent do you trust the system? Why?’

Perceived use-
fulness and ease
of use

Questionnaire, e.g. ‘I found the ‘why’ explanations for recommenda-
tions useful.’

‘Sure’,‘Why’ fea-
ture

Interview, e.g. ‘How useful do you think the ‘why’ feature was?’

Perceived need
for explanations

Questionnaire, e.g.‘I think that the system should give an explanation
why it recommended an art work to me.’
Interview, e.g. ‘Did you want the system to explain more about how it
recommends art works? If so, what would you like to know?’

Table 5: Measures used in the study and example questions
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3.3.4 Dependent variables

Acceptance: Acceptance was measured twofold: acceptance of the system and accep-
tance of the recommendations. In the experiment, participants were asked to select
six artworks they found interesting. Acceptance of the system was measured right after
the participant had finished selecting the six artworks of interest with a scenario
question: ‘The artworks in the current system are only 700 of a collection of 1400

pieces. Suppose you would have a chance to get a limited edition print of one of the
artworks of the other half of the collection for free. You do not know what artworks
are in this collection. You can choose only one. You are given two options: You
would either be able to choose one artwork by going through a catalogue manually,
with one artwork per page, and you only have 2 minutes to do so. The other option
is that the system will take what it has learned from you in this session and will
recommend three artworks from the other half of the collection. You would then
be able to choose your limited edition print from these three artworks. Would you
rather use the system and let it recommend you three artworks, or would you try
to select one manually from a catalogue? Why?’ A time limit was given for the first
option, whereas a limit to the amount of paintings shown was given for the second
option. This was done to ensure that participants would not think it was possible
to take home a catalogue and browse it at leisure. The aim of this scenario was to
create a situation of information overload, where recommenders might be a helpful
alternative in order to discover whether participants intended to use the system
again.

Acceptance of the recommendations was measured by the number of recommended
artworks in the participant’s final selection of six artworks. For instance, a participant
who had selected six artworks from the recommendations rather than from the rated
artworks was thought to have a high level of acceptance of the recommendations.
In addition, the level of interest in the artworks that were recommended was used
as a measure of acceptance of the recommendations. A participant who scored the
recommended artworks as more interesting than other artworks in the selection of
six artworks was seen to accept the recommendations more.

Acceptance was further explored by open interview questions such as ‘Did
you think the system was good at giving recommendations? Why?’, ‘Did the
recommendations match your interest? In what aspects?’ and ‘Would you use the
system again for the same type of task (finding artworks for a talk)? Why?’ Further
questionnaire items that measured concepts related to acceptance were derived
from items from the technology acceptance model. Participants’ attitudes towards
the system were measured by questions adapted from Venkatesh et al. (2003)’s
UTAUT questionnaire for technology acceptance. Three questions were included to
measure intent to use the system; also adapted from Venkatesh et al.

Trust: dependability of the system Trust in this study is focused on the perceived
dependability of the system in the specific context of generating recommendations
for the user. Jian et al. (2000) note that while a lot of authors have described
the concept of trust, practical methods to measure trust appear scarce. Jian et
al., describe how comparing results of existing scales was not feasible because of
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differences in the scope of the scales. Jiang et al. (2004) additionally note that these
scales were predominantly based on theory and not on experimental validation. Jian
et al. (2000) have subsequently developed an empirically validated trust scale. This
questionnaire scale is general in nature and needed to be adapted to the context
of the system used. Twelve questionnaire Likert-type scale items were posed on
trust in the system. Six out of the twelve questions used were adapted from (Jian
et al., 2000). The other questions were designed by the first author and focused on
measuring to what extent the participant trusted the system to be competent. Ten
questions were used in the analysis. An open interview question further explored
participants’ trust toward the system: ‘To what extent do you trust the system?
Why?’ and ‘For what type of activities do you think you would trust the system?’.

Attitudes towards the ’why’ and ’sure’ features: Participants’ attitudes toward the
‘why’ and ‘sure’ features were explored in both the questionnaire and interview
items. Participants were also asked whether they thought the system should explain
more about the way it worked with the questionnaire scale ‘I think that the system
should give an explanation for why it recommended an art work to me.’ An open
interview question explored this further: ‘Did you want the system to explain more
about how it recommends art works? If so, what would you like to know?’ Two to
six additional scaled questions were offered in each condition, which addressed
usefulness, ease of use and understandability of the specific transparency feature
offered. In the non-transparent condition two additional questions were asked on
the need for transparency information, e.g. ‘An explanation on why an artwork
has been recommended would be useful’. In the ‘sure’ and ‘why’ conditions six
questionnaire items such as ‘I found the ’% sure’ percentages for recommendations
useful’ and ‘I thought the ‘why’ explanations were clear and understandable’, were
asked. Interview questions, both open and closed, further investigated participants’
opinions of how useful an offered transparency option (if applicable) was and
whether they thought the system should explain recommendations. Nine interview
questions were included specifically to evaluate the specific transparency feature
offered in the ’sure’ and ’why’ conditions, with questions such as: ‘Did you notice
the ‘why’ feature in the system’ and ‘Did they influence how you felt about the
system? In what way?’.

Demographics: Participants’ demographics and other background variables that
could influence acceptance of the system were measured, including age, gender,
computer experience, experience with recommender systems, level of education,
interest in art and knowledge of art.

Long-term interests and attitudes: a follow-up experiment questionnaire measured
perceived competence of the system (for example ‘I like the artworks the system
recommended to me’), trust in the system (for example ‘I am confident in the
system’) and intent to use the system again (for example ‘The next time I am
looking for a recommendation for an artwork I would like to use this system
again’).

Competence Two types of competence measures were used: perceived competence
of the system and actual competence. Perceived competence was based on a global
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assessment by the user of the system’s competence. For actual competence metrics
focused on the quality of the underlying user profile.

Perceived competence of the system. Items to measure perceived usefulness and com-
petence of the system were adapted from (Venkatesh et al., 2003); eight items were
included in analysis. Perceived competence of the system and its recommendations
were additionally addressed with open interview questions such as ‘Did you think
the system was good at giving recommendations? Why?’, ‘Did the recommendations
match your interest? In what aspects?’.

The measure for actual competence used in this study investigates whether the
underlying concepts used by the system to recommend artworks match the partic-
ipant’s interests. In other words, it investigates whether the concepts the system
thinks the participant finds interesting, actually do interest the participant. Both
per-person and overall system accuracy measures are used in the literature (exten-
sive discussions of which can be found in Herlocker et al., 2004 and McNee et al.,
2003). For the purposes of this study, per-person measures were needed to be able
to correlate actual and perceived competence scores. Section 3.3.6 describes the
measures and procedure used to compare perceived and actual competence.

3.3.5 Procedure

Each participant participated in one of the three conditions and took part in indi-
vidual, task-oriented sessions that lasted 45 minutes to three hours. Each individual
session with a participant consisted of three parts:

1. Interaction with system: observation & logged profile. Participant carries
out a task using the CHIP system (described in more detail below).

2. Questionnaire evaluating participants’ perceptions of the system, acceptance
and trust.

3. Structured interview to further explore participants’ attitudes towards the
system and actual art interests.

The study was conducted by two researchers; each observed 50% of the partici-
pants for each of the three conditions. Eight weeks after their session, participants
were sent a follow-up questionnaire to evaluate participants’ longer-term attitudes
towards the system. Each of these parts of the study is explained below.

3.3.5.1 Task observation

At the beginning of each session, the experimenter introduced the study and the
CHIP system. After a brief explanation of the purpose of the CHIP system, the
researcher explained how to rate artworks (by clicking one of the three stars),
where recommendations would appear (in the lower section of the screen), how to
see the full list of recommendations (by clicking the ‘see all artworks’ link). The
researcher also explained that the system would show their liked and disliked



48 ART RECOMMENDERS: EFFECTS OF TRANSPARENCY ON TRUST AND ACCEPTANCE

artworks, showed how to get more information about an artwork (by clicking its
picture) and pointed out the ‘why’ or ‘sure’ features if applicable. Participants were
given the task to use the CHIP system to select six art works to develop a short
presentation about their personal art interests. During this task, participants were
observed by the researcher and were asked to think aloud. The sessions were audio
recorded and participant behaviour was collected by screen capture software and
log files. The researchers took notes paying attention to comments about the system
and reactions to its recommendations, the ’why’ and ’sure’ features and to usability
difficulties the participants encountered. When participants finished after selecting
six artworks, they were asked to paste their selection in a word document and
indicate for each artwork how interesting they found the artwork on a seven-point
Likert-type scale ‘I think this artwork is really interesting.’, ranging from ‘very
strongly disagree’ to ‘very strongly agree’. Observation sessions lasted from 45

minutes to 3 hours.

3.3.5.2 Questionnaire

After completing the task, participants were asked to fill out a questionnaire. The
post-task questionnaire included questions addressing participant’s demographics,
and 41 seven-point Likert-type scale questions addressing perceived usefulness and
competence of the system, attitude towards the system, intent to use the system,
trust in the system, and two (non-transparent condition) to six (‘why’ and ‘sure’
conditions) items measuring attitudes towards transparency information.

3.3.5.3 Interview

An interview concluded the session. Participants were first asked to explain for
each of the six selected artworks why this artwork was interesting to them. Then
the acceptance scenario was presented to the participants. The interview’s fifteen
questions then addressed participants’ perception of competence of the system,
participants’ trust in the system, understanding of the system and their reasoning
while rating artworks and attitudes towards transparency.

3.3.5.4 Follow-up questionnaire

After eight weeks, participants were sent an email with a link to an online question-
naire. The questionnaire first tested participants’ satisfaction with their previous
selection of six artworks. As a reminder, a picture of each of the artworks they
had selected was included, and participants were asked to indicate again for each
artwork how interesting they thought the artwork was on a seven-point Likert-type
scale. The questionnaire then showed participants the first five recommended art-
works they had received during their first session. Thirteen questions then addressed
perceived competence, trust and intent to use the system again.
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3.3.6 Procedure comparison actual and perceived competence

To investigate the competence of the system to include suitable recommendation
criteria in the user profile, the profile the system had built was compared to reported
art interests. The number of matches between the unique concepts in a user’s profile
and his or her actually mentioned interests were used to calculate per-person
measures of precision and recall. To sustain reliability of the assessment data, two
coders individually rated for each participant whether the unique concepts in the
user profile and the interests a participant had mentioned matched.

During the interview, each participant was asked for each of the six artworks he
or she had chosen why this artwork was interesting to them. Participants’ answers
were used as representations of their art interests. Example statements included
‘my dad had a collection of these’, ‘dark colours’, ‘history behind [the artwork]’,
‘Amsterdam’. For each participant, the list of interests was divided into unique
statements on concepts of artworks he or she liked.

Statements such as ‘retains my attention’, ‘cute’, ‘interesting’, ‘would hang it
on my wall’, were removed. These statements did convey that the user liked the
artwork or found it interesting, but did not provide information on why this
was the case. Duplicate concepts or concepts that appeared subclasses of other
concepts were removed. For example, a property like ‘Homes, 17th-century’ was
considered a subclass of ‘domestic interiors’ and was not included in the final score.
If, for instance, the system showed ‘Gods and deities’ as a property, all concepts
referring to deities, such as ‘Zeus’ or ‘Poseidon’ were removed as well. Matching
was then applied flexibly. A participant’s mentioning of liking ‘Nice little still lifes of
vegetables and fruit’ would be marked as a match if the system showed a property
like ‘food and drink’, or ‘still life’ and not necessarily both of them. ‘Hinduism’
was interpreted as a positive match with ‘Asian art’ if one of the artworks the
participants liked was, for example, a Hinduism-related statue. Statements that
were too ambiguous to interpret by the researchers e.g. ‘aesthetics, can’t really
explain it’, were removed as well as it was hard to identify what type of concept
would fit these statements. Statements such as ‘nicely made’, ‘lots to see’ were used
if they were interpretable in the context of the participant’s other statements to
match, for example, concepts such as ‘painting techniques’ or ‘conversation pieces’.
For some of the statements made by participants it was not completely clear whether
they wanted to explain something about the painting or about their interests. When
someone would pick the Nightwatch as a favourite and they would mention ‘a
Rembrandt’ in answering the question why they liked the painting, Rembrandt was
interpreted as one of the interests.

Interrater reliability between the two coders was calculated to assess the reliability
of the coding and rating process of the interview comments related to participants’
art interests and their user profiles. The Intraclass Correlation Coefficient (two-way
mixed, single measure, absolute agreement) for the number of unique matches
between the user profile and the interests mentioned resulted in a value of .87.
Having obtained a very acceptable (Nückles et al., 2006) interrater reliability, the
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COMPETENCE DATA AND MEASURES

User Interests Interests named in interview

Perceived competence

Questionnaire 8 Likert-type scale questionnaire items e.g. ‘I think that the
system’s criteria in choosing recommendations for me are
similar to my own criteria.’

Actual competence

Profile interests Semantic concepts included in user’s profile used by the
system to recommend artworks (logged)

Number of profile con-
cepts matching user inter-
ests

Underlying concepts used by the system to recommend art-
works match the interests mentioned by participant

Precision profile concepts matching user interests / concepts in profile

Recall profile concepts matching user interests / interests men-
tioned by participant

F-score 2 x (precision x recall) / (precision + recall)

Table 6: Overview competence measures and data sources

subsequent analyses were carried out on the data of one coder, as similar to
(Kurasaki, 2000).

Table 6 provides an overview of the actual and perceived competence measures
used in this study.

3.3.6.1 Metrics actual competence

As measures for actual competence in this study, measures were adapted from
the traditional information retrieval competence measures of precision, recall and
F-score. These measures are based on the proportion of relevant documents a system
presents the user with. Items or concepts are rated as either relevant or non-relevant.
These measures are used while taking into account the issues raised by McNee
et al. (2003) and Herlocker et al. (2004) in regards to evaluation measures and their
often impracticality for recommenders, such as participants ideally having to rate
all items and concepts as interesting or uninteresting to get accurate scores on
precision, recall and F-score measures. Consequently, these scores should not be
taken as absolutes, but will serve their purposes as comparative measures for this
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study.
Precision of the system’s user profile was computed using:

Precision = matching concepts / concepts in profile

A perfect score (1) for precision means that no irrelevant concepts have been
included in the user’s profile. Precision scores will be quite low in this study, as
it is quite possible that not all art interests of the participant that were accurately
included in the profile are reflected in the six artworks they chose as their favourites.
Recall was computed using:

Recall = matching concepts / interests named by participant

If recall has a value of 1, all of a participant’s interests have been included in
his or her profile. A value of 0 means that none of the interests mentioned by a
participant have been included in his or her profile. Possible reasons for low recall
scores include: the system’s algorithm not being up to the task, the collection of
terms (the ontology used to annotate artworks) not being up to par, or incomplete
or incorrect annotations of artworks. The value of the recall metric will be rather
low in this study as well as pure recall would require knowing whether each item or
concept in the system is relevant. Participants however have not rated all concepts.
It also assumes all relevant items and concepts are taken into account in a system’s
database, which is not the case here.
The F-score measure, a weighed combination of precision and recall, was then used
as a score for the ‘actual competence’ construct:

F-score = 2 x (precision x recall) / (precision + recall)

An F-score of 1 would be a perfect score; an F-score of 0 would be the worst
score possible. Scores for these metrics depend greatly on how many artworks
have been rated by the user and will most probably not fully reflect the ‘actual’
competence of the system. This is not a problem for the purposes of this study,
as scores will be lower for all participants. The metrics used here should not
be used taken as absolute measures of accuracy of the CHIP system, but rather
as comparative measures serving the purposes of this study. Overall correlation
between these scores and participants’ perceptions of the system are of interest, and
not an absolute match. Establishing absolute metrics was less interesting for us than
letting participants freely express their interests and comparing these interests with
profile interests.

3.3.7 Participants

During a period of three weeks, 82 participants were involved in the study. Twenty-
two participants were excluded from analysis. Participants were excluded from
quantitative analysis when the system had not provided them with any recommen-
dations during their session (this could happen when they rated a large number of
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artworks, but only rated a very limited number of artworks as interesting), if they
had not noticed the recommendations in the lower section of the screen, had not
used the ‘why’ feature in the transparent condition or if technical problems were
encountered (e.g. time-outs of the application). Sixty participants were included in
quantitative analysis: twenty-two participants were included in the non-transparent
condition, nineteen participants were included in the transparent condition and
another nineteen were included in the ‘sure’ condition. The data from excluded
participants were included in qualitative analysis to gain information on possible
usability issues and issues with the system’s recommendation strategies in order to
develop guidelines for recommenders in the art domain.

Participants were volunteers drawn from the researchers’ professional and per-
sonal networks. These participants suggested others who may also be interested
in participating in the study. Because this might have lead to an overrepresenta-
tion of people who are interested in technology or art, computer science and art
background was measured in the experiment. Participants were relatively well
educated and experienced in using computers. None were experts on recommender
systems. Both art experts and non-experts were involved in the study. Table 7 offers
an overview of participant characteristics.

The demographics age, gender, computer experience and interest in art were not
found to have a significant influence on the results of this study. However, female
participants reported significantly less experience in using computers than male
participants (U=270.500, p(2-tailed)=.006; 31 male, 29 female). Computer experience
however was not found to be correlated with other variables.

3.4 RESULTS
This results section is structured as follows: first the effects of transparency on
perceived understanding, perceived competence, acceptance and trust are discussed.
The effects of offering confidence percentages as in the confidence rating (‘sure’)
condition are discussed afterwards. Possible changes in long-term attitudes towards
the system are addressed as well. The main correlations between the variables are
discussed in the last subsection. Possible explanations and implications of the results
described in this section are discussed in the subsequent discussion (Section 3.5).
Table 8 shows the final scales used for analysis, reliability of the scales and means
scores of our main variables of interest. Cronbach’s Alpha was used to determine
scale reliability. Questions that decreased scale reliability were excluded. To test our
hypotheses, we conducted Mann-Whitney analyses as an alternative to t-tests as the
data did not meet parametric assumptions.

3.4.1 Effects of transparency on perceived and actual understanding

As expected, participants did find the transparent (‘why’) condition more transpar-
ent than the non-transparent condition (Mann-Whitney U=136.500, p(1-tailed)=.025,
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Age M=34.4 years
SD=13.63

range=18-68

Gender Male N=31

Female N=29

Level of 1.67% (N=1) primary education
completed education 13.3% (N=8) secondary education

21.7% (N=13) receiving/completed professional ter-
tiary education
63.4% (N=38) receiving/completed academic ter-
tiary education

Previous experience 31.7% (N=19) previous experience
with recommender systems

Computer experience M=5.43, SD=1.23, on a 1-7 scale

Knowledge of art M=3.55, SD=1.67, on a 1-7 scale
13.3% high level

Interest in art Art in general: M=5.10, SD=1.6, on a 1-7 scale
Art in Rijksmuseum: M=4.5, SD=1.4, on a 1-7 scale

Table 7: Participant characteristics
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MEASURE α M SD range

Perceived transparency of the system .74 4.5 1.2 2.0-6.5
2 items, e.g. I understand why the system recommended the
artworks it did.

Perceived competence .91 4.1 1.1 1.6-6.5
8 items, e.g. I think that the artworks that the system recom-
mends correspond to my art interests.

Actual competence
Comparison interests named in interview and in user profile
(recall, precision, F-score)

Intent to use the system .91 4.4 1.4 1.0-6.7
3 items, e.g. I would rather choose the 6 artworks by hand from
the collection of artworks than use the system if I would have to
perform this task again. (inverted for analysis)

Acceptance of recommendations 2.0 1.9 0-6
Number of recommendations included by participant in final
selection of 6 artworks.

Acceptance of system: scenario measuring participant’s willing-
ness to delegate task to system.
Participants choosing system selection (N=32) vs. manual selec-
tion (N=28)

Trust .90 4.2 1.1 1.8-6.2
10 items, e.g. I am confident in the system.

Table 8: Final scales and variables included in overall analysis, including Cronbach’s α for
the final scale. Questionnaire items were seven-point Likert-type scale questions,
with scale ranging from 1 (‘very strongly disagree’) to 7 (‘very strongly agree’)
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N‘non’=22, N‘why’= 19, M‘non’=4.4, SD‘non’=1.1, Mdn‘non’=5.0, M‘why’=4.9,
SD‘why’=1.4, Mdn‘why’=5.0). Participants in the confidence rating (‘sure’) condition
did not think they understood the system better than those in the non-transparent
condition (U=195.500, p(2-tailed)=.720, N‘sure’=19, M‘sure’=4.3, SD‘sure’=1.1, Mdn
‘sure’=4.0). This finding shows that offering explanations for the systems recom-
mendations indeed causes participants to feel they understand the system better,
while offering a confidence percentage does not. However, these results relate to
participants’ self-reported, perceived understanding.

Whether offering explanations also increased actual understanding of the system
was investigated by content analysis of participants’ answers to the interview ques-
tions about understanding. Because of resource constraints and its time-consuming
nature, this qualitative analysis was limited to the participants of one of the re-
searchers. Only answers of participants who participated in the non-transparent
or ‘why’ condition (N=21) were analysed. Comments made by these participants
concerning composition of the user profile, the rating process and recommendation
process were individually rated by three researchers for accuracy. Participants’ an-
swers to these questions were divided in atomic statements; duplicate statements in
a single participant’s answers were removed. A participant’s ‘understanding score’
was then calculated by dividing the total number of accurate comments by the total
of correct and incorrect comments. Three coders coded statements to verify the
coding scheme’s reliability. Inter-coder reliability was analysed by computation of
the Intraclass Correlation Coefficient, which produced a value of .81, which can be
considered to be very good (Nückles et al., 2006). Having obtained an acceptable
interrater reliability, subsequent analysis was carried out on the data of the main
coder only (again similar to Kurasaki, 2000).

Interesting is that for the participants whose understanding was analysed, there
was no significant correlation between how well participants thought they un-
derstood the system and their actual understanding (Spearman’s rho=.005, p(1-
tailed)=.491, N=21). This illustrates the necessity of measuring participants’ actual
understanding as well as participants’ perceived understanding; not all partici-
pants appear capable of assessing their own level of understanding of a system.
A significant difference was found between actual understanding of subjects in
the non-transparent condition (Mdn=7.14) and actual understanding of subjects in
the transparent (‘why’) condition (Mdn=9.50) on how the system works (U=20.000,
p(1-tailed)=.007). Participants in the transparent ‘why’ condition were found to
have a better understanding of how the system came to its recommendations; this
confirms our manipulation of transparency in the ‘why’ condition was successful.

3.4.2 Effects of transparency on perceived competence

The data did not support our hypothesis that a system with a more transparent
decision making process will be perceived as more competent. Scores on perceived
competence of the systems were compared using the Mann-Whitney test between
the non-transparent condition and the transparent (‘why’) condition. No signif-
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M Mdn SD range

Precision 0.18 0.13 .20 0-1.0

Recall 0.27 0.25 .23 0-1.0

F-score 0.16 0.13 .13 0-0.47

Table 9: Averages actual competence: precision, recall and F-scores.

icant difference was found between the conditions (U=190.000, p(1-tailed)=.310,
N‘non’=22, N‘why’=19, Mdn‘non’=4.0, Mdn‘why’=4.5). It appears that transparency
does not necessarily involve an increase in the perceived competence of a system.

3.4.3 Effects of transparency on actual competence

Actual competence of the recommendation criteria could be determined for 57 of
the sixty included participants (twenty-two in the non-transparent, eighteen in the
‘sure’ and seventeen in the transparent ‘why’ condition). Three participants for
whom log files were missing due to technical problems were excluded. Overall,
precision, recall and F-scores (table 9) were rather low. This was partly expected
due to our method to calculate these scores (see above section 3.3.6.1), as well as
due to possible competence problems of the recommender system used.

Often user profiles contained many more concepts than participants named,
ranging from 0 to 106 unique concepts, with an average of 21. Participants named
between 3 and 17 unique interests, with an average of 8.3. This was not surprising,
as participants were not asked to name all of their interests. The interests named
by participants did include interests that were not included in the system concepts,
such as use of specific types of colours, or personal collections or hobbies. Length of
the user’s profile had a significant relation with the recall score (Spearman rho=.645,
p(1-tailed)<.001, N=57). This is not surprising; the more terms in a user’s profile,
the greater the chance the user’s interests are captured. Length of the user profile
was not related to precision for participants in all conditions.

A Kruskal-Wallis test on differences between the conditions on precision, re-
call and F-scores revealed a significant difference on precision (H(2)=8.059, p(2-
tailed)=.018) and no significant differences on recall (H(2)=1.635, p(2-tailed)=.44)
and the derived F-score (H(2)=3.973, p(2-tailed)=.14). Non-parametric procedures
are used to test our hypotheses as the data did not meet parametric assumptions. A
Mann-Whitney test was used to follow up on the significant finding for precision.
It appeared that scores for precision were higher in the non-transparent condition
(Mdn=.18) than in the transparent condition (Mdn=.067; U=105.000, p(2-tailed)=.020).
Precision scores were also higher in the certainty rating ‘sure’ condition (Mdn=.17)
than in the transparent condition (Mdn=.067; U=73.5, p(2-tailed)=.007).
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Perceived competence
‘why’ non-transparent ‘sure’

Precision rho .36 .15 .36

p .094 .25 .074

Recall rho .52* .043 .27

p .016 .42 .14

F-score rho .39 -.09 -.38

p .061 -.35 .06

Table 10: Correlations of actual and perceived competence for each of the three conditions,
Spearman rho (1-tailed), * denotes significance.

3.4.4 The effect of transparency on correlations between perceived and actual
competence

Spearman rhos were calculated to investigate whether perceived competence was
related to actual competence of the recommendation criteria. A comparison of corre-
lations in the different conditions can be found in table 10. For each of the conditions
the correlations between perceived competence and the actual competence metrics
are given.

In none of the conditions a significant correlation was found between perceived
competence and precision. A significant correlation between perceived competence
and recall existed only for participants in the transparent ‘why’ condition. This
correlation will be further discussed in section 3.5.4.

Table 11 summarises the discussed results for the comparison of actual and
perceived competence.

3.4.5 Effects of transparency on acceptance

To test our hypothesis that transparency would increase system acceptance, both
acceptance of the system and acceptance of the system’s recommendations were
compared for the non-transparent and transparent (‘why’) condition. The final
selection of artworks for participants in the transparent (‘why’) condition con-
tained significantly more recommendations than in the non-transparent condition
(U=125.500, p(1-tailed)=.013, N‘non’=22, N‘why’=19, Mdn‘non’=1.0, Mdn‘why’ =
2.0). Acceptance of the recommendations was indeed higher in the transparent
condition. However, when investigating acceptance of the system using the scenario
question that measured participants’ willingness to delegate a task to system, no
significant difference was found. Participants in the transparent condition were not
more willing to delegate the task of selecting artworks to the recommender than



58 ART RECOMMENDERS: EFFECTS OF TRANSPARENCY ON TRUST AND ACCEPTANCE

EFFECTS OF TRANSPARENCY RELATED TO COMPETENCE

Actual competence

Precision Sig. difference between conditions
H(2)=8.059, p(2-tailed)=.018

Highest in non-transparent condition
Non-transparent Mdn=.18

‘Sure’ Mdn=.17

Transparent ‘Why’ Mdn=.07

Recall No significant difference
H(2)=1.635, p(2-tailed)=.44

Perceived competence

Perceived No significant difference
competence scores H(2)=2.309, p(2-tailed)=.32

Correlations between perceived and actual competence

Precision No significant correlation between
perceived competence and precision in
any of the conditions.

Recall Significant correlation between
perceived competence and recall in
transparent ‘why’ condition only.

Table 11: Overview competence results
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the participants in the non-transparent condition. In the non-transparent version
11 of 22 participants chose the system, while in the ‘why’ condition 10 of the
19 participants chose the system; not a significant difference. Participants’ intent
to use the system were compared using the Mann-Whitney test (U=194.500, p(1-
tailed)=.352, N‘non’=22, N‘why’=19, Mdn‘non’=4.5, Mdn‘why’=5.0). No significant
difference was found. Our hypothesis that a more transparent decision making
process would increase participants’ acceptance of the system can only be partially
accepted. The data suggests that it is important to differentiate between acceptance
of recommendations and acceptance of the recommender system. The data of this
study indicate that transparency does indeed influence acceptance of the system’s
recommendations, but that the transparency feature offered here does not influence
acceptance or adoption of the system itself.

3.4.6 Effects of transparency on trust in the recommender system

Contrary to our hypothesis, participants in the transparent condition did not trust
the system more. Scores on trust between participants in the non-transparent
condition and the transparent (‘why’) condition were compared using the Mann-
Whitney test (U=180.000, p(1-tailed)=.224, N‘non’=22, N‘why’=19, Mdn‘non’=4.2,
Mdn‘why’=4.7). No significant difference was found on the scores on trust in the
system between the conditions.

3.4.7 Effects of certainty ratings: the ‘sure’ condition

Offering different types of information about a system was expected to have differ-
ent effects on attitudes towards a system. The ’sure’ condition provided certainty
ratings in a numerical format. It did not provide insight in the system’s reasoning
process and the reasons behind the recommendations. Participants in the confidence
rating (‘sure’) condition did not perceive the system to be more transparent. This
was expected, as the ‘sure’ feature did not offer participants insight in the criteria
the system uses to choose recommendations. It was not expected to significantly
increase understanding of the system’s reasoning process. Scores on perceived
competence of the systems were also compared between the non-transparent condi-
tion and the ‘sure’ condition (U=170.000, p(2-tailed)=.307, N‘non’ = 22, N‘sure’=19,
Mdn‘non’=4.0, Mdn‘sure’=3.9) as were scores on intent to use (U=165.000, p(2-
tailed)=.247, N‘non’=22, N‘sure’=19, Mdn‘non’=4.5, Mdn‘sure’=4.0). No significant
differences were found. No significant differences were found either on acceptance
of the system and its recommendations between the non-transparent and ’sure’
condition. The final selection of artworks for participants in the ‘sure’ condition
did not contain more recommendations than in the non-transparent condition
(U=168.000, p(2-tailed)=.271, N‘non’=22, N‘sure’=19, Mdn‘non’=1.0, Mdn‘sure’=2.0).
In the acceptance scenario, participants in the ’sure’ condition were not more
willing to delegate the task of selecting artworks to the recommender than the
participants in the non-transparent condition. Participants also did not trust it
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more than those in the non-transparent condition did (U=187.500, p(2-tailed)=.573,
N‘non’=22, N‘sure’=19, Mdn‘non’=4.2, Mdn‘sure’=3.8). It appears that not all infor-
mation that can be offered to the user about system decisions leads to improved
transparency, acceptance and trust. Participants additionally reported to find the
certainty percentage slightly not useful on a 1-7 Likert-type scale question (M=3.7,
N=19, SD=1.5), making positive effects on trust and acceptance of the feature less
likely.

3.4.8 Long-term attitudes towards the system and its recommendations

Fifty-three of the 60 participants responded to the follow-up email sent eight
weeks after their first session and filled out an online follow-up questionnaire. The
questionnaire addressed long-term perceived competence, trust and intent to use
the system again. Participants were presented with the artworks they had chosen
as their favourites and the first five of the system’s recommendations. Participants
rated the artworks they had chosen as their favourites in the first sessions as
interesting in the follow-up questionnaire as well; their art preferences and attitudes
towards the system were more or less constant. Results on perceived competence,
trust and intent were the same in the first session and the follow-up questions.
Kruskal-Wallis tests were used to test for differences between the conditions on
these scores and whether scores had increased or decreased more in either of the
conditions. No significant differences were found. The constructs as measured
in the first session can be taken as representative of longer-term opinions of the
participants. A possible implication might be that user preferences in the e-culture
domain might be relatively stable and profiles might be valid during a longer period
after first training a system.

3.4.9 Correlations for perceived understanding

Based on our hypotheses we expected perceived understanding to correlate with
perceived competence, trust and acceptance. Spearman’s rho was used to calculate
correlations between perceived understanding and the main variables (Figure 7).
Perceived understanding did correlate with trust and system acceptance. Perceived
understanding of the system (Spearman’s rho=.52, p(2-tailed)<.001, N=60), and
perceived competence of the system (rho=.66, p(2-tailed)<.001, N=60) also were
correlated to participants’ reported intent to use the system. These findings confirm
the expected relationships between variables; they suggest that perceived under-
standing relates to system acceptance, which is the user’s choice to delegate a task
to the system. Unexpectedly however, perceived understanding did not directly
correlate with acceptance of the recommendations, nor did acceptance of recom-
mendations correlate with acceptance of the system. This last finding illustrates the
need to distinguish between acceptance of a user-adaptive system as a whole and
its recommendations, suggestions or decisions. Trust is correlated with intent to use
(rho=.81, p(1-tailed)<.001, N=60), the decision whether to use the system or cata-
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logue (rho=.45, p(1-tailed)<.001, N=60) and to the acceptance of recommendations
(rho=.36, p(1-tailed)=.002, N=60). We conclude that trust is related to the decision
whether to use the system.

Acceptance
recommendations

Perceived
understanding

Perceived
competence

Acceptance
system

Trust
(dependability).45 .36

.84

.27

.41

.23 .45
.55

Figure 7: Main significant correlations, Spearman’s rho, p(1-tailed)<.05

3.5 DISCUSSION
This section offers a discussion of the results described in the section above. We
indicate a number of limitations to the study and features of the conditions that
might have influenced results. Participants’ responses and observations from the
participant sessions are discussed to explore further our quantitative results. Impli-
cations of this study and guidelines for user-adaptive systems in a cultural heritage
context are discussed as well.

3.5.1 The effects of transparency on understanding

The manipulation of transparency was effective in our study. The results of this study
show that the transparent version of the recommender system was indeed better
understood. Participants in the transparent condition reported higher perceived
understanding and were also found to have more actual understanding of the
recommendation criteria.

During the interviews, participants with a low degree of understanding of the
system offered various incorrect explanations on how the system worked. For ex-
ample, one participant in the non-transparent condition reported that the artworks
were divided into categories, which is incorrect since there are multiple features
or properties associated with artworks. Another participant in the non-transparent
condition could not comment anything about how the system works. Finally, an-
other participant in the non-transparent condition thought that the system used
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collaborative filtering techniques to provide recommendations, when in fact the
system relies on content-based techniques. Such misunderstandings can be coun-
tered by offering users explanations on how a system selects the recommended
items. Participants with the highest degrees of understanding gave more detailed
descriptions of artwork features or properties attached to artworks, and reported
that the system provides recommendations using similarities between artworks
based on these properties. Understanding of the system influenced the behaviour of
some of our participants. Subjects in the transparent ‘why’ condition also reported
‘filtering behaviour’ in their interaction with the system; these subjects indicated
that they actively changed their rating behaviour to make the system provide differ-
ent and better recommendations. For example, some participants noted that when
they rated Asian art as interesting, the system would provide related themes in
explanations. They would however not only want Asian art recommendations and
therefore would rate some Asian art as less interesting than they would have done
otherwise. This illustrates how transparency and understanding can influence user
feedback to a system. It is important to make a system more understandable to
increase acceptance of its recommendations, but also to ensure that user feedback
increases perceived and actual performance of the system. Making a system more
transparent without offering users a direct way to correct a system’s mistakes will
be frustrating and is likely to affect attitudes towards the system negatively. Which
aspects of a system’s decision making process are better understood when users
interact with a more transparent system is likely to be dependent on the specific
type of transparency offered. In all of the conditions, including the non-transparent
condition, the systems showed pictures of the artworks that the user had rated
positively and negatively. One could argue that this communicated to the user that
the system ‘knew’ of the user’s likes and dislikes, and thus provided information
on how the recommendations were made. As such, all conditions gave some infor-
mation concerning the fact that the system used positive and negative user ratings.
The transparent condition however was still better understood and led to higher
acceptance of the recommendations. This suggests that transparency can indeed
improve user interaction with user-adaptive systems.

3.5.2 The effects of transparency on perceived competence

We expected that a system with a more transparent decision making process would
be perceived as more competent, but this was not the case in our study. A number of
reasons can be offered for this finding. Participants in the transparent condition did
not always agree with the criteria included in the explanation why an artwork had
been recommended. One participant for example, who was an art expert, disagreed
with some of the labelling of artworks. He thought the criteria and explanations
were too simplistic. This is in line with previous literature where users who are
familiar with the content are expected to be more critical of the system and perceive
it as less dependable (Fogg and Tseng, 1999). It could be that the transparent
condition made discrepancies between the user’s decision-making process and that
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of the system more obvious. Even when a participant liked a recommendation,
the criteria on the basis of which the system recommended the artwork and the
reasons why the participant had chosen the artwork could still be different. However,
scores on perceived competence were not different in the transparent condition,
indicating that this was not a deciding issue in this study. Explanations could also
help convince users of a system’s competence, if an explanation itself is acceptable
to them.

3.5.3 The effects of transparency on actual competence

Transparency was not found to increase actual competence. This was unexpected.
Ideally, transparency could help increase competence by helping users to identify
and correct system mistakes; both scores for precision and recall would then be
higher by making a system’s criteria more insightful to the user. However, this was
not the case here. Only differences on precision were significant, and instead of
being higher, precision scores in the transparent ‘why’ condition were lower than in
the non-transparent condition. It appears that transparency does not always lead
to improved competence. Other possible adverse effects of transparency have been
noted by e.g. Waern (2004) and Cheverst et al. (2005). It might be that in this case,
participants in the ‘why’ condition noticed that some of their interests were not
included in explanations for recommendations, or that the focus appeared the be
on other interests than they were most interested in. Subsequently they changed
their training behaviour as discussed in section 3.5.1.

For the purposes of this study, participants could not directly rate concepts; they
could only rate artworks. They might have tried to rate artworks that they thought
had these missing interesting concepts more positively. It might have been more
important for participants in the transparent ‘why’ condition to try and see all
artworks that would be interesting for them, than to eliminate concepts from their
profile that they thought were uninteresting. This would be in line with the worry
expressed by some participants that when they rated an artwork as uninteresting,
the system eliminated too many related artworks that might have been interesting
for other, unrelated reasons. However, no significant increase in recall was found
for the transparent condition; this is either not an explanation for our finding, or
participants were not successful in increasing recall. Direct feedback on concepts
in the user profile might be an important feature to ensure positive results when
offering transparency of underlying concepts. Participants should then be supported
to ensure their feedback is actually useful (Waern, 2004). It is important to further
explore how explanations can be combined with more direct user feedback to
increase competence, especially when more complex reasoning is used to reach
results.
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3.5.4 The effects of transparency on the match between actual and perceived
competence

The findings in this study indicate that perception of system competence can differ
from actual competence measures. To achieve user satisfaction it is important to
focus on user perceptions of the system, and how to match these perceptions with
the actual competence of the system. We expected that making a system more
transparent would increase the likelihood that users’ perceptions of a system’s
competence match the system’s actual competence. In the transparent condition,
perceived competence was related to recall (as one measure of actual competence),
while in the non-transparent and ‘sure’ condition it was not related to actual
competence at all; partially supporting our hypothesis. This match appears desirable;
we do not want users to perceive a system to be competent when it is not, we want
users’ perceptions to be representative of its actual competence. It appears that in
this case recall played the most prominent role in shaping participants’ perception of
competence of the system. While participants could provide feedback on artworks,
they could not directly correct system mistakes in the underlying concepts that the
transparency feature showed for a recommendation. This would explain the lack of
positive effects on performance, while an effect on the correlation between perceived
and actual competence was present. It has to be noted that the interpretation of
actual competence can differ between contexts. In a context of art recommenders it
perhaps is more important that users like the recommendation results and perceive
the recommender as competent than that they accurately assess the quality of their
profiles. In other contexts it might be more critical that the underlying criteria are
correct.

3.5.5 The effects of transparency on acceptance

A more transparent decision making process was expected to increase users’ ac-
ceptance of the system. This could only be partially confirmed in our study; only
recommendations were accepted more. Why are users more accepting of a system’s
recommendations if they are more transparent, but is a more transparent system
not necessarily adopted more? Explaining why a particular recommendation had
been made, might have helped acceptance of that recommendation. It might have
helped participants accept individual artworks or increased their liking for artworks
they found interesting, but did not convince them to adopt the system more. In
response to the interviews’ acceptance scenario, participants expressed a preference
for selecting artworks by hand. The decision to use or not use the system appeared
to depend more on whether an acceptable artwork could be found by browsing the
catalogue by hand within the time available. If there is no perceived information
overload, a recommender system appears unnecessary. System competence and
transparency appeared to be secondary to these considerations in overall system
acceptance. There is a possibility that explanations make it easier to critique a
system and could in some cases have negatively influenced trust and acceptance.
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However, this appears not to be the main cause of the absence of the expected
positive effect of transparency in this study; no significant differences were found
between conditions in perceived competence of the system.

It is possible that in other situations, transparency of recommendation can help
acceptance of a system as well, but whether the system will actually be used
depends on a large number of other factors, such as perceived competence of
the system and whether the user actually feels the need to use a system. Indeed,
perceived understanding of the system and perceived competence of the system
were correlated to participants’ reported intent to use the system. This is consistent
with existing technology acceptance models (Venkatesh et al., 2003).

3.5.6 The effects of transparency on user trust

Trust was positively correlated with perceived understanding of the recommender
system. Transparency aimed at increasing understanding of a system can thus
play a role in building trust. However, the hypothesis that a system with a more
transparent decision-making process will be trusted more could not be confirmed in
this study. The transparent version of the system used in this study was not trusted
more. Some of the possible reasons behind the absence of effects of transparency
on acceptance of the system (in contrast to acceptance of recommendations, where
a positive effect was found), might also play a role in this absence of effects on
trust. A number of issues specific to the cultural heritage domain of the application
could play a role in these results. Trust in the system appears to be mainly based on
the perceived competence of the system. It is possible that users could more easily
identify limitations of the system in the transparent condition. This could be related
to the relatively low scores on perceived competence of the system, (M=4.1 on a 1-7
scale, SD=1.2, range: 1.6-6.5, only slightly above neutral). Participants noted that the
system could currently not address all of their art interests. Only concepts defined by
experts could be used for the content-based recommendations. Many of the aesthetic
and affective interests that play a role in the likes or dislikes of participants in art
(e.g. their personal interests, or emotional reactions) did not appear to be addressed.
Participants were able to identify unsuitable criteria used for recommendations
in the transparent version. Possibly, the perceived limitations of the system might
have cancelled out any positive effects of transparency on trust. Another issue
specific to the context of cultural heritage and art is that recommendations involved
static visual artworks, such as paintings, or photographs of historical objects and
visual objects such as statues. Due to the nature of these recommendations, it was
possible to evaluate quality of the recommendations instantly. Participants could
immediately see the pictures of the recommended artworks and decide whether
they liked them or not. This is in contrast with, for example, movie recommenders,
where users first need to watch a recommended movie before they know whether
the system’s recommendations are any good. The risk to the user in following up
on a recommendation is low as the recommendation itself and the content of the
recommended items were largely the same.
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Additionally, risks of receiving less interesting recommendations are relatively
low in an e-culture context. Consequences of seeing less interesting artworks instead
of the ones you would really be interested in, are not very serious. Perhaps the
concept of trust plays less of a role in interaction with user-adaptive recommenders,
especially in cases where direct evaluation of the correctness of recommendations is
possible and risks associated with system mistakes are small. It can also be argued
that when the intentions of a system are clear and match the users’ goal, the concept
of trust is only partially applicable as rather only competence-related aspects of
trust are of interest. In the cultural heritage domain, trust might for example be
more relevant in contexts where the correctness of information provided about the
artworks might be unclear. Trust in perceived competence appeared to be of main
importance in this study.

Self-reporting of trust appeared somewhat problematic in this study’s interviews.
Interesting is that participants did report trusting the system, but that this was
not actually translated into willingness to let the system choose artworks for them.
They still would rather choose themselves. It could be argued that focus should be
on the willingness to delegate to a system, instead of trying to measure trust in
such situations. While trust appears to be a popular research concept in human-
computer interaction, currently available methods to measure trust appear to lack
standardisation. Widely accepted, standard scales that are applicable to interaction
with user-adaptive systems are not available (yet). While the scale we used can
for example be adapted and re-used in other studies, further research is necessary
addressing this issue.

3.5.7 The effects of certainty ratings on interaction

The results show that offering explanations had a significant effect on user under-
standing and acceptance of the recommendations. The certainty ratings however, did
not have such an effect. The interviews offered some insight into why the confidence
rating (‘sure’) condition did not impact trust and acceptance. Seven participants
commented on the discrepancy of their interest in artworks and the percentages
given by the system. One participant reported liking an artwork labelled as 8% sure,
while disliking one the system was 27% sure about. Another said he understood
why a particular artwork had been labelled as 82% sure and that the percentage fit
the ratings he had given, but that he did not really like the artwork itself. Generally,
percentages were under 50% during most of the participants’ session as the system
was building training data to become ’more sure’ of its recommendations. One
participant remarked that this made it appear as if the system was not sure at all
of what the participant liked. On the other hand, another participant appreciated
knowing that the system was not sure of its recommendations and that recommen-
dations were not ‘pushed’ by the system. The knowledge that the system was unsure
about its recommendations made some participants less inclined to trust the system.
The certainty ratings were not always understood. Typically, in rule-based systems,
each argument contributing to a conclusion is given a certainty factor. Together



3.5 DISCUSSION 67

these factors build up to the overall certainty of a conclusion. One single certainty
percentage, without really understanding in what way the system calculates the
rating may leave the user to wonder what the rating really represents. Percentages
appear difficult to interpret; any indicators of system performance or (un)certainty
should be provided in a form that is meaningful (e.g. very sure, or unsure, instead
of 70% or 10%). More general and widely adopted retrieval systems such as Google
also sort results using numeric relevance measures, without showing the numbers
themselves. Lee and See (2004) also note that abstract data, such as content-free
percentages, lead to different risk assessments than when specific instances and
salient images are used. More concrete data might be just as, or more, powerful in
risk assessment and their effect on trust. (McNee et al., 2003) have shown that simple
certainty ratings can indeed invoke more appropriate usage decisions. Unforeseen
effects of certainty ratings on feedback behaviour have to be considered as well.
Four participants explicitly reported that the percentages influenced their behaviour.
They said that the percentages invited them to rate more artworks or change ratings
to make the system surer about recommendations they liked. One decided to always
rate all the recommendations he disliked so that the system would be more than
50% sure, perceiving 50% as a cut-off rate for interest. Another aimed to get the
certainty percentages for liked artworks higher. One other participant stated that
the sure percentages sometimes decreased after giving more ratings. The participant
found that this reduced motivation for training the system further. These findings
indicate that there is not a one-size-fits-all solution in making user-adaptive systems
more transparent. Future research is needed to fully understand what combination
of transparency features will optimise interaction with user-adaptive systems.

3.5.8 Implications for designing user-adaptive systems in the cultural heritage
domain

During observation of the 82 participants while they interacted with the art recom-
mender, interesting observations were made that can inform the development of
other user-adaptive systems that try to personalise cultural heritage explorations.

3.5.8.1 System criteria need to match user and contextual criteria

During the interview, participants were asked the reasons why they liked the six
artworks they had chosen as their favourites. Often, participants would not mention
artists, themes or other content-related features the system used to recommend
artworks. Instead, they would refer to more personal or emotional criteria for liking
an artwork. They would quote the depiction of dynamic movement in a picture or
its colours as reasons for liking it. Participants mentioned personal experiences as
well, providing for example information about family history or family anecdotes
that were related to a particular artwork. One of our participants explained she did
not particularly like a specific artwork, but did find it very interesting. Another
commented she did not find an artwork interesting at first, but that reading its
description had sparked her interest. This illustrates the complexity of user feedback
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indicating which artworks are interesting to them. The features that are important
in the cultural heritage domain, specifically in the context of art, can be difficult
for adaptive technology to deduce. Generating a personalised tour in a museum
might require different information than generating an educational presentation, as
might finding a single artwork the user would like. It could be useful to include
user defined themes (e.g. tags) and collaborative- based recommendation to address
shared interests or criteria not described by expert annotators to include e.g. more
personal or emotional criteria for liking an artwork.

3.5.8.2 Offering recommendations at the right time during the interaction process

In this study, a number of participants had to be excluded from quantitative analysis
because the system did not provide them with any recommendations. In a few cases,
this was not because they did not like any of the art in the system’s collection, but
because the system did not accommodate the users’ rating style. These participants
could be classified as ’tough critics’; they generally rated artworks with a neutral
rating and did not rate many artworks positively. Consequently, the system did
not have enough properties to offer recommendations. In this study, some of these
participants expressed offence at more or less ‘being told’ by the system that they
had no interest in art at all. This illustrates the need to carefully consider when to
introduce recommendations in the interaction process.

3.5.8.3 Adapt gradually, clearly and offer restore options

In this study, a negative rating sometimes caused the system to immediately elimi-
nate all artworks from its recommendations that had been annotated with the same
themes. Some participants were frustrated by these changes in the set of recom-
mended artworks and became weary of correcting the system, fearing that they
would eliminate interesting artworks as well without having a way to retrieve them
again. Gradual adaptation and ways to restore eliminated options are necessary.

3.5.8.4 Consider interface effects on users’ mental model of the system

Some participants in this study suspected more adaptation than was actually
implemented. The system used in this study did not adjust the ’training set’ of the
artworks the user could rate (seen in the upper left corner of the screen, Figure
3). However, some participants commented on how well the system adjusted the
training set to their preferences, even though the order of artworks was fixed for
all participants. Some of these participants did not even notice the systems’ actual
recommendations. This observation suggests that the promise of adaptation can
easily lead to an incorrect mental model of the system; interface design needs to
take this into account and clearly identify the adaptive elements of the interface.
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3.5.8.5 Understandable and meaningful explanations

As Herlocker et al. (2000) found, explanations that are too complex might actually
negatively affect acceptance of a system. In this study some participants were
confused by themes in explanations they could not relate to the recommended
artwork. For example, some participants encountered the theme ’militia paintings’.
Not all participants understood what a ’militia painting’ was and why it would be
interesting to them. Such expert annotations of cultural heritage information are
often difficult to understand for the laymen users. One of the expert users however,
found the same term too simplistic. These anecdotes argue for not only profiling
users to offer recommendations but also to offer user-adapted explanations that are
meaningful to the specific user. Explanations have to be tailored to the goal of a
system as well. When generating a personalised tour, they may for example need to
focus on relationships between artworks instead of the properties of a single artwork.
Additionally, explanations might be used to seize the opportunity to educate the
user about the styles and techniques he or she appears to find interesting.

3.5.8.6 Consider potential misconceptions

Transparency features such as explanations cannot be developed in a vacuum
from the rest of an interface. In the ’why’ condition users’ mental models of the
recommendation process were not only influenced by the explanations. The system
used in this experiment provided both an explanation and a regular description
of the artwork. A limited number of participants thought the system used the
descriptions available for each artwork to recommend artworks. Explanations thus
might need to counter misconceptions users have formed while interacting with the
rest of the system’s interface. Unexpected effects of the explanation itself need to be
considered as well. For example in our study, a limited number of participants in
the ’why’ condition indicated when seeing an explanation for the first time, that
the system based its recommendations on too few criteria. It appeared that when
they saw that an explanation for recommendation only listed one or two properties
it ‘had in common with other artworks they liked’, they thought the artwork itself
had only been annotated with one or two properties in total, while in reality the
artworks had been annotated with many more criteria.

3.5.8.7 User freedom and control

As Jameson (2003) points out, users have a need for control that is in conflict with
automatic user-adaptivity. If a system’s criteria are transparent, ways should be
provided to correct them if they appear unsuitable to the user. Knowing that a
system’s criteria are wrong, but not having any way to correct them could frustrate
users and negatively affect potential positive effects of transparency of system
acceptance and trust. More control over the system’s profile might also be useful to
accommodate users that already have some idea of the type of recommendations
they are looking for. While users in the cultural heritage domain might be interested
in learning about new artworks, our participants appeared to have an idea of the art
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they find interesting if they are looking for an entertaining personalised experience.
These users should not only be provided with a training set, but also be provided
with (understandable) options of explicitly including or excluding categories of
art in the system’s collection. Issues such as posed by Waern (2004) who discusses
how users cannot always improve on their own user profile, should be taken into
account.

3.5.9 Limitations of this study

There are a number of limitations to the results of this study regarding the effects of
transparency on trust and acceptance. First of all, only two features that provided
participants with some insight in how the system worked have been implemented
and evaluated in this study. Although careful deliberation preceded the choice for
these specific features, the implementations did not turn out to be optimal. The
study discovered several issues surrounding the implementations and the features’
design were encountered during participants’ interaction with them. Sections 3.5.7
and 3.5.8 discuss such limitations and provide a number of examples. Using other
types of implementations of transparency features, with more direct control to
correct system mistakes could have yielded different results. In addition, there are
limitations to generalisation of this study’s findings to other domains. The visual
nature of the recommendations facilitated direct evaluation of the recommendation
results. This is not the case for every domain, e.g. in case of movie recommendations,
direct evaluation of the movie is not possible; you have to see the movie first.
Participants additionally did not have to deal with real, high-impact consequences
when the system would have made a mistake. Such risks are relatively low in the
art domain. In more risky situations where recommendations of filtering results
cannot be immediately evaluated, trust and transparency might play a greater
role. Additionally, during this experiment, participants interacted with the system
in one session. The effect of transparency might be different when a system is
used repeatedly during a longer period of time. Users might for example be more
interested in transparency features during their first encounters with a system
and later only be interested in explanations when a system presents them with
unexpected results. Follow-up research is needed to see whether this is the case.

3.6 CONCLUSION
This study has established the importance of transparency in interaction with
user-adaptive systems. In our experiment, transparency increased the acceptance
of recommendations. Even though in the current study users’ acceptance of and
trust in a content-based recommender system as a whole were not influenced by
transparency, transparency can be considered an important aspect of interaction with
user-adaptive systems. Findings show that the transparent version was perceived
as more understandable and perceived understanding correlated with perceived
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competence, trust and acceptance of the system. The findings in this study also
indicate that perception of system competence can differ from actual competence
measures. We found that transparency does not necessarily increase competence, but
that making a system more transparent can increase chances that user perceptions
of competence and actual competence of a system are related.

Future research is necessary to evaluate the effects of transparency on trust in and
acceptance of user-adaptive systems. A distinction has to be made in future studies
between acceptance of the system in users’ context and acceptance of its results.
It is important that this work is replicated with different types of transparency
and in various domains in order to come to a full understanding of the effects of
transparency on user interaction and system acceptance. There is also a need to
replicate the work in this chapter in high-risk contexts in which the need for trust
in a user-adaptive system may be more imperative. Trust in user-adaptive systems
with (semi-) autonomous functionality is scarcely evaluated. Even while for example
an existing trust scale was adapted for use in this study, further research is needed
in order to increase knowledge about trust and to develop reliable measurements
that build on existing scales of trust. Despite the limitations as identified in the
discussion section above, the study has shown that transparency impacts accep-
tance of system results and that transparency features impact user behaviour in
both expected and unexpected ways. This experiment provided empirical evidence
on the influence of system transparency on acceptance of recommendations in
a cultural heritage context. Our manipulation was successful and transparency
increased user understanding and acceptance of the system’s recommendations.
The findings of this study argue for careful consideration of transparency features
and explanations in user-adaptive systems. Beyond the positive effect of trans-
parency on user interaction, this study offers evidence that different transparency
features have different effects on user experience that need to be considered in
the design of transparency features. Specific guidelines have been offered in this
study for developing user-adaptive systems for cultural heritage contexts where
specific application goals might require specific designs of personalisation strate-
gies and explanations. Through this work, we also aimed to highlight some of the
methodological challenges inherent in evaluating complex dimensions such as trust
and contribute to the development of reliable scales for measuring acceptance of
user-adaptive systems.
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4 I N -V E H I C L E A G E N T S :
EFFECTS OF AUTONOMY AND CONTEXT

ABOUT THIS CHAPTER This chapter is an extension of the work previously pre-
sented in:

H. Cramer, V. Evers, N. Kemper and B. Wielinga. Effects of autonomy,
traffic conditions and driver personality traits on attitudes and trust
towards in-vehicle agents. In Proceedings of the Workshop on Human Aspects
in Ambient Intelligence at WI-IAT’08, 477–482, Sydney, Australia, 2008.

ABSTRACT Balancing user control and system autonomy is as an important aspect
of interaction with semi-autonomous and adaptive systems. This chapter explores
the interplay of autonomy of a system, individual user traits and usage context
on user attitudes toward assistive agents and their decisions in the context of in-
vehicle agents. In-vehicle agents can potentially avert dangerous driving situations
by adapting to the driver, context and traffic conditions. Different levels of user
control and system autonomy are possible; agents can fully take over control, they
could instruct users what to do or could provide information. The way agents offer
assistance and associated perceptions of system autonomy, the driving context and
users’ personality traits are all expected to affect acceptance and trust. This chapter
reports a survey-based experiment (N=100) that further investigates how these fac-
tors affect attitudes toward systems. The 2x2, between-subject, video-based design
varied driving context (high, low density traffic) and level of autonomy(providing
information, providing instructions). The study’s results show that level of auton-
omy and traffic context interact in their effects on attitudes towards the agent, with
attitudes being most positive towards the instructive agent in a light traffic context.
Participants with a more internal locus of control reported a higher intent to comply
to agent instructions. Dislike of driving and driving-related aggression increased
perceived urgency of the situation presented in the video scenario.

4.1 INTRODUCTION
The previous two studies showed that in addition to user awareness and under-
standing, user control and perceptions of risk are important aspects of interaction
with adaptive and autonomous systems. These previous chapters investigated in-
teraction with adaptive and semi-autonomous systems in contexts that involved
some risk, but were not time-critical. This chapter will further explore attitudes
towards different levels of system autonomy in a high risk and time-critical con-
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text, combined with the effect of individidual traits. Whereas the previous studies
involved adaptive and adaptive systems with relatively common on-screen forms,
autonomous systems can however also take on a more human-like character. This
can range from fully physically embodied humanoid robots, to systems that carry
on human-like conversations via for example voice interaction. Interacting in a
human-like manner, or presenting agents in a more humanoid form, is claimed to
make interaction easier by invoking rules from human social interaction. As such,
the interaction could appear more familiar and intuitive (Breazeal and Scassellati,
2001; Brooks and Frank, 2002). People would also feel more similar to a system
(Parise et al., 1996) which could increase perceived common ground (Hinds et al.,
2004).

Systems that display autonomous behaviour will not simply be treated as tools;
instead, users will interact with such systems following patterns from social interac-
tion with other humans (Reeves and Nass, 1996). Especially when systems behave
in a more autonomous fashion it is likely ’media equation’ effects will occur. The
media equation, or ’computers as/are social actors’ (CASA) theory implies that
users will react to interactive systems following social processes resembling human
to human interaction (Reeves and Nass, 1996; Eckles et al., 2009). The theory stipu-
lates that users mostly ’mindlessly’ respond in social ways to technology, prompting
social norms and behaviours (Nass and Moon, 2000). Full embodiment as a ‘social
character’ and a humanoid form is not considered necessary to invoke such effects;
they may occur with any type system or medium. When systems do interact using
human-like modalities, such as voice, the invocation of principles from human social
interaction may however be amplified (Nass et al., 2005). Increased perceptions of
human-likeness tend to increase perceptions of a system as an intentional agent,
responsible for its own actions, as well.

The considerations above imply the importance of assessing the perceptions of
human- or machine-likeness of a system and considering the effects of increased
perceptions of agency. Especially when investigating interaction with an agent that
interacts in a more human-like manner and is attributed more agency, trust would
not only encompass perceptions of dependability, i.e. trusting the system to reliably
and competently perform its task. It would also involve perceptions of the overall
‘character’ of a system as a trustworthy agent with goals and intentions that match
those of the user. This chapter investigates interaction with a (simulated) assistive
agent that interacts via voice, but is not embodied. The next chapters 5, 6 and 7 will
explicitly focus on social behaviours shown by autonomous agents.

This chapter focuses on system autonomy and reports on the importance of the
interplay of autonomy of a system, user personality traits and usage context on trust
and attitudes toward such assistive agents and their decisions. In-vehicle agents are
an interesting application area to explore these issues as they adapt to the user’s
circumstances in relatively varied and sometimes high-risk contexts. Driving is
a familiar activity for many people, which however can also be highly stressful
and drivers regularly encounter risky situations. In-vehicle agents promise to help
drivers safely and comfortably reach their destination. The potential positive impact
of these systems can however only be realised if users trust and accept them. Apart
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from making sure that the driver’s attention is focused on the road instead of on
the agent (for instance by using voice interaction instead of on-screen messages), in-
vehicle agent design also needs to overcome challenges inherent to their adaptivity
and autonomy, such as balancing driver control and system autonomy. Agents need
to be empathic to the user’s experience as autonomous system decisions might lead
to a sense of loss of control and increased driver stress. Individual driver personality
traits and behavioural tendencies may affect attitudes toward support systems, just
as situational aspects such as the level of risk and stress (and cognitive-affective
perceptions thereof) might have to be taken into account.

The study reported in this chapter investigates the effects of system autonomy
(informative vs. instructive) and traffic context (heavy vs. light traffic) on attitudes
and trust towards in-vehicle agents. Additionally, the effects of personality factors
related to locus of control and driving behaviour traits on attitudes towards in-
vehicle systems are investigated.

4.2 BACKGROUND AND HYPOTHESES
4.2.1 Interaction with in-vehicle agents

Fully autonomous cars have been under development for years (as illustrated by
for example the DARPA Grand Challenge). Most current automotive technologies
however don’t take full control over the car; instead they monitor the state of the
vehicle and the vehicle’s surroundings or assist the human driver. Present assistive
systems in cars mainly focus on navigation systems, adaptive cruise control and
parking assistance. Development of experimental systems that assist drivers in
difficult or stressful driving situations, and offer information is thriving. Not only
basic functioning of the cars can be controlled; systems also seek to actively interact
with the driver and the environment outside the car (Boehm-Davis et al., 2003;
Rajaonah et al., 2006a). Proposed applications include tourist information (Gena
and Torre, 2004), adaptive route guidance (Vries et al., 2005), and adapting in-car
interfaces to the driver’s workload and focusing driver attention (Hoedemaeker
and Neerincx, 2007). Other work on interaction with in-vehicle systems and driver
attention includes studies on the effects of using speech-based email (Lee et al.,
2001), effects of accuracy of in-vehicle information systems (Jonnson et al., 2008),
effects of perceived proximity of vehicle information services (Takayama and Nass,
2008) and work towards reacting to driver emotions (Nass et al., 2005).

Perceived risks of relying on a system and expectations of a system’s performance
are important factors in trust in general (Jøsang and Lo Presti, 2004). To achieve
trust in in-vehicle agents, first of all the competence of a system and the accuracy of
the offered information is important. Jonnson et al. (2008) for instance found that
decreasing the accuracy of an in-vehicle system decreased both driving performance
and trust and liking of the car and system. Trust however is not dependent on
reliability-related features of a system alone; other aspects also can play influential
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roles. In the context of adaptive cruise control, Rajaonah et al. (2006a) found that
trust in the cooperation with the device determines the quality of interaction
between the driver and system. Takayama and Nass (2008) found evidence that
representing an in-vehicle information service as being in the car (instead of as
a remote, wireless service) increased engagement with the service and decreased
discontent. Interacting with the in-car agent also led participants to show safer
driving behaviour, although it also led to increased driving speeds. Adapting to the
drivers’ emotions can also have positive effects. In experiments with either mood-
congruent or mood-incongruent in-vehicle systems Nass et al. (2005) showed the
potential usefulness and importance of adapting to drivers’ emotional state. They
found that when driver emotions were matched by the in-car agent’s emotion (happy
drivers being presented with an energetic voice; upset drivers with a subdued voice),
drivers had fewer accidents, attended more to the road (actual and perceived), and
spoke more to the car. The interaction between user and system thus has to convey
that a system can be trusted to do well in cooperation with the user. User control and
shared initiative, adapted to the individual user, could be key in this interaction. The
literature above indicates that further adaptation of agent behaviour, information
provision and agents’ interaction style (for instance by matching user emotions
or personality) can influence driver performance and safety, as well as drivers’
subjective evaluations of such agents.

4.2.2 User control and system autonomy

Balancing user control and system autonomy is a vital issue in achieving trust. Au-
tonomous system behaviour can lead to a sense of loss of user control. (Perceived)
control over adaptivity has been shown to affect user attitudes towards adaptive
systems (Jameson and Schwarzkopf, 2002). Control has a complex relationship with
user trust (Castelfranchi and Falcone, 2000). When users fully trust a system and
believe the outcome of relying on that system will be desirable, they can delegate
tasks to the system and ‘hand over control’. As such, control can be considered
an antagonist of trust. However, control is also necessary to help build a trust
relationship. Users at least need to be able to check whether delegation will lead to
desirable outcomes, and they also need to perceive they are able to prevent mistakes
and avoid potential damages. Control can also be crucial in maintaining combined
human-system performance. Desmond et al. (1998) performed a study in a driving
simulator and found that it is hard for drivers to recover performance when an
automatic driving system makes a mistake. Participants who were using a more
autonomous system performed worse than those who were in full control of driving.
Perceived control over a situation or outcome additionally has been shown to be
related to the level of stress experienced (Lu et al., 1999). This is not surprising
as stress involves perceptions that situational demands exceed a person’s abilities
and/or resources. Therefore, an instructive system that appears to make decisions
for the driver or instructs the driver to do something can diminish the sense of
control, possibly decreasing trust and positive attitudes towards such a system.
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Instead of taking over the driving task from the driver, a system could for example
offer information about stressful conditions ahead. Providing prepatory informa-
tion can decrease stress reactions and increase perceived control, self-efficacy and
performance (Inzana et al., 1996). Perceived risk might differ between circumstances,
as drivers might expect the system’s performance (and their own) to vary across
situations as well. Such situational aspects can result in opposite effects on the will-
ingness to hand over control to a system. For example, in stressful or time-critical
situations where the driver cannot give much attention to system information,
getting instructions from a system might be preferable to receiving information
the driver has to process him or herself. However, when environments and specific
circumstances are less safe and risks are greater, users are less inclined to delegate
to a system (Castelfranchi and Falcone, 2000). There may be a trade-off between
the required effort to process information and the risk of delegating decisions to a
system. This was also apparent in Cramer et al. (2009) from the effects of perceived
risks of losing email and delegation to a spam filter (as discussed in Chapter 2). Such
potential increase in the perceived risks of relying on a system makes it likely users
will be reluctant to accept a higher level of system autonomy. Stressful, heavy traffic
situations might make the driver feel less secure about depending on a system.
Traffic conditions and level of autonomy (informational, instructive) are expected
to interact in their effects on attitudes, and we expect the willingness to delegate
driving tasks to be higher in less urgent traffic conditions.

H1: In heavy traffic situations, attitudes will be more positive towards
in-vehicle agents that provide information than towards agents that
instruct the driver what to do. In light traffic conditions, attitudes will
be more positive toward instructive agents.

4.2.3 Personality traits and social context

User personality affects how people interact with semi-autonomous and adaptive
systems. Goren-Bar et al. (2006) have shown that personality traits, especially those
related to control, affect attitudes towards autonomous system behaviour. De Boni
et al. (2008) found that more dominant people were overall more positive when
evaluating a system. In the context of in-vehicle systems, individual differences
may also affect how systems are perceived by their users; drivers’ personalities
for example also influence how drivers anthropomorphise their vehicle (Benfield
et al., 2007). Different types of drivers could also benefit from different types of
interventions (Matthews et al., 1996). For anxious drivers, interventions should not
threaten their perceived own competence. For aggressive drivers, systems should
not induce additional frustration. While intervening when dangerous situations
arise could potentially increase road safety, it is important that in-vehicle systems
maintain the driver’s sense of self-confidence and control over a situation. Users
compare their own abilities with those of systems aiming to assist them, to decide
whether or not to rely on a system (Dzindolet et al., 2003). Drivers who feel less sure
about their own abilities might as such tend to rely on a system more. However,
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increased stress is also related to diminished feelings of control; coupled with the
increased perceived risks in stressful situations we expect users who are more prone
to driving-related stress to be less willing to rely on a system as well.

H2: Drivers who are more prone to driving-related stress or who have a
more external locus of control will be less willing to depend on in-vehicle
agents.

4.3 STUDY
The study was an online survey addressing participants’ attitudes towards an in-
vehicle agent shown in a short movie clip. While ideally participants would interact
with a (simulated) in-vehicle agent, video-based and scenario studies have been
found suitable for exploring user attitudes towards systems and interaction features
(Woods et al., 2006; Goren-Bar et al., 2006). The 2x2 between-subject experiment
design varied agent autonomy (agent providing information vs. agent instructing
the driver) and complexity of the situation (heavy traffic, or light traffic), resulting
in four between-subject conditions:

• Heavy traffic, instructive system

• Heavy traffic, informational system

• Low traffic, instructive system

• Low traffic, informational system

Participants were randomly assigned to one of the four conditions. Participants’
personality characteristics related to locus of control and tendency to experience
stress during driving were assessed as well.

4.3.1 Video

Participants watched a fifteen-second movie in which a driver is assisted by an
in-vehicle agent. After watching the movie they answered survey items addressing
their perceptions of and attitudes toward the agent. We were interested in agents
that offer guidance on driving, but do not take over driving. In the video we showed
a situation in which the driver had to merge with traffic while entering a highway,
during which an agent helped the driver match speed with highway traffic and
helped assessing when it was safe to merge. While it might be unlikely (e.g. for
liability reasons), that a system would be developed for this particular scenario,
adaptive cruise control and automatic parking systems already to a certain extent
make decisions for the users on when to slow down and how much space is left.
It is likely such assistance will be offered in more high-risk situations as well. We
chose merging with other traffic as an example of a common, relatively stressful



4.3 STUDY 79

situation in which assistance could be offered. The movies were kept very short on
purpose to assess participants’ first reactions.

Videos were shot on a Dutch highway with a medium-sized car. The driver was a
25-year-old male. The agent was represented by a synthetic male voice providing
either information (informational condition) or instructions to the driver (instructive
condition) in American-English. Driver and agent gender were matched to counter
gender-interaction issues.

The videos (Figure 8) consisted of four shots:

• Shot of highway & entrance from above.

• Shot of driver from the side. The driver was focused on the road. Facial
expressions were kept neutral (not stressed or overly relaxed).

• Shot through the windshield of the car showing both the lane the car was in
and the lane to the left the driver had to merge into.

• Again a shot of the driver from the side.

The video stopped just before a decision would have to be made whether or not to
follow the agent’s advice. The videos did not include any information suggesting
whether following up on the system’s advice would have a positive or negative
outcome.

Figure 8: Selected screenshots. Left: shot 1, light traffic condition. Middle: shots 2 and 4:
driver. Right: merging lanes.

4.3.2 Manipulations

4.3.2.1 Traffic context

To manipulate the traffic context, shot 1 differed, showing either a dense or light
traffic shot, while the agent voice said ‘Highway entrance is [busy, not busy], I’ll
help.’ depending on the condition.

To check whether the manipulation was successful, the item ‘The amount of traffic
in the video can best be described as [very light traffic - very heavy traffic]’ was
used to check perceptions of the traffic conditions in the videos. Scores were indeed
significantly higher in the heavy traffic condition than in the light traffic condition
(U=902.500 p(1-tailed)=.0075, M(H)=5.13, Mdn(H)=5.0, M(L)=4.57, Mdn(L)=5.0).



80 IN-VEHICLE AGENTS: EFFECTS OF AUTONOMY AND CONTEXT

4.3.2.2 Agent autonomy: informational vs. instructive

To manipulate agent autonomy, the agent either provided instructions (e.g. ‘Go’,
‘increase speed’) or information (e.g. ‘Six seconds between traffic’, ‘traffic speed 90’).
Only the amount of traffic shown in the first shot and the vocal information/in-
structions from the agent differed between conditions; visually shots 2-4 were the
same.

As a manipulation check, the item ‘The car agent makes important decisions
for the driver’ was used to verify whether the instructive agent was seen as more
autonomous than the informational agent. Scores for participants in the instructive
condition on this item indeed were significantly higher than those in the informa-
tional condition (U=720.500, p(1-tailed)<.001, Mdn(Instr)=4.0, Mdn(Info)=3.0). The
manipulation was successful.

For the heavy traffic, instructive version, the agent’s lines were for example: ‘The
highway entrance is busy, I’ll help. Wait until I say it’s clear. Wait... Wait... Increase
speed... Go’. For the light traffic, informational agent, they were: ‘Highway entrance
is not busy, I’ll help. I’ll provide traffic data. Six seconds between traffic... Traffic
speed 90. Six seconds.’

4.3.3 Survey and measures

The survey took about 20 minutes to complete. Demographics, personality and
driving traits were addressed first. Participants were then shown the video for their
randomly assigned condition, after which perceptions of, and attitudes toward the
agent in the video were measured. Table 12 lists the final seven-point Likert-type
scales used in analysis. Appendix C lists all items.

4.3.3.1 Personality traits: locus of control

Participants’ locus of control, or the extent to which they believe they have control
over the events that affect them or whether they are caused by external factors, was
classified as either internal or external using seven-point Likert-type items adapted
from Duttweiler (1984). The final scale after reliability analysis consisted of three
items such as ‘I like jobs where I can make decisions and be responsible for my own
work’.

4.3.3.2 Personality traits: driving-related stress

We were interested in whether individual differences in how prone users are to
stress in a specific context of use, in this case driving, would affect perceptions
and attitudes toward agent in that context. Items from the ‘Driver Stress Inventory’
(Matthews et al., 1996) were used to assess vulnerability to commonplace stress
reactions during driving. Two important factors included in the inventory that
influence the amount of stress experienced are driving-related anxiety (conform
Matthews’ terminology called ’dislike of driving’) and aggression. Two items were



4.3 STUDY 81

included per scale, but due to insufficient reliability of the full scale, only one
representative item per construct was included in final analysis.

4.3.3.3 Perceived usefulness

Perceived usefulness of the agent was assessed using three items adapted from
Venkatesh et al. (2003)’s UTAUT questionnaire.

4.3.3.4 Attitude toward the system

Three items from Venkatesh et al. (2003)’s UTAUT were also used and adapted to
measure attitude towards the agent, using items such as ‘Using the car agent is a
good idea’.

4.3.3.5 Intent to use

Four items from Venkatesh et al. (2003)’s UTAUT were adapted for intent to use,
with items such as ‘I would like to have the car agent’ and ‘I would recommend the
car agent to someone else’.

4.3.3.6 Compliance

To assess whether the traffic condition would affect compliance to the instructive
agent, compliance, or intent to follow-up on the agent’s instructions, was assessed
for participants in the instructive condition. Two items were used: ‘I would follow
the car agent’s directions’ and ‘The person should follow the directions of the car
agent’.

4.3.3.7 Trust

In this study, we distinguish between perceived dependability of the system in
performing the task at hand and trust of the system overall (source credibility). In
line with the results in Chapter 3 that indicate that acceptance of a system might
differ from acceptance of its results, we also distinguish between trust in the system
and in its results.

Dependability of the system: three items such as ‘I can depend on the car agent.’
(similar to those used in the previous two chapters) were used to assess perceptions
of dependability of the system.

Source credibility: 14 bipolar semantic differential pairs such as careful - not careful,
reliable - unreliable were taken from the source credibility scale (Rubin et al., 2004)
as also used in Jonnson et al. (2008).

Trust in the information provided: Trust in the information provided was measured
with two items, including ‘I trust the information the car agent provides’.
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4.3.3.8 Human- and machine-likeness

While machine- and human-likeness are often viewed as ends of the same scale,
we here distinguish between human-likeness and machine-likeness. An agent for
example could be simultaneously viewed as human- and machine-like when it
interacts using human-like features (such as speech) while the dialogue with the
agent it perceived as mechanical (see also Chapter 5). Human-likeness was measured
using two items adapted from Evers et al. (2008) such as ‘The car agent acts like a
person’. Machine-likeness was measured using two items, also adapted from Evers
et al. (2008), such as ‘The car agent has machine-like attributes’.

4.3.3.9 Perceived urgency scenario

The item ‘The situation in the video was highly time-critical’ was used to assess
whether the participants perceived the situation in the video as urgent.

4.3.4 Participants

A 100 participants were included in the study. The majority were Dutch (70.7%),
with a mean age of 33 (ranging from 18-75, SD=11). Twenty-six participants were
female. All participants had a driver’s license and have had their license for an
average of 15 years (ranging from one year to over 50 years, SD=12). No differences
were found between the conditions on age, education level, locus of control and
driving behaviour traits.

4.4 RESULTS
4.4.1 Effects traffic and level of autonomy

4.4.1.1 Interaction effects

Two-way ANOVAs with agent autonomy and amount of traffic as factors were used
to check for interaction effects between level of autonomy and traffic conditions
(with Adjusted Rank Transform (RT) for non-normal distributed constructs, as de-
scribed in Sawilowsky, 1990). Interaction effects (Figure 9) were found for perceived
usefulness (F(1,95)=4.023, p=.048), attitude towards the agent (F(1,95)=6.520, p=.012),
perceived dependability (F(1,95)=6.629, p=.012), trust in the provided information
(F(1,92)=4.824, p=.031) and intent to use (RT F(1,95)=7.303, p=.008). No interaction
effect was found for source credibility, perceived human- and machine-likeness.
Since compliance was only measured in the instructive condition, interaction effects
obviously could not be established for this variable.

Simple effects analysis showed that in heavy traffic conditions, scores for perceived
usefulness, attitude, dependability, trust in the information and intent to use did
not significantly differ between the instructive and informational agent. However,
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MEASURE α M SD range

Personality traits: Locus of control .62 5.3 .98 1.0-7.0
3 items, e.g. I like jobs where I can make decisions and
be responsible for my own work.

Personality traits: Driver characteristics.
Aggression: I really dislike other drivers who cause me
problems.

5.0 1.5 2.0-7.0

Dislike of driving: I find myself worrying about my mis-
takes when driving.

3.6 1.5 1.0-7.0

Perceived usefulness car agent .77 3.7 1.2 1.0-6.3
3 items, e.g. I think that the car agent is useful.

Attitude towards agent .77 3.2 1.1 1.0-5.7
3 items, e.g. Using the car agent is a good idea.

Intent to use .89 2.6 1.4 1.0-5.8
4 items, e.g. I would buy the car agent.

Trust: dependability .65 3.4 1.0 1.0-5.7
3 items, e.g. I trust the car agent.

Trust: source credibility .77 4.4 .63 2.6-5.9
14 items, e.g. careful - not careful, reliable - unreliable

Trust in provided information .76 3.9 1.1 1.0-6.0
2 items, e.g. I trust the information the car agent provides.

Compliance: intent to follow-up on decision .80 3.6 1.5 1.0-7.0
2 items, e.g. I would follow the car agent’s directions

Human-likeness .68 2.6 1.1 1.0-5.5
2 items, e.g. The car agent acts like a person.

Machine-likeness .77 5.5 .98 3.5-7.0
2 items, e.g. The car agent acts like a machine.

Perception scenario 4.7 1.7 1.0-7.0
The situation in the video was highly time-critical

Table 12: Final scales of questionnaire items included in quantitative analysis, including
Cronbach’s alpha for the final scale, 1 (strongly disagree) - 7 (strongly agree)
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in light traffic, scores for the instructive agent on perceived usefulness, attitude,
dependability and intent to use were all significantly higher (p<.05) than for the
informational agent. Participants preferred the instructive agent only in light traffic
conditions.

4.4.1.2 Main effects

No main effects were found for interacting with either an instructive or informa-
tional agent.

A main effect of traffic conditions was found for participants’ compliance to the
system’s instructions. Participants were less willing to let a driver follow up on
agent decisions in heavy traffic (M=3.3) than in light traffic (M=3.9, F(1,54)=2.865,
p(1-tailed)=.048).
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Figure 9: Interaction effects. 95% Confidence Interval
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No interaction, nor main effects were found of traffic conditions and the level of
autonomy of the agent on perceived machine- and human-likeness.

4.4.2 Effects of personality and driving traits

For all personality and driving trait related constructs, participants were divided in
a high and low scoring group based on the median. Participants scoring high on
the locus of control scale (corresponding to a more external locus of control) were
compared with those scoring low on locus of control (more internal). Participants
scoring high on dislike of driving were compared with those scoring low on dislike
of driving. Participants scoring low on driving-related aggression were compared
with those scoring low on aggression.

These groups were then compared on the main constructs, significant results are
discussed below.

4.4.2.1 Locus of control

Locus of control affected compliance. Participants with a more internal locus of
control tended to report the driver should comply with the agent’s instructions
more (Mdn=4.0) than those scoring low on locus of control (Mdn=3.0; U=255.500,
p(1-tailed)=.048). No other main effects of locus of control were found.

4.4.2.2 Driving traits

Driving traits were not found to affect participant attitudes towards the agent.
However, there were differences on perceptions of the traffic context in the video.
Participants with a high dislike of driving thought the situation in the video was
more time-critical (U=576.500, p(2-tailed)=.022, Mdn=6.0), than those participants
scoring low in dislike of driving (Mdn=5.0). Participants who scored high on
aggression, also thought the situation was more time critical (U=475.000, p(2-
tailed)=.004, Mdn(H)=5.0, Mdn(L)=4.0). Dislike of driving and aggressive driving
tendencies affect the perceptions of traffic conditions.

4.5 DISCUSSION
4.5.1 Discussion effects traffic and level of autonomy of the agent

The results above indicate that perceptions and attitudes towards the level of
autonomy of the agent are affected differently in different traffic contexts. Only
in light traffic did participants prefer the instructive agent over the informational
agent.

Even though it might appear likely that in heavy traffic and time-critical situations
drivers might prefer more instructive agents providing ‘ready-to-use’ instructions,
instead of information that still needs to be processed, this was not the case in this
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study. Hypothesis 1 was only partially supported. Only in light traffic conditions
there was a significant differences between scores on perceived usefulness, atti-
tude, dependability and intent to use; the instructive agent scored higher than the
informational agent.

It is possible the instructions of the instructive agent were more readily under-
stood, or seen as more relevant, than the information provided in the informational
condition. This might be an explanation why the instructive agent was seen as
more dependable. In heavy traffic neither agent scored better. Despite the fact
that interpretation of information requires effort a driver may not have available
in high-traffic situations, the perceived risks of relying on an agent appear more
influential than the perceived effort. The relatively low scores overall for both levels
of autonomy could indicate participants would rather not rely on a system. Clear
instructions might be preferred to information that needs to be processed, but in
more critical situations and in the specific merging scenario used here, participants
appear more inclined to rely on themselves. Agents that help drivers’ performance
by e.g. providing prepatory information when approaching stressful situations
might be appreciated more than agents interfering with driving decisions ‘on the
spot’. This does not mean that for example just-in-time information that might help
avoid accidents is not useful, but clear warnings might be better than instructions
what to do.

4.5.2 Discussion effects of personality traits

The part of hypothesis 2 based on the findings of Goren-Bar et al. (2006) that people
who have a more internal locus of control appear more willing to relinquish control
to an adaptive system was confirmed here. Regarding driving traits, our findings
show the importance of taking such traits into account in studies involving car
agents, as they influence how participants perceive certain situations. We found
no direct effects of driving-related traits in this study on agent acceptance, future
research on in-vehicle agents should explore which individual aspects of driving
styles are important and how they can be accommodated. Including more extensive
driving trait scales (Matthews et al., 1996) would be helpful to overcome the
limitations of the small selection of items used in this study.

4.6 CONCLUSION
This study shows that perceptions of, trust in and attitudes towards in-vehicle
agents are affected by the interaction of traffic context and autonomy of an agent.
Significant interaction effects were found for perceived usefulness, attitude towards
the agent, trust and intent to use. Only in the context of light traffic participants
preferred the instructive agent, in the heavy traffic attitudes were at a similar,
slightly negative level, for both levels of autonomy. An in-vehicle agent thus might
not be accepted in all contexts. Conform the findings of the spam filter study in
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Chapter 2, the lower compliance in the heavy traffic conditions could also indicate
that perceived risk decreased willingness to rely on a system. Future studies should
also investigate how personality traits affecting perceptions of a situation (e.g. its
risk or stressfulness) and how the need for control affect the preference for different
levels of system autonomy in different situations.

The study’s results showed that personality traits can affect attitudes towards
agents, with locus of control affecting the willingness to comply with an agent’s
instructions, supporting the findings of Goren-Bar et al. (2006). We could not confirm
that traits specific to driving affect attitudes towards in-vehicle agents. These traits
did however affect perceptions of the urgency of the situation in the video. Future
studies into trust and acceptance of adaptive systems should take into account
general personality traits such as locus of control, as well as traits specific to the
application context.

Further research should overcome the limitations of this study as an exploratory
video-based survey, showing only one short interaction with non-ideal agents. The
findings of this study can be used to inform further studies involving driving
simulators or actual situations. Balancing user control and system autonomy is a
vital issue in interaction with such systems. The agent in our instructive condition
was perceived as making decisions for the user, but it would not take over driving
from the user; the driver still got to decide whether the system instructions were
valid. It would however be interesting to investigate whether some level of respon-
sibility for this final decision is attributed to the agent. At this time, we would
argue for the development of in-vehicle systems that adapt to driver personality
and are unobtrusive mixed-initiative agents that do not attempt to take over driving.
Levels of autonomy however also have to be dynamically adapted to current driving
contexts, road and driver states.
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ABSTRACT Embodied social agents mimic social behaviours from human inter-
action to increase intuitiveness of interacting with these agents. It is however not
yet fully clear how social behaviours displayed by embodied agents affect user
perceptions and attitudes towards them. For example, despite robots’ embodiment
and their increasing autonomy, the effect of communicative touch in combination
with robots’ autonomous behaviour is an aspect of human-robot interaction that
has not been extensively researched yet. This video-based, 2x2 between-subject
survey experiment (N=119) found that touch and proactiveness interacted in their
effects on perceived machine-likeness and dependability. Attitude towards robots
in general also interacted with the effects of touch and influenced perceived social
proximity. Results show that touch is considered more appropriate behaviour for
proactive agents, than for reactive agents. Also, people that are generally more
positive towards robots find robots that interact using touch less machine-like.

5.1 INTRODUCTION
Recent years have seen an increase in the development of systems that take the
form of characters that behave socially towards their users. Social interfaces are
designed to interact with the users in a way that takes advantage of principles from
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social interaction between humans in order to achieve more ‘natural’ and intuitive
interaction with complex systems. Embodied conversational agents, ranging from
voice agents or on-screen animated characters to physically embodied robots, further
build on this concept. These agents use speech, gaze, gesture, intonation and other
non-verbal modalities to emulate the experience of human face-to-face conversation
with their users (Bickmore, 2003).

Apart from judgements of an agent’s competence, users’ trust in social, embodied
agents also depends on the social and affective abilities of an agent. Trust has been
shown to be affected by social aspects, such as system etiquette and ‘politeness’,
regardless of reliability of the system (Parasuraman and Miller, 2004). When a
system actually takes the form of a social character, expectations of social abilities
might be even higher (Walters et al., 2008; MacDorman, 2006).

The media equation (as mentioned in Chapter 4) implies that users have expecta-
tions of systems complying to social conventions. Applying principles from social
interaction has indeed shown great potential in increasing trust and acceptance of
semi-autonomous agents, as illustrated by for example previous work on relational
agents (Bickmore, 2003) and (mobile) persuasion (Fogg and Eckles, 2007). Fogg and
Nass (1997) for example also show that user reactions to flattery from a system
mimics general reactions to human flattery and can persuade users to provide input
and can increase users’ liking of the system. Reactions to social behaviours from
systems are unlikely to be exactly the same as reactions to the same behaviours
of humans (as a ’strong’ version of the media equation would suggest) (Eckles
et al., 2009). Whether users actively reflect on the interaction and their (dis- and
re-) engagement with an interaction might for instance play a role in whether they
show ‘mindless’ social responses to systems’ social cues (Nass and Mason, 1990;
Nass and Moon, 2000; Eckles et al., 2009).

Social behaviours also will not be displayed and perceived in an isolated way; they
will be evaluated in combination with other design characteristics of the specific
social agent, such as their proactivity and predictability. The increasing autonomy
of agents (as discussed in Chapter 4) is an interesting concept in this regard. Since
people attribute more credit and blame to agents for their behaviour when they are
more autonomous (Kim et al., 2006), the effects of social behaviours might also be
more pronounced in interaction with more autonomous agents. The study reported
in this chapter explores the way in which an agent’s level of autonomy and its
social behaviours influence users’ responses toward such an agent. As an example
of a social behaviour that might affect user perceptions and attitudes, we address a
social behaviour that is both expected from an embodied agent (Lee et al., 2006) and
is a particular influential aspect of human interaction: communicative touch. The
physical embodiment of robots and their growing availability makes it likely that
humans will come into physical contact with robots. Touch in human encounters
has been shown to reduce stress, communicate emotion and increase bonding
between humans (Fisher et al., 1976). The accompanying potential for interacting
with robots via affective touch has lead to development of robotic creatures that
specifically aim to react to touch and/or offer haptic feedback (Stiehl et al., 2006;
Yohanan and MacLean, 2008). However, humans will not only come into physical
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contact with robots of which the design has specifically focused on affective touch.
There are situations where physical contact might occur unconsciously, or might
be a part of social interaction, such as in human-robot collaborations (for instance
consider a handshake, high five, pat on the shoulder, hug, a ’please notice me’
nudge). Since physical contact is a very powerful and complex aspect of human
communication, we should also consider how touch might affect interaction with
physically embodied agents - especially when these agents have a high level of
autonomy.

This chapter discusses a survey-based, between-subject experiment with 119

participants that investigates the effects of touch and autonomy on user perceptions
of and trust in physically embodied agents. We will first discuss the relevant
literature background. We will then present our study, discuss its results and
implications for the design of social aspects of human-agent dialogues.

5.2 BACKGROUND AND HYPOTHESES
5.2.1 Touch

Physical contact is a powerful aspect of human interaction. Touch between people
can both increase and express interpersonal bonding and trust (Fisher et al., 1976).
Touch can communicate emotion and can also have a profound effect on humans’
affective state (Fisher et al., 1976). Touch can also increase compliance with requests
(Patterson et al., 1986; Willis Jr. and Hamm, 1980), even when a person is not
consciously aware of the fact that contact has occurred (Gueguen, 2002). Physical
contact furthermore plays a role in human interaction with other living creatures.
Petting an animal can for example also decrease human stress (Shiloh et al., 2003).
Additionally, tactile qualities are an important aspect of for example product design.
Tactile interaction can offer possibilities for intuitive interaction with interactive
products and systems, as explored in tangible interfaces (Ishii and Ullmer, 1997).
Interaction using touch might even be expected by users when they interact with a
physically embodied agent (Lee et al., 2006). It has to be taken into account however,
that touch is not always considered appropriate in every situation. In human
interaction, personal preferences, cultural norms, familiarity, gender and social
status all influence which physical distance is preferred, how touch is experienced,
how physical contact affects interactions and which types of tactile contact (e.g.
hugs, handshakes) are considered appropriate (e.g. Fisher et al., 1976; Major and
Heslin, 1982, also noted by Yohanan and MacLean, 2008 and Tapus and Mataric,
2008). While the importance of determining suitable physical distances between
robots and humans has been highlighted by a.o. Walters et al. (2005) and Tapus
and Mataric (2008), only limited attention has been given to the effects of physical
contact or touch per se outside a therapeutic context.

It is unclear whether and when physical interaction might add to user trust and
might be helpful in fulfilling social expectations. We do not yet know whether
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touch in interacting with semi-autonomous robots will fully resemble effects in
human interaction or interaction with other living creatures. Especially when
systems behave in a more autonomous fashion it is likely that users will react to
these systems in line with affective and social processes resembling human-human
interaction (Reeves and Nass, 1996). However, Walters et al. (Walters et al., 2005) for
example show that some users keep smaller physical distances from robots than
from humans. Conversely, negative attitudes towards robots can also increase users’
preferred distance from robots (Nomura et al., 2004). This leads to the following
hypothesis:

H1: Touch will decrease perceptions of machine-likeness while increasing
perceptions of human-likeness. This effect will be influenced by user
attitudes towards robots. Users with a more negative attitude towards
robots will react less positively to robots’ touch behaviours. They will also
perceive the robot as less human-like and the human-robot relationship
as less close.

5.2.2 Autonomy

Studies into the effects of physical contact in combination with other social aspects
of interaction are scarce as well. In studying the relations between touch and other
social aspects of interaction, we focus on autonomy and in particular proactive
behaviour. Kim et al. (2006) have found that people attribute more blame or credit
to a robot for its behaviour when the robot is more autonomous. We expect that
the level of autonomy displayed by embodied social agents will also influence
how social and affective aspects of interaction, such as physical contact, are expe-
rienced. Proactive robots that infer user intentions from for example non-verbal,
or contextual cues offer potentially more intuitive collaboration between humans
and robots (Schrempf et al., 2005). Robot proactivity can for example relieve the
user from the burden of having to initiate robot actions. Perceiving others’ needs
and intentions and proactively acting on these perceptions are an important part
of social interaction. However, as discussed in Chapter 4, autonomy is in conflict
with system predictability and user control, which can lead to increased assigned
agency (Cheverst et al., 2001; Höök, 1997) and in some cases reduced user accep-
tance (Jameson and Schwarzkopf, 2002). When social behaviours such as touch are
shown by more autonomous robots, these behaviours are more likely to be seen
as an intentional aspect of social interaction. Depending on whether, and which,
intentions are assigned, the effects of touch might differ. This leads to the following
hypothesis:

H2: For robots, we expect the effects of social behaviours such as touch
to be affected by the level of agent autonomy. Social behaviours will
have a stronger effect on human-likeness, machine-likeness, trust and
perceived closeness between human users and robots when a robot is
more autonomous.
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5.3 METHOD
To investigate the hypotheses above, we conducted an online survey. The survey
investigated participants’ responses to a video of an interaction between a user and
a robotic assistant. The 2x2 experiment varied robot touch (touch, no touch) and
robot proactiveness (proactive, reactive behaviour) resulting in four between-subject
conditions. Participants were randomly assigned to one of the four conditions. While
some might critique the use of scripted videos in investigating the attitudes of users
towards embodied agents, previous researchers (MacDorman, 2006; Lohse et al.,
2007; Woods et al., 2006) found few differences in participants’ ratings of robots
when viewing a video of or interacting directly with a robot. In addition, scripted
videos enable more controlled comparison of interaction scenarios, especially as
smooth and fully identical robot-user touches may currently be hard to achieve in
practice. A video-based approach also allows for involving more participants. We
acknowledge that embodiment can make a significant difference in how people
respond to robots (Lohse et al., 2007). For exploratory studies however, we feel that
this video-based approach is appropriate.

5.3.1 Video

For each condition, a one-minute movie was made, showing a female user being
assisted by a robot while using a computer in an office setting. Screenshots of the
video can be seen in Figure 10. The user in the video runs into a computer problem
due to a program malfunction. The robot attempts to help by giving advice on
how to proceed and how to recover a back-up of lost work. The robot used is the
WowWee Robosapien V2, with both machine- and human-like features. The robot
head, arm and leg movements were programmed. The videos were first taped, after
which the vocal interaction between the user and robot were recorded and added
to the video. The actor’s own voice was used for the female user. A text-to-speech
generator was used to generate the robot’s voice, resulting in a synthetic-sounding
male voice with an American-English accent.

5.3.1.1 Perception of the robot

To evaluate whether the robot used in the study was not perceived as too toy-like
for our purposes, participants were asked to rate pictures of the Robosapien used
and five other relatively well-known robots on a scale of 1 (robotic) to 7 (toy-like).
The included robots and their scores were: Honda’s Asimo (M=3.1, SD=1.8), NEC’s
Papero (M=4.5, SD=1.9), Sony’s Aibo (M=4.9, SD=1.7), Leonardo (Breazeal et al.,
2006) (M=6.2, SD=1.2) and Ugobe’s Pleo (M=6.6, SD=.94). Of this collection of robots,
only Asimo was perceived as less toy-like than the Robosapien (M=4.0, SD=2.0)
used in this study. While a comparison on the basis of pictures and not behaviours
is limited, this is an indication that laymen perceptions based on robots’ appearance
might not always match their actual capabilities. The robot used here is perceived
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as toy to a similar extent as other, more advanced, robots, making it suitable for a
scenario-based study.

Figure 10: Selected screenshots. Left: interaction between user and robot, as in all conditions.
Middle: shoulder pat, touch condition. Right: high five, touch condition.

5.3.2 Conditions

5.3.2.1 Touch

To manipulate touch, the video in the touch condition showed four physical contact
moments between the robot and user. In the non-touch conditions, the robot and
user made no physical contact at all. The four touch behaviours were: the user
tapping the robot at the beginning of the interaction, the robot tapping the shoulder
of the user, the robot and the user sharing a hug, and a high-five between the user
and robot at the end of the interaction (see Figure 10 for examples).

The manipulation for touch was successful. An open-ended questionnaire item
asked participants to report how many times they saw the robot and human touch
in the video. Scores were significantly higher in the touch condition (M=4.0, SD=1.3,
N=69) compared with the non-touch condition (M=1.3, SD=1.0, N=50; T=-12.068,
p(1-tailed)<.001).

5.3.2.2 Proactiveness

Proactiveness was manipulated by varying whether help was offered by the robot
on its own initiative (proactive) or was offered on the user’s request (reactive).
The proactive-touch and reactive-touch videos were not different visually; only the
audio differed.

The manipulation check for proactiveness consisted of a scale of two questions:
‘If the robot sees that something is wrong, the robot doesn’t wait to be asked before
helping’ and ‘The robot proactively helps the user’. Scores on the proactiveness
scale were significantly higher in the proactive condition than in the reactive
condition (M(proactive)=5.19 (1-7 scale), SD=.97, M(reactive)=3.7, SD=1.4; T=-6.488,
p(1-tailed)<.001). The manipulation was successful.
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MEASURE α M SD range

Perceived proactiveness .70 4.5 1.4 1.0-7.0
2 items, e.g. ‘The robot proactively helps the user’

Attitude towards robots in general .83 3.4 1.0 1.4-6.1
8 items, e.g. I would feel uneasy if I was given a job where
I had to use robots.

Trust: dependability .76 4.9 1.1 1.3-6.7
3 items, e.g. The robot was reliable.

Compliance (1-5 scale) .75 3.4 .80 1.0-5.0
2 items, e.g. To what extent do you think the person in the
movie should follow the recommendations of the robot?

Perceived closeness (1-6 scale) 3.6 1.2 1.0-6.0
1 item, pictorial closeness scale

Human-likeness .76 3.8 1.1 1.0-6.4
5 items, e.g. The robot has characteristics that you would
expect of a human.

Machine-likeness .80 2.2 .96 1.0-6.0
2 items, e.g. The robot has machine-like attributes.

Table 13: Example items final scales, participant mean scores and standard deviations.
Cronbach’s α as reliability measure. Seven-point (1-7) Likert-type scales, unless
otherwise indicated.
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5.3.3 Procedure and measures

The online survey started with a set of items on demographics, computer and robot
experience. Participants were then shown a movie specific to their randomly as-
signed condition. Afterwards, participants answered items addressing their percep-
tions of and attitudes towards the robot. Dependent variables included human-and
machine-likeness, perceived closeness of human and robot, compliance/willingness
to follow-up on the robot’s suggestion and robot dependability. Items were mea-
sured on Likert-type scales ranging from strongly disagree to strongly agree. Table
13 summarises the final scales used in analysis with example items. Appendix D
lists all items.

5.3.3.1 Attitude towards robots in general

Participants’ (negative) attitude towards robots in general was measured using
Nomura’s eight-item ‘negative attitude towards robots’ scale (Nomura et al., 2004,
NARS), with items such as ‘I feel comfortable being with robots’ and ‘I would feel
uneasy if I was given a job where I had to use robots’.

5.3.3.2 Human- and machine-likeness

While machine- and human-likeness are often viewed as end points of the same
scale, one of our pilot studies indicated that a robot can be simultaneously viewed
as human- and as machine-like (e.g. a machine-like appearance, while behaviour
is perceived as more human-like). This is why we distinguish between human-
likeness and machine-likeness in this study. Human-likeness was measured using
five items adapted from Evers et al. (2008). Example items included: ‘The robot acts
like a person’, ‘The robot has characteristics that you would expect of a human’.
Machine-likeness was measured using two items (Evers et al., 2008): ‘The robot has
machine-like attributes’ and ‘The robot looks like a machine or a mechanical device’
(one additional item had to be discarded because it reduced scale reliability).

5.3.3.3 Perceived closeness

Perceived closeness between the user and robot was measured using the pictorial
closeness scale adapted from Aron et al. (1992), as also used in an adapted form
by Hinds et al. (2004). The scale consists of six pictorial representations of the
relationship between the human and robot. Both are represented by a circle; the
more the circles overlap, the closer the relationship is perceived to be.

5.3.3.4 Trust: Dependability

Trust in this study focused on whether participants felt the person in the video
could depend on the robot’s task related abilities. Dependability of the robot was
measured using three items adapted from Evers et al. (2008) such as ‘The robot was
capable of performing its job’.
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5.3.3.5 Compliance

Compliance or willingness to follow-up on the robot’s suggestion was measured
using two items adapted from Evers et al. (2008): ‘To what extent do you think the
person in the movie should follow the recommendations of the robot?’ and ‘If you
were in the same situation as the person in the movie, would you follow the robot’s
advice?’.

5.3.4 Participants

In total, 119 participants completed the survey-based experiment. 19 participants
were female (16%), 100 were male (84%). Their average age was 25 years (SD=6).
The majority of participants (80%) were Dutch. No differences were found be-
tween conditions on participants’ gender, age, education level, computer and robot
experience.

5.4 RESULTS
The study shows that when tactile interaction and proactive behaviour are com-
bined, perceptions of the robot and attitudes towards it are affected. Three-way
ANOVAs did not show significant interactions between all three factors robot
proactiveness, touch and attitude towards robots in general. However, significant
(two-way interaction and main) effects were found. These effects are discussed
below.

5.4.1 Interaction effects proactiveness and touch

We expected the effect of social behaviours such as touch to be stronger when
an agent is more proactive. Two-way ANOVAs with proactiveness and touch
as factors were used to check for interaction effects between proactiveness and
touch. Significant interaction effects were found for perceived machine-likeness
(F(1,115)=8.371, p=.005) and perceived dependability (F(1,115)=4.76, p=.031). Simple
effects analysis was carried out for both of these interaction effects.

We found that the effect of touch on perceived machine-likeness was signifi-
cant in both the reactive (F1,115)=3.06, p(1-tailed)=.042) and proactive conditions
(F(1,115)=5.71, p(1-tailed)=.009). Interestingly, the ‘inverse’ combinations touch, re-
active and non-touch, proactive scored highest on perceived machine-likeness (See
Figure 11a). Touch decreased machine-likeness for the proactive robot (proactive,
touch M=1.9, SD=.76; proactive, non-touch M=2.4, SD=.80). In the reactive con-
dition, touch instead increased machine-likeness (reactive, touch M=2.5, SD=1.1;
reactive, non-touch M=2.1, SD=1.1). Simple effects analysis investigating the effect of
proactiveness within the touch and non-touch conditions showed that in the touch
condition, proactiveness (F(1,115)=8.42, p(1-tailed)=.002) significantly decreased per-
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Figure 11: Interaction effects touch and proactivity. 95% CI.

ceived machine-likeness, while in the non-touch version it did not make a significant
difference (F(1,15)=1.83, p(1-tailed)=.089).

Analysis of the interaction effect on perceived dependability showed that in
the reactive condition touch influenced perceived dependability (F(1,115)=6.04,
p(2-tailed)=.015), while in the proactive condition it did not (F(1,115)=.26, p(2-
tailed)=.610) (See Figure 11b). The direct effects of proactiveness within the touch
(F(1,115)=1,11, p(2-tailed)=.294) and non-touch (F(1,115)=3.84, p(2-tailed)=.053) con-
dition were not significant. However, in the reactive condition perceived depend-
ability was significantly higher for the non-touch version (M=5.4, SD=.80) than
for the touch version (M=4.6, SD=1.0). In the proactive condition, while the touch
robot appeared to score higher on perceived dependability (M=4.9, SD=1.0) than
the non-touch robot (M=4.8, SD=1.2), there was no significant difference.

No interaction effects were found for perceived closeness between human and
robot, human-likeness and compliance/willingness to follow-up on the robot’s
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suggestion. Main effects were found on these variables for the proactiveness or
touch conditions were not found either.

5.4.2 Interaction effects general attitude towards robots and touch

Participants were classified as having a positive attitude towards robots with a score
on the NARS scale at the mean (3.4) and as having a negative attitude towards
robots for higher scores. No significant interaction effects were found between
participants’ attitude towards robots in general and proactiveness. Interaction effects
were however found between attitude and touch for perceived machine-likeness
(F(1,116)=5.511, p=.021). In the absence of touch, participants with a more positive
attitude towards robots perceived the robot as more machine-like (M=2.5, SD=.98)
than participants with a more negative attitude(M=1.8, SD=.69).

It appears that when robots do not interact with touch, participants with positive
attitudes see them as more machine-like (Figure 12).
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Figure 12: Interaction effect attitude toward robots in general and touch on machine-
likeness. 95% CI.

5.4.3 Main effects general attitude towards robots

Main effects were found for participants’ attitude towards robots on perceived
human-likeness (F(1,118)=8.01, p=.006) and perceived closeness between the human
and robot (F(1,118)=6.80, p=.010) (Figure 13). Participants with a more negative
attitude towards robots perceived the robot as less human-like (M=3.5, SD=1.1 vs.
M=4.0, SD=1.0) and the relationship with the human as less close (M=2.5, SD=1.3
vs. M=3.0, SD=1.1). General attitudes thus appear to affect the experienced social
distance to embodied agents.

No other main effects of attitudes towards robots in general were identified.
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5.5 DISCUSSION AND CONCLUSIONS
We argue that careful consideration is necessary when combining social behaviours
such as proactivity and touch in interacting with different types of users. Our study
shows that the way in which touch is combined with autonomy affects perceptions
of social agents and their interactions with humans. We found that the independent
factors touch and proactivity interacted in their effects on perceived machine-
likeness and dependability. Particular combinations of touch and proactivity can
have different effects on perceptions and attitudes.

In regards to hypothesis 1 an interaction effect was found, participants with a
more positive attitude toward robots considered a robot that does not engage in
physical interaction as more machine-like than users with a more negative attitude.
We could interpret this effect as an indication that for users with a positive attitude
towards robots, touch appears a more natural part of interaction. Negative attitudes
towards robots aso directly decreased perceptions of human-likeness and closeness
between the human and robot.

Hypothesis 2 was only partially supported. The proactive agent in this study
was seen as less machine-like when interaction was complemented with physical
contact between the human and agent, but was not significantly trusted more,
nor seen as more human-like or in a closer relationship with the human user.
Surprisingly, the reactive robot was seen as less dependable when it engaged in
physical interaction with the user. It appears touch behaviours are considered less
appropriate for reactive embodied agents than for proactive agents. Future studies
should thus not only look at the effects of social behaviours such as touch alone,
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but should consider how they are combined with characteristics of the robot, user
and interaction context.

5.5.1 Limitations and future work

In this study we only addressed the effects of touch and proactiveness on per-
ceptions of an interaction that participants consciously watched. To further our
understanding of interaction with physically embodied agents it is useful to follow-
up with studies in which participants actually experience the interaction, and they
themselves touch, or are touched by the embodied agent. This is especially im-
portant in regards to unconscious tactile contact on compliance and trust. Various
tactile properties such as ‘feel’ of the robot’s ‘skin’, force, duration and type of
touch (such as a handshake or a push) offer additional interesting questions (and
challenges) for future research .

For on-screen agents other intriguing questions are raised by these findings.
This study shows that viewing an interaction involving physical contact affects
perceptions and attitudes. This means such effects have to be taken into account
when multiple animated on-screen agents interact. We may for example also need
to consider how contact between social characters and a virtual representation of
the user in virtual worlds might affect user attitudes. It is important to know how
touches, whether physically experience or observed, are understood and which
intentions and messages might be communicated by physical contact. Agents’
physical form and appearance for instance can also be expected to affect interaction
(as considered by for example Stiehl et al., 2006). How associated expectations
affect reactions to autonomous and physical behaviours is yet unclear. Additionally,
we should also consider that touch is a heavily culture- and context-dependent
aspect of interaction; therefore studies on physical contact between humans and
social agents and proactiveness in other settings and for different cultures, ages and
gender combinations will be crucial.

We have shown that considering the effects of physical contact is not only relevant
for projects that specifically focus on tactile interaction with physically embodied
agents. Physical contact and its combination with other aspects of an interaction,
such as autonomy and proactiveness of an agent, influence user perceptions and
trust for other types of human-agent interactions as well. The perception of these
social behaviours will also depend on the user’s general attitude towards the type
of agent shown. While this study specifically focused on touch behaviours and
proactiveness, its results indicate that agents’ social behaviours cannot be developed
in a vacuum. In social robot design the principle of congruency of social behaviours
should be central. If social agents (whether physically embodied, or on-screen
agents) engage in social behaviours, the perceptions and effects of these behaviours
will be dependent on their combination with other characteristics and behaviours
of the agent and user.





6 S O C I A L R O B OT S :
EFFECTS OF EMPATHIC ACCURACY AND VALENCE

ABOUT THIS CHAPTER This chapter is an extension of the work presented in a ‘late
breaking abstract’ at HRI’10:

H. Cramer, J. Goddijn, B. Wielinga, V. Evers. Effects of (in)accurate empa-
thy and situational valence on attitudes towards robots. In Proceedings of
the International Conference on Human-Robot Interaction (HRI’10), 141–142,
Osaka, Japan, 2010.

ABSTRACT Robots (and other autonomous agents) are increasingly designed to
display social behaviours, including empathy. Expressing empathy requires an
appraisal of the user’s affect. However, making an ‘correct’ inference on users’ emo-
tional state is challenging and mistakes are likely, due to the challenge of having
to appraise a deeply personal, individual experience. Systems thus are bound to
make errors in affect recognition, making it very important to understand how
people respond to empathic capabilities if a robot displays empathic behaviours
incongruent with the users’ emotional state. In this study, we sought to clarify the
effects of accurate and inaccurate emphatic robot behaviours on human responses
by investigating participants’ attitudes toward a robot team mate in a game playing
scenario. A 3x2 between-subject video-based survey experiment was conducted
with empathic robot behaviour (empathically accurate vs. neutral vs. empathically
inaccurate) and valence of the situation (positive vs. negative) as dimensions. Par-
ticipants (N=133) reported decreased trust and credibility of the robot when the
robot’s empathic responses were incongruent with the affective state of the user.
However, in the negative valence condition (losing the game) participants found
the robot that responded positive (and incongruent with the emotional state of the
user) to have the highest empathic abilities. These findings indicate that inaccurate
empathic behaviour indeed negatively influences participants’ attitudes toward
the robot and suggest that in negative circumstances, accurate empathic robot
behaviour should to be positive rather than honest to increase perceptions of social
ability. The incongruent results on perceived empathic ability and trust show the
influence of the conceptualisation of social ability and illustrate the importance of
not only assessing whether attempts at social behaviour are recognised, but also
which effects behaviours have on for example user trust. These results also indicate
the importance of showing restraint when implementing explicit social behaviours
considering their potential negative impact when mistakes are made.
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6.1 INTRODUCTION
Over the years, many agents and robots have taken the form of relatively sophis-
ticated, autonomous interactive characters that interact socially with their users.
The world robotics study by the IFR Statistical Department (2009) identified 7.2
million service robots sold for domestic, entertainment and leisure use in 2008. Their
projections for 2009-2012 are that 11.6 million service robots for personal use will be
sold. This expansive use of personal service robots is an indication that many people
worldwide will come into contact with robots for personal use. These will include
social robots that are embodied, animated and anthropomorphic and are able to
interact with users via multiple modalities, using for instance speech, gesture, gaze,
posture, intonation, and other verbal and non-verbal behaviours (social agents,
Bickmore and Casse, 2004). The behaviours of social robots are modeled on human
social behaviours in the expectation that they evoke a more natural interaction (Bick-
more, 2003; Duffy, 2003, see also Chapter 4). An important pillar of effective human
social interaction is empathy. Empathy can have profound positive effects on users’
attitudes towards social robots (Klein et al., 2002; Brave et al., 2005; Hone, 2006).
Responding to the user’s (affective) experience in a socially appropriate manner,
is considered key in achieving user trust and satisfaction, as well as compliance
and for example willingness to provide information to an agent (Brave et al., 2005;
Bickmore and Schulman, 2007). Expressing empathy for a user’s emotions has
been shown to reduce frustration (Hone, 2006) and is thought to compensate for
a system’s interruptive behaviours (Picard and Liu, 2007). These studies however,
mostly focus on the effects of empathic systems that accurately determine the user’s
affective state and respond accordingly. As is the case for humans, it is likely that
social robots will make mistakes when assessing users’ affective state. Even though
accurate empathic robot behaviour appears beneficial, research has yet to fully
uncover the effects of inaccurate empathic robot behaviour. If autonomous social
robots are going to share our homes and interact with us in a social manner, we
need to understand what the effects will be of inaccurate social behaviours on user
responses. What happens when a robot makes a mistake in assessing the user’s
affective state? How will users respond to a robot’s inaccurate empathic behaviour?
Does it matter if the user is in a positive or negative affective state? Could the effects
of these mistakes even be so detrimental to human-robot interaction that it is better
to avoid empathy in robot behaviour and explicit references to the user’s emotion
at all? A deeper understanding of these issues will lead to better design of social
aspects of human-robot interactions. The video scenario-based experiment reported
here further investigates the effects of empathic accuracy and emotional valence
of the context of use on users’ perceptions and their trust in physically embodied
robots.
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6.2 BACKGROUND AND HYPOTHESES
Social behaviours are incorporated in robot interaction design to make the inter-
action appear more natural and increase acceptance from users (Bickmore and
Schulman, 2007) as social conventions and processes are familiar to users (Fong
et al., 2003) and people anthropomorphise technology (Duffy, 2003). Reeves and
Nass (1996) argue that many principles found in human interaction also apply
to human-computer interaction. A growing body of research suggests that many
principles indeed do apply. One example is the similarity-attraction hypothesis
(Byrne et al., 1986). This hypothesis states that humans prefer to interact with other
humans who share the same personality. Given that a social robot is designed
to have a personality, humans prefer interaction with a social robot that matches
their own personality (Nass et al., 1995). However, we cannot be sure that all socio-
psychological principles and strategies can be directly applied to human-robot
interaction (Evers et al., 2008; Goldstein et al., 2002). In the context of interpersonal
distance, Walters et al. (2005) for example found that some users keep a smaller
physical distance from robots than would be expected from humans’ interpersonal
interaction.

Taking into account the affective experience of users is increasingly regarded as
an essential part of system design (Picard, 1997). Taking into account the user’s
emotions and reacting in an empathic manner can potentially be a very useful and
powerful aspect of interaction. Indeed, very positive results have been found (Klein
et al., 2002; Brave et al., 2005; Hone, 2006). Brave et al. (2005) found that when
an agent responded empathically (in the context of a card game), the agent was
seen as more caring, trustworthy and likeable than the neutral agent. In a study
that investigated the positive effects of a caring co-learner social robot versus a
non-caring co-learner on memory recall, Lee et al. (2007) found that a caring social
robot was seen as more trustworthy and supportive. When comparing pedagogical
agents (or learning companions) that were either empathetically responsive or
non-responsive, Kim (2005) also found that students who worked with a virtual
peer who responded with empathy to the learners’ emotions showed significantly
higher interest and self-efficacy than students with a non-responsive virtual peer.
Prendinger et al. (2006) evaluated the effects of affective and empathic behaviour of a
3D virtual humanoid agent on users’ physiological response (skin conductance and
electromyography) while playing a 3D card game. Four conditions were compared, a
non-emotional agent, a self-centred agent, a negative-empathic agent and a positive-
empathic agent. They found that the absence of negative emotions in an agent within
a competitive card game is stress-inducing and, secondly, that the valence of the
participant’s emotion were congruent with the valence of the emotion expressed by
the agent. Expressing empathy to user’s emotions also has been shown to improve
users’ moods (Nguyen and Masthoff, 2009).

In most of these studies the social agent had a high level of competence (for
instance, effectively supported a student) and when the robot responded with
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empathy, participants found the robot more likeable, social, warm, supportive and
trustworthy. This suggests that empathic behaviour can improve interaction.

However, in most of these studies the empathic responses made by the social
robot were based on self-reports of the participant’s affective state or were scripted
responses to likely emotional reactions to predefined situations. Both Klein et al.
(2002) and Brave et al. (2005) for example used strict mappings from predefined
situations or expected self-reported emotions to certain empathic responses. Both
pre-scripting all possible situations an agent might encounter and self-reports are
not always possible. It is also likely that users cannot always accurately and fully
describe their affective state; it can be hard to explain how one feels. In order to
express empathy, social robots are expected to be able to infer the mental state of the
user unobtrusively. Various techniques are available to infer users’ mental state, such
as face recognition, speech analysis, measurements of heart rate, skin conductance,
and electromyography (Prendinger and Ishizuka, 2005; Partala and Surakka, 2004;
Picard and Liu, 2007). However, all of these methods have their limitations, such
as requiring sensors to be in physical contact with the user, masking of emotional
expression by users and difficulties in interpreting sensor data (Puri et al., 2005).
Additionally, authors such as Boehner et al. (2007) warn that using overly ‘objective’
measures of affect may not fully capture the user’s subjective affective experience.
Bickmore and Schulman (2007) did find that accurate empathic system reactions are
more important in comforting the user than sophisticated, detailed affect recognition.
However, reacting in an accurate empathic manner does require recognising the
user’s emotional state; this might not require an extreme level of detail, but it
does have to be in line with the user’s experience. However, mistakes in emotion
recognition are likely to occur and a robot’s empathic responses will at times be
incongruent with the user’s feelings.

6.2.1 Empathic accuracy

System empathy can be seen as actively acknowledging the user’s affective experi-
ence while interacting with a system; understanding this experience and reacting
in a way that supports the user. As such, system empathy combines the social and
affective aspects of interaction (McQuiggan and Lester, 2007), and can be viewed as
addressing the affective elements of common ground between the user and agent.
Perceived empathy has been linked to trust and satisfaction in human relationships
(Feng et al., 2004). It is likely these positive effects of empathy also occur when
making systems more empathetic to the user’s experience. Empathy is important
in determining which responses and behaviour are appropriate in social situations
(Hoffman, 2004). Interactions with individuals rated high in empathy are rated
as more satisfactory (Kim, 2005; Ickes, 1993). Rogers (1980) defines empathy as a
process, not just as a state of mind. It is a process in which the empathiser must
sense the emotional state of the target and the causes of this state from the point
of view of the target him- or herself. If someone infers the thoughts and feelings
incorrectly, the other person is left with feelings of misunderstanding (Rogers, 1980;
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Myers, 2000). Feeling misunderstood can lead to anger and increased arousal (Oat-
ley, 1998). Empathy encompasses two elements (Feng et al., 2004); first, empathy
entails the ability to accurately infer the content of other people’s thoughts and
feelings. Secondly, empathy entails providing a supportive and compassionate
response to this inference. According to Ickes, empathic accuracy is constituted by
empathic understanding and expression and involves ‘the ability to accurately infer
the thoughts and feelings of another person’.

Previous research has shown that when virtual characters express emotions
incongruent to the situation, they are less appreciated by users than those expressing
no emotion at all (Ochs et al., 2008) and (Becker et al., 2005). We expect that when
social robots make mistakes in inferring the user’s affective state and display
incorrect, unsuitable empathic behaviour, people will have more negative attitudes
toward the robot. Therefore the first hypothesis is:

H1: People will have more negative attitudes toward a robot that re-
sponds with inaccurate empathic behaviour as compared to accurate
empathic behaviour or no empathic behaviour.

Previous research, for example Ochs et al. (2008), supports the claim that in-
accurate emotional responses have negative consequences on user ratings of an
agent. However, these studies do not compare the need for empathy in negative
or positive affective situations. For humans, the need for empathy can be more
vital in negative than in positive contexts (Killen and Smetana, 2006). Partala and
Surakka (2004) investigated the effects of a system’s empathic reactions to irri-
tating (simulated) computer malfunctions. They found that while both positively
and negatively worded reactions provided better results than ignoring the user,
statements that focused on positive aspects of the situation had the most positive
effect (for instance: ‘The functions of the computer were suspended. Great that the
computer will soon work again’, in contrast to ‘The execution of the program was
interrupted. This is frustrating’). Simpson et al. (1999) conclude that depending
on the context, empathic inaccurate behaviour in human relationships can have
either negative or positive consequences. Negative consequences, like a decrease in
perceived closeness of a relationship, can occur when thoughts that might threaten
a relationship are accurately inferred. On the other hand, if those thoughts were
inferred inaccurately the potential threat can fade unnoticed, causing no harm to the
relationship. Although these findings are confined to adult relationships it still gives
rise to the idea that there is a difference in the effects of empathic accuracy on users’
perception of social robots in negative or positive contexts. We therefore predict that
when the user is in a negative situation, the impact of inaccurate empathic robot
behaviours will be even more detrimental to the user’s attitudes toward the robot.
Our second hypothesis is:

H2: In a negative context of use compared with a positive context of
use, people will have more negative attitudes toward the robot when the
robot communicates inaccurate empathic behaviour instead of accurate
empathic behaviour.
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6.3 METHOD
To test the above stated hypotheses, we conducted a 2x3, between-subject video-
based online survey experiment with valence of the situation (negative vs. positive)
and empathic accuracy (an empathically accurate agent, an empathically neutral
agent and an empathically inaccurate agent) as between-subject variables. Partici-
pants were randomly assigned to one of the six conditions. We presented a video
scenario of a human-robot team collaboration and asked subjects to respond to this
video. While it might appear more ideal for participants to interact with a robot in a
live setting and some might critique the use of scripted videos in investigating user
attitudes towards embodied agents, previous researchers (MacDorman, 2006; Lohse
et al., 2007; Woods et al., 2006) found few differences in participants’ ratings of
robots when viewing a video as compared to interacting directly with a robot. See
section 5.3 in Chapter 5, section 5.3, for a similar discussion on why a video-based
approach is deemed suitable for this type of study.

6.3.1 Participants

In total, 140 participants completed the online survey, seven were excluded because
of technical problems or because they indicated that they did not understand the
game or the robot’s role. Data of 133 participants were analysed. Their average age
was 30.5 (SD=13). 53% were male, 47% where female. 88% were higher educated
(Bachelor’s or higher). The majority (80%) reported using a computer for more than
25 hours per week. No significant differences were found between the conditions
on participants’ age, gender, education level or computer experience.

6.3.2 Procedure, scenario and manipulations

The survey started with a brief demographic survey. After a brief explanation,
participants then watched a four-minute video of a male user and a robot, playing
an online collaborative game together. After the video participants were asked a
series of questions about their attitudes toward the robot team player.

The video showed a human and robot playing a game as a team against a similar
opponent team. The opponent team was not shown in the video. The robot and
actor played an image tagging game, similar to the Google image labeller game
(images.google.com/imagelabeler). The robot and actor both, independently from
each other, tagged or labelled the image with keywords describing the scene in
the image. They would earn a point as a team whenever they would both enter
the same keyword (the robot was suggested to have image recognition skills in
the introduction). The team had to label 10 images. This game setting was chosen
because the robot and human user could collaborate and were co-dependent. A
total of six videos were made, one for each condition.

The game screen was simultaneously shown on the right (Figure 14). The robot
used in this study was the Philips iCat. Head, neck, eye, eyelid, upper and bottom
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Figure 14: Video interaction between human and robot (positive condition). Human-robot
team left, game right. Adapted for printing purposes.

lip movements were pre-programmed and remote controlled during taping of the
videos. A text-to-speech generator was used to generate the robot’s voice, resulting
in a synthetic-sounding female voice. The videos were first taped, after which
the voice recordings for the user and robot were added to the video. The actor’s
own voice was used for the user in the video. A short loop (about 30 seconds) of
environmental sound, consisting of keystrokes and background noise, was merged
with the speech of the iCat to make the video appear more natural.

6.3.2.1 Negative vs. positive valence manipulation

The game scenario enabled manipulation of the emotional valence of the situation
by having the team do well on the collaborative game and win or not do well
together and lose the game. In the positive scenario the team had a higher score
throughout the whole game and eventually won the game. The actor responded
positively toward each expression by the social robot, i.e. by smiling and looking
satisfied. In the negative scenario, the team was behind in scores throughout the
game, and eventually lost the game. In this scenario, the actor responded subdued
and seemed frustrated or bored.

To verify our valence manipulation, we measured the perceived valence of the
scenario by asking participants to rate Lang and Bradley’s self-assessment valence
manikin (Bradley and Lang, 1994). The valence manikin is a five-point image-
oriented Likert-type scale, ranging from happy to sad characters. Two items were
developed: ‘Please select the figure that most represents how you think that the
person in the movie feels.’ and ‘Please select the figure that most represents how you
would feel if you where the person in the movie.’(α=.72, M=3.2, SD=1.0, Mdn=3.0,
range=1.0-5.0). The emotional valence in the positive (winning) condition was
indeed perceived as more positive (M=4.0, SD=.59, Mdn=4.0) than in the losing
condition (M=2.4, SD=.78, Mdn=2.5; U=330.500, p<.001). The manipulation was



110 SOCIAL ROBOTS: EFFECTS OF EMPATHIC ACCURACY AND VALENCE

Valence Empathic Example statement
accuracy

Positive

Accurate ‘We’re doing superb! You look happy!’
Non-empathic ‘Two points received.’
Inaccurate ‘We won the game! You look sad

about that.’

Negative

Accurate ‘We lost this round, you seem frustrated.’
Non-empathic ‘We are behind.’
Inaccurate ‘We lost this round, you seem happy

about that’

Table 14: Conditions and examples of robot statements.

successful and perceived valence of the situation was not dependent on empathic
accuracy.

6.3.2.2 Empathic accuracy manipulation

The conditions varied in empathic accuracy of the robot’s responses and the facial
expressions of the robot. In the empathically accurate condition, the robot made
comments after each round of tagging and displayed corresponding facial expres-
sions. The verbal and facial expressions in the empathically accurate condition were
congruent to the situation (positive when the team was winning and negative when
the team was losing), In the neutral condition the social robot made no statements
about the mental state of the person. See Table 14 for example expressions in each
condition.

A seven-point Likert-type item ‘The statements made by the agent were in
line with the feelings of the person in the movie’ was used to check perceived
empathic accuracy of the conditions. A significant difference was found between
the conditions (H(2)=41.065, p<.001). The accurate empathic robot scored highest
(Mdn=5.0), higher than the neutral condition (Mdn=4.0; U=408.000, p(1-tailed)=.010),
which in its turn scored higher than the inaccurate empathic robot (Mdn=2.0;
U=345.000, p(1-tailed)<.001). The manipulation was successful.

Interestingly enough, for the neutral and accurate robot, perceived empathic
accuracy was affected by the emotional valence of the situation. In the positive
(winning) situation, the robot was seen as more empathically accurate than in
the negative (losing) situation. This was not the case for the inaccurate robot,
which was considered as inaccurate to the same extent in both the positive and
negative condition. It has to be noted that in the positive (winning) condition
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Figure 15: Interaction effect empathic accuracy and situational valence on perceived em-
pathic accuracy.

the difference between the neutral and accurate condition was not significant
(U=116.500, p(1-tailed)=.12). This difference was significant in the negative (losing)
condition (U=90.500, p(1-tailed)=.031). See Figure 15.

6.3.3 Measures

Dependent variables included perceived empathic ability of the robot, perceived
closeness between human and robot and trust in the robot (focused on dependability
and credibility). Perceived empathic accuracy of the robot and valence of the
situation as discussed above were measured as manipulation checks. All items were
Likert-type scales. Table 15 provides the final scales for this study, Appendix E lists
all items.

6.3.3.1 Perceived empathic ability

Four items were used to measure the perceived empathic ability of the robot,
adapted from Wampler and Powell (1982) and Kim (2005). The seven-point (1-7)
items included ‘The robot is patient with the person in the movie’ and ‘The robot
tried to keep the person in the movie from worrying’.

6.3.3.2 Trust

Trust of the robot was addressed from both the standpoint of perceived depend-
ability of the robot in its current context and the perceived credibility of the robot
and its character as a whole. Perceived dependability of the robot was measured using



112 SOCIAL ROBOTS: EFFECTS OF EMPATHIC ACCURACY AND VALENCE

MEASURE α M SD range

Perceived empathic accuracy 3.8 1.8 1.0-7.0
1 item, The statements made by the agent where in line
with the feelings of the person in the movie.

Perceived emotional valence .72 3.2 1.0 1.0-5.0
1 item, self-assessment valence manikin scale.

(Negative) attitude toward robots in general .78 3.9 1.1 1.1-6.3
7 items, I would feel uneasy if I was given a job where I
had to use robots.

Perceived empathic ability .84 3.4 1.3 1.0-7.0
4 items, e.g. The robot tried to keep the person in the
movie from worrying.

Trust: perceived dependability .92 4.3 1.2 1.0-6.1
7 items, e.g. The robot was reliable.

Trust: perceived credibility (1-9 scale) .86 5.6 1.2 1.6-8.4
14 items, e.g. selfish - unselfish

Perceived closeness (1-6 scale) .73 2.6 1.1 1.0-6.0
2 items, pictorial closeness scales

Human-likeness .75 3.9 1.3 1.0-7.0
5 items, The robot has characteristics that you would
expect of a human.

Machine-likeness .63 5.2 1.0 2.0-7.0
2 items, The robot acts like a machine.

Table 15: Example items final scales, participant mean scores and standard deviations.
Cronbach’s α as reliability measure. Seven-point (1-7) Likert-type scales, unless
otherwise indicated.
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seven items we previously developed for Evers et al. (2008), similar to the items used
in the previous Chapters. Items included ‘The robot was reliable.’, ‘I felt confident
about the robot’s ability to perform its task’ and ‘I trusted the actions of the robot’
(1-7 scale). Perceived source credibility of the robot was measured using Berlo and
McCrosskey et al.’s fourteen-item bipolar source credibility scale (Rubin et al., 2004)
including items such as selfish - unselfish, competent - incompetent (1-9 scale).

6.3.3.3 Perceived closeness

Perceived closeness between the user and robot was measured using the six-point
(1-6) pictorial closeness scale adapted from Hinds et al. (2004), based on Aron et al.
(1992). The scale consists of pictorial representations of the relationship between the
user and robot. Both are represented by a circle; the more the circles overlap, the
closer the relationship is perceived to be. Participants were asked to select a figure
twice, corresponding to how they would feel themselves and how they thought the
person in the video felt.

6.3.3.4 Perceived human- and machine-likeness

As explained in chapter 5 we here also distinguish between human- and machine-
likeness. Human-likeness was measured using five seven-point (1-7) items adapted
from Evers et al. (2008). Example items included: ‘The robot acts like a person’, ‘The
robot has characteristics that you would expect of a human’. Machine-likeness was
measured using 2 items (Evers et al., 2008): ‘The robot has machine-like attributes’
and ‘The robot looks like a machine or a mechanical device’.

6.4 RESULTS
To test our hypotheses on the effects of empathic accuracy and situation valence, we
first conducted two-way ANOVAs with empathic accuracy and situational valence
as factors to check for interaction effects. One-way ANOVAs with planned contrasts
were used to test for main effects. For non-parametric data Kruskal-Wallis tests
were used, followed up by Mann-Whitney tests.

6.4.1 Interaction effects for empathic accuracy of the robot and valence of the
situation

An ANOVA with empathic accuracy and emotional valence of the situation as
factors showed a significant interaction effect for the perceived empathic ability of the
robot (F(2,112)=4.326, p=.015).

Simple effects analysis showed that there was a significant difference whether
empathy was shown in a positive or negative context. Participants rated the em-
pathically accurate robot as having greater empathic ability in the positive condition
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compared with the empathically inaccurate robot, but this effect of accuracy was
not significant (F=1.18, p=.31). However, when the team was losing (negative con-
text), participants found the empathically inaccurate robot to have better empathic
abilities compared with the empathically accurate robot (F=3.24, p=.043, Figure 16).
This is in direct opposite of our expectations in hypothesis 2.
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Figure 16: Interaction effect empathic accuracy and situational valence on perceived em-
pathic ability. 95% Confidence Interval

6.4.2 Effects of accuracy of empathic robot behaviour

A main effect was found for empathic accuracy of the robot on dependability
(F(2,106)=13.498, p<.001, Figure 17). Planned contrasts showed that the neutral
robot was perceived as more dependable (M=4.2, SD=.70) than the empathic inaccu-
rate robot (M=3.3, SD=1.0; p<.001). The accurately empathic robot (M=5.7, SD=1.2;
p=.002) was also perceived as more dependable than the inaccurately empathic
robot. The accurately empathic robot however was not perceived as significantly
more dependable than the neutral robot (p=.28).

Empathic accuracy of the robot also had a direct effect that bordered on signifi-
cance (p=.050) on perceived source credibility (F(2,106)=3.076, Figure 18). Post-hoc
tests showed that that while the empathically accurate robot scores for credibility
(M=5.7, SD=1.2) appeared higher than for the inaccurately empathic robot (M=5.3,
SD=1.2), this difference was not significant (post-hoc LSD, p=.066). The neutral
robot however was found more credible (M=5.8, SD=1.0; post-hoc LSD, p=.023) than
the inaccurate robot.

Furthermore, empathic accuracy had a direct effect on perceived closeness between
the human and the robot (H(2)=12.046, p=.002, Figure 19). Participants perceived the
relation between the actor and the robot as less close for the inaccurate robot (M=2.2,
Mdn=2.5, SD=1.1) compared with the neutral robot (M=2.8, SD=1.0, Mdn=3.0;
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Figure 17: Main effect empathic accuracy on perceived dependability. 95% CI

empathic accuracy

inaccurateneutralaccurate

M
 S

o
u

rc
e

 c
re

d
ib

il
it

y

7

6

5

4

3

2

1

Figure 18: Main effect empathic accuracy on perceived source credibility. 95% CI

U=716.500, p=.015). They perceived the relationship as closest in the accurate
condition (M=3.0, SD=1.1, Mdn=3.0), also significantly higher than in the inaccurate
condition (U=695.000, p=.001) However, no significant difference was found between
scores on perceived closeness of the accurately empathic robot and the neutral robot
(U=675.000, p=.398).

No effects of empathic accuracy were found for perceived human- and machine-
likeness.
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Figure 19: Main effect empathic accuracy on perceived closeness. 95% CI

6.4.3 Effects of situational valence

Emotional valence was found to have a direct effect on perceived dependability
(F(1,106)=8.114, p=.005, Figure 20a); participants in the positive condition found
the robot significantly more dependable (M=4.0, SD=.98) than participants in the
negative condition (M=3.5, SD=1.0). A main effect was also found for emotional
valence on credibility (F(1,106)=6.532, p=.012, Figure 20b); participants in the positive
(winning) condition found the robot more credible (M=5.9, SD=1.2) than participants
in the negative (losing) condition (M=5.3, SD=1.1).

Emotional valence of the situation also had a direct effect on perceived closeness
(H(1)=4.047, p=.044, Figure 21); participants in the positive (winning) condition
rated the relationship of the robot and user as more close (M=2.8, SD=1.1, Mdn=3.0)
than participants in the negative (losing) condition (M=2.4, SD=1.0, Mdn=2.5).

Situational valence did not have an effect on perceived human- and machine-
likeness.

6.4.4 Effects of participants’ attitudes towards robots in general

Attitude towards robots in general directly affected perceived machine-likeness
F(1,95)=8.526, p=.004, human-likeness F(1,95)=18.690, p<.001 and perceived em-
pathic abilities of the robot (F(1,95)=8.374, p=.005). Participants with a more neg-
ative attitude towards robots perceived the robot as more machine-like and less
human-like. They also thought the robot had less empathic abilities. Participants
with a negative attitude towards robots also assessed the robot as less dependable
(F(1,95)=9.620, p=.003) and less credible (F(1,95)=7.735, p=.007) and the human-robot
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Figure 20: Main effects situational valence on perceived dependability and source credibility.
95% CI
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Figure 21: Main effect of situational valence on perceived closeness. 95% CI

relationship as less close (F(1,95)=11.315, p=.001). Attitudes towards robots did not
interact with the effects of empathic accuracy and situational valence.

6.5 DISCUSSION AND CONCLUSIONS
In support of hypothesis 1, our findings confirm that inaccurate empathic robot
behaviour is detrimental to the attitudes participants have toward the social robot.
Participants found the robot whose empathic responses were incongruent to the
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actor’s emotional state less dependable and less credible. They also perceived the
relationship between the robot and human as least close in the inaccurate condition.

Hypothesis 1 can however not be simply confirmed with respect to perceived
empathic abilities, as illustrated by the difference between positive and negative
situations (related to hypothesis 2). A striking result of this study was that in the
negative (losing the game) situation, participants found the robot that responded
inaccurately, to have more empathic abilities. This robot responded with what can
be seen as blind optimistic behaviour, seemingly unsuitable in the context of losing
the game. This robot would acknowledge the situation, but would ‘lie’ to the human
about which emotional state he appeared to be in (the actor looked unhappy and
frustrated). It appears that in negative situations, participants may find a robot
more socially able if it remains positive, rather than ‘honestly’ acknowledging, and
explicitly referring to, the negative emotions the person is feeling. However, the
‘optimistic’, but inaccurate, robot was not trusted more.

This illustrates the importance of evaluating both the appraisal of social abilities
and trust. Recognisable social behaviours and a higher rating on perceived social
abilities is not necessarily accompanied by a higher level of trust overall. This also
points to the importance of a discussion on how to conceptualise social abilities
and empathy. The specific empathic ability scale used in this study for instance
emphasised particular aspects of social and empathic ability such as caring for the
user and being patient. The specific conceptualisation needs to fit the situation at
hand, especially considering the heterogeneous nature of available empathy models
and scales. This work suggests a need for more studies into the effects of inaccurate
assessments of user affective experience, but also shows that the perception of
social abilities does not only rely on how accurately a robot or system refers to the
affective experience of a user.

In this study, the empathically accurate robot did not fare better on the empathy
scale than the neutral robot. This is itself is actually an interesting result, as it shows
that making a robot more social, or having it explicitly address the user’s emotional
state, does not necessarily increase the perception the robot cares for the user. This
is in line with research on human-human interaction, which shows that empathic
accuracy and perceived empathic care or concern are not always related (see for
such a distinction for example Hodges et al., 2009). Certainly, the dialogue and
empathic behaviours of the robot in the scenarios could be improved. The empathic
behaviours in this study were limited to explicit, vocal statements. These statements
in addition could be viewed as rather blunt; in the negative condition the robot for
example was blindly optimistic and completely ignored any negative affect even
while the human-robot team was losing the game. Explicit, blunt statements on how
one feels will certainly not always be welcomed by users and perceived as caring.
It would be interesting to further explore whether more subtle behaviours, which
are more realistic about the current situation but not detrimental to users’ affective
state, could yield positive and appropriate results.

Using videos also has its limitations and it is important to follow this work
with behavioural studies on live interactions in various settings, with different
types of robots and other systems. In addition, Takayama (2009) argues that the
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reactions to social behaviours are different when users consciously reflect on a past
interaction or observe an interaction, compared to when people are ‘in-the-moment’
and interact with an agent themselves. In the latter situation people for example
might unconsciously show social reactions that might not be present when people
actively reflect on, or retrospectivly evaluate, an interaction. The effects of social
behaviours need to be evaluated in both situations to get a richer picture of their
effects.

Appropriate social responses are highly context dependent. Overall, in the nega-
tive (losing the game) condition, participants found the robot less credible and less
dependable. It appears that participants have more trouble to appreciate a robot
when it operates in contexts where negative emotions are likely and collaborative
task success may not be a given. As many robots are developed for health-care and
crisis response operations, robot designers and developers should keep in mind
that more effort may be needed before users find social robots credible in these
application areas. Further research is needed to investigate under what circum-
stances social system behaviours are effective and to what extent psychological
theories of human-human interaction apply. We also need to consider the form
of the system, synthetic character or robot showing the behaviour; it is very well
possible that certain social tendencies might be appreciated for one type of agent,
but are considered highly unacceptable for others. Despite the potential of social
behaviours such as empathy, the conceptualisation of what constitutes (helpful)
social behaviour, the effects it might have and how it can be incorporated in an
overall interaction design are hardly clear.

The findings above shed light on the complexity that is involved in adopting
appropriate social behaviours in autonomous agents such as robots. These results
indicate the importance of showing restraint when implementing social behaviours
in robots and other autonomous technology. The results provide some support
for the idea that a robot’s mistakes in assessing the affective state of the user and
consequent display of inaccurate empathy may have a profoundly negative effect on
user trust. Achieving social behaviour that increases trust and acceptance is quite a
challenge, while the risk of implementing behaviours that are actually detrimental is
relatively high. So much so that in certain contexts designers may need to reconsider
the introduction of social or empathic behaviours.
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ABSTRACT Autonomous systems not only provide information and services, but
also request information from users. Mobile applications and services for example
can provide context-aware services to users wherever they go, but may also interrupt
users during their activities. Socially expressive and empathic system behaviour
have been suggested as a way to build reciprocal relationships with users and
increase trust. A between-subject, Wizard-of-Oz experiment further investigates
the effects of socially expressive, empathic behaviour on mobile interaction. Fifty
participants interacted with either a socially expressive, empathic system, or a non-
expressive system while performing a physical search task in a semi-crisis context
in a controlled lab setting. The experiment also explored the effect of the user
personality traits empathy and extraversion. Participants were observed, interviewed
and filled out a questionnaire. Dependent variables include trust, compliance to the
system requests and follow-up on information provided, emotional experience and
perceptions of the collaboration with the system and its intentions. Results show that
socially expressive, empathic behaviour will not always lead to increased trust and
that user personality traits will affect reactions. Even though the socially expressive,
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empathic condition was recognised as more empathic, it did not increase trust or
compliance. Instead, the study found indications that social, empathic expressivity
can change perceived systems’ intentions and lead to negative attitudes when it is
perceived as inappropriate. The system’s (inappropriate) social behaviour in this
study negatively affected trust in the system’s actions, trust in the information
provided and led to less follow up on the system’s warnings. User personality traits
will affect reactions to social system behaviour as well; participants low on empathy
reported a less positive affective experience when interacting with the expressive,
empathic system. The study also identified interaction issues that have to be taken
into account in development of mobile systems that need user feedback to provide
context-aware services.

7.1 INTRODUCTION
Mobile devices offer exciting possibilities to connect users with services wherever
they go. They offer great potential to build long-term relationships with specific
users via personal applications that accompany them and adapt to them and their
context. Mobile systems are now also powerful enough to implement autonomous,
adaptive systems. Mobile applications can provide (semi-) permanent connections
to distant autonomous systems and services in which dialogues can be initiated by
both users and systems at any time. Such continuous interaction with pervasive
systems in a natural context begs the question to what extent systems need to
empathise with the users’ experience outside of the mobile application. This study
explores the effects of socially expressive, empathic behaviour of (mobile) semi-
autonomous systems on trust, user feedback and compliance to its requests and
users’ perception of their working relationship with the system.

Mobile and context-aware applications can provide users with information and
services relevant to their current circumstances. Distant systems and services in turn
can gather information from users and their devices about their surroundings. Such
potential comes accompanied by challenges that reach beyond problems inherent to
mobile interaction (i.e. designing for a multitude of devices, limited screen sizes
and dealing with input limitations, Jones, 2006). We are not dealing with usage
of mobile applications as passive tools anymore; instead we are presented with
settings in which users collaborate with local or remote autonomous agents that
also appear to have their own goals and intentions. Autonomous agents’ own goals
might differ from, or even conflict with, the current needs of the user. Systems
might for example need information to provide services to other users, to confirm
its world model, or to facilitate future interactions. If a system needs explicit input
from the user, it will have to interrupt users’ own activities, especially in a mobile
context. Achieving user trust and acceptance of such interruptions will be major
challenges, especially when systems exhibit autonomous behaviour in high-risk
situations. When systems request information, reason about users’ circumstances
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and potentially decide whether or not to warn people they are in danger, social and
affective aspects of the interaction will be very challenging to get right.

The between-subject, Wizard-of-Oz experiment presented in this chapter inves-
tigates the potential consequences of making a system more socially expressive
and empathic. It compares user responses to such a more expressive system that
explicitly addresses the user’s (emotional) experience and circumstances, with re-
sponses to a less socially expressive system. As discussed in Chapter 6, actively
acknowledging the user’s (affective) experience and acting in a socially appropriate
manner, could be key in achieving trust and satisfying interactions, as well as
compliance and willingness to provide information to a system (Brave et al., 2005;
Bickmore and Schulman, 2007; Fogg and Eckles, 2007; Picard and Liu, 2007). It
could also compensate for interruptions by a system (Picard and Liu, 2007). The
study in chapter 6 also showed such potential, but also highlighted the complexities
of implementing empathic behaviours. It is not yet clear which interaction and
dialogue strategies have the most positive effects on for example user trust and
compliance to system requests. Results may also differ for non-embodied systems.
This study’s participants interacted with one of two versions of a mobile system
that monitored their surroundings and interrupted them while performing a search
task in a semi-crisis (lab) setting. Observation, a questionnaire and interviews were
used to explore aspects such as trust, compliance, perceptions of system goals, and
user personality. This chapter both discusses the experimental results and provides
practical guidelines for system designers derived from the study’s observations. It
discusses how social, empathic interaction entails more than making system mes-
sages more friendly, including a discussion of the consequences of inappropriate or
suboptimal behaviour (as at times inadvertently shown by the system in this study).

The structure of this chapter is as follows: Section 7.2 reviews related literature
on interaction with mobile and semi-autonomous systems, social expressiveness
and aspects such as system empathy. It also briefly describes the DIADEM project
that forms the context of this study. Section 7.3 describes the methodology of the
reported study. Section 7.4 reports the study’s quantitative results and its qualitative
observations. Section 7.5 further discusses the results of this study and provides an
overview of lessons learned about users’ interaction with systems that both provide
users with advice and request information. Section 7.6 ends this chapter with the
study’s conclusions and directions for future research.

7.2 BACKGROUND AND HYPOTHESES
7.2.1 Interaction with context-aware and autonomous mobile agents

The semi-permanent presence of mobile devices provides great possibilities in
providing users with the information and services they need (or want) anywhere
and anytime. Pervasive, context-aware systems have the capability to sense the
user’s surroundings (physical, social, task etc.), and take action on the basis of this
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data, either autonomously or using help from the user (Loke, 2009). Mobile, context-
aware applications are being developed for various domains, ranging from adaptive
mobile tourist guides (Kenteris et al., 2009; Cheverst et al., 2002) to healthcare
(Varshney, 2008), hazard monitoring (Winterboer et al., 2009), disaster prediction
and alerting (Kung et al., 2008) and supporting emergency response personnel
during crisis situations (Streefkerk et al., 2006).

To provide adaptive services, context-aware applications need information to
determine the user’s current context. Information can be gathered from various
sources; by means of sensors, by using location information from service providers,
detection of presence of other devices, or by explicitly asking users themselves.
Systems then need to respond to this information in a sensible, ’intelligent’ way so
they can successfully adapt to these circumstances (Häkkilä and Mäntyjärvi, 2006;
Loke, 2009). Systems might not only request information to improve performance
for the specific individual user, but also to improve performance for others or to
confirm data it gathered from other sources (for example sensors).

One of the first examples of such a setting, is the DIADEM project (Winterboer
et al., 2009) in which a system is being developed that detects potentially hazardous
situations in populated industrial areas using input from both a distributed sensor
network and humans through their mobile devices. This project aims to prevent
catastrophic chemical incidents and reduce pollution through quick detection of
harmful gasses and identification of pollution sources. A sensor network provides
environmental information such as data on air quality and gas emissions by indus-
trial plants. In case of unusual sensor readings a Bayesian reasoning system reduces
the number of possible events (e.g. which gas is detected and whether it poses a
threat). If a potential pollution source is detected or reported, the system could send
information to end-users, and can also call upon human observation in and around
the affected area to gather more information. For this purpose, participating users
will be asked by their mobile agent (e.g. application or service on phone/PDA) to
report their observations, which are communicated to the central system. If neces-
sary, the system provides location-based warnings and safety instructions. Human
users are thus recipients of an information service, and also serve as ‘sensors’ and
data sources.

Settings where systems can not only provide services and information, but can
also request users to provide a service to the system, present system designers
with complex challenges. Users may need to be persuaded to provide input in
order for the system to make its decisions. Systems will interrupt users during their
regular activities and these interruptions might not always be deemed necessary
or critical. Users also need to be convinced they can trust the system’s decisions
or recommendations. The dialogue between user and system will be critical in
achieving such trust and user goodwill. A number of interaction design challenges
that come into play in such settings in a mobile context are discussed below.
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7.2.2 Interaction challenges for mobile semi-autonomous applications

Developing mobile applications brings about design challenges such as designing
for limited screen estate, dealing with interruptions from the outside world, limited
reactivity when connecting to distant services and having to deal with limited
input possibilities (Jones, 2006; Nilsson, 2009). When mobile applications display
(semi-) autonomous and adaptive behaviour and appear to have their own goals
and intentions, additional hurdles arise.

The fundamental challenges posed by adaptivity and autonomy (as discussed in
the previous chapters) related to understanding, control and perceived intentionality
and goal congruency might add additional concerns. Systems may ask the users
to provide information that does not directly appear relevant to the user’s goals.
This could have consequences for the perceptions of users on whether the system
is more concerned with gathering information for itself, or with taking care of the
user’s needs. Users need to be convinced the application can be trusted as a team
player (Klein et al., 2004), even though its goals and autonomous actions might
not directly coincide with the goals of the human team mate. These issues may be
amplified for mobile applications, which can pervasively interrupt users’ activities
in the outside world (Häkkilä and Mäntyjärvi, 2006; Toninelli et al., 2008; Kurvinen
and Oulasvirta, 2004; Pentland, 2005).

As discussed in chapters 4, 5 and 6, mimicking human interaction can ease
interaction with technology as social conventions and processes are familiar to
users (Fong et al., 2003) and people anthropomorphise technology (Duffy, 2003).
However, whether the media equation applies, is affected by factors including users’
task, users’ own context and performance, the device or artifact they are interacting
with and particular social phenomena studied (Eckles et al., 2009; Nass and Mason,
1990; Shechtman and Horowitz, 2003; Morkes et al., 1999). For mobile interaction,
factors such as proxemics (Hall, 1966) and interacting with small devices come
into play. Goldstein et al. (2002) for example suggest that small devices might not
alway invoke social reactions to the same extent as bigger devices do. The perceived
distance between a mobile service and the user can also create the perception of
a (lack of) shared context between agent and users and can increase difficulties in
cooperation (Clark and Brennan, 1991; Shneider and Kiesler, 2005; Takayama and
Nass, 2008). People also appear to orient to proximal sources more than to distant
sources (Eckles et al., 2009). This chapter further explores the effect of socially
expressive behaviour in the context of mobile interaction in a relatively urgent
context.

7.2.3 Social expressive, empathic agents

Appropriate social expressivity, can help agents build long term relationships with
users (Bickmore, 2003). In a comparison between a ‘relation agent’ that applies
subtle expressivity and a ‘non-relation agent’, Bickmore and Picard (2004) found
that expressivity and use of social dialogue (including chit-chat and empathetic
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utterances) can promote users liking a system, increase their trust and perceptions
that a system cares about them. Systems shouldn’t only have to display ‘functional’
behaviour, they can also apply social strategies such as turn-taking, greetings,
placing emphasis and conveying emotional states by for example mimicking facial
expressions, intonations and other social behaviours (Bickmore and Picard, 2003).
De Boni et al. (2008) also showed positive effects for using humour and actively
maintaining a relationship.

As discussed in Chapter 6, a number of researchers have studied the effects of
system empathy in the interaction between human and systems and have shown that
it can change behaviour, trust and bonding between users and systems, and augment
users’ affective state and their sense of efficacy. Adapting to users’ emotions, without
explicitly providing supportive empathic feedback to the user, can already have
positive effects as illustrated by the positive results of mood-congruent in-car
systems of Nass et al. (2005). Brave et al. (2005) have shown that empathy increases
users’ liking of and trust in an agent, and also increases perceived caring about
and support to the user. Picard and Liu (2007) investigated empathy in user’s
responses to being interrupted by a mobile stress-monitoring system requesting
self-reports from users on their current stress level; they found indications (although
no significant differences) that users have a preference for a system that responds
empathetically over one that does not, even when the empathic system interrupts
them more. Nguyen and Masthoff (2009) also found that expressing empathy
improves the liking of both embodied and textual agents, while empathic behaviour
is more expected from agents with a human-like embodiment. Chapter 6 showed
that inaccurate empathic reactions can decrease trust in certain contexts, while
increasing perceptions of social ability in other situations. The literature above leads
to the hypotheses that a system that is perceived as more empathic by users is likely
to increase users’ trust in a system, increase bonding and increase the likelihood
that a system can persuade users to engage in certain behaviours. These theories
and findings lead to the following hypotheses:

H1: Systems that are more socially expressive and empathic will be
trusted more.

H2: Users will perceive the relationship with a system that acts in a
socially expressive empathic manner as closer. They will also feel in
control more and perceive the system as less disruptive.

Nguyen and Masthoff (2009) suggest that an empathic system can improve
users’ willingness to comply with system requests. Whether the effects for system
advice or warnings will be different than those for compliance with requests is yet
unclear, especially in more urgent contexts. The congruency principle (Fagel, 2006;
McGurk and MacDonald, 1976) suggests less positive results if social expressions
are incongruent with the delivered content. If information in one communication
channel is incongruent from the content of another modality, but is delivered at the
same time, it is likely that the interpretation of information from at least one of these
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modalities will change. Ochs et al. (2008) found that for humanoid virtual agents,
facial expressions of emotions incompatible with the dialog situations are less
appreciated than non-emotional expressions or congruent empathic ones. Requests
that are empathic to the user’s experience might convince users to provide a service
to a system. When urgent advice is delivered in a too friendly manner, follow-up
might be less likely.

H3: Users will comply to regular requests from a socially expressive,
empathic system more, but more urgent advice will be trusted more
when posed in a less socially expressive, neutral manner.

Perceived empathy can also contribute to improvements in user’s mood (Nguyen
and Masthoff, 2009). Expressing empathy for user’s emotions has been shown
to be effective in lowering for example user frustration (Klein et al., 2002; Hone,
2006). Kim (2005) compared the effects of empathetic response (responsive vs.
non-responsive) and gender (male vs. female) of pedagogical agents as learning
companions (PALs). Kim (2005) found that students who worked with a PAL who
responded with empathy to learners’ affect showed significantly higher interest
and self-efficacy in the tasks than students with a non-responsive PAL. Bickmore
and Schulman (2007) additionally found that accurately empathic system reactions
are more important in comforting the user than sophisticated affect recognition.
This is congruent with the findings of Nguyen and Masthoff (2009) who also found
positive effects of empathy in the context of both embodied and textual agents.
System behaviour that is perceived as empathic can lift users’ mood and increase
their self-efficacy.

H4: Empathic social expressiveness will have a positive effect on users’
emotional experience and (perceived) performance.

As we have seen in Chapter 4, 5, 6, individual user traits (such as personality and
attitudes towards specific types of technology) have an effect on how they interact
with automated systems, especially for those systems that appear to have their own
intentions and take action on their own initiative (Reeves and Nass, 1996). The
study in Chapter 4 for example confirmed the findings of Goren-Bar et al. (2006)
that people with an internal locus of control are more likely to hand over control to
a system. Users’ preferences regarding social expressiveness also depend in part on
people’s personality. People tend to prefer to interact with people and systems that
have personalities similar to their own (Johnson and Gormly, 1975; Nass et al., 2001).
More extravert users for example appreciate social expressiveness more (Tapus and
Mataric, 2008). Users who are more introvert or have lower emotional stability tend
to prefer a more mechanical robot (Walters et al., 2008). Moon and Nass (1996) and
Moon (1998) have shown that customising messages to match the user’s personality
can make the message more persuasive, even though De Boni et al. (2008) found that
matching a system’s behaviour to either dominant or submissive user personality
had no significant influence on participants rating of the system. Personality can
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also directly affect user behaviour; people who are more empathic are more willing
to provide help to others (Eisenberg and Fabes, 1990; Underwood and Moore,
1982). This suggests they might be more willing to follow up on requests from an
autonomous system as well.

H5: Users’ personality will affect reactions to a system’s social and
empathic expressiveness. Matching user and system personality will
have a positive effect: users with a more empathic or extravert personality
will react more positively to a socially expressive and empathic agent
and will comply more to its requests and advice.

We test these hypotheses for systems that both ask for information and provide
information about the users’ surroundings.

7.3 METHOD
A Wizard-of-Oz, between-subject experiment was used to compare interaction with
a non-socially and a socially expressive system. The study focuses on interaction
with mobile systems that monitor users’ surroundings, can provide information or
advice, but can also interrupt users for the system’s own purposes.

Two between-subject conditions were used in the experiment:

• A socially expressive condition: system messages were phrased in a more
social manner, empathic to the user’s experience.

• A non-socially expressive condition: system messages were phrased in a
neutral manner and did not explicitly empathise with the user’s goals and
experiences. Note that it can be argued that completely eliminating social
cues from messages is nearly impossible; the messages in this condition for
example were still polite. For reasons of clarity the condition is referred to as
non-socially expressive here.

Participants interacted with their assigned version while performing a physical
search task in a semi-crisis context in a controlled lab setting. Participants were
observed, interviewed and filled out a questionnaire. Participants were randomly
assigned to one of the conditions. Dependent variables include trust, compliance to
system requests and follow-up on information provided, emotional experience and
perceptions of the collaboration with the system and its intentions. The experiment
also explores the effect of the user personality traits empathy and extraversion.
Below the study’s set-up, participants’ task, experiment application, conditions and
variables are described in more detail.

7.3.1 Experiment setting

The setting for this experiment was a monitoring system that detects potential
hazardous situations by using input from both distributed sensors and human



7.3 METHOD 129

users. This experiment was set as a small-scale indoor ‘exercise’. Participants were
told they were taking part in an experiment investigating how people interact
with mobile systems that monitor indoor hazardous situations using sensors in the
environment, in this case a building. They were asked to look for containers in an
‘industrial building’. The situation was framed as a potential crisis setting during
which a system would monitor the user’s surroundings and could potentially ask
them for supplementary information. Participants were told a random simulation
would determine whether the situation in the building (e.g. air quality) would be
dangerous during their session.

7.3.1.1 Physical setting

A 72 m2 (775 square feet) hall was outfitted as an ‘industrial building’, with
makeshift cubicles representing rooms in the building. The building consisted of
seven rooms and an additional ’machine room’ with machines (discarded, but
functioning electronic equipment). The ‘rooms’ also contained a limited number of
other objects such as boxes, paper bags, a thermometer, a fire detector, metal bins.
Some objects (the machines, paper bags) were included in the scenario and referred
to in the system messages. Other objects just served as diversions and suggested to
participants that multiple scenarios were possible. The map of the set-up is included
in the interface shown in Figure 22

7.3.1.2 Task

Participants were asked to search the building for ‘chemical containers’ (small
plastic containers, about 7 cm high). They would earn points, one for each container
that when found contained a number. Participants were instructed that they would
be entered in a prize draw if they scored over ten points. One point would be
deducted for every twenty seconds spent in dangerous areas as a consequence for
’dangerous’ behaviour during the exercise. In actuality, only nine of the about 35

hidden containers contained a number, ensuring a continuous trade-off between
accomplishing the task or following up on system messages. Following up on
system requests required participants to interrupt their search (to for example check
the smell of an object of a pattern on a machine in another room). This also insured
that all participants has roughly the same level of performance (in essence failure) as
participants’ own performance can cause differences in social reactions to systems
(Goldstein et al., 2002). Participants were instructed they had a maximum of ten
minutes to find the containers or that they could leave the ‘building’ if they thought
the situation was too dangerous.

7.3.1.3 Mobile application

Participants interacted with an application specifically developed for this experiment
on a G1 Android phone. Both the G1’s touch screen and physical keyboard were
used in the experiment application. The application was used to enter the container
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numbers the participant found and to receive the system’s messages about the
situation in the building.

The application screen consisted of a map of the ‘building’, a button to report
found container numbers (bottom right) and a button (top right, showing an
envelope) to retrieve older system messages (Figure 22). The map showed the
set-up of the building and its ‘rooms’, the participant’s location and the numbered
containers the participant had found. Rooms were labelled with a number, both on
the map and with a physical paper label in ‘the building’; one room was labelled as
‘machine room’. The application interface was always kept in landscape orientation
for this experiment.

Messages that the participant decided not to follow up right away could be
retrieved later using the envelope button which visually indicated whether any
unanswered messages were left. All new system messages however would first
automatically appear in a pop-up on the screen (Figure 23) and were accompanied
by an auditory alarm ensuring participants noticed all messages. The pop-ups had
either an ok or answer button to follow-up on messages, and an ignore button. If
multiple messages had not been answered yet, participants could ’browse’ through
them using previous and next buttons.

Mobile Alert System

report

container

1

2

3

4

5

6

7

machine

room

Figure 22: Screenshot application, nine containers found, no messages left to answer. Repli-
cated for printing purposes.

7.3.1.4 Wizard-of-Oz set-up

All functionality of the monitoring system, its sensors and the mobile application
was realised using Wizard-of-Oz techniques. Two experimenters in the room ad-
jacent to the experiment hall observed the participant using eight cameras. An
observer application, connected to the participant’s mobile application via a local
network, additionally informed the observers of all participants’ actions while using
the mobile application. The observer application was also used to send system
messages to the participant’s mobile application following a fixed scenario.
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(a) System message (b) Answer dialogue

Figure 23: Screenshots dialogue pop-ups

7.3.2 Scenario

A scenario was followed in which the monitoring system received ’abnormal’ values
from sensors in the building. The system sent six messages to each participant.
Four messages asked the participant for information, the other two messages were
warnings about potential dangerous situations. The first warning (fourth message)
told participants that room 5 had become too dangerous for them to enter. The
second warning (the sixth, last, message) told them to vacate the building.

The information requested by the system in the other messages referred to objects
specific to the experiment setting (e.g. objects in paper bags, patterns on a machine).
System requests included for example ’Chemical sensors in your area indicate an
abnormal value. Please describe the smell of the brown bag in room 7.’ The session
scenario took about seven minutes until the participant would get the final warning
message. For all system messages users had the option after reading the messages
to either follow up on its warning or request or ignore it. Participants were told
they could decide for themselves whether they wanted to react to the message
or request right away, retrieve it later or do nothing with it at all. The messages
were somewhat ambiguous; whether answering the system’s requests would be
useful for the participant was left open in the instructions as we were interested in
the effects of the system’s expressiveness on compliance. In actuality, the scenario
was the same for all participants, regardless of their behaviour and answers to the
system’s questions. The scenario and system messages (for both conditions) are
described further below.

7.3.3 Implementation experimental conditions

The conditions differed in the system’s wording of messages sent to the participants
(both system requests and warnings about the situation in the building) and wording
of responses to information entered by the participants (both in response to system
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requests and entered containers). All messages were text messages. The socially
expressive version was designed to take into consideration how the participant
might feel about being disturbed by the system requests or being warned about a
potential dangerous situation in the building. The socially expressive version was
also designed to be enthusiastic when a participant found a container. It explicitly
addressed the user’s current state (e.g. ‘This might worry you’). Apart from the
wording of the messages the experiment scenario and system functionality did not
differ between the conditions. The differences between the textual messages are
outlined in more detail below per type of message.

7.3.3.1 Reactions to finding containers

After a participant entered a container number the socially expressive version
would react with more empathic, enthusiastic statements such as: ‘Another container
successfully found! You must be pleased’ or ‘Great, the container has been registered.
You appear quite alert’. In the non-social condition the system would always react
the same with a more matter-of-fact ‘Container registered and added to your
map’. Participants in both conditions were instructed the system would register
successfully entered container numbers on the map; it was made sure the difference
in wording would not result in a difference in understanding of the system messages.
Appendix F provides a table listing all of the responses of the socially expressive
system.

7.3.3.2 System requests and warnings

The four system requests and two warning messages were also worded in a less or
more social manner. The socially expressive system warnings, requests and replies
to provided information, would for example include phrases such as ‘Sorry to
interrupt you’ or ‘Don’t worry’. The less socially expressive version would state
warnings and requests in a more matter of fact way.

The full scenario and dialogues can be found in appendix F. The system messages
in the socially expressive conditions were slightly longer than those sent in the
non-social condition. This difference was only minimal and has been taken into
account in our analysis where necessary.

7.3.4 Measures

This section gives an overview of the measures used in the experiment. Data was
collected using logs, observation, a questionnaire and interviews. Table 16 sum-
marises the measures used and provides example questions from the questionnaire
and interview. Tables 18 and 19 show the final questionnaire scales used for analysis,
reliability of the scales and means scores of the main variables of interest. Appendix
F shows all items. Cronbach’s Alpha was used to determine scale reliability. The
other quantitative data used in analysis, additional to these questionnaire scales,
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(for example task performance indicators such as numbers of containers found) are
discussed in the section below.

7.3.4.1 Manipulation check

Since the socially expressive condition was designed to express empathy to partici-
pants’ experience, both questionnaire items and interview questions were included
to check whether the socially expressive version indeed was perceived as more
empathic. The quantitative manipulation check consisted of three seven-point Likert-
type scale items such as ’The system takes into account the emotions of the user’.
These items were selected from the empathy subscale of the Social Behaviours Ques-
tionnaire (SBQ) (De Ruyter et al., 2005). The SBQ uses adaptations of International
Personality Item Pool items (Goldberg, 2009; Goldberg et al., 2006). Participant
comments during their interview on perceived sociability of the system were used
to qualitatively explore participants’ perceptions of the system. This for example
concerned responses to questions such as ’How did you feel about the way that the
system replied to the information you provided?’.

7.3.4.2 Participant personality

Twenty scale items were included on personality to gauge whether participants’
personality would influence their attitude towards the system and its social (non)-
expressiveness. These items were used to rate participants’ personality on empathy
and extraversion. Participants were asked to rate themselves on 1 (very inaccurate)
to 5 (very accurate) scales. Ten items concerned extraversion and were based on
the Big Five personality model as included in the International Personality Item
Pool (IPIP, Goldberg, 2009; Goldberg et al., 2006). The other ten items concerned
empathy and were based on the revised Jackson Personality Inventory (Jackson,
1994, as also included in Goldberg’s IPIP).

7.3.4.3 Dependent variables

Task performance: actual and perceived task performance Participant performance was
measured in both the amount of numbered containers (out of the 9 that could be
found) and the number of seconds stayed in dangerous areas after the system had
warned them. To see whether participants’ perception of their performance matched
their actual performance, one scale item was used on the questionnaire, asking
‘How would you rate your own performance on the task?’ while offering a scale
ranging from 1 (very bad) to 7 (very good).

Follow-up on system requests and advice For each of the system’s messages partici-
pants had the option to either react or ignore the message. Participants’ reaction to
each of the messages was logged. Their behaviour was also observed to see whether
they actually answered the system’s requests or followed the system’s advice and
how long it took them after reading the message.

The questionnaire additionally posed three items asking whether participants
wanted to follow-up on the system messages. Two addressed the system’s requests
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MEASURE MEASURED IN

Perceived empa-
thy system

Questionnaire, e.g. ‘The system takes into account the emotions
of the user’ Interview, participant comments on perceived social
expressivity of the system in response to questions such as e.g.
How did you feel about the way that the system replied to the
information you provided?

Participants
personality:
empathy and
extraversion

Questionnaire, self report items, e.g. ‘I don’t mind being the
center of attention.’, ‘I seldom get emotional’.

Task perfor-
mance

Observation, log, number of containers found, seconds stayed
in dangerous areas, Questionnaire, perceived performance, e.g.
’How would you rate your own performance on the task?’

Follow-up (will-
ingness and ac-
tual) on system
request and ad-
vice messages

Observation, log: number of ignored/answered system messages,
(behavioural) response to messages, Questionnaire, e.g. ‘To what
extent did you want to follow the system’s advice?’, Interview,
e.g. ‘In comparison to finishing your task of finding the con-
tainers, how important did you feel the system’s requests were?
Why?’

Trust: system
dependability,
source credi-
bility, trust in
information

Questionnaire, overall dependability (e.g. I trusted the actions
of the system), source credibility (rating scales, e.g. selfish -
unselfish, competent - incompetent), trust in the information,
e.g. ’The information provided by the system was helpful’,
Interview, e.g. ‘Do you have any comments about your trust in
the system?’

Collaboration:
perceived close-
ness, control,
interruption

Questionnaire, pictorial interpersonal closeness scale, perceived
control (e.g. ’Do you feel you were in control during the session
or that the system was in control?’), disruptiveness (e.g. ’In
general, how disruptive do you feel the system was?’), Interview,
e.g. ‘What did you think about how the system interrupted you?

Perception of sys-
tem goals and in-
tentions

Questionnaire, e.g. ’What did you feel the system cared about
most? (please choose one or specify another goal)’, Interview,
e.g. ‘What did you think was the goal of the system? Could you
tell me more about why you felt that way?’

Emotional experi-
ence during ses-
sion

Questionnaire e.g. ‘The list below consists of a number of words
that describe different feelings and emotions. Please indicate to
what extent you felt this way during your experiment session.’,
list including e.g. ’stressed’, alert, nervous.

Table 16: Main measures and example questions.



7.3 METHOD 135

(e.g. ‘To what extent did you want to perform the tasks the system asked you to
do?’). The other addressed the system’s advice (‘To what extent did you want to
follow the system’s advice?’). These items were self-developed Likert-type scales
ranging from 1 (‘Ignore the system’s [requests/advice]’) to 7 (‘Follow up on the
[requests/advice] immediately’). The interview further explored follow-up to the
messages by asking such questions as ‘In comparison to finishing your task of
finding the containers, how important did you feel the system’s requests were?
Why?’

Trust: dependability, source credibility, trust in information
Trust in the system was measured using questionnaire scales for overall dependabil-
ity of the system, source credibility and trust in the information provided. Perceived
dependability of the system overall was measured using eight questionnaire seven-
point Likert-type scale items ranging from 1=‘strongly disagree’ to 7=‘strongly
agree’. These items were taken from Evers et al. (2008) and are similar to the items
used in (Chapter 3) (Cramer et al., 2008) as adapted from Jian et al. (2000). Items
for example included ‘I felt confident about the system’s ability to perform its
task’. Source credibility was measured using 12 bipolar scale items such as selfish
- unselfish, competent - incompetent. These items were selected from Berlo and
McCrosskey et al.’s fourteen-item source credibility scale (Rubin et al., 2004). Trust
in the information was measured using a four-item seven-point Likert scale (e.g.
‘I trusted the actions of the system’) adapted from Moon (1998) and Takayama
and Nass (2008). The interview further explored participants’ attitude towards the
system with questions such as ‘Do you have any comments about your trust in the
system?’.

Collaboration: closeness, control, interruption
Participants’ perception of their working relationship with the system was explored
using questionnaire items on perceived closeness, control and disruptiveness. The
perceived closeness of the relationship between the user and system was measured
using the pictorial closeness scale adapted from Aron et al. (1992), as also used
in an adapted form in Hinds et al. (2004). The scale used here consisted of six
pictorial representations of the relationship between the human and system. Both
are represented by a circle; the more the circles overlap, the closer the relationship is
perceived to be. Participants’ perception of control over the situation as compared to
the system’s control was measured using one seven-point Likert-type scale (e.g. ‘Do
you feel you were in control during the session or that the system was in control?’).
The perceived disruptiveness of the system was measured using one seven-point
Likert-type scale item ‘In general, how disruptive do you feel the system was?’,
adapted from Picard and Liu (2007).

The interview further explored participants’ perception of the working relation-
ship between them and the system with questions such as ’What did you think
about how the system interrupted you?’ and ’How did you feel about the way that
the system replied to the information you provided?’

Perception of the system’s goals and intentions
Expressiveness of the system could potentially influence the perceptions of the goals
of the system and whether it cared more about its own goals or the participants’
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goals. To investigate this issue, the questionnaire posed the multiple-choice item
‘What did you feel the system cared about most?’. Participants could either choose
one of the options provided (such as ‘Preserving the building’, ‘keeping me safe’ or
’locating the chemical containers’) or specify another goal. The interview further
explored this issue using the question ‘What did you think was the goal of the
system? Could you tell me more about why you felt that way?’.

Emotional experience during session
Twenty self-report items were used to gauge participants’ emotional experience
during the experiment session. The questionnaire included 16 five-point Likert-type
scales items from the ’Positive Affect Negative Affect’ scale (PANAS, Watson et al.,
1988; Thompson, 2007). Items included for example alert, nervous, determined and
proud, our three additional items were ‘stress’, ‘dissatisfied’ and ‘comfortable’ - the
latter inverted for analysis. Items ranged from 1 (‘very slightly to not at all’) to 5

(‘extremely’). Participants were instructed that ‘The list below consists of a number
of words that describe different feelings and emotions. Please indicate to what
extent you felt this way during your experiment session.’ The Lang and Bradley
(1994) self-assessment valence manikin was used as an additional item. The valence
manikin is a five-point image-oriented Likert-type scale, ranging from a happy to
sad figure. It was accompanied by ‘Please select the figure that most represents how
you felt during the experiment.’

7.3.5 Procedure

Each participant took part in one of the two conditions. All experimental sessions
were individual and lasted about 35 - 45 minutes. Individual sessions consisted
of paper and verbal instructions, the experiment session and a questionnaire. If
possible a structured interview then further explored participants’ attitudes towards
the system. The same two experimenters were present during all of the sessions.
Pilot tests using five people had been carried out testing the participants’ task and
our procedures during the design phase of our experiment.

7.3.5.1 Instruction and task session

Participants first received a set of written instructions, after which an experimenter
summarised the task instructions and demonstrated the mobile phone and applica-
tion following a fixed scenario. Participants were asked to explain the application
to make sure they understood the interface and remembered all details of their task
and the system’s functionality. A short training task (entering a container number)
ensured participants could successfully use the mobile application. In total, the
paper and verbal instructions and getting used to the application would take about
ten to twenty minutes. Time variation was caused by participants’ reading speed,
questions and time needed to get comfortable using the mobile application and the
phone’s touch screen.

Participants were then told a random simulation would be started. They were
instructed to begin their search task and were left alone to search the ‘building’. The
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final warning to leave the ‘building’ was sent after 7 minutes. In total the session took
7 - 10 minutes depending on whether participants immediately followed up on the
last warning or not. Our pilot tests had shown this time was long enough to gather
meaningful data and short enough to keep participants engaged and instil a sense
of urgency. The two experimenters monitored the participants’ actions including
participants’ interaction with the system and reactions when being interrupted by
the system. The experimenters also made sure the interaction with the Wizard-of-Oz
system followed the fixed scenario described above.

7.3.5.2 Questionnaire

After participants had left ’the building’, they were taken to a separate room. There
they filled out an online questionnaire on their experience during the session and
their attitude towards the system. Filling out the questionnaire took about 10 - 15

minutes.

7.3.5.3 Interview & debriefing

37 of the participants agreed to an interview after filling out the questionnaire.
Interviews addressed their experiences during the session, why they had chosen
to follow-up or ignore messages, their attitude towards, and trust in the system’s
messages. Depending on participants’ answers these interviews took about 10-20

minutes. Interviews were conducted in one-to-one sessions. Each experimenter
interviewed half of the interviewees.

Participants were all debriefed about the experiment set-up and were told they
would all be entered in the prize draw regardless of their performance on the task.

7.3.6 Participants

During a period of two weeks, fifty participants were involved in the study. 29 of
which were male, 21 female. Participants’ age ranged from 13-53, with a mean of 28

(SD=7.2).
44 participants (17 female, 27 male) were included in quantitative analysis: 21

participants were included in the non-social condition, 23 participants were in-
cluded in the socially expressive, empathic condition. Six participants (2 male, 4

female) were excluded from the quantitative analysis because of technical problems,
inconsistencies in the scenario (e.g. if messages arrived in a different order or when
a participant did not complete the full scenario) or because of misunderstanding of
the task (e.g. because of language problems). The data from these excluded partici-
pants were included in qualitative analysis in order to identify possible interaction
issues and to develop guidelines for mobile agents in monitoring and crisis settings.

Participants were volunteers mainly drawn from the researchers’ professional
and personal networks. Both participants with and without IT expertise and mobile
technology were involved in the study. Participants were relatively well educated
and experienced in using computers. This might have lead to an overrepresentation
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Age M=28.8, SD=7.2, Median=28, range=13-53

Gender Male: 58% (29), Female: 42% (21)

Max. level Primary school: 2.1% (1)
completed Some college/university: 17% (8)
education Bachelor: 19% (10)

Master: 47% (22)
PhD: 15% (7)

Experience with
computers

M=4.2, SD=.86, range: 1 (none) - 5 (a lot)

Experience with M=3.1, SD=1.2, range: 1 (none) - 5 (a lot)
mobile devices Experience with G1, M=1.7, SD=1.3, range: 1 (none) - 5 (a

lot); 68% (34) no experience at all

Experience No experience: 74% (37)
emergency contexts
and/or training

Experience: 26% (13)

Country of Netherlands: 70% (35)
origin Other: 30% (15), e.g. UK, Romania, Ukrain, USA, Israel,

Germany, Colombia (all currently residents of The Nether-
lands)

Table 17: Participant characteristics.

of people who are interested in technology, which is why participants’ background
and experience in computer science, mobile technology and emergency settings
was measured in the experiment. No emergency professionals were involved, 13

participants did have experience with emergency situations or trainings. This
experience ranged from in-company evacuation exercises, to in one case experience
with war situations. Table 17 offers an overview of participant characteristics.
Participants received a snack for their participation and were entered in a random
prize draw.

No differences were found on participants’ characteristics (e.g. computer and
mobile technology experience) between the conditions. Female participants reported
significantly less experience in using mobile devices than male participants (Mann-
Whitney U=127.500, p=.010, Mm=4.4, SDm=.75, Mdnm=5, Mf=4.2, SDf=.53, Mdnf=4;
27 male, 17 female). Experience with mobile devices however was not found to be
correlated with the dependent variables in this study.
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MEASURE α M SD range

Manipulation check: perceived empathy (1-7 scale) .64 3.8 1.3 1.0-7.0
3 items, e.g. The system takes into account the emotions
of the user.

Participant personality: empathy .83 3.1 .1 1.8-4.4
10 items, e.g. I don’t understand people who get emo-
tional. (inverted for analysis)

Participant personality: extraversion .88 3.4 .78 1.1-4.8
10 items, e.g. I feel comfortable around people.

Table 18: Final scales of questionnaire items used to assess independent variables as in-
cluded in quantitative analysis, including Cronbach’s alpha for the final scale, 1

(strongly disagree) - 5 (strongly agree) unless otherwise indicated. Appendix F
lists all items.

7.4 RESULTS
This results section first discusses the reliability of the final scales included in
analysis. It then discusses the differences between conditions and the effect of
empathic, socially expressive behaviour on affect, attitude towards the system,
trust and user behaviour on the quantitative data. The main correlations between
the variables are discussed next. The insights gained through the interviews and
qualitative observations are discussed in the last subsection. The discussion section
discusses possible explanations and implications of the results described in this
section.

To test our hypotheses, as described in section 7.2, on the differences between
the two conditions, we conducted t-tests for the data that met parametric assump-
tions and Mann-Whitney analyses as an alternative where the data did not. Other
performed tests are described where applicable.

7.4.1 Manipulation check: perceived empathy of the system

The expressive condition was designed to come across as more empathic to the
user’s personal experience during the experiment and empathise with the task
success of the participant and challenges to this success. As expected, participants
in the socially expressive condition indeed rated the system higher on the empathy
scale (M=4.1, SD=1.1, SE=.24) than those in the non-social condition (M=3.4, SD=1.4,
SE=.31; t(41)=-1.801, p(1-tailed)=.004). This indicates that the manipulation was
successful.
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MEASURE α M SD range

Perceived own performance 4.4 1.1 1.0-7.0
1 item, How would you rate your own performance on
the task?

Willingness to follow-up on system requests .71 4.5 1.5 2.0-6.5
2 items, e.g. To what extent did you want to perform the
tasks the system asked you to do?

Willingness to follow-up on system advice 4.5 1.9 1.0-7.0
1 item, To what extent did you want to follow the sys-
tem’s advice?

Dependability of the system .93 4.7 1.2 2.9-7.0
8 items, e.g. I trusted the system to do its task.

Source credibility .86 4.6 .90 2.3-6.9
14 items, e.g. Unselfish - selfish.

Trust in information .81 4.8 1.1 2.3-6.8
4 items, e.g. The information provided by the system was
trustworthy.

Perceived control 3.5 1.6 1.0-6.0
1 item, Do you feel you were in control during the session
or that the system was in control?

Perceived closeness working relationship 3.6 1.0 1.0-6.0
1 item, 6-point pictorial scale, ranging from 1=apart,
6=overlapping

Disruptive 4.7 1.5 1.0-7.0
1 item, In general, how disruptive do you feel the system
was?

Emotional experience .78 3.8 .39 3.0-4.5
20 items, (1-5 scale negative - positive),e.g. excited, upset
(inverted for analysis), alert

Perception intention of the system
1 choice item, What did you feel the system cared about
most? e.g. Preserving the building / keeping me safe

Table 19: Final scales of questionnaire items included in quantitative analysis, including
Cronbach’s alpha for the final scale. 1 (strongly disagree) - 7 (strongly agree)
unless otherwise indicated. Appendix F lists all items.
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7.4.2 Effects of social expressiveness on participants’ task performance

Expressiveness did not appear to influence participants’ performance. No differences
were found on the number of found containers between the two conditions (t(42)=.-
668, p(2-tailed)=.508). Participants in the expressive condition found an average of
6.6 (SD=1.7, SE=.36) containers, whereas participants in the non-expressive version
found an average of 6.3 (SD=1.5, SE=.32). There was also no significant difference
on participant ratings of their own performance, which was perceived as slightly
above average in both conditions by the participants themselves (U=199.500, p(2-
tailed)=.296; non-expressive: M=4.2 on a 1-7 scale, SD=.94, SE=.21; expressive: M=4.5,
SD=1.3, SE=.273).

7.4.3 Effects of social expressiveness on compliance: follow-up on messages

7.4.3.1 Effects on follow-up on system requests

We expected that participants would be more willing to follow-up on the four
system’s requests and provide the system with information when the system would
be more expressive. When comparing the conditions, this difference however was not
found. The difference between the conditions on whether they wanted to respond
to the system’s requests was not significant (t(42)=.363, p(1-tailed)=0.359). Instead,
participants in the non-expressive condition scored slightly higher (M=4.6, SD=1.5,
SE=.33) than participants in the expressive condition (M=4.5, SD=1.4, SE=.320). There
also was no significant difference on the amount of messages answered (U=161.500,
p (1-tailed)=.061) and instead of a positive effect of social expressiveness and
empathy, participants in the non-expressive condition answered more messages,
scoring an average of 3.1 out of 4 (SD=1.1, SE=.24). In the socially expressive
condition participants answered an average of 2.4 requests (SD=1.,4, SE=.31), with a
median of 2.

7.4.3.2 Effects on willingness to follow-up on the warnings

A significant effect was found for participants’ willingness to follow-up on messages
(U=169.000, p(1-tailed)=.041). The warnings of the system appeared to be taken
more seriously by participants in the non-expressive condition. They reported
significantly more willingness (M= 5.0, Mdn=5.0, SD=1.6, SE=.35) to follow-up than
those in the expressive version (M=4.0, Mdn=5.0, SD=2.0, SE=.42, see Figure 24).

Reactions to warning 1: do not enter room 5 Most participants followed up on the
warning not to enter room 5 anymore sent to them. 33 of the 44 participants did
indeed not enter the room after they had read the message. To see whether there was
a difference between the conditions on whether participants entered the room, or
not, after the warning a Chi-square analysis was carried out. Its results indicate that
there was a significant association of whether a participants received an expressive
or non-expressive message to no longer enter room 5 (X2(1)=5.132, p(2-sided)=.036,
see Figure 25). 9 out of 23 (39%) participants in the expressive condition entered
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the room after the warning, while only 2 out of 21 participants (9.5%) did so in
the non-expressive condition. Based on the ‘odds ratio’, the odds of a participant
entering room 5 after the warning was in the expressive version was 5.5 times higher
than in the non-expressive condition.
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Figure 24: Effects of expressiveness on willingness to follow-up system advice. 95% CI.
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Figure 25: Number of participants entering room 5 after system warning in expressive and
non-expressive conditions. 95% Confidence Interval error bars.

Interestingly, while this difference was apparent in participants’ behaviour, this
difference was not reflected in responses the participants themselves provided to
the system. Of the 11 participants who entered room 5 after the warning, only one
actually pushed the ignore button instead of the OK button. Another 2 participants
did push the ignore button, but did not actually enter the room after the warning.
Even though the perceived difference between pushing the OK and ignore button
in this case might not have been very great to the participants, this does illustrate
that participants’ responses to autonomous systems might not reflect their actual
behaviour.
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Reactions to warning 2: leave the building The difference found for the first warning
above, was not found for the warning to leave the building. Most participants did
decide to look for additional containers, instead of immediately leaving the room.
Overall, participants stayed an average of 52 seconds after reading the warning
(SD=68, SE=10). Participants in the expressive condition did remain longer in ’the
building’ than those in the non-expressive condition, remaining in ’the building’
for an average of 69 seconds (Mdn=23, SD=79, SE=17), compared with 34 seconds
in the non-expressive condition (Mdn=18, SD=47, SE=10). This difference however
was not significant (U=194.500, p(2-tailed)=.269).

The differences outlined above indicate that the non-expressive messages pro-
moted more follow-up behaviour than the expressive messages did for both system
requests and warnings.

7.4.4 Effects of social expressiveness on trust

We expected the expressive version of the system to be perceived as more caring
and to be trusted more by the participants. The analysis on dependability, source
credibility and trust in the information show a different result.
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Figure 26: Mean scores on ’I trusted the actions of the system’ in the expressive and
non-expressive condition. 95% CI.

7.4.4.1 Effects on dependability

There was no significant difference between the conditions on the perceived depend-
ability of the system (t(40)=1.085, p(1-tailed)=.14). Participants in the non-expressive
condition rated its dependability as slightly higher, with an average of 5.0 (SD=1.2,
SE=.27) compared with an average of 4.6 (SD=1.1, SE=24) in the expressive con-
dition. When further investigating this result, a significant difference was found
on the item ’I trusted the actions of the system’. Participants in the non-expressive
condition reported a higher trust in the system’s actions (M=5.5, SD=1.3, SE=.29)
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than participants in the expressive condition (M=4.5, SD=1.4, SE=.29; t(41)=2.324,
p(2-tailed)=.025, Figure 26).

7.4.4.2 Effects on source credibility

No significant difference was found between the conditions on the perceived source
credibility (t(35)=.307, p(1-tailed)=.15). Participants in the non-expressive condition
rated its credibility at an average of 4.7 (SD=.71, SE=.17) compared with an average
of 4.4 (SD=1.0, SE=.23) in the expressive condition. When further investigating this
result however, we did find a significant difference on two specific items from the
scale. Participants rated the non-expressive version as significantly more selfish
(M=5.7, SD=1.4, SE=.31) than those in the expressive version (M=3.9, SD=1.7, SE=.36;
t(41)=3.761, p(1-tailed)=.001, scale ranging from 1=unselfish to 7=selfish, Figure
27a). Surprisingly, they also rated the non-expressive version as warmer (M=4.8,
SD=1.5, SE=.33) than the expressive version (M=3.7, SD=1.6, SE=.34, t(40)=-2.158,
p(2-tailed)=.037, scale ranging from 1=cold to 7=warm, Figure 27b).
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Figure 27: Perceived selfishness and warmth of the system in expressive and non-expressive
condition. 95% CI

7.4.4.3 Effects on trust in information

A significant difference was found between the conditions on participants trust in
the information provided by the system (t(41)=1.833, p(1-tailed)=.037, Figure 28).
However, the information was trusted more when coming from the non-expressive
system (M=5.1, SD=1.0, SE=.22) than when coming from the expressive system
(M=4.5, SD=1.1, SE=.24).
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Figure 28: Effect expressiveness on trust in provided information. 95% CI.

7.4.5 Effects of social expressiveness on participants’ perception of system goals

Most participants perceived the system as caring most about their well-being (N=28,
64%). Participants’ answers on their perception of the system’s main goal on the
questionnaire were grouped in either caring about the participant’s wellbeing or
caring about the building, machines and containers (Table 20). We expected that
the more expressive version which expressed empathy to the participants’ situation
would result in more participants perceiving the system as mostly caring about
them. While a Chi-square analysis did not reach a .05 level of significance in two
sided analysis (X2(1)=5.69, p(2-sided)=.062, the proportion of participants in the
expressive condition who perceived the system as more caring about them (11

of 19, 58%) was actually lower than in the non-expressive condition (17 of 19,
90%). We suggest that further research is necessary to assess the effects of social
expressiveness on perceptions of a system’s intentions.

7.4.6 Effects on collaboration/working relationship between the participant and
system

7.4.6.1 Effects on perceived closeness

There did not appear to be an effect of the system’s expressiveness on participants’
perception on how close their working relationship with the system was (U=184.500,
p(2-tailed)=.240). Participants scored the relationship as an average of 3.8 (Mdn=4.0,
SD=1.0, SE=.23) on the 1-6 pictorial closeness scale in the non-expressive condition.
Participants in the expressive condition rated the relationship with an average 3.4
(Mdn=4.0, SD=.99, SE=.21).
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Goal chosen Participants

Care for participant
’Keeping me safe’ N=28, 64%

Care for artefacts
’Preserving the building’
’Locating the chemical containers’ N=4, .9%
’Preserving the machines in the ma-
chine room’

N=2, 4% (reclassified from open an-
swers)

Other N=4, .9%
Open text e.g. ’both keeping me safe
and preserving the machines’, ’The sys-
tem doesn’t care more or less about any-
thing’

N=6, 14%

Table 20: Perceived goal of system, all participants

7.4.6.2 Effects on perceived control

No significant difference was found between the conditions on whether participants
considered themselves as being in control or the system being in control (t(42)=.565,
p(2-tailed)=.575). In both conditions participants scored around neutral on whether
they or the system were in control more (Me=3.4, SDe=1.5, SEe=.32; Mne=3.6,
Sdne=1.7, SEne=.36).

7.4.6.3 Effects on perceived disruptiveness

Perceived disruptiveness was also not significantly affected by the system’s expres-
siveness (U=211.000, p(2-tailed)=.614). Participants in the non-expressive condition
rated the system with an average 4.6 on a 1-7 scale (Mdn=5.0, SD=1.5, SE=.33), in
the expressive condition it was rated with an average 4.9 (Mdn=5.0, SD=1.5, SE=.32).

7.4.7 Effects of social expressiveness on participants’ emotional experience

Participants rated their emotional experience as a relatively positive one (M=3.8,
SD=.39, range=3.0-4.5 on a scale from 1-5, 5 being most positive). No significant
difference was found between the conditions (t(38)=1.266, p(2-tailed)=.21). Partici-
pants in the non-expressive condition reported an average of 3.9 (SD=.41, SE=.093);
participants in the expressive condition an average 3.8 (SD=.37, SE=.081). Overall,
participants did not appear to experience much stress during the experiment. On
the stress and anxiety subscale (stressed, nervous, afraid, scared) scores ranged
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from 1-3.25 on the scale of 1 (very slightly, or not at all) to 5 (extremely), with an
average score of 1.5 (SD=.54) with no significant difference between the conditions
(U=177.000, p(2-tailed)=.122). It appears that the socially expressive statements,
meant to express empathy to the users’ experience during the experiment did not
affect their emotional experience overall. However, when further exploring the
negative emotion items, interesting significant differences were found on the items
alert and ashamed.

The overall score on ashamed was very low (M=1.1, SD=.39, SE=06 on a scale
of 1-5). However, participants in the expressive condition expressed being more
ashamed (U=198.000, p(2-tailed)=.043; M=1.23, Mdn=1.0, SD=.53, SE=.113) than
those in the non-expressive condition (M=1.0; Mdn=1.0, SD=.00, SE=.00).On further
inspection only 4 participants reported a score higher than 1 on the ’ashamed’ item;
all of these four participated in the expressive condition. This might indicate that
socially expressive system statements might come across as somewhat embarrassing
for a small selection of users.

A similar significant difference was found on how alert participants had rated
themselves (U=160.500, p(2-tailed)=.041, see Figure 29). Participants in the expressive
condition rated themselves as less alert (M=3.7, Mdn=4.0, SD=.78, SE=.16) than
those in the non-expressive condition (M=4.1, Mdn=4, SD=.73, SE=.16). Interestingly,
one of the expressive statements of the system included the phrase ‘you appear
quite alert’ for one of the found containers. This indicates that this type of positive
statement, meant to be empathic to the participants’ success in finding another
container, might not necessarily yield positive results.
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Figure 29: Effect expressiveness on reported alertness. 95% CI.

7.4.8 Effects of participant personality

Empathy and extraversion were taken into account as possible personality traits
affecting interaction and attitudes; effects of participants’ own empathy levels are
discussed first, extraversion is discussed afterwards.
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7.4.8.1 Participant personality: empathy

To investigate the effect of empathy as a personality characteristic on participants’
reaction to the system, participants were divided into two groups at the median score
(Mdn=3.1) on the empathy scale: one group scoring below the median (relatively
low in empathy, N=21) and one group scoring above the median (relatively high in
empathy, N=20). The found significant effects are discussed below.

Interaction effect participant empathy and system expressiveness on emotional experience
Two-way ANOVAs yielded interaction effects between empathy as a personality trait
of the participants and social expressiveness of the system on the reported emotional
experience. A significant interaction effect was found between expressiveness of
the system and participants’ empathy score (F(1,38)=4.330, p=.045, see Figure 30).
Simple effects analysis showed that in the non-expressive condition low empathy
participants had a more positive emotional experience (M=4.1, SD=.29) than high
empathy participants (M=3.6, SD=37). This difference was absent in the expressive
condition (Mhigh=3.8, SDhigh=.49 vs. Mlow=3.7, SDlow=30). As Figure 30 shows,
participants scoring low on empathy reported a less positive experience when using
the expressive system than when using the non-expressive system; this difference
was significant (F(1,35)=9.56, p=.004). The figure also shows that participants scoring
high on empathy in contrast reported a slightly more positive emotional experience
in the socially expressive condition than in the non-socially expressive condition.
This difference however was not significant (F(1,35)=.03, p=.86). This indicates that
high and low empathic people react differently to semi-autonomous systems that
show socially expressive behaviour. No interaction effect was found for the specific
emotion items ashamed and alert on which the social expressiveness condition had
a direct effect.

An interaction effect was also found for gender and expressiveness of the system
on reported emotional experience, with male participants having a more positive
experience with a non-expressive system overall (F(1,36)=7.51, p=0.10) and having
a less positive experience in the expressive condition than female participants
(F(1,36)=5.46, p=0.25). This however can be explained by female participants scoring
higher on the empathy personality scale (M=3.4, SD=.67) than male participants
(M=2.9, SD=.67; t(39)=-2.544, p(2-tailed)=.015).

Direct effect participant empathy on follow-up warnings Empathy as a personality trait
appeared to result in a difference on follow-up on the system warning to not enter
room 5 anymore. Two out of the 21 (9.5%) participants scoring low on empathy
entered the room after the warning, whereas 7 out of 20 (35%) participants scoring
high on empathy did enter the room. High empathy participants thus appeared
more likely to enter the room after the warning than low empathy participants. This
particular difference was not significant at a .05 level in this study (X2(1)=3.881,
p(2-sided)=.067). When further investigating, participants scoring high on empathic
personality traits group did spend significantly (U=140.000, p(2-tailed)=.022) longer
in room 5 after the system’s warning (M=15, Mdn=0, SD=21, SE=5) than participants
who scored low on empathy (M=3, Mdn=0, SD=10, SE=2). Further investigation of
possible effects of personality on compliance would be useful.
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Figure 30: Interaction effect expressiveness and participant personality on emotional expe-
rience

7.4.8.2 Effects participant personality: extraversion

Participants were also divided into two groups at the median score (Mdn=3.25)
on the extraversion scale: one group scoring below the median (relatively low
in extraversion, N=21) and one group scoring above the median (relatively high
in extraversion, N=21). No effects of expressiveness were found on any of our
dependent variables. More extravert participants did not appear to react different
to the system and its expressiveness than relatively introvert participants.

7.4.9 Correlations for trust and participants’ emotional experience

Correlations were calculated between the main variables (Figure 31) to further
explore the relationships between user trust, perceived empathy and the user’s
emotional experience. Pearson’s correlation coefficient was used for parametric
variables. Spearman’s rho was used for non-parametric constructs. All correlations
reported below are significant at the p(1-tailed)<.05 level.

Perceived empathy of the system has a significant relationship with perceived
dependability (r=.36) and perceived source credibility of the system (r=.50). These
findings confirm the expected relationships between variables related to socially
expressive behaviour; they suggest that perceived empathy relates to trust in a
system. Perceived empathy however is not directly related to trust in the information
provided; this may suggest that while users might have confidence in the system
itself and its credibility, it is not directly related to trust in the specific information
delivered in an empathic manner. This also illustrates the need to distinguish
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Perceived
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Figure 31: Main significant correlations, Pearson’s r / Spearman’s rho. All p(1-tailed) < .05.
Correlations for emotional experience are left out for clarity and shown in the
next figure

between trust in a system as a whole and trust in its individual decisions, requests
and recommendations (cf. Chapter 3, Cramer et al., 2008).

Trust in the information, dependability and source credibility are related to users’
willingness to follow-up on the system’s messages. The amount of time spent in
dangerous areas was inversely related to trust in the information provided (rho=.-
35, p(1-tailed)=.10) and willingness to follow-up on the system’s advice (rho=.-53,
p(1-tailed)<.001). The number of system information requests that the participants
answered was related to dependability of the system (rho=.35, p(1-tailed)=.015),
source credibility (rho=.38, p(1-tailed)=.012), willingness to follow-up on these
requests (rho=.48, p(1-tailed)=.001) but also willingness to follow-up on the system’s
warnings (rho=.42, p(1-tailed)=.003). The number of requests answered was not
directly related to trust in the information provided by the system.

The number of answered requests was however directly related to participants’
emotional experience (rho=.29, p(1-tailed)=.040). Participants’ emotional experience
was also significantly related to perceived dependability, source credibility and trust
in the information provided by the system and willingness to follow-up on the
system’s advice (Figure 32). These results indicate that user emotions play a role in
interaction with semi-autonomous systems and influencing this experience could
potentially influence trust in a system and its information.
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Figure 32: Significant correlations emotional experience, Pearson’s r / Spearman’s rho. All
p(1-tailed) < .05.

7.5 DISCUSSION
The found correlations for perceived empathy with source credibility and system
dependability indicate that appropriate empathy with the user’s affective experience
can have an important impact. This is consistent with the previous research as dis-
cussed in section 7.2. However, this study shows that socially expressive, empathic
systems, in contrast to hypothesis 1, will not necessarily be trusted more. Instead,
in this study’s urgent context the non-expressive system’s actions and information
it provided were trusted more.

Hypothesis 3 suggested that empathic expressiveness would have a positive effect
on the willingness to reply to system requests. This was not the case. Our expectation
that warnings or urgent advice from a system posed in a more expressive manner
would be followed up on less was confirmed. This indicates that the empathic
advice might have been too friendly and was taken less seriously. The manner in
which a message is delivered has to be congruent with its content and context.
This appears in line with findings of Goetz and Kiesler (2002) who found that
while people enjoyed interacting with humorous robots, they complied more with
more serious robots. Clear instructions on what to do, might be more persuasive
in some cases (especially in urgent contexts) than socially expressive, empathic
behaviour, especially as time-constraints increase the importance of (perceived)
efficiency. Users’ liking of a system might in some cases have to be sacrificed in
order to yield better results on compliance.

Some factors in the experiment set-up could have played a role in for example
compliance to the system’s requests. As Eckles et al. (2009) point out, embodiment,
familiarity and perceived proxemics can affect social reactions. The autonomous
system in this study was not embodied; instead the monitoring system interacted via
textual messages in a relatively unfamiliar format. A number of participants during
their interviews mentioned that the socially expressive version’s messages would
perhaps be more appropriate if they came from a human being and were not pre-
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programmed. Empathic interaction might also require time to build a relationship,
both to learn which responses are appreciated by users and to increase acceptability
as a ‘stranger’ commenting on your emotional state might be disconcerting and
uncomfortable. The specific system or agent that is showing social behaviour will
affect people’s responses. A combination of expressive messages with other social,
more subtle, non-verbal cues could yield different results.

The urgent context of this experiment might also have led to more instances of
social expressive behaviour being perceived as inappropriate as they may lead to the
communication with the system being perceived as less efficient. It’s also worthwhile
considering that the stress levels in urgent situations could have an influence on
how effective socially expressive messages are. When deciding to implement social
behaviours and explicit statements on the user’s affective experience, contextual
evaluation will be crucial.

Socially expressive, empathic behaviour also did not yield positive effects for
disruptiveness, closeness of the relationship and the level of control participants
thought they had over the situation (contrary to hypothesis 2). Even though the
system was empathic to task success and challenges to this success in the expressive
version, this did not appear to change participants’ perceived or actual performance
(contrary to hypothesis 4). Social expressive behaviour was expected to have a
positive effect on users’ emotional experience, but this effect was not observed in
this study. Instead, participants indicated feeling less alert when interacting with
the socially expressive system. A small number of participants even appeared to
find interacting with such a system slightly embarrassing. These more negative
responses in the empathic condition were unexpected, but consistent with the
findings of Prendinger et al. (2006), who found that a positive empathic character
in a competitive game context was experienced to be more stressful and irritating
than a negative empathic agent. In the context of the game in Prendinger et al.
(2006) participants did not expect the positive behaviour of the agent and this
incongruence may have caused their negative response; a similar effect might have
occurred in this study.

This study confirmed that personality can affect reactions to social behaviour
and users’ affective experience (hypothesis 5). Matching user and system person-
ality appears beneficial regarding empathy. Low empathy participants reported
a significantly less positive affective experience (on the scale consisting of items
such as excited, upset, and alert) when using the socially expressive, empathic sys-
tem. It appears low empathy participants could be less forgiving of ’inappropriate’
expressive statements. We also found indications that users’ own empathy level
can directly affect compliance. More empathic participants took longer to comply
with warnings. A possible explanation would be that participants high in empathy
may care more about their task performance. Whether this is actually the case and
whether such behaviour will also be shown in other situations remains to be seen.
We did not find any effects of extraversion. Further analysis of possible effects of
personality would also be very useful, especially since current information on the
effects of personality on interaction with autonomous systems is fragmented as
most studies do not take into account the same personality factors.
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Some explanations can be offered for these findings. The socially expressive,
empathic condition was rated as more empathic on the manipulation check in the
questionnaire. However, the expressive dialogue in hindsight was less than ideal.
From the interviews it became clear that what appeared socially expressive and
motivating to some participants, was considered socially awkward and inappro-
priate by others. It appears in some cases participants in the expressive condition
recognised that the system was attempting to be empathic to their emotions, but
that they were skeptical about the system’s capabilities in this regard. Socially
expressive and empathic system reactions that might not fully capture the user’s
actual affective state, or are seen as exaggerating the user’s experience, might do
more harm than good to the user’s trust in a system.

When actively reflecting on the messages, opinions on the socially expressive
condition described during the interviews ranged from ‘encouraging’, ‘compas-
sionate’ to ‘inappropriate for the situation’. One participant even mentioned that
he thought the messages were so encouraging and praising that they appeared
‘sarcastic’. This suggests that perceptions of a system’s intentions could be affected
by its social behaviour. In this study, the proportion of participants in the expressive
condition who perceived the system as more caring about them was not significantly
lower than in the non-expressive condition. However, coupled with the interview
statements above, these results do suggest a potential doubt in participants’ mind
over the sincerity of expressive system statements. This could seriously diminish
willingness of users to respond to a request, especially when the social behaviour is
seen as inappropriate. In worst cases social expressiveness coupled with perceived
differences between the system’s goal and those of the user could result in feelings
of being manipulated by a system.

7.5.1 Additional implications for designing context-aware agents that request and
provide information

In addition to the study’s implications on implementing social system behaviour
discussed above, observing the 50 participants while they interacted with the system
and responded to its requests and warnings offered insight in a number of problems
that can lead to guidelines for design of autonomous systems.

7.5.1.1 Ensure an appropriate level of user understanding

Even some of the highly educated participants reported during the interview that
they did not know ‘how intelligent systems are nowadays’. In case of hazard
monitoring systems this might result in users taking risks on the assumption that
the system has a full overview of their surroundings or instead dismissal of crucial
system warnings when the system’s capabilities are underestimated.

Ensuring a full understanding is especially crucial when requesting users to
supply information. The system’s requests in this study deliberately were somewhat
ambiguous. This led to a number of issues reported in the interviews: participants
reported wondering which level of detail was necessary and having difficulty
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deciding which information from their surroundings was relevant. They reported
wondering to which detail they had to report information, how the system would
process their input and whether they used the right terms the system could indeed
use. Making clear why a system needs more additional information, how it reaches
it conclusions and possible limitations to its advice is crucial.

7.5.1.2 Don’t ‘overtrust’ user-provided information

Related to the issue of understanding above, a number of problems with participants’
input stood out in observation. Some participants reported being curious about
what the system would answer and tried non-sensical answers to see how it would
respond, even though they did realise they were being observed and were competing
for points. Other participants only partially took into account the instructions given
or misunderstood instructions. Participants also were inconsistent in their reporting,
for example in regards to the terms they used in different messages. Verification
with multiple sources or confirming information from users themselves (at a suitable
moment) is very important.

7.5.1.3 Consider that the outside world will interrupt system requests

Even in this relatively clear lab set-up, participants often appeared to have difficulty
deciding whether to follow-up on requests and advice. This meant they lost valuable
time. Even if they had decided to follow-up on a message, their surroundings and
task were in cases more salient than the messages. Participants were distracted even
while they had already started to follow up on the system’s requests. Systems need
to take these distractions into account by for example supporting recovery of earlier
messages and providing reminders, while also making sure users do not repond to
messages that have been rendered irrelevant due to changes in the current situation.

7.5.1.4 Consider user, context and setting - including cultural differences

This study shows that social behaviour will have to be adapted to user personality,
context and content of the information provided. Social expressive behaviours are
also culturally-dependent. One participant in this study for example mentioned
’that sort of American stuff’ wasn’t for him. The extent to which a system will
come across as polite versus insincere and manipulative depends on careful and
considerate design. Evaluating of social behaviours has to be carried out in multiple
settings before a system’s social dialogue can be considered to be successful. It
has to be taken into account that empathic ’lip-service’ to the user’s experience is
not enough. Taking into account the user’s experience should not only consist of
socially expressive statements referring to the user’s affective state; anticipating
whether a user can be interrupted for example and acting accordingly is just as
important.
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7.6 CONCLUSION
This study shows that even though the literature shows great potential for social
expressive systems that are empathic to the user’s experience, inappropriate socially
expressive behaviour can have less desirable effects.

The correlations found in this study indicate that perceived empathy can indeed
increase trust in a system, however, the comparison of the two conditions yielded
a different result. Even though the socially expressive, empathic condition was
recognised as more empathic, it did not increase trust in the system and did not
increase compliance with its requests and information it provided. Instead, the
study’s findings indicate that (inappropriate) social, empathic expressivity can
change perceived systems’ intentions and lead to less compliance with a system’s
warnings. Perceived empathy was correlated to perceived dependability of a system
and its source credibility, but not directly to trust in the provided information. We
have to clearly distinguish between effects on trust in a system overall and in its
specific advice and requests. Whether intentionality is attributed to a system and
whether perceived goals behind system’s requests coincide with the user’s current
goals are additional factors that could affect whether expressiveness is experienced
as a ‘sincere’ positive feature of user-system dialogues.

Clearly this study has its limitations as a lab study in which most participants
actively reflected on their interaction after the experiment session. Arguably, even
while the expressive version was rated as more empathic in the survey, the expres-
sive statements in hindsight were less than ideal for many participants. During the
interview, some participants reported being encouraged by the expressive system’s
enthusiasm, others found it inappropriate for the situation, or culturally awkward
or insincere. As this study illustrates, it is important to evaluate the effects of social
behaviour and not just investigate whether (an attempt at) social behaviour is
recognised. In this study, the system’s attempts at empathy resulted in counter-
productive effects. Simply making messages appear ‘friendlier’ is not enough in
order for empathic system behaviour being experienced as a positive interaction
feature. The social expressiveness and level of empathy need to be congruent to the
context, individual user characteristics and the message delivered by the system.
The source of the behaviour will play a role; is the behaviour shown by a distant
system, a service, a local, personal application or a distant human organisation?
Careful consideration of which behaviour will fit the context, user and the system’s
purposes is crucial.

It appears that a considerable portion of the participants in the socially expressive
condition recognised the system was trying to take their emotions into account, but
that they considered its statements as inappropriate. Letting users know that the
system (or its designers) realise they have feelings, may raise expectations; failing
to live up to these expectations and not reacting in a socially acceptable manner
can hurt their experience. Presenting users with recognisable, but inappropriate
attempts at mimicking social behaviours or addressing user affect in (blunt) explicit
statements does not constitute empathic interaction, but rather just may be seen as
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‘trying too hard’. It might be helpful for HCI researchers interested in for example
empathy to learn from researchers in other fields. Pedersen (2009) for example
provides a methodological review of empathy studies in the context of medicine.
He points out that a shared view on what is meant by empathy and how it can
be studied is absent; a wide variety of definitions and measurement methods are
used. He also warns against taking an overly quantitative approach to measuring
empathy and emotions that neglects the concrete feelings and richer experiences of
the people involved. Future studies need to take these factors into account and add
to the growing body of social expressivity and empathy research to provide a fuller
picture. It would be beneficial to tackle these issues for HCI research on empathy
towards users now, as HCI research on such social behaviours is still in its relatively
early stages. Social expressivity has great potential, but if the displayed behaviour
appears inappropriate or, in worst cases, manipulative, both system acceptance and
the user’s experience will suffer.
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8 C O N C LU S I O N S A N D D I S C U S S I O N

This thesis has studied interaction between users and adaptive and autonomous
systems in various contexts. The main goal of this thesis was to investigate the
influence of understanding-related, as well as social-affective aspects of interaction
on user perceptions of, trust in and behaviour toward adaptive and autonomous
systems. An additional goal was to identify interaction breakdowns and challenges,
and to see how various interaction design features can impact the interaction
between users and systems that to a certain extent make their own decisions.

The previous chapters have described studies on interaction with spam filters
in an everyday setting, effects of transparency in interaction with a user-adaptive
recommender system, a video-based survey study on in-vehicle agents, two video-
based survey studies on social behaviour of physically embodied robots and a
Wizard-of-Oz experiment investigating the effects of socially expressive, empathic
behaviour on mobile interaction with a system that monitors the user’s surround-
ings.

This chapter revisits the research questions posed in the introduction. It sum-
marises the research endeavours described in this thesis and their main results.
Implications for the design of adaptive and autonomous systems that interact with
users are described, as well as the limitations of the approach taken in this thesis.
Directions for future research and a discussion of the challenges ahead conclude
this chapter.

8.1 SUMMARY OF RESULTS
The system characteristics that have been investigated in these studies clearly affect
user perceptions and trust. However, the specific effects of these characteristics
are not clear cut and turn out to be dependent on the interplay of user, system
and context characteristics. The consequence of this general observation is that
future research and design of interaction features of autonomous systems cannot be
performed in a vacuum; we have to consider what the effects of these features are
in different circumstances and for different people. Having said that, it becomes
clear from the various studies in this thesis that adaptive, autonomous systems
differ from traditional ICT applications in that users are much less sure about
the functionalities and capabilities, feedback requirements and intentions of these
systems. This uncertainty results in suboptimal use and user behaviour that can
be unexpected or even erratic at times. As the adaptive systems adapt themselves
to the user, users in turn also adapt their behaviour to their perceptions of the
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system’s inner workings. When confronted with results users think are unsuitable
or which they do not understand, they will start experimenting with the system to
both understand it and to gain better results. While experimenting is not necessarily
a negative thing, we do need to consider that users will for example tailor their
feedback in a manner that they think will yield them the best results, but in actuality
only decreases performance.

Although attitudes toward adaptive, autonomous systems are often positive,
users do not always sufficiently feel they can depend on systems enough to delegate
tasks to them, and this applies to both low and high risk situations. Trust is a
multi-faceted concept and simple attempts to increase trust by social and empathic
interaction styles or by adding transparency features will only in very specific
settings yield their expected results.

Another important finding in a number of our studies is the role of congruency
between system behaviour and the user’s expectations and context. Incongruence
negatively affects trust in most contexts. Negative effects for example occur when
social behaviour is inappropriate considering the situation at hand. Incongruence
of the users’ expectations of the effect that their feedback will have on a system
and the actual results a system produces leads to less trust and unexpected user
behaviour. Social behaviour can be incongruent with the level of autonomy of a
system and finally, incongruence between personality traits of the user and the
‘personality’ traits and behaviour of a system can also have a negative effect. Below
the results of the studies are discussed following the research questions posed in
the introduction.

8.1.1 How do awareness and understanding affect perceptions, attitudes, trust,
delegation, feedback and training toward a system?

Awareness and understanding of adaptive and autonomous systems is not a trivial
matter. The study on interaction with spam filters (Chapter 2) shows that even when
interacting with a familiar and relatively simple adaptive system that potentially
can make autonomous decisions, user awareness of the system’s activities and
inner workings can vary widely. In the recommender study (Chapter 3) participants’
perceptions of the non-transparent system’s inner workings did not necessarily
match the actual criteria the recommendations were generated with, nor did user
perceptions of the system’s competence necessarily match its actual competence.
The impact of incomplete understanding was especially striking in situations where
users need to provide information to a system. Misconceptions about the training
process led to sub-optimal feedback behaviour, as illustrated by incomplete training
of the spam filter in Chapter 2. In the mobile study (Chapter 7), user responses to
the system’s requests depended on their perceptions of what type of information
the system needed and what type of input it could deal with. Even highly educated
participants in the mobile study were insecure about what capabilities adaptive and
autonomous systems could have. Participants questioned how the system worked
and what the reasons were for its messages. For some participants this was a reason
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for not fully complying to the system’s requests and warnings. For others it sparked
curiosity to find out how the system worked.

The relationship between (perceived) understanding and perceptions of a system’s
competence, dependability and acceptability is not clear-cut. User understanding
does not necessarily lead to more user trust. In the recommender study in Chapter 3,
perceived understanding was related to perceived competence, trust and acceptance
of the system. However, trust in, and acceptance of, the system itself was not
improved by making the system more transparent. Explaining to the user why a
recommendation was made, however, did increase acceptance of the individual
recommendations. In the spam study (Chapter 2), understanding was not related
to whether participants thought they could rely on their filter. Transparency and
increased understanding about a system’s inner workings can increase acceptance,
but only if users perceive the transparent system results as fitting for their purposes
and the offered information on the system’s inner workings appears useful to users
for such judgment calls. A full understanding is not a guarantee for more system
acceptance; a system’s results and inner workings need to be up to the user’s
standards. If a system’s criteria for its decisions are transparent, it is also easier for
users to detect incongruencies with the way they think a decision should be made.

These results show that system designers need to pay special attention to ensuring
awareness about systems’ activity and adaptivity. A full understanding of a system’s
inner workings might not be feasible, or even necessary. Chapter 3 however showed
that making a system more transparent can at least increase the chances that user
perceptions of competence and actual competence of a system match. System
developers must make sure that users at least have a level of understanding that
allows them to make an accurate assessment of a system’s competence and that
ensures users know what type of feedback a system needs to adapt and function
correctly.

8.1.2 How do the level of system autonomy and user control affect perceptions,
attitudes, trust, compliance, feedback and training toward a system?

The studies in this thesis yielded insight on both the effects of the level of autonomy
of a system, as well as the effects of user control in the form of training and feedback.
Both are discussed below.

8.1.2.1 User feedback and training

The spam filter study (Chapter 2) shows that adaptivity and user investment in
training do not necessarily lead to more trust in a system.Trust in the training process
instead was found to play an important role in the user’s willingness to invest
effort in a system that can be taught to improve over time. Users need to be able
to assess what the results are of their feedback. They also need guidance on what
type of information to provide. If users notice system mistakes, it is important they
can directly correct that specific mistake. In the recommender study’s transparency
condition (Chapter 3) for example the level of transparency did not match the type
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of feedback users could provide, this led to suboptimal feedback from users trying
to correct mistakes in an indirect manner. The possibility for backtracking by users
and undoing the results of their previous feedback need to be available as users
can be apprehensive of training when they are not fully sure of what the result of
their feedback will be. At the same time - in tension with the need for such direct
user control - safeguards have to be built into systems that rely on user feedback to
ensure suboptimal feedback or inaccurate information provided by users, do not
decrease performance.

8.1.2.2 System autonomy

Even when users have a general trust that a system will perform its task well, they
are not necessarily willing to assign a high level of autonomy to a system in their
specific context (see e.g. Chapters 2, 3, 4). The level of control users have over the
system has to be congruent with the situation. Before people actually delegate tasks
to a system a number of conditions have to be fulfilled.

First of all, a trade-off between risks and the perceived utility of a system is
made; the level of perceived risk has to be acceptable (see e.g. Chapters 4 and 2). In
high risk situations the advantages of delegating to a system are overridden by the
perceived risks.

When we change the level of autonomy to fit a certain context, we also have to
consider the expectations raised by autonomous behaviour. System autonomy can
for example affect the type of (social) behaviour that is deemed suitable, or even
expected from a system (such as in Chapter 5).

We need to consider that raising the level of control does not raise trust in the
collaboration with a system in every context. Individual differences and personality
characteristics also affect the level of autonomy that is accepted from a system.

8.1.3 What is the effect of systems’ social expressive behaviours such as empathy
on perceptions, attitudes, trust and compliance?

Chapters 5, 6 and 7 explicitly addressed the effects of systems’ social behaviours on
user interaction with them.

Social behaviours can affect the perceptions of users and their attitudes towards
systems. Social behaviour can have important positive effects; in the study on
the effects of empathic accuracy on interaction with social robots (Chapter 6) for
example we found that dependability, credibility and closeness increase when a
robot shows accurate empathic behaviour. In Chapter 5 we found that touch for
proactive robots increased the perception of the robot being less like a machine.

However, (inappropriate) social behaviour also can have clear negative conse-
quences. The results of our studies emphasise the importance of congruency of
displayed behaviours with the interaction context.

The results from especially Chapter 6 and 7 illustrate the importance to evalu-
ate the effects of social, empathic behaviour and not just to investigate whether
social behaviour is recognised. Both studies also show the influence of how social
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abilities are conceptualised and their subsequent design and evaluation. Simply
making system messages seem friendly, (blunt) statements on the user’s experience
and shallow mimicking of social behaviours does not constitute a more ‘natural’
interaction or empathy with the user’s experience. In Chapter 6 we found that
accurate social behaviour and reacting in line with the user’s affective experience is
important. Dependability, credibility and closeness decrease when a system shows
behaviour incongruent with the situation. However, in negative situations, users
can attribute an agent greater empathic abilities when an agent, incongruent with
the negative situation, remains optimistic and this behaviour is perceived as an
attempt to make the user feel better. In Chapter 7 a more expressive mobile system
was seen as more empathic than a neutral version, but this did not increase trust
in the system and did not increase compliance with its requests and information
it provided. Rather the behaviour of the system appeared considered as socially
awkward by many participants and incongruent with the urgency of the situation.
Coupled with the interruption of the user’s task, this had a consequence that most
users considered the system statements as insincere and inappropriate. The way a
message is delivered needs to be congruent to its content and the usage context.

Social behaviours cannot be evaluated in isolation; their effects depend on the
context the behaviours are shown in. Social behaviours that can be evaluated
positively in one domain, can be considered inappropriate or distracting in other
domains. Social behaviour also have to fit a systems’ overall behaviour. In the study
on the effects of touch in interaction with social robots (Chapters 5) we found
that touch by a proactive robot has a positive effect, while for a reactive agent the
absence of touch resulted in a greater perception of dependability. Both of these
combinations can be viewed as a manifestation of congruency; proactive systems
are more expected to interact using social behaviours than reactive systems.

Even though we observed in Chapter 6 that in negative situations showing
positive empathic behaviour was considered a sign of empathic abilities, the mobile
study in Chapter 7 shows that the manner in which a message is delivered still
has to be congruent with its content. The increased perceptions of sociability when
a system is overly optimistic in a negative situation do however bring up ethical
concerns related to misuse of social system behaviours. Blind optimism from a
system might for example distract users from negative situations and mistakes. It
would be interesting to see whether more subtle behaviours that are more realistic
about the current situation could yield positive results.

Whether intentionality is attributed to a system and whether perceived goals
behind system’s requests coincide with the user’s current goals are additional
factors that could affect whether expressiveness is experienced as a ‘sincere’ positive
feature of user-system dialogues. A clear distinction has to be made between the
effects of social behaviours on trust in a system overall and effects for specific advice
and requests. Perceived empathy in Chapter 7 for example was correlated with
perceived dependability of a system and its source credibility, but not directly to
trust in the provided information. Careful consideration of which behaviour will fit
the context, user and system (both its purposes and its form) is crucial.
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8.1.4 What are the effects of differences between individual users and differences in
interaction context (urgency, emotional valence of a situation) on perceptions,
attitudes, trust and compliance?

8.1.4.1 Effects of individual differences

Individual differences, personality characteristics, personal opinions and knowledge
can affect whether a system is appreciated. We have seen that personality traits such
as locus of control (Chapter 4), empathic tendencies (Chapter 7) and attitudes toward
a particular type of technology (Chapters 5 and 6) affect responses to a system.
People with an internal locus of control are more likely to accept a higher level of
autonomy from a system. General attitudes towards specific types of technology,
affect whether social behaviours are accepted from a system.

Reactions to social system behaviours also depend, at least partially, on whether
a system’s interaction style matches the user’s personality. Whether for example
socially expressive behaviours are appreciated and how they are perceived depends
on personal preferences and opinions. Users’ personalities affect the interaction
style and the effect that the level of sociability has on their affective experience (e.g.
Chapter 7). Users with a lower level of empathy for example, will not respond more
positively when a system is more empathic. Delegation to a system also depends on
individuals’ assessment of their own ability to perform a task, coupled with their
level of expectations on how a system would perform. Doubts about techniques used
in a system can result in negative attitudes towards a system, especially for users
with expert knowledge (specifically in Chapters 2 and 3). Individual differences can
also have an indirect effect on whether using a system is acceptable, for example
through the differences in perceptions of the context a system is used in (Chapter
4). Design and evaluation should take individual differences that may occur in the
target user population very seriously indeed.

8.1.4.2 Contextual differences

The spam filter study showed that trust is not necessarily the determinant of
delegation of tasks to a system. The context in which a system is used instead leads
to a situational assessment whether a user can depend on a system. Factors such
as situational risks, urgency (Chapters 4, 7) and consequences of system mistakes
(Chapter 2) appear to play a dominating role in user attitudes, delegation and
compliance.

We have to consider the situatedness of users’ behaviour and responses to a
system. How users respond to system requests or whether they comply to its advice
will depend on what they experience in their specific surroundings (e.g. Chapter 7).
The results of Chapter 6 show that valence of the situation in which users interact
with a system, also affect perceived credibility and dependability of an agent. This
poses quite a challenge for developers of systems used in situations in which task
success and a pleasant affective experience are not a given such as in healthcare, or
crisis management.
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The situational context also plays a role in the perception of social behaviours. In
Chapter 6 emotional valence of a situation interacted with the effects of empathic
accuracy; in more negative situations the robot was seen as more empathic when it
(inaccurately) remained positive about the situation. However, in Chapter 7 socially
expressive behaviour for instance appeared to be at odds with the serious nature of
hazard monitoring and warnings.

8.2 LIMITATIONS
This thesis has provided a broad overview of issues that arise when people interact
with autonomous and adaptive systems in various domains. This provides useful
information for system designers on the range of interaction issues that they need
to consider and for researchers on research issues that deserve future attention.
However, this also means the issues have been highlighted, but not solved. Currently
little guidance is available for system designers on the subtleties involved and how
to successfully implement interaction aspects for adaptive and autonomous systems.
The guidelines proposed in various places in this thesis can provide direction and
inspiration for future research.

The methodological approach taken in this study of individual user studies in
various domains also has its limitations. All studies in this thesis involved specific
settings with individual users. There might be limitations to the generalisability
of these results to other settings. Also, not all studies in this thesis explored usage
of systems outside of the lab. In the majority of the studies, participants had not
encountered the system in question before. This means they had to familiarise
themselves with the system or agent they were evaluating during their session and
that they were building a first mental model of its workings. In settings where users
interact with systems for a longer period and a relationship has been built, aspects
such as social behaviour or transparency of system behaviour might have different
effects. Some studies also only used video-scenarios. This has the advantage that
more futuristic systems and simulated usage scenarios can be explored, but also
the disadvantage of a more distant evaluation of a system without users actually
experiencing an interaction themselves.

The experiments in this thesis have been developed from a point of view based
on specific theories, such as the media equation theory, and on for example an
approach to trust that incorporates both a cognitive and social, affective standpoint.
Such perspectives naturally affect how a study is designed, which issues are salient
during for example observation, the way results are explained and which directions
for further research and system development are proposed. Exploring the issues
highlighted in this thesis from different perspectives will provide an even richer
overview.
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8.3 IMPLICATIONS FOR FUTURE RESEARCH
From both the above studies’ results and limitations a number of implications can
be drawn for future studies. There are methodological challenges inherent in evalu-
ating complex concepts such as trust and acceptance of a system. The results of for
example Chapter 2 show that the level of reported trust, does not necessarily match
the level of delegation. Clear distinctions have to be made between effects of interac-
tion features on for example trust in a system overall and effects for trust in specific
advice or requests and compliance. Trust and acceptance should be investigated on
a number of levels. We have shown that trust as a general attitude towards a system
independent of its use in a specific situation has to be distinguished from situational
trust and reliance on a system in a specific context. In turn, trust in the results
that a system produces can be different from general and situational trust. The
plausibility of specific system decisions, answers or recommendations will again
affect whether they are followed-up upon. These nuances are often not captured in
research on interaction with adaptive and autonomous systems. Trust-related scales,
such as the dependability and credibility scales used in this thesis, can be adapted,
but further research is needed in order to increase knowledge about trust and to
develop reliable measurements that build on such existing scales and metrics. A
lack of shared evaluation criteria and measurements for trust and a clear definition
of what constitutes a user’s experience, makes comparisons over studies in the field
difficult. Clear conceptualisations and validated scales can help assess the effects of
interaction in a more comparable manner.

We should take care not to try and capture the user’s experience in rigid, nu-
merical criteria only. Complementing quantitative measures with qualitative and
behavioural exploration is especially useful as for example reported trust in our
studies did not match user behaviour. The spam filter study showed that people
indicated they trusted the system when presented with a numerical rating scale,
while observation indicated they did not ‘implement’ this reported trust in their
behaviour. A similar issue was found in the mobile study (Chapter 7) on social
expressiveness; participants rated the system as empathic, but in the interviews
some of them actually indicated they thought the system was sarcastic, insincere or
unfit for the context. Rich analysis using ethnographic techniques and more open
observation and interviews can yield insights in why users have certain attitudes
and show certain behaviour that never can be captured in a score on a scale (Höök,
2004). This is especially important for autonomous and adaptive systems as complex
mental models, social-affective reactions and unexpected behaviours can be invoked
by system behaviour.

Studies investigating interaction with adaptive and autonomous systems should
take into account participant personality when analysing the results of interaction
features. Some aspects of a user-system dialogue might be beneficial for some
users, while being detrimental to the experience of others. Ignoring such possible
differences will lead to a shallower understanding of how interaction design features
can impact attitudes and trust. Further analysis of personality effects would be very
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useful, especially since current information on the effects of personality traits on
interaction with autonomous systems is still fragmented.

Social behaviours are also heavily cultural dependent and research results might
not universally apply. The relative importance of cognitive aspects of user interaction
and social aspects of interaction will most likely also be context-dependent. We
also have to consider that when users interact with systems for a longer time and a
relationship has been built, reactions to social behaviours might be different.

It’s important to realise that adaptive and autonomous systems will come in very
different forms. They range from ‘traditional desktop programs’, to embodied robot
creatures, to distant services interacting via user’s own digital devices, to sensor-
outfitted environments. How embodiment will for instance affect persuasiveness of
system decisions and recommendations is unclear.

The field of HCI is constantly moving and overarching theories are still relatively
scarce. The inherent interdisciplinary nature of HCI makes it important for HCI
researchers and system developers to gain from the expertise available in other
fields. However, the risk of cherry-picking aspect from other disciplines that might
appear promising, without a full understanding of their underlying principles
is relatively large. A deeper understanding of the circumstances in which these
principles might apply is necessary.

8.4 CHALLENGES
The findings in this thesis point to a number of challenges for both developers
and researchers. First of all, the difficulties of users to predict predict exactly what
an autonomous or adaptive system will do in a given situation can have serious
consequences. The differences in perceptions of our participants and the actual
behaviour and inner workings of the systems they were evaluating, highlight the
risk that users over- or underestimate a system’s capabilities. This poses great
difficulties in deciding when usage is or is not appropriate. We cannot always
predict how technologies will be implemented, how they will be used and what
their consequences will be and this especially applies to systems that learn, change
and show autonomous behaviour. Science fiction has presented us with ample
horror scenarios of autonomous systems gone haywire. While such visions might
not paint the most realistic picture, in some cases they do serve as a useful reminder.
We at least need to make sure that we try to gain insight in the consequences of these
technological developments and realise that adaptive and autonomous systems
are not just a distant vision. We lack a full insight in how people interact with
autonomous and adaptive systems and which aspects influence this behaviour, even
for those systems that are already widely used. This is a huge problem, especially
since autonomous and adaptive systems are being developed for critical domains
with potential life and death consequences. Unfortunately, discussions on ethics,
safety and privacy are moving slower than technology developments itself.

Research on social implications of adaptive and autonomous agents is yet scarce.
Adaptive and semi-autonomous agents will also affect social relations in a more
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direct way. People recommenders for example arrange social contact (such as
Facebook.com’s friend and activity suggestions). Foucault et al. (2007) for exam-
ple showed that a ‘gossiping’ agent spreading rumours it had gathered from its
users, caused a positive, increased sociability between its users. However, when
autonomous systems will mediate between people more negative effects and mis-
understandings are not unimaginable.

This also points to another challenge: responsibility for a system’s actions. From
a more traditional point of view, system mistakes can be seen as user error, putting
responsibility of the user, or as a design flaw putting the blame on the system
developer. For autonomous and adaptive systems this is much less clear. Where
responsibility lies when a system makes a mistake when users have trained a system
is not a simple question, especially when they might have understood the system
differently than designed. It is unclear who will be responsible for the actions of
systems that learn, change and make decisions in ways that developers might not
have foreseen. Systems may appear to develop their own goals and intentions; how
these are related to end-users’ goals might be hard to identify. It may be hard to
establish whether a system is acting on behalf of an individual (legal) person or
organisation and whether they can and should be held responsible for a system’s
actions.

An additional challenge is posed by the need to pay more attention to affective
experiences of users, which will especially affect the user’s interaction when a full
understanding of a system is not possible. When such a full understanding is not
possible, social-affective aspects of the interaction will likely be the most likely
factor to persuade (or dissuade) users to trust a system. The work in this thesis has
shown that these aspects and their relation to trust are in now way straightforward,
but a challenging avenue for further research.

Directions suggested in the literature cannot be directly applied in every situ-
ation. Before embarking on a mission to make a system more adaptive or more
autonomous, it is worthwhile to consider whether the benefits of such adaptive
and autonomous behaviour are likely to outweigh their potential downsides in the
specific situation at hand, or whether other solutions would be more suitable. Such a
consideration also applies to interaction features when actually developing an adap-
tive or autonomous system in situations where they have clear potential. Features
such as transparency will not always lead to increased trust, acceptance and optimal
use. The social behaviours suggested to ease interaction with autonomous systems
cannot be blindly implemented in every system and their effects will depend on
the context and user. Social behaviours and features related to user feedback and
system explanations cannot be ‘tacked on’ to a system as an afterthought. They
need to be an integral part of its interaction design and need to be designed and
evaluated in a situated manner. It’s very easy to mess up, and much harder to get
behaviours right.

Adaptive and autonomous systems offer great promises for the role of technology
in the future, but their nature provides us with complex challenges. This work has
attempted to identify these challenges and has laid a basis for addressing these
issues in an informed way.
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MEASURE α M SD range

Perceived usefulness of the filter .87 5.3 1.1 1.0-6.0
2 items, Use of a spamfilter enables me to deal with my
email more quickly.
I find my spamfilter useful.

Perceived ease of use filter .82 4.5 1.4 1.0-6.0
2 items, I find the spamfilter easy to use.
I find it easy to get the filter to do what I want it to do.

Perceived understanding filter 4.6 1.6 1.0-6.0
1 item, I have enough knowledge to use the spam filter.

Dependability filter .77 3.2 1.3 0.2-5.4
4 items, e.g. I think the spam filter correctly assesses
email as spam or non-spam.
I think it is necessary to check the spam filter’s actions.
(Question inverted for analysis)
I think the spam filter correctly assesses email as spam
or non-spam.
I trust my spam filter to not label important messages as
spam.
I trust my spam filter to label all incoming spam as spam.

Table 21: Final scales, participant mean scores and standard deviations. Cronbach’s α as
reliability measure. All 7-point (0-6) Likert-type scales. Table continues on next
page (1/1).
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MEASURE α M SD range

Attitude toward filter 5.7 .72 3.0-6.0
1 item, Using a spamfilter is a good idea.

Risk: consequences 2.5 1.8 0.0-6.0
1 item, The spamfilter’s actions could have negative con-
sequences.

Perceived usefulness of training .74 4.9 1.3 1.0-6.0
2 items, I find it useful to train the spamfilter.
Training the spamfilter improves the spamfilter.

Perceived understanding of training .86 4.5 1.5 0.0-6.0
3 items, Training the spam filter is clear and understand-
able to me.
Training the spamfilter is clear and understandable to
me.
I have enough knowledge to train the spamfilter.

Attitude toward training 5.1 1.4 0.0-6.0
1 item, Training the spam filter is a good idea.

Dependability training .85 4.3 1.3 0.3-6.0
3 items, e.g. I trust the outcome of the training process of
the spam filter.
I think that the spam filter actually adapts according to
my feedback / training actions.
The filter’s learning process is reliable.

Table 22: Final scales, participant mean scores and standard deviations. Cronbach’s α as
reliability measure. All 7-point (0-6) Likert-type scales. Continued from previous
page (2/2).
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MEASURE α M SD range

Perceived transparency of the system .74 4.5 1.2 2.0-6.5
2 items, I understand why the system recommended the
artworks it did.
I understand what the system bases its recommendations
on.

Perceived competence .91 4.1 1.1 1.6-6.5
8 items, I think that the system’s criteria in choosing
recommendations for me are similar to my own criteria.
I like the artworks the system recommended to me.
I think the system should use other criteria for recom-
mending artworks to me than it uses now. (inverted for
analysis)
The artworks that the system recommended really inter-
est me.
I think that the artworks that the system recommends
correspond to my art interests.
I think the system does not understand why I like certain
artworks I rated as interesting.(inverted for analysis)
I think the system does a good job adapting to what I tell
it to be interesting artworks.
The system correctly adapts its recommendations on the
basis of my ratings.

Actual competence
Comparison interests named in interview and in user
profile (recall, precision, F-score)

Intent to use the system .91 4.4 1.4 1.0-6.7
3 items, I would rather choose the 6 artworks by hand
from the collection of artworks than use the
system if I would have to perform this task again. (in-
verted for analysis)
I would like to use the system again for similar tasks.
The next time I am looking for a recommendation for an
artwork I would like to use this system.

Table 23: Final scales and variables included in overall analysis, including Cronbach’s α for
the final scale. Questionnaire items were seven-point Likert-type scale questions,
with scale ranging from 1 (‘very strongly disagree’) to 7 (‘very strongly agree’).
Table continues on next page (1/2).
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MEASURE α M SD range

Acceptance of recommendations 2.0 1.9 0-6
Number of recommendations included by participant in
final selection of 6 artworks.

Acceptance of system: scenario measuring participant’s
willingness to delegate task to system.
Participants choosing system selection (N=32) vs. manual
selection (N=28)

Trust: dependability .90 4.2 1.1 1.8-6.2
10 items, I am confident in the system.
I trust the system not to recommend artworks that are
not interesting to me.
The system is deceptive. (inverted for analysis)
I trust the system to recommend me all artworks that are
of interest to me.
The system is reliable.
Using this system for these tasks is risky. (inverted for
analysis)
I trust the system.
Using this system is risky. (inverted for analysis)
I can depend on the system.
I trust the recommendations of the system to match my
own selection.

Table 24: Final scales and variables included in overall analysis, including Cronbach’s α for
the final scale. Continued from previous page (2/2).
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Figure 33: Non-transparent version of the CHIP system.
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MEASURE α M SD range

Personality: Locus of control .62 5.3 .98 1.0-7.0
3 items, I like jobs where I can make decisions and
be responsible for my own work.
I am sure enough of my opinions to try to influence
others.
I stick to my opinions when someone disagrees with
me.

Personality: Driver characteristics.
Aggression 5.0 1.5 2.0- 7.0
I really dislike other drivers who cause me problems.
Dislike of driving 3.6 1.5 1.0-7.0
I find myself worrying about my mistakes when
driving.

Perceived usefulness car agent .77 3.7 1.2 1.0-6.3
3 items, I think that the car agent is useful.
Using the car agent makes driving easier for the
driver.
Using this car agent did not enable the driver to drive
better. (inverted for analysis)

Attitude towards agent .77 3.2 1.1 1.0-5.7
3 items, Using the car agent is a good idea.
Driving with the car agent is fun.
I would not like driving with the car agent.

Intent to use .89 1.0-5.8
4 items, e.g. I would buy the car agent.
The next time I drive a car I would like to use the car
agent.
I would recommend the car agent to someone else.
I would like to have the car agent.

Table 25: Final scales of questionnaire items included in quantitative analysis, including
Cronbach’s α for the final scale, 1 (strongly disagree) - 7 (strongly agree). Table
continues on next page (1/2).
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MEASURE α M SD range

Trust: dependability .65 3.4 1.0 1.0-5.7
3 items, e.g. I trust the car agent.
The car agent was very capable at performing its job.
I can depend on the car agent.

Trust: source credibility .77 4.4 .63 2.6-5.9
14 items, Unselfish - selfish
Intelligent / unintelligent
Competent / incompetent
Honest / dishonest
high character / low character
expert / inexpert
bright / stupid
trained / untrained
sympathic / unsympathic
trustworthy / untrustworthy
warm / cold
approachable / unapproachable

Trust in provided information .76 3.9 1.1 1.0-6.0
2 items, e.g. I trust the information the car agent provides.
The car agent offers reliable information to the driver.

Compliance: Intent to follow-up on decision .80 3.6 1.5 1.0-7.0
2 items, I would follow the car agent’s directions.
The person should follow the directions of the car agent.

Human-likeness .68 2.6 1.1 1.0-5.5
The car agent was highly social.
The car agent acts like a person.

Machine-likeness .77 5.5 .98 3.5-7.0
The car agent acts like a machine.
The car agent has machine-like attributes.

Perception urgency scenario 4.7 1.7 1.0-7.0
The situation in the video was highly time-critical

Table 26: Final scales of questionnaire items included in quantitative analysis, including
Cronbach’s α for the final scale, 1 (strongly disagree) - 7 (strongly agree). Contin-
ued from previous page (2/2).
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MEASURE α M SD range

Perceived proactiveness .70 4.5 1.4 1.0-7.0
2 items, If the robot sees that something is wrong, the
robot doesn’t wait to be asked before helping.
The robot proactively helps the user.

Attitude towards robots in general .83 3.4 1.0 1.4-6.1
I would feel relaxed talking with robots.(inverted for
analysis)
I would feel uneasy if I was given a job where I had to
use robots.
If feel that I could make friends with robots.(inverted for
analysis)
I feel comfortable being with robots.(inverted for analy-
sis)
I would feel nervous operating a robot in front of other
people.
I would feel nervous just standing in front of a robot.
I would hate the idea that robots were making judgments
about things.
I would feel paranoid talking with a robot.

Table 27: Example items final scales, participant mean scores and standard deviations.
Cronbach’s α as reliability measure. All 7-point (1-7) Likert-type scales, unless
otherwise indicated. Table continues on next page (1/2).
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MEASURE α M SD range

Trust: dependability .76 4.9 1.1 1.3-6.7
3 items, e.g. The robot was capable of performing its job.
The robot had a lot of knowledge about its tasks.
The robot was reliable.

Compliance (1-5 scale) .75 3.4 .80 1.0-5.0
2 items, To what extent do you think the person in the
movie should follow the recommendations of the robot?
If you were in the same situation as the person in the
movie, would you follow the robot’s advice?

Perceived closeness (1-6 scale) 3.6 1.2 1.0-6.0
1 item, pictorial closeness scale

Human-likeness .76 3.8 1.1 1.0-6.4
5 items, The robot has characteristics that you would
expect of a human.
The robot acts like a person.
The robot has human-like attributes.
The robot looks like a person.
The robot was highly social.

Machine-likeness .80 2.2 .96 1.0-6.0
2 items, The robot looks like a machine or a mechanical
device.
The robot has machine-like attributes.

Table 28: Example items final scales, participant mean scores and standard deviations.
Cronbach’s α as reliability measure. All 7-point (1-7) Likert-type scales, unless
otherwise indicated. Continued from previous page (2/2).
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Measure α M SD range

Perceived empathic accuracy 3.8 1.8 1.0-7.0
1 item, The statements made by the agent where in line
with the feelings of the person in the movie.

1.8

Perceived emotional valence .72 3.2 1.0 1.0-5.0
1 item, self-assessment valence manikin scale.

(Negative) attitude toward robots in general .78 3.9 1.1 1.1-6.3
I feel that if I depend on robots too much, something bad
might happen.
If robots had emotions, I would be able to become friends
with them.
I would hate the idea that robots were making judgments
about things.
I would very nervous just standing in front of a robot.
I would feel uneasy if robots really had emotions.
I would feel paranoid talking with a robot.
I would feel uneasy if I was given a job where I had to
use robots.

Perceived empathic ability .84 3.4 1.3 1.0-7.0
4 items, e.g. The robot is patient with the person in the
movie. (adapted from Wampler and Powell, 1982)
The robot tried to keep the person in the movie from
worrying. (adapted (Kim, 2005))
The robot cared for the person in the movie.
The robot showed interest in the person in the movie.

Human-likeness .75 3.9 1.3 1.0-7.0
The robot has characteristics that you would expect of a
human.
The robot acts like a person.
The robot has human-like attributes.

Machine-likeness .63 5.2 1.0 2.0-7.0
The robot acts like a machine.
The robot looks like a machine or a mechanical device.
The robot has machine-like attributes.

Table 29: Final scales of questionnaire items included in quantitative analysis. Cronbach’s
α as reliability measure. All 7-point (1-7) Likert-type scales. Table continues on
next page (1/2).
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Measure α M SD range

Trust: perceived dependability .92 4.3 1.2 1.0-6.1
7 items
The robot was very capable in performing its task.
The robot had a lot of knowledge about the work it was
doing.
The robot was reliable.
I felt confident about the robot’s ability to perform its
task.
I trusted the robot to do its task.
I trusted the actions of the robot.
I could rely on the robot’s task related skills and abilities.

Trust: perceived credibility .86 5.6 1.2 1.6-8.4
14 items, Unselfish - selfish
Intelligent / unintelligent
Competent / incompetent
Honest / dishonest
high character / low character
expert / inexpert
bright / stupid
trained / untrained
sympathic / unsympathic
trustworthy / untrustworthy
warm / cold
approachable / unapproachable

Perceived closeness .73 2.6 1.1 1.0-6.0
Select the number that corresponds to the picture that
most closely represents how close you think the human
feels towards the robot.
Please select the number that corresponds to the picture
that most closely represents how close you would feel
towards the robot.

Table 30: Final scales of questionnaire items included in quantitative analysis. Cronbach’s
α as reliability measure. All 7-point (1-7) Likert-type scales. Continued from
previous page (2/2).
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Socially expressive, Non-socially expressive
empathic

System message 1 (infor-
mation request)

Sorry to interrupt you,
but chemical sensors in
your area indicate an ab-
normal value. Please de-
scribe the smell of the ob-
ject inside the brown bag
in the machine room.

Chemical sensors in your
area indicate an abnormal
value. Describe the smell
of the object inside the
brown bag in the machine
room.

Answer options <ignore/describe smell> <ignore/describe smell>

Follow-up scenario sent if
participant decided to re-
act to the request

Describe the smell: [open
text field]

Describe the smell: [open
text field]

Data has been analysed,
don’t worry, the smell
you describe does not
match a harmful sub-
stance.

Data has been analysed,
described smell does not
match a harmful sub-
stance.

System message 2 (infor-
mation request)

This can be stressful, but
an abnormal sensor value
was detected in your loca-
tion. Please describe the
pattern of the dots on the
screen on machine 2 in
the machine room.

An abnormal sensor
value was detected in
your location. Describe
the pattern of the dots on
the screen on machine 2

in the machine room.

Answer options <ignore/describe pat-
tern>

<ignore/describe pat-
tern>

Follow-up scenario sent if
participant decided to re-
act to the request

Describe the pattern on
machine 2:[open text
field]

Describe the pattern on
machine 2:[open text
field]

Thank you, you might
feel insecure about what
the pattern means, but
your description of the
pattern does not indicate
a problem.

Description of the pattern
does not indicate a prob-
lem.

Table 31: Scenario in both conditions. Table continues on next page (1/3).
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Socially expressive, Non-socially expressive
empathic

System message 3 (infor-
mation request)

Sorry to interrupt you,
this can be annoying, but
chemical sensors in your
area indicate an abnormal
value. Please describe the
smell of the brown bag in
room 7.

Chemical sensors in your
area indicate an abnormal
value. Describe the smell
of brown bag in room 7.

<ignore/describe smell> <ignore/describe smell>

Follow-up scenario sent
if participant decided to
react to the request De-
scribe the smell: Describe
the smell:

Thank you, that probably
wasn’t too pleasant, but
your description of the
smell does not indicate a
dangerous substance.

Entered description of
smell does not indicate a
dangerous substance.

System message 4 (warn-
ing)

You appear worried
about finishing, but
please do not enter room
5, air quality has been
assessed as unacceptable.

Do not enter room 5, air
quality has been assessed
as unacceptable.

<ignore/ok> <ignore/ok>

System message 5 (infor-
mation request)

The pressure levels in
machine 4 appear abnor-
mal. This might worry
you, but please check the
value on machine 4 in the
machine room.

The pressure levels in ma-
chine 4 appear abnormal.
Check the value on ma-
chine 4 in the machine
room.

<ignore/enter value> <ignore/enter value>

Follow-up scenario sent if
participant decided to re-
act to the request

Enter the value on ma-
chine 4:

Enter the value on ma-
chine 4:

Don’t worry, the value
you entered is within safe
limits. This must feel re-
assuring.

Entered value is within
safe limits.

Table 32: Scenario in both conditions. Continued from previous page, table continues on
next page (2/3).
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Socially expressive, Non-socially expressive
empathic

System message 6 (warn-
ing)

Finding the containers
may be important, but
multiple machine and air
sensor readings indicate a
dangerous situation. This
may be upsetting, but
please leave the building.

Multiple machine and
air sensor readings indi-
cate a dangerous situa-
tion. Leave the building.

<ignore/ leave the area> <ignore/ leave the area>

Follow-up question sent
if participant decided to
react to the request

Did you leave the
area?<yes/no>

Did you leave the
area?<yes/no>

Last message (via system
when participant had left
room or verbally)

Your session is completed.
Thank you!

Your session is completed.
Thank you!

Table 33: Scenario in both conditions. Continued from previous page (3/3).

SOCIALLY EXPRESSIVE, EMPATHIC

Good job, the container has been registered and added to your map.
Thank you for entering that container, you appear quite enthusiastic.
Great, the container has been registered. You appear quite alert.
Another successful finding, you must be feeling a bit proud now.
You must feel good about finding that container.
Another container successfully found!You must be pleased.
You must be happy you found this many containers.
Thanks, you must be content about finding another container.Thank you.
You appear quite determined in finding the containers.

NON-SOCIALLY EXPRESSIVE CONDITION

Container registered and added to your map.

Table 34: Reactions to found containers
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MEASURE α M SD range

Manipulation check: perceived empathy .64 3.8 1.3 1.0-7.0
3 items, The system reassures users.
The system takes into account the emotions of the user.
The system makes users feel at ease.

Participant personality: empathy .83 3.1 .1 1.8-4.4
10 items, 5-point scale, e.g. I cry easily.
Don’t understand people who get emotional. (inverted
for analysis)
Feel others’ emotions.
Suffer from others’ sorrows.
Am deeply moved by others’ misfortunes.
Am easily moved to tears.
Experience my emotions intensely.
Feel spiritually connected to other people.
Am not interested in other people’s problems. (inverted
for analysis)
Seldom get emotional. (inverted for analysis)

Participant personality: extraversion .88 3.4 .78 1.1-4.8
10 items, 5-point scale, e.g. I start conversations.
Feel comfortable around people.
Am the life of the party.
Talk to a lot of different people at parties.
Don’t mind being the center of attention.
Don’t talk a lot. (inverted for analysis)
Keep in the background. (inverted for analysis)
Have little to say. (inverted for analysis)
Don’t like to draw attention to myself. (inverted for anal-
ysis)
Am quiet around strangers. (inverted for analysis)

Perceived own performance 4.4 1.1 1.0-7.0
1 item, How would you rate your own performance on
the task?

Table 35: Final scales of questionnaire items included in overall analysis, including Cron-
bach’s α for the final scale, 1 (strongly disagree) - 7 (strongly agree) unless
otherwise indicated. Table continues on next page (1/3).



194 APPENDIX CHAPTER 7

MEASURE α M SD range

Willingness to follow-up on system requests .71 4.5 1.5 2.0-6.5
2 items, To what extent did you want to perform the tasks
the system asked you to do?
To what extent did you want to perform the tasks the
system asked you to do?
How important did you personally think reacting to the
system’s messages was?

Willingness to follow-up on system advice 4.5 1.9 1.0-7.0
1 item, To what extent did you want to follow the sys-
tem’s advice?

Trust: dependability of the system .93 4.7 1.2 2.9-7.0
8 items, The system was reliable.
The system was very capable of performing its job.
The system had a lot of knowledge about the work it was
doing.
I felt confident about the system’s ability to perform its
task.
The system had knowledge about its task.
I trusted the system to do its task.
I trusted the actions of the system.
I could rely on the system’s task-related skills and abili-
ties.

Trust: source credibility .86 4.6 .90 2.3-6.9
14 items, Unselfish - selfish
Intelligent / unintelligent
Competent / incompetent
Honest / dishonest
high character / low character
expert / inexpert
bright / stupid
trained / untrained
sympathic / unsympathic
trustworthy / untrustworthy
warm / cold
approachable / unapproachable

Table 36: Final scales of questionnaire items included in overall analysis. Continued from
previous page, table continues on next page (2/3).
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MEASURE α M SD range

Trust: Trust in information .81 4.8 1.1 2.3-6.8
4 items, The information provided by the system was
trustworthy.
The information provided by the system was relevant.
The information provided by the system was helpful.
The information provided by the system was insightful.

Perceived control 3.5 1.6 1.0-6.0
1 item, Do you feel you were in control during the session
or that the system was in control?

Perceived closeness 3.6 1.0 1.0-6.0
1 item, 6-point pictorial scale, ranging from 1=apart to
6=overlapping

Disruptive 4.7 1.5 1.0-7.0
1 item, In general, how disruptive do you feel the system
was?

Emotional experience .78 3.8 .39 3.0-4.5
20 items, (1-5 scale negative - positive), e.g. excited, up-
set (inverted for analysis), alert, strong, ashamed (in-
verted for analysis),scared (inverted for analysis), hos-
tile (inverted for analysis), enthusiastic, proud, irritable
(inverted for analysis), inspired, nervous (inverted for
analysis), determined, attentive, active, afraid (inverted
for analysis), stressed (inverted for analysis), dissatisfied
(inverted for analysis), comfortable
Emotion figurine scale: self-assessment valence manikin
(Lang and Bradley, 1994)

Perception intention of the system
1 choice item, What did you feel the system cared about
most?
e.g. Preserving the building (N=4, 8%), Locating the
chemical containers (N=0, 0%)
Keeping me safe (N=33, 66%), Preserving the machines
in the machine room (N=5, 10%), Other (please specify)
(N=8, 16%)

Table 37: Final scales of questionnaire items included in overall analysis. Continued from
previous page (3/3).
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S U M M A RY

A growing number of computer systems no longer are passive tools; instead they
learn, adapt and to a certain extent make decisions that previously required human
intervention. This thesis investigates people’s interaction with such autonomous
and adaptive systems. These systems range from spam filters that learn from users’
feedback which messages are unwanted, to social robots that interact with people
in ways similar to human-to-human interaction.

When systems act in more autonomous ways, reactions will be invoked (cognitive,
affective, social) that are less likely in the context of ‘more traditional’ systems and
interfaces. Systems become less predictable, the reasons for their actions are harder
to understand and users have to hand over a certain level of control. Beyond a
cognition-based assessment that a system will competently perform its tasks, social-
affective aspects of the interactions will play a role in user perceptions, acceptance,
behaviour and trust.

This thesis discusses six user studies which between them focus on two themes:
the fundamental conflict of adaptive, autonomous behaviour versus user control
and understanding, and the potential of social behaviours in interaction with
highly complex, ‘intelligent’ systems. The studies explore the effect of awareness
and understanding, the effect of user control and system autonomy, the effect
of systems’ social-expressive behaviours and effects of individual user traits and
various context characteristics. Presented are studies in users’ own environment,
controlled experiments and on-line video-based studies.

The first two studies focus on awareness and understanding in interaction with
systems that are adaptive and take semi-autonomous decisions as part of an on-
screen application (adaptive spam filtering, recommender systems). The subsequent
four studies focus on interaction with systems with a more ‘agent’-like nature
and more social presence: a (simulated) in-vehicle agent that interacts using voice,
physically embodied social robots and a distant,‘invisible’ mobile hazard monitoring
system that interacts via text messages in a mobile application.

Studies

The first study presents an effort to gain more understanding in the ways that
users trust systems that make (semi-) autonomous decisions on their behalf by
evaluating how people interact with spam filters. Adaptive (trainable) spam filters
are a common example of systems that make (semi-) autonomous decisions on
behalf of the user; they decide whether or not a message is relevant and whether
it can or cannot be deleted. Many spam filters also contain feedback mechanisms
and ways for the user to train the filter and corrects its mistakes. In that capacity
spam filters offer a fine opportunity for studying user interaction with and trust
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in (semi-)autonomous and adaptive systems in real-life contexts, but trust in these
filters and how people interact with them has been surprisingly underexplored. This
study investigates usage of spam filters in the daily workplace and user behaviour
in training these filters (N=43). User observation, interview and survey techniques
were used to investigate attitudes towards two types of filters: a user-adaptive
(trainable) and a rule-based filter. Participants generally were very positive toward
using spam filters. Many of our participants also invested extensive effort in training
their filters. However, participants mostly did not want to delegate tasks to their
filters. Adaptivity, whether users could train their filter, and users’ investment in
doing so, did not necessarily lead to increased trust in a filter. In addition, trust
did not appear decisive in delegation to the filter. Instead, the findings indicate that
users’ filter awareness and understanding, coupled with contextual perceptions
of risk, seriously impact user attitudes and behaviour. Misconceptions about the
filter or a lack of awareness of its functionality for example led to suboptimal
training behaviour, illustrating unsolved interaction challenges for adaptive systems
in general.

The second study investigates the effects of transparency on trust in adaptive
recommender systems that rely on user feedback. The study centres around par-
ticipants’ interaction with a recommender system in the cultural heritage domain.
User-adaptive art recommender systems aim to present their users with art content
tailored to their interests. Users then need to be able to depend on the system to com-
petently adapt to the feedback they provide and to find the artworks that are most
interesting to them. A between-subject experiment (N=60) evaluated interaction
with three versions of a content-based art recommender that used explicit feedback.
The recommender system provided users with artworks of interest to them, based
on their individual ratings of other artworks. Version 1 was not transparent, version
2 explained to the user why a recommendation had been made and version 3

showed a rating of how certain the system was that a recommendation would be of
interest to the user. Results show that explaining to the user why a recommendation
was made increased acceptance of the recommendations and increased chances that
users’ perception of competence matched actual profile quality. Trust in the system
itself was not improved by transparency. Showing how certain the system was of
a recommendation did not influence trust and acceptance. The study showed that
it is important that the level of transparency and the type of feedback users can
provide need to be congruent; users need to be able to correct system mistakes
made apparent by transparency features. This, while safeguards also have to be
in place against suboptimal training behaviours that might result from this direct
feedback.

The third study explores the interplay of autonomy of a system, individual user
traits and usage context in interaction with autonomous and adaptive systems.
Focus is on agents that to a certain extent employ more human-like ways of
communicating with the user (in this case speech) and to which perhaps a higher
degree of agency might be attributed than to for example trainable on-screen
filters and recommenders. The study specifically investigates user attitudes toward
assistive agents and their decisions in an in-vehicle context. Balancing user control
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and system autonomy has been established as an important aspect of interaction
with semi-autonomous and adaptive systems. In-vehicle agents can potentially
avert dangerous driving situations by adapting to the driver, context and traffic
conditions. Different levels of user control and system autonomy are possible;
agents can for example fully take over control, they could instruct users what to
do or could provide information. The way agents offer assistance and associated
perceptions of system autonomy, the driving context and users’ personality traits are
all expected to affect acceptance and trust. This survey-based experiment (N=100)
further investigates how these factors affect attitudes. The 2x2, between-subject,
video-based design varied driving context (high, low density traffic) and type of
agent (providing information, providing instructions). The study’s results show that
type of agent and traffic context interact in their effects on attitudes towards the
agent, with attitudes being most positive towards the instructive agent in a light
traffic context. Participants who scored high on locus of control tended to report that
the driver should comply to the agent’s instructions more than those scoring low
on locus of control. Dislike of driving and aggression increased perceived urgency
of the situation presented in the video scenario. The study shows that a higher level
of system autonomy is not necessarily better or worse, but has to be adapted to the
context.

The fourth study explores the effect of social behaviours of embodied autonomous
systems. Embodied social agents mimic human social behaviours to increase intu-
itiveness of interacting with these agents. It is however not yet fully clear how social
behaviours displayed by embodied agents affect user perceptions and attitudes
towards them. For example, despite robots’ embodiment and their increasing auton-
omy, the effect of communicative touch in combination with robots’ autonomous
behaviour is an aspect of human-robot interaction that has not been extensively
researched yet. This video-based, 2x2 between-subject survey experiment (N=119)
found that touch and proactiveness interacted in their effects on perceived machine-
likeness and dependability. Attitude towards robots in general also interacted with
the effects of touch and influenced perceived social proximity. Results show that
touch is considered more appropriate behaviour for proactive agents than for re-
active agents. Also, people that are generally more positive towards robots find
robots that interact using touch less machine-like. This study’s results illustrate the
importance of considering that social behaviours have to fit with the interaction
context and need to be adapted to individual characteristics and preferences.

The fifth study further investigates the effect of social behaviours on interaction
with autonomous systems, focusing on empathy. Robots (and other autonomous
agents) are increasingly designed to display social behaviours, including empathy.
Expressing empathy requires an appraisal of the user’s affect. However, making a
correct inference on the user’s emotional experience is challenging and mistakes
are likely, due to the problem of having to appraise a deeply personal, individual
experience. Systems thus are bound to make errors in affect recognition, making it
very important to understand how people respond to empathic capabilities if a robot
displays empathic behaviours incongruent with the users’ emotional experience. In
this study, we sought to clarify the effects of accurate and inaccurate emphatic robot
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behaviours on human responses by investigating participants’ attitudes toward a
robot team mate in a game playing scenario. A 3x2 between-subject video-based
survey experiment was conducted with empathic robot behaviour (empathically
accurate vs. neutral vs. empathically inaccurate) and valence of the situation (posi-
tive vs. negative) as dimensions. Participants (N=133) reported decreased trust of
the robot when the robot’s empathic responses were incongruent to the affective
state of the user in the video. However, in the negative valence condition (losing
the game) participants found the robot that responded positive (and incongruent
to the emotional state of the user) to have the highest empathic abilities. These
findings indicate that inaccurate empathic behaviour indeed negatively influences
participants’ attitudes toward the robot. The results also suggest that in negative
circumstances, accurate empathic robot behaviour should to be positive rather than
honest when striving for a perception of social ability. The incongruent results on
perceived empathic ability and trust show the influence of the conceptualisation of
social ability and illustrate the importance of not only assessing whether attempts at
social behaviour are recognised, but also which effects behaviours have on user trust.
These results also indicate the importance of showing restraint when implementing
explicit social behaviours. A system’s mistakes in assessing the affective state of
the user and inaccurate empathic behaviour may have a detrimental effect on trust.
In certain contexts, system designers may need to reconsider the introduction of
empathic behaviours when the likelihood of inappropriate inferences on user affect
is high.

The sixth study also investigates the effects of empathy, but this study focuses
on interaction with non-embodied autonomous mobile systems that both provide
information to, and request information from users. Mobile applications and services
can provide context-aware services to users wherever they go, but may also interrupt
users during their regular activities. Socially expressive and empathic system
behaviour have been suggested as a way to build reciprocal relationships with
users and increase trust. This between-subject, Wizard-of-Oz experiment (N=50)
further investigates the effects of socially expressive, empathic behaviour on mobile
interaction. The participants interacted with either a socially expressive, empathic
system, or a non-expressive system while performing a physical search task in a
semi-crisis context in a controlled lab setting. The experiment also explored the effect
of the user personality traits empathy and extraversion. Participants were observed,
interviewed and filled out a questionnaire. Dependent variables include trust,
compliance to system requests and follow-up on information provided, emotional
experience and perceptions of the collaboration with the system and its intentions.
Results show that socially expressive, empathic behaviour will not always lead to
increased trust and that user personality traits will affect reactions. Even though
the socially expressive, empathic condition was recognised as more empathic, it did
not increase trust or compliance. Instead, the study found indications that social,
empathic expressivity can change perceived systems’ intentions. The system’s social
behaviour in this study negatively affected trust in the system’s actions, trust in
the information provided and led to less follow up on the system’s warnings.
Messages that appeared motivating to some participants, were considered socially



SUMMARY 221

awkward and inappropriate by others. The socially expressive messages were in
some cases considered inappropriate in such an urgent situation and as incongruent
with the actual affective experience of participants. When actively reflecting on the
messages, participants’ comments on the socially expressive condition during the
interviews ranged from ‘encouraging’ to ‘inappropriate for the situation’ or even
‘sarcastic’. User personality traits will affect reactions to social system behaviour
as well; participants low on empathy reported a less positive affective experience
when interacting with the expressive, empathic system. The study also identified
interaction issues that have to be taken into account in development of mobile
systems that need user feedback to provide context-aware services.

General conclusions

Together these studies provide insight in how people interact with adaptive and
autonomous systems. The studies show that while attitudes towards adaptive,
autonomous systems may be positive, users do not necessarily feel they can depend
on a system in their specific situation. Adaptivity and user investment do not always
lead to more trust. Even when users have a general trust that a system will perform
its task well, they are not necessarily more willing to assign a high level of autonomy
to a system. Trust is a multi-faceted concept and we need to distinguish between
users’ trust in a system’s ‘general character’ and dependability of the system in
the user’s specific situation and trust in system decisions and the information and
results it provides.

When users interact with adaptive, autonomous systems they are much less sure
about functionalities and capabilities than when interacting with more ‘traditional’
systems. This uncertainty results in suboptimal use and user behaviour that can
be unexpected or even erratic at times. As the adaptive systems adapt themselves
to the user, users in turn also adapt their behaviour to their perceptions of the
system’s inner workings. When confronted with results users think are unsuitable
or which they do not understand, they will start experimenting with the system to
both understand it and to gain better results. While experimenting is not necessarily
a negative thing, we do need to consider that users will for example tailor their
feedback in a manner that they think will yield them the best results, but in actuality
only decreases performance. Simple attempts to increase trust by social interaction
styles using explicit social statements or by adding transparency features will only
in very specific settings yield their expected results. The consequence of this general
observation is that future research and design of interaction features of autonomous
systems cannot be performed in a vacuum; we have to consider what the effects of
these features are in different circumstances and for different people.

Congruency of system behaviour with the user’s expectations and context of use
is very influential in user acceptance. Incongruence negatively affects trust in most
contexts. Negative effects for example occur when social behaviour is incongruent
with the situation. Incongruence of the users’ expectations of the effect that their
feedback will have on a system and the actual results a system produces leads to
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less trust and unexpected user behaviour. Social behaviour can be incongruent with
the level of autonomy of a system and finally, incongruence between personality
traits of the user and the ‘personality’ traits and behaviour of a system can also
have a negative effect.

Adaptive and autonomous systems offer great promises for the future role of
technology but their nature provides us with complex challenges. The difficulties in
awareness and understanding highlight the risk that uses will over- or underuse
adaptive and autonomous systems. It becomes harder to predict how users will
use these systems and harder to predict users’ and system behaviour. This points
to great questions about (social) and ethical implications when these systems are
used in more critical domains or when they are used in social situations. Directions
suggested in the literature to ease interaction and increase trust cannot be directly
applied in every situation. Features such as transparency will not always lead to
increased trust, acceptance and optimal use. The social behaviours suggested to
ease interaction with autonomous systems cannot be blindly implemented in every
system as their effects will depend on the context and user. Social behaviours and
features related to user feedback and system explanations cannot be ‘tacked on’
to a system as an afterthought. They need to be an integral part of its interaction
design and need to be designed and evaluated in a situated manner. This work
has attempted to identify these challenges in building and usage of adaptive and
autonomous systems and has laid a basis for addressing these issues in an informed
way.



S A M E N VAT T I N G

Steeds meer computersystemen zijn niet langer passieve tools. In plaats daarvan
zijn systemen steeds vaker adaptief, leren ze van interacties, passen ze zich aan
aan gebruiker of situatie en maken ze (tot op zekere hoogte) beslissingen die tot
voor kort menselijke interventie behoefden. Dit proefschrift onderzoekt de interactie
tussen gebruikers en autonome en adaptieve systemen. Dit soort systemen varieert
van spamfilters die feedback van gebruikers benutten om te leren welke mails
ongewenst zijn, tot aan sociale robots die ‘menselijk’, sociaal gedrag vertonen.

Wanneer systemen autonomer worden, is het waarschijnlijk dat cognitieve, affec-
tieve en sociale reacties bij gebruikers opgeroepen worden die minder waarschijnlijk
zijn in interactie met meer ‘traditionele’ systemen. De interactie wordt minder
voorspelbaar, systemen zijn moeilijker te begrijpen en gebruikers hebben niet langer
de volledige controle over de acties van een systeem. Naast een inschatting of een
systeem op een competente manier zal functioneren, zullen ook sociale en affectieve
aspecten van de interactie een rol spelen in gebruikerspercepties, acceptatie, gedrag
en vertrouwen.

Dit proefschrift bespreekt zes gebruikersstudies met een focus op twee thema’s.
Het eerste thema is het fundamentele conflict tussen adaptief, autonoom systeemge-
drag en gebruikerscontrole en begrip van het systeem. Het tweede thema is het
potentieel van het gebruik van sociaal systeemgedrag gebaseerd op intermenselijke
interactie. De studies onderzoeken de effecten van gebruikersbegrip, de effecten
van gebruikerscontrole en systeemautonomie, de effecten van sociaal-expressief
systeemgedrag en de effecten van individuele gebruikerseigenschappen en diverse
eigenschappen van de context waarin de interactie plaatsvindt. Er worden studies
besproken in de eigen (werk)context van de gebruiker, gecontroleerde experimenten
en online studies met videoscenario’s.

De eerste twee studies focussen op begrip en het bewustzijn van gebruikers van
de activiteiten van adaptieve systemen die semi-autonome beslissingen nemen.
De focus ligt hier op on-screen applicaties die een adaptief element hebben, zoals
lerende spamfilters en gepersonaliseerde recommenders. De daaropvolgende vier
studies richten zich op de interactie met systemen die meer de rol van een ‘agent’
aannemen en een meer sociaal karakter hebben. Vier (gesimuleerde) cases worden
onderzocht: een in-vehicle agent, sociale robots en een mobiele applicatie die
communiceert via tekstberichten.

Studies

Met de eerste studie wordt het gebruik van spamfilters bestudeerd om meer inzicht
te krijgen in het vertrouwen in semi-autonome systemen. Adaptieve, lerende spamfil-
ters zijn een veel voorkomend voorbeeld van systemen die semi-autonome beslissin-
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gen maken voor de gebruiker. Spamfilters bekijken of een e-mail relevant is voor
de gebruiker en of het bericht wel of niet kan worden verwijderd. Veel spamfil-
ters maken gebruik van feedbackmechanismen waarmee de gebruiker fouten kan
verbeten en de filter kan trainen. Hiermee bieden spamfilters een mooie gelegen-
heid om meer inzicht te krijgen in gebruikersinteractie met, en hun vertrouwen in,
semi-autonome systemen in contexten buiten het lab. Vertrouwen in deze filters en
het daadwerkelijk gebruik is echter verrassend onderbelicht gebleven. Deze studie
bekijkt hoe spamfilters gebruikt worden in werkcontext en hoe gebruikers hun
filters trainen (N=43). Observatie, interviews en survey technieken werden gebruikt
om attitudes tegenover twee typen filters te onderzoeken: adaptieve (lerende) filters
en regel-gebaseerde filters. De deelnemers aan de studie stonden over het algemeen
positief tegenover het gebruik van filters. Veel van hen rapporteerden daarnaast
substantiële investering in het trainen van hun filters. Echter, de meeste participan-
ten delegeerden het verwijderen van spam niet aan hun filters. Adaptiviteit en het
trainen van een filter werd niet noodzakelijkerwijs vergezeld door meer vertrouwen
in een filter. Ook gaf vertrouwen in de filter niet de doorslag in het delegeren naar de
filter. In plaats daarvan hadden gebruikersbegrip en percepties van filteractiviteiten,
samen met percepties van contextuele risico’s, een grote invloed op attitudes en
gedrag. Misvattingen over de filter of een gebrek aan inzicht in filteractiviteiten
leidden bijvoorbeeld tot suboptimale trainingsfeedback. Deze kwesties illustreren
de nog onopgeloste uitdagingen in de interactie tussen gebruikers en adaptieve
systemen in het algemeen.

De tweede studie onderzoekt de effecten van transparantie op vertrouwen in
adaptieve recommendersystemen die afhankelijk zijn van gebruikersfeedback. Deze
studie draait om de interactie van participanten met een recommender in het kunst-
domein. Deze recommenders presenteren met gepersonaliseerde aanbevelingen
gebaseerd op hun eerdere beoordelingen van andere kunstwerken. Een between-
subject experiment (N=60) vergeleek de interactie van participanten met één van
drie versies van een content-based kunst recommendersysteem. Dit systeem ge-
bruikte expliciete, directe gebruikersfeedback en individuele beoordelingen van
kunstwerken om nieuwe kunstwerken aan te raden. Versie 1 was niet transparant,
versie 2 legde de gebruiker uit waarom een bepaald kunstwerk werd aangeraden.
Versie 3 liet zien hoe zeker het systeem was dat een aangeraden kunstwerk inte-
ressant zou zijn voor de gebruiker. Het experiment liet zien dat uitleg waarom een
bepaald kunstwerk werd aangeraden tot een grotere acceptatie van dat specifieke
resultaat leidde. De kans dat de indruk van de competentie van het systeem ook
overeen kwam met de daadwerkelijk competentie werd ook verhoord. Vertrouwen
in het systeem zelf werd echter niet verhoogd door deze uitleg. Als uitleg gegeven
wordt waarin mogelijke fouten duidelijk worden, moeten gebruikers ook de mo-
gelijkheid hebben het systeem te verbeteren. Een moeilijkheid hierbij is dat hierbij
echter ook rekening gehouden moet worden met de mogelijkheid dat feedback van
de gebruikers zelf niet altijd voor een verbetering zorgt.

De derde studie exploreerde het samenspel van het niveau van autonomie van
een adaptief of semi-autonoom systeem, individuele gebruikerseigenschappen en
de gebruikscontext. De focus in deze studie ligt op systemen (‘agents’) die een
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meer ‘menselijke’ communicatiestijl gebruiken (in dit geval spraak) en die een hoger
niveau van ‘agency’ toegedicht kunnen worden dan bijvoorbeeld aan spamfilters of
on-screen recommenders. Deze studie richt zich specifiek op attitudes tegenover
in-vehicle agents. De balans tussen gebruikerscontrole en systeemautonomie is een
belangrijk aspect van interactie met semi-autonome en adaptieve systemen. Voor
in-vehicle agents kunnen factoren zoals de manier waarop een systeem informatie
aanbiedt, de verkeerscontext en de persoonlijkheid van de gebruiker vertrouwen in,
en acceptatie van, een systeem beïnvloeden. Dit 2x2 between-subject experiment
survey(N=100) bekeek de invloed van deze factoren. Participanten reageerden op
één van vier video-scenario’s die varieerden in verkeersdrukte (rustig of druk) en
het type agent (informerend of instruerend). De resultaten van de studie lieten zien
dat de effecten van het type agent en de verkeerscontext interacteren op attitudes
ten opzichte van agents, waarbij de combinatie van een een instruerende agent
in een rustige verkeerscontext het best werd gewaardeerd. Participanten die hoog
scoorden op locus of control waren meer geneigd te rapporteren dat de bestuurder
in de video de instructies van de agent zou moeten opvolgen. De studie liet zien dat
een hoger niveau van systeemautonomie niet persé een positief of negatief effect
heeft, maar aangepast moet worden aan de situatie.

De vierde studie exploreerde het effect van ‘sociaal’ gedrag van embodied au-
tonome agents. Deze systemen bootsen menselijke sociaal gedraag na om de inter-
actie met gebruikers intuïtiever te maken. Het is echter nog niet volledig duidelijk
hoe sociaal gedrag van autonome agents de percepties van gebruikers en hun
vertrouwen beïnvloeden. Een voorbeeld is fysiek contact en communicatieve aan-
rakingen tussen robots en hun gebruikers; de effecten van zulk contact, in com-
binatie met autonoom gedrag, is een aspect van mens-robot interactie waar nog
weinig onderzoek naar is gedaan. Dit 2x2 between-subject video-scenario en sur-
vey experiment (N=119) laat zien dat proactiviteit van een agent en aanraking
samen de percepties van een robot en het vertrouwen beïnvloeden. De attitude
van participanten ten opzichte van robots in het algemeen en het zien van fysiek
contact tussen robot en gebruiker hadden samen een effect op de perceptie van de
sociale afstand tussen robot en gebruiker. De resultaten lieten bijvoorbeeld zien dat
fysieke aanraking tussen robot en gebruiker geschikter wordt geacht voor proac-
tieve in plaats voor reactieve agents. Deze resultaten illustreren het belang van
het aanpassen van sociaal systeemgedrag aan de specifieke situatie en individuele
gebruikerseigenschappen.

De vijfde en zesde studie in dit proefschrift richten zich op het expliciet reageren
op gebruikersemotie door agents. Empathisch reageren op de gebruiker vereist
zowel een correcte inschatting van gebruikersemoties, als een passende respons.
Een juiste inschatting van de emotionele beleving van de gebruiker is echter een
uitdaging aangezien het gaat om een zeer persoonlijke, individuele ervaring. Dat
deze inschatting niet altijd correct zal zijn, ligt nu nog voor de hand. Het is daarom
van groot belang ook meer inzicht te hebben in hoe gebruikers reageren als een
reactie gegeven wordt die incongruent is met hun beleving. De vijfde studie verge-
lijkt de respons op accurate en inaccurate inschattingen van gebruikersemoties
in verschillende situaties. Een 3x2 between-subject survey experiment met video-
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scenario’s werd uitgevoerd waarin de reacties van de robot op de situatie varieerden
(empathisch accuraat, neutraal, inaccuraat) en de situatie (positief, negatief). Par-
ticipanten reageerden daarbij op een video waarin een mens-robot team samen
een spel speelde. Participanten (N=133) rapporteerden minder vertrouwen in de
robot, wanneer de reacties van de robot incongruent waren met de affectieve staat
van de gebruiker in de video. Echter, in de negatieve situatie (waarin het team het
spel verloor) dichtten participanten de robot die reageerde alsof de situatie positief
was (incongruent met de getoonde emotionele staat van de gebruiker) een groter
vermogen toe om empathisch te zijn. In verschillende situaties zal dus op een andere
manier (niet persé alleen accuraat) moeten worden gereageerd. Het verschil tussen
de perceptie van empathisch vermogen en de resultaten op vertrouwen laten het be-
lang van de precieze conceptualisatie van ‘sociaal vermogen’ zien; niet alleen moet
worden vastgesteld of pogingen tot sociaal gedrag worden herkend door gebruikers,
het uiteindelijke effect van deze gedragingen zeer zeker ook worden geëvalueerd.
Deze resultaten laten ook het belang zien van terughoudendheid bij het imple-
menteren van expliciet sociaal gedrag. Foute inschattingen van gebruikersemotie
kunnen een negatief effect hebben op vertrouwen. In situaties waarin zulke fouten
waarschijnlijk zijn, of waarin de mens-robot samenwerking niet altijd zal resulteren
in taaksucces zullen systeemontwikkelaars expliciete sociale gedragingen wellicht
moeten heroverwegen.

De zesde studie richtte zich ook op de effecten van sociaal-expressief, empathisch
systeemgedrag. De focus lag daarbij op interactie met non-embodied, autonome
mobiele systemen die informatie bieden aan de gebruiker, maar de gebruiker
ook interrumperen en informatie vragen. Sociaal expressief en empathisch sys-
teem gedrag hebben het potentieel om de relatie met de gebruiker op te bouwen
en vertrouwen in de samenwerking te verhogen. Dit between-subject, Wizard-of-
Oz experiment (N=50) bestudeert de effecten van sociaal-expressief, empathisch
gedrag in interactie met mobiele systemen. De participanten voerden een zoek-
taak uit in een semi-crisis situatie in een lab setting. Daarbij werkten zij met een
sociaal-expressief, of een non-expressief systeem via een applicatie op een mobiele
telefoon. Participanten werden geobserveerd, geïnterviewd en vulden een question-
naire in. Persoonlijkheidskenmerken als empathie en extraversie werden daarin
meegenomen. Afhankelijke variabelen waren onder andere vertrouwen, opvolgen
van systeeminstructies en verzoeken, emotionele beleving van de taak en de per-
cepties van de intenties van het systeem en de samenwerking. De resultaten laten
zien dat sociaal-expressief gedrag niet altijd zal leiden tot meer vertrouwen in een
systeem en dat de persoonlijkheid van gebruikers hun reacties op sociaal gedrag
beïnvloedt. De pogingen van het sociaal-expressieve versie van het systeem om
empathisch gedrag te vertonen werden wel herkend, maar het systeem werd niet
meer vertrouwd. Het sociale gedrag van dit systeem in deze studie beïnvloedde het
gebruikersvertrouwen negatief en er waren indicaties dat de perceptie van de inten-
ties achter het systeem veranderde. Het vertrouwen in de informatie in de berichten
werd minder en instructies werden minder snel opgevolgd. Berichten die voor som-
mige participanten motiverend leken, waren volgens anderen sociaal onaangepast
of ongepast. De sociale reacties werden bijvoorbeeld ongeschikt gevonden voor
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gebruik in zulke urgente situaties, of pasten niet bij de daadwerkelijke emoties van
de deelnemers. Tijdens de interviews met participanten in de sociaal-expressieve
conditie varieerde hun mening over de sociale uitingen van het systeem van ‘aan-
moedigend’ tot ‘ongepast in zulke situaties’ of zelfs ‘sarcastisch’. De persoonlijkheid
van de gebruiker heeft ook invloed op sociaal systeemgedrag; participanten die zelf
lager scoorden op empathie rapporteerden een minder positieve (emotionele) ervar-
ing wanneer zij het sociaal-expressieve systeem gebruikten. Deze studie resulteerde
ook in een overzicht van interactiekwesties waar rekening mee gehouden moet
worden bij de ontwikkeling van mobiele services die gebruik maken van informatie
die wordt aangeleverd door gebruikers.

Algemene conclusies

Samen geven deze studies inzicht in de interactie tussen mensen en adaptieve en au-
tonome systemen. De studies laten zien dat hoewel attitudes ten opzichte van deze
systemen positief lijken te zijn, gebruikers niet noodzakelijkerwijs het gevoel hebben
te kunnen vertrouwen op deze systemen in hun specifieke situatie. Adaptiviteit en
investering door de gebruiker leiden niet altijd tot meer vertrouwen. Zelfs wanneer
gebruikers een algemeen vertrouwen hebben dat een systeem zijn taak competent
zal vervullen, zijn ze niet altijd bereid een hoger niveau van systeemautonomie te ac-
cepteren of taken te delegeren. Gebruikersvertrouwen omvat vele facetten waarmee
rekening gehouden moet worden. Zo zal bijvoorbeeld onderscheid gemaakt moeten
worden tussen gebruikersvertrouwen in het algemene ‘karakter’ van een systeem,
de mate waarin gebruikers denken te kunnen vertrouwen op een systeem (‘depend-
ability’) in hun specifieke context en vertrouwen in de beslissingen van een systeem
en de resultaten.

Bij de interactie met adaptieve, autonome systemen zijn gebruikers minder zeker
van de functionaliteit en mogelijkheden dan bij de interactie met meer ‘traditionele’
systemen. Deze onzekerheid kan leiden tot optimaal gebruik en onvoorzien gebruik-
ersgedrag. Adaptieve systemen passen zich aan aan de gebruiker, maar tegelijkertijd
past de gebruiker zich ook aan aan zijn of haar percepties van de werking van
een (veranderd) systeem. Als de resultaten die een systeem levert afwijken van
gebruikersverwachtingen of niet voldoen, zullen vasthoudende gebruikers experi-
menteren met dit systeem zowel om het systeem beter te begrijpen als om te zorgen
voor mogelijk meer gewenste resultaten. Dit experimenteren is zeker niet altijd
negatief, de kans is echter aanwezig dat gebruikers hun feedback op zodanige
manier wijzigen dat die feedback slechtere resultaten tot gevolg heeft.

Kort door de bocht oplossingen om gebruikersvertrouwen te vergroten door (te)
expliciet ‘sociaal’ systeemgedrag of door het toevoegen van meer uitleg zullen
niet in alle situaties de verwachte gewenst resultaten opleveren. Zowel toekomstig
onderzoek als het ontwerp en de evaluatie van van autonome systemen kan niet
plaatsvinden geïsoleerd van de gebruikscontext en diverse aspecten van zowel ge-
bruiker als systeem. Verschillende omstandigheden en verschillen tussen gebruikers
zullen leiden tot verschillende resultaten.
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Congruentie van systeemgedrag met de verwachtingen van de gebruiken en
de context waarin een systeem gebruikt worden speelt een grote rol in de accep-
tatie van een systeem. Negatieve effecten kunnen bijvoorbeeld optreden wanneer
sociaal systeemgedrag niet past bij de situatie waarin het vertoond wordt of bij
andere systeemeigenschappen. Incongruentie van gebruikersverwachtingen over
de effecten van geleverde feedback en de daadwerkelijke resultaten die een sys-
teem levert worden vergezeld door een vermindering in gebruikersvertrouwen en
eventueel onverwacht gebruikersgedrag. Ook zal systeemgedrag moeten passen bij
de persoonlijkheid en voorkeuren van de individuele gebruiker.

Adaptieve en autonome systemen bieden wellicht een groot potentieel, maar ze
zorgen ook voor grote uitdagingen in hun toepassing. Het is voor eindgebruik-
ers lastig alle systeemactiviteiten volledig te begrijpen en zelfs op te merken. Dit
brengt een risico met zich mee op situaties waarin gebruikers teveel, of te weinig,
vertrouwen op een systeem. Het is lastig te voorspellen hoe eindgebruikers een
systeem zullen toepassen, en het precieze gedrag van zowel systeem als eindge-
bruiker is moeilijk te voorzien. Dit leidt tot grote vragen over de sociale en ethische
implicaties van het gebruik van dit soort systemen in situaties waarin grote risico’s
een rol spelen of in sociale, multi-user situaties.

Suggesties in de literatuur om de interactie te vergemakkelijken en gebruik-
ersvertrouwen te vergroten, kunnen niet in elke situatie worden toegepast; effecten
hangen af van de gebruikscontext en eindgebruiker. Systeemtransparantie en uitleg
leiden niet altijd tot meer vertrouwen, acceptatie en ‘optimaal’ gebruik. Het naboot-
sen van sociaal gedrag kan niet blind worden toegepast, of als ‘extraatje’ worden
toegevoegd na het ontwerpproces. Als een systeem een socialer karakter krijgt
moet dit onderdeel zijn van het integrale ontwerp van de interactie. Ook zullen
zowel ontwerp als evaluatie moeten plaatsvinden op een manier die de uiteindelijke
gebruikscontext(en) reflecteert. Het onderzoek in dit proefschrift heeft een aantal
van deze uitdagingen geïdentificeerd en legt een basis om deze op geïnformeerde
wijze aan te gaan.
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