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S U M M A RY

A growing number of computer systems no longer are passive tools; instead they
learn, adapt and to a certain extent make decisions that previously required human
intervention. This thesis investigates people’s interaction with such autonomous
and adaptive systems. These systems range from spam filters that learn from users’
feedback which messages are unwanted, to social robots that interact with people
in ways similar to human-to-human interaction.

When systems act in more autonomous ways, reactions will be invoked (cognitive,
affective, social) that are less likely in the context of ‘more traditional’ systems and
interfaces. Systems become less predictable, the reasons for their actions are harder
to understand and users have to hand over a certain level of control. Beyond a
cognition-based assessment that a system will competently perform its tasks, social-
affective aspects of the interactions will play a role in user perceptions, acceptance,
behaviour and trust.

This thesis discusses six user studies which between them focus on two themes:
the fundamental conflict of adaptive, autonomous behaviour versus user control
and understanding, and the potential of social behaviours in interaction with
highly complex, ‘intelligent’ systems. The studies explore the effect of awareness
and understanding, the effect of user control and system autonomy, the effect
of systems’ social-expressive behaviours and effects of individual user traits and
various context characteristics. Presented are studies in users’ own environment,
controlled experiments and on-line video-based studies.

The first two studies focus on awareness and understanding in interaction with
systems that are adaptive and take semi-autonomous decisions as part of an on-
screen application (adaptive spam filtering, recommender systems). The subsequent
four studies focus on interaction with systems with a more ‘agent’-like nature
and more social presence: a (simulated) in-vehicle agent that interacts using voice,
physically embodied social robots and a distant,‘invisible’ mobile hazard monitoring
system that interacts via text messages in a mobile application.

Studies

The first study presents an effort to gain more understanding in the ways that
users trust systems that make (semi-) autonomous decisions on their behalf by
evaluating how people interact with spam filters. Adaptive (trainable) spam filters
are a common example of systems that make (semi-) autonomous decisions on
behalf of the user; they decide whether or not a message is relevant and whether
it can or cannot be deleted. Many spam filters also contain feedback mechanisms
and ways for the user to train the filter and corrects its mistakes. In that capacity
spam filters offer a fine opportunity for studying user interaction with and trust
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in (semi-)autonomous and adaptive systems in real-life contexts, but trust in these
filters and how people interact with them has been surprisingly underexplored. This
study investigates usage of spam filters in the daily workplace and user behaviour
in training these filters (N=43). User observation, interview and survey techniques
were used to investigate attitudes towards two types of filters: a user-adaptive
(trainable) and a rule-based filter. Participants generally were very positive toward
using spam filters. Many of our participants also invested extensive effort in training
their filters. However, participants mostly did not want to delegate tasks to their
filters. Adaptivity, whether users could train their filter, and users’ investment in
doing so, did not necessarily lead to increased trust in a filter. In addition, trust
did not appear decisive in delegation to the filter. Instead, the findings indicate that
users’ filter awareness and understanding, coupled with contextual perceptions
of risk, seriously impact user attitudes and behaviour. Misconceptions about the
filter or a lack of awareness of its functionality for example led to suboptimal
training behaviour, illustrating unsolved interaction challenges for adaptive systems
in general.

The second study investigates the effects of transparency on trust in adaptive
recommender systems that rely on user feedback. The study centres around par-
ticipants’ interaction with a recommender system in the cultural heritage domain.
User-adaptive art recommender systems aim to present their users with art content
tailored to their interests. Users then need to be able to depend on the system to com-
petently adapt to the feedback they provide and to find the artworks that are most
interesting to them. A between-subject experiment (N=60) evaluated interaction
with three versions of a content-based art recommender that used explicit feedback.
The recommender system provided users with artworks of interest to them, based
on their individual ratings of other artworks. Version 1 was not transparent, version
2 explained to the user why a recommendation had been made and version 3

showed a rating of how certain the system was that a recommendation would be of
interest to the user. Results show that explaining to the user why a recommendation
was made increased acceptance of the recommendations and increased chances that
users’ perception of competence matched actual profile quality. Trust in the system
itself was not improved by transparency. Showing how certain the system was of
a recommendation did not influence trust and acceptance. The study showed that
it is important that the level of transparency and the type of feedback users can
provide need to be congruent; users need to be able to correct system mistakes
made apparent by transparency features. This, while safeguards also have to be
in place against suboptimal training behaviours that might result from this direct
feedback.

The third study explores the interplay of autonomy of a system, individual user
traits and usage context in interaction with autonomous and adaptive systems.
Focus is on agents that to a certain extent employ more human-like ways of
communicating with the user (in this case speech) and to which perhaps a higher
degree of agency might be attributed than to for example trainable on-screen
filters and recommenders. The study specifically investigates user attitudes toward
assistive agents and their decisions in an in-vehicle context. Balancing user control
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and system autonomy has been established as an important aspect of interaction
with semi-autonomous and adaptive systems. In-vehicle agents can potentially
avert dangerous driving situations by adapting to the driver, context and traffic
conditions. Different levels of user control and system autonomy are possible;
agents can for example fully take over control, they could instruct users what to
do or could provide information. The way agents offer assistance and associated
perceptions of system autonomy, the driving context and users’ personality traits are
all expected to affect acceptance and trust. This survey-based experiment (N=100)
further investigates how these factors affect attitudes. The 2x2, between-subject,
video-based design varied driving context (high, low density traffic) and type of
agent (providing information, providing instructions). The study’s results show that
type of agent and traffic context interact in their effects on attitudes towards the
agent, with attitudes being most positive towards the instructive agent in a light
traffic context. Participants who scored high on locus of control tended to report that
the driver should comply to the agent’s instructions more than those scoring low
on locus of control. Dislike of driving and aggression increased perceived urgency
of the situation presented in the video scenario. The study shows that a higher level
of system autonomy is not necessarily better or worse, but has to be adapted to the
context.

The fourth study explores the effect of social behaviours of embodied autonomous
systems. Embodied social agents mimic human social behaviours to increase intu-
itiveness of interacting with these agents. It is however not yet fully clear how social
behaviours displayed by embodied agents affect user perceptions and attitudes
towards them. For example, despite robots’ embodiment and their increasing auton-
omy, the effect of communicative touch in combination with robots’ autonomous
behaviour is an aspect of human-robot interaction that has not been extensively
researched yet. This video-based, 2x2 between-subject survey experiment (N=119)
found that touch and proactiveness interacted in their effects on perceived machine-
likeness and dependability. Attitude towards robots in general also interacted with
the effects of touch and influenced perceived social proximity. Results show that
touch is considered more appropriate behaviour for proactive agents than for re-
active agents. Also, people that are generally more positive towards robots find
robots that interact using touch less machine-like. This study’s results illustrate the
importance of considering that social behaviours have to fit with the interaction
context and need to be adapted to individual characteristics and preferences.

The fifth study further investigates the effect of social behaviours on interaction
with autonomous systems, focusing on empathy. Robots (and other autonomous
agents) are increasingly designed to display social behaviours, including empathy.
Expressing empathy requires an appraisal of the user’s affect. However, making a
correct inference on the user’s emotional experience is challenging and mistakes
are likely, due to the problem of having to appraise a deeply personal, individual
experience. Systems thus are bound to make errors in affect recognition, making it
very important to understand how people respond to empathic capabilities if a robot
displays empathic behaviours incongruent with the users’ emotional experience. In
this study, we sought to clarify the effects of accurate and inaccurate emphatic robot
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behaviours on human responses by investigating participants’ attitudes toward a
robot team mate in a game playing scenario. A 3x2 between-subject video-based
survey experiment was conducted with empathic robot behaviour (empathically
accurate vs. neutral vs. empathically inaccurate) and valence of the situation (posi-
tive vs. negative) as dimensions. Participants (N=133) reported decreased trust of
the robot when the robot’s empathic responses were incongruent to the affective
state of the user in the video. However, in the negative valence condition (losing
the game) participants found the robot that responded positive (and incongruent
to the emotional state of the user) to have the highest empathic abilities. These
findings indicate that inaccurate empathic behaviour indeed negatively influences
participants’ attitudes toward the robot. The results also suggest that in negative
circumstances, accurate empathic robot behaviour should to be positive rather than
honest when striving for a perception of social ability. The incongruent results on
perceived empathic ability and trust show the influence of the conceptualisation of
social ability and illustrate the importance of not only assessing whether attempts at
social behaviour are recognised, but also which effects behaviours have on user trust.
These results also indicate the importance of showing restraint when implementing
explicit social behaviours. A system’s mistakes in assessing the affective state of
the user and inaccurate empathic behaviour may have a detrimental effect on trust.
In certain contexts, system designers may need to reconsider the introduction of
empathic behaviours when the likelihood of inappropriate inferences on user affect
is high.

The sixth study also investigates the effects of empathy, but this study focuses
on interaction with non-embodied autonomous mobile systems that both provide
information to, and request information from users. Mobile applications and services
can provide context-aware services to users wherever they go, but may also interrupt
users during their regular activities. Socially expressive and empathic system
behaviour have been suggested as a way to build reciprocal relationships with
users and increase trust. This between-subject, Wizard-of-Oz experiment (N=50)
further investigates the effects of socially expressive, empathic behaviour on mobile
interaction. The participants interacted with either a socially expressive, empathic
system, or a non-expressive system while performing a physical search task in a
semi-crisis context in a controlled lab setting. The experiment also explored the effect
of the user personality traits empathy and extraversion. Participants were observed,
interviewed and filled out a questionnaire. Dependent variables include trust,
compliance to system requests and follow-up on information provided, emotional
experience and perceptions of the collaboration with the system and its intentions.
Results show that socially expressive, empathic behaviour will not always lead to
increased trust and that user personality traits will affect reactions. Even though
the socially expressive, empathic condition was recognised as more empathic, it did
not increase trust or compliance. Instead, the study found indications that social,
empathic expressivity can change perceived systems’ intentions. The system’s social
behaviour in this study negatively affected trust in the system’s actions, trust in
the information provided and led to less follow up on the system’s warnings.
Messages that appeared motivating to some participants, were considered socially
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awkward and inappropriate by others. The socially expressive messages were in
some cases considered inappropriate in such an urgent situation and as incongruent
with the actual affective experience of participants. When actively reflecting on the
messages, participants’ comments on the socially expressive condition during the
interviews ranged from ‘encouraging’ to ‘inappropriate for the situation’ or even
‘sarcastic’. User personality traits will affect reactions to social system behaviour
as well; participants low on empathy reported a less positive affective experience
when interacting with the expressive, empathic system. The study also identified
interaction issues that have to be taken into account in development of mobile
systems that need user feedback to provide context-aware services.

General conclusions

Together these studies provide insight in how people interact with adaptive and
autonomous systems. The studies show that while attitudes towards adaptive,
autonomous systems may be positive, users do not necessarily feel they can depend
on a system in their specific situation. Adaptivity and user investment do not always
lead to more trust. Even when users have a general trust that a system will perform
its task well, they are not necessarily more willing to assign a high level of autonomy
to a system. Trust is a multi-faceted concept and we need to distinguish between
users’ trust in a system’s ‘general character’ and dependability of the system in
the user’s specific situation and trust in system decisions and the information and
results it provides.

When users interact with adaptive, autonomous systems they are much less sure
about functionalities and capabilities than when interacting with more ‘traditional’
systems. This uncertainty results in suboptimal use and user behaviour that can
be unexpected or even erratic at times. As the adaptive systems adapt themselves
to the user, users in turn also adapt their behaviour to their perceptions of the
system’s inner workings. When confronted with results users think are unsuitable
or which they do not understand, they will start experimenting with the system to
both understand it and to gain better results. While experimenting is not necessarily
a negative thing, we do need to consider that users will for example tailor their
feedback in a manner that they think will yield them the best results, but in actuality
only decreases performance. Simple attempts to increase trust by social interaction
styles using explicit social statements or by adding transparency features will only
in very specific settings yield their expected results. The consequence of this general
observation is that future research and design of interaction features of autonomous
systems cannot be performed in a vacuum; we have to consider what the effects of
these features are in different circumstances and for different people.

Congruency of system behaviour with the user’s expectations and context of use
is very influential in user acceptance. Incongruence negatively affects trust in most
contexts. Negative effects for example occur when social behaviour is incongruent
with the situation. Incongruence of the users’ expectations of the effect that their
feedback will have on a system and the actual results a system produces leads to
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less trust and unexpected user behaviour. Social behaviour can be incongruent with
the level of autonomy of a system and finally, incongruence between personality
traits of the user and the ‘personality’ traits and behaviour of a system can also
have a negative effect.

Adaptive and autonomous systems offer great promises for the future role of
technology but their nature provides us with complex challenges. The difficulties in
awareness and understanding highlight the risk that uses will over- or underuse
adaptive and autonomous systems. It becomes harder to predict how users will
use these systems and harder to predict users’ and system behaviour. This points
to great questions about (social) and ethical implications when these systems are
used in more critical domains or when they are used in social situations. Directions
suggested in the literature to ease interaction and increase trust cannot be directly
applied in every situation. Features such as transparency will not always lead to
increased trust, acceptance and optimal use. The social behaviours suggested to
ease interaction with autonomous systems cannot be blindly implemented in every
system as their effects will depend on the context and user. Social behaviours and
features related to user feedback and system explanations cannot be ‘tacked on’
to a system as an afterthought. They need to be an integral part of its interaction
design and need to be designed and evaluated in a situated manner. This work
has attempted to identify these challenges in building and usage of adaptive and
autonomous systems and has laid a basis for addressing these issues in an informed
way.


