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Chapter 2

Recursion in neural networks

In this chapter I review previous research investigating the capacity of neural
networks to represent and learn recursive structure. First, an overview of for-
mal results is given regarding the mathematical properties of widely used neural
network architectures. Then I review the application of such models in the do-
main of grammar induction for string languages of various complexity. Several
computational studies of language learning and processing are discussed which
aimed at showing that neural network models can cope with aspects of complex
sentence structure found in natural language.

2.1 Introduction

When attempting to model natural language processing in neural networks—in partic-
ular the acquisition of recursive syntax—it is a question of immediate interest whether
these models are computationally capable of coping with the amount of structural com-
plexity attributed to natural language in a formal sense. Historically, negative results
on the computational capabilities of neural networks have led to a decline of interest
in these models, for instance, when Minsky and Papert (1969) showed that perceptrons
(the simplest kind of feed-forward network with two layers and a threshold activa-
tion function) could not compute functions which are not linearly separable (e.g., the
XOR-function). Whether other neural network types are computationally adequate for
natural language processing is a complicated issue, the intricacies of which are often un-
derestimated in the ‘symbolism-versus-connectionism’ debate. The spectrum of claims
made in this debate ranges from downright rejection because “connectionist networks
just don’t compute the right kind of functions” to accommodate for natural language
syntax1 to declarations of triviality that “it is a simple matter to prove that neural net-
works can do anything that symbolic processors can do”.2 These quotes indicate that
there is a considerable amount of uncertainty regarding the computational power of

1Ted Briscoe in discussion at the First Scottish-Dutch Workshop on Language Evolution, University
of Amsterdam 2005.

2James Garson in the Stanford Encyclopedia of Philosophy entry on “Connectionism”.
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10 Chapter 2. Recursion in neural networks

neural networks. This might be due, partially, to the vast diversity of neural network
architectures that have been proposed, which impedes a straightforward computational
analysis.

2.2 The computational power of neural networks

In the following sections I will give a very brief overview of formal results which
have been obtained in recent years for multi-layer feed-forward and recurrent networks
which, arguably, are the most important architectures used in connectionist natural lan-
guage processing.

2.2.1 Feed-forward networks

Minsky & Papert speculated that their limitative result for perceptrons would also hold
for multi-layer feed-forward networks which was proven wrong in that networks with
additional layers are strictly more powerful (Grossberg, 1973; Rumelhart et al., 1986).
Since then it has been shown that these models can be viewed as ‘universal function
approximators’ in the following sense: let f be any continuous real function fromK ⊂
[0, 1]n to (0, 1). Then, for any ε > 0 there exists a multi-layer feed-forward network
with sigmoid activation function such that

E =

∫
K

|f(x)− f̃(x)|dx < ε (2.1)

where f̃ is the function computed by the network andE is the total approximation error.
Thus, f can be approximated by such a network with arbitrary precision. A particularly
simple, constructive proof of this proposition can be found in Rojas (1996), and this result
is based on work by Hornik et al. (1989) and Funahashi (1989). Castro et al. (2000) have
recently extended this result to continuous real functions f : K ⊂ R

n → (0, 1)m and
networks with arbitrary continuous, strictly increasing squashing activation functions.
This is a strong statement about the computational properties of these networks, but it
should not be misconstrued as asserting or entailing that any such function f can be
computed by a feed-forward network. For any degree of precision ε, a network can be
constructed which approximates f to this degree. But for a better approximation ε′ < ε,
more hidden units must be invested; no single network is sufficient to approximate f
to any desired degree of accuracy. Thus, proposition (2.1) assumes that networks can
be constructed using unbounded resources. Moreover, the procedure for determining
the parameters of a network (hidden units, weight size, etc.), which may be called the
‘learning problem’, is not efficient but NP-complete (see Rojas, 1996). Nonetheless, (2.1)
indicates that the functional relationships which multi-layer feed-forward networks can
represent are very complex. Consequently, it should be considered an analytic principle

of connectionist language processing that any failure of such models in application must
be due to inappropriate learning, an inadequate ‘phenotype’ (e.g., too few hidden units),
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or the lack of functional relations between input and targets in the training set (cf.
Hornik et al., 1989).

2.2.2 Recurrent networks

Natural language exhibits many relationships between sentence constituents, for in-
stance noun-verb agreement, pronominal and anaphoric binding, co-reference, verb-
argument structure, and quantifier scope. These relationships are often complicated
through complex syntactic constructions such as relative clauses, complement clauses,
and conjunctive subordination/coordination, creating long-distance dependencies. Be-
cause of its hierarchical clause structure, language is more than a linear arrangement of
words. But sentences are processed sequentially over time. It is therefore a major chal-
lenge for any model of natural language processing to explain how complex relation-
ships between constituents can be represented and learned from temporally extended
data. One way to approach this problem is by representing time ‘spatially’ through
storing the sequential input in a separate memory system. Recurrent neural networks,
on the other hand, track dependencies in temporal data through feedback connections.
This recurrence creates a dynamic short-term memory of the previous activation states
of units in the network. In that these states influence the network’s input-output map-
ping, the temporal properties of sequentially presented data become encoded in the
network’s internal representations during learning. Thus, time is represented implicitly
“by the effect it has on processing and not as a separate dimension of the input” (Elman,
1990, p. 180). As opposed to other more limited architectures, recurrent networks there-
fore lend themselves as particularly suitable for modelling aspects of natural language
processing.

The recurrent neural networks (RNN for short) I consider here are n-dimensional
dynamical systems over a bounded n-cube of reals. Each of the units xj (1 ≤ j ≤ n)
assumes an analog-state in [0, 1] ⊂ R at discrete points in time t ∈ {0, 1, 2, . . .}. The
interconnections between units are given by the set of weights W = {wij ∈ R | 1 ≤
i, j ≤ n} where wij means that unit xj projects to unit xi via a synaptic connection.
Let Θ = {θ1, . . . , θn} be bias constants, χ : R

2n → R an excitation function, and
σ : R → [0, 1] an activation function. Initially, at time t = 0, the network is placed in
state x(0) which possibly includes external input at some units. The network is updated
synchronously in parallel. The global network state x(t) = (x1(t), . . . ,xn(t)) ∈ [0, 1]n

for all discrete time instants t = 0, 1, 2, . . . is computed as follows: each unit xj collects
the input xi(t) from all units such that wji ∈ W and computes its subsequent state
according to the equation

xj(t+ 1) = σ(χj(xi(t), wji)− θj). (2.2)

If the excitation function χj is a linear combination of inputs for all units xj , such as
the common dot product χj =

∑n
i=1wjixi(t), the network is called first-order. θj in

(2.2) is a weighted local input from a special constant bias unit. Next, the activation
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function σ is applied to all units’ excitation level, determining the network’s next global
state x(t + 1). Usually, σ is a threshold function in Boolean networks, and a sigmoid
function, such as tanh, the logistic or the saturated-linear function in analog-state net-
works. If the same activation function σ is used for all units, the network is called
homogenous. Recurrence is realized in this model in that weights inW are allowed to
connect units with themselves, recurrent layers are realized by weights between units
in the same layer. Generally, time-delayed connections can occur in RNNs at any of the
network’s units. In simple-recurrent networks (SRN) recurrence is limited to one hidden
layer (Elman, 1990, 1991). The activation spread of a recurrent network can be visualized
by unfolding the temporal delay into space. Thus, for fixed-length input sequences, a
dynamical RNN can be mimicked by a larger, static feed-forward network (see Figure
2.1). This property is utilized in the backpropagation-through-time learning algorithm
(BPTT, Rumelhart et al., 1986), which is an approximation to ideal gradient-descent er-
ror correction, where blame for a current mismatch would be assigned to the weights
by taking into account the entire input history of the network. But unlike feed-forward
networks, recurrent networks are capable of performing general computations for inputs
of varying length.

Elman-type SRNs typically employ the real-valued, continuous logistic activation
function

σ(χj) =
1

1 + e−χj
(2.3)

where χj is the excitation of unit xj . However, neural networks are implemented on
systems which use fixed precision arithmetic, e.g., digital computers, so that the net-
work’s activation state and weight memory is finitized. Kremer (1995) has shown that
under this assumption SRNs are computationally equivalent to deterministic finite-state
machines (FSM).3 For every such FSM there is an SRN which emulates it. Hence, in a
representational sense SRNs are as powerful as any digital computer with finite mem-
ory. Whether for a given FSM this SRN can be found efficiently through learning is a
different issue, which depends on the training conditions, learning algorithm and net-
work topology.

Heterogenous, second-order RNNs with unbounded precision (unit output and
weights) were shown to be Turing-equivalent by Pollack (1987). Siegelmann and Sontag
(1991) considerably strengthened this result by demonstrating that there is a finite, ho-
mogenous first-order RNN NTU with saturated-linear activation function and rational
weights which is Turing-universal.4 If σ is a threshold function, such RNNs coincide
with FSMs. Thus, contrary to intuition, the multiplicative excitation function used in
Pollack (1987) turned out to be unnecessary.5 The proof in Siegelmann and Sontag (1991)

3The proof in Kremer (1995) considers only SRN with threshold activation functions but has been
extended to sigmoids by Alquézar and Sanfeliu (1995).

4This activation function is piecewise linear σ(x) =

⎧⎨
⎩

0 if x < 0
x if 0 ≤ x ≤ 1
1 if x > 1

.

5Modulo polynomial speed-up, multiplicative networks are computationally equivalent to first-order
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is constructive and Neto et al. (1997) provided a construction method for modular RNNs
to compute arbitrary partial recursive functions ψ : N → N. Siegelmann (1999) con-
structed an RNN N ′

TU which real-time simulates a universal Turing machine, i.e., it
respects time complexity as well. These results show that under standard idealizations
made in symbolic computation, such as unbounded time and memory, RNNs are equiv-
alent to classical computational paradigms.
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Figure 2.1: (a) An SRN with two hidden units, dotted lines indicate non-learnable copy-
back connections which implement recurrence. (b) The same network unrolled for three
time-steps.

A sigmoid activation function σ injects non-linearity and noise into the network
because no matter how extreme a unit’s excitation level, its response will never be
binary. Interestingly, the RNNs described above remain Turing-universal under such
conditions, confer the proof in Kilian and Siegelmann (1996). Noise becomes highly de-
trimental, however, if it affects a network in the sense of slightly ‘shaking up’ its global
state during activation spread. Maass and Orponen (1998) showed that RNNs collapse
to the computational capacities of FSMs when subjected to “any reasonable type of
analog noise, even if their computation time is unlimited and if they employ arbitrary
real-valued parameters” (p. 1082). In noiseless environments, such as pure mathematics,
one may wonder what capacities real weights add over rational, i.e., finitely describable
RNNs. Granted exponential time, real-weight RNNs are omniscient in that they recog-
nize arbitrary languages over a finite alphabet. Restricted to polynomial time and with a

RNNs (confer Chapter 10 of Siegelmann, 1999). Consequently, higher-order networks do not give rise to
a computational hierarchy.
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linear-precision bound on all internal coefficients, they recognize all and only languages
in the non-uniform complexity class P/poly.6 Hence these RNNs remain super-Turing

even when internal arithmetic operations are dynamically truncated as a function of the
input length (see Chapter 4 in Siegelmann, 1999).

To summarize this brief and highly selective survey, the representational capacities
of recurrent neural networks are very strong in terms of automata-theoretic notions of
computability. Under real-world restrictions such as finite precision and finite memory,
i.e., in any experimental application, RNNs are equivalent to the class of deterministic
finite-state automata (which are an expressive subclass of finite-state machines). Thus,
such RNNs can implement any realizable finite memory digital computer. This is also
true in ecologically realistic conditions such as the presence of cortical noise. Under
idealized conditions, i.e., as mathematical objects, RNNs are Turing equivalent or even
super-Turing, depending on more fine-grained assumptions about the nature of param-
eters in these networks as sketched above.

2.3 RNNs and string language learning

To determine the computational properties of RNNs in a mathematically precise fashion
is important to preempt objections against connectionist language processing based on
architectural limitations. A main appeal of neural network models, however, lies in the
capacity of these systems to learn from examples. In learning, the network configuration
is altered by gradually adjusting the weights in such a way as to enable the network to
map inputs to desired outputs in the training set. At the same time, the network may
acquire dispositions to respond to novel input retaining the transformations encountered
during training. The representations developed by the network through learning may
enable it to functionallymaintain structured information from the training environment
and generalize it to novel stimuli. It is an issue of considerable practical interest whether
recurrent neural networks can deal with the structural complexity of natural language
in this sense of functional learning. While RNNs may in principle be computationally
suitable to perform mappings required for natural language processing, learning this
task from examples may be difficult or even impossible.

The degree of success in approaching this issue will depend on learning parameters,
RNN topology, and critically on the learning task itself, i.e., the structural complexity
of the target language. A measure of complexity is provided by the Chomsky hierarchy
which is a containment ordering of classes of phrase structure grammars that generate
formal languages of distinct automata-theoretic complexity (Figure 2.2). The task of
learning string languages from the Chomsky hierarchy with neural networks can be
explicated in several ways, the most general definition has been given in terms of the
notion of a dynamical recognizer (Pollack, 1991; Moore, 1999). A dynamical recognizerD

6P/poly is the class of languages recognized by a polynomial-time Turing machine with a polynomially
bounded advice function and contains every undecidable unary language. It can be considered a class of
‘efficient non-computability’.
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Chomsky Hierarchy

Grammar Language Automata Rewrite Rules

Type-0 Recursively Turing machines α → β, α �= ε
enumerable

Type-1 Context-sensitive Linearly-bounded, αAβ → αγβ, γ �= ε
non-deterministic
Turing machines

Type-2 Context-free Non-deterministic A → γ
pushdown automata

Type-3 Regular Deterministic A → α and either
finite-state automata A → Bα or A → αB,

α terminal

Figure 2.2: The Chomsky hierarchy of formal languages. Uppercase letters represent
non-terminals, greek letters represent strings of terminals and/or non-terminals, ε is the
empty string.

for a language L over a finite alphabet A consists of a space R
k, a set F = {fa : R

k →
R

k | a ∈ A} of maps, an initial state x0 ∈ R
k and a subset H ⊂ R

k called accepting
set. Let w be a word from A∗, wi its i-th letter and |w| the length of w. Define the
compositional map fw := fw|w| ◦ . . . ◦ fw2 ◦ fw1 and let xw := fw(x0). The language
recognized by D is defined as LD = {w |xw ∈ H}. In other words, D recognizes a
set of words from A∗ if the iteration of maps fwi

for successive letters wi of each w
in the language L, starting from an initial point x0, terminates in a designated region
H of R

k.7 Pollack (1991) demonstrated that a higher-order, cascaded recurrent network,
when trained with backpropagation, was able to induce a dynamical recognizer for a
depth-limited balanced parentheses language. This relation between string acceptance
and neural networks as dynamical recognizers suggests a definition of discrete-time
RNNs as neural-state Mealy or Moore machines (Carrasco et al., 2000; Carrasco and
Forcada, 2001).8 After an input string has been processed in its entirety, the RNN signals
acceptance (or rejection) in a designated region of the output space (classification task).
Alternatively, RNN can be trained to predict the next word in a string, including an end-
of-word marker (prediction task).9 For instance, the Elman-type SRN can be defined as a
neural-state Moore machine and trained to accept all and only the strings w from some
regular language L (see below).

7Note that the set-theoretic ‘complexity’ ofH co-determines the capacity of D, cf. Moore (1999).
8Moore and Mealy machines are equivalent types of finite-state automata with output, the former

computes outputs over states, whereas the latter computes outputs over state transitions.
9The prediction task is psycholinguistically more plausible than the classification task which can be

viewed as a grammaticality judgement.
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2.3.1 Regular languages

A large number of studies have investigated the learnability of regular languages by
various types of recurrent networks from finite data (commonly referred to as ‘gram-
mar induction’). The SRN model, for instance, was tested on this task by Cleeremans
et al. (1989) and Maskara and Noetzel (1992) used a more potent variant of the SRN in
which the network also had to produce the previous context and current input at each
point in time. More general first-order RNN architectures have been studied by Mano-
lios and Fanelli (1994) and Sanfeliu and Alquézar (1994), second-order RNNs by Pollack
(1991), Giles et al. (1992), Forcada and Carrasco (1995), Watrous and Kuhn (1992), Ñeco
and Forcada (1996), and hybrid or modular RNN architectures by Tiňo and Sajda (1995)
and Gori et al. (1998). Others have focused on methods for algorithmically hard-wiring
second-order RNNs to behave like a deterministic finite automaton (DFA for short), e.g.,
Omlin and Giles (1996). The learning capacities of different RNN architectures (includ-
ing SRNs) are compared in Horne and Giles (1995), and Miller and Giles (1993) have
compared the performance of RNNs with the same architecture but first- or second-
order excitation function. From this literature, it appears that second-order networks
are more suitable for the induction of finite-state automata; learning times and general-
ization improved when the grammar was complex and these networks were generally
faster and more reliable. A common problem witnessed in several studies mentioned
above was that RNNs were able to behave like a DFA after training but only for short
input strings encountered in training. When tested on longer strings, RNNs were often
not able to generalize the learned behavior. Hidden-state representations started to blur
for longer dependencies and the RNNs became instable in their DFA emulation. Some
of the reasons for this instability have been analyzed by Tiňo et al. (1998) in terms of
dynamical systems theory. One strategy to improve generalization is to adjust the net-
work’s weights manually after learning. Another option is to extract a formal DFA from
the trained RNN dynamics. Such a DFA generalizes perfectly, but the specific mode of
network computation is destroyed in this process. Thus, although the RNNs used in the
study of regular grammar induction are in principle representationally capable of em-
ulating deterministic finite-state automata, learning such behavior to perfection from
limited data is unreliable for currently known methods of RNN training.

2.3.2 Context-free languages

Natural language viewed as the totality of all past, present and future human linguistic
behavior is finite and hence trivially regular. Theories of linguistic competence, on the
other hand, view language as a productively unbounded system of expressions. Con-
temporary linguistic wisdom has it that natural language syntax might be accurately
modelled by mildly context-sensitive grammars (MCSG). These grammars generate a
subclass of the context-sensitive languages which properly includes the context-free
languages (CFL). It is widely believed that at least the expressivity of CFLs is required in
the formal description of natural language syntax to model the property of clausal self-
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embedding. Note, however, that self-embedding, which can be described by a rewrite
rule A → αAβ with α, β �= ε, does not automatically generate non-regular languages
(see Chapter 6). Conversely, any CFL can be effectively approximated by transforming
the CFL into a strongly-regular grammar at the expense of generating a superset of the
original language (Mohri and Nederhof, 2001). The use of formal grammars beyond
regularity might therefore be justified for reasons of descriptive precision, but also sim-
plicity and parsimony. MCSGs were introduced by Joshi (1995) to model unbounded
cross-serial dependencies in Dutch subordinate clauses while at the same time being
efficiently parseable.10 Typologically, such dependencies are rare, CFLs appear to be
sufficiently expressive to model the syntax of more than 99.9% of the world’s languages.
Hence, non-context free languages might be considered necessary mainly to achieve
descriptive universality.

The SRN architecture was used in grammar induction by Cleeremans et al. (1989)
where it was shown that it could behave like a perfect DFA for simple regular grammars.
When the grammar contained long-distance dependencies across embeddings the SRN
could still maintain non-local information about dependent elements when the transi-
tional probabilities in the embeddings co-varied with the identity of the head. Their SRN
approximated a DFA for short strings and accuracy degenerated with more embedded
elements. These results raise the question whether SRN would also be capable of learn-
ing nested, non-local dependencies generated by context-free grammars. This question
has been addressed most notably by Wiles and colleagues in a series of articles. Like
Cleeremans et al. (1989), the learning paradigm they used was the prediction task for
sequentially presented input in a backpropagation SRN. Generally speaking, what they
found was that the SRN could learn finite fragments of context-free languages without
emulating memory devices like counters or stacks. For instance, Wiles and Elman (1995)
taught a 2× 2× 2 SRN the simplest context-free language anbn in the following sense.
The network was trained using BPTT for eight time-steps on a set of 356 sample strings
from the language up to depth n = 11, strongly biased towards short strings. In testing,
the network obviously can not predict the exact length of the initial segment of as. But
the network could be considered to perform successfully if, upon the first encountered b,
it predicted the remaining number of bs until the end-of-string marker # was correctly
predicted. This criterion subsumed ‘acceptance’ for formal automata and a rejection re-
sponse could easily be added to the paradigm. In a population of 20 randomly initialized
networks and after being exposed to two million training items, 15 SRN subjects learned
the trivial language a∗b∗ (any number of as followed by any number of bs, the network
parrots its input), four successfully generalized to n = 12 and one to n = 18. The
‘winner’ network accomplished this task by developing a damped oscillation dynamics
around fixed points in its hidden layer (see Wiles and Elman (1995) for details). Thus,
the SRN locally emulated a pushdown automaton but the computational solution did
not mimic a pushdown stack.11 In the authors’ words, the network dynamics allowed

10In the clause ����� �� �	
���� �	� �	 ��������	 ��� �	��	 ��	�	 , for instance, the
three verbs depend in serial order on the three consecutive noun phrases (Stabler, 2004).

11The approach to connectionist learning of context-free grammars by means of an external stack has
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the SRN to ‘count without a counter’.
Similar results for learning the language anbn were reported in Rodriguez et al.

(1999), Wiles et al. (2001), and Rodriguez (2001) where also the SRN learnability of more
complex context-free languages was investigated. The induced solutions reported in
these studies, however, appear to be quite unstable and unreliable throughout as they
tend to become obliterated again by further training. For example, when training was
extended to three million items in the study of Wiles and Elman (1995), many network
subjects which had generalized earlier converged on a∗b∗ behavior and no subject gen-
eralized to n > 11. The analysis of Bodén et al. (1999) suggests that this is because the
hidden units’ solution space lies close to a bifurcation point which causes fluctuating
network behavior when trained using any gradient-based weight adaptation.12 Despite
these shortcomings in learning and generalization, it is clear that the SRN of Wiles and
Elman (1995) did not merely internalize the statistical properties of the corpus of input
patterns. Rather, it developed a genuine computational mechanism to solve the task of
learning a context-free language. Using dynamical systems analysis Rodriguez et al.
(1999) argued that the induced mechanism was computationally adequate to process
strings of unlimited length. The counting dynamics could in principle assume an infi-
nite number of states. Insights from this analysis were then used to manually modify
the SRN weights towards a more stable solution which lead to generalization for strings
of depth n = 28 in some trained models. Hence, it seems that SRNs are potentially ca-
pable of learning and representing some non-regular languages to arbitrary depth from
finite data.

2.3.3 Context-sensitive languages

Steijvers and Grünwald (1996) investigated whether RNNs could even induce context-
sensitive languages (CSL), specifically the simple CSL (ban)m. They handcrafted the
weights of a second-order RNN which was able to perform a prediction task for strings
from this language. The network they developed solved the task for 0 < n ≤ 120
showing that some RNNs are capable of representing some CSLs to considerable depth.
The authors did not address the learning problem for their model, i.e., how suitable
weights could be induced from exposure to sample strings from this language. They
speculate that in general RNNs may not be capable of representing and consequently
learning arbitrary CSLs.

The learning aspect for CSLs in RNNs has been studied by Bodén and Wiles (2000,
2002) using the second-order sequential cascaded networks (SCN) first described in
Pollack (1991). Training with BPTT showed that SCNs could indeed learn to accurately
predict sequences from the CSL anbncn. From experiencing strings of length n ≤ 10
during training, their model generalized to n = 18 in testing. They also attempted to

been explored in Sun et al. (1990) and Das et al. (1992).
12A study of Tonkes et al. (1998) suggested that the seemingly erratic BPTT search for a solution could

be improved—in terms of stability and depth, not necessarily speed—when learning was guided by an
evolutionary hill-climbing algorithm.
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elicit similar performance using an SRN trained with BPTT but failed. Chalup and Blair
(1999, 2003), however, employed an SRN together with an incremental hill-climbing
algorithm in learning the same language anbncn, and found good performance at least
on the training set; the generalization capacities were not tested.

Returning to the CSL (ban)m of Steijvers and Grünwald (1996), Rodriguez (2001)
reported on training an SRN with three hidden units using BPTT for 12 time steps on
length-balanced items with n ≤ 7,m ≤ 10 for 1.29 million sweeps through the training
set. Out of 50 networks, the winning subject managed to generalize all cases of (ban)m

with n ≤ 7 to m > 10. The difficulty in processing this CSL, which is beyond the
means of a single stack, lies in retaining the ‘a-count’ across subsequences. Therefore
m would seem to be the critical parameter to test generalization on, althoughm itself is
not predictable by the network (as opposed to n). Once the SRN has been exposed to the
initial segment ba . . . a it should be able to predict the number of as when encountering
the next b. Unfortunately, Rodriguez did not mention for which m correct prediction
broke down (if at all), which makes it difficult to assess the generalization capabilities
of the SRN in this task. Furthermore, the network did not generalize to instances of
strings with n > 7 suggesting that the induced a-counter is not fully general. Yet, as in
case of the Wiles and Elman (1995) study, the developed mechanism is computationally
adequate and non-contingent as Rodriguez’s analysis of the network dynamics shows.
The first hidden unit is counting up as, simultaneously the second is counting as down,
and the third unit is reactivating the count of unit one for unit two after each segment
ba . . . a. Again, an idealized solution can be constructed which expands the discovered
dynamics to novel stimuli.

Grammar induction for string languages is an inadequate model of child language
acquisition because the primary target of a human learner is to be able to comprehend
and produce meaningful sentences. Nonetheless, it is a question of considerable theo-
retical importance whether RNN architectures such as the SRN are capable of learning
string languages from a reasonable amount of positive examples using standard training
techniques. The reason is twofold. Demonstrations that they are suitable for this task
provide a ’proof of concept’ that neural network models of language processing are able
to cope with the structural complexity of natural language emphasized in the Choms-
kyan tradition. And secondly, successful grammar induction shows that connectionist
architectures might be capable of developing and generalizing knowledge about purely
structural relationships between constituents despite lacking structured representations
in the sense of Fodor and Pylyshyn (1988).

In the reviewed experiments it was shown that first-order RNNs could learn to uni-
formly behave like a deterministic finite automaton when trained in a word prediction
task, and they could learn finite fragments of context-free and context-sensitive lan-
guages. These languages were not learned in a strict, automata-theoretic sense. Conse-
quently, the learning and generalization capabilities of RNNs remain controversial and
uncertain at this moment. Further simulations are required to shed light on the relation
between formal grammars and learnable dynamics which is not fully understood. To
all appearances, the failure to reliably learn non-regular languages must be attributed
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mainly to the limitations of the gradient-descent training regime, not the network ar-
chitecture itself. The widespread conviction that RNNs are at most FSMs is false with
certainty in terms of representational competence and false in all probability in terms of
learning performance.

Remark on backpropagation

Many of the simulations mentioned in the previous section used variants of backprop-
agation of error for adjusting the weights in the networks. Severe criticism has been
levelled against the neural plausibility of backpropagation learning (Crick, 1989; Zipser
and Andersen, 1988). Arguably, it is even contradicting neurobiological facts. Most im-
portantly, it has been criticized that in backpropagation learning error terms are not used
locally because there are distinct forward and backward transmission phases. In addi-
tion, it is unclear where the error signal originates from in the first place. For grammar
induction from string languages these points of criticism might not be relevant since
this paradigm lacks psycholinguistic plausibility anyway. However, backpropagation
will also be used in all the network models of complex sentence structure I will discuss
in the remainder of this chapter, and in the Dual-path model which is the experimental
platform in all subsequent chapters. These approaches to syntactic development claim to
be more adequate psycholinguistically and attempt to match model performance against
human data. Thus, it might be worthwhile to briefly try and defend the use of back-
propagation here. Neurocomputational realism is easy to request but difficult to deliver
because our limited knowledge of cortical neurobiology does not supply sufficient con-
straints. Primarily, connectionist models are intended to simulate intelligent behavior
not neural activity. The cognitive plausibility of such models is therefore a more impor-
tant desideratum than their neurobiological plausibility. Even though backpropagation
may not be a plausible account of learning in the human nervous system, the resulting
networks may nonetheless perform a task in a cognitively adequate way once they are
trained with it. Secondly, a backpropagation learning trajectory may still accurately
reflect progressive stages in human cognitive development. Hence, backpropagation
learning may be functionally adequate to produce cognitively and developmentally re-
alistic models, despite being neurobiologically implausible as a mechanism for synaptic
change. This is essentially Smolensky’s point, that the ‘proper treatment of connection-
ism’ lies at the behavioral, not the neural level of analysis (Smolensky, 1988).

Particularly in the domain of language acquisition, backpropagation learning must
also be criticized for being ecologically implausible. Language learning is more ade-
quately conceived of as reinforcement learning rather than supervised learning with
explicit error signals. Yet, in very general terms, language learning is a task which
can be described as the effort to minimize the difference between a learning target and
the learner’s behavior, and backpropagation is very suitable for modelling this process.
Consequently, similar to the responses given above, backpropagation can be justified
as being useful functionally and adequate extensionally despite being ill-conceived in-
tensionally (i.e., algorithmically). Nonetheless, it would certainly be desirable to re-
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place backpropagation by more realistic accounts of synaptic adjustment in biological
networks in the long run. Several attempts to approximate backpropagation learning
by neurobiologically and ecologically more appealing mechanisms have been made in
the literature, e.g., through contrastive Hebbian learning (Xie and Seung, 2003), rein-
forcement learning (Mazzoni et al., 1991), or recirculation learning (Hinton and McClel-
land, 1988, and further developed by O’Reilly, 1996). Most recently, Grüning (2007)
argued that backpropagation in SRN sequence prediction could be replaced by a rein-
forcement variant, obtaining similar results in simulations of string language learning.
These approaches suggest that the functionality of backpropagation-driven cognitive
models might be achievable in multiple ways.

2.4 RNNs and complex sentence structure

Most theories of syntax view natural language as a system of expressions with constit-
uent structure. Constituents are words or groups of words, such as phrases or clauses,
which function as a unit within a hierarchical sentence structure. On this view, the
syntax of a language specifies the ‘legal’ relations between constituents within phrases
and clauses, and the type of productive patterns to compose hierarchical structure from
such units. For instance in English the phrase structure rules

(i) NP→ (det) N (PP)
(ii) PP→ prep NP

capture the intuition that noun phrases can be prepositionally modified indefinitely as
in

(1) ��� ������ �	 ��� ��
�� 
� ��� 
������� �	 ��� ��
�������

and so forth. Sentence (1) is often referred to as a right-branching recursive structure
because in order to instantiate either phrasal form on the right-hand side of each rule, a
call to the other rule is possible in forming grammatical sentences.13 Constituency and
recursion have been acknowledged as two of the most fundamental linguistic notions
even by connectionists (Christiansen and Chater, 2003).

Constituency and recursion are properties of phrase structure rules for generating
sentences, but both syntactic properties are not visible in the surface form. Consider the
simple string language anbn from above. It could have been generated by the recursive
rule of ‘self-embedding’

(iii) S→ aSb
(iv) S→ ab

but it also could have been generated by the instruction ‘write any finite number of as

13Note, however, that (i) + (ii) are not an instance of true recursion in which a rule would be called by
itself. Rather, it is a form of iteration, which could be expressed recursively as NP→ (det) N (prep NP).
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followed by the same number of bs’. Similarly, the fact that according to (iii) + (iv)
the nth a and the first b belong to the same ‘clausal constituent’ is not encoded in the
surface form of the strings in this language. An SRN trained on anbn (or a pushdown
automaton, for this matter) could recognize this language without having to recover the
constituent structure or the rules of grammar which generated this language in the first
place. Both models of language processing, the network and the automaton, need not
explicitly represent constituency and recursion but functionally behave as if they did.

In natural language processing, on the other hand, it is widely held that language
users represent the constituent structure of utterances and the syntactic rules of gener-
ation which give rise to this structure. In comprehension, for example, sentences are
presented sequentially to the language processor and their constituent structure must
be recovered from this data. How this can be achieved by virtue of internalized rules
of grammar is a core explanandum of research in natural language processing, such
as parsing in computational linguistics. Many accounts seek to identify mechanisms
of structure-sensitive processing which induce structured representations from sequen-
tial data. It is a fallacy, however, to assume that the abstract structures employed by
descriptive linguistics to capture constituency and recursion (such as syntactic trees
and phrase structure rules) determine the internal representations the human language
processor forms. Moreover, there is no evidence from language processing or acquisi-
tion which suggests that causally efficacious rules of grammar are mentally encoded as
a stored program which computes representations of sentences (Stabler, 1983). In the
course of learning a language processor might become hard-wired to functionally be-
have in a manner which is consistent with formal rules of grammar without mentally
representing such rules in any form. Combinatorial syntax is rooted in constituency and
generative capacities are rooted in recursive processes. For connectionism it is a central
issue to explain how neural network models of natural language processing can come to
exhibit behavior which reflects combinatorial syntax and generative capacities without
utilizing structured representations and explicit rules of grammar. In this section, I will
describe three connectionist models which have attempted to address this issue in some
way or another.

2.4.1 Recursive auto-associative memory

Pollack (1988, 1990) devised a neural network model of sentence processing called Re-
cursive Auto-Associative Memory (RAAM for short) which provides a straightforward
refutation of the allegation put forth in Fodor and Pylyshyn (1988) that connectionist
systems cannot develop representations of combinatorial structure. A RAAM is a three-
layer, feed-forward, auto-associative network for encoding and storing linguistic rep-
resentations of the constituent structure of complex sentences, such as trees and lists,
through iterated compression of fixed-width patterns.

Suppose a tree with arbitrary, finite depth d has maximal valence k and it takes at
most n bits to represent all nodes of the tree, including the terminal symbols. Then a
kn × n × kn RAAM exists which encodes such a tree using the following procedure.



2.4. RNNs and complex sentence structure 23

First, all terminals (1d, . . . , kd) are presented to the RAAM at its input layer and the
network is trained with standard backpropagation to correctly reproduce them at its
output layer. This process is called auto-association. Thereby, the n hidden units form
a compressed representation ��d of the pattern of terminals. Moving one level up the
tree, the procedure is repeated by auto-associating the pattern of terminals and non-ter-
minals (1d−1, . . . , (k − 1)d−1,��d), and so on iteratively all the way up to the root.14 In
this manner, the RAAM model concurrently evolves two subnetworks during training,
one for representing and one for recovering complex tree structures. Once trained on a
tree (or a set of trees), the lower part of the RAAM can function as an encoder, whereas
the upper part of the network can function as a decoder.

A concrete example may clarify this process. Figure 2.3 shows a simplified phrase
structure tree for a sentence with multiple embeddings. Initially the subtree with termi-
nals ���� ����� 	��
� is presented to the RAAM which learns to recreate the input
activation pattern on its output. The hidden unit representation of this subtree, denoted
�����	, is fed back to the right-most n-width input cluster (Figure 2.4). The network
then learns to auto-associate the pattern for ���� 
��� �����	 and so forth until the
whole tree is internally compressed. Upon completion of training, the RAAM has de-
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Figure 2.3: (a) A simple representation of the sentence ���� ������� ���� 
��� ����

����� 	��
� derived from (b) its phrase structure tree.

veloped a ‘recursive distributed representation’ of the tree at its hidden layer (RDR for
short), which can be systematically recovered, reversing the encoding. Repeatedly feed-
ing such a representation into the hidden units will produce an expansion of the tree by
one degree at the output layer, until the representation is completely decoded back into
the original sentence. This is illustrated in Figure 2.5 (b). Recovery, however, can not

14This applies only to trees which branch at most once at each level and non-existing nodes are rep-
resented by some null-string. The training procedure can be extended to arbitrary trees. First the tree
is turned into a full k-ary tree (where k is the maximal valence) by inserting ‘empty’ nodes. Then all
subtrees are encoded serially at each level.
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be perfectly accurate because the output activation function is a continuously-valued
sigmoid.
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Figure 2.4: A RAAM trained on the terminal subtree of Figure 2.3 (a). Each word is rep-
resented at one input cluster and the model recreates the input pattern at its output. The
pattern is encoded at the hidden layer. On the next training step this compressed rep-
resentation becomes part of the subsequent input pattern ���� ���� 	
���� (dotted
arrow).

Iterated encoding can accumulate error which causes the decoder to loose track
of the constituent structure to such an extent that it mistakes terminals for non-termi-
nals. Furthermore, the unsupervised hidden layer representations, which become partial
inputs on the next training step, dynamically change from epoch to epoch, so that the
auto-associator is ‘chasing a moving target’ during encoding, and this variation can not
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Figure 2.5: (a) After training the auto-associator, the lower part of the network functions
as an encoder. (b) The upper part functions as a decoder.

entirely be counterbalanced by the error correction algorithm.15 Pollack (1990) trained a
48× 16× 48 RAAM on a set of thirty phrase structure trees with up to four embeddings

15Consequently, criteria must be imposed to decide when a representation is considered decompressed
to a sequence of terminals.
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from a simple language. This language consisted of a “somewhat random collection” of
meaningful English sentences composed from five word classes, thing, human, prep,
adj and verb. Despite the shortcomings mentioned above, Pollack was able to show that
the decoder of this RAAM could correctly reproduce all trees experienced in training.
Because of this capacity of RAAMs to retrieve (an approximation of) the full sentence
from a compressed representation, thereby recovering its constituent structure, these
models are functionally combinatorial.

Pollack also demonstrated that RAAMs have some structure-sensitive, albeit lim-
ited, generalization capabilities. The RAAM in the above experiment was not able to
correctly decode representations of novel embedded structures but instead often con-
verged on sentences encountered during training which were within minimal Hamming
distance from the target. However, the network correctly recovered simple clause struc-
tures such as the 16 instances of the transitive scheme ‘� ����� �’ over the lexical items
{��	
� ���� ��� �
}, even though most of these sentences were not in the train-
ing set. In other words, the RAAM displayed some systematicity (as characterized in
Fodor and Pylyshyn, 1988).

RAAM applications, extensions, and limitations

A RAAM generates distributed, fixed-width, real-valued vectors which implicitly en-
code combinatorial structure. Thus, the representations of a RAAM are essentially of
the same data type as the constituents from which they were composed of. It is therefore
interesting to investigate whether RAAMs can perform tasks which require sensitivity
to constituent structure by operating on such representations holistically, without first
decoding them into a sentence form.

This issue was taken up by Chalmers (1990) in an active/passive sentence trans-
formation task. First, a RAAM was trained on a corpus of both active and passive
sentences to produce recursive distributed representations. Then a three-layer feed-for-
ward transformation network was trained to map an RDR of an active sentence onto
an RDR for the corresponding passivized form. To test the tranformation network, an
active sample sentence was encoded using the RAAM. The resulting RDR was fed to
the transformation network to obtain a passive RDR. This RDR was then decoded back
by the RAAM into a passive sentence. Chalmers found that the transformation network
generalized perfectly to novel active/passive sentence pairs when decoding errors in the
RAAM were systematically eliminated. Blank et al. (1992) investigated similar trans-
formation tasks using RAAMs and Chrisman (1991) extended the approach to holistic
computation on RDRs for natural language translation. These studies indicate that neu-
ral network models like the RAAM are capable of developing sensitivity to implicitly
encoded sentence structure without having to extract and then recombine constituents
from the input data.16

16Chrisman (1991) called this feat ‘holistic inference’ which maps “directly from the representations of
a problem to the representations of its answer in a Gestalt fashion” p. 364.
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Two shortcomings of the RAAM architecture appear to impose limitations on its use
as a model of natural language processing. First, the RAAM can only deal with fixed-
valence trees, and secondly the fixed-size compression layer restricts sentence length
and depth of embedding. The latter limitation is due to the hidden units’ coarse res-
olution imposed by finite-precision calculations. In other words, the hidden layer can
not encode an unbounded amount of information in any concrete implementation. As
Melnik et al. (2000) have argued this is not an architectural constraint. Moreover, it
will lead the RAAM to display behavior which degenerates with the number of con-
stituents in a sentence, a trait which may still adequately reflect human performance.
The former restriction to fixed-valence trees can be overcome in the sequential recursive
auto-associative memory, or SRAAM. Prior to training, tree structures are transformed
into sequential lists by encoding internal tree nodes. A complex sentence can then be
presented to the network word by word. The hidden layer of an SRAAM functions like
a stack whose content is copied back to the input layer at each point in processing. This
variation of the RAAM architecture closely resembles an SRN and can be trained in a
similar fashion (see Kwasny and Kalman (1995) for details). A combination of recurrent
networks and the RAAM model has also been used in the connectionist parser XERIC
developed by Berg (1992). This system represents sentence structure by learning to as-
sign syntactic roles of X-bar grammar, such as ���������, ��	
 and ���������, to
constituents. The roles of specifiers and complements can be filled by X-bar structures
themselves, hence the XERIC system can in principle cope with embeddings of arbitrary
depth.17

The RAAM model and all discussed variations thereof reflect top-down approaches
to language processing. A network is evolved specifically to represent syntactic rela-
tions between locally encoded constituents. Whereas this may prove a useful avenue to
modelling human working memory it might not be a viable approach to modelling as-
pects of learning in connectionist natural language processing. Because of the iterated
training RAAMs experience, they do not by themselves induce hierarchical relations
from temporal sequences but rather require a complex external control structure which
not only stores intermediary representations but ex ante constructs a parse tree for the
particular training sample. This syntactic preprocessing of the linguistic input is nei-
ther removed in the SRAAM model, which operates on sequentially coded trees, nor in
Berg’s parser where X-bar roles are prompted on the output. The RAAM architecture
is therefore primarily a model for the controlled compression of structured data, not for
autonomous structure-sensitive learning.

2.4.2 A subsymbolic parser for embedded clauses

In a series of papers, Miikkulainen developed a comprehension model for sentences
with relative clauses (Miikkulainen, 1990, 1996, 1997; Miikkulainen and Dyer, 1991; Mi-

17In addition, the network was able to perform simple lexical disambiguation regarding word category
and number/person.
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ikkulainen and Mayberry, 1999). It has a modular architecture which combines an SRN
parser with a RAAM memory, controlled by a higher-level, feed-forward segmentation
network. A virtue of this model, which will be described subsequently, lies in its mo-
tivation to provide a connectionist explanation of attested psycholinguistic phenomena
occurring in human processing of embedded structure.

A basic assumption underlying the SRN parser design is that comprehension in-
volves mapping a word sequence into a semantic interpretation which assigns thematic
roles to sentence constituents. The SRN learns to decide which words in an input se-
quence fill thematic roles such as agent, action, patient, instrument, location, recipient,
etc. (Fillmore, 1968). Through backpropagation the network is trained to assign the
current input to a fixed scheme of thematic-role slots and to propose a tentative in-
terpretation for the entire sentence at the same time, including past input and future
expectations.18 This process is depicted in Figure 2.6. An interesting feature of this

Figure 2.6: The SRN parser performing thematic-role assignment for the sentence ���
��� ��� ��� 	�
��	 	��� � ����; image from Miikkulainen (1997).

model component is that it evolves suitable lexical encodings at the input layer from
random initial patterns by itself. Thus the network is able to adapt its word represen-
tations to the task at hand and is not biased by ad hoc choices of the modeler.19 This
subsymbolic parser has been studied in a variety of comprehension tasks (Miikkulainen,
1990, 1997, Miikkulainen and Mayberry, 1999). For instance, the model was trained on
an artificial language generated from simple sentence templates and word categories
such as human, food, animal, predator, and hitter. The network learned to assign
thematic roles successfully and generalized role assignment to familiar lexical items in

18Thus, different units in the output layer can represent the same word in different thematic roles
which is called binding-by-space.

19This is implemented by extending backpropagation down to the input layer, a training mechanism
called FGREP, see Miikkulainen (1990) and Miikkulainen and Dyer (1991).
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novel sentences. To achieve this, the model had to learn the semantic regularities in the
training set and encode them into the network weights and lexical representations.

The SRN parser also learned to disambiguate lexical meaning depending on a word’s
context of occurrence, see Miikkulainen and Mayberry (1999). Assigned sentence mean-
ing changed as a function of the lexical meaning of its components and the network
was able to tentatively change its interpretation and yet revise it again at a later point
in processing if necessary. Thus, the model demonstrated an ability to process sentences
incrementally by entertaining the most likely semantic interpretation as it read in one
word at a time. In order to process complex sentences with embedded clauses in which
multiple thematic roles of the same type could be assigned to different constituents, the
SRN had to be augmented with a RAAM dynamic memory. This memory helped the
parser to keep track of constituents to which thematic roles were assigned already and
which occurred in hierarchical dependencies. The RAAM acted like a stack which stored
intermediary representations developed by the parser and popped back previous partial
representations into the parser’s hidden layer when role assignment in an embedded
clause was complete. Accordingly, the target pattern across embeddings changed at
each clause boundary so that the parser could effectively learn the correct thematic role
assignment as if the input contained no hierarchical structure at all.

An example may clarify this information exchange between modules. Suppose the
center-embedded sentence ��� ���� ��	 ��
�� ��� �	� �� ��� �	� was received as
input structure in the model’s role assignment task. The sentence was fed to the SRN
parser sequentially, word by word. Initially, the main clause target was a thematic
role vector set to t1=(actor=����, action=��, patient=�	�). When the relative
pronoun was encountered, the parser’s hidden layer representation of the incomplete
sentence ��� ���� was pushed onto the RAAM stack and the parser’s context layer
was reset. While the subordinate clause was processed, the thematic role target vector
switched to t2=(actor=����, action=��
��, patient=�	�). When role assignment
was completed, the stored main clause fragment was retrieved from the RAAM and
loaded into the parser’s context layer. The target pattern then changed back to t1 for
the rest of the sentence. The stack itself worked exactly as described in Section 2.4.1 and
there was no a priori limit on the depth of embedding that this coupled SRN + RAAM
system could process.

It turned out that parser and stack were not yet sufficient for generalizing role as-
signment to novel relative clause structures. A feed-forward segmentation network was
added to the model which not only detected transitions into relative clauses to control
the information flow between parser and external memory, but also unified types of
relative clauses. This network modified the parser’s sequence memory so that, e.g.,
a center-embedded clause, such as the one in the example above, looked exactly like
a center-embedding inside a tail-embedded clause to the parser. The resulting model,
which is shown in Figure 2.7, is a full-fledged subsymbolic parser for embedded clauses
(SPEC). The division of labor achieved by the modular, tripartite architecture proved
very powerful computationally, while at the same time displaying performance lim-
itations that matched characteristics of human sentence processing. The SPEC model
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Figure 2.7: SPEC architecture for thematic-role assignment. Grey areas represent total
learnable connectivity, solid arrows are copy links, and dotted lines control connections;
figure from Miikkulainen and Mayberry (1999).

performed and generalized well in thematic-role assignment tasks for complex sentences
with multiple nested embeddings (cf. Miikkulainen, 1996). Trained on a small fraction
of the total number of sentences generated by a simple phrase structure grammar, the
SPEC model successfully generalized to new instances of familiar sentence templates
and also to novel templates. Although in some experiments the SPEC model occasion-
ally confused the roles of two constituents, this virtually always occurred for lexical
items of the same word category, e.g., incorrect agent/patient assignment to nouns. This
indicates that an abstract categorization of the lexical space in terms of plausible role
bindings was acquired.

When subjected to noise, simulating stress and overload, the RAAM component
showed degradation which affected the overall system performance as the depth of em-
bedding increased and the stack piled up. The effect closely resembled human error pat-
terns, reported by Miller and Isard (1964) and Foss and Cairns (1970), in that sentences
with deeper center-embeddings were more difficult to process and remember than shal-
low ones. It was also found that semantic constraints between constituents significantly
facilitated the task of assigning thematic roles across embeddings, even in the presence
of noise.20 This is in line with psycholinguistic evidence from Stolz (1967) and Huang
(1983) showing that human subjects can comprehend relative clause structures much
better when semantic constraints are imposed on the relations between constituents.21

20The strength of semantic constraints was measured, e.g., as the number of nouns that could fill, say,
the patient role of a verb. It is not surprising that such constraints influence a neural network model in
a sequential prediction task because they immediately affect conditional probabilities between adjacent
constituents.

21Compare the comprehensibility of the following two sentences (Miikkulainen, 1996):
(i) ��� ���� ��	 
�� �	� ��	 
�� �� ��	 ����� ���
 �		� ����� ��
 ����� .
(ii) ��� ��� 
��
 
�� �� ��	 
�� �	� 
��
 ��� ������ ��
 ������ �� �� 
�� ������ .
In sentence (i), every noun could be the subject/object of every verb, whereas in sentence (ii) the argument
structure is semantically constrained and can therefore be recovered more easily (e.g., usually it is dogs
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The plausibility of SPEC

The behavior of Miikkulainen’s subsymbolic parser in the comprehension task is con-
sistent with observations from a number of psycholinguistic studies. But how plausible
are the assumptions behind the model’s architecture from which this behavior results?
First, it should be pointed out that the capacity of SPEC to process complex sentences is
largely due to a central executive, the segmenter network, which monitors and controls
the combined system. The segmenter detects clause boundaries in the input sequence,
recognizes the completeness of a thematic-role vector and the end of a sentence, modifies
the parser’s context layer, initiates the push/pop operations in short-term memory, and
coordinates the temporal dependencies in the communication between modules. Thus,
most of the structural demands arising in the parsing process are relegated to a special-
ized module. Incorporating the segmenter network imposes a modular hierarchy onto
the model, but centralized control mechanisms are a feature which the PDP approach to
cognition decidedly set out to dispose of. Although the segmenter is implemented by a
neural network, the way it performs its task is not distinctly connectionist. It might just
as well be realized by a symbolic supervisor.

Secondly, all subnetworks within SPEC are trained separately, without communi-
cation between modules. Consequently the learning behavior of each component is
not influenced or informed by activity elsewhere in the system. Guided by a dedicated
training signal, each module—parser, stack, and segmenter—develops a partial solution
to the parsing problem before getting integrated. Cognitive modularity in general is a
controversial issue and there is no evidence that language comprehension subdivides
into discrete processes developing in complete isolation. Moreover, the segmenter is
trained to recognize, not to discover relative clauses. This is a subtle but important dif-
ference. The structural knowledge that this control network brings to bear on parsing
complex sentences is not itself extracted from sequential data but merely derived from
representations of specific clausal segments. Thus, the model’s ability to cope with the-
matic role assignment for multiple embeddings is not strictly learned from temporally
extended data but hardwired into the system architecture.

Finally, subnetworks of the SPEC model are trained to perfection and noise has to be
added to the memory component to elicit errors which match human performance. This
suggests that the performance characteristics of SPEC arise mainly from the properties
of the separate memory system, not from the processing mechanism of the parser or the
type of representations it employs. Because segmentation and memory are externalized,
the parser’s task of assigning interpretations to complex sentences is reduced to as-
signing interpretations to clausal components. Conversely, the semantic processing the
parser performs for clausal components does not influence the system’s overall perfor-
mance when decoding complex sentences. Explanations of human linguistic behavior
in this model rest on the problematic assumptions that crucial grammatical informa-
tion and the storage of intermediate representations reside outside the comprehension
system. Again, there is nothing distinctly connectionist about such explanations, they

who bite humans, and dogs do not drive cars.).
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could be obtained frommodular symbolic systems with artificially imposed performance
handicaps.

2.4.3 Simple recurrence and complex structure

A more radical approach to processing complex sentences was taken by Elman in a se-
ries of experiments (Elman, 1990, 1991, 1993; Weckerly and Elman, 1992). These studies
relied exclusively on the processing capabilities of a single, simple-recurrent network
without special-purpose modules, external memory or higher-level control. Introducing
this particular connectionist paradigm, Elman (1990) trained an SRN to predict the order
of words in a linguistic corpus. The corpus consisted of single-clause 2- and 3-word
sentences generated from 15 templates over 13 word classes with 29 lexical items which
were concatenated into a single input sequence.22 The network learned to approximate
the conditional probabilities of words in a sequence given the previous word by using
its short-term memory of prior context. The distributional regularities in the corpus
became encoded in the network weights. A cluster analysis of the SRN showed that
it had developed representations of lexical categories (noun/verb, animate/inanimate,
human/animal, large/small) at its hidden layer from exposure to a continuous input
stream. Since the training language lacked recursive structure, no judgement was pos-
sible whether the SRN could detect long-distance dependencies as well.

In Elman (1991) an SRN was used to predict word sequences from a context-free lan-
guage containing complex multi-clause sentences. These were generated from a lexicon
of 24 items—8 nouns, 12 verbs, 2 proper names, a relative pronoun who, and an end-of-
sentence marker #—by the phrase structure grammar shown in Figure 2.8. This artificial
language, albeit simple, shared some interesting properties with natural language, for
instance restrictions on verb-argument structure, and number agreement between sub-
jects and verbs created long-distance dependencies across relative clauses. The grammar
also included recursive rules in that relative clauses (RC) contained noun phrases (NP)
which could be modified by another relative clause, and so forth. The language there-
fore included embeddings of (potentially) arbitrary depth. Moreover, many sentences
from this language could legally terminate with an end-of-sentence marker # at several
different positions. Compared to processing single-clause sentences in the Elman (1990)
study, these properties could be expected to significantly increase the difficulty of the
learning task for the network. The architecture used in this task was a 26 × 70 × 26
SRN with two additional 10 unit compression layers immediately below and above the
hidden layer. Lexical items were represented locally at the input layer by switching on
exactly one corresponding bit. In other words, all items were pairwise orthogonal and
thus the network could not read any categorization off the encoding.

Training consisted of four phases of 5 sweeps through 10.000 sentences during
which the amount of complex sentences was increased incrementally from 0% to 75% in

22These templates were, for instance, [NOUN-human VERB-intransitive] and [NOUN-animate VERB-
transitive NOUN-animate].
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S → NP VP #
NP → PropN | N | N RC
VP → V (NP)
RC → who NP VP | who VP (NP)

N �→ {boy, girl, cat, dog, boys, girls, cats, dogs}
PropN �→ {John, Mary}

V �→ {chase, feed, see, hear, walk, live, chases,
feeds, sees, hears, walks, lives}

Additional restrictions:

• number agreement between N and V (within
clause, and between head N and subordinate V)

• verb arguments:
chase, feed→ require a direct object
see, hear → optionally allow a direct object
walk, live → preclude a direct object

Figure 2.8: The phrase structure grammar used in Elman (1991). Constituents in paren-
theses are optional.

steps of 25%. This methodology was developed in reaction to the finding that when pre-
sented with the whole corpus at once the network failed to learn. Focussing on simple
input data first, the network could successively learn to handle more complex structure
once knowledge of simpler structures was in place. This incremental training strategy
was elaborated on in Elman (1993) where it was labelled “the importance of starting
small”. After training, the network was tested for generalization on a set of novel sen-
tences generated from the same phrase structure grammar. Because the prediction task
was inherently non-deterministic, Elman used an error measure which compared the
network’s output against the statistical probabilities for the occurrence of a word in a
given context in the entire corpus. He found that the network performed quite well,
producing an overall error of ρ = 0.852.23 According to Elman, the SRN’s performance
difference between incremental and non-incremental training confirmed Newport’s psy-
cholinguistic “less is more” hypothesis (Newport, 1990), that maturational constraints on
cognitive resources help language acquisition because they filter out structural complex-
ity in early learning.24

23The error measure was the mean cosine of the angle between target and output vectors instead of
the more common mean squared error which was unsuitable here. The closer the error is to 1 the better
the performance.

24Rohde and Plaut (1999), on the other hand, argued that neither staged training nor limited working
memory are necessary for incremental learning because neural networks can reliably learn local before
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The low overall prediction error becomes more significant when analyzing how the
network behaved in response to individual complex sentences such as ���� ��� ��	�


����� ��� 
��� during testing. This sentence contains three non-adjacent depen-
dencies between constituents. After having read in the initial segment ���� ��� ��	�,
the network must predict a verb which takes at least one object, the head of the relative
clause. This verb has to agree in number with the relative clause subject (��	�). When
this verb is predicted, the network must omit the direct object from the surface form be-
cause the verb occurs in an object-relativized subordinate clause. Instead, the network
must produce the main clause verb next which agrees in number with the head noun.
Figure 2.9 (a) and (b) show the actual predictions of the SRN after the segments ����
��� ��	� and ���� ��� ��	� 
�����, respectively. The network correctly predicted a
singular, transitive verb which requires a direct object as the continuation of the sub-
ordinate clause (Figure 2.9 (a)). Thus, it was aware that the verb class in this position

��� �� ��������
	
�

�� ���� �������
�� ���� �����
�� ���� ���
��

���� ���� �������
���� ���� �����
���� ���� ���
��

������ ����
�� ����

���� ����

0.20 0.4 0.6 0.8 1

(a) ���� ��� ��	�




��� �� ��������
	
�

�� ���� �������
�� ���� �����
�� ���� ���
��

���� ���� �������
���� ���� �����
���� ���� ���
��

������ ����
�� ����

���� ����

0.20 0.4 0.6 0.8 1

(b) ���� ��� ��	� ������




Figure 2.9: Normalized activation vectors in prediction task for a test sentence with
relative clause, figures adapted from Elman (1991).

depended on having encountered an object filler (����) previously. After producing
the embedded verb, the network predicted plural verbs from different verb classes as
possible continuations (Figure 2.9 (b)). Since at this point the SRN could not predict
whether the main clause is transitive or intransitive, this is an appropriate output distri-
bution. It is crucial, however, that the network did not activate the class of nouns here
to fill the object slot, which shows that it has learned aspects of verb-argument structure
for multi-clause sentences. Moreover, all activated verb forms were plural verbs which
agreed with the head noun, indicating that the SRNwas sensitive to dependencies across
the embedded clause.

The network’s behavior on this and a variety of other test items permitted by the ar-
tificial grammar suggests that the SRN (i) developed representations of functional cate-
gories (noun/verb), (ii) subcategorized verbs (transitive/intransitive/both) by respecting
direct object restrictions, (iii) learned verb-argument structure for complex sentences
(presence/absence of direct objects in relative clauses), and (iv) maintained number

non-local dependencies when appropriate semantic constraints are imposed on the language.
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agreement across subordinate clauses. Accordingly, Elman argued that connectionist
models such as the SRN are computationally adequate to cope with some complex struc-
tural relationships between constituents found in natural language.

While these results were an important first step towards modelling constituency and
recursion with neural networks, the study of Elman (1991) had a number of shortcom-
ings. The grammar of Figure 2.8 generated subject- and object-relativized subordinate
clauses, center-embedded and right-branching constructions, and sentences with arbi-
trary depth of embedding. It is not clear, however, what Elman’s training set looked like
in terms of these dimensions of distinction and it was not systematically investigated
how the SRN performed on these different structures. Consequently, no attempt was
made to compare the model’s behavior to human data in this regard. Furthermore, all
results were obtained using the controversial staged training regime. And finally, the
generalization capabilities of the SRN were not quantified, for instance, by exposing the
model to novel sentences with more relative clauses than experienced in learning. It
is therefore uncertain whether the model could handle the open-ended productivity of
natural language.

2.4.4 Structural processing with semantic constraints

Several of these issues were addressed in a study by Weckerly and Elman (1992). It is
experimentally well established that humans display differential behavior in processing
distinct types of subordinate clauses. Sentences with center-embeddings such as (2-a),
where clauses (NP VP) are infixed between the NP and VP of a higher-order clause
twice, are found more difficult to process than semantically equivalent right-branching
structures such as (2-b).

(2) a. ��� ����� ��	� ��� 
	� ��	� ��� ��� �
	�� 
�	��� 	� 	�	��

b. ��� ��� �
	�� ��� 
	� ��	� 
�	��� ��� ����� ��	� 	� 	�	��

On the other hand, semantic constraints can significantly improve the comprehensibil-
ity of center-embedded sentences (see footnote 21 in Section 2.4.2). Weckerly and Elman
(1992) tried to give a connectionist account of why center-embedding is relatively dif-
ficult compared with right-branching and how semantic constraints affect structural
processing. The SRN used in their simulations was essentially the same as the network
in Elman (1991). The lexicon consisted of 10 nouns, 14 verbs, a pronoun ��	�, and
an end-of-sentence marker.25 The artificial grammar allowed multiple center-embed-
ding and right-branching and object- as well as subject-relativized constructions.26 The
verb-argument structure of the language is shown in Figure 2.10. As usual, the network
was trained in a prediction task using backpropagation learning. Lexical items were
coded locally and training was incremental as described in the previous section. The

25In generative syntax, ���� is often classified as a complementizer because it occupies the position of
true complementizers. I will refer to ���� as a relative pronoun throughout.

26Unfortunately, the full generative grammar was not presented in the paper.
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Verb Possible Subject Possible Object

{walk, live} HU, AN —
{write, send} HU DOC

{love, kick} HU HU, AN

{bite, chase} AN HU, AN

{see} HU, AN HU, AN, DOC, INANIM

{hear} HU, AN HU, AN

{advise, thank} HU HU

{own, tame} HU AN

Figure 2.10: Argument structure of the artificial language, figure adapted from Weck-
erly and Elman (1992). Nouns are divided into classes of humans (HU), animals (AN),
documents (DOC), and inanimate objects (INANIM).

network was then tested on 192 novel center-embedded and right-branching sentences
containing two nested relative clauses.27 With ρ = 0.7137 for the center-embedded ver-
sus ρ = 0.8484 for the right-branching test set, the network learned to predict the latter
construction more reliably. It also showed a degradation in performance with increased
depth of embedding similar to human performance data.

Weckerly and Elman offer a genuinely connectionist explanation for these results.
In the SRN, grammatical structure is represented at the hidden layer. As the network
processes a sentence word-by-word these representations encode the current position in
the sentence, the context of the current word, and the possible grammatical trajectories
from there. But different types of structures make different representational demands
on the processor. Consider a right-branching structure such as (2-b). When reaching the
main clause verb ������ the network can immediately match this verb with the previ-
ous, stored noun ���. It then expects a suitable direct object after which it can predict
the pronoun or the end of the sentence. In the former case, the seen object is expected
to be the head of the subordinate clause and upon reading in the next verb �	����

the noun-verb match is already complete. This pattern repeats for each embedding and
consequently the network needs to keep track of at most one noun which requires inte-
gration with a verb over a short distance. In contrast, the resolution of dependencies in
center-embedded constructions is much harder. In order to correctly predict a sentence
such as (2-a), the network must store more information over longer a distance. First it
reads in three consecutive nouns which need to be kept active in memory simultane-
ously, then each predicted verb is matched with a subject successively further back in
the sentence. At each verb position the network also needs to remember the class of the
matching noun (human/animal) to predict an appropriate verb which satisfies the con-
straints on possible subjects encountered in the training set. These factors complicate

27Again, conditional probability distributions were the learning target, and success was measured by
the mean cosine ρ of angles between output vectors and empirical likelihoods.
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prediction in center-embedded structures compared with right-branching structures and
lead to differential behavior. Thus, the performance difference is due to the distance of
syntactic dependencies and the memory load the processor has to cope with in center-
embedded structures.

Memory load and distance between dependent constituents have also been conjec-
tured to be critical variables in human comprehension (Miller and Chomsky, 1963; Wan-
ner andMaratsos, 1978; Church, 1980; King and Just, 1991; Gibson, 1998). What the model
of Weckerly and Elman (1992) suggests, however, is not this ‘standard’ psycholinguis-
tic explanation of differential performance in which working memory limitations are
crucial. Rather, they argue that these limitations themselves arise from the particular
representations the processor develops to solve the task at hand:

“If we view the process of sentence [...] comprehension as movement from one

state to another as in a connectionist network, then memory limitations [...] are

due to the nature of representations (in human memory) in sentence processing.”

(Weckerly and Elman, 1992, p. 417)

The structural information necessary to predict a word sequence at each point is en-
coded in a fixed-width state-vector guiding the processor through ‘grammatical space’.
The amount of data and the temporal distance between dependent data points in cen-
ter-embedded structures is particularly taxing the network’s representational capacities.
Information from different embeddings is concurrently active in the network’s state-vec-
tor and this impedes the prediction of the next word. The processing limitations of the
model therefore arise from representational demands within the processor itself and are
not a consequence of the limitations of a separate working memory system external to
the processor.

The effect of semantic constraints

In a second experiment, Weckerly and Elman (1992) examined the effect of semanti-
cally constrained verb classes on the processing of center-embedded constructions. The
network was trained as before but tested on two distinct sets of 192 novel sentences.
The first set contained only sentences in which each verb admitted a unique class of
subjects, objects or both (according to the semantic structure given in Figure 2.10). The
second set contained only sentences where subjects and objects belonged to different
noun classes. An example sentence from the first set is given by (3-a),

(3) a. ��� ���� ������� ���� 	
�� 	��
� ��
� ����
� ���
��

b. ��� ���� ������� ���� 	
�� �

� �
��� ������

sentence (3-b) is an example from the second set. In (3-a) the subject of 	��
�, for
example, must be an animal, whereas in (3-b) humans and animals are both possible
subjects of �

�. It was found that for one as well as two levels of embedding the
semantically constrained corpus was predicted more accurately than the unconstrained
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corpus and this observation is consistent with human performance data (Blaubergs and
Braine, 1974; Stolz, 1967).

The explanation of this behavior in the SRN is two-fold. When the first verb is
encountered in either of the sentences (3-a) and (3-b), the network already ‘stores’ three
nouns serving as potential subjects. But the subject-verb resolution is facilitated in
(3-a) by a direct incompatibility with one of the memorized nouns (�������); a human
subject cannot function as the subject of ���	
 in this artificial language. At the same
time, because this resolution is facilitated, the network is put in a more distinct state of
expectation about the next verb, i.e., the likelihood that the next verb takes the noun
������� as its subject increases. In this bi-directional fashion, semantic constraints aid
in the resolution and prediction of syntactic dependencies.

It is perhaps not particularly surprising that semantic restrictions of this kind should
increase prediction accuracy in the model or comprehensibility in humans. What this
model demonstrates in addition, however, is that semantic processing and syntactic
parsing can interact in parallel. Sequential as well as ‘semantic information’ are not dis-
tinct, encapsulated information types but are available to the processor simultaneously
at all levels of embedding.

2.4.5 Increasing grammatical complexity

The focus of Elman’s language processing experiments was to show that SRNs can
learn aspects of complex grammatical structure from sequential data under favorable
conditions such as incremental training. Following up on Elman’s work, Christiansen
(1994) and Christiansen and Chater (1999b) pushed the processing load of SRNs further
by investigating the ‘recursive’ capacities of this model. The idea was to obtain a more
systematic picture of SRN behavior by identifying those neuralgic properties of artificial
grammars which elicit prediction failure.

Christiansen (1994) devised two phrase structure grammars which admitted several
constructions found in natural language that were not encompassed by the grammars of
Elman (1990, 1991, 1993). The first grammar contained the following generative devices:

(i) left-branching recursion in the form of iterated genitives (����
 ���
 ���
)

(ii) right-branching recursion in the form of prepositional modification (���� �	��

���	), conjunction (���� ��� ����), sentential complements (���� 
��
 ����

���� ����
), and subject-relative clauses (��� ���
	
 ���� ���� ���
).

(iii) mirror recursion in the form of center-embedded object-relative clauses (���

��� ���� ���
	
 ���).

The full grammar and lexicon are shown in Figure 2.11.
The second grammar replaced center-embedding with cross-serial dependencies.28

Both grammars generated sentences over the same vocabulary and could express the

28The object relative clause construction, which created center-embedding, was removed.
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S → NP VP #
NP → PropN | N | N rel | N PP | gen N | N and NP
VP → V(i) | V(t) NP | V(o) (NP) | V(c) that S
rel → who NP VP(t/o) | who VP
PP → prep prepN
gen → N + “s” | gen N + “s”

N �→ {boy, girl, man, boys, girls, men, cats, dogs}
PropN �→ {John, Mary}

V(i) �→ {runs, jumps, run, jump}
V(t) �→ {loves, chases, love, chase}
V(o) �→ {sees, see}
V(c) �→ {thinks, says, knows, think, say, know}
prep �→ {near, from, in}

prepN �→ {town, lake, city}

Figure 2.11: The phrase structure grammar from Christiansen (1994) which permitted
center-embedding. V(i) stands for intransitive verbs, V(t) for transitive verbs, V(o) is
optionally transitive, and V(c) are verbs expressing propositional attitudes.

same sentential content with different constructions. Because of the diversity of recur-
sive constructions in these grammars, they imposed computational demands on the SRN
which were well beyond those of Elman’s studies.

Using a standard 42× 150× 42 SRN model in a word prediction task, Christiansen
(1994) conducted a number of experiments on learning and generalization with these
grammars. Throughout, training and test sets contained 10000 randomly generated
sentences of variable length and syntactic complexity. Training was incremental and
consisted of 5 phases. Unlike in Elman’s studies, in each phase the entire corpus was
presented to the network for several sweeps. Maturational constraints were simulated
by limiting the hidden layer’s ‘memory window’. The context layer was periodically
reset after n words with n growing across training phases.

At first, the SRN’s general performance on sentences of at most one level of embed-
ding was separately evaluated and the network performed very well on both grammars
in terms of the mean cosine measure. In addition, the results were markedly above the
performance of n-gram statistical models (1 ≤ n ≤ 5), indicating that the network had
learned some complex structural regularities, not merely relative word frequencies. In
the next simulation, the depth of embedding was increased. Apart from left-branching
constructions (prenominal genitives) and right-branching constructions (complement
clauses, prepositional modification, conjunction, subject relative clauses) the network
was exposed to doubly center-embedded sentences (such as ���� ��� ���	 ��� 
���

��� ������ ��	) which contained two nested object relative clauses. Both required
transitive verbs that took the two initial nouns as their direct objects. Although the



2.4. RNNs and complex sentence structure 39

network did make partially correct predictions for these structures, it showed a peculiar
‘breakdown pattern’ (see the histograms of Figure 2.12). The network is on target still
in 2.12 (a) where it predicts a plural transitive verb but in 2.12 (b) prediction starts to go
awry. The model should exclusively have predicted a singular transitive verb to match
���� but instead activated all other verb classes as well, including all plural forms.
Moreover, despite two open subject-verb dependencies the network opted to abort the
sentence at this point by activating the end-of-sentence marker. When it received the
intended continuation ������ it again failed to activate another plural form in 2.12 (c)
and activated single and plural nouns and the end-of-sentence marker. At this sentence
position sentence the network has gone wrong completely but once it sees the verb
	
� it recovers to correctly predict sentence termination. The same experiment was
conducted with the cross-serial dependency grammar and Christiansen (1994) reported
similar findings for sentences with two crossed dependencies such as ���� ���� ���

���� ������ 	
�. In this English paraphrase, ���� is the subject of ����, ���� the
subject of ������ and the object of ����, and so on. The network struggled particularly
with the second verb but the prediction error was not as severe as in the doubly center-
embedded case and recovery was better. This indicates, Christiansen pointed out, that
the network performed better on cross-serial dependencies than on center-embeddings
which is in accord with findings from a study by Bach et al. (1986). Note, however, that
the cross-serial word sequence looks to the network exactly like a doubly center-embed-
ded sentence with pronouns omitted. This suggests that the performance difference for
the two types of recursion might result from interspersed pronouns in center-embedded
sentences, rather than from different kinds of dependencies in the two structures.

Finally, Christiansen (1994) examined the network’s performance when process-
ing instances of multiple branching for the recursive constructions permitted by both
grammars (i.e., prenominal genitives, complement clauses, right-branching subject-rel-
ative clauses, and prepositional modification). The general pattern observed for these
structures was that prediction accuracy slowly degraded (with the exception of senten-
tial complements) as recursive depth increased and sentences became more complex.
Broadly speaking, due to memory limitations this behavior might be expected in hu-
mans as well, although experimental data on this issue is lacking.

Discussion of Christiansen’s results

The study of Christiansen (1994) was the first to systematically investigate the process-
ing of recursive structure in SRN and provided important insights into the capabilities
and limitations of this model when learning complex grammars which capture many
properties of natural language. Christiansen concluded from the experiments on mul-
tiple center-embeddings and cross-serial dependencies that the former are harder to
process than the latter, although they are computationally more costly in terms of the
Chomsky hierarchy. He suggested that the network’s behavior matched human per-
formance according to several psycholinguistic studies of recall, comprehension and
grammaticality judgment. Moreover, right-branching subject relative clauses appeared
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Figure 2.12: SRN predictions for a test sentence with double center-embedding, figures
adapted from Christiansen (1994). The category ���� included ����, ��	, genitive
markers, and prepositions. Intended predictions are marked with an asterisk.

to be easier for the SRN than both center-embeddings and cross-serial dependencies
and the network’s performance degraded in a fashion similar to humans for most of the
recursive structures tested as the depth of embedding increased.

The results summarized in the previous section, are difficult to interpret for a number
of reasons. First, the performance of the networks in the testing phase was not rigor-
ously quantified in terms of, e.g., the mean cosine measure. Assertions about the relative
difficulty in processing different recursive structures were made on the basis of exam-
ining the histograms of single sentences. Without quantitative data for a larger corpus
of test items, the network’s behavior is not comparable across different tasks and claims
about differential behavior are hard to vindicate. Secondly, structures were compared by
testing networks which did not experience the same training. For example, Christian-
sen cites several psycholinguistic studies showing that multiple subject relative clauses
are easier to process than multiple object relative clauses. The corresponding experi-
ments in Christiansen (1994) do not strictly warrant this conclusion for the SRN because
subject relative clause performance was tested on a network trained with the cross-de-
pendency grammar while object relative clause performance was tested on a network
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trained with the center-embedded grammar. Third, on a high level of analysis, network
and human processing behavior appear congruent in a number of tasks. Erroneous pre-
dictions of the network are interpreted as processing difficulties which humans have
too. The network’s breakdown patterns, however, have no correlate in psycholinguistic
data and are unlikely to be observable or reproducible in humans (which Christiansen
concedes). These patterns are not pointing towards a specific kind of processing prob-
lem in humans. Regrettably, Christiansen did also not attempt to analyze the internal
representations of the SRNs to explain differential behavior across recursive types and
the nature of failure in each particular task.

Most of these issues have subsequently been addressed in Christiansen and Chater
(1999b). In this study, SRNs were exposed to artificial grammars which generated a va-
riety of structures by means of recursive rules such as, among others, right-branching
subject relative clauses, center-embedded object relative clauses and relative clauses
with cross-serial dependencies. The grammars used in these experiments were not
as complex as the phrase structure grammar of Figure 2.12 since the aim was to con-
duct benchmark tests for recursive types in a simplified and pure form, without the
potential influence of other constructions in the language on learning and generaliz-
ing recursive structure. In two of the simulations, an SRN was trained on a language
which permitted right-branching recursion and either center-embedding or cross-seri-
al dependencies. The input set contained 5000 items of which 30% were single-clause
sentences. The complex sentences were split between the two recursive types with
various levels of embedding (55% of the total training set with one embedding, 14%
with two embeddings and 1% with three embeddings). Each network was tested on
500 novel sentences from the same grammars. The right-branching structures were
present in all languages and served as a baseline against which SRN performance on
other types of recursion was evaluated. What Christiansen and Chater (1999b) found
was that the SRN tested better on cross-serial dependencies than on center-embeddings
and these results did not depend on the size of the SRN’s hidden layer (between 2 and
100 units were tested). Moreover, the difference in performance did not depend on the
amount of training on sentences with deep embeddings. These results indicate that dif-
ferential behavior did not derive from arbitrary memory limitations in the network but
reflected a genuine, intrinsic processing bias of the model. Secondly, they found that
generally the SRN performance degraded with the depth of embedding. For 1–4 embed-
dings the model performed better on center-embeddings and cross-serial dependencies
than on right-branching, for 2–4 embeddings it performed better on cross-serial than on
center-embedded sentences. In other words, with increased depth the prediction error
increased more strongly on center-embedded sentences than on cross-serial dependen-
cies. In contrast, the prediction error for right-branching recursion only increased mildly
with depth in the center-embedded grammar and even decreased slightly in the cross-
serial dependency grammar. These results provide a good fit with human processing
data for multiple embeddings in similar construction (see the discussion in Christian-
sen and Chater (1999b) for more details). To summarize, Christiansen and Chater have
shown that there is a “close qualitative similarity between the breakdown patterns in
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human and SRN processing when faced with complex recursive structures” (p. 201).
Thus, they have given a learning-based, connectionist account of recursion in linguistic
performance which does not require imposing ad hoc limitations on human grammatical
competence with unbounded recursive capacities.

The SRN simulations of Christiansen and Chater (1999b) were conducted by sepa-
rating different types of recursive structures into several grammars. The network was
exposed to each grammar in turn and performance was compared within and across
the individual experiments. Although this methodology might be adequate to uncover
processing biases inherent to the SRN architecture, it can be criticized when applied
to explaining human behavior. A human learner of Dutch, for instance, is exposed to
right-branching, center-embedded and cross-serial dependencies during acquisition and
must learn all structures concurrently. It would therefore perhaps be more adequate to
test the SRN on a grammar which generates all three of these structures. There is reason
to suspect, however, that the SRN might not display the RB < CS < CE performance
ordering reported in Christiansen and Chater (1999b) when exposed to sentences from
such a grammar.29 This is because the SRN is sensitive to substructure frequencies in
its input and the RB + CS + CE grammar might give rise to substructure frequencies
which facilitate or encumber the learning of each recursive structure in a different way
than the RB + CS or RB + CE grammars in isolation. To test this idea, I performed a
simple bigram analysis for three string languages which roughly corresponded to the
grammars used in Christiansen and Chater (1999b). In each language, lowercase let-
ters a, b, c denote nouns and uppercase letters A,B,C denote verbs. Nouns and verbs
formed strict pairs aA, bB and cC in order to express distinct dependencies in strings.
Thus, the RB-language consisted of strings such as aAbBcC , cCaAbB, and so forth,
indicating that surface dependencies were adjacent in each clause. The CE-language
consisted of all strings of the form abcCBAwhere dependencies were mirrored, and the
CS-language consisted of all strings abcABC , so that dependencies were cross-serial.
These languages permitted two and only two levels of embedding. Bigram probabili-
ties were then computed for the strings of the RB + CS and the RB + CE language (12
strings in each language). It was found that the bigram model predicted the order RB
< CS for the former and RB < CE for the latter language. Comparing string proba-
bilities across languages showed that CE < CS and RB(CE) < RB(CS), i.e., RB-strings
had a lower predictive probability in the CE-language than in the CS-language. No-
tice that these four orderings are precisely what Christiansen and Chater (1999b) found
for sentences with two embeddings from their languages using a bigram model (p. 181).
When probabilities were computed for strings of the RB + CS + CE language, how-
ever, the order CE < RB < CS was obtained. Strings from the CE-language had the
highest probability in the bigram model because substructures such as ab or BC could
occur in both CE-strings and CS-strings but not in RB-strings. This substructure over-

29I will use the abbreviations RB = right-branching, CS = cross-serial dependencies, and CE = center-
embedding in the remainder of this discussion. RB < CS < CE means that RB-structures are easier than
CS-structures, which are easier than CE-structures.
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lap pushed the string probabilities of CE-strings above those of RB-strings which means
they were easier to predict based on exposure to all strings from the RB + CS + CE
language. This highly simplified model shows that two ‘input’ grammars in isolation
can predict behavior which is partially consistent with human data (RB < CS and RB
< CE) but jointly they predict behavior which mismatches human data (CE < RB). As
Christiansen and Chater (1999b) demonstrate, the bigram (and the trigram) model is not
an accurate predictor of SRN behavior in a number of respects (e.g., the latter displays
CS < CE whereas the former does not). Nonetheless, it is conceivable that substructure
frequencies in a RB + CS + CE language might also affect the differential behavior of
the SRN on recursion types in undesirable ways and partially reverse the performance
order. To put it differently, the SRN might have an intrinsic processing preference for
one type of dependency over another (as Christiansen and Chater (1999b) argue) but
this bias might be erased by different distributional regularities in the input. In fact, it
will be argued in Chapter 8.4 that the Dual-path model (see Chapter 3) can account for
a human acquisition and processing hierarchy of different relative clause constructions
based on the types of structures in the input, and the Dual-path model includes an SRN
as a sequencing submodel. The hierarchy arises solely due to patterns of similarity and
interference between structures in the language to which the model is exposed. To be
a viable model of recursion in human linguistic performance, the SRN of Christiansen
and Chater (1999b) in my view would have to be trained on a language containing all
three types of recursion (RB, CS, and CE) to see if the RB < CS < CE processing order
persists.

2.5 Summary

I started this chapter by surveying formal results from the study of neural networks as
mathematical objects. The results suggested that there is no reason to reject these mod-
els on grounds of their computational inadequacy for natural language processing. The
widely used class of simple-recurrent networks, for instance, was proven to be com-
putationally equivalent to the class of finite-state machines when implemented with
fixed precision arithmetic (Kremer, 1995). When this assumption is dropped, first-order,
heterogeneous recurrent networks with rational weights are Turing-equivalent (Siegel-
mann and Sontag, 1991). Thus, neural networks generally are a very powerful class of
computational devices.

The representational capacities of neural networks, however, must be distinguished
from their learning capacities. Whether a given network topology, a set of input/out-
put patterns and a training procedure are sufficient to make this network learn the
appropriate mappings is certainly amenable to mathematical analysis, but in practice it
is mostly treated as an empirical question.30 I reviewed some of the simulations which

30In language processing, the function a network is supposed to learn is often not explicitly specified
by the experimenter, but only implicitly through the mechanism which generates a set of input/output
patterns on which the model is trained.
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address this question in the domain of string language learning, using the simple-recur-
rent network. It was found that this model could induce recognizers for languages of
varying automata-theoretic complexity. When exposed to samples from a simple regular
grammar, the SRN could perfectly emulate a deterministic finite automaton. Due to the
temporally extended recurrence in SRN, there is no a priori reason why these systems
should not be able to also track dependencies over a distance. It was shown that SRN
can learn long-distance dependencies (under certain conditions) and that the reliability
of this process degrades with distance (Cleeremans et al., 1989, Servan-Schreiber et al.,
1991). Recently, Onnis (2003) demonstrated that the ability of SRN to predict agreement
dependencies is modulated by the variability of the material which intervenes, and this
was in line with human data. For non-regular languages, the SRN appeared to be limited
to embeddings of small depth and generalization was unstable (Wiles and Elman, 1995,
Steijvers and Grünwald, 1996, Rodriguez, 2001). Both limitations may result from the
deficiencies of backpropagation learning rather than the SRN architecture itself (Bengio
et al., 1994).

I then discussed a number of connectionist models which have been proposed in
the literature specifically to deal with aspects of recursive syntax found in natural lan-
guage. The RAAM model was able to develop compressed, distributed representations
of phrase structure trees of complex sentences (Pollack, 1990). These representations
encoded constituency in a holistic fashion and could be used in structure sensitive pro-
cessing. The SPEC model which was built from a RAAM memory, an SRN parser, and a
feed-forward sequencing network performed thematic-role assignment in the compre-
hension of multi-clause utterances (Miikkulainen, 1996). Several pioneering SRN stud-
ies demonstrated that connectionist systems are suitable models of learning artificial
languages which contained more lexical and structural diversity than string languages
(Elman, 1990, 1991, 1993). Christiansen, finally, pushed the limits of the SRN and showed
that this model might be able to explain the differential processing of recursive types in
humans (Christiansen, 1994; Christiansen and Chater, 1999b).


