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Chapter 6

Generalization

In Chapter 4, the model generalized to a combinatorially complete language

with one embedding. In this chapter, I investigate the model’s generalization

capacities in more detail. I show that the model transfers lexical knowledge

from one clause to another, that it generalizes verb argument structure across

embeddings, that it behaves strongly systematic, and that it is recursively pro-

ductive on a clausal level. I will also argue that the model’s behavior on these

tasks resembles human sentence processing and explain why this is the case.

6.1 Introduction

With increased structural complexity in a language, the number of grammatical con-

structions grows exponentially. By means of relativization, for instance, the simple-

clause transitive construction alone can be combined into four distinct relative clause

constructions (center-embedded and right-branching, both subject- and object-relativ-

ized). For a data-driven learning system this implies that the proportion of grammatical

forms to which it is exposed decreases with more structural complexity. As a conse-

quence, the demands on the learner’s generalization mechanisms increase if the gram-

mar of the target language is to be learned to satisfaction from sparse input. In this

chapter I will argue that strong generalization can be obtained in the Dual-path model

because novel structures can be built from semantic similarities shared with experienced

structures.

6.2 Knowledge transfer

In the artificial language I have been studying so far, multi-clause utterances were com-

posed of single-clause constructions basic to human experience. In order for the Dual-

path model to be able to generalize syntactic knowledge to novel complex constructions

it is a prerequisite that knowledge transfers from one clause to another. The experiment

I describe in this section is designed to test the transparency of the model’s syntactic
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162 Chapter 6. Generalization

representations. There are two hypotheses to be evaluated here. First, the model might

develop clause-specific representations, depending on whether a basic construction oc-

curs in a simple sentence, in the main clause, or in an embedded clause of a complex

sentence. If syntactic representations are separable in this way, syntactic knowledge will

not transfer between clauses and it is unlikely that the model generalizes substantially

beyond linguistic experience. Alternatively, the model might develop shared represen-

tations for basic constructions, irrespective of the locus of occurrence in the training

sentences. In this case, we have reason to expect that the model might be capable of

structural generalization, although it would be a further open question whether it can

access and utilize these representations in processing novel constructions. I tested these

hypotheses for verb-argument structure information in transitive frames in a simple

experiment. I used the language described in Chapter 4 which generated utterances

with at most one relative clause and the model received topic-focus message input in

training. In contrast to Chapter 4, however, I fixed the order of events in the event

semantics-layer so that semantic features of embedded clauses would not be trained in

simple-clause processing. This was to exclude possible transfer resulting from feature

overlap in the message input. The model was trained on 5.000 simple-clause sentences

interleaved with 5.000 relative-clause sentences. The verb ��� occurred only in simple-

clause active and passive transitive sentences, and in no complex utterance. In addition,

regardless of tense or aspect marking, the verb stem ��� was always immediately fol-

lowed by the nonce word ���, as in the sentence:

(1) ��� ��	 
�� ��� ��� ��	� ��� �� �

The model develops representations of abstract syntactic frames in the sequencing sys-

tem and the experiment aimed at testing the transparency of these representations. The

nonce word ��� was not represented in the message-lexical system, so that the model

could not rely on semantic information to produce it. In this way, it had to learn to se-

quence ��� in the ��� verb phrase (but not in other verb phrases) without drawing on

semantic cues. The model was then periodically tested on 200 multi-clause utterances

which contained a transitive relative clause with ��� as the subordinate verb, e.g.,

(2) ��� 	���� ���� � ������� 
�� ���	� ��� ���� �� 
��� �� �

In the test utterances the word ��� did not occur after the verb stem ���. The pro-

duction accuracy for these utterances was compared with a control condition in which

��� did not appear in any training sentence. The idea behind this design was that the

model would learn in its sequencing system that the word ��� was an integral part of

transitive frames whenever the main verb was ���. If there was syntactic transfer from

simple clauses to embeddings in complex utterances we should observe disruption in

the processing of test utterances (which did not contain ���). If, on the other hand, the

model learned distinct representations for simple and embedded transitive constructions

we should observe no difference in production accuracy between both input conditions.

Results from this experiment are shown in Figure 6.1. The graph reveals two inter-
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Figure 6.1: Transfer of verb argument structure between clauses as witnessed by the

disruption of production in nonce word training.

esting properties of the Dual-path model. In the control condition (‘normal training’),

all test utterances are produced correctly at the end of training despite the fact that the

model never experienced the verb ��� in an embedded clause during learning. This

behavior will be explained in Section 6.5 on lexical generalization. Secondly, in the

‘nonce word training’ condition, the model had considerable difficulty producing the

test utterances and did not reach above 20% accuracy. The nonce word ��� in single-

clause transitive frames is severely disrupting the model’s embedded clause production

when ��� is the subordinate verb. This indicates that the model developed syntactic

representations for basic constructions which are not specific to the occurrence of these

constructions in different clausal positions within hierarchically distinct sentences. The

model’s representations are transparent in that knowledge can transfer between clauses.

We can therefore expect that learning simple clause structures supports the processing

of more complex structures. Hence the Dual-path model satisfies an important precon-

dition for all kinds of syntactic generalization that I will investigate later in this chapter.

6.3 Extension of language and semantics

For the following series of generalization experiments it was required to extend the

artificial language to deeper embeddings. I will briefly describe such a language and

the modifications of the message input in this section. As in Chapter 4, the artificial

language consisted of basic constructions from which more complex constructions were

assembled through relativization. These constructions are listed with examples in Table

6.1. By attaching relative clauses to noun phrases in any permissible way (i.e., respecting
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Structure Example

Intransitive ��� ��� ��� ����	 
�� �

Transitive ��� ����� ���� 
�� ��� ������� �

Transitive passive ��� ������� �� ���� 
�� �� ��� ����� �

Prepositional dative � ��� ����� 
� ��� ����� �� ��� ��� �

Oblique ��� ����� �� 	��� 
�� ���� � �� �

Table 6.1: Basic construction types in the language from which more complex sentences

were built.

animacy constraints), a combinatorially complete language with one subordinate clause

was formed. Three examples of such sentences are given in Table 6.2. Relative clause

Example Main clause Subordinate clause

(3) ��� ������ ���� �� ���� 
�� ��� ���� 
�� ��� ������ �� ��� ��� �

Dative Intransitive

(4) � ��� ���� 
�� ��� ��� ���� ��� 	��� 
	�� �� � �� �

Transitive Passive

(5) ��� ��� ���� � ������ ����� 
�� � ���� �� �� ���	 
�� ���� � ��� �

Table 6.2: Sentences with one relative clause from the artificial language.

constructions could be center-embedded (examples (3) & (5)) or right-branching (exam-

ple (4)) and could have subjects relativized (examples (3) & (4)) or objects (example (5)).

Noun phrases in these structures could then be further relativized inside the relative

clause to form sentences with two embeddings. Again the complete language with two

such embeddings was admissible. Sentences with two embeddings could then be rela-

tivized once more to form all possible sentences with triple embeddings from the basic

constructions of Table 6.1. These sentences with multiple, nested embeddings rapidly

become very difficult to process for humans, in particular if noun-verb dependencies

are not semantically constrained. Table 6.3 depicts two examples of such sentences, one

with double and one with triple embeddings. More levels of embedding give rise to a

Examples of double and triple embedded sentences.

(6) � �� ��� 	��� 
�� � ������ ���� � ����� ���� ��� ������� �� ����


�� � ���� �� ��� ���� ���� 
	�� �� �

(7) � ������ ���� ��� ����� ���� � ��� ���� �� ���� ��� 
	�� �� � ��

	������ 
�� ��� ����� �� ���� 
�� �� ���� ����� 
	�� �� � ����� �

Table 6.3: Sample sentences with multiple nested relative clauses from the artificial

language.
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combinatorial explosion of construction types and an exponential increase of sentence

tokens in the language. The total number of construction types in this language was

6571. With a small lexicon of only 48 words, particles and inflectional morphemes, it

was possible to create roughly 2.49× 1018 different sentence tokens from this grammar.

Accommodating the model’s message representation to this more complex language

was straightforward. As in the case of simple-clause utterances, concepts were dynam-

ically bound to thematic roles in the what-where-system. The thematic structure of

each clause was represented by event features in the event semantics-layer just as in

the single-clause case. Different clauses were then linked in the event semantics by topic

and focus features as described in the discussion of the topic-focus message in Section

4.3.7 of Chapter 4. Multi-clause utterances, however, required multiple topics and foci

to be represented in the message. For instance, sentence (6) in Table 6.3 required two

topic features, one for ������ in the main clause, and one for ����	 in the first rela-

tive clause. Likewise, the meaning representation of (6) required two focus features in

order to inform the model about the intended gap sites. As before, all event participants

gapped in the target sentence were present in the message-lexical system in the form of

a synaptic binding between corresponding thematic role and concept, and represented

by an active feature in the event semantics. Thus, the message for utterances with three

or more clauses was a direct extension of the message for utterances with one relative

clause.

6.4 Structural generalization

It is beyond controversy that natural language syntax is combinatorial in the minimal

sense that simple-clause constructions can be combined into multi-clause utterances. A

construction such as sentence (6) of Table 6.3 is grammatical by virtue of the grammati-

cality of its component clauses and the grammaticality of the relativization construction.

In this sentence a relative clause modifies the direct object of an active transitive clause.

This relative clause is a passive transitive construction in which the subject is modified

by another object-relativized prepositional dative clause. Although it is quite unlikely

that the reader has ever encountered the syntactic structure of sentence (6), it is possible

to process this sentence with little effort. Thus, humans have the ability to combine

single-clause structures they already master into novel multi-clause constructions by

means of relativization. In this way, a larger repertoire of complex constructions can

be assembled from simpler units through a single procedure in production and compre-

hension.1 This procedure provides a form of structural generalization because it allows

the human language system to process combinations of simpler units that have not been

encountered in the ambient language. It is an important question whether this capacity

can be learned through linguistic experience or whether it should be assumed to be part

of our biological endowment for language. Moreover, if it can be learned, it remains to

1Whether relativization extends indefinitely is of course an issue of much controversy, see Section 6.7

below.
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be determined whether learning is accomplished by language-specific or domain-gener-

al mechanisms.

The extended language and message from the previous section enabled me to in-

vestigate these questions in the framework of the Dual-path model. In Chapter 4 the

model learned a combinatorially complete language with one embedding. In these ex-

periments, input was sparse since the model encountered only a minute fraction of all

possible sentence tokens that the artificial grammar generated. The model developed ab-

stract construction frames and the dynamic bindings in the what-where system helped

it to correctly produce the entire target language in testing. The input was saturated,

however, in the sense that the model encountered sentence tokens of most of the con-

struction types in the language. In this section I describe an experiment in which the

model was not exposed to all construction types of the target language, in particular

not all constructions with three embeddings. The model was then tested on sentence

tokens representing novel constructions, and on sentence tokens instantiating construc-

tions that were encountered during learning. If the model is fully capable of structural

generalization we should observe similar production accuracy on both test sets and this

accuracy should be high. If the model is not capable of structural generalization we

should observe low production accuracy on novel constructions. If the model is capable

of some structural generalization we should observe moderate production accuracy on

novel constructions. The difference between the accuracy for novel and trained con-

structions then provides a measure of the degree of structural generalization.

I trained the Dual-path model on 10.000 sentence tokens from the language de-

scribed above. 40% of these tokens were simple sentences generated from the 5 basic

construction types of Table 6.1. 30% of the sentences in training contained one relative

clause, 20% contained two nested relative clauses, and 10% of the training items con-

tained three nested relative clauses. All utterances were randomly selected. Figure 6.2

summarizes the distribution and shows the number of different construction types in

the language by the number of embeddings. This distribution does not match realistic

input to a human learner where sentences with two or even three embeddings hardly

ever occur. Rather, the experiment was intended as a proof of concept that neural net-

works can develop syntactic representations for a structurally complex language and

generalize this knowledge to novel constructions not attested in the input.

The first question of interest was whether the Dual-path model could at all learn

the complex language to a satisfactory degree based on this distribution. Three factors

could be expected to prevent this. The enormous expressivity of the input language may

obstruct learning abstract syntactic frames altogether because more distinct sentence to-

kens entail less regularity in the language and hence weakened transitional probabilities

between word categories. Secondly, more clause disruption through relativization, may

impede learning to sequence thematic roles in the appropriate order in the message-lex-

ical system. And third, more clauses entail that the model has to attend to vastly more

event features in its message input. This may exhaust the model’s capacity to detect

activation differences between features, and to sequence clauses in the correct order.

Surprisingly, these potentially detrimental factors did not prevent the model from
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Figure 6.2: Training environment in the structural generalization task.

learning the target language to a high degree of accuracy. Not surprisingly, however,

the amount of training required was considerably larger than in previous simulations.

The model’s learning curve for the language with three embeddings is shown in Figure

6.3 by number of embeddings. Simple clause structures were learned first, followed by

sentences with one relative clause. Next are sentences with two relative clauses and

sentences with three relative clauses developed slowest.2 The language fragment con-

sisting of sentences with zero, one or two nested embeddings was learned to perfection

(>95%). Sentences with three nested embeddings were learned with roughly 65% ac-

curacy.3 This is no drawback because such sentences are very difficult to process for

humans as well, who experience processing limits at two embeddings already (Miller

and Isard, 1964).

To determine the amount of structural generalization that may have occurred at

epoch 200.000, it is necessary to analyze the composition of the set of tested utterances

in relation to the training set. The test set contained 200 utterances with three nested

embeddings. On average, 197 of these items were instantiations of different construc-

tion types.4 82.6% of these unique constructions were novel constructions, i.e., the model

had not seen sentence tokens representing these construction types in training. Thus,

the model did not encounter the majority of tested construction types during learning.

In conjunction with the overall accuracy of 65%, this indicates that a substantial amount

of structural generalization has occurred. Table 6.4 depicts the model’s performance for

2Again, all results were averaged over ten model subjects which received different randomized train-

ing set.
3As before, accuracy was measured in terms of a perfect word-to-word match between target utter-

ance and actual model output.
4Two constructions were classified as different when they had a different clausal profile and/or a

different relativization profile; differences in tense/aspect were ignored.
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Figure 6.3: Dual-path model performance by number of embeddings.

sentence tokens, and for novel and trained construction types. A repeated-measures

Tested structure Number Accuracy

Total sentences with three embeddings 200 65.11%

Total unique constructions 197 65.19%

Unique constructions in training set 35 68.46%

Unique constructions not in training set 162 65.06%

Table 6.4: Performance on the test items in detail; figures averaged over model subjects.

ANOVA was conducted which did not detect a difference in mean accuracy (F(3,36) =
0.47, p = 0.70) on these different sets of sentences. In particular, there was no sta-

tistically significant difference in whether the model had experienced a construction

in training or not (rows 3 and 4, F(1,18) = 0.88, p = 0.36). Consequently, the model

performed as well on novel constructions with three embeddings as on trained such

constructions. Because the level of accuracy was high, these results suggest that the

model is capable of productively combining basic structures into novel multi-clause

constructions. A concrete example of a construction that the model had not experienced

in learning but produced correctly is instantiated by the sentence:

(8) � ����� ���� � ��� ���� ��� 	
�� ���� 
 	
�� �
�	 � ���� �� � ��	

���� � �
�� �
� � 
 ����� ���� �� ��� ������ �

The combination of a transitive passive main clause with subject-relativized prepo-

sitional dative, oblique and intransitive embeddings was novel to the model, but it
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managed to correctly produce this combination of clauses based on its experience of

simpler structures in different relative clause constructions. This accomplishment is

quite remarkable given that sentence (8), which contains three center-embedded rela-

tive clauses, is particularly difficult to process for humans.

In previous experiments, the Dual-path model received sparse input in terms of

sentence tokens, but it was exposed to most construction types in the target language

and generalized syntactic knowledge to virtually all sentence tokens of these types. In

the condition described above, the model received sparse input in terms of admissible

construction types. I argued that the model is capable of generalizing familiar simple

clause units to novel combinations in construction types not experienced during learn-

ing. Such structural generalization is possible because the model learns to correctly

produce single-clause constructions and it abstracts a relativization principle based on

simpler relative clause structures. This syntactic knowledge is then used to correctly

produce novel relative clause constructions such as (8), which were not attested in the

linguistic environment. The model achieved this feat by a data-driven, domain-general

procedure. Hence, this result suggests that the ability for structural productivity in hu-

mans might be learnable from positive input, and that no language-specific biological

mechanism need to be posited to explain this aspect of human linguistic behavior.

6.5 Lexical generalization

If there is one sense in which natural language is potentially infinite then in terms of

its lexical openness. Novel words and expressions can be introduced into a language to

coin idioms, or to denote novel entities, actions or events, and this happens every day.

Humans have the ability to rapidly incorporate these words into their active knowledge

of language. Once I have informed you, for instance, that a klikusch is a small, furry

herbivore living in the woods you are able to understand a whole range of facts about

this creature. In language acquisition, children learn the meaning of words in specific

contexts and are subsequently able to use these words in novel contexts. Children may

learn, e.g., that cats sleep most of the time, that cats play in the garden, and that cats

sometimes chase dogs. Grasping the concept of a cat enables children to also understand

that cats can be played with and that dogs sometimes chase cats. Familiar concepts can

be comprehended in novel semantic contexts and familiar words can be used in novel

syntactic contexts. This coherence of human thought and language has been labelled

systematicity. Systematicity has been identified as a prime explanandum for models of

language processing in general, and as a fundamental problem for connectionist models

in particular (Fodor and Pylyshyn, 1988). Claims about systematicity are often phrased

in terms of vague conditionals which are difficult to translate into meaningful empirical

experiments. When framed in terms of learning, however, systematicity can be expli-

cated more precisely as a form of lexical generalization (Hadley, 1994, 2004). According

to Hadley a language processor displays

(i) weak systematicity if after learning it can process novel combinations of familiar
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words in familiar syntactic positions,

(ii) strong systematicity if (i) and it can process novel simple and embedded sentences

containing familiar words in novel syntactic positions,

(iii) strong semantic systematicity if (ii) and words tested for property (ii) occupy

novel thematic roles.5

In this section I adopt Hadley’s explication and show that the Dual-path model displays

these types of systematicity to a high degree. Based on the results from the previous

section, I argue that the model satisfies an even stronger condition than (iii), namely

super-strong semantic systematicity.

Weak systematicity was already demonstrated in Chapter 4, where the model was

exposed to a small fraction of sentence tokens with at most one embedding admissible

in the language. After learning, the model generalized to the complete language when

tested on novel sentences composed of familiar constituents. Since strong systemati-

city is implied by strong semantic systematicity, I only tested the latter property in the

model. To do this, the model was trained on the same distribution as in the previous sec-

tion on structural generalization. In the training set, however, the word ��� could occur

only in the subject position and Agent role of simple-clause active transitive sentences

such as ��� ��� ����� ��� ��� �	
� The model was then tested on six different sets

of 100 sentences each. The first test set contained sentences randomly drawn from the

language which had one relative clause. This clause was a prepositional dative in which

the indirect object or recipient slot could be occupied by any lexical item denoting an

animate entity, except the word ���. The second test set contained sentences which

had two relative clauses. In these sentences, the deepest embedding was a prepositional

dative with the same lexical constraints as in the first test set. The third test set con-

tained sentences which had three relative clauses, and likewise had such a prepositional

dative as its deepest embedding. The remaining three test sets contained exactly the

same sentences as the first three test sets, with the exception that the recipient of the

dative action in the deepest embedding was always filled with the word ���. Thus,

the model experienced the word ��� in learning only in a one specific syntactic and

semantic role in one specific type of single-clause utterance. The question was whether

it could generalize to correctly using this word in a novel syntactic and semantic role in

relative clauses of varying depth. Schematically, the experimental set-up is depicted in

Figure 6.4. If the model can accomplish this lexical generalization, this would indicate

that it behaves systematically in the sense of definition (iii). By having two matched

test sets for each level of embedding, with only one critical lexical difference, we can

measure the model’s degree of systematicity as a function of sentence complexity. The

results of testing strong semantic systematicity are shown in Figure 6.5 (page 172). As

5Hadley’s formulation of strong semantic systematicity demands the assignment of “appropriate

meanings to all words occurring in novel test sentences which (would or could) demonstrate the strong

systematicity of the [processor]” (Hadley, 2004, p. 149). My rendition (iii) is stronger in that semantic

content assigned to words is required to extend beyond linguistic experience too.
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�����������	��
	��������

�����������������������������������������������������������������������������������	�	�����
���
��������������������������������������������������������������������������������
	
����������������������������������������������
���������������������

���� ������ ���������

��������������� �����

��������

�������

�������������� 

Figure 6.4: The constituent ��� is trained in the Agent role of non-embedded sentences

only and the model is tested on sentences with ��� in the Recipient role of prepositional

dative embeddings.

in the previous experiment, the model’s production accuracy degraded with the number

of embeddings in the test items. Sentences with one embedding were learned to perfec-

tion, sentences with two embeddings to >90%, and sentences with three embeddings

to >65%. Pairs of trajectories represent the model’s performance on two matched test

sets. One trajectory in each pair shows the accuracy on sentences with the word ���

in the recipient slot of the deepest dative embedding, the other shows the accuracy on

the same sentences but with different words in this slot. It can be observed that for

each level of embedding the model’s behavior is very similar for both sets of test items,

with small differences of less than 10% at epoch 200.000. The model’s performance

on the three sets of ‘no cat recipient’ utterances can be interpreted as baseline behav-

ior for structures in which all lexical constituents have been observed in training in all

syntactic and semantic roles. The difference in performance between the three sets of

‘cat recipient’ utterances and baseline indicates the degree of generalization of familiar

lexical items to novel syntactic and semantic roles. Since these trajectories did not differ

substantially the model displayed a high degree of strong semantic systematicity.6

The Dual-path model generalized familiar constituents (���) from experience in

simple clause structures to novel syntactic positions (indirect object) and novel the-

matic roles (recipient) in novel sentences at novel levels of embedding. Moreover, as

in the previous experiment on structural generalization, a substantial proportion of the

tested sentences were instantiations of constructions that the model did not experience

in training (82.5% of the tested utterances). Hence, the model also performed lexical

generalization inside structural generalization. I call this property

6A minor caveat should be mentioned here. Hadley demands that for strong systematicity “a sig-

nificant fraction of the vocabulary of the training corpus must be presented in these novel positions”

(Hadley, 2004, p. 149), whereas I only tested one lexical item. There is, however, no reason to assume

that the model could not accommodate more novelty.
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Figure 6.5: Strong semantic systematicity in the Dual-path model.

(iv) super-strong semantic systematicity if (iii) and words tested for property (iii) oc-

cur in novel constructions.

The Dual-path model can accomplish lexical generalization in the sense of (iv) for

two reasons in conjunction. First, the model acquires syntactic knowledge in the form

of argument structure constructions such as Transitive action or Dative transfer.

These abstract frames determine the properties of verb arguments in each position, e.g.,

a dative recipient is always an animate noun. If a concept is understood by the model

in that the mapping between concept and its word form is learned from examples, and

if that concept has the right properties, it can enter into an argument slot of such a

syntactic frame. And secondly, argument slots are controlled by the dynamic bindings

in the what-where-system of the model. These bindings turn the thematic role nodes

in the where-layer into semantic variables that can be instantiated by concepts not en-

countered in training. In the systematicity task, the model learned the dative frame from

sample sentences not involving the word ���. Thus, it correctly activated the Recipient

role in the where-layer after producing the preposition ��. In the test utterances, this

role was bound to the concept cat in the model’s message input and activation spread

along this binding. Because the model has learned the mapping from this concept to the

word ��� from simple-clause sentences in which ��� occurred in subject position, it

could activate ��� in a novel semantic role, within a dative embedding of a novel con-

struction. Hence, the combination of learned syntactic frames and dynamic bindings in

the message allowed the model to go behave strongly systematic.

Although these bindings enabled lexical generalization, they did not guarantee sys-

tematicity. This is because the model also formed statistical expectations about the co-
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occurrence of words in the training corpus. In learning, the model records, for instance,

that the preposition �� is always followed by some nouns but not others (including

���). And it records that the noun ��� is always followed by a transitive verb and

never occurs in a dative frame. These expectations about transitional probabilities are

formed in the model’s sequencing system and this system competes for activation of

lexical items with the message-lexical system at the output layer. Whether the model

behaves systematically therefore depends on whether the information propagated via

the dynamic bindings in the message-lexical system is sufficient to overwrite the sta-

tistical expectations of the sequencing system and win the competition for word acti-

vation (Figure 6.6). That the sequencing system occasionally wins this competition can

�����������	�
�������

���������
��	��

���	���������������

������������������������

��	 �	

!�����
"�������	�

#�����������

��������
�������

�����	�����"��

Figure 6.6: Dynamic bindings enforce systematicity and both pathways compete for

word slots.

be demonstrated by detailing the model’s error profile in the lexical generalization task.

I examined the model’s production errors in the first 100 incorrect test sentences with

three embeddings which had the word ��� in the recipient slot of a prepositional dative

in the deepest relative clause. Minor lexical errors, e.g., wrong articles, and errors in

tense or aspect were ignored. The error profile is summarized in Table 6.5.7 37% of all

Before cat At cat recipient Phrase immediately Later in the Total

recipient after cat recpient sentence

37 21 33 9 100

Table 6.5: Error profile for ‘��� recipient’ test items with three embeddings.

errors occurred in the initial segment before the ��� position. 21% of all errors, how-

ever, occurred at the ��� position where the model produced a different noun instead

(e.g., ���, ���, etc.). This substitution error can be attributed to the expectations of the

sequencing system about the class of lexical items which can occupy the recipient role

of a dative frame. Furthermore, 33% of all errors occurred in the phrase immediately

following the ��� position, after ��� was produced correctly. The output ��� has been

7Several utterances contained multiple errors as the model sometimes starts to produce gibberish

once it made a severe grammatical mistake, such as incorrect attachment. I recorded the position of the

sequentially first error in each sentence.
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fed back to the input when this phrase is produced and triggers the model’s statistical

knowledge that ��� should be succeeded by a transitive verb. Since the constituent

��� completes the dative embedding, the following phrase always belongs to the clause

in which the dative is embedded. Hence, these errors indicate that the model’s lexical

expectations (based on ��� feedback) conflict with the syntactic structure of the com-

plex utterance and this creates difficulty in resuming the superordinate clause. In sum,

the majority of errors the model committed occur at or right after the dative recipient.

This suggests that systematicity in the model is not a self-evident consequence of the

functionality of the what-where-system, but a falsifiable empirical observation.

In the theoretical literature on systematicity, it is often argued that systematicity

ought to be analytically derivable from the architecture of the processor and/or the na-

ture of its syntactic representations (Fodor and Pylyshyn, 1988). Sometimes systemati-

city is even required to follow by nomological necessity (Fodor and McLaughlin, 1990).

Neural networks usually do not satisfy these requirements due to their unstructured,

distributed representations. Consequently, even if these systems were demonstrated to

behave strongly systematic, they would not easily satisfy many critics of connection-

ism. In my view, it is difficult to justify that an empirical question about the nature

of human syntactic representations should be turned into a philosophical dogma which

excludes neural network architecture by fiat. The Dual-path model offers an interesting

alternative in this debate. Systematicity does not follow analytically from the model’s

architecture nor its syntactic representations. Dynamic bindings between thematic roles

and lexical meaning enable systematicity but whether this architectural feature is suffi-

cient to overwrite statistical expectations of the learner is an empirical question. In this

way, the Dual-path model approach might help to reconcile symbolic representations

with the gradational nature of human syntactic processing.

6.6 Right-branching versus center-embedding

It was demonstrated that the Dual-path model generalized beyond its linguistic input in

interesting ways. But how natural is this generalization behavior? This question is of

critical importance if a cognitive model of syntactic development is to be considered rel-

evant to psycholinguistic research. In light of the examples given in Section 6.3, it seems

likely that humans can process complex sentences composed of novel combinations of

familiar clause structures. Yet, this data is anecdotal at best. Human generalization ca-

pacities are difficult to determine experimentally because this would require recording

the history of linguistic experience in individuals. One way to circumvent this prob-

lem would be to measure human processing accuracy on different complex structures

and to estimate generalization capacities based on suitable corpus frequencies. To my

knowledge, such studies have not been reported in the literature for the kind of struc-

tural generalization under discussion. I will therefore evaluate how natural the model’s

processing behavior is in terms of its differential learning and generalization of distinct

relative clause constructions.
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One dimension of distinction between relative clause constructions is their syntactic

complexity. Right-branching constructions are considered less complex than center-

embedded constructions because they can be described by a regular grammar whereas

center-embedding requires a context-free grammar.8 The relative difficulty of these two

constructions in human sentence processing has been studied extensively in psycholin-

guistics. These studies unanimously found that center-embedded structures are harder

to process than right-branching structures over a number of different measures such as

accuracy in comprehension and recall or reaction times in grammaticality judgement

(Blaubergs and Braine, 1974; Blumenthal and Boakes, 1967; Caplan et al., 1994; Foss

and Cairns, 1970; Fodor and Garrett, 1967; Larkin and Burns, 1977; Marks, 1968; Miller

and Isard, 1964; Stromswold et al., 1996). Bach et al. (1986) found the same differential

behavior in German. Some studies also found that the degree of difficulty with cen-

ter-embedded structures increased with the number of embeddings (Marks, 1968; Miller,

1962; Miller and Isard, 1964) and that center-embedded structures are facilitated by se-

mantic constraints on noun-verb pairs in adults (Stolz, 1967) as well as children (Huang,

1983).

On the dominant view, this data can be explained by postulating performance con-

straints on human competence grammar in the form of working memory limitations

(Berwick and Weinberg, 1984; Gibson, 1998; King and Just, 1991). In center-embedded,

but not in right-branching structures, clauses are interrupted by intervening material.

While processing these embeddings, the head nouns of center-embedded relative clauses

must be held in working memory as unintegrated components of the matrix clause until

the matching verb is encountered. In right-branching structures, on the other hand, ev-

ery such noun-verb dependency is resolved before the processing of a new clause begins.

Thus center-embedded structures are taxing working memory more than right-branch-

ing structures and this might explain human differential processing. Furthermore, if

working memory degrades with the amount of intervening material this account might

explain why human processing difficulty correlates with depth of embedding.

In this section I first investigate whether the Dual-path model behavior qualitatively

matches human differential performance on these two types of structures. I will then as-

sess the validity of the working memory hypothesis in the model by analyzing its error

profile in sentence production. This simulation required extending the input language

used previously. So far this language only allowed singular nouns and verb forms and

the model did not have to maintain noun-verb agreement. Number agreement, how-

ever, creates long-distance dependencies when the language permits embeddings and

hence errors in agreement can tap into working memory failure. I implemented number

by adding a plural marker ��, a distinct simple present marker ��� and the plural aux-

iliaries ��� and ���� to the language. These markers were treated as separate lexical

8Strictly speaking, this is not true for string languages but it is true for natural language. For example,

a formal grammar can be constructed which allows center-embedding and long-distance dependencies

and generates the language {abnc |n ≥ 1} which is regular. If, however, the non-terminal S which self-

embeds is rewritten by at least two different terminals to the left and right of S, the language becomes

context-free, e.g., S → aSb, S → ab which generates {anbn |n ≥ 1}.
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items as exemplified by the sentence:

(9) ��� ��� �� ��	� 	 
������ ��� ��� ���� ���� ��� ��	� 
� 	 
�� �

The model was trained on a set of 10.000 randomly generated sentences from this lan-

guage which again was combinatorially complete for a maximum of three embeddings.

The distribution of embedding depth in the input followed Figure 6.2 (page 167). For

each level of embedding the amount of training on center-embedded and right-branch-

ing structures was balanced. Thus, the model experienced exactly the same number of

single, double and triple embedded such structures in learning. In testing, the model

was exposed to 100 right-branching and 100 center-embedded structures for each level

of embedding. Test structures classified as right-branching or center-embedded, had to

be genuinely right-branching or center-embedded. Sentences which had, e.g., a center-

embedding inside a right-branching relative clause were not permitted in testing as a

center-embedded structure. Such mixed structures, however, were allowed in training

but were not counted as either structure when balancing the amount of training on each

structure. Likewise, sentences in which a relative clause was attached to a dative object

were not counted as either structure in training or testing. Because the matrix clause

is disrupted by such relative clauses these structures are not genuinely right-branching

and because one noun-verb dependency is resolved before the relative clause they do

not qualify as center-embedded either. Table 6.6 (page 178) shows examples of the kind

of structures which were tested and excluded from testing.

In sentences with three embeddings, notice that the deepest relative clause in both

structures can be subject- or object-relativized but the first and second relative clause

must be subject-relativized in right-branching structures and object-relativized in cen-

ter-embedded structures. Evidence from many languages indicates that subject-relative

clauses are easier to process than object-relative clauses, for children and adults. This

processing difference at the clausal level might further exacerbate the processing of

center-embedded structures in humans. Differential performance on subject- and ob-

ject-relative clauses has also been explained in terms of working memory limitations

(Gibson, 1998; King and Just, 1991; Wanner and Maratsos, 1978), and I will look at this

contrast in more detail in Chapter 8.

When ten model subjects were trained and tested in the described way, the mean

performance data in Figure 6.7 (page 177) was obtained.9 This graph displays a num-

ber of interesting properties. First, the model’s performance degrades with the depth of

embedding. Sentences with one relative clause and sentences with two right-branching

relative clauses were learned almost to perfection. Doubly center-embedded structures

reached around 80%, triple right-branching structures around 65% and triple center-em-

bedded structures around 35% sentence accuracy. Broadly speaking, this degradation is

9In this condition more training was required for the model to reach a level of accuracy comparable

to previous experiments because the target language was more complex. It was also required to add

Gaussian noise to the connection weights which feed into the hidden-layer to elicit better generalization

behavior. See Appendix A for details on this issue.
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Figure 6.7: Comparison of sentence accuracy for right-branching and center-embedded

structures by depth of embedding.

in line with human sentence processing. It falls out of the architecture of (and input to)

the model and no external performance limitations need to be stipulated to obtain this

behavior. The more complex a structure is the harder it is for the model to extract reg-

ularities from the surface form. Since complex structures were sparse in the input and

the model learned all structures over one set of connection weights it was more diffi-

cult for the model to memorize syntactic knowledge of more complex structures. These

factors—hampered extraction and memorization—explain why performance degrades

with depth. Secondly, the developmental trajectories reveal a substantial difference in

learnability between right-branching and center-embedded structures. For each level of

embedding, right-branching structures were learned faster and to a higher degree of ac-

curacy at the end state. In addition, performance on center-embedded structures rapidly

degraded with depth. Qualitatively this behavior matches human performance attested

in the psycholinguistic studies quoted above. And third, center-embedded structures of

depth n developed in closer proximity to right-branching structures of depth n + 1 than

to right-branching structures of depth n. For instance, double right-branching structures
developed almost like single center-embedded structures and reached the same level of

accuracy. This indicates that sentence length and the number of embedded clauses were

not the most important determinants of the model’s performance.

In order to trace the cause of differential behavior, I inspected the errors the model

committed in testing on center-embedded and right-branching structures with three

embeddings. This analysis is also used to evaluate the hypothesis that working memory

limitations are responsible for the differential processing of these structures. In total 100

erroneous productions were examined, the first 50 incorrect right-branching and cen-
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ter-embedded structures, respectively. Error classification was based on the sequentially

first error in each incorrect utterance. A summary of error types and their frequencies

is shown in Table 6.7.

Error profile for right-branching constructions

Clause Verb (Number) Noun Structural Other Subtotal

Main 0 (0) 1 0 0 1

First 3 (0) 2 6 0 11

Second 3 (1) 4 3 0 10

Third 5 (2) 3 12 8 28

Total 11 (3) 10 21 8 50

Error profile for center-embedded constructions

Clause Verb (Number) Noun Structural Other Subtotal

Main 3 (1) 0 4 0 7

First 8 (2) 0 2 0 10

Second 11 (6) 1 0 0 12

Third 5 (0) 2 12 2 21

Total 27 (9) 3 18 2 50

Table 6.7: Error classification for 100 incorrect right-branching and center-embedded

structures. Verb errors comprised wrong tense, aspect, stem and number agreement.

The amount of number agreement errors is given in parentheses. Noun errors comprised

wrong articles, nouns and number. A structural error was assigned when active and

passive voice were confused, a subject-relative clause was turned into an object-relative

clause or vice versa. Errors were classified as other when a lexical omission, repetition,

insertion or substitution occurred which could not be interpreted as one of the other

error types. Attachment errors did not occur in any inspected utterance.

Recall that the language used to train the model had noun-verb number agreement.

Together with center-embeddings this created long-distance dependencies. After a cen-

ter-embedding is completed, clauses are resumed with verbs or auxiliaries which have to

agree in number with the head noun of the interrupted clause. If limitations on working

memory made center-embedded structures particularly difficult to process, we should

observe many production errors at these sentence positions. Thus, we should expect

(i) head noun/matrix clause verb number agreement errors to occur frequently

in center-embedded structures. Moreover, we should observe

(ii) more such errors the larger the linear distance between the head noun and its

verb is.
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In other words, the working memory hypothesis predicts that in center-embedded struc-

tures more agreement errors should occur at the main clause verb/auxiliary position

than at verb/auxiliary positions in embedded clauses. In right-branching structures on

the other hand all noun/verb agreement is resolved within each clause before the next

embedding starts. Hence no clause is taxing working memory more than any other.

Thus we should observe that

(iii) agreement errors at verb/auxiliary positions are uniformly distributed over all

clauses

in right-branching structures. Secondly, we should find that

(iv) for each clause level (except the third embedding) such errors are less frequent in

right-branching than in center-embedded structures

if working memory limitations cause the observed processing differences between the

two structures.

The error profiles for these two structures in Table 6.7 reveal that center-embedded

structures caused more than twice as many verb errors than right-branching structures

and three times as many agreement errors.10 Verb (agreement) errors account for 22%

(6%) of all errors in right-branching structures and for 54% (18%) in center-embedded

structures. This general picture seems to confirm the working memory hypothesis. Fur-

thermore, agreement errors in the main clause, the first and second embedding are more

frequent in in center-embedded structures than in right-branching structures. Thus,

prediction (iv) is supported by the data. When we look at predictions (i)–(iii), however,

the working memory hypothesis is not so well-supported. Both the number of verb and

agreement errors increased with clause depth in right-branching structures and no such

errors occurred in the main clause which is not in line with prediction (iii). This fact

can be explained in terms of the close similarity of right-branching main clauses and

simple-clause structures. Main clauses of right-branching structures—like simple-clause

structures—are uninterrupted by an embedding and overtly express all event partici-

pants, in contrast to embeddings in which one participant is gapped. Thus right-bran-

ching main clauses benefit from exposure to simple-clause structures and these struc-

tures are very frequent in the input environment.

Although verb errors occurred more frequently in center-embedded than in right-

branching structures, the proportion of agreement errors out of all center-embedding

errors is still rather low (18%). In addition, the proportion of agreement errors out of

all verb errors is roughly the same for right-branching and center-embedded structures

(around 30%). Consequently, there is only weak support for prediction (i) in the data.

Moreover, prediction (ii) which most explicitly reflects the working memory hypothesis

is disconfirmed by the error profile. Agreement as well as verb errors occurred least fre-

quently in main clauses and less frequently in the first embedding than in the second.

10Neither difference, however, was statistically significant across clauses; verb errors t(3) = 1.04, p =
0.375, number errors t(3) = 2.38, p = 0.097.
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This behavior undermines prediction (ii) for center-embeddings. Hence, the Dual-path

model does not support the claim that long-distance dependencies cause processing dif-

ficulties due to working memory limitations.

The model’s differential performance can be explained in a multifactorial way by a

combination of similarity and frequency considerations. The distribution of errors over

clauses is very similar for both structures, the least amount of errors occurred in the

main clause, the most in the third relative clause. The most conspicuous difference in

the error profiles of both structures lies in the amount and distribution of verb errors.

As remarked above, right-branching main clauses are similar to single-clause utterances

which are frequent in the input. Therefore no verb errors occurred in these clauses.

Center-embedded main clauses are interrupted by embeddings of various length and

depth and overtly express every event participant from the message. Thus, they are

structurally different from clauses inside center-embeddings. But because every cen-

ter-embedding in the training language has a main clause, these structures are more

frequent than, e.g., second-level center-embedded clauses. This might explain why we

observe relatively few verb errors in the main clause despite long and nested embed-

dings disrupting the noun/verb dependency.

The deeper the level of center-embedding, the less frequent these clauses (and the

structures to which they belong) are in training. This leads to sequences of word cate-

gories which are increasingly sparse in the model’s input. In case of a triple center-em-

bedded structure, e.g., sequences of word categories such as NOUN VERB3 VERB2 VERB1
VERB0 PER can occur where verb subscripts denote clause level and PER is the end-of-

sentence marker. These sequences are specific to triple center-embedded structures, i.e.,

they do not occur in any other structure. Because these structures are sparse, such sub-

sequences are sparse and this causes processing difficulty in the model. In right-bran-

ching structures, on the other hand, no such unique subsequences occur. Here, verbs

are never followed by verbs but always by object nouns or the end-of-sentence marker.

These subsequences are vastly more frequent in the input because they are shared with

single-clause utterances. This difference in substructure similarity and frequency be-

tween right-branching and center-embedded structures can explain differential process-

ing at all levels of embedding. Substructure frequency can also explain the distribution

of verb errors for center-embedded structures across clauses. Substructures such as

VERB1 VERB0 PER can occur in every center-embedded structure regardless of its depth.

VERB2 VERB1 VERB0 PER, however, occurs only in double and triple embedded struc-

tures, VERB3 VERB2 VERB1 VERB0 PER only in the latter. That the second embedding is

resumed with a verb after interruption by the third embedding is only ever witnessed by

the model in triple center-embedded structures. Consequently, we observe most errors

at the verb position of the second embedding (total: 11, Table 6.7, page 179). That the

first embedding is resumed with a verb after interruption by the second embedding is

witnessed by the model in double and triple center-embedded structures, hence this pat-

tern is more frequent and we observe less errors at this verb position (total: 8, Table 6.7,

page 179). Similarly, it can be argued why the lowest verb error rate occurred in main

clauses of center-embeddings. And finally, all clauses in right-branching structures are
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similar to each other and to single-clause utterances in that they are non-interrupted,

whereas clauses in center-embedded structures are interrupted by embeddings of dif-

ferent length. Hence in learning the model gains more experience with all clause types

in right-branching structures than with any clause type in center-embedded structures

which facilitates better overall performance on right-branching structures at each level

of embedding.

Although the Dual-path model, which is a statistical learning mechanism, is sensi-

tive to substructure frequencies, it is not processing complex sentences as linear strings

of words. The model is also sensitive to the distinct hierarchical structure of these

two constructions. Evidence for this property can be obtained by visualizing the inter-

nal representations developed by the model during syntactic development. The model

represents abstract structural knowledge in its sequencing pathway. To find represen-

tational differences between right-branching and center-embedded structures the com-

press-layer is therefore a natural model component to look at. Similar to the procedure

described in Section 5.2.6, I recorded the activation states of the compress-layer while

the model was correctly producing ten sentence samples with three relative clauses of

each type at the end of training. These state vectors were then averaged component-

wise and quantized into five discrete activation levels. Figure 6.8 displays the outcome

of this procedure for the three pronoun positions in the two utterance types. The top

Constituent compress-layer units, center-embedded structures

C1 C2 C3 C4 C5 C6 C7 C8 C9 C10 C11 C12 C13

THAT1

THAT2

THAT3

C14 C15 C16 C17 C18 C19 C20 C21 C22 C23 C24 C25

THAT1

THAT2

THAT3

Constituent compress-layer units, right-branching structures

C1 C2 C3 C4 C5 C6 C7 C8 C9 C10 C11 C12 C13

THAT1

THAT2

THAT3

C14 C15 C16 C17 C18 C19 C20 C21 C22 C23 C24 C25

THAT1

THAT2

THAT3

Figure 6.8: Comparison of activation states of the compress-layer for center-embedded

and right-branching structures at the pronoun positions.
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half of the table shows activation states for center-embedded and the bottom half for

right-branching structures. It can be observed that units C5, C13, C20 and C22 are fully

active in both structures. Of these four units C5 and C22 are highly specialized units

in that they were only active at pronoun positions, whereas C13 and C20 showed some

activation at other sentence positions as well, in particular verbs.11 We see some mi-

nor differences in the activation levels of units C17, C18 and C23 between these two

structures. The largest difference, however, occurred at unit C25. While this unit is vir-

tually silent when processing center-embedded sentences, it is fully switched on at all

pronoun positions when producing right-branching structures. In particular, this unit

is only ever active for pronouns but no other constituents and this pattern consistently

held for right-branching structures with one, two and three relative clauses.12 Since

���� is a purely functional constituent which introduces embedded clauses, unit C25

is fully specialized in marking the difference between center-embedded and right-bran-

ching relative clause attachment. Hence, the Dual-path model was representing the

distinct hierarchical organization of the two structures in its sequencing pathway.

Standard explanations of the contrast between right-branching versus center-em-

bedding in human processing often invoke syntactic complexity and performance con-

straints such as working memory limitations. An alternative hypothesis would be that

syntactic structures which are relatively complex, such as center-embedded sentences,

are more difficult to learn, store and produce than relatively simple structures, such

as right-branching sentences. One reason for this difficulty might be that center-em-

bedded structures are less similar at the clausal level to single-clause structures, which

are very frequent in the input, than right-branching structures. Another reason might

be that center-embedded sentences contain substructures which are not shared with

other input structures whereas right-branching sentences do not. Such asymmetries in

similarity might differentially facilitate (or hamper) the grammatical encoding of these

two structures during learning and lead to the observed differences in production. In

this way, the input distribution of a statistical learner might be skewed towards one

structure and against another despite the fact that both structures themselves occur

with the same frequency (as in the described experiment). The presented results can

be interpreted as supporting this hypothesis. In syntactic development, right-branching

sentences profit more from exposure to other input structures than center-embedded

sentences. Therefore they are acquired, memorized and activated more easily than cen-

ter-embedded structures. This frequency-based explanation suggests that it might be

unnecessary to stipulate performance constraints on competence grammar external to

the language system—such as working memory limitations—in order to account for the

differential processing of right-branching and center-embedded structures in humans.

11This is not visible in Figure 6.8 but only in the full compress-layer pattern for complete sentences.

These are not reproduced here for the sake of brevity.
12Again, this is not observable in Figure 6.8 but was verified in the full compress-layer graphs for

right-branching structures of various depth.
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6.7 Recursive productivity

In this section I will review some recent arguments by Hauser et al. (2002) which sug-

gest that recursion in natural language is a biologically endowed category unique to

human communication. I will then sketch what in my view is the right way of look-

ing at recursion in language processing and show that the Dual-path model can explain

recursive productivity satisfactorily.

6.7.1 Is recursion uniquely human?

Mathematical recursion is a procedure to define objects (e.g., functions, sets) by refer-

ence to themselves. In natural language, recursion allows the embedding of one phrase,

clause or sentence within itself. According to Hauser et al. (2002), recursion is a core

property of the human language faculty. They argued that recursion is the only mecha-

nism that both distinguishes language from other human cognitive capacities and sepa-

rates human language from animal communication. In other words, except for recursion

everything about language is either not uniquely human or uniquely human but not spe-

cific to language. These strong claims about recursion have been criticized from many

different angles. For instance, Pinker and Jackendoff (2005) have argued that other as-

pects of language are not recursive but uniquely human and language-specific, such as

phonology and morphology.13 Others have questioned the evidential basis for claim-

ing that recursion is uniquely human. In support of their position Hauser, Chomsky

and Fitch adduce evidence from experiments on artificial grammar learning in non-hu-

man primates, e.g., their own study (Fitch and Hauser, 2004) which ostensibly shows

that cotton-top tamarin monkeys are not capable of recursion. In these experiments it

was argued that tamarins could learn membership for stringsets such as {abab, ababab}
but not stringsets such as {aabb, aaabbb}, whereas humans could learn both. The for-

mer language was considered representative for being generated by a regular grammar,

the latter representative of a context-free grammar with center-embedding.14 On the

other hand, Gentner et al. (2006) have recently argued that even starlings could learn

the {aabb, aaabbb} stringset, undermining the case for the uniqueness of human re-

cursion. But of course these are finite sets and syntactic complexity separates the two

sets only for infinitary extensions of these languages. Hence, it is questionable whether

mere discrimination of sets is sufficient to claim that the capacity for recursion has been

detected. One would in addition have to exclude the possibility that the cognitive pro-

cedure to determine the grammaticality of strings is non-recursive. Corballis (2007), for

example, argues that the starlings of Gentner et al. (2006) could have accomplished this

task by a simple counting strategy without any knowledge of the dependencies indi-

cated by subscripts in {a1a2b2b1, a1a2a3b3b2b1}. The experiments which lead Fitch and

Hauser (2004) to claim that humans, in contrast to tamarins, could learn a context-free

13This criticism was followed by a rejoinder from Fitch et al. (2005) and a subsequent reply by Jacken-

doff and Pinker (2005).
14Cf. Pullum and Rogers (2006) for a criticism of this assumption.
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grammar were methodologically flawed in similarly fundamental ways as was pointed

out by Perruchet and Rey (2005). They attempted to replicate the Fitch and Hauser

data for humans but in addition tested their subjects on strings which violated syllabic

dependencies in center-embeddings. They found that subjects were able to learn the

{aabb, aaabbb} stringset but only based on acoustic cues, they displayed no sensitiv-

ity whatsoever to the underlying grammar.15 Perruchet and Rey concluded that their

data were “consistent with the hypothesis that human participants performed the test

as a simple perceptual discrimination task” (p. 310). Needless to say, this issue requires

further study, but if this is true, not even humans draw on recursive processing to de-

termine the grammaticality of word sequences (in the framework of artificial grammar

learning). As a consequence, virtually every central claim made in Hauser et al. (2002)

is rendered either false or vacuous.

One might ask, then, what the epistemic status of recursion in language processing

might be. Rather than being an empirical fact, recursion has been utilized predomi-

nantly as a conceptual tool to explain other aspects language such as productivity and

infinity. This is most obvious in the Hauser et al. (2002) paper where the authors state

that language has the “capacity for limitless expressive power, captured by the notion of

discrete infinity” (p. 1576) and that humans have the “capacity to recombine meaning-

ful units into an unlimited variety of larger structures, each differing systematically in

meaning” (ibid.). These properties of productivity and infinity are taken as self-evident16

and recursion is offered as an explanatory notion:

FLN takes a finite set of elements and yields a potentially infinite array of discrete

expressions. This capacity of FLN yields discrete infinity (a property that also

characterizes the natural numbers). (ibid., p. 1571)17

The relation between infinity, productivity and recursion, however, is not that straight-

forward and simplistic. Recursion is neither necessary nor sufficient to explain either

infinity or productivity. It is well-known, for instance, that every primitive recursive

function can be translated into a function which is defined by pure iteration without

recursive calls.18 Hence recursion is not necessary to generate infinite sets. Moreover,

the mechanism of recursion in language does not guarantee that an infinite set is gen-

erated. A context-sensitive grammar with non-trivially recursive rules which gener-

ates only one string can easily be constructed.19 Unless recursion is assumed to never

terminate—an assumption of infinity by itself—recursive rules in syntax do not yield

15That is, subjects could reliably classify strings based on acoustic patterns from the training phase,

but did not detect violations in syllabic dependencies, and there was no interaction between the two.
16“The core property of discrete infinity is intuitively familiar to every language user” (Hauser et al.,

2002, p. 1571).
17FLN is Hauser, Chomsky and Fitch’s acronym for the ‘faculty of language in the narrow sense’

which, on their view, comprises but recursion.
18Cf. Odifreddi (1989).
19Cf. Pullum and Scholz (2008). The recursive grammar {S → AB, B → BB, A → a, B →

b/a__, B → c/ab__} generates the single string abc.
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linguistic infinity. Thus, infinity is not derivable from recursion, every argument to this

end is circular. From the point of view of linguistic theory there might be good rea-

sons to study human language in infinitary models, especially when one is concerned

with grammatical competence within the generative tradition. It must be clear, though,

that infinity is a modelling choice, not a consequence of recursion which itself is not an

empirically demonstrated property of human language processing.

6.7.2 Recursion and productivity

In contrast to infinity, linguistic productivity is a rather uncontroversial notion. Un-

doubtedly, humans have the capacity to produce and understand novel utterances they

have not experienced in communication before.20 Hauser, Chomsky and Fitch seem to

assume that productivity and ‘discrete infinity’ are interchangeable. A productive lan-

guage processor can create an infinity of utterances from finite building blocks, and if it

can do so, it can be called productive. To belabor the obvious, both entailments are dis-

putable. The game of chess has an estimated upper bound on state-space complexity of

5× 1052 and a game-tree complexity of 10123, both large but finite numbers (Allis, 1994).

It is quite unlikely that a player of chess or in fact any two human beings will ever play

the same game twice. Although the ‘grammar’ of chess is highly constrained, creatively

productive game play is not ruled out by a finite number of board configurations. Con-

versely, formal mechanisms for generative infinity need not qualify as productive. As

Pullum and Scholz (2008) pointed out, recursive rules such as ‘Adjective→ very Adjec-

tive’ may generate an unbounded number of phrases ‘very nice’, ‘very, . . ., very nice’,

etc., but these would hardly be considered the core of linguistic productivity (let alone

creativity).21 For these reasons infinity is not interchangeable with productivity and

furthermore recursion is neither necessary nor sufficient for explaining productivity.

Attempting to account for productive infinity by means of recursion is misguided

in at least two ways. Generative infinity is a modelling assumption which cannot be

justified through recursion and linguistic productivity in humans is not explained by

recursion alone. Since there is no explanatory relationship between recursion and pro-

ductivity, recursion in language needs to be motivated independently. Two aspects of

recursion must be distinguished, recursion in syntactic modelling and recursion in hu-

man language processing.

Some of the appeal recursive principles have to theoretical linguists might lie in their

high level of abstraction and descriptive parsimony in the representation of natural lan-

guage syntax. The syntax of embedding one clause within another, for instance, can be

described by simple and general recursive rules. Alternatively, it can be described as the

recombination of clausal construction types by means of relativization. But this would

require listing all syntactically admissible combinations of non-embedded constructions.

20Ideally, every PhD thesis consists of novel utterances, modulo quotations, produced by the doctoral

candidate and intelligible to the dissertation committee.
21One is tempted to label the application of such recursive rules to create novel linguistic utterances

‘moronicity’ rather than productivity.
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There is, however, a price to be paid for abstraction and parsimony, which is potential

overgeneration and empirical inadequacy. Based on corpus analysis Verhagen (2008),

argued that syntactic constructions which look like paradigmatic cases of abstract recur-

sion at the clausal level (e.g., causative constructions and long-distance wh-movement)

may in fact be instances of concatenating lexically specific templates. No general rule

for embedding one clause within another is necessary (or even adequate) to model the

syntax of such constructions, and the usage of such rules in processing is not licensed

by the corpus data.

The psychological reality of recursion in language processing has not been demon-

strated in the literature. Results such as Perruchet and Rey (2005) rather seem to point

in the opposite direction.22 A motive for adhering to recursion in language processing

might be that recursion has been identified as an important organizational principle

in cognitive domains other than language, such as hierarchical decomposition in plan-

ning, navigation, problem-solving, or goal-directed action, and hierarchical composition

in grouping, object combination, or tool use. If it can be demonstrated that recursive

behavior is operant in other cognitive domains and recursion can be established as a

useful or even indispensable principle for describing natural language syntax, it is a

small step to asserting the psychological reality of recursion in language processing.

Greenfield (1991), for instance, has suggested that the human capacities for hierarchi-

cal language production and manual action are functionally analogous and argued for

an evolutionary homologue (confer Arbib and Rizzolatti, 1997 and Steedman (2002) for

similar views). This position differs from Hauser, Chomsky and Fitch’s view that recur-

sion, although exapted from computational mechanisms outside the domain of language

(e.g., ‘number, navigation, and social relations’), is language-specific and did not evolve

by homology (neither within the human species nor from a common ancestor). It also

differs from Pinker and Jackendoff’s view that language in general is a unique adapta-

tion for communication (Pinker and Jackendoff, 2005). It must be pointed out, however,

that functional analogy does not establish an evolutionary connection between cogni-

tive domains unless strong neuroanatomical evidence is provided. More importantly,

functional analogy does not preclude the possibility that, say, motor planning and syn-

tactic processing are realized by computationally distinct mechanisms.

6.7.3 The innateness of recursion

Hauser et al. (2002) devote large parts of their paper to describing a variety of different

hypotheses about the evolutionary origin of the language faculty broadly conceived,

and recursion in particular. But how did they arrive at the fundamental conviction that

recursion must be part of our biological endowment in the first place? To recap, they

first introduced the notion of ‘discrete infinity’ to which language users are ‘intuitively

22These results, however, are very limited in nature because they derive from artificial grammar learn-

ing where nonadjacent dependencies have no semantic value. As the authors suggest themselves, the

study of recursion across species using string-languages from the Chomsky hierarchy may be a ‘concep-

tual dead-end’.
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familiar’. They invoked the concept of recursion as an explanans, without offering any

clarification what exactly they mean by recursion and how recursion is generating ‘dis-

crete infinity’. I argued above that in any case this line of reasoning was circular. Then

they suggest the non-learnability of natural language syntax based on the observation

that children only ever experience a finite amount of linguistic input:

[T]here are in principle infinitely many target systems [...] consistent with the

data of experience, and unless the search space and acquisition mechanisms are

constrained, selection among them is impossible. (p. 1577)

In light of the fact that they quote results by Gold (1967) in support of this claim, this is

quite a peculiar statement since Gold, among other things, has proven the learnability

of infinite languages from finite data. But suppose we grant this point and even accept

the conclusion that these constraints must be innate (which they do not argue for), then

it still remains open why these are constraints on the faculty of language in the narrow

sense (as they claim on page 1577) and not domain-general constraints on human learn-

ing mechanisms (as they suggest in the quotation above). Suppose furthermore that this

leap in argumentation can be justified, then these innate constraints are constraints on

recursion (since FLN is co-extensive with recursion according to Hauser, Chomsky and

Fitch). It is not clear why this should ipso facto render recursion itself an innate mech-

anism which is susceptible to biological evolution. In other words, even if we buy into

every single assumption that Hauser et al. (2002) put forth to establish recursion as a

core property of the human language faculty, their argumentation does not validate the

idea that recursion should be conceived of as an innate principle of language process-

ing rather than an acquired capacity. It is a plausible alternative worth investigating

whether productive linguistic behavior (which can be described as recursive process-

ing) is learnable through innately constrained, domain-general mechanisms, based on

linguistic experience. I will now sketch such an alternative approach and present some

evidence that this could be accomplished by a data-driven learner.

6.7.4 A proper explanandum

The powerful computational mechanism of non-terminating recursion is often postu-

lated in theoretical linguistics to account for infinite productivity. This capacity is at-

tributed to human linguistic competence. In actual linguistic performance the ability to

produce or comprehend recursive embeddings rapidly degrades with depth (see Section

6.7). Christiansen (1992) argued that the distinction between infinite recursive capac-

ities and observable linguistic behavior should be abandoned. His arguments against

the competence/performance distinction are based on the architecture of neural net-

work models. In these models the physical location of stored syntactic knowledge and

the language processor itself are inseparable. Hence there is no knowledge base of lin-

guistic competence which, when restricted appropriately by external constraints, yields

observable performance; the distinction collapses for architectural reasons. It could also
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be argued that the competence/performance distinction should be rejected on method-

ological grounds. What makes the distinction problematic is that competence attributes

idealized knowledge to the language system which has no measurable or observable

consequences. By definition, competence abstracts away from performance constraints

such as limited memory, time and attention. Thus, competence puts Turing’s ghost into

the biomechanics of our resource-constrained brains. All ‘articulations’ of competence

are filtered through the deficiencies of our production-comprehension system. Hence,

any incompatibilities between linguistic behavior and the predictions of competence

grammar can always be attributed to the failure of the procedures which access and

utilize linguistic knowledge to produce and comprehend utterances. Non-terminating

recursion is a theoretical entity which lives in competence grammar, and since it has

no observable consequences, it is not a particularly useful assumption. For this reason,

it is not an interesting explanandum for any theory of natural language processing,

connectionist or not.

Eliminating non-terminating recursion as an explanandum does not obviate the

need for an explanation of bounded recursive productivity in humans. In my view,

the following aspects of recursive productivity need to be accounted for by any viable

model or theory of language processing:

(i) How does the human language system recombine familiar clausal constructions

into novel, hierarchically structured utterances not experienced during acquisi-

tion?

(ii) More specifically, how can (i) be achieved for utterance types with more levels of

embedding than encountered in learning?

(iii) Why do productive capacities such as (ii) degrade with the depth of embedding

in human performance?

(iv) Can the combination of (ii) and (iii), describable as gracefully terminating recur-

sive productivity, be achieved without learning explicit rules of recursive compo-

sition, or does it require such rules plus external constraints?

In Section 6.3 above I argued that the productive capacity (i) can be explained in the

Dual-path model for constructions with three embeddings. In this condition, the model

received input which contained some sentences with three nested relative clauses and

generalized to novel combinations of basic constructions with three nested relative

clauses. This input to the model, however, reached beyond what we can reasonably

expect to occur in child-directed speech—presumably such structures are completely ab-

sent in a child’s ambient language. Moreover, this kind of structural generalization does

not demonstrate the learnability of recursive productivity, because in training the model

had experienced sentences with the same recursive depth as in testing.
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6.7.5 Recursive generalization in the Dual-path model

To investigate whether the Dual-path model recursive capacities, I conducted an exper-

iment in which the model’s linguistic experience was limited to utterances with at most

two nested relative clauses. The model was then tested on constructions with up to

four nested relative clauses. An example of such a bizarrely complex sentence with four

embeddings from the actual test set was:

(10) ��� ��� ���� ��	 �
�� �
� � 	�
�� ���� ��� ���� ���� �
� ��� ���

�� ���� ��	 ���� �
� 
	 ���	�� �
� �� � �
�� �� ��� ������ 
	

�� �
� �
�� � ��	� �

To enable recursive generalization in the model it was necessary to slightly change the

meaning representations the model received compared to previous conditions in this

chapter. For the current task, semantic features for all clauses had to be trained si-

multaneously, otherwise the model would with certainty not be able to produce novel

embeddings correctly. In order to equally train all features in the event semantics, I ran-

domized the mapping of features to clauses for all training sentences. This contrasted

with previous experiments in which there was a fixed spatial relation between features

and clause depth. In all other respects the message representation was identical to the

topic-focus message used throughout. This change does not invalidate any of the ear-

lier results, because it yields a semantics which is consistent with and more general than

the previous semantics. On the contrary, independent tests not reported here indicated

that many earlier generalization results could be improved upon with this semantics. It

seems, however, that generalization in the model trades off against computational time,

i.e., the message used here required more training episodes to learn the target language.

For this reason alone I did not employ it in previous experiments.

The model was trained with this semantics on 10.000 message-sentence pairs ran-

domly drawn from a language with at most two embeddings. The basic constructions

from which these utterances were constructed were identical to the language described

in Section 6.3. To assess the extent of recursive productivity in the model, it was then

tested on 500 randomly generated, entirely novel sentences with three and four em-

beddings. Relative clauses in these test utterances could be attached to any admissible

syntactic role and also relativize any syntactic. Thus, as the example item (10) sug-

gests, relative clauses could be center-embedded or right-branching and could occur in

any possible combination. Relative clauses in each sentence, however, were genuinely

nested so that all novel test items had an embedding depth of either three or four. When

the model was trained and tested in this way the results of Figure 6.9 were obtained

(averaged over ten distinct training sets). The standard used to assess recursive gen-

eralization was grammaticality. This measure allowed minor errors in verb tense and

articles but required that the grammatical structure of the target utterance was produced

correctly. Figure 6.9 shows that all trained constructions—single-clause utterances and

sentences with one or two embeddings—were learned to perfection at the end of train-

ing. Novel constructions with more relative clauses than experienced in learning were
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Figure 6.9: Recursive productivity in testing on novel complex utterances with three

and four nested relative clauses.

produced with lower grammaticality. Utterances with three embeddings reached 60%

grammaticality and utterances with four embeddings reached 10% grammaticality.

These results suggest that the Dual-path model is capable of significant recursive

generalization beyond its immediate linguistic input. Although the model had not expe-

rienced any triple or quadruple embedded structure, it managed to grammatically pro-

duce the majority of test items with three relative clauses and still a non-zero amount

of grammatical sentences with four relative clauses. Thus, the results also confirm that

the model’s performance rapidly degraded with the depth of embedding, which quali-

tatively matches human linguistic behavior. While the model’s performance on novel

triple embedded sentences was quite impressive, 10% grammaticality on novel sentences

with four embeddings seemed rather low. Since there is little psycholinguistic data on

the comprehension/production accuracy of such sentences, it is difficult to determine

the closeness of fit with human processing. Recall, however, sentence (10) from above

and how difficult it is to even judge grammatical.23 Secondly, the fragment of the artifi-

cial grammar consisting of templates for utterances with four embeddings can generate

roughly 4.8 × 1022 different sentences over the lexicon used. Statistically speaking,

the model has therefore productively extended its knowledge of the target language by

4.8 × 1021 novel utterances through learning the syntax of simpler constructions. This

achievement was measured in terms of grammaticality which compares actual utter-

ances of the model with target utterances word-by-word. The average sentence length

in the test corpus was 35.9 lexical items. Yet, if only one sentence position differed

23Miller and Isard (1964) report that their subjects were unable to learn sentences with three or four

center-embeddings.
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in word category from the target position, the utterance was discounted as ungram-

matical. Often, the model produced test sentences with four embeddings which were

almost grammatical and the performance improved as a function of training. To mea-

sure production accuracy in a more gradational way, I used a performance measure

called production error, which was more sensitive to degrees of production success or

failure than grammaticality. Production error measures the percentage of errors the

model made out of all possible errors it could have committed. Subtracting this quantity

from optimal performance yields the production accuracy score, which is a good mea-

sure of performance.24 When the model’s behavior was plotted in terms of production

accuracy (Figure 6.10), the seemingly large difference (as measured by grammaticality)

between trained constructions and novel test sentences diminished. Utterances with
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Figure 6.10: Production accuracy on novel third and fourth-degree embeddings, com-

pared with mean over trained constructions (zero, one, or two relative clauses).

four relative clauses reached almost 90% production accuracy compared with the per-

fect score on trained constructions with at most two relative clauses. This is because

production accuracy scaled the number of errors the model made by the length of the

tested utterance.

Based on these results I will now attempt to provide a preliminary answer to the

questions (ii)–(iv) raised in 6.7.4 above. In order to acquire the syntax of trained con-

structions (with at most two embeddings), the model had to learn to appropriately se-

24Production error is based on a string metric called edit-distance, which compares target and output

word-by-word. The edit-distance of two sequences of words is defined as the minimum number of

primitive operations required to transform one sequence into the other, where primitive operations consist

of an insertion, deletion, or substitution of one word, cf. Rohde (2002) for more details on this measure.
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quence thematic roles for each clause type in the where-layer according to the intended

order. These construction types were signalled to the model by semantic features in the

event semantics. Correct production of sentences with relative clauses required that

the model learned a notion of relativization. This comprised the identification of the

intended attachment site and the omission of the gapped element in the surface form.

Learning both subtasks was enabled by the topic/focus features in the message-sentence

pairs on which the model was trained. Furthermore, the model learned to associate dif-

ferent sets of semantic features in the message with different clauses in the sentence’s

hierarchical structure. This allowed the model to complete clauses before superordinate

clauses were resumed (if applicable), or a new embedding started, without scrambling

constituents from multiple clauses. Thus, the model developed representations which

respected clause boundaries, clausal integrity, and the hierarchical organization of dis-

tinct complex constructions.

When tested on novel sentences with more levels of embedding than encountered in

training, the message input as a whole was a novel semantic pattern to the model.

Nonetheless, the model was familiar with message components at the clausal level

and had the syntactic knowledge to combine several clauses into complex utterances

by means of relativization. Unlike systematicity, which depended on the role-concept

weights, recursive productivity depended on another part of the message, the event se-

mantics. In training, the model learned to associate subparts of a sentence with the event

semantics of the proposition that controlled it (Figure 6.11). The model learned from sim-

ple messages how to sequence participants in single-clause transfer events (��� ����

��� �� 	
�). Other features of the event semantics controlled the position of relative

clauses (� ��
�) and the thematic role of the head noun in the relative clause (��
� gap

VERB). When presented with a message for a novel construction, the model could use se-

mantic regularities in the conceptual structure of the event semantics and combine these

regularities to generate additional embeddings. From message-sentence pairs in train-

ing, the model learned which features of the event semantics controlled which aspects

of the hierarchical organization of complex sentences. Since novel messages shared fea-

tures in the event semantics with input messages, the model could generalize its learned

subpart mappings and built novel structures from relevant message components. In this

way, productivity was enabled by similarity-based meaning-to-form transduction.

There are, however, complications which can prevent this generalization. Sentences

with three embeddings contain two clauses which are hierarchically ‘sandwiched’ be-

tween the main clause and the deepest embedding. This requires that the model deter-

mines the order of these two clauses by establishing the appropriate relations of co-ref-

erence between constituents in different clauses. Since conflicts of clause order did not

occur in the training language and since none of these competing clauses was marked

as more prominent in the message, the model needed to develop a policy to resolve such

conflicts in the absence of training samples. To examine how the model achieved this,

it helps to illustrate a condition in which the model failed to exhibit recursive produc-

tivity. In this experiment, I trained the model on an artificial language with at most

one relative clause, trying to make it generalize to sentences with two and three relative
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Figure 6.11: Different components of the message control different subsequences of

words in the target structure.

clauses. The set up was identical to the experiment of Figure 6.9 in every other respect.

In this condition, the model did not produce a significant amount of novel grammatical

utterances with either double or triple embeddings. Hence, no recursive generalization

to deeper embeddings occurred on the basis of exposure to sentences with one relative

clause. This was surprising, given that generalization to two embeddings should be

easier than to three or four. The model’s output revealed that there was clause order

confusion in virtually every tested sentence with two relative clauses. When trained

on sentences with at most one relative clause, clause order is easily determined by the

model because it can draw on the topic/focus features in the message. The topic feature

always marks the main clause, the focus feature always marks the subordinate clause.

Test sentences with deeper embeddings, however, had at least two such features each

and the model had not learned how to negotiate the resulting conflict. When trained on

sentences with two relative clauses, on the other hand, the model developed a strategy

to ‘chain’ clauses in the correct order and this strategy transfered to test items with

deeper embeddings. An isolated topic feature signaled the main clause to the model.

Once the head was produced and fed back to the model, activation spread to the corre-

sponding concept in the cwhat-layer. This activated the head noun’s thematic role in

the cwhere-layer, but also the thematic role of the gapped element which was linked

to the same concept. Since the cwhere-layer projected into the hidden-layer and the

gapped role was clause-specific, the model could use this cue to determine which clause

was to be sequenced next. This process repeated for the following embedding, and so

forth. In other words, deeper embeddings in the input forced the model to attend to

subtle cues in the message-lexical pathway in order to sequence clauses of the intended

structure. Since the sketched strategy is generic, it applied in recursive generalization
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beyond the model’s input as well. When these more complex structures were absent

from the learning environment, there was no need for the model to develop such a

strategy which is why it failed to generalize recursively.

Generalization to deeper embeddedings can be described as a special instance of se-

quence learning—from exposure to the syntax of zero, one, and two embeddings to the

syntax of three or more embeddings. This task involves recognizing structural regu-

larities in the observed sentences of limited depth and making syntactic predictions for

novel sentences with deeper embeddings. To answer question (ii), the Dual-path model

could accomplish this task because of its (a) sensitivity to semantic similarities between

trained and novel messages at the clausal level, because (b) it learned an abstract notion

of relativization which transferred to novel constructions, and because (c) it developed a

generic policy for ordering clauses. The combination of such knowledge, acquired from

the linguistic input, might therefore be sufficient to explain recursive productivity in

humans. When the sequence of syntactic structures that the model was exposed to was

limited to one embedding, relative clause constructions in the input were perceived as

idiosyncratic. The learning sequence, or ‘inductive basis’, for syntactic generalization

was too small. Without linguistic evidence that relativization can be iterated at least

once within a relative clause itself, the Dual-path model did not generalize recursively.

It would be an empirical prediction of the model that based on exposure to sentences

with at most one embedding, human learners cannot achieve recursive productivity

either.25

Recursive productivity in the Dual-path model degraded with the depth of embed-

ding (Figure 6.9, page 191). There might be several factors responsible for this behavior.

One factor might be sentence length. Longer sentences create longer dependencies,

which might tax the working memory of the processor. In Section 6.7, I argued that

working memory limitations did not adequately explain the model’s differential perfor-

mance on right-branching and center-embedded sentences. The number of errors char-

acteristic for working memory limitations did not increase with the distance between

dependent constituents. At the same time, such errors were not completely absent.

Hence, working memory might still play a minor role in the model’s behavior. Another

factor might be that sentences with more clauses contain more semantic dependencies

which have to be encoded in the model’s message. Figure 6.12 on page 196 shows some

of the complex semantic relations in test sentence (10) with four relative clauses (page

190). Some of these relations are signalled to the model by semantic features and their

relative level of activation, some relations (such as co-reference) have to be inferred by

the model during processing. In general, more clauses entail more semantic relations in

a sentence which entails more message features being involved in representing sentence

meaning. All message features are concurrently active from the beginning of produc-

tion, hence the more clauses a target utterance has, the more features are active. This

25Artificial grammar learning would perhaps be a suitable paradigm to test this claim. Intuitively, it is

obvious that sequence learning from s1, s2, . . . , sj to predicting sj+1 cannot succeed if j=2 because no

tentative prediction from s1 and s2 can be tested within the learning sequence.
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information has to be processed by the hidden-layer and utilized sequentially at the

right position. But the hidden-layer is of fixed size and consequently there are limits

to the amount of information it can process effectively. Neural networks such as the

Dual-path model are sensitive to activation differences between units, but only to a

certain extent. If hidden-layer activation states become too similar for distinct inputs,

they will not lead to distinct output anymore. With deeper embeddings and more se-

mantic information exciting the hidden-layer units, differences in the message might

go undetected, leading to more errors in the model’s productions.

A third factor in the performance degradation lies in the way the model represents

syntactic knowledge over one set of connection weights. Although the hidden-layer

develops specialized units or assemblies of units to represent specific aspects of syntax,

� �

�
�

�
��

�� ��

�� �� ��

����

��

	
� 	
�

Figure 6.13: A feed-forward net-

work with two subnetworks each

implementing the XOR-function.

these are not discrete components which are

functionally independent, because every feature

in the event semantics-layer projects into ev-

ery hidden-layer unit. Hence, additional fea-

tures in test items with more embeddings can

disturb specialized assemblies and cause less

distinct or even disruptive patterns of activa-

tion at the where and compress-layer. To il-

lustrate this point, consider the simple feed-

forward network of Figure 6.13 with a firing

threshold of 1 for each unit. Each subnet-

work, SN1 = {i1, i2, h1, h2, o1} and SN2 =
{i2, i3, h1, h2, o1}, is implementing the logical

XOR-function.26 However, if input unit i3 (i1) is
active this will destroy the XOR behavior of SN1
(SN2) in case i1 = i2 = 1 (i2 = i3 = 1). The in-

put units {i1, i2, i3} of this network can be con-

ceived of as features in the event semantics of

the Dual-path model, the hidden units {h1, h2}
as hidden-layer units, and the output unit o1 as
a compress-layer unit. Suppose the model has been trained on sentences with two rela-

tive clauses and has developed a policy to deal with a pair of input features resembling

the XOR-function. In testing the model on utterances with more embeddings a third

feature is activated in the message which projects into one XOR-subsystem. This ad-

ditional feature might then interfere with the processing of semantic relations in other

clauses of the test utterance similar to the disruption of the XOR-behavior. As a con-

sequence, activation is erroneously propagated to the compress-layer, which represents

abstract syntactic frames. This causes the model to report wrong syntactic choices to

the word-layer (e.g., by activating an incorrect word category) and produce inaccurate

sentences. The more clauses (and thus semantic features) a novel test utterance has,

26XOR(x, y) = 1 iff x �= y with x, y ∈ {0,1}.
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the more such interference might occur and the less accurate the model’s production

becomes.

If this explanation is correct, we should observe an increasing amount of intrusions

of spurious activation at the compress-layer with increased depth of embedding. To

test this, I recorded the activation states of the compress-layer in the way described in

Section 6.7 while the model processed genuinely right-branching test utterances with

Sequence compress-layer unit C25

of word by depth of embedding

categories 1 2 3 4

NOUN

VERB

NOUN

THAT

VERB

NOUN

THAT

VERB

NOUN

THAT

VERB

NOUN

NOUN

THAT

VERB

NOUN

NOUN

Figure 6.14: Activation of compress

unit C25 for right-branching sentences

with up to four relative clauses.

up to four relative clauses. The over-

all picture resulting from this procedure

was that the number of completely inac-

tive units decreased with the depth of em-

bedding suggesting that patterns of acti-

vation became less and less distinct at the

compress-layer. As an example, I plot-

ted the activation states of unit C25 which

was identified earlier as encoding syntac-

tic differences in the hierarchical organi-

zation of sentences (Figure 6.14). Four

sentences were picked which shared the

same initial segment of word categories

(one sentence for each of four levels of em-

bedding). While trained structures with

one and two embeddings showed a clear-

cut pattern, with all units either active or

silent, there are first intrusions of activa-

tion in the triple embedded structure and

even more perturbing activation in the test

utterance with four relative clauses. This

blurring of activation differences caused

the model increasing difficulty to map its

message input onto the syntactically cor-

rect sentence form. It is important to point

out that less distinct patterns did not re-

sult from a failure to learn; the model was

not exposed to sentences with four em-

beddings and it learned two embeddings

to perfection. Nor do these patterns stem

from erroneous word feedback because the model produced all plotted sentences cor-

rectly. Hence, they must result from additional semantic features in the message of

novel utterances, interfering with learned procedures for sequencing clauses in simpler

structures. This interference leads to a degeneration in performance with depth of em-

bedding since deeper embeddings entail more semantic information in the message.

To summarize, the Dual-path model’s recursive productivity is degrading with in-

creased sentence complexity and this property can be explained by multiple factors in-
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cluding sentence length, the number of semantic dependencies in the sentence, and

interferences from novel combinations of message features. No stipulated constraints

on the language processor are necessary to account for this behavior. The proposed

explanation of degrading performance is broadly consistent with recent interference-

based theories of complex sentence processing in humans (Gordon et al., 2001; Lewis

and Vasishth, 2005).

In response to question (iv)—can gracefully terminating recursive productivity, be

achieved without learning explicit rules of recursive composition?—the answer should

be fairly obvious: yes, this has just been demonstrated. It might be objected that such

rules are merely ‘hidden’ but not absent in connectionist networks (see the debate be-

tween Marcus (1999a,b) and Seidenberg and Elman (1999a,b)). There are two aspects

to this kind of objection, the training environment of the Dual-path model was gener-

ated using explicit rules and the model was trained with feedback from a ‘teacher’ on

items from this environment. Weights in the model are adjusted according to behavioral

mismatches with the recursively generated training patterns. Therefore, it might be ar-

gued, recursive rules become a part of the model itself during learning; the model does

not eliminate rules but rather implement such rules when viewed as integrated system

consisting of the training items, the network and its control structure. Such objections,

however, are misguided in several ways. First, feedback links the structural properties

of the training set with model behavior, but generating feedback does not require the ap-

plication of recursive rules. The model is taught in a word-to-word prediction paradigm

in which every word output is compared with the desired target. Thus, feedback results

from a local comparison of word positions, and does not inform the model about the

grammaticality of a complete output sequence. And secondly, through such feedback,

the model is not instructed to generate sentences in the same way as the rule-based, arti-

ficial language generator. The training signal carries no information whatsoever about

these rules of generation, although it does carry information about the extension of

these rules. Consequently, the model is not taught the recursive rules involved in gen-

erating the training environment, it is taught to behave as if it implemented such rules.

A third point of confusion concerns the notion of implementation itself.27 A connecti-

onist system such as the Dual-path model might be describable as implementing rules

of recursive syntax. But there is still an ontological difference between systems which

at some level of description follow linguistic rules in processing and systems which are

rule-based. The difference is that in the latter but not the former systems rules are

causally efficacious components. In this sense at least, the Dual-path model approach to

recursive productivity eliminates syntactic rules in complex sentence processing.

27Elsewhere I argued that the concept of implementation is not well-defined and in need of explication

in order to avoid fruitless debates in physical and biological computation (Fitz, 2007).
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6.8 Conclusion

Virtually everyone involved in the study of language can agree that grammars are map-

pings between meaning and phonological form. As Pullum and Scholz (2008) remark,

however, rarely does anyone seem to take this commonplace seriously in how grammar

is modelled. Certainly not the mainstream of theoretical linguistics, where grammar is

a system to generate sentences, although the view of grammar as a conventionalized

meaning-to-form mapping is a central tenet of Cognitive and Construction Grammar

(Taylor, 2002; Goldberg, 2006). In these theories, grammar is not an autonomous de-

vice which interfaces with semantics and phonology but a stored inventory of direct

associations between meaning and form. A system for language processing has to learn

such pairings of meaning and form by transducing phonological representations into

meaning representations in comprehension and vice versa in production. The Dual-path

model implements transduction in a straightforward way in that it maps message input

onto appropriate sentence forms. By learning from message-sentence pairs the model

develops internal representations which constrain this mapping. These constraints can

be viewed as the grammar of the target language, having evolved from successfully

learning to transduce between types of representations. Thus, the grammar acquired

by the Dual-path model is not a means for building syntactic representations which are

then imbued with semantic or phonological content, grammar in the model associates

such content in unmediated transduction.

In the experiments described in this chapter, I found modelling grammar as a fall-out

product of meaning-to-form transduction to be a quite powerful approach to linguistic

generalization. Unlike other neural network models which have been tested on their

ability to learn complex sentence structure (e.g., the SRNs of Elman (1991) and Christian-

sen and Chater (1999b)), the Dual-path model is not inducing grammar from sequences

of words but develops a grammar in learning to map semantic content onto sequences

of words. In this process the model draws on statistical regularities in the sentence input

(e.g., frequencies of lexical co-occurrence) but also on semantic information in the mes-

sage, such as role-to-concept bindings and the event structure of intended utterances.

As the model learns to interpret and utilize this information, transduction becomes in-

creasingly accurate to the point where the model’s grammar reflects all meaning-form

pairings of the trained language. Generalization occurs because of semantic similarities

between constructions encoded in the message input. Novel utterances are produced

correctly to the extent that they are relevantly similar in meaning to experienced utter-

ances. I argued throughout this chapter that similarity-based transduction can explain

structural generalization, strong systematicity, and recursive productivity in the Dual-

path model.28 These generalization capacities and their characteristic behavioral profiles

testify to the model’s potential as a suitable model for human language processing.

Generalization is enabled but not guaranteed by or reducible to semantic similarity

28For the remainder of this thesis I will therefore refer to the Dual-path model, modified for the pro-

cessing of multi-clause utterances, as the recursive Dual-path model .
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between experienced and novel utterances. Whether the model generalizes also depends

on the strength of learned meaning-form associations, i.e., on distributional properties

of the learning environment. This factor was clearly identifiable in Section 6.7 on the

differential processing of right-branching and center-embedded constructions. Further-

more, generalization of course depends on the model’s transduction grammar, i.e., on

the type of constructions experienced in learning. In Section 6.7 it was argued that the

model failed to be recursively productive in an impoverished input condition. Semantic

representations were identical across conditions, but the model was ‘blind’ to similari-

ties in the message.

Representations were hand-coded and feature-based similarities imposed on the

model by the experimenter may not yield optimal generalization behavior in differ-

ent input conditions. It would therefore be a worthwhile future project to find semantic

representations which maximize generalization capacities for changing learning envi-

ronments, e.g., through evolutionary programming. Based on these findings, it might be

possible to define a metric of semantic similarity which predicts differential generaliza-

tion and to test the sensitivity of human learners to this metric in sentence processing.




