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Chapter 7

Learning polar interrogatives

In this chapter I exploit the generalization properties of the recursive Dual-path

model to provide evidence for the data-driven learnability of complex polar

interrogatives. I will argue that the model favors structure-dependent over

structure-independent auxiliary fronting and identify learning conditions in

which it can produce correct complex polar interrogatives in the absence of

positive exemplars of these structures in the input. The model’s behavior is

matched against child language data and compared with other approaches to

complex question learning. Since the model does not implement a traditional

kind of language-specific universal grammar, these results are relevant to the

poverty of the stimulus debate.

7.1 The general controversy

The acquisition of natural language is a complex process in which children learn to

comprehend and produce utterances of their native speech community from the ambi-

ent language in their social environment. One of the most persistent controversies in

cognitive science concerns the question whether this task can reliably be accomplished

based on the linguistic input the child receives during the ’critical period’. Given some

property P of a language L, can P be known through sensory experience alone, or do
we need to posit language-specific sources of information other than the ’primary lin-

guistic data’ to account for the fact that children eventually come to know P? Many
syntactic properties are abundantly warranted in the linguistic input for children to

acquire knowledge of P from experience. Such P include word-order, branching-direc-
tion, case marking, and the morphosyntax of tense and aspect. Although word order, for

instance, differs across languages, most languages have a preferred or dominant word

order which can be learned from the structures in the linguistic input. In other cases,

however, the experiential basis to infer P seems considerably weaker. Prime examples
of such P (in English) are subjacency constraints on forming complex wh-questions

(Chomsky, 1986), ‘want-to’ contraction (Crain and Thornton, 1998; Crain and Pietroski,

203



204 Chapter 7. Learning polar interrogatives

2001), and the assignment of nominal antecedents to anaphoric one (Baker, 1978; Lidz,

Waxman, and Freedman, 2003).1 These properties differ from, say, word order in that

they involve a generalization which has exceptions. The verbal elements want and to

can be contracted into wanna in some constructions such as:

(1) a. Who does he want to cook dinner for?

b. Who does he wanna cook dinner for?

In other constructions, however, contraction is not permissible:

(2) a. Who does he want to cook dinner?

b. *Who does he wanna cook dinner?

In acquisition, children have to form a generalization P = “want and to can be con-

tracted unless X” rather than P ′ = “want and to can be contracted”. While P ′ could
be learned from relevant examples, it has been argued that correct contraction P is not
learnable from experience because of the limited availability of input which restricts

P ′ appropriately (Crain and Pietroski, 2001). Similarly, subjacency and anaphoric one

are presented as problematic in the literature, because children could not retract from

overgeneralization. The unconstrained generalization P ′ is warranted by the linguistic
input, but the more complex property P is underdetermined by experience. The ac-

quisition problem is further exacerbated in that child-directed speech is non-uniform.

Constraining evidence might be available to some children but not others. And yet all

normally developing children rapidly converge towards knowledge of P regardless.
The contraction example illustrates the view that there are syntactic properties P

which are neither sufficiently nor reliably supported by a learner’s environment. In

other words, there is a gap between the information provided by sensory experience of

L and what children end up knowing about L. This relational deficit between learning
and experience is often referred to as the poverty of stimulus.2

Properties P of L for which such a gap exists, harbor an explanatory problem given
that children eventually acquire adult-like knowledge of P . This explanandum has

been labelled ‘hyperlearning’ (Pullum, 1996): how do children invariably settle onto

knowledge of P in the absence of sufficient evidence (either positive or negative) to iso-
late P from its competitors? Instances of hyperlearning seem to necessitate a popular
doctrine—linguistic nativism—which stipulates the innate guidance of learning through

language-specific control mechanisms (universal grammar). If knowledge of some P
does not derive from sensory experience of sentences in L, it is best explained from

within. This line of reasoning is exemplified in Lidz et al. (2003) who contend that

knowledge of (some) syntactic properties “must derive from linguistic structure inher-

ent in the learners themselves because [...] the input to which infants are exposed does

1For more examples confer the list in MacWhinney (2004).
2Poverty of stimulus is an umbrella term for a variety of different claims, including the degeneracy of

the input, the unavailability of corrective evidence, the inductive quandary of finite input versus produc-

tive infinity, and the formal non-learnability results of Gold (1967).
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not unambiguously support the linguistic representations that they create” (p. B72). Na-

tivist arguments are strengthened when hyperlearning occurs in the absence of mistakes

during syntactic development (‘error-free learning’, MacWhinney, 2004).

There are several strategies to avoid the nativist “solution”. One can contest that

children unerringly arrive at knowledge of P by providing developmental data to the

contrary. This approach undermines the explanatory value of universal grammar, but it

does not answer how knowledge of P can be established from deficient input. Secondly,
it could be demonstrated that the primary linguistic data is sufficiently rich to obtain

knowledge of P from experience by showing that corpora of child-directed speech con-
tain more relevant samples which constitute direct evidence for P than claimed. In this
case, there is no poverty of the stimulus and hence no need to explain hyperlearning.

Another way to approach the learning problem is to argue that the empirical basis of a

child is broader than supposed in that it comprises linguistic structures which are not

paradigm cases but nonetheless aid the acquisition of P in relevant ways. Learning in
many domains is path-dependent, i.e., one cannot get everywhere from just any state of

knowledge. There may be a path to P which opens up once other pieces of knowledge
about L have been established through experience. If the child’s learning mechanism
draws on wider resources in the right order, the data-driven learnability of P could

become plausible even though pertinent samples of a syntactic structure may be highly

infrequent in the linguistic environment. And finally, one might accept that in a strict

sense the primary linguistic data is impoverished (i.e., some target structure exempli-

fying P is largely absent) and that innate learning biases are required to explain the

fact that children reach adult-like knowledge of P with high probability. Yet, it need

not be assumed initially that these biases are language-specific. It could be argued that

children’s input filtered through the architecture of a processor which incorporates do-

main-general learning biases of some sort is sufficient to obtain knowledge ofP . Ideally,
such an argument would be based on a computational model of syntactic development

which can demonstrably and reliably acquire knowledge of P from noisy, realistic dis-
tributions.

I will now look more closely at a specific linguistic structure that has often been cited

as a paradigmatic example of the poverty of stimulus—yes/no-questions with relative

clauses. The controversy over the learnability of these questions forms an important

strand in the nature versus nurture debate since several decades. The strategies and

approaches described above have all been taken in this debate and will be illustrated in

more detail at work.

7.1.1 The learning problem

The issue of interest here is whether normally developing children can arrive at syntac-

tic knowledge of P in Lwhich cannot conceivably have been extracted from the speech
they were exposed to. The strongest and most frequently adduced case of such knowl-

edge concerns auxiliary fronting in English polar interrogatives. Declarative sentences

can be transformed into yes/no-questions by inverting the positions of the sentence ini-
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tial subject NP and the verb auxiliary. Suppose in acquisition a child encounters the

declarative sentence

(3) The dog is barking.

together with examples of yes/no-questions

(4) Is the dog barking?

From a purely logical point of view there are many hypotheses about the underlying

rule of grammar a child may come to entertain which are compatible with this linguistic

experience, for instance, ‘move the third word in front’ or ‘place the left-most auxiliary

in front’. For single-clause sentences such as (3), which contain only one auxiliary, the

latter rule of question formation is descriptively adequate, but only incidentally. It is

invalidated by declaratives which contain multiple clauses with auxiliaries, such as

(5) The dog that is chasing the cat is barking.

Placing the left-most auxiliary in front yields the ungrammatical question

(6) *Is the dog that chasing the cat is barking?

instead of the grammatical form

(7) Is the dog that is chasing the cat barking?

Multi-clause sentences such as (5) show that it is the auxiliary of the head (main clause)

which is moved to the initial position and not, e.g., the sequentially first auxiliary. Lin-

guists call such transformations structure-dependent to emphasize that they are gov-

erned purely syntactically. That is to say, the choice of which auxiliary is placed in the

initial position does not depend on the linear order of constituents but only on the hier-

archical organization of the sentence. The structure-dependence of auxiliary fronting in

English was first pointed out by Chomsky (1965) and he connected polar interrogative

learning with the insufficiency of the primary linguistic data. According to Chomsky,

complex questions such as (7) are virtually absent from child-directed speech. This claim

is expressed in Chomsky’s notorious statements that “a person might go through much

or all of his life without ever having been exposed” to complex yes/no-questions and

that “you can go over a vast amount of data of experience without ever finding such a

case” (see Piattelli-Palmarini, 1980). Moreover, Chomsky argued that simple questions

like (4), which are quite frequent in child-directed speech, support a structure-indepen-

dent rule because in both cases the auxiliary which is closest to the subject NP is placed

in front. Hence, children should form an erroneous generalization, and since they rarely,

if ever, hear sentences of the appropriate sort—center-embedded interrogatives of type

(7)—they will not be able to retract from it based on the sentences they hear. Because

linguistic experience is impoverished in this way but children learn structure-dependent

auxiliary fronting nonetheless, Chomsky (1975) suggested “the only reasonable conclu-
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sion is that UG contains the principle that all such rules must be structure-dependent”.

The view that structure-dependent knowledge must be innate has since been endorsed

by many linguists and psycholinguists (e.g., Crain and Nakayama, 1987; Crain and Piet-

roski, 2001; Legate and Yang, 2002).

7.1.2 Three empirical hypotheses

For the sake of argument, let’s assume that Chomsky’s claim regarding the poverty of

the stimulus is true of child-directed speech with respect to polar interrogatives; I will

summarize the empirical evidence for this claim below. Then, structure-independent

rules of auxiliary fronting are consistent with the learner’s input and readily available

from exposure to single-clause questions. Hence, such rules would be inductively sup-

ported and because they arguably are simpler than the correct rule, we would expect

children’s early productions to reveal errors deriving from the wrong choice of auxil-

iary fronting rules. Surprisingly, however, children do not seem to select any of the

incorrect alternatives, not even temporarily. Crain and Nakayama (1987) conducted

an experiment in which complex polar interrogatives were elicited from children aged

[3;2]–[5;11]. Subjects were requested to ask questions to a doll, e.g., “ask Jabba, if the

boy who is watching Mickey Mouse is happy?”, and these elicited sentences were scru-

tinized for errors. As their main result, Crain and Nakayama (1987) found that no child

produced complex yes/no-questions in which the auxiliary of the relative clause was

fronted. All of their subjects seemed to entertain a structure-dependent hypothesis and

none had overgeneralized to an incorrect structure-independent rule.3 Consequently,

according to this study, children do not commit structure-independent errors in syn-

tactic development which then require correction at a later stage; auxiliary fronting

appears to be a case of error-free learning.4 It must be pointed out, however, that this

study is neutral with respect to the question whether children develop knowledge of

syntactic structure without being exposed to the relevant kind of evidence that could

warrant such knowledge. In other words, while auxiliary fronting in polar interroga-

tives might be an example of error-free learning, it has not been established that it is a

case of hyperlearning.

One can take error-free learning as evidence for innate language-specific knowledge

(as Crain and Nakayama do), but one might just as well conclude that the very learning

problem for auxiliary fronting in its standard rendition of Section 7.1.1 is phrased in a

misleading way. The problem was formulated as a choice between two principles and

3This is not to say that these children did not make any errors in this task. I will come back to this

issue later when comparing production errors of the recursive Dual-path model with children’s error

profiles in the study of Crain and Nakayama (1987).
4The methodology of this study can be criticized, because the correct relative clause (without auxiliary

displacement) was provided by the experimenter in the elicitation instruction and could be imitated by

the subjects to yield correct questions. Furthermore, Thomas (2002) remarked that these results “only

showed that children don’t produce structure-independent questions; it didn’t prove that children reject

[them] as ungrammatical” (p. 67). For an extensive review and criticism of the Crain and Nakayama

(1987) study, confer Ambridge, Rowland, and Pine (2008).
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it was presented as a puzzle of how children could avoid the incorrect and arrive at the

correct generalization. But if children do not make mistakes which could be attributed

to an incorrect generalization, then they apparently never entertain overgeneralizations

which derive from simple polar questions in the input. In fact, if children never witness

a complex polar question, as the nativist argument assumes, why would they project

any syntactic hypothesis about such structures in the first place? Similarly, if children

never witness a construction in which an auxiliary is extracted from a relative clause,

why would they ever entertain such a rule for polar questions? The formulation of

the learning problem presupposes that inductive generalization from simple to complex

polar questions would be the natural and obvious learning strategy for a child. But

the data of Crain and Nakayama suggests that this assumption is unwarranted, oth-

erwise we would observe characteristic overgeneralization errors. If syntax learning

does not proceed by inductive generalization, there is no inductive underdetermination

in choosing between competing hypotheses and the innateness of structure-dependence

would seem to be a solution to a learning problem which might not exist in the sketched

form. The question how auxiliary fronting is acquired, however, does not go away just

because the logic of the ‘classical’ formulation of the problem might be flawed.

Nativist accounts of auxiliary fronting might rest on a misguided conceptualization

of the learning problem as an inductive choice. A number of further assumptions seem

to be implicit in the claim that children are unable to infer the correct fronting rule from

linguistic experience:

(i) polar questions are formed from declaratives by transformational rules over

strings of words, and these rules are the child’s learning target.

(ii) children require a critical amount of positive samples of complex polar interroga-

tives of type (7) to learn yes/no-question formation, and this amount is not avail-

able.5

(iii) only complex polar interrogatives of type (7) are relevant to learning yes/no-ques-

tion formation.

Furthermore, the nativist account assumes that

(iv) innate priming best explains error-free acquisition data such as Crain and Naka-

yama’s.

In computational terms, learning problems involve a target domain, a learning mech-

anism, and an information source. Trivially, the success of a learning systemwill depend

on the specification of these components (and the criterion of success). In the above for-

mulation of the task, the learner must decide between competing hypotheses in the

form of monolithic syntactic rules which is claimed to be impossible without innate

priming. This inductivist approach contrasts with a constructivist approach in which

5To put it differently, even if there were some complex polar interrogatives in the input, children

would not be sensitive to them.
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the syntax of polar questions is assembled piecemeal from experience. If we reformu-

late the learning target in terms of simpler building blocks, it may become tractable: (a)

learn the syntax of single-clause yes/no-questions (subject/auxiliary inversion), (b) un-

derstand the function of relative clauses, (c) conjoin this knowledge to produce correct

multi-clause yes/no-questions.

In poverty of the stimulus arguments it seems to be presupposed that the acquisition

of polar questions precedes the acquisition of hierarchical clause structure. A study on

syntactic development by Diessel and Tomasello (2005) shows, however, that children of

the average age in the Crain and Nakayama (1987) study master various relative clause

constructions quite well as measured in sentence production (see also Kidd et al., 2007).

In fact, it is a methodological necessity in the Crain and Nakayama experiments that

children understand the request to produce questions which contain a relative clause.

It can therefore be assumed as plausible that children in these experiments had an un-

derstanding of the function of relative clause constructions as modifiers, to fix a topic

and/or referent, or to provide additional information. As a consequence, they have some

knowledge of clause boundaries, clausal dependencies and hierarchical sentence struc-

ture. Furthermore, it can be assumed that children know about the pragmatic function

of simple yes/no-questions based on the primary linguistic data. On Chomsky’s view

the correct transformational rule is inaccessible to children, but if such knowledge is

brought to the table, it would rather be in need of explanation why relative clauses

should interfere with auxiliary fronting. Supposing that clausal units and dependen-

cies are recognizable by the child and that different units serve different communicative

functions, the structure-dependent principle may be learnable precisely because it is

structure-dependent.

In similar vein, Van Valin (1998) proposed a pragmatic motivation why the identifi-

cation of additional information may prevent a child from fronting the wrong auxiliary:

Questions are requests for information and the focus of a question signals the in-

formation desired by the speaker. It makes no sense, then for the speaker to place a

focus of the question in a part of a sentence which is presupposed, i.e., which con-

tains information which the speaker knows [...]. The content of adverbial clauses

and restrictive relative clauses is normally presupposed, and consequently con-

structing questions with the focus in one of these structures generates a pragmatic

contradiction. (p. 232)

Based on such pragmatic considerations Van Valin formulates a general restriction on

the formation of simple yes/no-questions and extends this principle to the more compli-

cated wh-questions. In this manner, the learnability problem for subjacency constraints

on wh-questions, another prime suspect for the poverty of stimulus, is reduced to ac-

quired knowledge of forming yes/no-questions with embeddings. According to Van

Valin, this learning task can in turn be grounded in experience of simple yes/no-ques-

tions plus prior semantic information and pragmatic constraints.

In a nutshell, then, instead of learning a movement rule by direct observation, chil-

dren may be capable of assembling the syntax of complex yes/no-questions from more
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basic principles of question formation and relativization:

Hypothesis-1: Complex polar interrogatives can be learned from simple

polar interrogatives and relative-clause constructions in the absence of pos-

itive exemplars in the input.

I will test this hypothesis in my computational model of syntactic development in Sec-

tion 7.2. Hypothesis-1 is rooted in doubt about whether the learning task for polar

interrogatives—assumption (i)—is adequately described in standard formulations. If

Hypothesis-1 can be validated, this would also cast doubt on assumptions (ii) and (iii),

viz that some complex polar interrogatives are required in the input and that the target

syntax could not be arrived at in other ways, e.g., by piecemeal, bottom-up construction

from simpler building blocks.

Assumption (ii) suggests that if there was sufficient and unambiguous evidence,

children could learn the proper syntactic rule for auxiliary fronting. Purely data-driven

learning could succeed if only there was enough of the right kind of examples present

in child directed speech. In this case, there would be no inductive or logical problem

involved in learning structure-dependent principles. Whether positive forms are suf-

ficiently frequent to rule out competing syntactic principles is a downright empirical

question. But what is the right kind of evidence and how much of it would be suffi-

cient? Pertinent information is conspicuously absent from the nativist literature, apart

from flat denials that there is any such evidence. Pullum (1996) attempts to debunk these

claims as unwarranted. He first argues that there is more evidence for the correct gener-

alization than supposed (see also Sampson, 1989). According to Pullum, it is not merely

polar questions like (7), but also other types of questions such as

(8) If you’re done with eating, could I have your french fries?

and even wh-questions such as

(9) Why couldn’t anyone who was at home close the window?

which constitute evidence for the correct auxiliary fronting rule. In forming questions

(8) and (9) there is a similar structure-dependent auxiliary movement involved as in (7).

Placing the first auxiliary of the corresponding declaratives in sentence-initial position

would result in ungrammatical questions:

(10) *Was anyone who at home could close the window?

Thus, Pullum suggests that learning complex polar interrogatives is supported by a

larger variety of positive examples in the primary linguistic data; any observed main

clause auxiliary displacement in utterances with subordinate or complement clauses

might be relevant. Although target structures such as (7) may be highly infrequent, it

is not too far-fetched to expect such mundane questions as (8) and (9) to occur in child-

directed speech. To determine the frequency of such expressions, Pullum examined the
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Wall Street Journal corpus in the Penn TreeBank and suggests that it is premature to

think

that the success rate of children at learning the structure-dependency of auxiliary

fronting cannot be explained in terms of data-driven learning. The utterance to-

kens that could provide the crucial data apparently make up between 1% and 10% of

interrogatives. A child obviously hears hundreds of thousands of sentences while

engaged in language acquisition, and thus will hear thousands of examples that

crucially confirm the structure-dependence of auxiliary fronting (p. 509).

With auxiliary fronting, he concludes, the “strongest and best-known pillar of support”

for the poverty of the stimulus and hyperlearning collapses (ibid.).

The results of Pullum’s corpus analysis can be challenged in several ways. First, it is

debatable whether he adduces the right kind of positive evidence. His claim that ques-

tions of type (8) and (9) are relevant to the acquisition of complex polar interrogatives

has not been investigated in developmental psychology or within computational learn-

ing models. Secondly, it is unquestionable that the examined corpus is not representa-

tive as a collection of linguistic material typically available to children.6 To challenge

Pullum’s account, Legate and Yang (2002) looked at the frequency of the structures (8)

and (9) in all files of the Nina corpus in the Childes database (MacWhinney, 2000).

They found that the percentage of relevant sentences is actually much lower than Pul-

lum and Scholz (2002) claimed. Although 44% of all sentences were questions, only

0.068% of these were of the (8) and (9) kind. Searching multiple Childes corpora, Mac-

Whinney (2004) looked at the frequency of sentences of type (7) in conjunction with

sentences containing auxiliaries in two positions, such as

(11) Will the boy who is wearing a Yankee’s cap step forward?

He found only 1 such question in three million items. MacWhinney did not rigorously

quantify the frequency of wh-questions with relative clauses (sentences of type (9)) in

Childes. He claims, though, that “there are hundreds of input sentences of this type in

the Childes corpus” (p. 890).

Thus, frequency estimates for relevant input vary considerably across the litera-

ture. The difference in several orders of magnitude results from different views on what

counts as relevant evidence and which corpus is analyzed. What seems more important

than the diversity of estimates, however, is the question how to test claims of relevance

and frequency. Unfortunately, none of these authors comments on the empirical signif-

icance of the detected number of occurrences of input samples. Why would 1% of type

(7)–(9) questions be sufficient to guide a child towards selecting the right kind of auxil-

iary fronting rule, but not, say, 0.001%? Is there a threshold frequency for learnability

and why? Even if there was reliable data concerning the occurrence of various types of

6Pullum (1996) and Pullum and Scholz (2002) acknowledge the inadequacy of their source but of

course some data is better than none. They concede that their corpus analysis is of preliminary nature

and does not strictly refute arguments from the poverty of stimulus.
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complex questions, this could merely undermine claims that there is not any evidence in

child-directed speech. What is required in addition is a detailed account of how this ev-

idence is processed and utilized in a concrete learning mechanism in order to determine

whether there is sufficient evidence for purely data-driven learning to succeed.7

To summarize, it has been suggested by a number of authors (Sampson, 1989; Pul-

lum, 1996; Pullum and Scholz, 2002; MacWhinney, 2004) that assumptions (ii) and (iii)

behind the poverty of stimulus argument may be misguided. Perhaps complex polar

interrogatives are sufficiently frequent in child-directed speech, perhaps other question

types such as (8) and (9) are conducive to their acquisition, or even sufficient by them-

selves. Based on these suggestions I formulate

Hypothesis-2: Complex polar interrogatives can be learned from exposure

to simple polar interrogatives, relative-clause constructions, and wh-ques-

tions with embeddings.

which will be tested in the recursive Dual-path model in Section 7.3.2. This model pro-

vides an explicit learning mechanism for sentence production which may be capable of

acquiring the syntax of question formation in the absence of positive evidence. Testing

Hypothesis-2 in a computational framework, it might be possible to substantiate the

idea that auxiliary fronting can be learned from simpler and similar structures whose

occurrence is warranted in child-directed speech.

7.1.3 Statistical learning

Arguments against the data-driven learnability of complex yes/no-questions assume

that positive examples of these structures are highly infrequent in the ambient language.

While this might be the case, sparsity alone does not entail non-learnability unless it is

also presupposed that children’s learning mechanisms are not sensitive enough to ex-

ploit this evidence (assumption (ii)). In addition, such arguments often assume that by

innate structure-dependent priming best explains the fact that children learn these con-

structions nonetheless (assumption (iv)). Recently, both these assumptions have been

challenged by statistical approaches to language acquisition, in particular connectionist

learning models such as simple-recurrent networks (SRN) (Elman, 1990, 1991). These

models draw on the combined explanatory power of distributional properties of the

input and domain-general learning mechanisms. Similar to an innately constrained lan-

guage acquisition device, these models display processing biases qua architecture, but

these biases are language-unspecific and adaptive. Constraints on processing are not

7In his keynote address to the 32nd Boston University Conference on Language Development 2007,

O’Grady lamented that frequency haggling alone will not resolve the question whether some construction

is learnable or not. For the case of ‘want-to’ contraction he sketched a learning account which does not

rely on any positive evidence in the input. On this account, “the core properties of natural language
syntax follow from the operation of an efficiency-driven [...] processor” (O’Grady et al., 2008). It remains

open whether such an account could also be given for auxiliary fronting.
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biologically fixed but can evolve in the course of learning and change with linguistic

experience.

It has been demonstrated in many cognitive domains that SRN are useful for learn-

ing various types of statistical regularities in the input. They record the frequency of

individual units of learning, e.g., lexical items, the frequency of co-occurrence of units,

e.g., pairs of words, and the transitional probabilities between units, i.e., the predictive

probability of one word, given the previous word. Accreting evidence from psycholin-

guistic research supports this approach to language learning in that children, even in-

fants, are sensitive to statistical information in the input at various levels of language

processing. For instance, Maye et al. (2002) have shown that infants’ development of

phoneme categories can be influenced by distinct distributions of speech sounds. In-

fants are also capable of segmenting continuous speech stream into words based on

transitional probabilities in sequences of syllables (Saffran et al., 1996, Aslin et al., 1998,

Saffran, 2001). Moreover, Gómez and Gerken (1999) have shown that infants can track

adjacent and remote sequential dependencies in word ordering, thus acquiring the syn-

tax of artificial finite-state grammars. An overview of many more recent results in

statistical language learning can be found in Gómez (2007).

Hypotheses-1 & -2 conjecture that the syntax of complex polar questions could

be assembled from more basic structures; simple yes/no-questions, relative clause con-

structions, and complex wh-questions. The process of structural generalization may be

aided by the relative frequencies of substructures in grammatical and ungrammatical

yes/no-questions in the input to a statistical learner. For example, grammatical yes/no-

questions contain substructures such as

(12) ...who AUX VERB -ING or ...who AUX ADJECTIVE

whereas yes/no-questions which were formed by some structure-independent rule con-

tain substructures such as

(13) ...who VERB -ING or ...who ADJECTIVE.

Substructures (13) from ungrammatical interrogatives, although possible substructures

of other grammatical sentences,8 may occur less frequently in a learner’s linguistic en-

vironment than substructures (12) from grammatical interrogatives. If this is true for

natural language input, and if the learner is sufficiently sensitive to substructure fre-

quencies, she might form statistical expectations which facilitate the acquisition of cor-

rect polar interrogatives and interfere with the development of syntactic principles for

ungrammatical polar interrogatives:

Hypothesis-3: Distributional information in the input is sufficiently rich

for statistical learners to acquire the correct auxiliary fronting principle for

yes/no-questions.

8For instance, ‘the athlete who diving killed’ or ‘the climber who hungry bears ate’.
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This hypothesis has been tested in two previous studies involving SRNs, the work of

Lewis and Elman (2001) and Reali and Christiansen (2005). These studies aimed at

showing that when trained on English language input, SRNs are biased towards prefer-

ring grammatical over ungrammatical polar interrogatives in the absence of any sample

of this construction in the learning environment. Before I describe the recursive Dual-

path model approach to question learning, I will first review the results from these SRN

studies.

The Lewis & Elman model

Lewis and Elman (2001) trained an SRN on an artificial English-like language containing

simple polar questions and sentences with relative clauses. Then the network was tested

on complex polar questions such as

(14) Is the boy who is smoking crazy?

At each position in the target sentence the SRN predicted a vector of lexical categories

for the subsequent word in the sequence. The network’s predictions for sentence (14)

are depicted in Figure 7.1. After the initial segment Is the boy..., the SRN activated

Figure 7.1: The SRN of Lewis and Elman (2001) tested on novel polar questions. The

strength of the network’s word category predictions is represented vertically above each

target word.

the relative pronoun category at the position of who although the network had not

experienced polar questions with embeddings in the input. Following the pronoun,

the SRN activated the auxiliary category for the target is and did not activate a verb

form as would be expected had the network learned structure-independent auxiliary

fronting. Once the participle category for smokingwas predicted, the network activated

the adjective category at the relative clause boundary, even though these two word

categories never co-occurred in training. Based on these results, Lewis and Elman (2001)
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suggest that “the network has formed an abstract representation of aux-questions, and

generalized over the NP forms.”

It is difficult to assess the significance of the Lewis and Elman (2001) results for a

number of reasons. First, the authors provide too little information about their training

set. It is not clear how much lexical and structural variation there was in the artificial

language. One example of a declarative with relative clause is given, but it is not ex-

plained which types of relative clauses could occur in training (e.g., whether they could

be subject- and object-modifier and relativize both roles). This example (The boy who

is smiling...) matches the embedding of Figure 7.1 in that it is subject-relativized with

a progressive verb form and this type of relative clause may have been the only one

in the training language. It can also not be ruled out from the information given, that

the language contained only embeddings attached to the first NP in the sentence. This

would explain why the network activated a relative pronoun after the boy in the test

structure. It seems premature to claim that the model has acquired a notion of relative

clause or complex question formation on the basis of this input.

Secondly, Lewis and Elman report that in processing the sentence of Figure 7.1 the

network did not predict a verb form after the pronoun who. This is taken as evidence for

the correct structure-dependent rule. Presumably, however, we would expect activation

of verb forms if the input language had contained subject-relatives with other verb

tense/aspect (e.g., ...who smoked...). Thus, it seems that the result of Figure 7.1 might

be an artefact of the artificial language which may have been tailored to this specific

learning problem. What’s important is not so much what is in the language, but what

may deliberately have been left out to strengthen the relevant substructure predictions.

The network’s preference for structure-dependent activation patterns might entirely be

due to the absence of more diverse input.

Third, it seems that their model was only tested on a single complex polar interrog-

ative so that the performance data of Figure 7.1 is anecdotal at best. Lewis and Elman

(2001) do not report whether this result is even robust for different randomly generated

training sets from the same language, or different random initializations of the network

for the same training set. It is also unclear whether their model could handle different

types of embeddings such as, e.g., object-relativized polar questions.

And finally, a more fundamental point of criticism of their approach. In the model’s

output profile of Figure 7.1 there is a ’path’ of activation of correct categories that cor-

responds to a grammatical complex question. This path derives from the networks ca-

pability to overlay statistical expectations from substructures in different kinds of input

sentences. This positive result by itself, however, does not show that their model has

acquired the correct rule for complex question formation. Due to the nature of SRN

mappings of words onto distributions of syntactic categories, there are many paths in

the model’s output profile which correspond to ungrammatical sentences as well. Take,

for example, the sequence of most active categories in each sentence position of Fig-

ure 7.1, AUX PRONOUN NOUN ADJECTIVE AUX PARTICIPLE ADJECTIVE. This sequence

does not form a segment of any grammatical English sentence. By parity of reasoning,

the model has also ‘learned’ nonsense. Hence, it is not sufficient to handpick a path of
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activation which corresponds to the intended structure. Rather, it must be shown that

there is no such path of activation for an ungrammatical complex polar question, or at

least that such paths are less pronounced in terms of some reasonable error measure.

In other words, it needs to be established quantitatively that after training the model is

biased towards accepting grammatical polar interrogatives over ungrammatical ones.

The Reali & Christiansen model

Reali and Christiansen (2005) much improved on the Lewis and Elman (2001) approach

to auxiliary fronting. They present two models of statistical learning which were trained

on a more realistic, noisy input set, the Bernstein-Ratner corpus of mother-child inter-

action. This corpus did not contain any instance of a complex yes/no-question. The

first model is the familiar n-gram model evaluated with cross-entropy (see Chapter 5).
After extracting bigram and trigram frequencies from the corpus, sentence probability

was computed for 100 matched pairs of grammatical and ungrammatical questions, e.g.,

the pair

(15) a. Is the boy who is hungry nearby?

b. *Is the boy who hungry is nearby?

Comparing the cross-entropy for questions (15-a) and (15-b) indicates which one is more

probable based on the distributional information in the training corpus. A question is

classified correctly if the grammatical form has a lower cross-entropy than the ungram-

matical form. Reali and Christiansen found that both the bigram and the trigram model

correctly classified 96% of the tested questions. This behavior was stable for the actual

questions that were elicited from children in the study of Crain and Nakayama (1987).

Furthermore, classification was robust for both sets of questions when the n-gram mod-
els were trained on subsets of child-directed speech which corresponded to individual

children subsumed in the Bernstein-Ratner corpus.

Since this corpus did not contain examples of complex polar interrogatives, the re-

sults of Reali and Christiansen (2005) indicate that there is sufficient indirect evidence

in the primary linguistic data for children to learn the correct auxiliary fronting rule.

Grammatical questions were favored by the n-gram models because the grammatical
forms shared frequent word chunks with other sentences in the input. If children draw

on similar kinds of statistical information in language acquisition, it might be unneces-

sary to postulate innate constraints on learning structure-dependent rules for question

formation.

It has been shown that SRN are sensitive to bigram and trigram frequencies (see

the references in Reali and Christiansen, 2005). Thus, it was a natural question to ask

whether an SRN trained on the Bernstein-Ratner corpus would develop a comparable

bias for structure-dependent auxiliary fronting as the n-gram models. Reali and Chris-
tiansen trained an SRN in this way and tested the network on 30 pairs of grammati-

cal and ungrammatical questions such as (15-a)/(15-b). The trained network classified

more than 83% of the grammatical structures (15-a) correctly as grammatical and mis-
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classified less than 17% of the ungrammatical structures (15-b) as grammatical (Figure

7.2). In other words, after exposure to a corpus of child-directed speech the SRN was

strongly biased towards preferring grammatical polar questions over ungrammatical

ones. This suggests that domain-general learning mechanisms such as SRNs can reli-

ably converge towards correct auxiliary fronting by attending to the rich distributional

regularities in the learning environment. The more realistic natural language input to

SRN in the Reali and Christiansen study guarantees that these results were not ob-

tained by adjusting the training language to the specific learning task (e.g., by removing

untoward constructions or skewing the distribution). Moreover, given the diversity of

the corpus their results demonstrate that the SRN was able to exploit subtle statistical
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Figure 7.2: Grammaticality judge-

ment of an SRN for polar questions;

replicated from Reali and Christian-

sen (2005).

cues in the input to acquire auxiliary fronting.

On the downside, Reali and Christiansen

had to tag the input corpus with grammatical

categories in order to train the SRN. This tag-

ging removed a great deal of noisiness from

the corpus. Children are not learning from

tagged input but have to acquire syntactic

categories from the ambient language dur-

ing syntactic development. In general, the

assumption of tagged input may not be ex-

ceedingly problematic since there is evidence

that children are able to induce syntactic cat-

egories from distributional information alone

(Gerken et al., 2005; Mintz et al., 2002; Red-

ington et al., 1998). What seems slightly more

problematic is the specific way the corpus

was tagged in the experiment. Kam et al.

(2007) note that a single tag PRON was used

for all pronouns (interrogative, deictic and

personal). This is relevant for learning auxiliary fronting because in order to correctly

classify a test question such as Is the man who...? the model has to activate the initial

sequence AUX DET NOUN PRON of word categories and then predict an auxiliary. To

do this, the SRN must have developed statistical expectations that with some likelihood

pronouns are followed by auxiliaries. With the pronoun category being so inclusive, the

model can strengthen its expectations for the transition from pronouns to auxiliaries

from sentences such as He was hungry or What is going on? because these sentences

would have been tagged with a PRON AUX subsequence. Hence, this subsequence of

word categories is supported by sentences which are functionally quite distinct from

polar interrogatives. In successfully classifying yes/no-questions, the SRN may there-

fore have drawn on statistical information that is not available to children.

It also appears that auxiliaries were classified together with verbs into one category

VERB. A subsequence of categories such as NOUN PRON VERB does not distinguish

grammatical from ungrammatical complex polar questions, for instance, the pair
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(16) a. Is the boy who is watching TV hungry?

b. *Is the boy who watching TV is hungry?

The model’s activation of the VERB category after the pronoun does not warrant the

conclusion that it prefers the grammatical (16-a) over the ungrammatical form (16-b).

Here, it is precisely the issue whether the model activates an auxiliary or a verb that

determines whether it has acquired knowledge of correct auxiliary fronting. Putting

auxiliaries and verbs into one category does not admit judgement in this case and the

set of test sentences contained several sentence types such as (16-a), e.g.,

(17) Is the dog that is sleeping on the blue bench?

for which this point seems relevant. It is not clear, though, if and how this affected the

results of Figure 7.2 because the model’s performance was measured for the entire test

questions, not just the initial segment up to the embedded auxiliary. Nonetheless, the

word immediately following the pronoun would seem to be the crucial position to assess

the model’s behavior and this position is ambiguous due to the particular tagging. This

suggests that the model’s good classification performance may to some extent depend

on the categorization used to tag the training corpus. It should be emphasized again,

however, that the main results of the Reali and Christiansen (2005) paper were obtained

with an n-gram model which is more general than the SRN. The positive results on
the data-driven learnability of complex polar questions which were obtained with this

model did not in any way depend on the assumptions made in tagging.

Reali and Christiansen tested the SRN on subject-relativized polar interrogatives

(with one object-relativized exception which was classified correctly) and all tested

structures contained the auxiliary is in both the main and the embedded clause. It

remains to be determined whether the model’s behavior is robust with respect to more

structural variation in the test items. The distributional regularities on which the SRN

draws to judge the grammaticality of test items such as (15-a)/(15-b) may not be suffi-

cient to classify other types of complex questions.

7.2 The recursive Dual-path model approach

In my own approach, I aimed at extending the results of Lewis and Elman (2001) and

Reali and Christiansen (2005) using the recursive Dual-path model. This model con-

tains an SRN as a sequencing subnetwork and should therefore be similarly sensitive to

distributional regularities in the input. The experimental work presented here, however,

differs in important respects from the SRN studies. In these studies, the SRNs mapped

input sequences onto sequences of word categories and at each sentence position they

activated a distribution of categories which could be interpreted as possible grammati-

cal continuations according to the networks’ experience. Whether a particular structure

was learned, and how well, depended on how strong the activation of the correct word

category at each position was, compared with activations for competing structures. In
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order to measure the model’s performance, it was therefore subjected to a grammati-

cality judgement task for correct and incorrect polar question, and the resulting errors

were compared to determine whether the SRN was biased towards the grammatical or

ungrammatical sentence form. The recursive Dual-path model, on the other hand, maps

meaning representations onto sequences of lexical items. At each sentence position only

the most active lexical item is recorded as output and this property allows us to compare

actual productions word-by-word against intended productions. The model is given an

input message which it has to cast into a lexically definite sentence. Because this input

message is neutral between correct and incorrect polar forms, we can directly measure

syntactic choices in the model’s productions. Hence, the recursive Dual-path model

approach replaces grammaticality judgement with testing active syntactic knowledge

required to correctly produce a specific complex polar question from a given message.

This makes the model’s learning task considerably more difficult than the SRN’s task.

In order to produce a correct question, it is not sufficient that the model shows some

activation of the correct lexical item at each sentence position, the level of activation

must be higher than that of any other word competing for this slot. Secondly, there

was more variation in the output range of the recursive Dual-path model because the

lexicon of the language used to train the model contained more items than there were

word categories in the Reali and Christiansen (2005) experiments. And third, the model

learned from untagged input and had to induce syntactic categories by itself, based on

co-occurrence frequencies of words in sentences of the training set.

On the other hand, the input to the recursive Dual-path model was generated from

an artificial grammar. Thus, it lacked the structural variation, noisiness and more re-

alistic distribution of the Bernstein-Ratner corpus employed by Reali and Christiansen.

Moreover, in contrast to the SRN approach, I assumed that children use meaning in syn-

tax acquisition. The recursive Dual-path model was learning the target language from

exposure to sentences paired with their meaning, not from sentence input alone, and

these meaning representations played a critical role in the generalization to novel utter-

ances. Semantic similarities between messages for experienced and novel constructions

enabled the model to generalize to novel constructions which were not experienced

during learning. My approach also differed from the SRN experiments in that I tested

the model on a wide range of complex yes/no-questions with intransitive, active/passive

transitive, oblique, prepositional dative and ditransitive constructions occurring as main

and embedded clauses in all combinations. In addition, main and embedded clause aux-

iliaries were allowed to differ, and any grammatical role could be relativized inside the

embedded clause. Thus, tested utterances could be object- as well as subject-relativized.

More variation in the test items ensured that positive results were less likely to be con-

tingent on the specific learning conditions, and therefore more robust and relevant to

the poverty of stimulus debate.

In the experiments, I focused on identifying an explicit learning mechanism for po-

lar interrogatives in production, not merely a bias for grammaticality. This mechanism

drew on distributional regularities in the input, such as frequent substructures, but more

importantly it relied on the presence of particular constructions from which the model
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generalized to novel constructions in a combinatory fashion because of semantic simi-

larities in the message. I sought to isolate the input factors that contribute to this goal by

systematically varying the properties of the training language. In this way I can show

that the model is able to learn polar interrogatives in some conditions but not in others

and this will help to explain why generalization occurred. I will argue that the model’s

behavior is not depending solely on n-gram statistical regularities in the input but that it

is acquiring structure-dependent knowledge of complex question formation which can

not be reduced to transitional probabilities in frequent substructures. Furthermore, I

attempt to trace the source of generalization by analyzing the hidden-layer representa-

tions the model developed during learning and I will argue that clausal integrity which

prohibits auxiliary extraction from embeddings transfers to complex polar questions by

analogy from similar structures in the input.

7.2.1 Artificial language, semantics and method

The recursive Dual-path model was trained on untagged input from a structurally rich

artificial, English-like language which allowed the creation of simple clause sentences,

various relative clause structures, and different types of questions. Table 7.1 provides an

overview of the basic constructions in the language from which more complex sentences

were assembled. Relative-clause structures in the language contained a main clause and

Structure Example

Intransitive ��� ��� ��� ����	 
�� �

Transitive ��� ����� ���� 
�� ��� ������� �

Transitive passive ��� ������� ��� ���� 
�� �� ��� ����� �

Prepositional dative � ��� ����� 
� ��� ����� �� ��� ��� �

Double object dative � ��� ����� 
� ��� ��� ��� ����� �

Oblique ��� ����� �� 	��� 
�� ���� � �� �

Table 7.1: Basic construction types in the language to which the recursive Dual-path

model was exposed.

one subordinate clause drawn from these structures. Every combination of simple clause

types was permitted and relative clauses could be attached to any NP in the main clause,

regardless of its grammatical function. Hence, there were center-embedded and right-

branching sentences in the language and the head noun could occupy any grammatical

role in the relative clause which met its animacy constraints. Moreover, the language

allowed the formation of three classes of questions, simple polar questions (SPQ from

now on), complex polar questions (CPQ from now on), and complex wh-questions; Table

7.2 lists examples of these structures. The input grammar had verb tense and aspect, in-

flectional morphemes were represented as separate lexical items. As others have argued

(Pullum and Scholz, 2002; MacWhinney, 2004), I suggest that the syntax of complex

yes/no-questions can be assembled piecemeal from simpler and similar constructions
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Question Type Example

Simple polar question �� ��� ��� ����� ��	
 ��� ��
 

Complex polar question ��� ��� ��� ���� �� ����� ��	
 ��� ��
 ��	 ��	
 

Complex wh-question ��� �� ��� ��� ���� �� ����� ��	
 ��� ��


��	 ��	
 ���� 

Table 7.2: Classes of questions admissible in the artificial language.

which are warranted in a child’s linguistic environment. For example, subject-auxilia-

ry inversion might be learned from simple yes/no-questions in the input, and auxiliary

extraction across a relative clause might be learned from complex wh-questions.

To examine whether the model acquires a structure-dependent or structure-inde-

pendent principle of question formation, it is sufficient to employ a language with cen-

ter-embedded yes/no-questions and progressive aspect in each clause. Nonetheless, my

language allowed complex questions to be created in which any grammatical role could

be modified (or relativized, for that matter), just as in the declarative structures. In

addition, verb tense and aspect of each clause could form any combination within a

complex question. For instance, I also tested the model on questions such as ��� ���

��� ����� ��	
 ��� ��
 ���� ���� ��� ���� ��� 
���  , a right-branching yes/no-

question with simple aspect in the relative clause, since this enabled me to analyze the

model’s behavior in more detail across the different input conditions.

The artificial language used to train the model contained distinct 271 construction

frames. The lexicon comprised 57 words in 15 categories which filled appropriate slots

in these frames. This allowed the creation of roughly 11.3 × 109 different sentences in
this language.9 The model was trained on a set of 10.000 sentences, which were ran-

domly generated from this language, for a total of 100.000 epochs.10 To test the model,

questions with relative clauses were generated. The language allowed the creation of

roughly 5.3× 109 different CPQ. 1.000 questions were randomly selected and the model
was tested periodically on these items after every 5.000 training sentences.

Sentences generated for training and testing were paired with their corresponding

meaning, and the model was exposed to these pairs as described in Chapter 3. To rep-

resent the semantics of relative clauses, I used the simple topic-focus message with

gap-link which was discussed in Chapter 4. The message had event alternation, so that

the order of events (and therefore clauses) in complex sentences was not encoded spa-

tially. The only way the model could determine which message features corresponded

to which clause (e.g., in complex questions) was by attending to the topic/focus features

which marked the head noun and its semantic role in the relative clause. In other words,

there was no default order of events in the semantic representations, features in the mes-

sage were not clause-level specific. Questions were distinguished from declaratives by

9Because training conditions differed in the experiments described subsequently, the expressivity of

the input language also varied slightly across conditions.
10One epoch corresponded to one sentence in training.
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using question features in the message. There were two types of question features, one

feature for polar questions, and several features for wh-questions. The message for SPQ

was identical with the message of the corresponding declarative, except that in addi-

tion a question feature signalled to the model that a different ordering of constituents

was intended. The message for complex wh-questions was slightly more complicated.

Consider the wh-question

(18) ��� ��� � ��� ���� ��� 	�
 �� 
��� ��
 � ��� �� ���� ��
 ���� �

In order for the model to produce such questions correctly, the sentence message needed

to represent which main clause constituent was co-referential with the interrogative

pronoun ���. Suppose it was co-referential with ��� 
��� in the declarative

(19) � ��� ���� ��� 	�
 �� 
��� ��
 � ��� �� ��� ���� ��
 ���� � 
��� �

Then the message for question (18) would be identical to the message for the declarative

(19) except that in addition a wh-feature marked the role of ��� 
��� in the event se-

mantics. This feature would indicate that a question, not a declarative, was intended

and signal to the model that ��� 
��� had to be omitted from the surface form. And

finally, the message for CPQ such as

(20) ��� � 
��� ���� ����� � � ��� ��� ����� ����
 ���� ��� �� � ��� �

was identical to the message for the corresponding declarative

(21) � 
��� ���� ����� � � ��� ��� ����� ��� ����
 ���� ��� �� � ��� �

plus the polar question feature which was also used to distinguish SPQ from single-

clause declaratives.

It is important to point out here that polar question features, unlike all other features

in the message, could not alternate between events. Polar question features were rigid

and not associated with a particular atomic event within a complex proposition. Since

events could alternate in the message, but question features could not, the model was

not aided towards associating an active question feature with a particular clause in

the sentence. In other words, in testing the model on CPQ, it received a message for

a complex declarative plus a clause-neutral question feature. In this way, the model

was unbiased with respect to which auxiliary (main or embedded) it had to produce at

sentence onset. This was crucial for testing whether the model favored a structure-de-

pendent over a structure-independent principle for auxiliary fronting.

7.3 Modelling results

Arguments against the poverty of the stimulus are often formulated as verbal theo-

ries of acquisition which are difficult to test because no explicit learning mechanism

is provided. The recursive Dual-path model provides a such a mechanism which has
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been shown to explain several aspects of syntactic development (Chang, Dell, and Bock,

2006; Fitz and Chang, 2008). Using this model, I wanted to identify input conditions

which are sufficient to acquire the syntax of CPQ in the absence of positive exemplars

in the input. With the described language and question semantics I tested the hypothe-

ses of Section 7.1 in a series of simulations. In these experiments, every parameter of

the model was kept constant, for instance network size, random initialization, and the

learning mechanism itself. Likewise, the model was tested on the same set of randomly

generated CPQ in all conditions. The only variable across experiments was the kind of

input structures the model received in training. In this way I could determine the effect

of the input on the learnability of CPQ. This allowed me to assess the validity of the

formulated hypotheses in a methodologically rigorous manner and to substantiate some

of the claims which have been made in the literature against the supposed non-learn-

ability of polar questions. The experiments will be described in the following sections.

All reported results were averaged over ten model subjects, which differed in terms of

the randomly generated training items to which they were exposed in each condition.

7.3.1 Simple polar interrogatives

I first looked at Hypothesis-1, viz the claim that CPQ can be learned from simple

polar questions and relative-clause constructions in the absence of positive evidence.

To test this hypothesis, the model was trained on 10.000 sentences from the artificial

language, with a simple- to relative-clause ratio of 1, and roughly 15% of all training

items being SPQ. The distribution was not intended to match human linguistic in-

put. It was required that the model learned all input structures to an adult degree at

the end of training. The model was tested on the critical structures, polar interroga-

tives with a center-embedded relative clause, but also on right-branching structures.

I will refer to these structures as CPQCE and CPQRB, respectively. In this condition,

the model produced no correct CPQ when measured in terms of sentence accuracy

(perfect match) or grammaticality. I therefore used the production error measure as

defined in Chapter 6 to evaluate the model’s performance. Production error is a string-

distance measure scaled by the length of the target utterance. Unlike sentence accu-

racy, production error is sensitive to partially correct productions and to misplaced

chunks of correct constituents. Informally, production error yields the percentage of

lexical errors the model made, out of the maximal number of errors that the model

could have made in a given utterance. The results of testing the model on CPQCE and

CPQRB at an adult state are shown in Figure 7.3. The model’s performance is com-

pared with an input condition in which the training set contained only declaratives

and no questions of any kind. It is apparent that the model performed much better

on CPQRB than on CPQCE and this difference was statistically significant in both con-

ditions (no questions: F(1,9) = 139.9, p < 0.001; simple polar questions: F(1,9) = 77.1,

p < 0.001).11 This behavior for novel interrogatives is in line with the observations

11Repeated measures ANOVA at the end of training.
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made in Chapter 6 regarding declaratives, where it was shown that the model learned
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Figure 7.3: Mean production error for

CPQCE and CPQRB with simple polar

questions in the input.

right-branching faster than center-embed-

ded constructions for different levels of

embedding. Secondly, the error level on

CPQCE was equally high in both condi-

tions, with and without SPQ in the in-

put; there was no statistical difference de-

tectable (F(1,9) = 1.2, p = 0.3). This sug-

gests that the model was not aided in

learning auxiliary fronting for CPQCE by

being exposed to SPQ. This indicates that

Hypothesis-1 might be false in the recur-

sive Dual-path model framework. Relative

clause constructions and simple yes/no-

questions are not sufficient for the model

to assemble the syntax of CPQCE. How-

ever, it can be observed that SPQ seem to

aid the acquisition of CPQRB. The error

level on these structures dropped significantly between the two input conditions (F(1,9)

= 11.4, p < 0.01). In CPQRB, the embedded clause follows the main clause. Thus it is

the first auxiliary of the declarative which is placed in front when such a question is

formed, just as in SPQ. The results therefore seem to suggest that SPQ in the input might

lead the model to entertain a structure-independent rather than a structure-dependent

hypothesis about complex question formation. Not only do SPQ not help in the acqui-

sition of CPQCE, they might even be detrimental to learning these structures because

they seem to bias the model towards adopting the wrong auxiliary fronting principle.

7.3.2 Complex wh-questions

In the next condition, I examined Hypothesis-2, the claim that CPQ can be learned

from simple polar interrogatives, relative-clause constructions and wh-questions with

embeddings. Here, the idea is that a learner might be able to recruit knowledge about

the syntax of CPQ from the syntax of various other constructions with which these

questions share surface similarities. Simple questions contribute knowledge about sub-

ject-auxiliary inversion, knowledge of relative clause formation in declaratives transfers

to relative clauses in complex questions, and from complex wh-questions it might be in-

ferred that main clause auxiliaries can be fronted across a relative clause. I tested this

synthetic approach to CPQ learning in the recursive Dual-path model. As in the previous

experiment, the input language contained roughly 50% sentences with relative clauses

and 15% SPQ. Around 10% of all training items were complex wh-questions, either with

a center-embedded or a right-branching relative clause. Again, the distribution was

designed to ensure that the model acquired all input structures with more than 90%

accuracy (in terms of perfect match). The model was tested on 500 CPQCE and CPQRB,
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respectively. In this condition, we observe a performance pattern complementary to the

previous conditions (Figure 7.4; for comparison, the data of Figure 7.3 was reproduced).

Compared to these conditions, the production error for CPQCE dropped significantly
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Figure 7.4: Mean production error for CPQCE and CPQRB with complex wh-questions

in the input.

when the model was exposed to complex wh-questions in training (F(1,9) = 19.9, p <
0.05). However, the error level of CPQRB remained constant (F(1,9) = 0.01, p = 0.9) be-
tween the ‘simple polars’ and ‘wh-questions’ conditions. Yet, the model still performed

superior on CPQRB than on CPQCE, although the difference was not statistically signif-

icant (F(1,9) = 3.9, p = 0.07). Because both these structures were entirely absent from

the input, this result adds to the robustness of the model’s preference for right-bran-

ching over center-embedded structures. The constant error level of CPQRB suggests

that the learnability of these structures did not profit from the complex wh-questions in

the environment. Syntactic knowledge of auxiliary fronting in CPQRB that the model

needs to extract from the input is already contained in relative clause declaratives and

SPQ. Exposure to right-branching wh-questions did not seem to add information rele-

vant for the acquisition of these structures. The model’s performance on CPQCE, on

the other hand, improved significantly compared to both conditions without complex

wh-questions. These questions aided the process of correctly sequencing CPQCE, as

is witnessed by a lower overall production error. This suggests that Hypothesis-2 is

supported within the framework of the recursive Dual-path model.

It remains to be determined through analysis, however, what the nature and degree

of support for this hypothesis is. The fact that production error for the entire CPQCE

test items dropped considerably only indicates that the ‘wh-questions’ condition is con-

ducive to learning these structures. The scores do not reveal what kind of errors the

model made and whether it actually produced any correct CPQCE structures. Moreover,

they do not tell us in what sense CPQCE can be learned in this input condition, and

whether the model does indeed favor a structure-dependent over a structure-indepen-

dent principle of CPQCE-formation. These issues will be addressed in the remainder of

this chapter.
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Error analysis

I examined 100 CPQCE with progressive aspect or passive voice in both clauses, which

the model produced at the end of training with wh-questions in the input.12 The domi-

nant error types classified into four categories. Type I errors involved the repetition of

the main clause auxiliary after the relative clause was complete, e.g., *Is a dog that was

being kicked by a sister is giving the boy the tomato? Crain and Nakayama (1987) refer

to this type of error as ‘prefixing’. When the target main clause was produced correctly

but there was any kind of scrambling in the relative clause, I call this pattern Type II

error (with the exception described as Type III next). A Type III error occurred when

the model formed CPQCE in accordance with a structure-independent hypothesis and

placed the relative clause auxiliary in front, for example in *Is a woman that a brother

walking with is throwing a man a paper? Occasionally, the model set out to produce

a wh-question instead of a yes/no-question by replacing the sentence initial auxiliary

with the interrogative pronoun who. I refer to this behavior as Type IV error. Table

7.3 summarizes the distribution of error types found in the model’s output. Mixed er-

Type I Type II Type III Type IV Other Correct

Mixed 48 47 4 1 19 8

Genuine 27 21 0 0 17 8

Table 7.3: Types of errors for 100 CPQCE test items in the trained model.

rors occurred in conjunction with other errors, genuine errors occurred as sole errors

within one test sentence. On both scales Type I errors were the most frequent. This

indicates that the model had difficulty extracting the main clause auxiliary after the

embedded clause, the sentence-initial auxiliary was merely a duplicate. Type II errors

show that relative clause integrity was difficult to maintain for the model when relative

clauses were combined with main clause polar questions into novel complex construc-

tions. Nonetheless, for the majority of test sentences the model produced a correct

embedding despite not having been exposed to any such construction in training. This

suggests that there was substantial structural transfer from declarative sentences with

embedding (which the model learned to perfection) to interrogatives with embedding.

Genuine Type III errors did not occur in the ‘wh-questions’ condition. In other words,

the model did not displace the embedded clause auxiliary. Such errors would have in-

dicated that the model entertained a structure-independent rule of complex question

formation. The absence of these errors, however, does not entail that the model was in-

clined towards the correct principle. To establish this, a more detailed analysis of Type

I errors was required (see below). The low Type IV error rate indicates that the model

did not confuse wh- and yes/no-questions when given a message to produce a complex

interrogative. Hence, the decrease in production error in the wh-condition of Figure 7.4

12I picked the model subject which was closest to mean performance in terms of sentence accuracy and

looked at the first 100 items in the test set.
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was not due to the model producing structurally similar wh-questions when tested on

CPQCE messages, but reflects a genuine improvement of yes/no-question learning.

In the Crain and Nakayama (1987) study Type I errors accounted for 58% of all er-

rors and were the most frequent errors children made (a very similar Type I error rate

was recently reported in Ambridge et al., 2008.). Type III errors did not occur in their

data. Mixed (genuine) Type I errors accounted for 40% (42%) of all errors and were

the most frequent errors in my experiment, and since in addition genuine Type III er-

rors were absent, the model’s error profile matched the developmental data quite well.13

Crain and Nakayama argue that the types of errors they found support the claim that

children have knowledge of the correct structure-dependent rule for auxiliary fronting.

They acknowledge, however, that the high frequency of Type I errors puts this claim

in jeopardy. These errors could be the result of auxiliary duplication in the main or

embedded clause. If they derive from the latter, this would rather support the idea that

children initially entertain a structure-independent rule and retract from it later in de-

velopment. Thus, Crain and Nakayama needed to show that Type I errors resulted from

duplicating the main clause auxiliary and did not reflect a lack of syntactic competence.

They conducted a second experiment in which they exchanged the embedded clause

auxiliary with a modal verb, e.g., Is the boy who can see Mickey Mouse happy?, the

procedure remained the same. In this way, they suggest, it can be determined whether

children’s ‘prefixing’ errors resulted from fronting the embedded clause auxiliary. Be-

cause no tested child produced questions such as *Can the boy who can see Mickey

Mouse is happy? they concluded that in both experiments Type I errors were not due

to copying the leftmost auxiliary. Therefore, they argued, ‘prefixing’ errors were not

invalidating the claim that children have the correct syntactic knowledge for complex

question formation.

It is questionable, however, whether this experiment is methodologically sound be-

cause it removes the ambiguity between main/embedded clause auxiliaries in the exper-

imenter’s instruction for the task. One of the major advantages of computational models

over developmental studies with children is that we can analyze the internal representa-

tions the model has developed in the course of syntactic development. Inspecting these

representations may allow us to determine the origin of Type I errors in the model—

whether they result from prefixing the wrong auxiliary or not. For all test sentences

which led to genuine Type I errors in Table 7.3 I recorded the activation of units at the

where-layer of the model as it predicted the lexical items in these sentences. Recall

that these sentences were produced correctly up until the main clause verb in which

position a third auxiliary was erroneously inserted. I quantized activation levels into

five distinct states and plotted the state vectors of the where-layer units (0A, 0X, 0Y,...,

1Z) against the word category of the produced constituents. Figure 7.5 displays such a

13Crain and Nakayama’s Type II errors involved ‘restarting’ after the completed relative clause, e.g.,

*Is the boy that is watching Mickey Mouse, is he happy? My artificial language did not have personal
pronouns, so these errors were not discernable. Type II errors in the model did not occur in their study.

This may be due to the fact that their methodology involved the repetition of a correct relative clause

whereas the modelling experiment resembles elicited production.
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sequence of activation vectors for the question �� � ��� ���� ��� ��		 �� 
��� �
�

Category where-layer (thematic roles)

0A 0X 0Y 0Z 1A 1X 1Y 1Z
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Figure 7.5: where-layer activation for the prefixing error.

�� ����� ���� ��� ��� � Dark cells indicate strong activation, white cells represent

inactive units. where-layer units corresponded to thematic roles and in acquiring the

target language, the model learned to sequence these units in order to express the input

message. At the beginning of this question, the model strongly activated the action unit

(1A) and the transitive agent unit (1X) of the main clause. Furthermore, it activated the

transitive patient unit (0Y) of the embedded clause. This pattern of activation indicates

that the model was in a state of uncertainty about the sentence structure to be produced.

First, there was uncertainty about which was the main and which the embedded clause

of the target sentence. Unit 1X would be the right choice if the declarative � ��� ����

��� ��		��� was to be produced, unit 1Y if the declarative ��� ��		 �� 
��� �
�

����� was to be produced. Secondly, there was uncertainty whether the target sen-

tence was a declarative or an interrogative as indicated by the active action unit 1A. This

unit carried information about the tense and aspect of the main clause verb and needed

to be activated to produce the sentence-initial auxiliary in an interrogative. Thus, there

was strong competition between units at the sentence onset. Since the model correctly

produced an interrogative, the unit 1A won the competition in this case. The model pro-

ceeded with the main clause agent � ���, the pronoun ����, and so forth. The crucial

aspect of this plot is that at the sentence-initial position the model displayed zero acti-

vation of the embedded clause action unit 0A. This demonstrates that the first auxiliary

of the target polar question derived from the main clause verb, not the embedded clause

verb. In other words, the model was in a state of complete certainty that the embedded

clause auxiliary was not the correct constituent to initialize the production of the in-
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tended structure. Hence, the prefixing error in the model did not result from duplicating

the wrong (embedded clause) auxiliary.14 It can also be observed in Figure 7.5 that the

model activated the embedded clause action unit 0A—and only this unit—at the posi-

tion of the embedded clause auxiliary. At the position where the prefixing error was

manifest in the surface form (bottom row of Figure 7.5) the model again activated the

main clause action unit 1A and there was no sign of activation at the embedded clause

action unit. Both observations confirm the model’s structure-dependent approach to the

formation of CPQCE in the absence of positive evidence in the input.

So far I looked at characteristic errors the model produced in testing, but Table 7.3

also shows that it generated correct CPQCE structures (rightmost column). Correctness

is measured here in terms of perfect match, i.e., the model produced the target structure

exactly, with 0% production error. Thus, the model spontaneously generated correct

CPQCE in the ‘wh-questions’ condition, i.e., without having been exposed to any such

question in the learning phase. Averaged over all subjects the accuracy of CPQCE at

the end of training was around 7%, CPQRB reached around 16%.15 Examples of ques-

tions which the model produced correctly are listed in Table 7.4. Note that embeddings

Correct complex polar questions

Center-embedded

�� ��� ��� ��	� �� ���
� ��� �	� �� ��� �	� ���� ��
� 	 ����� �� ��� �	���� �

�	� 	 �	���� ��	� �	� ���� ��
� ��� ������ 	 ���� ����� ��
� 	 ��
� �� 	 �	
 �

�� ��� ��� ��	� 	 �	� �	� ����
� ��
� 	 	�� ���� ��
� ��� ������� 	 ���� �

Right-branching

�� 	 ���� ��� ��
� 	 ������ ��	� �� �	�� ��
� �

�� 	 ���� ��
 ��
� ���� 	 ������ ��	� ��� �	
 �� ��� ��
� ���� �

�� 	 ������ �	�� ��
� ���� 	 �	
 ��	� �	� ���
� ��� �	� �� ��� ���	
 �

Table 7.4: Examples of yes/no-questions with relative clause which the model produced

correctly when exposed to wh-questions in training.

in the examples of correct CPQCE comprise subject- as well as object-relatives, actives

and passives, and transitives and datives. Thus the model’s capacity to generalize was

not restricted to a narrow set of constructions, or even a single type of polar question.

Furthermore, correct productions included different auxiliaries (is and was) in the main

14where-layer activation states were inspected for all other test questions in which Type I errors

occurred and showed a similar pattern. In all cases, the main clause action unit was fully active while

there never was more than the faintest activation of the embedded clause action unit.
15Confer the Appendix B (page 287) to this chapter for results which significantly improved on this

accuracy.
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and embedded clause. This indicates that generalization was not contingent on the con-

struction type of the tested items which adds to the robustness of the model’s behavior.

Through a detailed error analysis I established three interesting properties of the

model’s performance in the ‘wh-questions’ condition. First, the error profile quali-

tatively matched the types and frequencies of errors children made in the Crain and

Nakayama (1987) experiments. This suggests that the model implements learning mech-

anisms which are adequate from a psycholinguistic point of view to study the syntactic

development of auxiliary fronting. Secondly, despite producing many errors overall, the

model was strongly biased towards structure-dependent question formation. This was

witnessed by the fact that prefixing errors were exclusively due to faulty reactivation of

the main clause auxiliary at the verb position plus the absence of errors that involved

extraction of the embedded clause auxiliary. And third, the model managed to actually

produce a fair amount of correct CPQ without exposure to positive examples. Crain

and Nakayama aimed at showing that in the acquisition of complex questions, children

do not retract from false syntactic principles. Rather, they entertain the correct struc-

ture-dependent hypothesis already early in syntactic development although competing

hypotheses are simpler, consistent with, and warranted by their linguistic experience.

They argued that these findings can only be explained by assuming that structure-de-

pendence is an innately endowed principle of universal grammar. In my simulations, I

found that the lack of positive examples of CPQ in the input did not mislead the model

into adopting an ungrammatical, structure-independent principle either. To explain this

behavior, however, it is not necessary to stipulate a traditional notion of universal gram-

mar. The model achieved this by recruiting pieces of information from different input

structures, combining them into knowledge of auxiliary fronting in polar questions.

From simple polar questions the model learned sentence-initial subject/auxiliary inver-

sion. From complex declaratives it learned how to modify noun phrases, to suppress

the head noun in the relative clause, and acquired a notion of clausal integrity. And

from complex wh-questions it learned the grammaticality of subject/auxiliary inversion

across embeddings. In this manner, the model developed dispositions to generate CPQ,

the correctness of which was manifest in the error profile, as well as the spontaneous, er-

ror-free production of such questions. Because the structures that the model drew on to

assemble the syntax of CPQ are warranted in child-directed speech, the model provides

an alternative, data-driven explanation for the learnability of these constructions.

7.3.3 Bootstrapping

In this section I will describe a training regime designed to strengthen polar interrog-

ative learning in the model. In this regime, the model received its own spontaneous

correct productions of complex yes/no-questions as input in the subsequent learning

cycle. Since this procedure makes rather controversial assumptions about a learner’s

linguistic environment, I will first attempt to motivate it and then discuss the results.

The crucial message of this chapter is that structure-dependent auxiliary fronting in in-

terrogatives can be learned from simpler and similar structures in the linguistic input.
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The previous ‘wh-condition’ provided a proof of concept for this idea although overall

sentence accuracy for CPQCE remained low.16 It should therefore be pointed out, that

the main results of this chapter do not hinge on the current section. This bootstrapping

section was intended to pinpoint some of the disadvantages the model might have com-

pared with children in that the standard learning procedure might be too rigid, and to

suggest some means of modelling a more realistic learning environment.

The guiding objective of a human language learner is to be able to engage in mean-

ingful and successful communication. The acquisition of syntax subserves this objec-

tive, but it is not the primary learning target. An important aspect of human commu-

nication is the ability to convey one’s intentions and to influence and manipulate the

intentions of others (Tomasello, 2003). On this view, language is a cultural skill to com-

municate intentions and desires, to initiate or prohibit actions, and to steer the attention

of others to objects or events in a joint frame of reference, rather than a conventional-

ized system to exchange facts about the world. Thus, language use is essentially goal-

directed, linguistic utterances aim at altering the mental state of others. This intentional

activity requires taking into account the intentions of others, and this is a reciprocal re-

lation between speaker and hearer. Language use therefore is interactive in a non-trivial

sense. Without an understanding of others as intentional agents there is no meaningful

communication. Moreover, due to the goal-directed nature of language use, there is a

value attached to communicative success. To achieve the goal of changing other peo-

ple’s mental states through linguistic utterances, language systems must be sufficiently

aligned. The closer they are aligned the higher the chances to achieve a communica-

tive goal. In discourse, speaker and hearer will strive to increase their communicative

success. For brevity, let’s say that discourse participants attempt to maximize (the real-

ization of) some pragmatic function in communication (such as conveying one’s needs

or intentions, re-directing attention, and influencing mental states of others.).

In the context of child language acquisition, these general remarks may have im-

portant implications. Some syntactic constructions might be difficult to learn because

they are not as useful as other constructions in terms of their pragmatic function. For

instance, complex polar questions are useful for children to express wishes and requests

when addressing their parents. Referring to the child’s own needs and desires, such

requests are likely to take a first person pronominal subject in the main clause, for ex-

ample

(22) Can I have the cookie that’s on the table?

Relative clauses, however, rarely modify pronominal NPs; therefore center-embedded

yes/no-questions with a full subject NP such as

(23) Can the dog that’s sleeping come with us?

might be less pragmatically useful and hence less frequently used than right-branching

16Again, confer the Appendix B (page 287) to this chapter for stronger results in this condition.
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polar questions. There is ample evidence that frequency of occurrence affects sentence

comprehension, production and language acquisition in general, because high frequency

strengthens the representations of linguistic constructions in memory which facilitates

their activation in language use (Diessel, 2007).

Yet, there is also a learning pressure to be precise in communication. The more ac-

curately a human learner is able to express his/her communicative intentions (according

to the social environment’s linguistic standards) the higher the chances that the prag-

matic function of speech will be realized (e.g., the satisfaction of a child’s needs and

wishes). This might motivate a child to acquire constructions such as (23) and use them

when they are appropriate to express some communicative intention. Once this con-

struction is produced correctly and associated with some specific pragmatic function, it

might then become entrenched in grammar through more frequent use in the learner’s

speech. Conversely, a construction mastered by the child increases the options for suc-

cessful communication for the parents. This might lead parents to use this construction

more frequently when pragmatically felicitous. A child might profit in turn from this

dynamic change in the distribution of parental speech in that it helps to consolidate the

child’s memory of the underlying syntax. Thus, language learning may be mediated by

performance-related parental feedback following grammatical utterances that achieve

their communicative function. This kind of ‘covert positive reinforcement’ is not to be

confused with explicit feedback, e.g., parents overtly correcting children by telling them

the grammatical utterances they should have used.

There is some evidence that corrective parental feedback is available and effective in

guiding the semantics of word learning (Brown and Hanlon, 1970) and that the acquisi-

tion of foreign language vocabulary is a function of differential reinforcement (White-

hurst and Valdez-Menchaca, 1988). The effect of social feedback on syntactic develop-

ment is less well understood and particularly controversial (Bohannon and Stanowicz,

1988; Bohannon et al., 1990; Brown and Hanlon, 1970; Demetras et al., 1986; Hirsh-Pasek

et al., 1984; Moerk, 1991; Morgan and Travis, 1989; Morgan et al., 1995; Nelson et al.,

1984; Penner, 1987). Several of these studies, however, indicate that children’s grammat-

ical utterances are more likely to elicit exact parental repetitions than ungrammatical

utterances (Bohannon and Stanowicz, 1988; Demetras et al., 1986; Hirsh-Pasek et al.,

1984; Morgan and Travis, 1989). Bohannon and Stanowicz (1988), for instance, found

in 16 transcribed child-parent conversations that parents were differentially responsive

to the grammaticality of children’s speech. Exact parental repetitions occurred after

10-12% of all child utterances and followed almost exclusively children’s grammatical

utterances (90%). This data suggests that children are exposed to more grammatical

positives of some construction type in response to their own correct use. Such parental

feedback can be instantaneous, as attested by these studies, or it might be delayed and

not result from conscious parental effort or awareness. This kind of covert positive

reinforcement through repetition might skew the distribution of child-directed speech

towards those constructions which have been uttered spontaneously by the child and

this may provide a child with the frequency of occurrence necessary to consolidate the

underlying syntax in memory. Moreover, Penner (1987) and Demetras et al. (1986) found
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that parents were far more likely to continue or expand the current topic of discourse

following grammatical utterances than after ungrammatical utterances. In other words,

parents were differentially responding to grammaticality in that children’s grammatical

utterances caused parents to move on in conversation whereas ungrammatical utter-

ances tended to disrupt the flow of conversation. This tendency for topic extension to

occur more frequently after grammatical utterances might provide another subtle but

useful cue to children in language acquisition. When child-parent conversation is un-

interrupted and a grammatical utterance is followed by parental extension of the topic,

the child receives covert positive information that her utterance was comprehended and

achieved its communicative function. This kind of parental response might create a se-

lective pressure which encourages and increases children’s active use of more difficult

and mature grammatical constructions.

In sum, several studies of child-parent interaction suggest that various types of pos-

itive parental feedback succeed grammatical utterances of children in natural discourse.

Given their existence, it is a different question, however, whether these sources of im-

plicit reinforcement are sufficiently robust and consistent for a child to exploit them in

syntactic development, or whether they are too sporadic and noisy to be useful (the lat-

ter view is emphatically endorsed, e.g., by Marcus, 1993). Because natural discourse is

difficult to manipulate and control for experimental purposes, computational models of

language acquisition provide an indispensable platform to shed more light on this issue.

In the simulations described so far, crucial aspects of child-parent communication

have been left out of the picture. Specifically, the model did not implement the goal-

directed, interactive and dynamic nature of human language learning. The model re-

ceived linguistic input from its environment and was periodically tested in production

on its progress in learning the target syntax. Along with the input it received mean-

ing representations which encoded the semantic content of the overheard utterances.

The model operated in a situated comprehension mode in which it had access to the

meaning of its linguistic input. These learning conditions were motivated by the idea

that children occupy a joint attentional frame with their parents and can partially infer

the meaning of their parents’ utterances from observed events in a shared visual scene.

The testing procedure for the model, on the other hand, lacked important characteris-

tics of human communication and learning. The utterances the model generated from

meaning input were not addressing a discourse participant, they were produced in iso-

lation. Thus, the model’s productions served no communicative intention or pragmatic

function and there was no incentive for the model to strive for communicative success.

Although the model received input from its environment it did not engage in interactive

conversation during acquisition. It’s own productions were merely elicited for testing

the state of syntactic development, but they were not directed at a listener from which

it could receive the kind of differential feedback and positive reinforcement typical for

child-parent interaction. Most importantly, the model’s learning environment did not

dynamically change in response to its own grammatical utterances. Instead, the model

went through the same static training cycle and set of fixed input items again after

testing, regardless of its current state of knowledge, and regardless of its own correct
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productions. The invariant input that the model repeatedly received did not reflect the

changes and fluctuations in the distribution of child-directed speech that might ensue

from successful child-parent communicative interaction.

In the condition of Section 7.3.2, the recursive Dual-path model’s learning environ-

ment consisted of single-clause declaratives, single-clause polar questions, declaratives

with relative clauses, and wh-questions with relative clauses. It was argued in the error

analysis that the model was biased towards grammatical and against ungrammatical

CPQCE and that its error profile matched that of children. The model spontaneously

produced 8% fully correct CPQCE. However, it did not acquire CPQCE (or CPQRB, for

that matter) to a degree of accuracy which was characteristic for the structures in the

actual input. A reason might be that the model did not actively start to use CPQCE ques-

tions in communication and it did not receive positive reinforcement as a consequence

of producing grammatical polar questions in the test phase. The environment did not

reward the model in response to its correct productions by increasing the frequency of

this structure in subsequent discourse. The model’s bias towards structure-dependence

was therefore not consolidated and converted into robust knowledge of CPQCE syntax.

One approach to remedy this situation, which I explored here, was to feed back the

correct CPQCE and CPQRB productions that the model accomplished during testing into

the next training cycle. This approach is depicted schematically in Figure 7.6. Initially,
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Figure 7.6: Positive reinforcement for complex polar question learning in the recursive

Dual-path model.

the model received the same input structures as in the ‘wh-questions’ condition. At

some point in development the model produced grammatical CPQCE and CPQRB with-

out prior exposure to these constructions. From this point onwards, it received its own

correct productions in the subsequent training phase alongside the regular input. It

was conjectured that interleaving the input with this feedback would help the model

to acquire CPQ. Feedback was sparse at first, because the model only produced a few

correct CPQCE/CPQRB structures in the beginning, but gradually increased over time as

more correct productions accumulated in the feedback set.17 The model had to test on

17Duplicates of correct questions from different test cycles were filtered out to keep their overall fre-

quency in the training environment low.
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CPQCE/CPQRB structures with perfect accuracy before these could enter into the next

training cycle. The model learned auxiliary fronting from the input structures it re-

ceived and was then reinforced consolidating this piece of syntactic knowledge through

exposure to its own correct productions. In this way we can model the idea that a hu-

man learner (a) may re-use constructions more frequently during development which

she has used successfully in communication before, (b) receives positive reinforcement

from discourse participants in response to grammatical and pragmatically adequate use,

and (c) navigates through an adaptive and dynamically changing environment that re-

uses structures more frequently which have already been produced successfully by the

learner before.

When I implemented this procedure, the model developed more robust representa-

tions of the syntax of auxiliary fronting than in previous conditions. Figure 7.7 shows

the model’s learning curves for all tested constructions. Single-clause utterances and

SPQ were learned the fastest, followed by relative clause constructions and complex

wh-questions. All input structures reached >95% sentence accuracy at the end of train-
ing. After exposure to approximately 10.000 sentences, the model began producing

correct CPQRB structures and after 25.000 sentences it started to test positively on the

novel CPQCE constructions. CPQCE developed slower than CPQRB but both structures

reached >50% after training was complete.
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Figure 7.7: The recursive Dual-path model bootstraps into complex polar interroga-

tives; SC = simple-clause declaratives, SPQ = simple polar questions, RC = relative clause

declaratives, WH = complex wh-questions, CPQRB = right-branching polar questions,

CPQCE = center-embedded polar questions.

Not all model subjects bootstrapped equally well into the syntax of the CPQCE

(mean accuracy: 53%, range: 20%– 87%, sd: 25%). There are several reasons for this.
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To reach a high level of accuracy it was crucial that the model spontaneously produced

correct CPQCE early in training to initiate bootstrapping. But not all model subjects

started producing correct CPQCE at the same time. When bootstrapping was delayed in

this way, the model was not able to fully recover later in training because the network’s

plasticity decreased over time.18 Secondly, positive reinforcement was not instantaneous

but occurred at some randomized point in time during the subsequent training cycle. It

proved criticalwhen reinforcement was given to the model. Even if it correctly produced

CPQCE and was later rewarded for this behavior, it was not guaranteed to acquire this

construction because at the time of reinforcement the model’s early bias towards gram-

matical CPQCE could have been erased again by other linguistic input. And third, all

structures which the model learned were represented over the same set of connection

weights. CPQCE therefore competed with the similar CPQRB structures and the latter

were easier to learn for the model because they were more similar to SPQ than CPQCE.

Thus, CPQRB reinforcement started earlier in training than CPQCE reinforcement and

this asynchrony could wipe out the model’s bias to produce correct CPQCE early in

training. Hence, CPQCE bootstrapping was delayed due to interference with CPQRB

learning.

For completeness I report the production error for all four conditions I examined in

one graph (Figure 7.8). Compared with the ‘wh-questions’ condition, the error decreased
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Figure 7.8: Mean production error for CPQCE and CPQRB in all four experimental con-

ditions.

significantly in the ‘bootstrapping’ condition. In particular, the production error for

CPQCE dropped below 10%. When exposed to simple yes/no-questions, relative clause

constructions, and complex wh-questions, the model was biased towards structure-de-

pendent auxiliary fronting. When this bias was amplified by positive reinforcement

for the model’s spontaneous correct productions, it developed more robust syntactic

representations which allowed it to bootstrap into the syntax of polar interrogatives. I

will now take a closer look at these representations.

18The learning rate was set to gradually decay over training.
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7.4 Structure-dependence revisited

In Figure 7.8, the model’s performance was measured in terms of the production error

for the entire test utterances. This procedure might yield potentially misleading infor-

mation about differential performance across conditions, because a global decrease in

production error may not adequately reflect learning of structure-dependent question

formation. It is conceivable that the stepwise reduction of Figure 7.8 resulted from the

model learning to appropriately sequence chunks of words within the tested utterances

which are not relevant for the question whether structure-dependent auxiliary fronting

was acquired. For instance, it may have resulted from improved learning of relative

clause formation or post-relative clause sentence completion. The graph in Figure 7.8

does not reveal this kind of information and hence does not decide the issue whether

the model respected the integrity of embeddings with regard to auxiliary extraction. I

therefore examined only the relevant initial segments of CPQCE, up to and including

the embedded clause auxiliary (e.g., Is the boy that was...). For these segments, essen-

tially the same pattern of error reduction across conditions can be observed as for the

complete utterances (Figure 7.9); a small difference between ‘no questions’ and ‘simple

polars’, a larger reduction for ‘wh-questions’, and the largest drop in the ‘bootstrapping’

condition. The model clearly improved on producing correct initial segments of CPQCE
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Figure 7.9: Production error for the initial segments of CPQCE.

across conditions. Again, however, this does not conclusively exclude the possibility

that the model extracted the embedded auxiliary and merely improved on sequencing

lexical items between the two auxiliary positions. Fortunately, the design of the recur-

sive Dual-path model allows us to measure accuracy in terms of perfect match between

a target structure and the actual output word-by-word. In this way we can determine

the production rates of correct initial segments (Is the boy that was...) and incorrect

initial segments (Is the boy that kick...) and this allows us to decide in which input

condition the model favored which syntactic principle. At the end of training the model

was given 500 test messages for CPQCE structures as input and this message was neutral

between main and embedded clause auxiliary extraction. I measured how many of the

model’s utterances contained the intended initial segment AUX NP THAT AUX and how
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Figure 7.10: The recursive Dual-path model uniformly disregards linear auxiliary dis-

placement and improves on hierarchical auxiliary fronting across conditions.

many contained the erroneous initial segment AUX NP THAT VERB in which the embed-

ded auxiliary was extracted. The results for all four conditions are shown in Figure 7.10.

The amount of correct initial segments increases from 0% in the ‘no questions’ condition

to over 80% in the ‘bootstrapping’ condition and reaches 36% already in the ‘wh-ques-

tions’ condition (without positive reinforcement). The number of incorrect alternatives

in which the wrong auxiliary was fronted, on the other hand, remained constant and

was minute across conditions. This indicates that the series of input conditions was

successively more conducive to learning correct auxiliary fronting. It also suggests that

incorrect productions did not reflect the model’s preference for linear extraction in any

of the conditions. In other words, in no condition did the recursive Dual-path model

favor structure-independent auxiliary fronting. This is particularly interesting for the

‘simple polars’ condition in which the model was exposed to single-clause yes/no-ques-

tions, declaratives and relative clause sentences. Proponents of a universal grammar

approach to structure-dependence often argue that a linear formation rule should be fa-

vored by a learner because it is consistent with simple yes/no-questions in the linguistic

environment and at the same time simpler than a structure-dependent rule, which re-

spects clause boundaries and the hierarchical organization of complex questions. Figure

7.10 indicates, however, that a data-driven learner may not adopt such a generalization

from SPQ to CPQ even in the absence of any embedded questions in the input. This

suggests that the dichotomy of structure-dependent versus structure-independent prin-

ciples might not be the appropriate alternative to conceptualize the learning problem

that children face for CPQ.

SRN and the recursive Dual-path model are sensitive to local substructure regulari-

ties in their sentence input. A possible explanation for the model’s structure-dependent

preference could therefore lie in the relative frequencies of substructures. The distribu-

tion of relevant substructures might support the structure-dependent hypothesis. Recall

that the artificial language used to train the model had the verb stem and inflectional
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morphemes separated into two lexical items. In all conditions the model was trained on

declarative relative clause constructions including center-embedded subject-relativized

structures such as ��� ��� ���� ���	� 
�� ��� ��� �	 ��� 
��� . Thus, the input

included many sentences which contained the substructure NP THAT VERB. This is the

critical substructure of a CPQCE initial segment that we expected the model to produce

if it had adopted a structure-independent rule of question formation. Nonetheless, the

model did not produce such sequences (Figure 7.10), despite being familiar with this it

from exposure to other sentences which shared this substructure. Consequently, the

model’s behavior cannot be explained on the basis that it might have seen no example

of the NP THAT VERB substructure but many examples of the correct NP THAT AUX

substructure.19 In the ‘simple polars’ condition, the input contained 1144 instances of NP

THAT AUX VERB which supports structure-dependence and 930 instances of NP THAT

VERB INFLECTION which supports structure-independence (averaged over ten model

subjects). Thus the substructure distribution was slightly biased in favor of correct aux-

iliary fronting. When looking only at THAT AUX versus THAT no-AUX substructures,

however, the model encountered 1369 instances of THAT AUX but 3237 instances of

THAT no-AUX, where the pronoun was immediately followed by any lexical item other

than an auxiliary.20 From this point of view, the model’s linguistic experience was

strongly biased towards substructures which had no auxiliary following the pronoun

and these substructures support linear auxiliary extraction. Similar distributions were

found in the ‘wh-questions’ and ‘bootstrapping’ conditions.

Kam et al. (2005) criticized other statistical approaches to auxiliary fronting (Lewis

and Elman, 2001; Reali and Christiansen, 2005) by pointing out that high frequency

of the bigram THAT AUX in the input might bias SRN to distinguish ungrammatical

from grammatical CPQ. They argued that an SRN might simply exploit these bigram

frequencies, rather than respect the hierarchical organization of complex questions, in

order to learn auxiliary fronting. In addition, they argued that realistic English input

would not support correct auxiliary fronting in terms of such bigram frequencies. In

the input to the recursive Dual-path model, the bigram THAT AUX was not the most

frequent bigram with an initial pronoun; for example the THAT ARTICLE was almost

twice as frequent. Thus, if sensitivity to these bigrams was the prime determinant of the

model’s behavior, we would not expect a preference for structure-dependence. When

producing an utterance from the novel CPQCE message input, the model had to either

produce an auxiliary or a verb stem after the pronoun. But both bigrams THAT AUX and

THAT VERB were almost equifrequent and in none of the four conditions did the model

produce the incorrect substructure in more than 2.4% of the tested utterances. Given the

overall parity of ‘substructure evidence’ which the model received, this suggests that

19Separating verb stem and inflectional morphemes pays off here, because otherwise the embedded

verb forms in subject-relativized declaratives and incorrect polar interrogatives would systematically

differ.
20THAT AUX substructures occurred in subject-relatives with progressive aspect and all subject-rela-

tivized passives, THAT no-AUX substructures were found in all object-relativized clauses and in subject-

relatives with simple aspect.
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the structure-independent principle of auxiliary fronting might just not appear simpler

and more preferable to a domain-general learner (such as a backpropagation network)

than the structure-dependent principle.

Unlike SRN, the recursive Dual-path model does not learn from word sequences

alone, but also receives a meaning representation for word sequences as input. The

model’s behavior is not fully determined by substructure frequencies in the training

corpus. Messages used generic semantic features to signal the number and relative

prominence of participants in the event semantics (see Chapters 3 and 4). They are not

idiosyncratic but composed from a few features in a systematic way. This encoding cre-

ates semantic similarities and partial meaning overlap between different constructions

in the training language. These semantic similarities help the model to produce novel

utterances in generalization tasks such a polar interrogative learning. In training, the
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Figure 7.11: Different components of the meaning representations control different sub-

sequences of words in the target structure.

model learns to associate subparts of a sentence with the proposition in the message

that controls it. For example, from simple-clause messages the model learns to sequence

participants in atomic events such as dative transfer (dog gives toy to cat). Other fea-

tures of the message control the position of relative clauses and the semantic role of

the head noun in the relative clause. By attending to those features, the model learns

how the generation of embeddings is controlled in the message. When presented with

a message for a novel structure, the model can use substructure regularities in its input

message and combine these regularities to generate sentences with a novel hierarchical

organization (e.g., additional embeddings). In learning the syntax of auxiliary fronting,

regularities in the message play a crucial role. Figure 7.11 illustrates the process of re-

cruiting semantic information from familiar message-sentence pairs in the construction
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of novel utterances. Sentence meaning helps the model to segment utterances into the

parts that correspond to the main clause (e.g., Is the dog barking?) and the part related

to the embedded clause (e.g., The dog that is chasing the cat is barking). Thus, the

auxiliary in the main clause is controlled by a different part of the message than the

auxiliary in the embedded clause. In training on SPQ and complex wh-questions, the

model learns to associate the clause-neutral question feature with the main clause part

of the message. When a new complex question is created, the auxiliary that is controlled

by the main clause message is shifted to the front. In this way the system learns that

picking the closest auxiliary is not appropriate.

7.4.1 Hidden layer analysis

The relative frequencies of bigrams in the input did not explain the model’s perfor-

mance on novel CPQCE. Since these relative clause internal bigrams were the critical

subsequence which distinguished grammatical from ungrammatical CPQCE initial seg-

ments, this indicates that the model might not represent knowledge of auxiliary fronting

as an operation on linear sequences of lexical items. Rather, it seems that the model is

representing the hierarchical structure of complex sentences and respects the clausal in-

tegrity of the embedding when extracting the auxiliary. It was argued above that the

model learned which features of the event semantics controlled which aspects of the hi-

erarchical organization of complex sentences from message-sentence pairs in training.

Because novel messages were sufficiently similar to experience, the model could built

novel structures from relevant components of familiar messages. Thus, generalization

to CPQ was enabled by similarity-based meaning-to-form transduction.

Hierarchical structure

If this is the correct explanation, we should be able to observe reflections of semantic

similarity and dissimilarity in the model’s internal representations. To test this, I ana-

lyzed the hidden-layer activation states of the model during the production of CPQCE

and CPQRB structures, respectively. Specifically, I looked at the two sentences

(24) a. �� ��� ������ ���� 	�� 
��� ��� � ������� 	��� ��� � CPQCE

b. �� ��� ������ 
��� ��� � ������� ���� 	�� 	��� ��� � CPQRB

Both sentences share the lexical items � ��� ������ 
��� ��� � ������� 	���

��� but the common subsequence ���� 	�� is displaced. The subsequence � ���

������ belongs to the main clause of both sentences. In sentence (24-a) the subse-

quence 
��� ��� � �������, however, is part of the center-embedded relative clause,

in sentence (24-b) it is part of the main clause. In both cases, ��� ������ is the agent

of a transitive action and � ������� is the patient. Similarly, the subsequence 	���

��� is the verb of the right-branching relative clause in (24-b) whereas in (24-a) it

is the main clause verb; the two occurrences of 	��� ��� take different subjects. If

the model represents the syntax of auxiliary fronting as a linear operation over strings
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of words we would expect that it represents both sentence types in a similar way, at

least with respect to their common subsequences. In other words, we would expect that

the model does not distinguish the distinct hierarchical organization of these sentences

in terms of clausal units and dependencies. If, on the other hand, the model learned

auxiliary fronting from similarities in semantic representations it should represent the

difference in clausal structure between the two sentences. Then we should be able to de-

tect this difference by visualizing the internal representations the model has developed

at the end of training.

For a model subject trained in the ‘wh-questions’ condition, I recorded hidden-

layer activation for the entire set of test sentences. As each word of each test sentence

was passed through the model a snapshot was taken of the hidden-layer state, yielding

roughly 15.000 60-dimensional vectors. A principal components analysis was performed

to identify the hidden-layer dimensions which explained the bulk of variation in this

data. I also recorded activation states for questions (24-a) and (24-b). These particular

questions were selected because the model produced both with perfect accuracy. The

activation states obtained from the test questions were then plotted in terms of two prin-

cipal components. Figure 7.12 depicts the hidden-layer states for both questions with

respect to principal components 2 and 4. One can think of these graphs as a sentence’s

trajectory through hidden-layer space, visualized through data compression and pro-

jection onto a new coordinate system. In Figure 7.12, both trajectories start out in the

same region of state space while the model produces the common main clause sequence

�� ��� ������. At the verb 	
�� ���, however, a bifurcation of trajectories occurs as

this verb belongs to different clauses within the two structurally distinct questions. The

separation of trajectories further amplifies for � ������� which is the embedded clause

direct object in (24-a) and the main clause direct object in (24-b). As the sentences are

completed the trajectories remain separated but approach each other again towards the

end of sentence marker (labelled ‘eos’).

This analysis supports two conclusions. First, the recursive Dual-path model rep-

resents distinct types of relative clause constructions very differently in hidden-state

space although there is maximal lexical overlap. Secondly, the model represents phrasal

units with the same constituents which occupy the same syntactic and semantic roles

in different regions of state space depending on whether they occur in the main clause

or an embedding (e.g., � �������). This suggests that the model is not representing

knowledge of auxiliary fronting as linear operations on strings of words but in terms of

the hierarchical organization of complex sentences into clausal units.

In a recent paper, Perfors, Tenenbaum, and Regier (2008) argued that connectionist

models of syntactic development are not making a meaningful contribution to the aux-

iliary fronting debate due to the nature of their internal representations. Since these

models are not representing hierarchical sentence structure, as they claim, they cannot

on principle help to investigate the question whether the structure-dependent syntax

of polar interrogatives is learned through domain-general mechanisms, or innate and

language-specific. While this might be a valid point for SRN which learn from word

sequences alone and depend on substructure frequencies in order to acquire auxiliary
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Figure 7.12: Principal components analysis of the model’s internal representations for

the common subsequence �� ��� ������ 	
�� ��� � ������� ���� ��� of ques-

tions (24-a) and (24-b).

fronting, the recursive Dual-path in addition draws on semantic input. The model learns

to associate subparts of this input with distinct clauses and this allows the model to

organize complex sentences into clausal units with distinct hidden-state space repre-

sentations of main and embedded clause. Subsequences common to different types of

CPQ are represented in different regions of state space.21 As a consequence, auxiliary

fronting in the Dual-path model is truly structure-dependent and not rooted in frequent

substructures. These findings cast some doubt on the validity of the judgement voiced

by Perfors et al. (2008).

21Note that the logic of principal components analysis only requires the existence of principal com-

ponents which distinguish constructions for this argument to be sound, in our case the 2nd and 4th

component.
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Generalization by analogy

It was a main result that the recursive Dual-path model was able to spontaneously

produce correct CPQ, displaying an error profile that matched experimental data from

children, when exposed to simple questions, relative clause constructions, and complex

wh-questions. Although these questions differ from polar questions in their syntax and

surface form, they aided the model in developing representations which allowed the

transfer of auxiliary fronting. This suggests that the model acquired a notion of struc-

ture-dependence which generalizes to novel constructions by analogy, with semantic

similarities being the basis of this analogy. According to Tomasello (2003), analogy

is one of the crucial mechanisms of child language acquisition—besides entrenchment

through repetition and preemption of ungrammatical forms (see also Goldberg, 1999;

Israel, 2002). On this view, analogy is a source of grammatical generalization (but also

overextension) when there is a good structural mapping in terms of linguistic form and

communicative function between whole utterances or constructions. If this is true, deep

structural relations as well as surface similarities should be reflected in the linguistic

representations of constructions acquired by analogy. We can test this idea again by vi-

sualizing the internal representations of the trained model when processing the complex

questions

(25) a. ��� �� ��� �	���
 ��	� �	� ���� ��� 	 �
����
 �	�� ��� ���� �

b. ��� �� ��� �	���
 ��	� �	� ���� ��� 	 �
����
 �	�� ��� ���� �

If the model draws on the semantic similarities between the two types of questions

to learn the syntax of polar interrogatives we should expect the corresponding hid-

den-state space trajectories to be similar. I plotted the model’s activation states for the

sentences (25-a) and (25-b) with respect to the same two principal components as in the

previous Section (Figure 7.13). Although the resulting trajectories do not match perfectly

they are very similar qualitatively and could be made nearly congruent by shifting the

lexical subsequence they have in common. The largest offset between trajectories occurs

at the sentence initial segment ��� �� and the sentence final segment �	�� ��� ����

which distinguish the two question types in terms of surface form, argument structure

and communicative function. This suggests that knowledge of auxiliary fronting trans-

fers from wh-questions to yes/no-question by analogy. Semantic similarities between

these questions in the message drive this analogical process and lead to similar internal

representations for the two constructions.22

22Note that this is an inference to the best explanation not a consequence of this analysis. Note also that

it is not sufficient, in general, for this kind of argument to look at two principal components only. The

representational similarity was investigated for the first fifteen principal components which explained

75% of the variance in the data and trajectories did not diverge along these dimensions.
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Figure 7.13: The internal representations of complex yes/no-questions and complex wh-

questions display qualitative similarity in hidden-layer space.

Questions and declaratives

Connectionist models of auxiliary fronting have been criticized for not learning the right

kind of mapping between declarative and interrogative expressions (Frank et al., 2006).

According to these authors, such models treat both types of sentences independently

and the representations they develop do not reflect their close correspondence.

On standard views in syntactic theory, declarative sentences are transformed into

questions by primitive operations such as movement, rearrangement or deletion of con-

stituents. Tomasello (1992) argued that this perspective is not accurate developmentally

because some children learn wh-questions before they learn word combinations that li-

cense transformation. Moreover, the majority of children’s early wh-questions is highly

formulaic, e.g., what NP doing?, where is THING?, etc. (Dabrowska, 2000). In con-

struction grammar, questions are treated as separate constructions with a characteristic

communicative function, which are not derivative but have to be learned just like any

other construction. Nonetheless, in this framework question constructions are combined
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from a large number of other constructions, the subject-auxiliary inversion construction,

the relativization construction, and so forth. For instance, in the polar question Is the

man giving the dog a toy? it is the same ditransitive construction for declaratives that

is used in a question form (Goldberg, 2006). The recursive Dual-path model reflects

this approach in that the meaning representation for questions is built from declarative

messages and question features. Because the semantics of questions is compositional in

this manner, we should observe a close correspondence in the model’s representations

of these two constructions. Figure 7.14 illustrates this correspondence for the sentences
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Figure 7.14: hidden-layer representations of polar interrogatives and declaratives reflect

their structural and semantic correspondence.

(26) a. �� ��� ������ ���� 	�� 
��� ��� � ������� �� 	��� ��� �

b. �� ��� ������ ���� 	�� 
��� ��� � ������� �� 	��� ��� � �

Again, the two trajectories match qualitatively with the largest divergence occurring

at the subject NP determiner. This suggests that the model represents the structural
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and semantic relationship between questions and declaratives. The semantics of both

constructions in the model’s message differed only in one feature and this similarity

in meaning caused the model to develop very similar representations of the two struc-

tures. The representational correspondence is induced by semantic similarity, not by a

syntactic operation which transforms one structure into another.

7.5 Discussion

The aim of this chapter was to shed some light on the data-driven learnability of auxil-

iary fronting in polar interrogatives. After discussing the logic of poverty of the stimulus

arguments and the hidden assumptions behind such arguments, I formulated three em-

pirical hypotheses how polar interrogatives might be learned in the absence of positive

evidence. These hypotheses have been tested in two similar computational learning

mechanisms.

According to Hypothesis-3, distributional regularities in the input to a statistical

learning mechanism are sufficient to acquire knowledge of auxiliary fronting in the ab-

sence of complex polar interrogatives in linguistic experience. I reviewed two studies,

Lewis and Elman (2001) and Reali and Christiansen (2005), which explored this hy-

pothesis in the framework of simple recurrent networks. These studies suggest that in

principle SRN are able to avoid structure-independent generalizations based on distribu-

tional properties of the input. I argued that the Lewis and Elman (2001) model learned

from input which was deliberately impoverished to bring about this behavior whereas,

on the contrary, the Reali and Christiansen (2005) model learned from input which was

unnaturally enriched in that the specific corpus tagging provided the model with sub-

structure information which might not be available to a human learner. I also argued

that the range of tested structures was too narrow in both studies to warrant general

conclusions about the data-driven learnability of complex polar questions. Nonetheless,

both studies are important in that they indicate that a general-purpose learner might

become biased against structure-independent errors without corrective evidence against

overgeneralization in the form of complex polar questions in the input.

In my own modelling approach I worked with the recursive Dual-path model which

is one of the few explicit models of language production that uses meaning for syn-

tactic development. This model learns associations between parts of semantic repre-

sentations and subsequences of words, and it can combine these regularities in novel

ways. In the previous chapter, for instance, it was demonstrated that this mechanism

could explain the generalization of familiar words to novel slots, and the generaliza-

tion of subsequences to novel embeddings. I examined two hypotheses about auxiliary

fronting in this model which both involve the generalization of regularities from simpler

and similar structures to novel polar interrogatives. Hypothesis-1 suggested that these

structures might be learnable from exposure to single-clause declaratives, simple polar

questions and relative clause declaratives in a constructive, bottom-up manner. The idea

was that subject-auxiliary inversion is learned from simple questions and relativization



248 Chapter 7. Learning polar interrogatives

from complex declaratives and that this knowledge could be combined by the model to

form complex questions, because it learned how subparts of complex sentences were

controlled by subparts of the semantic input. Since all input is processed over one set of

connection weights, similarities between experienced and novel messages would allow

the model to correctly produce novel complex questions. This constructive approach is

similar to a proposal of Ambridge et al. (2008) that children might be able to learn the

syntax of complex questions by learning to substitute complex NPs (the dog that is chas-

ing the cat) for simple NPs (the dog) in simple questions (Is the dog running?), based

on surface distributional properties of the input and the functional-semantic similarity

of these types of phrases. Within the recursive Dual-path model framework I did not

find evidence which supports this proposal; simple polar questions and relative clause

constructions in the input were not sufficient for the production of complex polar ques-

tions or even a substantial amount of correct initial segments. Negative results from a

computational model can of course never invalidate a particular theory of acquisition.

Rather, they indicate that the learning mechanism may not be adequate to implement

this theory or that the modeller did not identify the optimal learning conditions for the

system.

Hypothesis-2 conjectured that polar interrogatives might be learnable if in addition

to the input under Hypothesis-1 the model was exposed to complex wh-questions. In

this condition, I found that the model was able to generate correct complex polar ques-

tions without having seen this structure in training. Moreover, the model’s error profile

matched the developmental data of Crain and Nakayama (1987) and Ambridge et al.

(2008) in that the most frequent error type involved the duplication of the main clause

auxiliary after the embedding. This indicates that the model required exposure to other

complex questions in which subject-auxiliary inversion was non-local, i.e., occurred be-

tween non-adjacent constituents, in order to learn auxiliary fronting in polar questions.

The model’s behavior across these two condition suggested that complex wh-questions

might have been necessary in the input to block structure-independent generalization

from simple to complex polar questions. If this was the correct explanation, we should

have observed many initial segments with displaced embedded auxiliaries in the con-

dition of Hypothesis-1. However, this was not the case. In neither condition did the

model produce such ungrammatical initial segments which indicates that complex wh-

questions were not required to inhibit overgeneralization. The effect of simple polar

questions in the input, apart from providing examples of subject-auxiliary inversion,

was visible in that the model produced less errors in right-branching than in center-

embedded polar questions in both conditions, since simple polars were more similar to

main clauses of the former than the latter structure.

Neural network models—such as SRN or the recursive Dual-path model—are better

at learning local regularities than long-distance dependencies. In simple polar questions,

auxiliaries and their corresponding verb form are separated only by the subject NP. In

complex polar questions these constituents are separated by more material, the main

clause subject NP plus an embedded clause. Such a long-distance separation is never

witnessed by the model in the condition of Hypothesis-1 and the model forms strong
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statistical expectations that auxiliaries in questions are always followed by the subject

NP and then the verb form. In the condition of Hypothesis-2, on the other hand,

complex wh-questions provide positive evidence that in questions additional material

can intervene between the subject NP and the dependent verb form and this weakens

the transitional probability between these constituents. When presented with a message

for a novel complex polar question, relativization of the main clause subject NP inside a

question is a grammatical option for the model under Hypothesis-2, whereas it is ruled

out under Hypothesis-1 by the model’s linguistic experience. In other words, complex

wh-questions appear to be necessary in the input to override the statistical expectations

of the model’s sequencing system. The model needs to witness some input structures in

which the main clause auxiliary and the verb form are separated by more material than

just the subject NP in order to be able to combine the subject-auxiliary construction

with the relativization construction in generating novel complex polar questions.

The recursive Dual-path model approach to auxiliary fronting can be criticized on

the basis of the input the model receives in learning. It might be argued, for instance,

that meaning input which corresponds to clauses in the target structure preempts the

problem of learning structure-dependence because the hierarchical organization of com-

plex questions is already encoded in the conceptual structure of the message. It should

be noted, however, that the model needs to learnwhich components of the message con-

trol which substructure of an utterance. For example, it needs to learn which parts of

the message control the generation of embeddings and which parts control the sequenc-

ing of participants inside an embedding. Once the model has learned to interpret its

semantic input in this way, it can produce relative clause declaratives and my approach

explicitly assumed that a notion of relativization in declaratives precedes learning the

syntax of complex polar questions. If it was not assumed that children in the Crain

and Nakayama (1987) study were able to comprehend relative clauses, this would entail

that the very instructions of the experimenters were unintelligible to their subjects; the

study would be methodologically flawed and pointless. Secondly, the model was never

exposed to messages for complex polar questions in training. These messages shared se-

mantic features with the corresponding declarative, e.g., features which controlled the

embedding. Nonetheless, these messages were novel in that they combined declarative

features with question features and this combination was not experienced by the model

in learning. Based on experience with other message-sentence pairs, the model had to

utilize semantic components in the novel messages in the appropriate way to generate

polar questions. It was precisely the point of my approach that positive evidence from

which the syntax of polar questions could be learned was not restricted to simple and

complex polar questions alone but included complex declaratives and other types of

questions as well. And third, recall that polar question features in the message were

entirely neutral with respect to clause type (main or subordinate). When the model re-

ceived message input for a complex polar interrogative, the question feature could refer

to both clauses. The model was not biased by the message input to select a particular

clause as the locus of subject-auxiliary inversion and Figure 7.10 (page 238) demon-

strates that nevertheless it did not select the embedded clause auxiliary in any of the
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learning conditions. For these reasons, the conceptual structure of the model’s seman-

tic representations does not beg the question of learning structure-dependent auxiliary

fronting.

A second point of criticism might be raised against the particular input distribu-

tion in the condition of Hypothesis-2 in which 10% of the model’s training items were

complex wh-questions. This amount of exposure by far exceeds the most optimistic fre-

quency estimates for such questions in child-directed speech. I critically evaluated the

studies of Lewis and Elman (2001) and Reali and Christiansen (2005) based on the kind

of input they were exposed to but it seems that the recursive Dual-path model approach

does not fare any better in this respect. In my approach, the model received training with

an artificial, English-like language similar to the Lewis and Elman (2001) study. Unlike

their input environment, however, my language was combinatorially complete in that

every combination of basic constructions was admissible. Every syntactic role could be

modified and relativized, both in declaratives and wh-questions, and every combination

of tense and aspect could occur in the two clauses of a complex sentence. Critically, no

grammatical structure that this language could generate was omitted from training for

the purpose of creating conducive substructure frequencies. Compared with the Reali

and Christiansen (2005) study, my language lacked the structural variation and noisi-

ness of their training corpus. On the other hand, input tagging was not required and

this ensured that the model’s performance was not dependent on substructures which

may have resulted from a specific tag set in their study. Thus, although the input to the

recursive Dual-path model was artificial and lacked a realistic distribution, I believe my

results rest on less controversial assumptions about the learning environment.

It was shown that the recursive Dual-path model was able to spontaneously produce

grammatical complex polar questions without exposure to these structures in the input.

At the same time, the model did not produce a substantial amount of ungrammatical,

structure-independent initial segments in any input condition. This suggests that the ab-

sence of input patterns in which auxiliaries are extracted from an embedding provides

a strong cue for the model that structure-independent generalizations are ungrammat-

ical. Since the displacement of auxiliaries across clause boundaries is never witnessed

by the model, it does not entertain this possibility when generating complex polar ques-

tions.23 It seems that standard accounts of the learning problem for auxiliary fronting

do not factor such ‘evidence from absence’ into the equation. The behavior of my model

indicates that such negative evidence by itself might be sufficient to block overgeneral-

ization. Nativist arguments for the innateness of structure-dependence might therefore

be fundamentally flawed. These arguments construe the learning problem as a binary

choice between right and wrong generalization of which only the latter is licensed by

the input. Consequently, children should overgeneralize and since they apparently do

not, the innateness of structure-dependence appears to be the only viable explanation.

But if there is no reason to believe that children should overgeneralize to structure-inde-

23A similar point is made in Regier and Gahl (2004) with respect to their Bayesian learning model for

anaphoric one.
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pendent auxiliary displacement based on their linguistic experience, a crucial premiss of

the argument breaks down and the poverty of the stimulus quandary becomes a straw

man which is not in need of explanation. Instead we should attempt to re-conceptu-

alize the learning problem in ways which suggest strategies how structure-dependence

might be learnable and investigate these strategies in computational mechanisms. The

recursive Dual-path model approach to auxiliary fronting conjectured that the syntax of

polar questions is learnable in a constructive fashion from simpler and similar building

blocks such as simple questions, relative clauses and other types of questions whose oc-

currence is warranted in child-directed speech. A crucial assumption of this approach,

which is shared by many psycholinguists (e.g., Pinker, 1984, Tomasello, 2003), was that

meaning plays an important role in syntactic development. Language acquisition, on

this view, is not reducible to syntax acquisition but is driven by the objective to ‘make

sense’ in learning to successfully map between meaning and form. Because the meaning

of novel questions was sufficiently similar to the meanings of constructions which the

model experienced in learning it was able to generate complex polar interrogatives from

meaning representations without direct exposure to these structures. The results I pre-

sented from this approach suggest that the structure of meaning may obviate the need

for innate syntax-specific knowledge in the acquisition of adult-like language abilities.




