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Chapter 9

Conclusions

Language is the hallmark of cognition, and complex syntax might separate human from

animal communication. Complex syntax is believed by many to be out of reach of

neural network models. The present work argued that this might be a premature verdict,

if we assume that language processing involves computing with meaning. Instead of

recapitulating the results of this thesis in detail, I want to discuss in a more general

fashion what I believe are some key ideas which were explored here.

9.1 Key findings

9.1.1 Learning as transduction

It was a working assumption central to this research that natural language is learnable

from positive input by means of general cognitive abilities. The basic units of lan-

guage which must be learned and generalized are constructions—pairings of meaning

and form. On this view, syntax is not an autonomous device that needs to be acquired

on top of semantic or phonological devices, with interfaces between them that need

to be explained (such as syntax-semantics linking rules). Syntax arises in the learning

system because it is the very substrate that enables the system to successfully map be-

tween meaning and form. Consequently, syntax is not learned prior to or independently

of semantics but it is derivative of learning to perform meaning-to-form transduction.

The transduction device consists of a mechanism for mapping constructional meaning

to grammatical sequences of word categories and a mechanism for mapping sentence-

specific content to word forms. Moreover, syntax is not induced from meaningless

word sequences and their distributional properties. The induction paradigm in which

the learning target is to reconstruct grammars from a set of observations might be mis-

guided as a model of syntactic development in children. In the Dual-path model, syntax

forms automatically, in a self-organizing manner, on the basis of domain-general learn-

ing procedures and driven by mismatches between internal predictions and overheard

utterances. It is not the primary learning target but a byproduct of a more general task:
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274 Chapter 9. Conclusions

to make sense of the ambient language, and to be understood in speech. Knowledge of

syntax is implicit and resides in the very processor itself rather than a knowledge base

external to the processor. The mechanisms by which syntactic knowledge develops in

acquisition continue to function in essentially the same way throughout adulthood.

Although the Dual-path model is a model of sentence production, it essentially is

a model of the relationship between meaning and word sequences and the learnable

mappings between them. The idea that language acquisition primarily involves learning

such mappings has not been explored systematically in a computational setting, and this

work provides a first step in this direction.

9.1.2 Generalization with semantic similarities

It was shown that the Dual-path model could generalize in quite remarkable ways on

a number of tasks. For instance, it could combine familiar constructions into structures

with a novel hierarchical organization, and it displayed strong semantic systematicity,

the capacity to generalize familiar lexical items to novel roles across embeddings. It also

displayed recursive productivity in that it could produce grammatical sentences with

three and four nested relative clauses without prior experience, and it could produce

correct complex polar interrogatives without positive evidence of these structures in

the learning environment. These feats were accomplished despite exposure to only a

small number of sentences, typically around 10.000, from artificial languages that could

generate up to 4.8× 1022 different tokens.
The model could achieve this because the complexity of the learning task could be

decomposed into simpler subtasks. The large number of sentence tokens generated by

the language grouped into a few hundred (or, in some cases, a few thousand) basic con-

struction types. These constructions had a distinct underlying meaning, signalled to the

model by the event semantics. From these representations of constructional semantics,

the model could learn to activate sentence-specific content in the meaning system in

the right sequence. Once lexical meaning was learned, the model could produce correct

words in the appropriate slots, and the sequencing system enforced constraints on word

class and order. But meaning was also partially overlapping for different construc-

tions. Different parts of the message representation controlled different subsequences

of sentences, and different constructions shared semantic substructures in their mes-

sage. These shared meaning components allowed the model to produce entirely novel

constructions which could be assembled from novel combinations of familiar semantic

substructures. Generalization to a large amount of sentence tokens from sparse input

was enabled by sentence-specific bindings in the what-where-system and by semantic

structure shared between propositions in the event semantics-layer.

This constitutes, I believe, a really novel approach to generalization in neural net-

works and computational learning systems in general. In purely syntactic approaches to

language acquisition (e.g., with simple-recurrent networks), generalization is based on

distributional properties of word sequences. In contrast to these accounts, generaliza-

tion in the Dual-path model is enabled by shared properties of the semantic structures
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underlying word sequences. This approach might have wide applicability; it is likely to

work for many languages other than English, because languages tend to reuse similar

structures to convey similar meanings. Consequently, what the Dual-path model ap-

proach to language acquisition suggests is that the structure of meaning might be a rich

and powerful source of information in children’s syntactic development.

9.1.3 Differential processing due to input factors

The Dual-path model was mainly applied in generalization tasks, but it could also ex-

plain differential learning and processing, for example the difference between right-

branching and center-embedded recursion, and the degradation in performance with

depth of embedding. Both findings were in line with human processing data. In Chap-

ter 8, I looked at more fine grained data from the development and adult processing of

relative clauses in English. It was demonstrated that the model matched the noun phrase

accessibility hierarchy in performance. I argued that differential behavior was strongly

influenced by properties of the learning environment. The model showed a processing

bias towards simpler structures with less participants because this reduced competi-

tion for structural selection and relativization. This bias, however, could be erased by

manipulating the input distribution to the model. Individual contrasts in differential

processing could not be explained by constructional frequency alone, but were due to

substructure frequencies in the total input. Balancing these frequencies selectively re-

moved contrasts. When all structures that did not occur in the hierarchy itself were

excluded from the learning environment, the processing differences between construc-

tions disappeared. This indicated that patterns of interference and similarity between

input structures were responsible for differential learning and processing. These results

suggested that it was not the intrinsic syntactic complexity of constructions in conjunc-

tion with working memory limitations that made them easy or difficult to learn and

process. Rather, it was the distributional composition of the input and the interactions

between different structures which had to be learned over the same set of connection

weights that affected the model’s syntactic development and caused differential behav-

ior.

This might have important implications for theories of learning and processing. To

explain the order of relative clause acquisition and differences in adult processing one

needs to look at the distributional properties of spoken corpora, and in particular the

semantic and sequential similarities and dissimilarities among structures in the lan-

guage. Like the Dual-path model, the human processor might be sensitive to linguistic

patterns which facilitate and encumber individual structures in different ways. As a

consequence, it may be futile to account for acquisition and processing differences by

applying a complexity metric to structures in isolation. Moreover, what the Dual-path

model approach suggests is that it is not required to posit innate language universals

to account for seemingly universal linguistic behavior. Multifactorial, language-specific

accounts of differential acquisition and processing, in which the input plays a critical

role, might have more explanatory force.
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9.2 Future directions

In learning, generalization and processing, the Dual-path model behavior has been

proven consistent with a large body of data (Chang, 2002, 2008; Chang, Dell, and Bock,

2006; Fitz and Chang, 2008, 2009) and these results provide converging evidence that

the model captures important aspects of human learning and processing. Nonetheless,

many results reported in this thesis are rather preliminary in nature. Computational

models can always be improved, and experiments conducted with more methodological

rigor and systematic depth (as the appendix B shows). Apart from that, I want to sketch

a number of future research projects which naturally tie in with and extend the present

work.

9.2.1 Perspective taking

Biological factors constrain the human language system and linguistic experience in-

fluences the way in which we learn and process language. But how do these factors

interact? On the dominant view, learning and processing are constrained by biological

factors which shape the human language system. On an alternative view, the language

system itself is adapted in learning and processing through linguistic experience (Mac-

Donald and Christiansen, 2002; Wells et al., 2008). The Dual-path model provides an

ideal platform to investigate this issue in the domain of relative clause processing.

Evidence from many languages indicates that some relative clause types are harder

to process than others. According to a popular theory these processing differences re-

sult from working memory limitations (King and Just, 1991; Gibson, 1998), which can be

viewed as a biological constraint. These accounts, however, do not explain why there

are differences between structures that induce the same memory load. Moreover, they

do not explain lexical effects on processing, e.g., why transitive object-relatives are fa-

cilitated by pronominal relative clause subjects (Reali and Christiansen, 2007a; Kidd

et al., 2007) and inanimate head nouns (Traxler et al., 2002). Thus, a growing body of

data cannot be accommodated by memory-based approaches. Drawing on results from

Chapter 8, it might be possible to develop a novel account in which competition between

structures and their relative frequency of occurrence shape the language system during

learning. In this account, differential processing is caused by syntactic alternations and

modulated by their frequency.

It is a universal feature of natural languages that they allow speakers to take dif-

ferent perspectives to describe the same event. In English, transitive events can be

expressed in active or passive voice and dative events can be expressed prepositionally

or with the ditransitive. The prepositional dative can partially be passivized and the

ditransitive can be fully passivized (e.g., there is the dog that was given the toy by the

girl). These syntactic alternations convey the same meaning but change the order of

event participants in the sentence form. Thus, language users often have a structural

choice how to express a particular proposition. In general, the more participants there

are, the more alternations are available—none for intransitives, one for transitives, and
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two for datives. In addition, speakers can relativize different event participants in each

construction. There is one way to express intransitive events with a relative clause, four

ways to express transitive events, and eleven ways to express dative events. The syntax

of these structures must be encoded in the human language processor through learn-

ing from examples. But the more structural variety there is, the more complicated the

correspondence between meaning and sentence form becomes. This might have several

consequences for sentence processing:

(a) More competition in grammatical encoding between structures which are suitable

to express the same meaning by different sentence forms.

(b) More variety entails less exposure to each individual structure.

(c) Competition and reduced exposure impede the activation of one specific structure

in speech.

In Chapter 8 it was argued that similar factors influenced relative clause processing in

the Dual-path model, and the results suggested that syntactic alternations could par-

tially account for the differential processing of intransitive, transitive and dative struc-

tures. It would be interesting to investigate the validity of this explanation in human

learning and processing by means of corpus analysis and behavioral experiments. There

is some evidence that perspective taking with alternations might be an important factor

in human processing. It was shown, for instance, that passive transitives are preferred

with theme-experiencer verbs (e.g., challenge) and dispreferred with agent-patient verbs

(e.g., kick) (Ferreira, 1994). Thus, alternations are not used with equal likelihood for all

verb classes. Thematic structure makes a passive construction more preferable to ex-

press the proposition in

(1) The cowboy that the sheriff challenged was drunk.

This preference should be manifest in terms of frequencies in corpora of spoken lan-

guage, i.e., in the linguistic environment of a learner. A learner might become biased

towards using passives which are in competition with the active object-relative clauses

and this might make (1) difficult to process. In other words, the preferred use of pas-

sive structures for some verb classes might explain why the corresponding active struc-

ture is particularly hard. Similar preferences have been observed for the prepositional

dative/ditransitive alternation. In speech, the ditransitive is vastly preferred over the

prepositional dative and the animacy of the recipient co-varies with verb type (Bres-

nan and Nikitina, 2003). Prepositional dative relative clauses are difficult for adults and

delayed in syntactic development. This might be explained within a frequency-based

learning approach in which there is competition between structural alternatives. More

fine-grained distributional differences have been found for the ditransitive in that the

lexical class of the recipient co-varies with voice. Active ditransitives most frequently

take pronominal recipients, whereas passive ditransitives take definite noun phrase re-

cipients (Goldberg, 2006). Since transitives align with ditransitives in terms of argument

structure, this statistical trend might affect the processing of transitive relative clauses.
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Speakers’ preferences in the use of syntactic alternations give rise to distributional

patterns in the environment from which language is learned. These patterns influ-

ence the way in which humans encode grammatical structure during development.

Frequency, structural competition and linguistic experience might explain performance

differences observed in this process. To test this idea, one would first have to conduct

a large-scale corpus analysis on the differential use of alternations in relative clauses.

Insights from this analysis could then enter into computational experiments with the

Dual-path model. Systematic manipulations of the model’s learning environment might

yield predictions which could be tested in behavioral experiments using sentence repe-

tition and elicited production methods. The short-term priming paradigm could be used

to track interference effects between structures. Experiments with varying exposure to

syntactic alternations over a longer period of time might elucidate the role of experience

in relative clause processing. As outlined in the introduction, in this project a compu-

tational model would be used to link corpus data with human linguistic behavior. The

model provides an explicit acquisition mechanism that is sensitive to structural com-

petition and distributional properties of the input, and allows us to derive predictions

which can be tested in human processing.

9.2.2 Cross-linguistic study

The Dual-path model account of relative clause acquisition in English suggested that

it was not intrinsic syntactic complexity, biological constraints on working memory, or

innate language universals that explained acquisition and processing data. Rather, the

noun phrase hierarchy was brought about by patterns of similarity and interference in

the language and by distributional properties of the input. It would be important to

validate this explanation in a cross-linguistic study with languages that have different

relative clause systems. German relative pronouns, for instance inflect according to gen-

der, case and number and typically German relative clauses are verb-final (in contrast

to single-clause sentences). Consider the two relative clause types:

(2) Da

There

ist

is

der

the-NOM

Mann

man

der

who-NOM

die

the-ACC

Katze

cat

jagte.

chased
‘There is the man who chased the cat.’

(3) Da

There

ist

is

der

the-NOM

Mann

man

den

who-ACC

die

the-NOM

Katze

cat

jagte.

chased
‘There is the man who the cat chased.’

Word order in A-relative (2) and P-relatives (3) is identical and, in contrast to English,

does not signal the grammatical role of the head noun in the relative clause. Instead,

the role of der Mann is marked on the pronoun. This can create ambiguities as in

(4) Da ist die Frau die die Katze jagte.
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because the pronoun die can either be nominative or accusative (A- or P-relative). For

these (and other) reasons, we can expect patterns of structural similarity and interfer-

ence to arise in the input which might be very different from English, and it is difficult

to predict the effects of these patterns on learning and processing in the model without

further simulations.

Another interesting test case for the Dual-path model approach would be Japanese

in which relative clauses are prenominal and pronouns are not used. Case is marked by

postpositions and the grammatical role of the head noun in the relative clause must be

inferred from the case of the embedded complement:

(5) Uma-o

Horse-ACC

ketta

kicked

roba-ga

mule-NOM

sinda.

died
‘The mule that kicked the horse died.’

(6) Uma-ga

Horse-NOM

ketta

kicked

roba-ga

mule-NOM

sinda.

died
‘The mule that the horse kicked died.’

A- and P-relatives differ only with respect to a case particle in their surface form. In

addition, complements need not be expressed in Japanese relative clauses which gives

rise to many possible interpretations:

(7) Hon-o

Book-ACC

katta

bought

gakusee.

student
‘The student (who) bought a book.’

‘The student (from whom) ( ) bought a book.’

‘The student (for whom) ( ) bought a book.’

As in German (but for different reasons), surface form is sometimes not useful in deter-

mining the interpretation of Japanese relative clauses.1

Word order in relative clauses differs pairwise in English, German and Japanese. The

semantic features the Dual-path model employs in its message representation, however,

are generic and work in each of these languages. The model can learn to map such

messages onto any word order, provided that meaning-form mappings are sufficiently

systematic. Hence, relative clause processing and development in these languages could

be studied in the Dual-path model using similar messages across languages which map

to very different sentence forms. Due to these word order differences, the model would

acquire distinct meaning-form mappings and, as in English, these mappings might be

influenced by language-specific similarities between input structures. Thus, it might

be possible to modulate differential performance by systematically manipulating the

learning environment in order to show that input factors similar to those isolated in

Chapter 8 drive acquisition and processing in languages other than English.

1Examples (5) and (6) taken from Ishizuka (2005), (7) from Matsumoto (1999).
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9.2.3 Dynamic message

In the configuration studied in this thesis, the Dual-path model learned in situated com-

prehension in which it was assumed that children can infer the meaning of overheard

utterances from visual information. While this might be a realistic scenario for single-

clause utterances, it is less realistic for more complex multi-clause utterances, specifi-

cally those of Chapter 6. The complete message that was given to the model as input

provided more of the conceptual structure of utterances than can reasonably be as-

sumed to be available to children at the onset of processing. Similarly, in production it

is unlikely that the entire intended message of a sentence (with several embeddings) is

provided by an external planning system before production begins. How speakers con-

struct meaning incrementally before and during production is not well-understood, it is

conceivable that to a large extent meaning is constructed as we speak, and guided by

our own self-monitored speech output. It would therefore be an important continuation

of this thesis to dynamicize the Dual-path model’s message representation both in com-

prehension and in production. With a dynamic message, sentence meaning would only

be activated partially in the beginning and more semantic information would become

available to the model during processing. Message components would also selectively

be deactivated when they have already been utilized and begin to leave the attentional

spotlight. This might place stronger demands on the model’s working memory system

which would have to retain traces of previously activated message components. Thus,

in a dynamic version of the Dual-path model, meaning would be constructed incre-

mentally in a window of attention and gradually fade away in working memory as the

model progresses through a sentence in word prediction. Such a model could be built on

existing research of visual scene analysis which requires tracking multiple objects and

their interrelations (Cavanagh and Alvarez, 2005; Ferreira et al., 2008). In particular,

research using the eye-tracking methodology to investigate the mechanisms of thematic

role assignment in comprehension might be a fruitful source to develop and motivate

this dynamic model (Knoeferle et al., 2005; Knoeferle and Crocker, 2008).

The static message Dual-path model makes strong assumptions about the availabil-

ity of rich semantic representations in learning and processing, especially in case of

multi-clause utterances. The results of this thesis must be evaluated against the plausi-

bility of these assumptions. It should be pointed out, however, that a complete and in-

variable message might not be computationally optimal to learn meaning-to-form map-

pings which generalize well and in human ways. It was mentioned before (Chapter 5)

that the static message creates a serial order and a timing problem for the model (what

to predict next, and when to produce what), which both need to be solved by the pro-

cessor when learning from message-sentence pairs. If, on the other hand, the message is

dynamic and incremental, these tasks can partially be relegated to the attentional mech-

anism which guides meaning construction in visual processing. Message components

are activated only at and around relevant sentence positions and this locally restricts

the choice of roles, concepts and words to sequence. In the static model all semantic

features are active concurrently which makes any sentence constituent a salient choice
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for the next slot. Hence, a tight interplay between mechanisms of selective attention

and word prediction might greatly facilitate the sequencing of thematic roles and the

acquisition of syntactic frames in the model. Secondly, in Chapter 6 it was argued that

novel combinations of semantic features in the message were detrimental to generaliza-

tion. The model did not know which thematic roles to sequence when, because active

features in one clause interfered with message components in other clauses, and this

explained why production accuracy degraded rapidly with depth in recursive process-

ing. If sentence meaning becomes available to the model sequentially and in smaller

chunks, this problem might be avoided. Although an input message in its totality might

express a proposition that the model has not experienced before, exposure to segments

of semantic components might enable the model to incrementally build novel sentences

with novel meanings from chunks of feature combinations it is familiar with. In other

words, the problem of how learned meaning-to-form mappings can be extended beyond

experience might be solvable in a dynamic model in which globally novel propositions

are composed of known semantic substructures that are activated over time rather than

in parallel.

It can be speculated that a dynamic Dual-path model might be superior in a number

of generalization tasks studied in this thesis. With a fixed message, the model cannot

genuinely be recursively productive because it cannot process sentences of unbounded

length in any specific set-up. More embeddings require more semantic features and the-

matic roles and these need to be represented in the model and trained in learning. A

dynamic message would allow the model to reuse the same feature set over and over

again and therefore remove architectural limitations of the current model. Secondly,

it was found that the model would not generalize from exposure to one embedding to

two or more embeddings, it only generalized from two embeddings to three and four

(Chapter 6). With a dynamic message this might be remedied because the model would

not have to develop a policy how to deal with multiple conflicting features in novel

propositions. It was also found that the difference in accuracy for right-branching and

center-embedded structures in the model was perhaps too small to perfectly match hu-

man behavior. A dynamic message which incrementally provides information to the

model as it moves over the sentence proposition, highlighting semantic features like

a spotlight, might create a larger performance difference by making center-embedded

structures harder and right-branching structures easier to learn. First results obtained

with a dynamic prototype clearly point in this direction. And finally, generalizing auxil-

iary fronting from simple to complex polar interrogatives might be facilitated by using a

dynamic message because semantic features which distinguish questions from declara-

tives could be activated locally and temporarily only, and this might ensure the integrity

of the embedded clause.

To summarize, it would be desirable to develop a dynamic Dual-path model which

is more faithful to the processes by which human learners construct meaning incremen-

tally in comprehension and production. The model version studied in this thesis should

be viewed as a useful simplification and approximation of such a model. There is no

indication that positive results reported here are an artefact of the fixed message rep-
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resentation. On the contrary, a dynamic model can be expected to display even better

learning and generalization capacities.


