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Appendix A

Dual-path model details

In this appendix a few more technical details about the Dual-path model will be pro-

vided which might be interesting to other modellers and helpful to assess the presented

results.

A.1 Model specification

The size of the model’s layers depended on the artificial language used and the compu-

tational requirements of specific learning tasks; it could vary across chapters. Roughly,

the model had 40–70 word (cword) units, 30–60 what (cwhat) units, 40–100 hid-

den (context) units, and between 10 and 35 compress (ccompress) units. The number

of event semantics and where (cwhere) units depended on the maximum number of

clauses within sentences of the artificial language. It varied between 10 and 45 for the

event semantics and between 4 and 20 for the where (cwhere) layers.

All units in the model used the dot product as their integration function. The net

input xi to unit ui was computed as the weighted sum xi =
∑n

j=1 wij · yj of all n
output signals yj which ui received as input from other units in the network. As their

activation function, most units in the model used the standard logistic function where

the output yi of unit ui is computed as yi = 1
1+e−xi

with the net input xi ∈ R and

yi ∈ [0,1]. The model’s output is a categorical variable ranging over the words in the

lexicon and we wish to interpret this output as a probability vector for the lexical items.

To achieve this, the word-layer used the soft-max activation function. Let xi again

be the net input to output unit ui, then the soft-max function computes the output yi

of unit ui as yi = exi∑n
j=1 exj where xj is the net input to output unit uj . Thus, the

activation of output unit ui depended on the strength of the input signal to all other

output units. In this way, the soft-max function magnified small differences in net in-

put among the units, i.e., it rewarded the winning word and punished all weaker word

outputs. Moreover, it normalized the output values of all units in that they sum to 1.1 To

1Note that for two lexical items this function is equivalent to the standard logistic function.
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measure the overall error on the word units, the divergence function
∑n

i=1 ti · log( ti
yi

)
was used, where yi is the output of unit ui and ti is the target value of this unit at

the current word position. Apart from the word-layer, soft-max was also used at the

cwhere-layer to make the incremental role assignment more distinct. This reduced

the noise at the cwhere-layer deriving from the activation of several concepts at the

cwhat-layer and facilitated structural selection. The activation of event semantics

units was implemented by untrainable bias weights. The strength of the weights was

controlled by the message and determined the activation values in the event seman-

tics-layer which used linear units. A negative bias was injected into the what and

cwhat units to guarantee that their activation level was low when they received no

input. The units in the context-, cwhere2- and cword-layers were copy units which

received their activation from the previous time-step activation of units in other layers.

Incoming connections to these layers were not trainable. The context-layer received

a copy of the previous activation state of the hidden-layer to create a working mem-

ory. The cwhere2-layer time-averaged the cwhere and its own previous activation

state, creating a buffer which gradually accumulated all previously produced roles. At

the cword-layer, the activation state of the model’s output at the word-layer and the

external overheard word input were summed, and the layer was normalized.

A.2 Training procedure

At the beginning of training, the weights in the network were randomized with a fixed

seed for all experiments. For each message-sentence pair in training, the model’s pre-

diction error for each word was collected and weights were updated after every training

pattern. Thus, one epoch in the training regime corresponded to one sentence, not the

entire training set (i.e., the batch-size was 1). Training was non-incremental through-

out. In other words, message-sentence patterns to which the model was exposed were

randomly selected from the training set and not presented in a particular order (e.g.,

ordered by syntactic complexity). Weights were updated by steepest-descent backprop-

agation of error. The learning rate was chosen in between 0.15 and 0.2 depending on the

complexity of the learning task, and it was set to decrease linearly over time to a final

value of 0.02. Roughly 25% of the total training time the initial learning rate was used,

then for 50% of the time it decreased and it remained constant again for the final 25%

of training time. In order to prevent weights in the network from becoming too large, I

used weight decay in all simulations (except Chapter 8). In addition to each weight up-

date by backpropagation at time t, the size of the weight was decreased by κ ·wij(t− 1)
where κ was set to 5 × 10−7 and wij(t − 1) was the weight size after the previous

update. It has been shown that weight decay improves generalization in feedforward

networks (Krogh and Hertz, 1992) and this was also observed in the recurrent Dual-path

model. Intuitively, large individual weights can create local specialization by masking

the contribution of other weights to finding an optimal mapping and this tendency is

balanced by the decay term. In similar vein, some simulations in which generalization
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was the critical performance measure (e.g., recursive productivity in Chapter 6) used

synaptic noise on all connections projecting into the hidden-layer. The noise was sam-

pled from a Gaussian distribution with standard deviation 0.005 centered around 1.0,

and it was applied multiplicatively, scaling the weights with the noise term. Synaptic

noise was shown to improve generalization in recurrent networks when the error sur-

face is complex (as in language learning), because it allows the network to ‘jump’ out of

local minima more easily (Jim, Giles, and Horne, 1996).

A.3 Simulation environment

All experiments were conducted using version 2.63 of the LENS neural network sim-

ulator (Rohde, 1999). The software package ran on an Intel(R) Xeon (TM) 3.06 GHz

workstation with 2 Gbyte of RAM in a SuSE v.10.1 Linux environment.




