
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

"Now that you mention it, I wonder..." : Awareness, attention, assumption

de Jager, S.T.

Publication date
2009

Link to publication

Citation for published version (APA):
de Jager, S. T. (2009). "Now that you mention it, I wonder..." : Awareness, attention,
assumption. [Thesis, fully internal, Universiteit van Amsterdam]. Institute for Logic, Language
and Computation.

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:24 May 2023

https://dare.uva.nl/personal/pure/en/publications/now-that-you-mention-it-i-wonder--awareness-attention-assumption(9c972a0b-17c9-4835-9215-9a02817e0e35).html


Chapter 6

Data semantics with unawareness
Facts alone are wanted in life. Plant nothing
else, and root out everything else. You can only
form the minds of reasoning animals upon
Facts: nothing else will ever be of service to
them.

Gradgrind in Charles Dickens’s Hard Times

The final model I will present in this dissertation is a curious sort of hybrid.
It takes aspects of the object-based awareness semantics of Board and Chung
[BC07], a ‘gap semantics’ for assumptions as implicitly suggested by the sub-
jective state-space approach of Heifetz, Meier, and Schipper [HMS06], and a
treatment of information and inference from Frank Veltman’s data semantics
[Vel81]. Let us focus first on the awareness part of the picture, and the motiva-
tion for object-based assumptions; we will come back to data semantics in a
moment.

I spoke briefly in the introduction about how the subjective state-space
models suggest a ‘gap semantics’ for object-based unawareness: in a sub-space
where the object a is not part of the vocabulary, a simply does not appear in the
models forming ‘worlds’ or points in the space. This seems perfectly natural
for unawareness of objects (as opposed to propositions), and raises interesting
quantificational possibilities; if the agent is unaware of any object with property
P, for instance, the models in her assumption set will all validate ¬∃x : P(x).

The immediate motivation for such an idea comes from scenarios like Walt
and his keys, example 1.2 from Chapter 1. Here is a modified version of the
example:

(1) Walt is looking for his car-keys. He has in mind two places they might
be: on the kitchen table, or in a basket in the bookcase. He checks the
kitchen table and finds no keys.
a. Walt: They must be in the basket.
b. Pat: Did you check your pockets?
c. Walt: Good point, they may not be in the basket after all.

Walt’s conclusion in (1-a) is only defensible if he assumes that the keys are not
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Chapter 6 · Data semantics with unawareness

in any of the multitude of places that he does not have in mind. A natural way
to represent this is to take models in which the worlds have variable domains:
some worlds include all the objects but some are small worlds whose domains
contain a proper subset of the objects that ‘really’ exist. Walt’s assumption
of absence comes down to him filling his belief set with small worlds: those
worlds at which only the objects he is aware of exist (and all natural laws are
still followed). If only two places exist where the keys might be (in the small
worlds of Walt’s belief set), when one is eliminated the other must be the correct
location. This also gives the right results when Pat makes him aware of further
alternatives: he gives up his conclusion, since his belief set must shift to worlds
with three-element domains where it no longer holds.

However it is not only becoming aware of explicit alternatives that can cause
Walt to give up his conclusion. Being confronted with contradictory evidence
will do so as well.

(2) As before, Walt entertains two possibilities for the keys; he checks the
kitchen table and does not find them.
a. Walt: They must be in the basket on the bookcase. [He checks.]
b. Walt: They’re not! But they must be somewhere . . . Where could they

be?
c. Pat: Did you check your pockets?
d. Walt: Ah, what an idiot I am, that must be where they are.

In the models of the previous chapters, after checking beside the basket Walt
would arrive at the absurd state: his belief set would contain no worlds at all. I
have suggested that arriving at the absurd state is less problematic in models
with unawareness than those without, since the agent can always imagine that
there must be some factor that he is unaware of, but until now this explanation
has remained entirely informal. While the agent must give up some assumption
to escape his predicament, so long as assumptions are propositional (rather
than object-based) it is formally unclear how to select the correct assumption to
overturn, and intuitively unclear why the agent should become aware of just
the right possibility to solve his difficulties. Matters are much simpler in the
case of object-based unawareness: clearly all that is needed is more objects, and
Walt need not even become aware of them, so long as he is able to believe that
there exists something that he is unaware of.

So much for the unawareness models. What is the connection with data
semantics? The answer is that these examples turn on the distinction between
(immediate) data and (indirect) conclusions. Recall that in the models of previous
chapters, becoming aware of new possibilities can overturn previous beliefs:
after learning that p and then becoming aware of q, the agent need not still
believe that p. I have argued that this is not entirely unreasonable when the
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1 · Data semantics

updates represent incoming linguistic information: the speaker, too, might have
been unaware of q when she announced p, and might repudiate her earlier
certainty once she has become aware of the new possibilities. The case is rather
different when agents go out and discover information for themselves, however,
as when Walt checks in the basket and sees that the keys are not there. We
most definitely do not want him to come to doubt this information when he
becomes aware of the possibility that the keys might be in his pocket! It seems
that we must distinguish between Walt’s immediate data (that the keys are not
on the kitchen table) and the conclusions he draws from that data (that they
must be in the basket).

Data semantics was designed exactly to make this distinction, although of
course without unawareness in mind. The idea is, very roughly, that an agent’s
data defines a partial model, while her conclusions are whatever holds in all
possible completions of this model. Data, that is, is ‘definite’, while conclusions
are the result of quantification over a set of possible extensions of the data. In
the original theory these possible extensions are fixed within a given model,
but the natural way to incorporate unawareness seems to be to allow the set of
possible extensions to expand as the agent becomes aware of new possibilities.
This is indeed the tack we will take.

The rest of the chapter is arranged as follows. In the next section I introduce
the theory of data semantics, and give a naı̈ve attempt at adapting this theory
for awareness using the gap semantics. The attempt fails, of course (otherwise
I would hardly refer to it as “naı̈ve”), but its failure makes clearer what we
need from the system. Following this I construct a model that combines data
semantics with a ‘small world’ representation of assumptions of absence.

1 · Data semantics
Data semantics is a semantic theory first published by Frank Veltman in the
year I was born, and elaborated by him and Fred Landman in the decade or
so following [Vel81; Lan84; Vel85; Vel86; Lan86]. The intent of the theory is to
explain what it should mean for a statement to be “true on the basis of the
available evidence”. This motivation already suggests a fruitful combination
with unawareness: our beliefs about what is true on the basis of some piece of
evidence might shift quite radically without the evidence itself changing, if we
take new possibilities into account in the way an awareness model suggests.

The formal apparatus of data semantics has appeared in several guises. Per-
haps the most familiar-looking is that given in [Vel86], in which “the available
evidence” is given by a partial propositional valuation. [Vel81] instead sees
the available evidence as a set of (possible) facts.1 I will give the presentation

1I will use the term rather loosely, since I am not concerned with the extensive philosophical debate
on precisely what facts are (and what facts there are). In all fact-based data semantics models “fact”
means possible fact (which may not actually obtain). For Veltman in 1981 the conjunction of a set of
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Chapter 6 · Data semantics with unawareness

in terms of data sets, since we will want first-order rather than propositional
valuations in the end.

Definition 6.1: Structures for data semantics. A data lattice is a meet-
semilattice with a least element: L = 〈F , ◦,⊥〉, where

• F is the set of possible facts;

• ⊥ ∈ F is the absurd, contradictory, impossible fact;

• ◦ is a meet operation on F (commutative, associative, and idempotent);

• ⊥ is the least element: for all f ∈ F , f ◦ ⊥ = ⊥.

Given such a lattice L we can define an information ordering ≤L on F :

f ≤L g iff ( f ◦ g) = f ,

and f ≤L g can be read as “ f includes all the information g includes (and possibly
more)” ( f includes g); ⊥ is the least element in this order (for all f ∈ F , ⊥ ≤L f ).
We can also define a partial meet operation &L on F \ ⊥:

f &L g =

{
f ◦ g if f ◦ g , ⊥,
undefined otherwise.

Two facts f and g are incompatible in L if f ◦ g = ⊥; I also write this f ⊥ g.

Intuitively ◦ represents conjunction; the representation with & is perhaps
more philosophically respectable for anyone who objects to the notion of an
‘impossible fact’ but is somewhat less convenient for defining data. The lattice
as a whole represents what could be the case; an agent’s data represents those
facts that he is acquainted with, in other words those that he has personally
and experientially verified.

Definition 6.2: Data. Let L = 〈F , ◦,⊥〉 be a data lattice. A filter on L is a set
d ⊆ F such that f ◦ g ∈ d iff f ∈ d and g ∈ d. A filter d is proper if ⊥ < d. A data

set for L is a proper filter on L.

The data lattices I am concerned with in this chapter are finite. This has two
consequences of importance. Firstly, that any data set d (indeed any filter,

possible facts counts as another possible fact; Landman in 1982 (when [Lan84] was written) uses
the term only for what we might call ‘atomic’ facts (“[T]here is no fact which expresses exactly the
information that contains the information expressed in it rains and it snows.” pg. 169); and Veltman
by 1986 has given up on facts altogether. For all versions of the theory it matters, however, that
there is a distinction between facts (or possible data) and propositions: not all propositions are
possible facts (not all propositions can be data).
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1 · Data semantics

proper or not) is generated by a single fact f : g ∈ d iff f ≤ g. Secondly, that the
lattices contain atomic facts; a fact is atomic if it is maximal in the ≤ ordering.
The atomic facts will correspond to atomic sentences in our logical language. If
we diagram a lattice with ≤ increasing up the page, then a data set corresponds
to an ‘upwards cone’ (although it must also be closed under ◦, see Figure 6.1).

f g h i

j

k

⊥

Figure 6.1: A data lattice, a data set, and a set of facts that is not a data
set. Lines indicate the relation ≤, increasing upwards. The meet of two
facts is its greatest lower bound; for example j = g ◦ h, and ⊥ = f ◦ j.
(This means that f and j are incompatible.) The facts f , g, h, i are atomic.
In the upper right figure the shaded area is a data set; the lower right
figure is not a data set: it contains (for example) j and i but not k = i ◦ j.

Truth “on the basis of evidence” gives rise to a three-valued logic: the
evidence may support ϕ, contradict ϕ, or not decide the issue. I cannot simply
give the definitions that Veltman and Landman use, however, since they do
not consider first-order languages: their models do not support quantification.
To interpret the universal quantifier I need to equip my data lattices with a
domain of objects. I will also make two simplifying assumptions that are
philosophically completely unjustified but that make the models much more
convenient to work with.

Firstly, I am going to assume that names of objects are rigid, and that each
object has exactly one name. The domain of objects itself ‘stands in’ for the
set of object constant symbols (names of objects) in the logical language: Pa
says that a has the property P, not that the-interpretation-of-a has the property.
This is purely for expediency: it lets me talk about the agents being aware of
particular objects rather than the names of those objects. Secondly, I assume
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Chapter 6 · Data semantics with unawareness

that the atomic facts have a particular structure: that negative atomic facts
exist. For each atomic fact f there exists a particular atomic fact g such that
f⊥g; if f stands for the object a having the property P then g stands for a not
having the property (and vice versa). I will make a third simplification also: I
give definitions only for predicates, rather than including relations of higher
arity. (Unlike the first two restrictions, this is simply to keep the definitions
concise; the extension to the relational case presents no conceptual problems
whatsoever.) With those provisos out of the way, here are the definitions.

Definition 6.3: Syntax. Let Ω be a vocabulary of predicate symbols, and D a set of
objects. The language L Ω,D,∀,^ is a first-order language with quantifiers ∀, ∃ (and a
countable set of variables for them to bind), non-logical vocabulary Ω, object constants
from D, and modal operators must and may .

I follow [Vel81] in using may rather than might; it is nonetheless meant (both
here and in Veltman’s work) epistemically rather than deontically.

Definition 6.4: First-order data model. Fix Ω and D as above. A first-order

data model for L Ω,D,∀,^ is a tripleM = 〈L, D, I〉 where

• L = 〈F , ◦,⊥〉 is a data lattice;

• D is the domain of objects that exist;

• I : Ω× {+, 1} × D → F is an interpretation function giving positive and
negative atomic facts: I(P, +, a) gives the atomic fact “that a has property P”
while I(P,−, a) gives the atomic fact “that a does not have property P”; and

• for every predicate P ∈ Ω and object a ∈ D, I(P, +, a) ◦ I(P,−, a) = ⊥.

Now we can give the truth definition. A formula ϕ (which may contain free
variables) is evaluated against a model M, a data set d from that model, and
an assignment s of variables to objects in the domain. The formula may be
verified by the data (written M, d, s |= ϕ), it may be falsified by the data
(written M, d, s =| ϕ), or the matter may not be decided (on the basis of that
data).

Definition 6.5: Semantics. Let M = 〈L, D, I〉 be a first-order data model for
L Ω,D,∀,^. Let d be a data set for L.
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1 · Data semantics

Atomic formulae:

M, d, s |= Pa iff I(P, +, a) ∈ d (where a ∈ D is an object)
M, d, s |= Px iff I(P, +, s(x)) ∈ d (where x is a variable)
M, d, s =| Pa iff I(P,−, a) ∈ d (where a ∈ D is an object)
M, d, s =| Px iff I(P,−, s(x)) ∈ d (where x is a variable)

Conjunction, disjunction, negation:

M, d, s |= ϕ ∨ ψ iffM, d, s |= ϕ orM, d, s |= ψ

M, d, s =| ϕ ∨ ψ iffM, d, s =| ϕ andM, d, s =| ψ

M, d, s |= ϕ ∧ ψ iffM, δ, s |= ϕ andM, d, s |= ψ

M, d, s =| ϕ ∧ ψ iffM, δ, s =| ϕ orM, d, s =| ψ

M, d, s |= ¬ϕ iffM, d, s =| ϕ

M, d, s =| ¬ϕ iffM, d, s |= ϕ

Quantification (s[x/a] is the variable assignment just like s but mapping x to a ∈ D;
ϕ[x/a] is the formula just like ϕ but with all free occurrences of x replaced by a):

M, d, s |= ∃x : ϕ iff for some a ∈ D : M, d, s[x/a] |= ϕ[x/a]
M, d, s =| ∃xϕ iff for all a ∈ D : M, d, s[x/a] =| ϕ[x/a]
M, d, s |= ∀xϕ iff for all a ∈ D : M, d, s[x/a] |= ϕ[x/a]
M, d, s =| ∀xϕ iff for some a ∈ D : M, d, s[x/a] =| ϕ[x/a]

Modals:

M, d, s |= may ϕ iff there is some data set d′ for L such that d′ ⊇ d andM, d′, s |= ϕ

M, d, s =| may ϕ iff there is no data set d′ for L such that d′ ⊇ d andM, d′, s |= ϕ

M, d, s |= must ϕ iff there is no data set d′ for L such that d′ ⊇ d andM, d′, s =| ϕ

M, d, s =| must ϕ iff there is some data set d′ for L such that d′ ⊇ d andM, d′, s =| ϕ

As usual we writeM, d |= ϕ whenM, d, s |= ϕ for every assignment s, and likewise
for =|.

The clause for atomic formulae includes my two simplifying assumptions:
objects stand in for their own names, and Pa is falsified if the negative atomic
fact I(P,−, a) is in the data set. The clauses for conjunction, disjunction, nega-
tion, and the modals are standard (they pass through the variable assignment
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Chapter 6 · Data semantics with unawareness

unchanged); the quantification clauses ask for witnesses from the domain D as
you would expect.

[Vel81] defines a notion of stability: a formula is T-stable if ‘once true it
stays true’ (if d verifies ϕ then any d′ ⊇ d also verifies ϕ) and is F-stable if ‘once
false it stays false’ (if d falsifies ϕ then any d′ ⊇ d also falsifies ϕ). Formulae
that do not contain modals are both T- and F-stable but may ϕ is not T-stable
and must ϕ is not F-stable.

A formula may ϕ is true at a data set d if d does not exclude the possibility
that ϕ. Suppose we are investigating a crime; at a preliminary stage of the
investigation we might say “According to the evidence so far, the butler may
have done it”. It is perfectly reasonable, however, for additional evidence
acquired later to rule out this possibility: may ϕ goes from being true (on the
basis of the data) to being false (on the basis of more data). Formulae with
“must”, on the other hand, remain true under data extension but are not F-stable.
While the possibility exists that the butler is innocent, it is false (not undefined)
that he “must have done it”. Growing evidence against him, however, may
naturally overturn this judgement: when his fingerprints are discovered all
over the butter dish, “oh, then he must have done it” becomes true not false.

Note, however, that this is not the kind of non-monotonicity on display
in examples (1) and (2). Under these semantics may is F-stable (once false it
remains false) and must is T-stable (once true it remains true). In example (1)
“The keys must be behind the door” changes from true to false, and if we think
of Walt’s implicit beliefs (under his assumptions) then “The keys may be in my
pocket” changes from false to true.

Data semantics makes must ϕ weaker than ϕ, in that there are states that
support must ϕ but do not (yet) support ϕ. (This is of course the reverse of
the more usual modal pattern, in which a necessity modal is stronger than the
non-modal equivalent sentence.) The essence of the distinction is the notion of
‘immediacy’ of consequence. We can claim “ϕ” if ϕ follows ‘immediately’ or
‘directly’ from our data; if our data makes it certain that ϕ but only ‘indirectly’
then we must say “must ϕ”. And it is this distinction that is at the root of
the non-monotonicity that I want to add: indirect consequences come from
quantification over a set of possibilities (those that appear in the data lattice), and
awareness can naturally change this set. Direct consequences, on the other hand,
are ‘the data itself’ and do not change as the agent’s awareness of possibilities
expands.

In other words: the agent’s assumptions should restrict the data lattice of
which her data is a subset. The less possibilities are included in the lattice, the
more conclusions he will draw under must (conclusions like “The keys must be
in the basket (because they are not on the table)”). The trick will be to define
the right restrictions. . .
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1 · Data semantics

1.1 · A first attempt
The most obvious way to include assumptions of absence into this scheme is
simply to omit any facts that make reference to the objects the agent is unaware
of. Example (2) adds an extra complication, but in fact already (1) is enough
to show that this strategy will not work. Seeing why will make much clearer
what the successful strategy must be, however.

Here is a schematic picture of how we would go about it. Suppose M =
〈L, D, I〉 is a first-order data model and we want to restrict it to a domain
D′ ⊆ D. We need to remove from F every fact that is about some element of
D \ D′. What does “aboutness” mean here?

Certainly an atomic fact I(P, +, a) (or I(P,−, a)) is about a. And the data
lattice encodes an idea of information containment: if f ≤L g then f ‘already
contains’ the information in g, so if g is about a then so is f .2 If f ≤ I(P, +, a)
then f already contains the information in I(P, +, a) — information which is
about a. Let us assume that the only way for a fact to be about a is via some
atomic fact about a. Then our restricted set of facts will be given by

{ f ∈ F ; there is no P ∈ Ω and a ∈ D \ D′

such that f ≤ I(P, +, a) or f ≤ I(P,−, a)}.

That is rather a mouthful, but a schematic picture is fairly easy to draw. Fig-
ure 6.2 overleaf represents the entire data model under the assumption of absence
that our restriction is intended to represent.3

So let us try to apply this picture to Walt in example (1); the model is
overleaf in Figure 6.3. For simplicity we’ll restrict the actual possibilities to
three places: table, in the basket, and his pockets. For even more simplicity, I
will pretend that “containing the keys” is a property: keys(b) says the basket
has the keys, and so on. This is purely for convenience in drawing the diagram:
the only atomic facts I include are those regarding the location of the keys, and
I’ll give them some intuitive names (we will be working with variations on this
scenario for the rest of the chapter). The atomic fact that the keys are in the
basket (I(keys, +, b)) is b+; that they are not in the basket is b− (remember that
we do have negative atomic facts), and likewise for on the table (t+, t−) and in

2Note that our semantics does not include universal facts, which would otherwise upset this
argument. When data supports ∀xϕ it is not because some particular fact supports this but for the
usual quantificational reason that every substitution into ϕ is (individually) supported.

3According to the proposed definition of ‘aboutness’, ⊥ is about every object and would be removed
by any restriction. I apply the construction above instead to the ‘partial meet’ view of the lattice, in
which two facts are incompatible if they do not have a meet in F . [Lan84] uses De Morgan lattices
to represent the propositional structure induced by a set of facts; in a De Morgan lattice there can
be several different contradictions (and several different tautologies), each ‘about’ a different set of
atomic facts. This is yet another representation of partiality; I have not explored its appropriateness
for representing unawareness.
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Chapter 6 · Data semantics with unawareness

⊥
a

Figure 6.2: Schematic view of a data lattice restricted by assumptions of
absence. The top-left figure shows the entire lattice; the shaded portion
contains the ‘genuinely possible’ facts that are not ⊥ (with the structural
details omitted). The next figure shows the ‘partial meet’ view of such
a lattice: without ⊥, so that incompatible facts (such as the two marked
on the bottom edge) simply do not have a greatest lower bound. In the
figure at lower left, the line marked a represents atomic facts about some
object a, and the shaded region contains complex facts about a. Finally,
the figure at lower right is the lattice resulting from removing all facts
about a; note that the two marked facts are incompatible in this lattice,
because their greatest lower bound in the original lattice occurs in the
shaded region under a.

t+t− b+b−p+ p−

p+ & t− & b− t+ & p− & b−b+ & p− & t−

Figure 6.3: Full data model for Walt’s situation, in ‘partial meet’ style.
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1 · Data semantics

Walt’s pocket (p+, p−). I give the picture in terms of the partial meet operation
&; if f and g have no greatest lower bound in the picture then f ⊥ g.

In this tiny model not all atomic facts are mutually compatible. By the
requirements on the interpretation function of a first-order data model, t+ is
incompatible with t− (this means that it follows directly from Walt’s data that
¬keys(t), as we would hope). But as well there is no fact in the lattice for
t− & b− & p−: the structure of the lattice encodes the natural law that the
keys must be somewhere. The lowest facts in the lattice each represent an entire
possible world: any other fact is either included in the world or incompatible
with it. That there is no such fact where the keys are nowhere is how the
natural law “the keys must be somewhere” is encoded in the model.

This structure is what lets Walt draw non-trivial conclusions from his data:
if he observes that the keys are on the table then he knows they must not be
anywhere else; if he observes that both the table and his pockets are empty
then he knows the keys must be in the basket.

This is not enough to get us Walt’s belief-under-assumption, though: if he
has only the data t− (the keys are not on the table) then must keys(b) does not
hold because in at least one extension of Walt’s data set the keys turn out to be
in his pocket.

t+t− b+b−p+ p−

p+ & t− & b− t+ & p− & b−b+ & p− & t−

Figure 6.4: Walt’s situation, with data. The inner crosshatched region is
his present data set (t− and nothing else); the larger shaded region is a
data set extending this, which supports ¬b. Because this larger data set
exists, his current data set does not support must b.

Now let us apply the restriction: Walt is aware of only the table and the basket
as possible key hiding places, so we remove all facts that are about his pockets.
Here is the result:
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Chapter 6 · Data semantics with unawareness

p+ p−

t+t− b+b−

t− & b−
b+ & t−

t+ & b−

Figure 6.5: Walt’s situation under naı̈ve assumptions. The left-hand figure
shows shows the original lattice in grey and the facts that are not about p
in black (the reader can check that every fact not in black can be traced
back up to one of p+ or p−). The right-hand figure shows the same
restricted lattice, slightly rearranged and labelled.

Walt’s data set is still the same singleton {t−}. It no longer supports may keys(p)
(since p+ is no longer in the data lattice), but it still does not support must keys(b).
The problem now is the possible fact where the keys are neither on the table
nor in the basket (t− & b−). In fact Walt seems to hold it possible that the keys
are nowhere!4

The problem seems to be that the structure of a data lattice enforces natural
laws (like “The keys are always somewhere”) at a global level, with respect to
the full domain of objects. A natural law is a must-statement that follows from
the empty data set: even before Walt opens his eyes in the morning he knows
that his keys must be somewhere. In the restricted domain without Walt’s
pockets, the fact t− & b− contradicts that natural law; when Walt assumes that
only t and b exist, he should not consider this a possible fact at all. But our
procedure of removing facts about objects Walt is unaware of takes no notice
of natural laws: t− & b− is a possible fact because it occurs in the (full) data
lattice.

Here is another way to see the problem. The fact that is causing problems
shows up in the restricted data lattice as the base of a maximal filter: it
completely describes the properties of a small world with a two-element domain.
But in fact no such small world exists, because it would violate the natural law.
The fact “The keys are neither on the table nor in the basket” can only occur
as part of a larger world, with a large enough domain (in the original model,
the one where the keys are in Walt’s pocket). The data lattice has concealed
the distinction between a fact that could be a complete description of a (small)
world (such as t+ & b−) and one that cannot (such as t− & b−).

4I have not yet defined quantification in a restricted model, but the proper definition must use
the smaller domain if Walt’s assumptions of absence are going to be reflected in the quantified
sentences his data supports. We will see the formal definition later, once the problem of enforcing
natural laws has been solved.
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2 · The proposal

2 · The proposal
A possible-worlds semantics with small worlds can represent properly the
natural law that the keys are always somewhere, but it cannot distinguish
between Walt’s immediate data and the conclusions he draws from it (formulae
ϕ and must ϕ). The data semantics model lets us do that, but it cannot combine
assumptions of absence (the restriction we tried in the previous section) with
natural laws since it does not distinguish which facts are candidate small worlds
and which are not.

So we will use both frameworks.
The proposal is shown in schematic form in Figure 6.6. We construct two

models side-by-side: one is a first-order data model, and one is a possible-
worlds model with small worlds. Each encodes the same set of possibilities:
each fact in the data lattice is true in some world, and each world corresponds
to some particular fact.5

Now we will use the strengths of the two models in parallel. Walt’s data

a

b

Figure 6.6: The round-trip model. The two halves of the diagram represent
a data model (on the left) and a possible worlds model (on the right). Arrow
a transforms the agent’s data set into an information set in the possible
worlds model; arrow b transforms the agent’s assumptions (within that set)
into a restriction on the data lattice.

5Following [Vel81], a world should correspond to a maximal (proper) filter on the data lattice, instead
of a fact. I take facts instead of filters because they do well enough, so long as the worlds are finite:
the fact corresponding to a small finite world is just the conjunction of the atomic facts true in that
world, and this generates a filter corresponding to the world. Crucially, though, a small world need
not correspond to a maximal filter: it omits all facts about objects outside its domain.
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lives in the data lattice, but his assumptions will be calculated in the possible
worlds model. These assumptions in turn correspond to a smaller data lattice
(the more assumptions he holds, the less possibilities he imagines and the
more conclusions he draws from his data); the original data interpreted in this
smaller data lattice describes Walt’s beliefs.

First we need to construct our parallel models. Then reading off Walt’s
beliefs-under-assumption involves three steps:

1. Data to information: translate Walt’s data (in the data lattice) into infor-
mation (a subset of the possible worlds);

2. Information to assumption: apply an assumption-of-absence on the possi-
ble worlds;

3. Assumption to data: translate the resulting assumption into a restriction
on the data lattice.

2.1 · Parallel models
The small-worlds side of the parallel pair of models is inspired by the object-
based unawareness structures of [BC07]. Only “inspired by”, though, because
just as with the models we began with in Chapter 2, I take a single-agent
belief-set view rather than the multiagent relational Kripke semantics.

Definition 6.6: Small worlds model. A small worlds model is a structure
M = 〈W, Ω, D, dom, V〉 where

1. W is a set of worlds;

2. Ω is as usual the vocabulary of predicates;

3. D is a set of objects, the domain of the model (not all objects will exist at every
world);

4. dom : W → P(D) is the domain function, assigning to each world the
objects that exist at that world; and

5. V is an interpretation function: for each world w and predicate P ∈ Ω,
V(w)(P) ⊆ dom(w) gives the objects from the domain of w that have
property P at w.

The semantics at each world is given by standard three-valued Kleene defini-
tions, with partiality introduced by the small domains: Px is undefined at w
if the variable assignment maps x to an object not in dom(w). Quantification
also works on these domains: ∀xϕ is true at w if ϕ[x/a] is (defined and) true at
w for all a ∈ dom(w). (We don’t need to be too concerned with these details,
because we will only be checking Walt’s beliefs about quantified sentences on
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the data lattice side of the system.) As in previous chapters, if B ⊆W is a set of
worlds from M then M, B supports (non-modal) ϕ if all worlds in B support ϕ,
and supports might ϕ if some world w ∈ B supports ϕ; we interpret the first as
“the agent believes” and the second as “the agent holds possible” (both possibly
implicitly).6

I do need to say explicitly what Walt’s awareness of objects involves, and
how we can describe his explicit beliefs. Recall from Chapter 2 that Xϕ is to
be read as “the agent explicitly believes that ϕ”. The notation I give is more
suggestive than comprehensive, however it will suffice for our purposes.7

Definition 6.7: Object-based awareness and explicit belief. Let M and M be
respectively a first-order data model and a small worlds model that share the vocabulary
Ω and domain D. An awareness state for the agent is a pair σ = 〈Ξ, Dσ〉 with
Ξ ⊆ Ω and Dσ ⊆ D.

The agent is aware of a formula ϕ according to σ if the only non-logical vocabulary
occurring in ϕ consists of predicates in Ξ and objects in Dσ.

If d is a data set forM, then we writeM, d, σ |= Xϕ ifM, d |= ϕ and the agent is
aware of ϕ according to σ. If B is a set of worlds from M then we write M, B, σ |= Xϕ
if M, B supports ϕ and the agent is aware of ϕ according to σ.

The predicate awareness is included only for completeness; the interesting
part of the system is Walt’s awareness of objects. It can be that Walt explicitly
believes ∃x : Px (that is, he believes the formula and is aware of it), but he is
not aware of any object a of which he holds possible Pa. An example is (2-b)
above.

It may be useful to picture the state space of a small worlds model as shown
in Figure 6.7 overleaf: as divided into notional ‘subspaces’, each of which
contains worlds sharing the same domain. Walt’s assumptions will typically
confine his belief set to one such subspace, the one containing only the objects
he is aware of.

We can construct a first-order data lattice from a small worlds model, by
taking partial interpretation functions as the facts in the lattice. (I will examine
what exactly the correspondence between the two models is in a moment.)
A partial interpretation function for a first-order language is just the natural
generalisation of a partial propositional valuation: it decides for some properties
P and objects a whether a has property P, but not necessarily for all pairs. Here

6Small worlds models support might but not must, since must ϕ would be equivalent to ϕ. Data
models support may and must. The distinction between might and may is irrelevant, except as far
as it serves as a reminder of which kind of model the formula is being evaluated in.

7As well as suggestive it is perhaps somewhat misleading: M, d, σ |= Xϕ means not that the data
verifies that the agent believes ϕ but that the agent believes (explicitly) that the data verifies ϕ. This
is why I include no clause for =|; instead we will use the negation clause from data semantics:
M, d, σ |= X¬ϕ.
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∅

{t} {p} {b}

{t, p} {t, b} {b, p}

{t, b, p}

Figure 6.7: Small-worlds model with notional subspaces. Each subspace
is labelled with the domain of its worlds. Not every subspace contains
worlds (it is impossible for a world with empty domain to satisfy the natural
law “the keys are somewhere”). The subspace with domain {t, b} contains
two worlds: in one the keys are on the table, in the other they are in the
basket.

is a definition, heavily simplified from [Mus95].8

Definition 6.8: Partial interpretation function. Let D be a set of objects. A
partial property is a pair 〈P+, P−〉 where P+, P− ⊆ D and P+ ∩ P− = ∅. P+ is
the positive extension of P (the objects that have the property), P− the negative

extension (the objects that do not have the property) and D \ (P+ ∪ P−) its gap

(objects undefined for P).
Partial properties come with a natural notion of precision: P1 v P2 (“P1 approxi-

mates P2”) iff P+
1 ⊆ P+

2 and P−1 ⊆ P−2 .
Let Ω be a vocabulary of predicate symbols, and D as before a domain. Then a

partial interpretation function is a function f mapping each element of Ω to a
partial property on D: for each P ∈ Ω, f (P)+ is the positive extension and f (P)− the
negative.

We lift the approximation order to interpretation functions, relative to a vocabulary
Ω: if f and g are partial interpretation functions then f v g iff for every predicate

8I give only definitions for properties; Muskens considers relations in full generality. He also allows
over-determined truth values (“both true and false”) as well as under-determined (“neither true
nor false”); I allow only the latter.
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P ∈ Ω, f (P) v g(P).

We can think of the valuation V(w) of a small world w as a partial valuation in
this sense: one in which for all predicates P, V(w)(P)+ ∪V(w)(P)− = dom(w)
(that is, each predicate is decisive for exactly the elements in the small world’s
domain): the valuation itself gives the positive extension of each predicate, and
the negative extension is the rest of the domain of that particular world. In
particular, if f is a partial interpretation function and w a world in a small
worlds model, then it makes sense under this interpretation to ask whether
f v V(w). The approximation order on interpretation functions has the
structure of a meet semi-lattice, which we will use to interpret a small worlds
model as a data lattice.

Definition 6.9: Worlds as data. Let M = 〈W, Ω, D, dom, V〉 be a small worlds
model. Then the first-order data model corresponding to M, data(M), is 〈L, D, I〉
with L = 〈F ∪ {⊥}, ◦,⊥〉 where:

• D is taken over unchanged;

• F is given by

{ f is a partial interpretation function for Ω on D ; ∃w ∈W : f v V(w)};

• f ◦ g is the smallest partial valuation9 h ∈ F such that f v h and g v h, or ⊥
if none such exists; and

• I(P, +, a) is the smallest partial interpretation f ∈ F such that f (P)+ = {a},
and I(P,−, a) is the smallest partial interpretation g such that g(P)− = {a},
or (in both cases) ⊥ if none such exists.

The meet operation ◦ combines the information in f and g: notionally, for any
predicate P, ( f ◦ g)(P)+ = f (P)+ ∪ g(P)+ and ( f ◦ g)(P)− = f (P)− ∪ g(P)−.
The result may be ⊥ for either of two reasons. One is that f and g may
be strictly incompatible: if some object appears in the negative extension
of f (P) and the positive extension of g(P), for instance, there is no partial
interpretation function that could be their meet. The other reason is that f and
g may be informationally incompatible, within W: it may be that no world in W
contains their joint information. If that is so then although we could construct
a partial interpretation function by unifying the two, that function simply does
not appear in F , and again the two are incompatible according to the data
lattice. (Strict incompatibility is built into our very notion of what a property

9This definition may seem surprising since the meet operation selects greatest lower bounds, while
this constructs least upper bounds. However the approximation ordering runs opposite to the
information ordering: f v g iff g ≤L f , that is, f approximates g iff g includes (the information
of) f . The operation ◦ is a meet (greatest lower bound) operation on ≤L, and a join (least upper
bound) on v.
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is: no object can both have a property P and not have it, at the same time.
Informational incompatibility recognises whatever information is contained
in the model: if the model contains the natural law “twins have the same eye
colour” then the fact that Twin A has blue eyes is informationally incompatible
with the fact that Twin B has brown eyes.)

The interpretation function gives us the atomic facts: the fact that a has
property P is represented by a partial valuation f that has f (P)+ = {a}
but is decided on nothing else ( f (P)− = ∅, and for all other predicates Q,
f (Q) = 〈∅, ∅〉). Again, the partial interpretations coming from M may not
include one in which a has property P; in that case the atomic fact picked out
by the interpretation is the impossible fact ⊥.

The correspondence I have defined is not any kind of equivalence. Two
distinct small-worlds models can produce the same data lattice. (Suppose
V(w) ⊆ V(w′) and dom(w) ⊂ dom(w′). Then the data models constructed
from {w′} and {w, w′} (with the same domains, valuations, &c.) are identical,
but the two small worlds models will make different possibility modal formulae
true.) There may be formulae true under must in the data lattice that are not true
everywhere in the small worlds model. (In a small world where a does not exist
it does not have any properties, so not even Pa∨¬Pa holds.) I will give later on
a constraint on the acceptable small worlds models that narrows the gap, but it
will never be completely bridged. And indeed this is not surprising: we need
the two models exactly because some operations (such as forming assumptions
of absence) can be accomplished in the one that cannot be accomplished in the
other.

Let us see how these operations are accomplished.

2.2 · Data to information
The first thing we have to do is transfer Walt’s data to the small worlds model.
That’s relatively easily accomplished: the worlds he holds possible in the small
worlds model are just those that validate his data (and contain all the objects
he is aware of).

Definition 6.10: Data set as information. Let M = 〈W, Ω, D, dom, V〉 be a
small worlds model and data(M) = 〈L, D, I〉 its corresponding data model, with
L = 〈F , ◦,⊥〉. Let d ⊆ F be the agent’s data, a data set for L, and σ = 〈Ξ, Dσ〉 his
awareness state (Dσ ⊆ D is the objects he is aware of).

The agent’s data set as information in M, written infoσ
M(d), is given by

infoσ
M(d) = {w ∈W ; Dσ ⊆ dom(w) ∧ ∀ f ∈ d : f v V(w)}.

There are two parts to the condition, which a world w has to satisfy in order to
be part of the information state. The first (Dσ ⊆ dom(w)) says that the agent
only holds a world possible if it contains all the objects he is aware of (if he
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t−

Dσ = {t, b}

∅

{t} {p} {b}

{t, p} {t, b} {b, p}

{t, b, p}

Figure 6.8: Walt’s data and awareness as information. His awareness
of {t, b} means only worlds in two of the subspaces are candidates (the
higher of the two arrows). His data picks out some of these (the lower
arrow); the excluded worlds in each subspace his data intersects have the
keys on the table.

is aware of his pocket, it exists in every world he holds possible). In a sense
awareness here is information: being aware of an object corresponds to the
information that that object exists. The second condition, that all facts in the
data approximate the valuation at that world, says that all the data must be
satisfied at every world he holds possible.

2.3 · Information to assumption
Once we have the information set of small worlds, we can apply the assumptions
of absence. The simplest version is just to take only those worlds whose domains
are exactly the objects the agent is aware of. That would suffice for example (1)
(in all of those worlds, if the keys are not on the table they are in the basket)
but not for example (2): there Walt should be forced to realise that there is
something he is unaware of. Indeed, Walt’s information set once he discovers
that both table and basket are empty includes no worlds with two-element
domains.

Instead we use domain circumscription (a notion stemming from early
research in non-monotonic reasoning for artificial intelligence [McC80]). From
Walt’s information set we take the worlds with smallest domains: these contain
the least number of objects necessary to produce his data.

Definition 6.11: Domain circumscription. Let M = 〈W, Ω, D, dom, V〉 be a
small worlds model and S ⊆ W a set of worlds. The smallest worlds in S, written
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minD(S), are:
{w ∈ S ; ¬∃w′ ∈ S : dom(w′) ⊂ dom(w)}.

Walt’s assumptions of absence are represented simply by circumscribing his
information set: his belief set (under assumptions) is the set of smallest worlds
in his information set. If there are any worlds in his information set whose
entire domains he is aware of, then these will be the only circumscribed worlds
in his belief set: in that case his assumptions of absence say exactly that nothing
he is unaware of exists. In cases like (2) above, though, Walt’s information is
incompatible with this exact assumption; in that case the circumscribed worlds
each contain the objects he is aware of, as well as the minimum number of extra
objects needed to make a ‘self-contained’ possible small world.

...

...

. . . . . .

. . . . . .

. . . . . .

{t} {p} {b}

{t, p} {t, b} {b, p}

{t, p, c} {t, p, b} {t, b, c}

1

2

Figure 6.9: Assumptions and subspaces. I have included some extra
objects (c is for “couch”), so the figure shows only a part of the whole
model. Suppose Walt is aware of only t and b. The line marked “1” gives
his information at (1-a): he knows the keys are not on the table but nothing
more. The line marked “2” gives his information at (2-b), after learning that
they are not in the basket; note that every world he holds possible must
contain some object he is unaware of. The horizontal shading gives the
result of domain circumscription on the information in 1: Walt concludes
that there are no objects he is unaware of. The vertical shading shows the
result of domain circumscription on 2: Walt concludes that there is exactly
one object he is unaware of, namely, the place the keys are hiding.
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Assumptions of absence get us partway to representing both examples. If
Walt is aware of only the table and the basket, and his data is just that the table
is empty, his assumptions will limit him to considering only a single world (in
our rather impoverished model, that is): and in that world the keys are in the
basket. If he is also aware of his pockets, though, he will have two possible
worlds in his assumption set.

...

...

. . . . . .

. . . . . .

{t, p} {t, b} {b, p}

{t, p, c} {t, p, b} {t, b, c}

12

Figure 6.10: Assumptions and awareness. In 1 Walt is aware only of
{t, b} and knows that the keys are not on the table; the horizontal shading
gives his assumption of absence. In 2 he has become aware of his
pockets, without gaining any data (as in (1)); vertical shading shows his
new assumption of absence.

The second example is more interesting. In that case Walt’s information rules
out all the two-element small worlds (in no such world are both table and
basket empty). Domain circumscription gives us all the three-element worlds
that support his data. In a properly rich model this would be a large number
of worlds, each of which contains one extra object functioning as the hiding
place of the keys (down the back of the couch, dropped on the bathroom floor,
&c.). Walt is unaware of all these objects, however: he is aware of (and believes)
the formula ∃x : keys(x) but for no object a that he is aware of does he hold it
possible that keys(a).

I have kept the running example very small, since otherwise I can’t draw
pictures to properly represent it. This means that Walt holds an implicit belief
that the keys are in his pocket, simply because no other possibility exists in
the original, full-sized model (that is, the pair of small worlds model and data
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model). But this original pair plays the same part that the model of reality or
the background model of previous chapters did: it represents what Walt would
hold possible ‘in the limit’ if he became aware of every object that exists. If we
are constructing a real model of reality, as opposed to a toy example for the
purposes of drawing diagrams, then as well as the three hiding places we have
explicitly considered, there exist many many more: down the back of the couch,
dropped on the bathroom floor, in the sugar jar or the dishwasher, and so on.
If there are enough of such other possibilities, then Walt’s implicit information
will not help him even in the sense that unconscious information guides our
day-to-day behaviour. At best, the range of possibilities he unconsciously holds
possible will guide him in starting a systematic search.

This is partly because Walt is unaware of whichever particular object holds
the keys in each of the worlds he holds possible. But if this is to make any
sense, he must also be unaware of the properties of these objects that would
otherwise serve to identify them (as represented by Ξ, the predicates the agent
is aware of). Walt does not explicitly hold possible that the keys are down the
back of the couch (if he is unaware of the couch) but he could, in principle,
explicitly hold possible that the keys are down the back of some object with
the properties of a couch. This doesn’t make any psychological sense, so we
have to assume that Ξ and Dσ are not entirely independent: thinking about
certain properties will call certain objects to mind. We need such a story if we
are to (properly; formally) avoid Walt having explicit disjunctive information
about the properties of the place the keys are hiding: they are either behind
something with the properties of a couch or on something with the properties
of a bathroom floor or . . . . I will not give the story in any detail, but it is worth
noticing that there are some properties of these objects that Walt may be aware
of, even though he is unaware of the objects themselves. “Containing the keys”
is only represented by a property in our models for the sake of expediency, but
“having a cavity large enough to contain the keys” looks much more like the
real thing.

If I am permitted this laxity as regards disjunctive information, then we have
almost successfully represented our two examples. Walt holds the right beliefs
at every step: at (1-a) he believes the keys are in the basket, while after finding
they are not at (2-b) he believes they are somewhere else (that he is not aware
of). After becoming aware of his pocket he again believes he knows where the
keys are (in his pocket), since only those three-element worlds containing table,
basket and pocket (the objects he is aware of) make it into his assumption set.

There is still one thing to do though: the small worlds model in which we
have achieved this does not represent the difference between direct and indirect
conclusion, so we cannot separate Walt’s ϕ from his must ϕ. We want to do so,
however, because their stability conditions will be quite different: if we have
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done our work properly must ϕ will be unstable under shifts of awareness while
plain ϕ will not. This is in fact not quite the whole story: universally quantified
formulae behave differently. To be able to talk about the distinction, though,
we need to transfer the assumption set back into the world of data semantics.

2.4 · Assumptions into data
In fact we already have almost the definition for doing so: Definition 6.9 showed
how we can transform a small worlds model into a data lattice. If we apply
the same construction just to the worlds in Walt’s assumption set, we will have
nearly what we want: a data lattice representing his assumptions. We must
be a bit careful about the direct effects of unawareness though: the facts of the
restricted data model should only be about predicates that Walt is aware of,
and the domain should not include any objects that are not in the small worlds.

Definition 6.12: Assumptions as data. Let M = 〈W, Ω, D, dom, V〉 be a small
world model and S ⊆W any set of worlds. Let σ = 〈Ξ, Dσ〉 be an agent’s awareness
state (with Ξ ⊆ Ω and Dσ ⊆ D).

The first-order data model of S as assumptions is 〈L, D′, I〉 with L = 〈F ∪
{⊥}, ◦,⊥〉 where

• D′ is the restricted domain
⋃

w∈S dom(w) ∪ Dσ (the union of the domains of
worlds in S and the objects the agent is aware of);

• F is given by

{ f is a partial interpretation function for Ξ on D ; ∃w ∈W : f v V(w)};

• ◦ is defined as in Definition 6.9; and

• I is likewise defined as in Definition 6.9, but restricted to the predicates in Ξ and
the objects in D′.

Write dataσ
M(S) for the data model formed by this construction.

Note that dataσ
M(S) = 〈L1, D1, I1〉 is not the same structure as data(M) =

〈L2, D2, I2〉; viewed in the right way it is a substructure. If we view the two data
lattices with partial meet operations, L1 = 〈F1, &1〉 and L2 = 〈F2, &2〉, then
F1 ⊆ F2 and f &1 g = f &2 g wherever the former is defined. D1 ⊆ D2, of
course, and I1 is defined on a subset of the atomic formulae that I2 is defined
on (restricted by the unawareness recorded in σ) but agrees with it on that
subset.

Now we are ready to do the whole round trip.

Definition 6.13: Assumptions of absence. Let M be a small world model and
M = d(M) = 〈L, D, I〉 its corresponding first-order data model, with L = 〈F , ◦,⊥〉.
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Let d ⊆ F be the agent’s data and σ = 〈Ξ, Dσ〉 his awareness state (with Ξ ⊆ Ω and
Dσ ⊆ D).

Then infoσ
M(d) gives his data as information (a subset of the worlds in M),

minD(infoσ
M(d)) his assumptions under domain circumscription given that infor-

mation (a smaller subset of the worlds in M), and

Mσ
d = dataσ

M(min
D

(infoσ
M(d)))

represents that set of worlds as a first-order data model (Mσ
d

is read as “M under
awareness given by σ and data given by d”). Then Mσ

d
, d, σ represents the agent’s

beliefs and assumptions under unawareness.

The following figure shows the round trip in detail; in addition, I give names
to the intermediate stages that will be more convenient than using the full
definitions.

infoσ
M(d)

dataσ
M(B)

minD(K)

M d

M

K

B

Mσ
d

Figure 6.11: The round-trip model, with names for the various components.
M and M are a matched pair (so M = data(M), not shown) of small-
worlds and data models, d is the agent’s data, and σ (not shown) his
awareness state. Then infoσ

M(d) gives his information set K; minD(K)
gives his belief set B; and dataσ

M(B) gives his restricted data modelMσ
d
.

3 · Properties
We have the construction; what can we say about it?
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3.1 · Data is preserved
Firstly, if the agent’s awareness is well-behaved then the original data is always
preserved by this construction. If Mσ

d
= 〈F , ◦,⊥〉 then d ⊆ F is guaranteed

(modulo a condition on σ, which we will get to in a moment). To see this we
have to chain through the definitions.

Let f ∈ d be any fact holding in the agent’s data. Obviously f must be a
fact inM, as well. By the construction of the data lattice forM (the definition of
d(M)), this means that f holds in at least one world in M. (In particular, since
M is finite, d is generated by a single fact; this fact holds in some world of M,
which means that at least at one world all the facts in d hold: d is satisfiable in
M.)

By the construction of K (the definition of info(d)), our arbitrary fact f
holds in all the worlds in K (and K is non-empty since d is satisfiable in M).
Domain circumscription produces a non-empty set of worlds if the input set is
non-empty10 so B = minD(K) is also non-empty, and each world in it satisfies
each fact in d.

The construction of Mσ
d

from B should then guarantee that all facts in d end
up in Mσ

d
, since they are all satisfied in the set generating it. But does it?

It does not: only those facts whose predicates the agent is aware of make it
into the data lattice.11 If the agent’s data contains an atomic fact about some
property P that he is unaware of, that fact will not survive the round trip.

But how much sense does it make to say the agent has a fact he is unaware
of in his data? The agent’s data set represents the facts that he has experien-
tially verified; the facts he is directly acquainted with. It seems a reasonable
requirement to ask that he be aware of all of them.

Definition 6.14: Awareness consistent with experience. Let L = 〈F , ◦,⊥〉 be a
first-order data lattice,M = 〈L, D, I〉 a data model, and d ⊆ F a data set for L. Let
σ = 〈Ξ, Dσ〉 be an awareness state.

Then M, σ, d are awareness-consistent if for every atomic fact f ∈ d, there
exist P ∈ Ξ and a ∈ Dσ such that either I(P, +, a) = f or I(P,−, a) = f . We say
also that σ is consistent with experience.

If Walt’s awareness is consistent with his experience, then his data always
survives the round trip unscathed. We will assume for the rest of this chapter
that the agent’s awareness is always consistent with experience. This means
that for most non-modal formulae ϕ, if M, d |= ϕ then Mσ

d
, d |= ϕ. “Most” here

means formulae that get their truth value from individual witness facts in
the data set. An atomic formula has this property, as does its negation: Pa is

10On the assumption that domains are finite.
11There is a constraint on objects also, but there at least we are safe: if any fact about a is in the data,

then the data is only satisfied at worlds where a exists, so the agent’s unawareness of a will not
prevent it from participating in the data model under the agent’s unawareness.
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witnessed by the fact I(P, +, a) while ¬Pa is witnessed by the fact I(P,−, a).
Complex formulae formed with conjunction and disjunction rely on witnesses
if their subformulae do. Existential statements also rely on individual witness
facts, but universal statements do not.

Suppose Walt has searched the table, basket and his pockets, and found the
keys in his pockets. These are the only three places he is aware of. His data
under assumption will directly verify “Everything is either a table, a basket
or pockets” (∀x : x = t ∨ x = b ∨ x = p), while his data interpreted in the
original larger lattice will not. This difference is because quantification under
assumption goes over the limited domain; some universal statements will be
true on this smaller domain that are not true on the larger, on the basis of
the same data. (Walt in (1) believes that he is aware of everything, not as a
statement with must but as a plain non-modal formula.)

Negation, of course, inverts the properties of the quantifiers: the negation
of a universal relies on a witness fact and is preserved around the round trip,
while the negation of an existential essentially involves the size of the domain
and is not so preserved.12

If we consider formulae whose only quantifiers are non-negated existentials,
then Walt’s assumptions cannot make him ‘misunderstand’ his data. He cannot
be mistaken about the facts he has directly witnessed (although he can be
wrong about how inclusive his experience was: imagining that he has seen
every object that exists, for example).

On the other hand Walt’s assumptions can cause him to misunderstand
what conclusions can be drawn from his data, in much more drastic ways than
just believing an unsupported universal. In our running example, Walt believes
must keys(b) as a conclusion from his data, but it is by no means genuinely
certain that the keys are in the basket.

This means that must is not T-stable, in the intuitive sense that a formula
must ϕ can become false as Walt gains more information (first he believes
must keys(b), but after checking the basket he no longer does — indeed, he
believes ¬keys(b)). But the semantics of must in these models is given entirely
by Veltman’s definition, which is T-stable (in the formal, rather than intuitive,
sense). So what kind of instability is on display here?

12Strictly speaking universals and negated existentials are preserved, or at least T-preserved, around
the round trip, since if they are verified in M, d then they are also verified in Mσ

d
, d. They are not

F-preserved or ‘undefined-preserved’, since they can be falsified (or undefined) in M and verified
inMσ

d
. This is not Veltman’s notion of stability, but neither is it the notion considered in the next

section; it comes down to the standard observation that universals are not stable under domain
extension, since Mσ

d
represents a submodel of M with a possibly smaller domain.
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3.2 · A kind of update
The answer is that these models combine data semantics proper with a limited
form of update. Veltman’s T-stability refers to possible extensions of a data set
within a particular data lattice. But when Walt gains some information, the
round trip via the small worlds model and his assumptions changes the data
lattice against which his data is evaluated.

This is easiest to see when the update involves no new information at all:
he just becomes aware of a new object. But it can also hold when the data set
grows: some such growth may leave the data lattice unchanged but some will
alter it by the effect of assumptions. In (1) Walt gets an information update and
then an awareness update; learning that the keys are not on the table leaves his
lattice-under-assumption unchanged but increases his data, while becoming
aware of his pockets leaves his data unchanged but enlarges the lattice. In (2),
on the other hand, learning that the basket and the table are empty leads to
changes in both data set and data lattice: his data set of course grows to include
the facts, and his data lattice grows to include facts holding in three-element
worlds.

a

c

b

Figure 6.12: Idealised updates. The update a represents pure growth
of data; b represents growing awareness (the lattice grows but the data
remains the same), while c combines the two.

Veltman’s stability refers to the agent’s own picture of how his further inves-
tigations may proceed; he ‘sees’ only his lattice-under-assumption, and so a
statement with must that quantifies universally over this lattice is stable only as
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long as the agent ‘stays within’ that lattice. But the updates can shift him into a
new lattice, in which the old quantificational facts no longer hold true.

This provides a sort of answer to a comment Veltman makes about his own
system.13

[The] truth definitions allow for the background knowledge which
one employs to be partial; this is built into the whole idea of succes-
sive information states and the like. But the extent to which they
do so is limited. Both truth definitions assume in a sense that ones
knowledge of the changes which ones partial knowledge could yet un-
dergo is complete. By freely quantifying over all possible extensions
of partial information they assume that one, in evaluating condition-
als, is in a position to take all of these possibilities into account, that
one has a complete knowledge of the structure in question. This is
of course not very true to real life. [Vel85, pp. 215–216]

Our agents have complete knowledge of the structure given their assumptions,
but that knowledge is overturned when their evidence takes them outside what
they had assumed to be possible.

3.3 · Two kinds of stability
We need a name for the kind of instability that must exhibits. Veltman’s stability
is stability within a given data lattice, while the instability of must is instability
outside that lattice. Not just any lattice needs to be considered, though: only
those that are in some sense extensions will be important.

Definition 6.15: Data lattice extensions. Suppose L1 = 〈F1, &1〉 and L2 =
〈F2, &2〉 are data lattices, with &1 and &2 the partial meet operations (that is, we
view the lattices as not containing the absurd fact: two facts are inconsistent if their
meet is not defined according to &). Abusing notation, we write L1 ⊆ L2 if F1 ⊆ F2
and

f &1 g =

{
f &2 g if f &2 g ∈ F1,
undefined otherwise.

We extend the notation to data models by letting both the lattice and the domain
be extended: ifM1 = 〈L1, D1, I1〉 andM2 = 〈L2, D2, I2〉 are two data models, then
M1 ⊆ M2 iff

• L1 ⊆ L2,

• D1 ⊆ D2, and

13In fairness I should point out that Veltman is here concerned with quite a different problem, that of
embedding modal and conditional statements. My account has nothing to add here.
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• I1 ⊆ I2 (with the functions also seen as partial: undefined rather than mapping
any atomic formula to ⊥).

Now we can define the two kinds of stability: stability within a lattice (and
across data extensions), and stability across lattice extensions with the same
data.

Definition 6.16: Intra- and extra-stability. A formula ϕ is T-intra-stable (F-intra-
stable) if for every data model M and all data sets d, d′ for M such that d ⊆ d′, if
M, d |= ϕ thenM, d′ |= ϕ (ifM, d =| ϕ thenM, d′ =| ϕ). This is Veltman’s stability
notion.

A formula ϕ is T-extra-stable (F-extra-stable) if for every data set d and pair of data
modelM,M′ such that d is a data set for both models andM ⊆ M′, ifM, d |= ϕ then
M′, d |= ϕ (ifM, d =| ϕ thenM′, d =| ϕ).

Call a formula existential if it contains no universal quantifiers and any
existential quantifiers do not appear under negation. Call it universal if it
contains a universal quantifier not under negation. A formula is non-modal if
it does not contain may or must. The following facts about stability are easy to
prove:

• Non-modal existential formulae are T-intra- and extra-stable. They rely
on witnesses within d; if the data or the lattice gets bigger, those witnesses
are still present.

• Non-modal existential formulae are F-intra-stable but not F-extra-stable.
Their falsity also relies on having sufficient witnesses within d, but “suffi-
cient” changes if the expanded data lattice has a larger domain. “There
exists a place Walt hasn’t looked” is false in a lattice with a small domain
(whose elements he has explored) but becomes true based on the same
data in a lattice with a larger domain.14

• Since ∀ and ∃ are duals, this means that non-modal universal formulae
are F-intra- and extra-stable, and T-intra-stable but not T-extra-stable.
Their falsity relies on fixed witnesses within d; their truth relies on having
enough witnesses, so is stable within a lattice but unstable when the
domain gets larger.

• must ϕ is T-intra-stable if ϕ is, but is not F-intra-stable. This is just
Veltman’s stability notion.

• must ϕ is not T-extra-stable, even if ϕ is both T-intra- and T-extra-stable.
For example, let ϕ be “The keys are in the basket”. This is a non-modal

14This is the same reason that the round trip does not ‘anti-preserve’ universal formulae; in that case
the domain can shrink, in this case it can grow.
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existential, so it is both T-intra- and T-extra-stable. But if Walt’s data
supports must ϕ but not ϕ, as in (1), then the new possibilities in a larger
lattice may no longer support must ϕ; in this case the natural law “the
keys must be somewhere” (implicitly used by Walt in concluding must ϕ)
contains a universal quantification over the domain.

• must ϕ is F-extra-stable if ϕ is F-extra-stable. It relies on a data set d′ ⊇ d
falsifying ϕ; a larger lattice includes this same data set, and if ϕ is F-extra-
stable then in the new data lattice d′ is still a witness.

Perhaps surprisingly, these stability notions are not all there is to the system
I have described. If the only kinds of update we allow are gaining more data
and becoming aware of more objects, an update will never make the data set
smaller, but it may in fact make the data lattice smaller! There are three possible
reasons. One is entirely innocent: gaining data will make the data lattice smaller,
because the construction only includes facts that are compatible with the data.
I will defer discussion of this until Section 3.4.2. Much more worrying is the
fact that a pure awareness update can make the data lattice smaller, for either
of two reasons. One of these is unintended and must be removed by a further
constraint on the models we allow, while the other is an interesting consequence
of unawareness.

3.4 · Stability across updates
3.4.1 · Awareness updates only

Here is a small worlds model that shows the unintended way that an update
can make the data lattice smaller.

dom( · ) V( · )(P)

w1 {a} {a}
w2 {a, b} ∅

V(P, +, a) V(P,−, a) V(P, +, b) V(P,−, b)

w1

w2

⊥

Figure 6.13: Defective small worlds model. Dashed lines give the valuation
function, solid lines the information inclusion ordering. The points marked
w1 and w2 in the data lattice are the facts that ‘sum up’ those two worlds.
The two arcs give the restricted data lattices (in ‘partial meet’ style) when
Walt is aware only of a (the left-hand arc) and aware of both a and b (the
right-hand arc).
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Now suppose our agent has no data at all, but he is aware of the object a. In
that case his assumptions pick out the world w1 as the only live possibility,
giving rise to a data lattice including the possibility that a has property P. If
the agent becomes aware of b as well, though, his assumption set shifts to {w2},
and within that set there is no possibility that a has property P. His data set
(which is empty) is a subset of the new data lattice, but the old data lattice is
not.

This means that even formulae that are T-extra-stable are not guaranteed
to be preserved by an awareness update. The most familiar type for such a
formula is a existential statement with may , in our system represented as (for
example) may ∃x : P(x). While aware only of a the agent holds it possible that
there is an object which is P, but after becoming aware of b (without learning
any new data) he no longer holds this possible.

This doesn’t seem to be what we want. And indeed there is something fishy
about this particular small worlds model. If the agent learned that P(a), he
would also thereby learn that b does not exist. But what if he also became aware
of b, which in our system amounts to gaining the information that b does exist?
This model allows the agent’s data to contradict his awareness (as information),
while either on its own is satisfiable.

We can avoid this characteristic by demanding that (in effect) the entire
domain of the model be real. That is, some world in W has a full domain, and
the agent cannot have data that would tell him that some object is not real. This
means, in turn, that the ‘small worlds’ with smaller domains are not genuine
worlds at all: they are self-contained little parts of the world within which the
natural laws can be observed to be functioning. Each can be embedded in a
larger world by adding objects, until all the objects in the global domain have
been included.

Definition 6.17: Small world embeddings. We say a small world model M =
〈W, Ω, D, dom, V〉 allows embeddings if there is some world w ∈ W such that
dom(w) = D, and if for each w, w′ ∈W such that dom(w) ⊂ dom(w′) ⊆ D, there
is some w′′ ∈W such that dom(w′′) = dom(w′) and V(w) v V(w′′).

What is wrong with the model given in Figure 6.13, according to this
definition, is that w1 is not anywhere ‘represented’ in the subspace with domain
{a, b}: there is no w′′ with dom(w′′) = dom(w2) = {a, b} where every fact that
holds in w1 also holds (V(w1) v V(w′′)).

If we work only with small world models that allow embeddings, then any
existential statement ϕ that is witnessed at some world with domain D′ ⊂ D
will also be witnessed at a world with domain D. Indeed, for each domain D′′

such that D′ ⊂ D′′ ⊆ D, if any worlds at all have domain D′′ then one of them
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will witness ϕ.15

So is this enough to ensure that may-existentials are stable across awareness
updates? Unfortunately still not, but this time for a rather deep and interesting
reason.

There is one other case in which the data lattice under assumptions is
smaller after an awareness update than it was before, and it is exemplified in
example (2). When Walt believes only that the keys must be somewhere, without
being aware of any place they might be, his assumption set no longer lies in a
single ‘domain subspace’ in the small worlds model. The resulting restricted
data lattice includes facts about a huge number of objects (although no single
fact is about more than three, not counting the keys themselves). But when he
becomes aware of his pockets, all the facts about the couch and the floor of the
bathroom and so on are removed from the data lattice.

t− b+ p+
c+ f +

. . .

t− b+

Figure 6.14: Removal of disjunctive imagination under growing awareness.
To keep the diagram simple I give a smaller example: in the left-hand
lattice Walt is aware only of one object (the table t), but has data that
the keys are not there (shown as an arc). In the right-hand lattice after
becoming aware of one more object, the basket b, all the other possibilities
are removed (while his data stays the same).

I don’t see any way to avoid this possibility, and I don’t really think we want to.
The profusion of possible worlds models Walt’s complete lack of information
—or even assumption— about where the keys are: as far as he can imagine, they
could be just about anywhere.16 The collapse back to a single domain subspace
when he becomes aware of his pockets models a kind of persistent optimism:
even though his assumptions have proven wrong once, he continues to trust
them.

15Why quibble about “if any worlds have the domain”? A natural law may prevent certain ‘domain
subspaces’ from containing any worlds at all. Think about the subspace whose domain is just the
keys: the natural law “the keys are somewhere” wouldn’t be universally satisfied if this subspace
contained any worlds. Composite objects are another example: seeing one end of a piece of rope,
the agent can be quite sure the other end also exists. That is to say, any world with one end in its
domain also has the other, and vice versa; the various domain subspaces that only contain one end
are empty of worlds.

16It might make sense to combine assumptions of absence with an ordering more like that of previous
chapters, but for objects: the hiding places behind-the-couch and in-my-other-trousers spring to
mind more easily than swallowed-by-the-dog or dragged-into-a-mousehole, say. This would only
have an effect in cases like (2).
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If we work with models that allow embedding, the extra possibilities that
fleetingly become visible are not lost forever. They would again become visible if
the agent became aware of the objects they are concerned with (without gaining
more data; see the next section). Still it can be that he believes some may-
existentials before becoming aware of his pockets but not after; for example,
“The keys may be down the back of a piece of furniture.” He can always
complete such a thought with “Not any of the ones I’m aware of though”. We
can even imagine (stepping well outside the formal model now) Walt using
this kind of disjunctive knowledge of properties to make himself aware of new
possibilities: “The keys may be down the back of a piece of furniture. . . why
don’t I walk through the house looking for furniture, and check each piece I
find?”

3.4.2 · Stability across data updates
There is another way in which the data lattice can become smaller after an
update, but one which is entirely unproblematic (if a little unexpected). When
the agent’s data grows, but his assumptions still pick out worlds with the same
domains (as in (1) when he checks the table), his restricted data lattice actually
shrinks.

t+b+ p+
t− b−p− t+b+ p+

t− b−p−

Figure 6.15: How gaining data makes the data lattice smaller. Assume
Walt is aware of all three places. On the left, Walt learns that the keys are
not on the table; the facts incompatible with this are entirely removed from
the data lattice. On the right, he learns furthermore that his pockets are
empty; facts incompatible with his new data are likewise removed from
the lattice.

What happens is that any facts from the main data lattice that are incompatible
with his data do not survive the round trip. If Walt sees that the table contains
no keys, the possible fact t+ will hold in none of the worlds of his information
set and so will not appear in the restricted data lattice corresponding to his
assumptions.

I’ve called this “innocent” and “unproblematic” because the presence or
absence of t+ in the data lattice can make no difference to whether d supports
any formula ϕ, indirectly (modals) or directly (non-modal formulae). Non-
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modal formulae are evaluated with respect to the facts inside d, but t+ is not
in d; modal formulae are evaluated with respect to data sets d′ ⊇ d, but since
such sets must be proper filters and t+ is incompatible with d, no such set can
ever contain t+. No kind of formula looks at alternative data sets (“If I hadn’t
learned that the keys are not on the table I would have believed that they may
not have been”).

Strictly speaking this means that the Veltman-style intra-stability does not
tell us much directly about our data updates: the data grows but the lattice
shrinks, so intra-stability is formally irrelevant. On the other hand, if we call
the correct notion “para-stability”, then by the above argument a formula is
para-stable iff it is intra-stable (T- and F- as required), so intra-stability does in
fact capture the kind of stability we want (if indirectly).

4 · Conclusion
I have presented a model of first-order unawareness, with assumptions of absence
given by domain circumscription. The fundamental problem of combining data
semantics with unawareness, however, is more general: it is the question of
the proper representation of natural laws. While I am generally satisfied with
the treatment I have given, the extra complications introduced by awareness
of objects may obscure some of the general structure of this problem. In
particular, the ad hoc and informal arguments I have had to give about implicit
disjunctive knowledge of alternatives (in Section 2.3) have to do with the
particulars of object-based assumption rather than the general interaction
between unawareness and data semantics models; they indicate a difficulty with
this particular model but are nothing but a distraction from the most interesting
problem. In the rest of this chapter I will say a few more general words about
this problem, without specifically relating it to object-based models.

The structure of the round-trip model essentially comes down to solving
the problem of representing natural laws under possible unawareness. In data
semantics a natural law (or set of laws) is represented directly as a data lattice:
facts in the lattice are in accord with the laws, while (pseudo-)facts not in
the lattice violate them. (We can talk about a “fact that is not in the lattice”
only under the partial meet view: if f & g is undefined then it is a ‘fact’, or
pseudo-fact if you prefer, that is not in the lattice.) The problem in a nutshell
is that we need to represent ‘the same’ natural law applied over different data
lattices, generated from different sets of atomic facts.

If a natural law simply is a data lattice, then this is strictly impossible:
different data lattice, different natural law. But the way we normally think
about natural laws, the same law can apply in different circumstances: a natural
law is something that generates a pattern of presence and absence in a data
lattice.
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What unawareness shows, I think, is that this generation is not simply
a matter of asking which complex facts violate the natural law in question;
unawareness shows that a fact cannot in itself violate a natural law. It can only
do so within the context of a particular restricted set of possible facts (we might
say, in the context of a set of assumptions). This is because the rules we talk
about as ‘natural laws’ themselves come hedged with normality assumptions:
everybody has a mother (except those artificial babies they’ll be developing
over at GenTech in 2050), the keys are always somewhere (unless they’ve been
ground into powder and the powder dissolved in acid), copper sulphate burns
with a blue-green flame (unless it’s receding close to the speed of light, in
which case the colour shifts towards the red end of the spectrum).

The complex fact “I burnt the stuff, and it made a red flame, and it was pure
copper sulphate” contradicts the statement “If the stuff is pure copper sulphate,
it burns with a blue-green flame.” But in the context of unawareness we should
not call that statement a natural law: it is a formula whose extension is equiv-
alent to the relevant natural law, on a restricted set of worlds corresponding
to assumptions of normality (in particular, that the sample is not receding
at high relativistic velocity). The real natural law is an impossibly complex
interrelationship between chemistry, physics and biology (the chemistry of
burning, the physics of the emission and propagation of light, and the biology
of vision), that we are probably not capable of grasping in its entirety and that
we do not need to grasp in order to fruitfully use approximations of the law in
our day-to-day lives. When we talk about the natural law that copper sulphate
burns blue-green, we mean the ‘approximate law’ that under assumptions of
normality, copper sulphate burns blue-green.

This is problematic for data semantics, because the fact “The copper sulphate
burned with a red flame” doesn’t say anything about normal or abnormal
circumstances. It violates the approximate law if the circumstances are normal,
it does not if they are abnormal (it violates the actual law if the sample is at
rest relative to the observer —and if a host of other normality conditions are
met— otherwise not). The fact itself is compatible with the law, but it leads to
the conclusion that conditions must be abnormal. Under unawareness, though,
the data lattice might not include the particular abnormalities that would make
this fact possible.

In other words, this particular fact should be included in a data lattice that
also includes a particular abnormality condition (the possibility of extreme
relativistic speed) but not in one that doesn’t. Likewise, the fact that both the
table and the basket are empty should be included in a data lattice that includes
somewhere else for the keys to be, but not in one that doesn’t. Each natural
law says which maximal (conjunctive) facts it allows as possible, not which facts
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simpliciter.17

The round trip model is an instantiation of this general idea: a natural law
is given as a set of worlds, each of which stands for a maximal (conjunctive) fact.
A small world implicitly represents the normality assumption “and everything
else is normal and irrelevant”; when the agent becomes aware of some object
a not in a small world w, w no longer counts as a maximal conjunctive fact
because facts about a can be added to it (and thus w no longer features in
the agent’s information set). The embedding constraint comes down to the
following: if some fact f is possible (according to the natural laws) under
implicitly normal conditions (in a small world), it should also be possible under
explicitly normal conditions (in some larger world).

It must remain a problem for further work to establish whether this general
schema can be formalised in some more natural extension of data semantics.
Since the general formulation takes in the kinds of phenomena that I have dealt
with in the first part of this dissertation, my hunch is that the principal stum-
bling block will be finding an appropriate representation for assumptions, since
domain circumscription is only appropriate for the narrow class of assumptions
I have dealt with in this chapter.

17Geometric intuitions about partiality orderings can be confusing. A maximal conjunctive fact is a
minimal element of the ≤ ordering: it lies as far as possible from the atomic facts.
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