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Chapter 7

Metaheuristic Optimization of Acoustic
Inverse Problems1

Abstract

Swift solving of geoacoustic inverse problems strongly depends on the appli-

cation of a global optimization scheme. Given a particular inverse problem,

this chapter aims to answer the questions how to select an appropriate meta-

heuristic search strategy, and how to configure it for optimal performance.

Four state of the art metaheuristics have been selected for this study; these

are Simulated Annealing, Genetic Algorithms, Ant Colony Optimization and

Differential Evolution. In order to make a careful comparison, each of these

metaheuristic optimizers has been configured for two real-world geoacous-

tic inverse problems. The influence and sensitivity of specific performance

parameters have been studied by analysis of repeated problem-solving. It is

concluded that a proper configuration and tuning is just as important as se-

lection of the best optimization scheme. The application in this chapter is

model-based geoacoustic inversion, but the argumentation on selecting and

configuring an appropriate metaheuristic has potential for any indirect in-

verse problem.

7.1 Introduction

Human exploration of coastal areas comes with various forms of underwater acous-
tic sensing. This chapter concerns rapid assessment of marine sediments with
acoustic inverse techniques. A wide range of marine activities depends on such

1Submitted as: Leijen, A. V. van, Rothkrantz, L.J.M. and Groen, F.C.A., “Metaheuristic
Optimization of Geoacoustic Inversion,” Journal of Computational Acoustics, 2010.
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76 Chapter 7. Metaheuristic optimization of acoustic inverse problems

environmental information; examples are hydrographic charting, environmental
monitoring and the prediction of sonar performance.

Like other inverse problems, acoustic inversion can be formulated as an op-
timization problem: estimate the missing parameters of an environmental model
that best explain some physical observations. In case of geoacoustic applications,
the inversion is aimed to find acoustic parameters, such as sediment thickness,
density and sound speed, that best explain observed underwater sound. In general
there are many optimization techniques that guide the search for proper model pa-
rameters. But the acoustic inverse problems considered here involve a non-linear
objective function. Analytic solutions are too complex to be of practical use and
so these problems are usual solved with a numerical approximation. Accordingly,
the search for an optimal solution is considered to be an NP-hard problem. Var-
ious metaheuristic search strategies have been suggested to solve complex inverse
problems. We compare four metaheuristics for geoacoustic inverse problems: Sim-
ulated Annealing, Genetic Algorithms, Ant Colony Optimization and Differential
Evolution.

The central question in this chapter is: given an inverse problem, what is the
best metaheuristic to apply and how is it best configured? To find an answer,
an experimental comparison of methods has been made for two real geoacoustic
inversion problems. The performance of the four global optimization methods is
assessed in terms of accuracy and efficiency.

Conceptual comparisons of metaheuristics have been made before [108, 15]. But
here the focus is on the performance for a specific application: acoustic inverse
problems with a computational demanding objective function. Literature that
compares global optimization methods for acoustic inverse problems [112, 40, 119]
is often limited to just two methods, like a standard method and a method that is
advocated to be a better one. When a performance comparison is made, it is often
based on simulated data only. Another ill-documented aspect is the configuration
of the methods, and the tuning for a real inverse problem, instead of the test
function. In this chapter we will firstly compare four metaheuristics, secondly
investigate tuning aspects in detail, and thirdly, evaluate the performance on real
problems, that are based on analysis of real acoustic data.

This chapter is organized as follows: the next section provides details about
acoustic inverse techniques and introduces two real world geoacoustic inversion
problems. The section that follows gives on overview of four metaheuristics that,
according to literature, are capable of solving the optimization part of inverse
problems. It is then explained that in order to make a fair comparison, the selected
metaheuristics need to be configured and tuned for the two inverse problems. The
final comparison of accuracy and efficiency is based on repeated problem solving
and analysis of the obtained distributions of the run length (and time) of the
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metaheuristics. The tuning results and the run length distributions follow then,
together with a section of discussion and a conclusion.

7.2 Optimization of acoustic inverse problems

Underwater sound may propagate in complex patterns, but the physics of un-
derwater acoustics are well understood. When details of a source, medium and
receiver are described by a model m, the reception of sound can be calculated
[94, 31] by means of an acoustic propagation operator g. Combined with the sonar
equations [128], m and g are often used to assess sonar performance in terms of
detection range or the probability of detection. Examples of m are given at the
end of this section.
The forward problem is then to model or predict the reception of underwater sound
s according to

g(m) = s (7.1)

where s is a vector with time series of sound pressure for various depths or ranges.

7.2.1 Inverse problems

Another issue is the backward or inverse problem that aims to find model param-
eters such as source position or properties of the medium. This type of problem
starts with an observation of underwater sound sobserved that usually contains and
error e. The inverse problem is then to find m by solving

sobserved = g(m) + e . (7.2)

The operator g is typically non-linear and in general there is no direct method to
solve eq. 7.2. As an alternative, inversion can be formulated as an optimization
problem where error function or objective function Φ = ||e|| is to be minimized.
It is an option to locally reduce g to a linear and invertible operator G, and use
a gradient based method to find a minimum. But inversion problems may count
numerous local optima, and calculation of the gradient is often computational
demanding. Therefore a common approach is to use global optimization methods,
such as metaheuristics, and solve the inverse problem indirectly [112].

7.2.2 Acoustic inverse problems

The basic application of acoustic inversion is either to localize a sound source,
or to assess environmental properties. Figure 7.1 gives a graphic overview of the
basic components for matched-field processing, similar to the introduction of Tol-
stoy [126]. The observed sound source in this case is an autonomous underwater
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Figure 7.1: Illustration of the basic components in matched field processing.

vehicle that radiates self noise [78]. Given model of the environment, the replica
data are produced with the acoustic propagation model KRAKEN [105]. The
bottom is modeled as a stratified homogeneous medium, which introduces some
noise. Inversion is an iterative process where a processor compares the one-time
observation with iterations of replica data, in order to find model parameters that
best explain the observation. The inverse problem of finding the depth and range
of the source is called matched field source localization. For shallow water this
technique requires, among other things, detailed (acoustic) information about the
seabottom. When relevant seabottom properties are found by inversion, this tech-
nique is called geoacoustic inversion [48]. Another class of inverse problems, that is
not further considered here, is acoustic tomography [94], or methods aim to invert
properties of the water column. For matched-field source localization and geoa-
coustic inversion the following definitions formulate inversion as an optimization
problem.

7.2.1. Definition. (Matched-field source localization) An underwater acous-
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tic signal sobserved is recorded on a receiver. Let sreplica(r, d) be a modeled reception
of such a signal by means of an acoustic forward model as in eq. 7.1. If r is the
range between source and receiver (horizontal distance) and d is the source depth,
the function Φ(r, d) defines the mismatch between sobserved and sreplica(r, d). Find
parameters (r, d) that minimize

Φ(r, d) (7.3)

where r and d are real parameters subject to 0 ≤ r ≤ rmax and 0 ≤ d ≤ dbottom.

7.2.2. Definition. (Geoacoustic inversion) A bottom reflected acoustic sig-
nal sobserved is recorded on a receiver. Let sreplica(m) be a calculated reception of
such a signal by means of an acoustic forward model. If m includes n acoustic
parameters, the function Φ(m1, ...,mn) defines the mismatch between sobserved and
sreplica(m1, ...,mn). Find parameters (m1, ...,mn) that minimize

Φ(m1, ...,mn) (7.4)

where each mi is a real parameter subject to ai ≤ mi ≤ bi for some constants ai

and bi.

These definitions describe inverse problems as a search for a minimum of Φ over
an n-dimensional parameter space. Usually Φ(m) ≥ 0 by definition, as with
various objective functions that are discussed by Tolstoy [126]. Feasible ranges for
geoacoustic parameters are discussed in works of Hamilton [44, 45] and Jensen et
al. [58].

7.2.3 Selected inverse problems

In this thesis, received underwater sound is analyzed for narrowband signals. Fast
Fourier Transforms are used to compare sobserved and sreplica(m) in the frequency
domain. The transformed and complex valued signals are input to an objective
function [48, 69] that is based on a normalized Bartlett processor [126]. Bartlett
is a common processer to correlate replica data with the covariance matrix of the
observations in the frequency domain. In this way it makes sense to compare
observed sound pressure with modeled propagation losses.
The selected inverse problems that will be analyzed are different in the observed
sound source, configuration of the receiver array (sparse versus dense), receiving
distance (short range versus long range; static versus dynamic) and environmental
properties.
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The BP07 inverse problem

The first inverse problem is based on data from the Battlespace Preparation sea
trials of 2007 (BP07). These sea trials took place in the Mediterranean Sea, south
of Elba Island, and can be characterized by a multi sensor approach to maritime
and rapid environmental assessment. A sketch of the dynamic geometry of the
selected problem [69] is given in Fig. 7.1. An autonomous underwater vehicle
(AUV) was programmed to run straight tracks at a depth of 30 m and to follow
the contour line that indicates a water depth of 33 m. The self-noise of this
AUV was recorded within a 1 km range on a sparse vertical array of 4 phones
that was deployed from a small boat. Repeated observations of eight narrowband
tones between 850 Hz and 1350 Hz were made while the vehicle was closing in,
thus decreasing the distance between vehicle and receiver from 105 m to 85 m,
as was estimated from the clearly observed Doppler shift. The inverse problem
is a combination of matched-field source localization and geoacoustic inversion.
The model vector m includes four parameters that describe vehicle depth, array
tilt, range correction and the sound speed of the sediment. The water depth can
also be inverted, but was here directly obtained from the AUV’s echo sounder.
A characteristic feature of this experiment is that the uncontrolled nature of the
AUV self noise, and the sparse character of the receiver array, result in a noisy
search space. Further details on this experiment and solutions of the inversion are
discussed by Van Leijen [78].

The YS94 inverse problem

The second inverse problem is a full geoacoustic inversion with data from previous
experiments in the same area: the Yellow Shark experiments from 1994 (YS94).
In this case the water depth was 112 m and a layer of soft sediment covers a hard
subbottom. The particular inversion experiment is based on a static and controlled
geometry. Continuous wave sonar transmissions were made over a broad frequency
band of 200 Hz to 800 Hz. Sound pressure was recorded with a dense vertical
array of 32 phones, that was positioned at a long distance, at 9 km from the
source. The model vector m concerns eight acoustic parameters that describe the
sediment and subbottom of a range-independent environmental model in terms of
thickness, sound speed, density and attenuation. The cross spectral matrices that
are input to the Bartlett processor were obtained by Gerstoft and are provided
with his SAGA inversion software package [38]. The controlled nature of the sonar
transmissions, the use of as many as 32 hydrophones, and the combination of
many repeated receptions into one observation means that the search space is
far less noisy than with the BP07 problem. Further details on the Yellow Shark
experiment and results of the geoacoustic inversion are discussed by Hermand and
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Gerstoft [48].

7.3 Metaheuristic search strategies

Now that acoustic inverse problems have been introduced as optimization problems
we will elaborate on search strategies that can provide solutions.

7.3.1 Definitions

The search for the global minimum of a function is not unique for inverse problems.
A general class of methods, that are capable of finding near-optimal solutions in
reasonable time, are modern heuristics [108] or metaheuristics [41]. For acoustic
inversion these methods provide plausible physical models that have nearly the
same acoustic impact as the real environment. The fundamental difference with
direct and deterministic methods is apparent with the following definitions.

7.3.1. Definition. (Heuristic) “A heuristic is a technique which seeks good
(i.e. near-optimal) solutions at a reasonable computational cost without being
able to guarantee either feasibility or optimality, or even in many cases to state
how close to optimality a particular feasible solution is.” (Reeves [108])

7.3.2. Definition. (Metaheuristic) “A meta-heuristic refers to a master strat-
egy that guides and modifies other heuristics to produce solutions beyond those
that are normally generated in a quest for local optimality.” (Glover [42])

Essentially a metaheuristic does not find anything by itself. These methods can
serve as anytime algorithms that search for good solutions. When such an algo-
rithm is interrupted, the best so far estimation can be obtained as a solution of
reasonable quality.

7.3.2 Simulated Annealing

The first metaheuristic to be used in various inverse problems is Simulated Anneal-
ing [112, 126] (SA). The method [62, 27] is essentially a random trajectory search.
At first a random candidate solution is selected for m. Then possible solutions
are explored by increasing or decreasing one of the parameters of the candidate
solution. The alteration is accepted when evaluation with the objective function
indicates a downhill move. Simulated Annealing is able to escape from a local
minimum by occasional allowance of uphill movements that occur with a proba-
bility, or temperature, T . In the methods terminology, the temperature decreases
during the iterations and is controlled by the cooling scheme.
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Traditional schemes are Boltzmann

T (k) = T0
1

ln k
(7.5)

and linear

T (k) = T0
1 − k

nit

(7.6)

cooling schemes, where k is the current iteration and nit the maximum number of
iterations. A scheme for very fast convergence is proposed by Ingber [55, 56]:

T (k) = T0e
−( k

nit
)
1
q

(7.7)

with q the number of samples per parameter. Notice that for T0 = 0, the method
is a simple down-hill search.
Simulated Annealing can be implemented to search both continuous and discrete
search spaces. In this work the method is limited to a discrete search space and a
fixed starting temperature of T0 = 1.

7.3.3 Genetic Algorithm

A Genetic Algorithm [52, 109] (GA) is a population based search method that is
inspired by natural selection and genetics. The algorithm iterates on generations of
candidate solutions. The first generation is constructed at random; model param-
eters are coded like genes in chromosomes. Following generations are constructed
from the parents using the genetic selection operators crossover and mutation
[65] that swap and modify combinations of genes, or parametric values, that form
candidate solutions. According to the survival-of-the-fittest principle, parents are
selected by evaluation of the objective function.
The algorithm searches a discrete parameter space. The method is a capable
optimizer for search spaces of many parameters, which is typical for geoacoustic
inversion problems [48, 107].
The performance parameters are2:

• population size N , which also determines the number of iterations, and

• mutation rate, or the fraction of a population that mutates.

2It is true that the performance also depends on the crossover rate. In acoustic inverse
problems however, the limiting factor is the evaluation of the objective function. Therefore the
selection is based on both parents and offspring. Such an implementation justifies a crossover
rate of 1.
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7.3.4 Ant Colony Optimization

Ant Colony Optimization [26] (ACO) is a class of optimizers inspired by the for-
aging behavior of ants of which an introduction is given in chapter 6. These little
insects are able to find the shortest path between the nest and a food source by
means of pheromone trails. Real ants use these pheromones as a form of com-
munication: succeeding ants tend to follow existing pheromone markings. For
geoacoustic inversion [74, 73] a path is a candidate solution m∗. The paramet-
ric values that are part of the better candidate solutions get marked with virtual
pheromones, that are deposited proportional to Φ(m∗). In following iterations, the
candidate solutions, or the paths that are explored by the ants, are constructed
with a statistical distribution proportional to the pheromone trails. After some
iterations the better solutions are marked with high concentrations of pheromones.
This thesis studies the MAX −MIN Ant System [123] (MMAS) variant. The
variant imposes a maximum and a minimum to the pheromone trails, and further
models evaporation of pheromones. The performance parameters are:

• colony size N , which also determines the number of iterations, and

• evaporation rate ρ for the pheromones.

7.3.5 Differential Evolution

Differential Evolution [121, 122] (DE) is another population based method that
has much in common with genetic algorithms. The main differences are that
DE searches a continuous search space, and that the mutation operator of GA
is replaced by a differential operator F . The operator constructs new candidate
solutions by combination of individual parameters from the parents, in a fashion
similar to Newton’s rule. The performance of differential evolution is very promis-
ing for inverse problems in underwater acoustics [120]. Van Moll and Simons [92]
have argued that the method is up to ten times as effective as a genetic algorithm.
The performance parameters are3:

• population size N , which also determines the number of iterations, and

• differential factor F .

7.3.6 Overview

A conceptual overview of various metaheuristics is given in Table 7.1, where a
division is made between trajectory methods and population based methods [15].
A trajectory method considers variations on a candidate solution in order to find an

3See the footnote on crossover rate for the Genetic Algorithm.
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Table 7.1: Subdivision of metaheuristics by algorithmic principles.
Trajectory method Population-based

Discrete search space
memory-less Simulated Annealing Genetic Algorithm
memory added Tabu Searcha Ant Colony Optimization
Continuous search space
memory-less Simulated Annealinga Evolutionary Strategya

Differential Evolution
a Not considered here, as explained in subsection 7.3.6.

optimum. Population based methods iterate on a set of candidate solutions. The
general appreciation [108] is that population based methods are to be preferred
in case of problems with many local optima. Acoustic inverse problems deal with
a search space that has many local optima, due to various noise sources, and
therefore the selected population based methods are the Genetic Algorithm, Ant
Colony Optimization and Differential Evolution.

Another conceptual aspect is the use of the search history. A memory-less
algorithm [15] only uses the current state of the search process, like in a Markov
process. The aim of adding memory to record the search history is to further
intensify or diversify the search process [41].

Simulated Annealing is the only trajectory method that has been selected for
the current comparison. SA is the oldest metaheuristic to be used for acoustic
inversion [126], and is taken here to represent the class of trajectory methods.
SA with a continous search space was found to converge much slower than for a
discrete search space, and is therefore not further considered here.

Tabu search has also been shown to be a capable optimizer for matched-field
source localization and geoacoustic inversion [90]. The method is in essence a tra-
jectory method, combined with a mechanism to escape local optima and strategies
to intensify or diversify the search space. But an optimal implementation of the
method requires much domain-specific knowledge (e.g. the exploitation of correla-
tion within the search space, such as between c and ρ) and is therefore not further
considered here.

An Evolutionary Strategy (ES) can be described as a Genetic Algorithm with
a continuous search space. During the investigations, ES was found to be far less
efficient than GA, and the method is not further documented here.
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7.4 Experimental setup

In this chapter the performance of four metaheuristics is subject to an experi-
mental comparison. Therefore two acoustic inverse problems with real data have
been selected. The comparison is based on two steps. Each metaheuristic will
first be configured and tuned for optimal accuracy. But for inversion with real
data, the maximum obtainable accuracy is not known beforehand. Therefore the
metaheuristics will be tuned with a well-defined test function. The second step is
then to assess the efficiency of the search strategies by analysis of their run length
distributions.

7.4.1 Method of comparison

The metaheuristics to be compared vary in accuracy and efficiency. The accuracy
refers to the quality of the obtained solution and is measured by the objective
function. The efficiency expresses how fast a good solution is likely to be found.
The central question in this chapter is how to select the most appropriate meta-
heuristic search strategy for a particular inverse problem. We try to answer this
question by comparison of accuracy and efficiency from extensive analysis of two
different inverse problems with real data. Figure 7.2 gives an overview of the basic
components for such a performance comparison. An experimental comparison is
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made between configured metaheuristics: implementations in computer code for a
certain problem and with certain choices for methods and parameters.
Each evaluated inversion results in a solution m∗ that is paired by its run length,
indicating when the solution was found for the first time. A characteristic of model-
based inversion is that the evaluation of the acoustic forward model is the dominant
factor in computing time. Therefore the run length is not measured as time but
by counting the number of evaluated forward models. As such, the choice for a
computer language in which to implement the metaheuristics is a bit arbitrary.
The four metaheuristics of this experiment are part of the LOBSTER software
package [71], an implementation in Matlab, which is a higher order language that
permits fast code, and supports scientific visualization and data manipulation.

7.4.2 Configurations

Metaheuristic search strategies are general algorithmic templates [12] that need to
be instantiated for a specific problem. A configuration of a metaheuristic is an in-
stantiation of this template for all parameters that are involved. The configuration
defines the search space:

• parameters to invert,

• search intervals,

• quantization or sampling method (for discrete methods),

• and the objective function that defines the ‘landscape’.

A configuration also specifies the stop criteria, which are twofold in this work:

• time constraints (number of calls to the objective function),

• and demands on the accuracy of a solution.

As discussed before, the inverse problems in this work are taken from two different
sea trials. Data from the BP07 sea trials are used for inversion of sediment sound
speed with the self noise of an autonomous underwater vehicle. This problem is
characterized by a relatively small search space of four parameters. The second
inverse problem is a full geoacoustic inversion with data from the YS94 experi-
ments. In this case the search space encompasses eight parameters. Table 7.2 lists
the most important configuration parameters (the search intervals and solutions
are discussed in [78] and [48]).

For each problem the dimension of the search space is equal to the number
of parameters that are to be estimated. With a linear quantization the continu-
ous search intervals are each reduced to 32 discrete values. Next to the objective
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functions that are used, the maximum number of forward calls to evaluate can-
didate solutions is listed. The minimal required accuracy ǫ is also listed, but for
real problems this parameter is typically not known beforehand. As the selected
problems from YS94 and BP07 are well documented, it is possible to assign values
to ǫ that are based on the solutions of the inverse problems. Notice that as a stop
criterion, ǫ is only used to measure the performance of metaheuristics, as will be
explained later.

Table 7.2: Configuration parameters for different inverse problems.
Problem # pars quant. obj. func. ǫ # calls
Real inversions:
BP07 (inversion AUV self noise) 4 32 Bartlett 1.3 4.096a

YS94 (full geoacoustic inversion) 8 32 Bartlett 1.75 4.096a

Reference problems:
Simulation to tune BP07 run 4 32 Φ4

b 1.501 4.096
Simulation to tune YS94 run 8 32 Φ8

b 1.501 4.096
a Objective functions for real data both evaluate 8 forward models for 8 frequencies.
b Objective functions for reference problems are specified in Annex A.

7.4.3 Tuning

Not all parameters are dictated by the problem at hand. Specially the performance
parameters are free, as they are specific for each metaheuristic. Tuning is the
effort of assigning specific values to the free parameters. It is often overlooked
that different configurations can have quite different tuning results. Good settings
for one configurations need not be good setting the another instantiation.
Extensive tuning of real inverse problems would require an unreasonable number
of evaluations of computational demanding forward models. (And even more:
once an inverse problem has been solved, there is no longer a need for tuning.)
For this reason table 7.2 provides reference problems that are modeled after the
configurations of the two inverse problems with real data. The major difference is
that the Bartlett processor is replaced by a fast and representative test function,
as illustrated in Figure 7.3.
Objective functions with real data are characterized by being non-linear, having
various local optima and different sensitivity to the individual parameters, and
that these parameters are inter-related. Fallat and Dosso [32] constructed a test
function Φ6 with six parameters that mimics these properties. Based on this test
function, Φ4 and Φ8 have been constructed to match with the number of parameters
in the real problems. Definitions for Φ4, Φ6 and Φ8 are given in appendix C.
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Of particular interest is that the original test function was created with a unique
zero-solution (Φ6(m) = 0). Geoacoustic inversion problems with real data, like
the ones studied here, usually do not have a zero-solution. Furthermore, the test
function is constructed with cosines and therefore characterized by a harmonic
spacing between local optima. This synthetic feature might be an unintented
benefit for a method like Differential Evolution that combines differences between
local optima to get to the global optimum. Real problems cannot be expected to
have this regular pattern in their search space.

In order to vary the number of local minima, the simulated reference problems
have been tuned for different search intervals, as specified in Table 7.3. For each
parameter, the selected interval determines the number of local minima that vary
between 1 and 15. These numbers are counted with the other parameters fixed at
the optimal solution. The listed numbers of local minima are averages over all the
parameters.

Afterwards, the obtained performance parameters have been applied to the
real problems. In this way run length distributions have been observed for tuned
metaheuristics.

7.5 Results

The results in this section are twofold. The first results are about tuning: given a
limited number of forward calls, what performance parameters are likely to result
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Table 7.3: Search intervals for tuning test functions Φ4 and Φ8.
Search space min value a max value b local optima Φ4

a local optima Φ8
a

‘local’ -0.5 0.5 3 3
‘medium’ -1.0 1.0 5 4.5
‘global’ -2.0 2.0 10 9.25
a Averaged over all parameters.

in the most accurate solution. The second result concerns the efficiency: given
these performance parameters, how long does it eventually take to find a solution
of a certain accuracy.

7.5.1 Tuning results

Simulated Annealing

The free parameters for SA are the cooling scheme and starting temperature T0. It
has been argued that the Ingber scheme outperforms Boltzmann and linear cooling
[55, 56], and this was verified for the test function Φ6. Cooling schemes with re-
annealing have not been considered here. For the real acoustic inverse problems
of this work, only the Ingber cooling scheme has been applied with T0 ≡ 1, and so
no further tuning was required.

Genetic Algorithm

The free parameters that have been tuned for GA are population size N and the
mutation rate. Notice that the maximum number of evaluations of Φ is kept fixed
at 4096, and that therefore the population size also defines the maximum number
of iterations. For each test problem and setting of performance parameters, the
average accuracy of the obtained solutions from 100 independent runs is plotted
in Figure 7.4.

The darkest areas identify settings for the most accurate runs. A closer inspec-
tion of the sub plots for Φ8 and the global search intervals reveals that the optimal
accuracy of 1.5 is not always found. So for a larger search space and more local
optima, the available number of 4096 functions calls is on average not enough to
find the optimal solution. For the evaluated problems, the optimal accuracy of the
obtained solutions varies between 1.5 and 2.0.

It can further be observed from all six plots, that a smaller population size
benefits from a bigger mutation rate. This can be expected as a smaller population
enables more iterations. The combination of both increases the odds of stagnation,
which occurs when the population is getting trapped in a local optimum. As
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Figure 7.4: Tuning of a Genetic Algorithm. The upper plots show the average mismatch
for Φ4, the lower plots for Φ8. Settings of the performance parameters that result in the
highest accuracy are found at the darkest regions.

mutation is the mechanism to escape from a local optimum, the trend of more
mutation for smaller N is a reasonable one.

Common settings for accurate runs have been selected as N = 128 and mu-
tation rate of 0.1 for the 4-parameter problems, and N = 128 and mutation rate
of 0.03 for the 8-parameter problems.

Ant Colony Optimization

The free parameters that have been tuned for ACO are colony size N and evapora-
tion rate ρ for the pheromones. For each test problem and setting of performance
parameters, the average accuracy of the obtained solutions from 100 independent
runs is plotted in Figure 7.5.

A general observation from the plots is that for medium evaporation rates
(≈ 0.25 < ρ <≈ 0.75), there is a broad range of ‘good’ colony sizes. Pheromones
act as the memory of good solutions (where ρ = 1 means no memory at all). As
such, the average accuracy that can be obtained decreases with much evaporation
(ρ >≈0.75), regardless of the colony size.

The plots further suggest that a larger colony size requires a larger value for
the minimal evaporation rate. This can be expected, as a larger colony results
in fewer iterations. The influence of early pheromone trails decreases with the
iterations. But for fewer iterations, the memory of early sub-optimal solutions
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Figure 7.5: Tuning of Ant Colony Optimization. The upper plots show the average
mismatch for Φ4, the lower plots for Φ8. Settings of the performance parameters that
result in the highest accuracy are found at the darkest regions.

diminnish sooner, which is exactly the effect of a higher evaporation rate.

Similarly with the Genetic Algorithm, the optimal accuracy of solutions that
have been obtained for the evaluated problems varies between 1.5 and 2.0. Com-
mon settings for accurate runs have been selected as N = 64 and ρ = 0.0625 for
Φ4, and N = 64 and ρ = 0.5 for Φ8.

Differential Evolution

The free parameters that have been tuned for DE are population size N and
differential factor F . For each test problem and setting of performance parameters,
the average accuracy of the obtained solutions from 100 independent runs is plotted
in Figure 7.6.

From the plots it appears that there is a minimum for the population size, for
example ≈ 8 for Φ4 or ≈ 16 for Φ8. The differential operator combines candidate
solutions and the plots suggest that the minimal population size should be about
twice the number of parameters in the search space, in order to be productive.

For the smaller search space of Φ4, a broader range of good settings was ob-
served (the dark band). Large populations require a small differential factor, and
vice versa, a large differential factor requires a small population size. As with
the Genetic Algorithm and Ant Colony Optimization, the optimal accuracy of
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Figure 7.6: Tuning of Differential Evolution. The upper plots show the average mismatch
for Φ4, the lower plots for Φ8. Settings of the performance parameters that result in the
highest accuracy are found at the darkest regions.

solutions that have been obtained varies between 1.5 and 2.0.
Common settings for accurate runs have been selected as N = 128 and F = 0.16

for the 4-parameter problems, and N = 128 and F = 0.094 for the 8-parameter
problems.

7.5.2 Run length distributions

After tuning of the free parameters for optimal accuracy, the four metaheuristics
can be evaluated on their efficiency. For that reason, both test problems Φ4 and
Φ8, and the real geoacoustic inversion problems from BP07 and YS94, have been
subject to repeated problem solving. Problem Φ4 was evaluated with the ‘global’
search intervals, as defined in Table 7.3, and in accordance with the noisy character
of the BP07 problem. In the same way, Φ8 was evaluated with the ‘local’ search
intervals, in accordance with the few local optima and the smooth search space of
YS94.

Each run was subject to two stop criteria. The maximum runtime was bound
by 30000 evaluations of the objective function. The other stop criterion was the
accuracy threshold ǫ that defines a ‘good’ solution. For BP07 and YS94, ǫ is the
accuracy of the optimal solution that is listed in Table 7.2. In case of Φ4 and Φ8,
the influence of the accuracy threshold was also examined: five configurations were
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evaluated for ǫ ∈ (1.6, 1.7, 1.8, 1.9, 2.0).

To measure the efficiency of a single metaheuristic run, the run length is defined
as the number of evaluations of the objective function Φ that was required to
find the solution m∗ that satisfies Φ(m∗) ≤ ǫ, with ǫ the desired accuracy. For
each combination of metaheuristic and inverse problem, the result is a cumulative
distribution function. Such a distribution provides information on the expected
accuracy and efficiency of the metaheuristic. E.g., for a given run time (or a certain
number of forward calls), one can use the distribution to read out the probability
of finding an accurate solution. Or for a certain demanded probability of finding
a good solution (e.g. 99%), the distribution identifies the number of forward calls
that the metaheuristic will need. As such, run length distributions are a good way
to statistically compare the metaheuristic performance.

The distributions in Figures 7.7 and 7.8 have each been obtained from 100
independent run lengths that are sorted and plotted on a 0 to 1 scale. In case of
the test problems, the metaheuristics have been configured for five different values
of ǫ. The distributions with the highest demand on accuracy (ǫ = 1.6) are plotted
bold. In order to keep the plots readable, the distributions for some ǫ have been
left out. It can been seen in Figures 7.7 and 7.8 that lesser demands on accuracy
(larger ǫ) speed up the efficiency (fewer functions evaluations are needed, and so
the distributions position more to the left).

In case of Differential Evolution, the upper plot in Figure 7.8 shows an odd
feature that can be seen for the performance on the test functions. When the
demanded accuracy increases to ǫ = 1.7 and ǫ = 2.0, a growing fraction of the runs
stagnates (20% and 40%). This might be a case of over tuning, as the stagnation
occurs beyond the 4096 evaluations for which the method was tuned.

A further comparison between the metaheuristics follows in the next section.

7.6 Discussion

7.6.1 Comparison

The general idea is to solve the optimization part of a real geoacoustic inversion
problem in a fixed time span. Suppose that a fast computer requires about one
hour to evaluate 4096 objective functions. For an anytime algorithm the question
is: what are the best performance parameters, and what is the probability that
a run will converge before the algorithm is interrupted? The first question can
be answered by tuning the optimizer, the second by analyzing the run length
distributions.
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Figure 7.7: Run length distributions for solving configurations of Φ4 (upper plot) and
BP07 (below) using various tuned metaheuristics. For each of the 100 independent runs
of a metaheuristic, the required number of evaluations of Φ is plotted that was needed
to find a solution of demanded accuracy ǫ. Notice that independent runs are sorted by
run length as to obtain cumulative distributions on a 0–1 scale.

Tuning aspects

Simulated Annealing requires no further tuning, the Ingber cooling scheme out-
performs the others. But being a trajectory method, the technique is less capable
in the optimization of search spaces with many local optima. The other three con-
sidered metaheuristics belong to the class of population-based methods. This class
is capable of finding the global optimum in the presence of many local optima. To
tune the implementations of GA, ACO and DE, a series of reference problems was
used with many local optima, as described in the previous section.

Comparison of the performance parameters on six variations of the test prob-
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Figure 7.8: Run length distributions for solving configurations of Φ8 (upper plot) and
YS94 (below) using various tuned metaheuristics. For each of the 100 independent runs
of a metaheuristic, the required number of evaluations of Φ is plotted that was needed
to find a solution of demanded accuracy ǫ. Notice that independent runs are sorted by
run length as to obtain cumulative distributions on a 0–1 scale.

lem points out that good settings for one problem need not be good settings for
other problems. This can be seen for each of the methods GA, ACO and DE in
Figures 7.4-7.6, where the dark regions of good performance differ from plot to
plot. The difference is most striking when the upper left plots for the local search
space variant of Φ4 are compared with the lower right plots for the global variant
of Φ8. The area with the best performance in one plot (darkest regions) maps to
an area of less good performance in the other plot (brighter regions).

As an example of tuning a real problem and a matching test function, Figure 7.9
shows a low resolution tuning graph for ACO on the real problem BP07 and the
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Figure 7.9: Tuning of Ant Colony Optimization. The left plot shows the average mis-
match for Φ4, the right plot for the real problem BP07. Settings of the performance
parameters that result in the highest accuracy are found at the darkest regions.

test function Φ4 (see Figure 7.5 for the high resolution version for Φ4). Both
plots show average values of the objective function, that were obtained from the
solutions of 32 independent runs. The graphs of both problems show a similar
pattern. This similarity justifies the tuning of a real problem with a quick and
‘representative’ test function.

Two conclusions can be made:

1. For accurate solutions, tuning is important. Figures 7.4-7.6 clearly show
that inferior performance parameters can be catastrophic and cause a stag-
nation of the optimization process. The existence of inferior performance
parameters was explained from the algorithmic mechanisms upon which the
considered metaheuristics are based. For optimization of real inverse prob-
lems, the exact values for good and bad performance are likely to be (slightly)
different.

2. There is no single representative test problem for geoacoustic inversion with
real data. The most influential factors appear to be the dimension of the
search space, which is the number of parameters involved, and the number
of local optima. By tuning a metaheuristic on a reference problem with the
same number of parameters, it was possible to identify common settings for
good performance while the number of local optima varied.

Run length distributions

The central question was: how to select the most accurate and efficient meta-
heuristic for a given geoacoustic inversion problem. A comparison between these
two performance measures can be made using the run length distributions of four
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tuned metaheuristics. Based on figures 7.7 and 7.8, Table 7.4 lists the efficiency
and accuracy for various combinations of inverse problems and metaheuristics. For
the efficiency we compare the median of the run lengths to identify which method
is the fastest. The median is a measure that indicates when half of the runs have
converged. In Figures 7.7 and 7.8 this corresponds to intersections of the RLDs
with the horizontal line at 0.5. In Table 7.4 the relative efficiency is expressed
as the ratio with the fastest method. The accuracy is expressed as the fraction
that converged within the 4096 available forward calls. In Figures 7.7 and 7.8 this
corresponds to intersections of the RLDs with the vertical line at 4096.

Table 7.4: Comparison of relative efficiency and accuracy of metaheuristics on two in-
verse problems. The relative efficiency is expressed by the ratio of the run lengths with
regard to the most efficient method for the problem at hand (BP07 or YS94). Each
metaheuristic is represented by the median of 100 individual run lengths. To compare
the accuracy, the fraction converged relates to the number of inversions that has con-
verged within 4096 evaluations of the objective function. Numbers that indicate the best
performance are printed in bold.
Inverse problem Performance measure Tuned: Untuned:

SA GA ACO DE ACO
BP07 Ratio on median 2.69 1.37 2.20 1 3.30
BP07 Fraction converged 0.25 0.70 0.48 0.87 0.11
YS94 Ratio on median 1 1.48 1.48 1.48
YS94 Fraction converged 1 0.98 0.99 0.99

For the four metaheuristics and the two geoacoustic inverse problems it was pos-
sible to achieve both a high accuracy and efficiency. The stagnation that occurred
on the test problems did not occur with the real geoacoustic inverse problems.

It is remarkable that for the 8-parameter problem from YS94, the performance
of all four metaheuristics is nearly the same. An explanation can be the smooth
character of the search space. After all, the YS94 experiment was designed to
suppress noise by using controlled sonar transmissions, as many as 32 hydrophones,
and cross spectral matrices that are constructed from many repeated and coherent
observations.

For the noisy 4-parameter problem from BP07 there is some variation in per-
formance. The BP07 experiment depended on uncontrolled sound source (the
AUV), reception on just 4 hydrophones, and combination of incoherent observa-
tions. From Table 7.4, it is observed that the biggest difference in efficiency occurs
between Differential Evolution and Simulated Annealing (1 : 2.69), but while the
first method is evidently faster, the latter does not need to be tuned. It is further
noticed that the converged fraction for SA is low, with 0.25, but for less strict
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demands on run length this fraction quickly increases, e.g. to 0.7 when the run
length is doubled.

To illustrate the importance of tuning in case of a real inverse problem, Fig-
ure 7.10 shows two run length distributions for BP07 and Ant Colony Optimiza-
tion. First, the tuned distribution from Figure 7.7 is shown again. The second
distribution is plotted in bold, and has been obtained using suboptimal perfor-
mance parameters N = 192 and ρ = 0.125. The ratio on the median of the two
distributions is 1 : 1.5, which indicates that the untuned ACO run on average
requires 50% more run time. It was found that the ratio between DE and ACO
is 1 : 2.20 (see Table 7.4); for DE and untuned ACO this ratio is even 1 : 3.30.
It is thus shown for a real problem that tuning increases the efficiency of the
metaheuristic used.

10
3

10
4

0  

0.5

1  

Evaluations of Φ

In
de

pe
nd

en
t r

un
s 

(c
um

ul
at

iv
e)

Run length distribution BP07

 

 
ACO
ACO untuned

Figure 7.10: Run length distributions for solving BP07 with tuned and untuned ACO.

To summarize, five conclusions can be made:

1. After a careful tuning effort, all four metaheuristic proved to be capable op-
timizers for the real geoacoustic inversion problems. Inferior settings of per-
formance parameters can result in stagnation or suboptimal local solutions.
Therefore, and in order to obtain the most accurate solution, the tuning is
just as important as the selection of the most suitable metaheuristic.

2. For the fraction of converged runs, GA and DE did well on both problems.
And for a fixed runtime, DE and GA are likely to find solutions of higher
accuracy than SA and ACO. The greatest difference in efficiency was found
between DE and SA, with a factor of 2.26.
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3. The accuracy that defines a ‘good’ solution has a strong influence on the
measurement of the efficiency. In case of lesser demands on accuracy, the
differences in efficiency between tuned metaheuristics start to increase, as was
shown for the test problems. For test function Φ6, it has even been reported
[92, 119] that Differential Evolution can become ten times as efficient as a
Genetic Algorithm.

4. The efficiency of solving real geoacoustic inversion problems differs greatly
from the solving of the reference problems. In other words: the test prob-
lems are not representative to measure the efficiency of a metaheurstic. But
the test problems are highly beneficial for tuning purposes. Tuning with
test problems did result in good performance settings for the real inverse
problems, as was shown with Figure 7.9.

5. Obviously, there is a tradeoff between lab time and run time. Lab time
refers to the time spent in the lab, when the algorithm was implemented,
configured and tuned. Compared to the other methods, Simulated Annealing
requires less lab time and more run time. The population based methods
require more lab time to be implemented and tuned, but in run time these
methods can outperform Simulated Annealing.

7.6.2 Uncertainty assessment

The inverse problems in this chapter have been analyzed over and again. But when
a problem is being solved for the first time, the range and minimum of the objec-
tive function are not known beforehand, and therefore no convergence threshold ǫ
can be chosen as a stopping criterion. This means that an algorithm will be given
a certain number of forward calls. When is it finished there is a solution, but how
optimal it is remains unknown.
An assessment of the uncertainty in obtained solutions could be given by proba-
bility distributions. One way to do so is to implement Simulated Annealing as a
Gibbs’ sampler [112, 36], and obtain the marginal posterior probability density by
importance sampling. Gerstoft has shown [39] that the Genetic Algorithm is ben-
eficial in creating a posteriori probability distributions by means of parallel runs
and combination of the final populations. Similar approaches have been followed
for Ant Colony Optimization [74] and Differential Evolution [119]. For these ap-
plications even runs that do not converge to a highly accurate solution can still be
beneficial in adding an assessment of the uncertainty to obtained solutions. The
quality of the probability distributions is likely to increase when population-based
metaheuristics are tuned with the help of a representative test function that (at
least) has the same number of parameters as the real problem.
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7.7 Conclusions

Swift solving of geoacoustic inverse problems strongly depends on the application
of a global optimization scheme. Given a particular inverse problem, this work
aims to answer the questions how to select an appropriate metaheuristic search
strategy, and how to configure it for optimal performance. An experimental com-
parison of methods has been made to assess the performance of four global opti-
mization methods that, according to literature, are capable of solving geoacoustic
inverse problems. These methods are Simulated Annealing, Genetic Algorithms,
Ant Colony Optimization and Differential Evolution. The performance of each of
these metaheuristic optimization methods is influenced by one or more free param-
eters; hence these methods need to be tuned before being put into action. It was
demonstrated how a real and computational demanding inverse problem can be
tuned with a fast and representative test function. After tuning of the four global
optimization methods, it has been observed for two experiments with real geoa-
coustic inversion problems that the considered population based methods have a
very similar efficiency. It is concluded for these methods that the tuning is just as
important as the selection of the most suitable metaheuristic. The application in
this work is model-based geoacoustic inversion, but the argumentation on select-
ing and configuring an appropriate methaheuristic has potential for any indirect
inverse problem.


