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Chapter 1
Introduction
It is well known that income and education are highly correlated between parents
and their children. One possible explanation is the genetic transmission of skills
and preferences. The type of parents who achieve better outcomes also has the
type of children who can achieve better outcomes. Another possible explanation
is that parental characteristics determine the environment in which a child grows
up. Richer and better-educated parents provide a better family environment, invest
more in their children’s human capital, shape their children’s preferences or attitudes, or help their children get better jobs. As a result, their children accumulate
more human capital and achieve better labor market outcomes.
Recent studies document declining trends in intergenerational income mobility
in the US and China, the two largest economies in the world (Davis & Mazumder,
2022; Fan et al., 2021; Hufe et al., forthcoming). In other words, the correlation in income between the parents and the children becomes stronger over time. Such trends
suggest that the characteristics of the parents have become increasingly important in
predicting the outcomes of the children. It also means that socioeconomic inequalities become more persistent across generations. Why does this happen? And what
could we do to foster intergenerational mobility? These are important questions I
address in this thesis in the context of China.
This thesis focuses on two types of environmental factors that shape the outcomes of the children: fertility decisions and parental investments. Empirical evidence shows that these environmental factors are correlated with parental characteristics. Low-income and low-educated parents tend to have more children (e.g.
Jones & Tertilt, 2008) and spend less on their children’s human capital than highincome and high-educated parents (e.g. Currie, 2009). However, most existing evidence reflects correlations and no causal relationships. This thesis explores policy changes that alter fertility and parental investments exogenously to study how
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these decisions affect children’s outcomes and whether the effects are heterogeneous
across parental characteristics. Examining such heterogeneity helps us understand
how fertility and parental investments affect intergenerational mobility. The results
could also inform appropriate policies to address the decline of intergenerational
mobility and the high level of socioeconomic inequalities in China and in other
countries.
Chapter 2, which is joint work with Dr. Pauline Rossi, focuses on the determinants of fertility. In particular, we study to what extent and through which mechanisms couples’ fertility decisions are influenced by other couples. We exploit the
rollout of family planning policies in China in the 1970s. A unique feature of the
setting is that ethnic minorities in China were exempted from these policies. In
contrast, the ethnic majority group in China, the Han Chinese, were subject to a
birth quota of two children. Whether a minority woman responds to family planning policies and whether the response depends on the share of Han Chinese in the
minority woman’s reference group is then informative for the spillovers in fertility
decisions.
We exploit the policy rollout and variation in pre-policy age-specific fertility levels to construct a measure of the negative shock to Han fertility. Using a differencein-differences strategy, we find that birth quotas cause a reduction in fertility of both
Han and minorities. The fertility response of minorities was stronger when the local
Han share was higher and was absent in places where Han did not live. This finding
suggests that minorities reacted to a change in Han behavior and not to the family
planning policies per se. Using the linear-in-means model of peer effects, we further
estimate that a woman gives birth to 0.64 fewer children if the average completed
fertility among her peers is reduced by one.
There are various channels through which other couples could affect a couple’s
fertility decisions. We are able to test two channels. The first is a social one, emphasizing the concept of conformism. The second is an economic one, operating
through the child quality-quantity trade-off: when Han parents have fewer children, they spend more resources on each child; if minority parents want to keep
up with the Han in terms of resources spent per child, they would also lower their
fertility. We take advantage of the fact that different ethnic groups are more or less
integrated into the Han society culturally and economically to study the mechanisms. Results show that the spillovers in fertility decisions operate through both
social and economic channels.
Chapter 3 studies the effects of having fewer children on the outcomes of the
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children. The theory of child quantity-quality trade-off predicts that when couples
have fewer children, they spend more resources on each of them, which improves
the outcomes of the children (Becker & Lewis, 1973). This chapter tests this theory in the context of China. Unlike earlier studies that focus on the education of
the children and estimate the trade-off for average parents (e.g. Angrist et al., 2010;
Black et al., 2005; Rosenzweig & Wolpin, 1980), this chapter allows the trade-off to
vary across different dimensions of child quality–health, education, wealth, and labor market performance–and across parents in different occupations. To identify an
exogenous change in child quantity, I use variation in the strictness of fertility restrictions across gender and ethnicity, provinces, and cohorts in a triple-difference
framework.
I find that, on average, stricter fertility restrictions reduce family size and improve the health of the firstborn children, but do not affect the education and wealth
of the children. The insignificant effect on education and wealth masks significant
heterogeneity across parental occupations due to different expected returns to education and different opportunity costs of education. In response to stricter fertility
restrictions, only parents in high-skill occupations invest more in their firstborn children’s education. In contrast, farmers pass on more land, while low-skill workers
transfer more financial and housing assets to their firstborn children. Such heterogeneous responses have consequences for labor market outcomes and intergenerational mobility. While children of farmers and low-skill workers experience little
change in labor market outcomes, children of high-skill workers are more likely to
find a better job and earn a higher income when having fewer siblings.
Chapter 4, which is joint work with Dr. Li Li, examines how public investments
in water infrastructure shape parental health investments and children’s health outcomes. We exploit the gradual adoption of tap water connections across villages under a rural drinking water program in China. The program constructs water treatment plants to remove chemicals and microorganisms from the water and builds
pipeline systems to deliver treated tap water directly to households. We exploit
the variation in the exposure to treated tap water in utero across children conceived
in different years and born in different villages to identify the causal effects in a
difference-in-differences framework.
We find that exposure to treated tap water in utero increases height at ages 1–11
by 0.3 standard deviations and at ages 5-15 by 0.2 standard deviations. It also improves various health outcomes at different stages of childhood and reduces the
incidence of digestive diseases. We estimate heterogeneous treatment effects by
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maternal education to examine the potential mechanisms. We first show that loweducated mothers benefit more from the rural drinking water program because
high-educated mothers had private access to treated water even before the program.
As a result, the effect on height-for-age is concentrated on children born to loweducated mothers. In addition, only for children born to low-educated mothers, tap
water exposure in utero improves health outcomes at birth and during infancy and
increases parental health investments. These findings suggest that the effects on
childhood health are not just driven by a direct health effect. Parents increase health
investments in response to their children’s exposure to tap water in utero, which
magnifies the direct health effects of the exposure.
In summary, this thesis investigates how public policies affect fertility, parental
investments, and children’s outcomes and how these policies shape intergenerational mobility. Chapter 2 shows that restricting the fertility of some couples can
prompt other couples to reduce their number of births. They do so because they
do not want to deviate from the average behavior and they want to catch up with
the others in terms of resources spent per child. Chapter 3 finds that strict fertility
restrictions increase parental investments in existing children but also reduce intergenerational mobility by enlarging the difference in educational investments across
socioeconomic groups. Chapter 4 shows that public investments in treated tap water improve childhood health. The effect operates through a direct effect on health
and an indirect effect on parental investments. Moreover, the effects are concentrated on children with low-educated mothers because these are the families that
suffer the most when publicly provided tap water is not in place.
The results suggest that fertility restrictions and investments in water infrastructure effectively improve the outcomes of children. However, they do not have the
same effects on children from different socioeconomic backgrounds, and as a result,
they influence intergenerational mobility differently. Imposing fertility restrictions
enlarges the difference in parental educational investments across socioeconomic
groups and ultimately decreases intergenerational mobility. Public investments in
water infrastructure, on the other hand, reduce the difference in parental health investments and increase intergenerational mobility. The results highlight the importance of studying how policy interventions affect different socioeconomic groups
differently. Understanding such heterogeneous responses would help us design
policies that not only improve average outcomes but also reduce socioeconomic inequalities for future generations, which are essential to sustain long-term growth.
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Chapter 2
Spillovers in childbearing decisions
and fertility transitions1
2.1

Introduction

There is a long-standing debate on the fundamental causes of fertility transitions
among social scientists (Lee, 2015). One prominent view is that fertility decline is
related to economic development through changes in structural factors affecting the
costs and benefits of having children (Becker, 1991; Notestein, 1953). This view has
been challenged by scholars who argue that, historically, fertility decline starts at
very different stages of development (Bongaarts & Watkins, 1996; Coale & Watkins,
1986). They propose that we think of small families as a cultural innovation that is
gradually transmitted through social interactions. There are theoretical attempts to
reconcile both views by combining the rational choice approach with social factors
(Durlauf & Walker, 2001; Kohler, 2000; Munshi & Myaux, 2006). The key insight
from these models is that the interplay between incentives and norms is crucial
for understanding the differences in historical transitions. Economic pre-conditions
may be amplified or undermined by social interactions, so that the same change in
one structural factor may trigger fertility decline in one social context and not in the
other. This Chapter, which is joint work with Dr. Pauline Rossi, addresses when and
why this happens in the context of China.
China’s family planning policies provide a unique setting to study to what extent
and through which mechanisms couples’ fertility decisions are influenced by other
1 This

chapter is based on Rossi and Xiao (2020). The authors are grateful to Hessel Oosterbeek
for his numerous suggestions. For their helpful comments, the authors wish to thank Jason Abaluck,
Joseph Altonji, Jere Behrman, Hanming Fang, Alessandro Iaria, Maulik Jagnani, Wendy Janssens,
Robert Jensen, Lei Li, Li Li, Kaivan Munshi, Jan van Ours, Mark Rosenzweig, Martin Rotemberg,
Yanos Zylberberg, and participants in various conferences and workshops.
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couples. Birth quotas were introduced in the 1970s with the "Later, Longer, Fewer"
campaign (LLF hereafter), followed in 1979 by the stricter One-Child Policy (OCP
hereafter). In contrast to the Han people, ethnic minority groups were exempt due
to their small share in the total population and political considerations (Scharping,
2013, p.150). These exemptions create an interesting empirical design: whether minorities respond to family planning policies and whether this response depends on
the share of Han in the population is informative for peer effects.
Our main dataset is the 1% random sample of the 1990 Population Census. It provides information on the completed fertility of a representative sample of women
born in 1926–1945. These women were already married and were in their reproductive years during the 70s. Our sample consists of over 725,000 Han women and
55,000 minority women, which allows us to have very precise estimates and to run
several robustness checks. Moreover, we are able to explore heterogeneity across
different ethnic groups to shed light on potential mechanisms.
We start with a reduced-form approach to estimate the causal impact of the
policies. We implement a difference-in-differences strategy, exploiting the fact that,
among Han women, exposure to the policy varies by cohort and by province. We
create a measure of policy exposure, capturing the reduction in fertility required to
comply with the policies. This measure assumes that Han women would otherwise
experience the age-specific fertility rates as of 1969, just before the LLF campaign
could effectively prevent births. The measure captures the maximum reduction that
we can expect for a given cohort in a given province if the policy were perfectly
implemented and fertility rates had remained constant in the absence of the policy.
It varies across provinces for two reasons: first, the campaign was launched at different points in time between 1969 and 1975; and second, initial fertility levels were
different. Our identification strategy hinges more on the first source of variation
than on the second.
We first show that birth quotas indeed translated into a reduction in Han fertility. Then, we find that the higher the policy exposure of Han peers, the higher
the decrease in the fertility of an ethnic minority woman. This response is stronger
when the local Han share is higher and is absent in places where Han do not live.
We conclude that minorities react to a change in Han behavior and not to the birth
quotas per se. The results are robust to alternative measures of policy exposure and
to heterogeneous policy effects. Moreover, we argue that they are not confounded
by spurious trends nor by concomitant shocks using placebo tests and event studies.
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We further explore the reasons why spillovers arise. We are able to test two channels: a social one, emphasizing the concept of conformism; and an economic one,
operating through the quality-quantity trade-off – when parents have fewer children they spend more resources per capita, and this may have general equilibrium
effects. We formulate the necessary conditions for each channel to work and discuss
when these conditions are more likely to hold. We take advantage of the fact that
different ethnic groups are more or less integrated into the Han society. Our hypothesis is that the social channel should be stronger for groups culturally closer to the
Han, and that the economic channel should be stronger for groups competing with
the Han in the labor market. We find evidence supporting both channels. We consider and rule out alternative explanations related to changes in female opportunity
cost of time and social learning about birth control.
Finally, we argue that the reduced-form estimates have a structural interpretation. Using our setting as a partial-population experiment, we are able to identify the endogenous peer effect parameter in a standard linear-in-means empirical
model (Bobonis & Finan, 2009; Brown & Laschever, 2012; Lalive & Cattaneo, 2009;
Moffitt, 2001). In contrast, research designs based on the (quasi-)random allocation of peers cannot separately identify endogenous and exogenous peer effects, i.e.
whether individuals are influenced by the behavior or by the characteristics of their
peers. Separating both effects is crucial to understand fertility transitions since only
the endogenous component gives rise to social multipliers. Our idea is to use the
policy-driven change in Han fertility combined with the share of Han in the reference group as an instrument for the group average fertility. We define the reference
group as all women living in the same prefecture, holding the same hukou, and belonging to the same age cohort. We find that a woman gives birth to 0.64 fewer
children if the average completed fertility among her peers is reduced by one child.
The structure of the model allows us to decompose the total policy effect into a direct effect and an indirect effect generated by spillovers. Our estimates suggest that
the indirect component accounts for roughly two thirds of the total effect.
This chapter relates to the empirical literature on the effects of China’s population policies on fertility and family outcomes. Most studies focus on the OCP
(Ebenstein, 2010; Huang et al., 2016; Huang & Zhou, 2016; Li & Zhang, 2017; Li et
al., 2011; Li et al., 2005; Liu, 2014; Qian, 2009; Wang & Zhang, 2018).2 They find effects on fertility, but the magnitude is not so large because fertility was already low
2 See

Zhang (2017) and Wang et al. (2017) for extensive reviews of this literature.
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when the OCP was implemented in the 1980s. In fact, a major part of China’s fertility decline happened in the 1970s when the LLF campaign was launched. Although
historians and demographers have long argued that the Chinese fertility transition
was triggered by the LLF campaign (Scharping, 2013, p.312), economists have only
recently started looking into this period (Babiarz et al., 2018; Chen & Fang, forthcoming; Chen & Huang, 2020). We use the same identification strategy as Chen and
Fang (forthcoming) and find consistent results: we estimate that the LLF campaign
led to a reduction in the completed fertility of Han couples by 0.7 births, accounting for half of the decline between the 1926 and 1945 cohorts. Our contribution is
to show that population policies also have sizable spillover effects on the minority
population. Spillovers are generally ignored in the existing literature. Some studies,
for instance Li et al. (2005), use ethnic minorities as a control group, assuming that
they were not affected by population policies. Our results imply that these analyses
underestimate the causal policy effect.
This chapter also contributes to the smaller literature providing causal evidence
of peer effects in fertility decisions. Most articles study the timing of births and do
not deal with fertility transitions or social multipliers.3 One recent paper by Spolaore and Wacziarg (2022) studies the diffusion of small families in the 19th century
in Europe from a macro perspective. They show that the decline in fertility, starting
in France, propagated first to regions that were closer to France in terms of language
and then to the rest of the continent. We come to the same conclusion in the case
of China: the linguistic distance to the innovator (here, the Han people) explains
the adoption of new fertility behaviors. Li and Zhang (2009) is the only paper estimating peer effects in fertility decisions in China. They exploit the exemptions to
ethnic minorities during the OCP and get a point estimate of the peer effect parameter ranging between 0.5 and 0.9 across different specifications. Compared to the
LLF campaign, the design has three drawbacks. First, the OCP was introduced in
1979 in all provinces, so they cannot exploit any rollout. Their identification relies
on spatial variation in the policy implementation, proxied by the amount of fines
imposed on unauthorized births. As pointed out by Zhang (2017), the issue is that
fines may reflect local fertility demand. Second, the OCP took place at a time of
structural transformation and strong economic growth. Third, exemptions to minority groups were gradually removed after 1984. Our contribution is threefold: (i)
3 For

instance, Lyngstad and Prskawetz (2010), Ciliberto et al. (2016), Hensvik and Nilsson (2010)
investigate whether childbirths among peers (neighbors, colleagues) influence women’s likelihood
of becoming pregnant in low fertility societies.
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we find a stable and precise estimate of 0.64 using a larger sample and a time period
with more exogenous variation; (ii) we quantify the role of spillovers in the Chinese
fertility transition; and (iii) we dig into the mechanisms and conclude that the diffusion of small families results not only from social interactions but also from market
interactions through the equilibrium price of a child.
Our results are important for understanding the past and predicting the future.
First, they confirm the general view that population policies played a key role in the
Chinese fertility decline. Moreover, they explain how these policies could lead to a
sizable behavioral change: the policy impact was magnified by a social multiplier.
Second, our framework provides guidance to think about new policies. In 2016,
faced with the challenges posed by an aging population, the Chinese government
officially allowed all couples to have two children. However, the expected baby
boom did not happen. One explanation consistent with our findings is that China
moved from a high fertility equilibrium to a low fertility equilibrium in response to
the introduction of birth quotas, and is now in a low fertility trap. The way out is
to actively subsidize second births among a subgroup that is important enough to
trigger the switch to a two-child equilibrium.
The rest of the chapter is organized as follows. The next section summarizes
the historical context. Section 2.3 describes the data, key variables, and descriptive
statistics. In Section 2.4, we present the reduced-form results and we discuss the
mechanisms in Section 2.5. Section 2.6 explains the semi-structural approach and
Section 2.7 concludes with policy implications.

2.2
2.2.1

Context
Family planning policies in China

In the early 1970s, the “Later, Longer, and Fewer” (LLF, "wan, xi, shao" in Chinese)
campaign was launched to promote later marriage, longer birth intervals, and fewer
children.4 In 1971, the State Council released the document [71]51, "Report on Implementing Birth Control Policies" ("guanyu zuohao jihua shengyu gongzuo de baogao"),
setting targets for population growth rates and instructions on implementing family
planning policies. These policies required women to not marry before age 23 and
4 China’s

history of family planning can be dated back to 1954 when the first family planning
campaign was launched in some provinces. A second urban-oriented family planning campaign
was initiated in 1962. But these campaigns were short-lived and had limited influence (Scharping,
2013, p.46-49).
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men before 25, instructed couples with one child to wait for at least three years to
have another child, and said couples should have no more than two children. In
practice, not all provinces started implementing the policies in the same year, and
we exploit the rollout between 1969 and 1975 for identification. Following Chen and
Fang (forthcoming), we assume that the LLF campaign was launched in a province
in the year when the provincial leading group in charge of organizing the implementation was formed.5 The variation is shown on the map in Figure 2.1a. Chen
and Huang (2020) provide more details on the rollout; in particular, they show that
the timing is uncorrelated with important covariates such as fertility rate, sex ratio,
GDP per capita, urbanization rate and the economy structure. In 1979, birth control
became stricter everywhere with the introduction of the OCP, under which couples
were only allowed to have one child. The policy was relaxed in 1981 to allow rural
couples to have a second birth if the firstborn was a daughter. Several exemptions
were later introduced province by province, but we do not exploit such variations
because they may reflect the local demand for children.
During the LLF campaign, local organizations were in charge of birth control at
the local level. These organizations were enterprises and neighborhood committees
in cities, special cadres of the party, and barefoot doctors in villages. Each local authority had its own way of making sure that people complied with the birth limit.
Some places required couples to ask for a third-child permit and only granted it if
the couple was eligible for an exemption. Others imposed forced abortions, sterilizations, and IUD insertions on the women who were not eligible to have another
child. According to Scharping (2013, p.312), "the crucial mechanism for effecting the
drastic fertility decline still seems to have been the penetration of the state power
into almost every aspect of life [...] cadres still yielded almost limitless power for
denying means of subsistence to anyone disobeying their commands." In the 1970s,
the state controlled the allocation of jobs and housing in cities and the allocation of
land and food in villages, and strongly restricted any migration. In the wake of the
OCP, a huge bureaucracy was created to plan, monitor, and evaluate the implementation of birth quotas in a more systematic way. Couples who violated the policy
faced fines as high as several years of household income, loss of state-provided employment, and exclusion from free public education for their additional children.
Importantly for our purpose, exemptions were granted to all minority ethnic
5 Instead, Babiarz et al. (2018) use the first mention of birth planning regulation in provincial public

health archives (Weishengzhi) as the starting year of the LLF campaign in each province. Our results
remain the same if we follow Babiarz et al. (2018) instead of Chen and Fang (forthcoming).
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F IGURE 2.1: Sources of variation in treatment exposure
(A)

(B)

Year when LLF leading group formed

Fraction of Han in 1990

1975
1974
1973
1972
1971
1970
1969
No data

(C)

(.99,1]
(.96,.99]
(.9,.96]
(.74,.9]
(.45,.74]
[0,.45]
No data

(D)

Total fertility rate in 1969, rural population

(6.9,7.17]
(6.72,6.9]
(6.17,6.72]
(5.46,6.17]
[3.67,5.46]
No data

Total fertility rate in 1969, urban population

(4.47,6.78]
(3.97,4.47]
(3.13,3.97]
(2.86,3.13]
[1.83,2.86]
No data

Note: Figure (a) plots the establishment year of provincial fertility leading groups taken from Chen
and Fang (forthcoming). Darker shades correspond to later dates when the leading groups were
formed.
Figure (b) plots the share of Han residents by prefecture. Authors’ own calculation based on the
1% sample of the 1990 Census. Darker shades correspond to higher share of Han population in the
prefecture.
Figures (c) and (d) show province-level total fertility rates in 1969 by hukou type. Fertility data are
compiled by Coale and Chen (1987) using retrospective data of fertility history collected by China’s
One per Thousand Sample Fertility Survey in 1982. Darker shades correspond to higher fertility
rates.
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groups until 1984 (Scharping, 2013, p.150). Authorities were afraid that family planning policies would push these groups to break away from the central government.
Given their small weight in the total population (less than 8% in the 1970s), it was
decided that the benefit of imposing strict control over minority groups was not
worth the potential cost. After 1984, birth control was gradually extended to large
minority groups. Therefore, we focus on the period between 1969 and 1984 and on
cohorts of women of reproductive age during these years. The official guidelines
regarding minorities were clear and local cadres were not yet subjected to sanctions
if population targets were not met, so they had no incentives to put pressure on
exempted groups. Still, historians cannot definitely prove that exemptions were actually granted to all minority couples during the whole period.6 That is why our
empirical strategy allows for a direct effect of the policy on minorities and only exploits the heterogeneous response by local share of Han to identify spillovers. We
leverage the fact that this type of preferential treatment was granted to all individuals from ethnic minority groups irrespective of their place of residence, unlike placebased development policies that benefited both minority Chinese and Han Chinese
in areas dominated by minorities (Zang, 2015, p.71).

2.2.2

Ethnic groups in China

China is a multi-ethnic society with a majority group, the Han Chinese, and 55 officially recognized minority groups. According to the 2010 Population Census, the
combined population of minority groups amounts to 113 million and there is a large
heterogeneity in size ranging from under 4,000 people for the Tatar to almost 17 million people for the Zhuang. The minority groups are mainly located in the southwest, northwest, and northeast of China, while the Han tend to live in the southeast
and central part of China. However, there is some local variation that plays an
important role in our identification strategy. Figure 2.1b displays the spatial distribution of the Han in 1990 at the prefecture level. Of the 347 prefectures, 34 have
less than 40% of Han and 43 have between 40% and 80% of Han. Together, these
77 prefectures account for 12% of the total population and for 77% of the minority
population. In Figure 2.4 in the Appendix, we plot the distribution of the Han share
6 Documenting

the precise implementation of these exemptions is difficult partly because social
sciences were abolished in China between 1952 and 1979. For instance, there is no study exploring
how the LLF campaign was perceived by minority groups at that time.
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in our sample of minority women. We have data points on the whole support, including at zero. Therefore, we rely on observations, not on extrapolations, when we
estimate the impact of population policies in places where only minorities live.
Ethnicity is part of the administrative identity. It cannot be changed except under
very rare circumstances, which we discuss in Section 2.6. In particular, we rule out
the concern that minority women in our sample were in fact classified as Han in the
1970s and, hence, were directly affected by the family planning policies. Inter-ethnic
marriage is limited. In our sample, only 15% of minority women were married to a
Han Chinese. We assume that these couples were exempted from birth quotas but
our results are not driven by this assumption.7
An interesting feature for our purpose is that ethnic groups are distinct from each
other in terms of language, residence, and occupation. These differences allow us to
predict which groups are more likely to be affected by their Han peers through social
and/or economic channels. First, we create an indicator of cultural integration into
the Han society based on linguistic distance and residential segregation. Each group
has its own oral language but some of them use the Han script while others have
their own written language. This distinction reflects the history of incorporation
into China and the group members’ ability to preserve their own culture. Location
choices are also informative: some groups mostly reside in their own autonomous
region whereas others are widespread and live closer to Han communities. Second,
we build a measure of labor market competition using occupational choices. Some
groups traditionally specialize in particular professions like cattle breeder or craftsman. Others engage in occupations dominated by the Han that typically require
more education (e.g., teacher), so the degree of competition is quite different. Section 2.8.1 in the Appendix explains in detail how we measure the linguistic distance
and the residential segregation between the Han and a given ethnic group, and how
we quantify the level of Han dominance and education requirement for a given occupation. Our data-driven classification, shown in Table 2.1, is consistent with the
sociology literature (see, for example, the differentiation indexes in terms of residence, education, occupation, and industry in Poston and Gu (1987)). We exploit it
in Section 2.5 to explore the channels underlying fertility spillovers.
7 There

is no information on how the LLF policy was implemented for Han-minority couples.
Under OCP, Huang and Zhou (2016) report that there were differences by provinces, some exempting
these couples from strict birth control and others not. Exemptions were more likely to be granted in
provinces with more minorities because the local governments did not want to come across mass
resistance and complaints. If we restrict our analysis to these provinces or if we drop Han-minority
couples, our results do not change.
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TABLE 2.1: Classification of ethnic groups

Strong
Labor
market
competition

Strong
Weak

Cultural integration

Man, Tujia, Li, Mulao,
Lahu, Ewenki, Hezhen,
Deang, Tatar, Monba
Hui, Miao, Dong, Yao,
Hani, She, Lisu, Va, Jingpo,
Daur, Blang, Xibe, Hezhen,
all other small groups

Weak

Mongol, Korea
Zhuang, Tibet, Uyghur, Yi,
Buyei, Kazak, Dai, Sui, Kirgiz,
Dongxiang, Bai, Naxi, Tu,
Qiang, Salar, Gelao, Nu

Note: We define the labor market competition as strong if more than 50% of the ethnic group’s members aged between 25 and 44 are employed in occupations (i) dominated by the Han, meaning that
the share of Han is higher than the median (65%), and (ii) requiring a high level of education. We
define the cultural integration as strong if group members (i) use the Han script and (ii) are not
residentially segregated, meaning that less than 80% of group members live in official autonomous
regions or prefectures. See details in Section 2.8.1 in the Appendix.

2.3
2.3.1

Data
Sample and fertility data

Our main analysis uses the 1% sample of the 1990 Population Census (hereafter the
1990 Census), which provides the relevant information for the cohorts of interest:
age, sex, place of residence, hukou status,8 ethnic identity, and the number of children ever born for women aged 15 to 64. We restrict our sample to women aged
45 to 64, who have reached the end of their reproductive life, to avoid censoring
issues.9 These cohorts, born in the years 1926 to 1945, were between 39 and 58 years
old in 1984 and hence too old to be directly affected by the relaxation of minority
exemptions. Note that they were between 24 and 43 years old in 1969, which limits
the possibility that our findings are driven by the potential effects of the policies on
marriage market dynamics. Indeed, among these cohorts, over 90% of women were
already married by age 24 and divorces were extremely rare, below 1% (Scharping,
2013, p.239-240). The unit of our empirical analysis is a woman because fertility is
observed at the female level; but in the discussion we use the words "woman" and
"couple" interchangeably since marriage is universal and stable. Summary statistics
8 Hukou

is an official record that includes, among other characteristics, either a rural status or an
urban status. This essential dimension determines the eligibility for state welfare programs. Transfer
from urban to rural hukou or the other way around is highly restricted (Chan, 2009).
9 The age-specific fertility rate for women aged 45 and older is extremely low (Coale & Chen,
1987).
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for our main samples are shown in Table 2.2. We observe 57,570 minority women
and 726,907 Han women. The vast majority of the minority sample hold a rural
hukou and belong to one of the 14 largest minority groups.
In addition, we use the 1% sample of the 1982 census (hereafter the 1982 Census)
and the 20% sample of the 2005 One-percent Population Survey (hereafter the 2005
Mini-census) to look at aggregate levels and trends over a long time period.10 We
also use older cohorts surveyed in the 1982 Census to conduct a placebo test and an
event study supporting the common trends assumption. Other important sources of
data are (i) Coale and Chen (1987) who provide the provincial age-specific fertility
rates in 1969 necessary for our measure of policy exposure;11 and (ii) the provincial
socioeconomic characteristics in 1950–1969 from the National Bureau of Statistics
of China (2010) that we use to construct some control variables. Note that provincial data before 1969 is missing for Hainan and Chongqing so we exclude these
provinces. We also exclude Beijing, Tianjin, Shanghai, and Tibet; these provinces are
outliers in terms of socioeconomic development and the common trends assumption is unlikely to hold if we include them. Finally, we exclude migrant women from
our sample. They account for only 1.2% of observations because internal migration
was under strict control at that time.
Our fertility outcome – completed fertility – is the key indicator in the literature
on fertility transitions. Another potential outcome could be birth intervals since
the Han-targeting policies put restrictions on spacing as well. However, the census
does not provide the birthdates of all children so we cannot estimate spillovers in
the timing of births. We also discuss the sex ratio at birth, for which we do not find
any evidence of a first stage generated by the LLF campaign. Lastly, one may be
concerned about the quality of fertility data in China. High frequency birth statistics
started being produced once the OCP bureaucracy was in place, and these numbers
were potentially subject to manipulation given the high political stakes. But our
analysis relies on census data and focuses on the early period, when monitoring
was still loose. According to historians, censuses are the best source of data and
neither local officials nor households had strong incentives to underreport births in
the 1970s (Scharping, 2013, p.206).
10 In

the econometric analysis, we cannot use the 2005 Mini-census, which is only a 0.2% sample of
the total population, because the number of observations per reference group is too small. The 1982
Census provides fertility data for cohorts 1918-1925. These cohorts had very little exposure to family
planning policies and we find the same results if we include them in the analysis.
11 Coale and Chen (1987) tabulated the rates based on data from the China’s One per Thousand
Sample Fertility Survey collected by the State Family Planning Commission in 1982.
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TABLE 2.2: Summary Statistics

Minority sample
Mean
SD

Han sample
Mean
SD

Completed fertility
Completed fertility for 1926 cohort
Completed fertility for 1945 cohort
Reference group average fertility (ȳ( i) )
Expected reduction for Han women (ER)
ER under LLF
ER under OCP
ER for 1926 cohort
ER for 1945 cohort
Han Share (s H )
Han Share x ER
Age in 1990
Rural hukou
Literate
Ever attend junior high school
Ever attend senior high school
Ever obtain vocational education
Ever attend college
Zhuang
Hui
Man
Miao
Uyghur
Tujia
Yi
Mongol
Tibetan
Buyei
Yao
Dong
Korean
Bai
Other ethnic groups

5.110
5.210
4.539
5.096
1.586
1.585
0.001
0.064
3.438
0.470
0.753
53.472
0.865
0.289
0.072
0.024
0.011
0.005
0.206
0.096
0.086
0.081
0.079
0.076
0.071
0.042
0.035
0.034
0.029
0.026
0.025
0.025
0.089

4.612
4.927
3.630
4.613
1.530
1.530
0.000
0.073
3.375
0.963
1.472
53.796
0.789
0.378
0.108
0.036
0.014
0.008

Observations

57570

2.380
2.592
2.110
0.939
1.227
1.226
0.006
0.046
0.912
0.308
0.825
5.620
0.342
0.453
0.258
0.152
0.102
0.068
0.405
0.294
0.281
0.273
0.270
0.265
0.256
0.200
0.185
0.180
0.168
0.160
0.155
0.155
0.285

1.978
2.395
1.392
0.938
1.261
1.262
0.004
0.060
1.134
0.104
1.235
5.674
0.408
0.485
0.310
0.187
0.119
0.089

726907

Note: Sample: women born between 1926 and 1945 from the 1990 Census. ȳ( i) is the average fertility
of all women except woman i in her reference group. Han share (s H ) is the share of Han in a woman’s
reference group. ER is the expected reduction in fertility to meet birth quotas set by family planning
policies.
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Measure of policy exposure

Our identification strategy requires isolating the change in Han fertility driven by
family planning policies. We construct a measure of policy exposure reflecting the
idea that the expected reduction in fertility depends on a woman’s age when the
LLF and OCP quotas are implemented. Young, childless women are fully exposed
whereas older women who already completed their fertility are not exposed at all.
For age groups in-between, one option would be to use a linear function of age to
capture their partial exposure. But fertility rates are not constant between 15 and 50
years old. Therefore, following Chen and Fang (forthcoming), we rely on the agespecific fertility rates observed just before the policy in 1969 to get a more precise
relationship between age and the intensity of exposure. For each age group, we
predict (i) how many additional children would be born in the absence of family
planning policies, assuming that a woman would experience the 1969 age-specific
fertility rates in her lifetime; and (ii) how many of these births were authorized by
the LLF or OCP policy. Our measure of policy exposure is the difference between
the two, which we call expected reduction (ER). It indicates how many births would
not happen due to the policies if quotas were perfectly enforced and if fertility levels
had otherwise remained constant over time.
For a given cohort of Han women, the policy exposure varies across provinces
because the implementation of the LLF campaign did not start everywhere in the
same year (see Figure 2.1a). In addition, pre-policy fertility rates differed by province
and by hukou status. Figure 2.1c and Figure 2.1d plot the spatial distribution of the
total fertility rates in 1969 in rural and urban areas, respectively. In Section 2.8.3 in
the Appendix, we show that the identification of spillovers does not hinge on this
second source of spatial variation: we find the same estimate if we use the national
fertility rates for everyone.12
Table 2.3 illustrates how we constructed the expected reduction triggered by the
LLF policy (ER LLF) for women in different cohort-province-hukou groups. A comparison of columns (1) and (2) indicates how the measure varies across cohorts in
the Jiangsu province, where the LLF policy started in 1973. Women born in 1945
12 Our

preferred measure of policy exposure uses hukou-specific provincial fertility rates to be consistent with our econometric specification, which is a linear model in levels with homogeneous parameters. Since the policy imposes the same quota on all Han Chinese, the impact of the policy in
terms of number of children mechanically depends on initial fertility levels. We incorporate this heterogeneity into the exposure variable and interpret the homogeneous treatment effect as the fraction
of the expected reduction that is actually implemented. We discuss potential heterogeneous treatment effects in Section 2.8.3 in the Appendix.
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TABLE 2.3: Examples of constructing the measure of exposure to LLF

Panel A.
Province, hukou
Cohort
Policy year
Age in policy year

Jiangsu, rural Xinjiang, rural
1930 1945 1930
1945
1973 1973 1975
1975
43
28
45
30

Xinjiang, urban
1930
1945
1975
1975
45
30

Panel B.
Policy quota
AFR(15-19)
AFR(20-24)
AFR(25-29)
AFR(30-34)
AFR(35-39)
AFR(40-44)
AFR(45-49)
TFR in 1969

2
0.026
0.248
0.296
0.205
0.142
0.070
0.008
4.975

2
0.026
0.248
0.296
0.205
0.142
0.070
0.008
4.975

2
0.15
0.317
0.341
0.259
0.146
0.113
0.046
6.86

2
0.15
0.317
0.341
0.259
0.146
0.113
0.046
6.86

2
0.008
0.296
0.29
0.166
0.142
0.076
0.076
5.27

2
0.008
0.296
0.29
0.166
0.142
0.076
0.076
5.27

Panel C.
Number of children already born
Number of children to be born
ER LLF

4.951
0.024
0.024

2.258
2.717
2.717

6.63
0.23
0.23

4.04
2.82
2.82

4.89
0.38
0.38

3.136
2.134
2.134

Note: Panel A: policy year is the year when the provincial fertility leading group was formed (Chen
& Fang, forthcoming). Panel B: provincial age-specific fertility rates (AFR) are taken from Coale
and Chen (1987). Panel C: we combine the information in Panel A and B to measure the exposure
to LLF for each province-hukou-cohort group. Specifically, we use the AFR in light gray to predict
the average number of children already born when the policy started, and the AFR in dark gray to
predict the number of children to be born in the absence of the policy. When the number of children
already born is larger than the policy quota (2 births), the expected fertility reduction (ER LLF) is
equal to the number of children to be born. Section 2.8.2 in the Appendix provides more details on
the general formula that we use to construct ER.
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were 28 years old; the average woman had experienced age-specific fertility rates
between ages 15 and 28, cumulating to 2.3 children already born. She was expected
to experience later the rates between ages 29 and 49, cumulating to 2.7 children to be
born. None of these additional births would be authorized by the policy because the
number of children already born was higher than the policy quota. For this cohort,
our measure ER LLF is therefore equal to 2.7. If we consider the 1930 cohort instead,
the excepted reduction is almost zero because fertility rates are very low between
ages 44 and 49. Columns (3) and (4) show that, for the same cohorts, the measure
is different in Xinjiang because (i) the policy started later and (ii) 1969 fertility rates
were higher. Lastly, columns (5) and (6) illustrate that within the same provincecohort group, ER LLF differs by hukou status since initial fertility levels are usually
lower in cities. In the same way, we construct a measure of exposure to OCP (ER
OCP). It is noteworthy that, since the vast majority of women in our sample already
had two children in 1979, ER OCP is close to zero with little variation and hence
contributes very little to identification. We define the total policy exposure ER as
the sum of ER LLF and ER OCP. As reported in Table 2.2, ER is, on average, equal
to 1.5 births and ranges from almost zero for the oldest cohort (1926) to 3.4 for the
youngest cohort (1945). Section 2.8.2 in the Appendix provides more details about
the construction of ER; in particular, we discuss (rare) cases in which ER is lower
than the number of children to be born because the quota had not been reached.

2.3.3

Descriptive evidence

Figure 2.2a shows that the expected reduction in fertility for the Han is reflected
in the evolution of actual fertility. The graph plots the average ER and the average completed fertility of Han women cohort by cohort. Vertical red lines indicate
which cohorts belong to our main sample; in addition, we use data from the 1982
Census and 2005 Mini-census to extend the time window. Han women born before
1930 gave birth to slightly more than five children. Afterwards, fertility started to
decrease, especially quickly between the cohorts of 1930 and 1945, and reaches two
children for women born in 1960. The start and speed of the fertility decline coincided with changes in ER, increasing strongly during LLF and more slowly during
OCP.
Although minorities were not targeted by family planning policies, their fertility
also decreased during the period. It could be due to spillovers and/or because fertility decline is in fact driven by other forces affecting both Han and minority women.
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F IGURE 2.2: Completed fertility and expected fertility reduction by ethnicity and by local Han share
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( B ) Minority Chinese
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Note: Completed fertility and prefecture-level share of Han are calculated based on the 1982 and 1990
Censuses and the 2005 Mini-census. The sample consists of women aged 45–64 in the censuses, who
were born between 1918 and 1960. The econometric analysis of the spillovers focuses on cohorts
between the two red vertical lines. In Figure (a), black dots represent the measure of policy exposure
(ER) for each cohort of Han Chinese. Gray diamonds represent the evolution of completed fertility
for Han women. In Figure (b), black dots represent the measure of policy exposure (ER) for each
cohort of Han Chinese. Light (resp. dark) gray diamonds represent the evolution of completed
fertility for minority women living in prefectures with more than 60% (resp. less than 60%) of the
population being Han. We chose the 60% cut-off to have roughly the same number of prefectures in
both categories.
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To disentangle these two explanations, we compare minority women living in places
with different shares of Han. Figure 2.2b plots ER against fertility outcomes for minorities, looking separately at prefectures where the share of Han Chinese is above
and below 60%. The decline in the fertility of minorities starts earlier and is faster
in high Han-share prefectures. As a result, minority women in "high" prefectures
have, on average, one child less than women in "low" prefectures among cohorts
born after 1945. In contrast, for older cohorts born before 1930, fertility was higher
in prefectures dominated by Han Chinese.
Another fertility outcome of interest is the gender composition of minorities’ offspring. Sex selection has been documented as one of the unintended consequences
of China’s OCP (Ebenstein, 2010). However, we cannot use our design to study
spillovers in sex selection decisions because, in line with the recent findings of Chen
and Huang (2020), we find no evidence of the LLF campaign having an impact on
sex ratios at birth among Han Chinese. Figures 2.5a and 2.5b in the Appendix plot
the share of male births by the mothers’ cohort, for Han and minorities, respectively.
Among Han women, sex ratios remained constant between the cohorts of 1926 and
1945. It was only after 1945, for cohorts more exposed to OCP, that sex ratios became
more imbalanced. Turning to minority women, there is no change in levels and no
divergence between prefectures with high and low shares of Han during the period
1926-1945. We conclude that sex selection does not play an important role in our
context.
Figures 2.2a and 2.2b provide suggestive evidence that family planning policies
triggered a fertility decline among Han women that spilled over onto minorities.
Next, we formalize the econometric specification and the identification assumptions
needed to reach conclusive evidence.

2.4
2.4.1

Reduced-form approach
Empirical strategy

To identify the causal effect of family planning policies, we implement a differencein-differences strategy. Specifically, we consider the following equation:
yi = rERrpc(i) + bXi + lZrpc(i) + hc(i) + µrd(i) + trp(i) c + # i

(2.1)

22

Chapter 2. Spillovers in childbearing decisions and fertility transitions

where yi is the completed fertility of woman i holding hukou r, living in prefecture
d within province p, and belonging to cohort c. hc(i) is a set of cohort fixed effects
capturing changes common to all places and µrd(i) is a set of prefecture-hukou fixed
effects capturing time-invariant characteristics associated with both exposure and
fertility. We also include a set of province-hukou-specific time trends trp(i) c to capture any linear trend in outcome-determining variables.13 Xi is a set of exogenous
characteristics (ethnic group and educational level) measured at the individual level
and Zrpc(i) is a vector of provincial characteristics controlling for potentially different changes in socioeconomic development (log of gross regional product per capita,
population density, number of secondary school teachers per capita, number of hospital beds per capita, and number of health workers per capita).14 Standard errors
are clustered at the province-hukou-cohort level, at which ERrpc varies.
We use equation 2.1 to estimate the average policy effect on the fertility of Han
Chinese and Minority Chinese, separately. Then we test whether the response of
Minority Chinese varies with the local share of Han (s H ) by estimating the following
equation:

H
yi = r0 ERrpc(i) + fsrd
(i ) ERrpc(i ) + bXi + lZrpc(i ) + hc(i ) + µrd(i ) + trp(i ) c + # i

(2.2)

Compared to equation 2.1, equation 2.2 has three advantages. First, we can test
for the existence of a direct effect of the policies on minorities. r0 captures the policy impact in places without Han women, i.e., where spillovers cannot be at play.
If minorities were in fact not exempted from birth quotas, if they were convinced
by the propaganda in favor of small families, or if better access to contraceptives
increased women’s control over births, then r0 should be negative. Second, we can
test whether the causal effect is proportional to the share of Han. As we show in
Section 2.6, f is informative about the endogenous peer effect parameter in a standard linear-in-means model. If f 6= 0, this is sufficient to prove the existence of
spillovers. Third, we can measure the Han share at the prefecture-hukou level, exploiting thus a spatial source of variation that is more local than the province-hukou
13 ER does not vary linearly with age so we can exploit deviations from a linear trend for identification. In Section 2.8.3 in the Appendix, we provide support for the inclusion of provincial linear
trends by showing that specifications without trends overestimate the coefficients of interest.
14 These controls are measured when cohort c turned age 24 (between 1950 and 1969) to capture
changes in fertility driven by socioeconomic development before LLF. We allow these effects to differ
by pre-policy fertility level, by adding the interaction of provincial characteristics and 1969 fertility
rates.
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level. In this specification, we cluster standard errors at the prefecture-hukou-cohort
H ER
H
level, at which srd
rpc varies. Note that the main effect of srd is absorbed by the
fixed effects µrd .15
Identification relies on a common trends assumption: in the absence of family
planning policies, the changes in completed fertility between two cohorts would
be the same for all prefecture-hukou groups, conditional on the covariates. We will
provide support for this assumption in two ways. First, we discuss potential concomitant shocks like the Great Chinese Famine, the Cultural Revolution, and the
Send-down Movement. We show that our estimates are not confounded by these
other events. Second, we show that pre-trends are parallel using (i) a placebo test
on older cohorts and (ii) an event-study analysis.

2.4.2

Estimation results

As a preliminary step, we estimate equation 2.1 on the Han sample to confirm that
the policies indeed had a negative effect on their fertility. Results are reported in
column (1) of Table 2.4. We get an estimate of r = 0.2 significantly different from
zero at 1%. For an expected reduction of one birth, we estimate an actual reduction
of 0.2 births among Han Chinese. The remaining part was either not enforced or
was driven by other factors. Since average ER for each cohort varies from zero to
3.4 in the sample, the estimated r implies that Han women reduced their fertility
by about 0.2 ⇤ 3.4 = 0.7 births between cohorts 1926 and 1945 in response to family
planning policies.
Turning to the minority sample, we find a negative average effect in column
(2) of Table 2.4. The coefficient is large and imprecisely estimated, suggesting that
the average effect may mask substantial heterogeneity. In column (3), we allow the
effect to vary with the Han share as per equation 2.2. The estimated r0 is small
and not significantly different from zero, thus providing no evidence of a direct
policy effect. f is significantly different from zero at 1%. The magnitude of the point
estimate implies that, when Han women are expected to reduce their fertility by
one child, a minority woman gives birth to 0.2 fewer children if the share of Han in
her locality is close to 100%; if instead the share is 50%, she reduces her completed
fertility by only 0.1 births. Given the average Han share in our minority sample
(47%) and the observed variation in ER, we estimate that, through spillover effects,
15 The Han share, measured in 1990, is very stable over time because migration is limited and ethnic

identities rarely change.

-0.7 births
0.217
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726907

Average policy effect, cohort 1945
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Number of clusters
Mean dep var
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No

-0.156
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(4)
(5)
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Completed fertility

0.163
5380
5.110
57570

0.026
(0.170)
-0.209***
(0.044)
Yes
Famine
Send-down
Cultural Revolution

Other events

(8)

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered at the province-hukou-cohort level in columns
(1) and (2), and at the prefecture-hukou-cohort level in columns (3)-(8).
2. ER is the expected fertility reduction to meet the birth quota set by family planning policies and is measured at the province-hukou-cohort level.
H is the share of Han in prefecture d holding hukou r.
srd
3. Baseline controls: prefecture-hukou fixed effects, cohort fixed effects, province-hukou-specific cohort trends, individual-level controls, and
province-level controls. Individual-level controls include dummy indicators of educational attainment and ethnic identity. Province-level controls include secondary school teachers per capita, health workers per capita, hospital beds per capita, logarithm of gross regional product per
capita, and population density measured at age 25 and the interactions of these variables with provincial total fertility rates in 1969.
5. See Table 2.8 and Table 2.9 in the Appendix for details on the additional controls.
4. The analysis is based on a sample of women born between 1926 and 1945 from the 1% sample of the 1990 Chinese census data.
5. The average policy effect for Han women born in 1945 is the product of the average exposure and the estimate from column (1) (3.4 ⇥ ( 0.2) =
0.7). The average policy effect for minority women born in 1945 is the product of the average local Han share, the average Han exposure, and the
estimate from column (3) (0.47 ⇥ 3.4 ⇥ ( 0.2) = 0.3).
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No
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(1)
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Sample

Dep. var.

TABLE 2.4: Direct and spillover effects of family planning policies on completed fertility
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family planning policies indirectly contributed to a reduction of 0.2 ⇥ 0.47 ⇥ 3.4 =
0.3 births in the completed fertility of minorities between cohorts 1926 and 1945.
Furthermore, we can address the concern that the potential direct effect might
exist only in places with a large share of Han, for reasons unrelated to spillovers.
In column (4) of Table 2.4, we control for the interaction of ER and the share of
Han at the province-hukou-cohort level. Our estimates remain very stable, suggesting that only the local (prefecture-level) Han share matters. This is in line with the
spillover interpretation and rules out the hypothesis that f captures differences in
policy implementation between coastal and inland provinces. Then, we consider
heterogeneity by socio-economic development, which is correlated with s H . We allow the direct effect to vary by hukou type, literacy, and education at the individual
level in column (5) and at the prefecture-hukou level in column (6). The estimate
of f remains sizable and significant at 1%, indicating that even very conservative
specifications provide evidence of spillovers. Lastly, we address the concern that,
within a province, authorities might target places with many Han Chinese in order
to maximize the impact of resources allocated to family planning. To construct a
proxy of how much effort would be devoted to each prefecture-hukou unit within a
province, we rank them according to the size of the Han population. If f captured
the targeting of family planning activities rather than local spillovers, the coefficient
should become zero when we control for the rank interacted with ER. We show in
column (7) that this is not the case. The local share of Han Chinese still predicts a
reduction in the fertility of minorities whereas the number of Han Chinese relative
to other localities in the province does not.

2.4.3

Support for the common trends assumption

Potential confounding shocks
We support the common trends assumption by examining concomitant shocks. We
consider three important events that could have potentially affected the fertility of
minorities born between 1926–1945: the Great Chinese Famine (1959–1961), the Cultural Revolution (1966–1976), and the send-down movement (1962–1979). Exposure
to these events varies across cohorts – they were at different stages of their reproductive lives – and across provinces and hukou types – they were hit more or less
strongly. We check that the coefficients on ER and s H ER do not capture the impact
of these shocks.
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We construct a measure of exposure to each event, taking into account (i) how
many births would have happened in the absence of the event during the relevant
time period, and (ii) the local intensity of the event. We allow impacts on fertility
to differ by hukou status. To quantify the intensity of each event, we build upon the
literature. Regarding the great Chinese famine, we follow Chen and Yang (2016)
and construct a cohort loss index at the prefecture level capturing the effect of the
famine on surviving births. This index measures the percentage deviation from a
prefecture-specific linear trend in cohort size during the years 1958–1963. As for the
send-down movement, we use data from Gu (1997, p.302) on the number of sentdown youths (SDY) that settled in a given province in a given year, per 1,000 inhabitants. Over 90% of the urban SDYs were sent to rural areas of their own province
(Gu, 1997, p.304). Therefore, our measure captures two sides of the same coin: experiencing the inflow of young people for rural women versus the outflow of young
people for urban women. Lastly, we approximate the strength of the Cultural Revolution using the number of victims of political events recorded in local gazetteers
gathered by Walder and Lu (2017). We aggregate the data at the province-year level
and scale it by provincial population size. In column (8) of Table 2.4, we add the
exposure to these potential confounding shocks to the baseline regression. The estimated r0 remains small and insignificant, and the estimated f barely changes in
magnitude and remains significant at 1%.16
Pre-trends
We complement the findings on concomitant shocks with an analysis of pre-trends.
We show that the evolution of completed fertility among older, hence unexposed,
cohorts was not systematically related to the local share of Han nor to the future
exposure of younger cohorts.
The first piece of evidence is a placebo test. We focus on the unexposed cohorts observed in the 1982 census (1918–1929) and we assign the policy exposure
of younger cohorts (1934–1945) to them.17 We use this placebo ER in equations 2.1
and 2.2 and report the results in Table 2.10 in the Appendix. The coefficient on the
placebo exposure is not significant and, if anything, is positive. The coefficient on
the placebo interaction term is a precise zero. Therefore, in the baseline analysis,
16 Table

2.9 in the Appendix provides more details on the construction of the control variables and
their correlation with fertility.
17 Note that the baseline sample consists of 20 cohorts (1926–1945) but we only observe 12 unexposed cohorts for the placebo test. To have a perfect point of comparison, we restrict the sample to
the 12 youngest cohorts (1934–1945) in the baseline specification; estimates are the same as with the
whole sample.
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our variable s H ER is not correlated with pre-trends in the fertility of minorities that
would vary between prefecture-hukou groups.
The second piece of evidence comes from an event-study analysis. Using the
sample of minority women born between 1918 and 1945, we compute for each
cohort how old they were when the LLF campaign was launched in their own
province. We then regress completed fertility on the interactions between age group
dummies and the share of Han. Figure 2.3 plots the coefficients on each interaction
term and the corresponding 95% confidence interval.18 Each coefficient represents
the partial correlation between the local share of Han and the average fertility of
minorities for women of different ages when the LLF campaign was launched. To
relate these correlations to the policy exposure of Han women, we plot the average
ER for each age group on the same graph. The figure shows that as long as Han
women were too old to be exposed to the policies, the fertility of minorities does not
correlate with the local Han share. A significant correlation appears when the Han
peers were younger than 40 at the start of LLF; it becomes stronger as Han women
were younger and hence more exposed to the LLF campaign. An event study of the
Han sample reveals that 40 years old is precisely the age threshold below which Han
women started to reduce their fertility; the magnitude of the reduction goes hand
in hand with our measure of policy exposure.19 In short, it is only when the LLF
started affecting the Han women that fertility started diverging between minority
women who had high and low shares of Han among their peers.

2.5

Mechanisms

Fertility spillovers may operate through two main channels: general equilibrium
effects and social interactions. For each channel, we proceed in three steps. First, we
discuss the conditions of existence. Second, we identify the ethnic groups for whom
these conditions are likely to be met using the classification described in Section
2.2.2. Third, we test whether the fertility response to family planning policies is
stronger among these groups.
18 Notes

below Figure 2.3 provide more details on the sample and the econometric specification.
Han event study is presented in Figure 2.6 in the Appendix. We regress completed fertility
on age group dummies and plot the estimates and 95% confidence intervals. The omitted category
is the oldest age group (50-51 y.o.). The figure shows that the trend is flat between ages 40-41 and
ages 50-51. Fertility starts decreasing among women aged under 40 when the LLF was launched.
Coefficients become larger as the expected reduction in fertility ER increases.
19 The
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Note:
1. We use a sample of minority women aged between 26 and 51 years old when LLF was launched.
Individual observations come from the 1% sample of the 1982 census (for cohorts 1918–1937) and
1990 census (for cohorts 1926–1945). We collapsed the data at the prefecture-hukou-cohort level (rdc).
2. We estimate the following event study model:
M
ȳrdpc
=

25

Â

j=13

H
x j srd
{2j  (c

M
LLFp )  2j + 1} + erdc
.

(c LLFp ) is the age of cohort c when LLF was launched in province p. We created bins of two years
H is the share of Han in prefecture d holding hukou r.
to have enough observations per age group. srd
M
ȳrdpc is the average completed fertility of minority women in group rdc.
3. The plot shows the event study estimates x j together with the 95% confidence intervals. The
coefficient for age group 2j on the graph corresponds to x j and measures the partial correlation between the share of Han and completed fertility for minority women aged 2j or 2j + 1 when LLF was
launched.
4. Light gray diamonds represent the measure of policy exposure (ER) for the average Han woman
in each age group (note that the y-axis is reversed). Standard event studies display a vertical line
separating the before and after periods. Our design is richer since we can predict the continuous
intensity of exposure. The before period is formed by women aged 46 and more when LLF was
launched (ER = 0). In the after period, exposure increases slowly until age 40 and more quickly for
younger women.
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An economic channel

The quantity-quality (Q-Q) trade-off model of Becker (1991) predicts that, when the
fertility of a Han couple is exogenously reduced, parents will invest more in each
of their remaining children. The resulting increase in the average child quality may,
in turn, raise the perceived returns to investments in quality if parents view the
future as a tournament in which weaker children are left behind. This may prompt
minority parents to raise their quality investments at the expense of quantity. This
intuition has been recently formalized by Kim et al. (2021): they propose a model
with status externalities and endogenous fertility and use it to explain how low birth
rates and expensive education reinforce each other nowadays in South Korea. In our
context, such a channel can work under two conditions: (i) Han parents respond to
family planning policies by increasing quality investments; and (ii) minority parents
decide to keep up with the Han. We focus on one dimension of quality – education –
because, using data from the 1990 census, we can directly test when both conditions
hold for educational investments.
We construct a sample of children aged between 16 and 25 years old, who lived
with their parents in 1990. Co-residence is necessary to observe the mother’s exposure to family planning policies. The age restriction reflects the trade-off between
sample selection and censoring: older children leave the household upon marriage
while younger children have not yet completed compulsory schooling (9 years of
education).20 Our measure of education is a dummy indicating whether the child
attended school beyond the compulsory level, i.e., completed at least some senior
high school. To look at the impact of policies on education, we estimate a variant of
equations 2.1 and 2.2 for child i whose mother was born in year c.
We test the first condition, related to Han behavior, in Table 2.5 Panel A. To build
confidence in the children sample, we start by replicating the fertility result by looking at the number of siblings ever born in column (1). Increasing the mother’s expected reduction in fertility by one reduces the child’s number of siblings by 0.14,
which is not significantly different from the baseline Han estimate. Turning to the
education outcome, in column (2), we find that the same variation leads to a 1.3
percentage points increase (10% of the mean) in the probability of attending senior
high school. Under the assumption that family planning policies affect educational
outcomes only through the effect on the number of siblings, our estimates imply
20 30%

of 16 to 25 year-olds were not registered in the same household as their parents in 1990. If
we restrict the sample to children between 16 and 23 years old, this proportion drops to 10% and we
find similar but less precise estimates.
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that having one additional sibling reduces the probability of attending senior high
1.3
school by 0.14
= 9 percentage points.21 In terms of heterogeneity, Li and Zhang
(2017) argue that the Q-Q trade-off is more salient when fathers are employed in the
non-agricultural sector. Following their lead, we classify paternal occupations by
educational requirement (see details below Table 2.5). Column (3) shows that the
educational response to birth quotas is driven by fathers working in an educationintensive occupation.
We turn to the minority sample in Panel B to test the second condition. When we
consider all children, we confirm that the average policy exposure in the mother’s
reference group leads to a reduction in the number of siblings (column 1) but this
does not translate into more education (column 2). This is not surprising since most
minority Chinese work in occupations requiring low levels of education, and we
know from Panel A that their Han counterparts did not increase educational investment in their children. We hypothesize that only some ethnic groups, those
commonly engaging in education-intensive and Han-dominated occupations, are
likely to respond positively because they expect their children to compete with increasingly qualified Han. We provide support for the hypothesis in column (3) by
showing that these groups respond differently (see details below Table 2.5). The coefficient on the interaction term is significant at 5% and the magnitude is large and
comparable to the Han sample. By contrast, exposure has no impact on education
among children from ethnic groups who weakly compete with the Han.
We conclude that the conditions of existence of the educational channel are only
met among ethnic groups facing a skilled competition from the Han in the labor
market. If such a channel mediates spillovers, we should observe a stronger fertility
response among these groups. In Table 2.6, we report the reduced-form estimates
for different categories of minority women. The first column indicates that the coefficient is twice as large for ethnic groups competing with the Han as for other
groups. These results provide suggestive evidence supporting the educational channel. Nonetheless, the fertility response is large and significant even in groups that
did not increase their educational investments. For them, the economic channel may
still be at play through changes in other forms of investments, like physical capital,
21 Other

studies have provided evidence of a Q-Q trade-off in China (Li & Zhang, 2017; Liu, 2014;
Rosenzweig & Zhang, 2009). Li and Zhang (2017) instrument the number of siblings by the intensity
of OCP enforcement and find that an extra sibling reduces junior high school attendance (grade seven
to nine) by 11-13 percentage points. Rosenzweig and Zhang (2009) use the incidence of twinning
under OCP as an exogenous fertility shock in rural families. They find that an extra sibling causes a
reduction in schooling by 0.23 to 0.65 years.

2.5. Mechanisms

31

TABLE 2.5: Quality-Quantity trade-off

Dep. var.:
Panel A. Han Chinese children
Mother’s Exposure (ER)
Father’s occupation education-intensive
⇥ Mother’s Exposure
2
R
Number of clusters
Mean dep var
Observations
Panel B. Minority Chinese children
Han share ⇥ Mother’s exposure (s H ⇥ ER)
Strong labor market competition with Han
⇥ Han share ⇥ Mother’s Exposure
2
R
Number of clusters
Mean dep var
Observations

(1)
(2)
(3)
# siblings Attend senior HS
-0.142***
(0.041)

0.013**
(0.005)

0.353
1000
4.088
775542

0.276
1000
0.134
775542

-0.242***
(0.051)

-0.003
(0.004)

0.288
4284
4.873
66510

0.273
4284
0.086
66510

0.005
(0.005)
0.007***
(0.002)
0.282
1000
0.134
775542
-0.004
(0.004)
0.011**
(0.005)
0.273
4284
0.086
66510

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column of each panel represents a separate regression. Robust standard errors in parentheses
are clustered at the province-hukou-cohort level in Panel A and at the prefecture-hukou-cohort level
in Panel B.
2. The analysis uses a sample of children aged 16-25 who are registered in the same household as
their parents in the 1990 Census. We focus on children whose mothers were born between 1926 and
1945 to be consistent with the sample used in Table 2.4.
3. The dependent variable in column (1) is the total number of siblings ever born. The dependent
variable in columns (2) and (3) is a dummy equal to one if the child attended school beyond the
compulsory level i.e. completed at least some senior high school (> 9 years of education).
4. Panel A uses the same specification as column (1) of Table 2.4. Panel B uses the same specification
as column (3) of Table 2.4; in particular we control for ER to capture a potential direct effect of family
planning policies on minorities.
5. In column (3) of Panel A, we allow the coefficient on ER to vary by the educational requirement
of the father’s occupation. We consider that an occupation is education-intensive if the fraction of
workers who have ever attended senior high school is above the median (13%) among all occupations. Section 2.8.1 in the Appendix provides details on the classification of occupations.
6. In column (3) of Panel B, we allow the coefficient on s H ⇥ ER to vary by the ethnic group’s level
of competition with Han Chinese in the labor market (see notes below Table 2.1).
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financial capital, and health. Unfortunately, the census provides very limited information on these dimensions. An alternative explanation is that social interactions
also have an important role.

2.5.2

A social channel

Conformism is often modeled in economics as a utility cost generated by the distance between own behavior and average group behavior (Patacchini & Zenou,
2012). This concept cannot explain spillovers from Han women onto minority
women if our empirical groups are irrelevant from a social perspective. In other
words, we expect minority women to be socially influenced by Han women in the
same prefecture-hukou-cohort group if and only if they interact with each other and
share the same fertility norms. Munshi and Myaux (2006) propose that couples
learn about changes in the reproductive equilibrium through their social interactions; they show that, in Bangladesh, changes occur independently across religious
groups in the same village because interactions and norms do not cross religious
boundaries. In the same vein, we aim to identify ethnic groups in which women, (i)
have knowledge of, and (ii) are willing to conform to Han fertility behavior.
Following Spolaore and Wacziarg (2022), we argue that linguistic distance is a
key determinant of the diffusion of small families. First, individuals who share a
common language face lower barriers to learning about new behaviors. Second,
they are more likely to obey the same authorities that legitimate and enforce the
rules sustaining the new reproductive equilibrium. However, the linguistic proximity might be a necessary but insufficient condition if minorities are cut off from the
Han world. For instance, Daudin et al. (forthcoming) argue that internal migration
was a key driver of the convergence in regional fertility rates within France. This
mechanism was not at play in our context, where migration was strictly limited.
Given the lack of information transmission technologies, physical distance presumably hindered the learning and coordination process. Therefore, our hypothesis is
that ethnic minorities using their own written language or residing in their own autonomous communities are unlikely to include Han Chinese in their social groups.
Contrary to the educational channel, we are unable to test this hypothesis because,
to our knowledge, there is no information on the ethnic composition of social networks in China in the 1970s.
In short, we expect the social influence of Han couples to be concentrated on ethnic groups that are culturally integrated, in terms of language and residence. We test
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TABLE 2.6: Spillover effects, by level of labor market competition and
cultural integration

Dep. var.: completed fertility of minorities

(1)

Economic channel: labor market competition with Han
Weak ⇥ Han share ⇥ Exposure
-0.189***
(0.043)
Strong ⇥ Han share ⇥ Exposure
-0.365***
(0.053)
Social channel: cultural integration with Han
Weak ⇥ Han share ⇥ Exposure
Strong ⇥ Han share ⇥ Exposure
The interplay of both channels
No channel ⇥ Han share ⇥ Exposure

(2)

-0.026
(0.049)
-0.306***
(0.044)
-0.013
(0.051)
-0.152**
(0.071)
-0.280***
(0.045)
-0.431***
(0.053)

Only economic channel ⇥ Han share ⇥ Exposure
Only social channel ⇥ Han share ⇥ Exposure
Both channels ⇥ Han share ⇥ Exposure
R2
Number of clusters
Observations

(3)

0.163
5380
57570

0.163
5380
57570

0.163
5380
57570

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the prefecture-hukou-cohort level.
2. All columns use the same specification and sample as column (3) of Table 2.4. Each row represents
H ER interacted with a dummy for each category of ethnic groups: weak vs. strong
the coefficient on srd
labor market competition in column (1) and weak vs. strong cultural integration in column (2).
In column (3), no channel means weak competition and weak integration (27,653 obs„ mean dep.
var.=5.12); only economic channel means strong competition and weak integration (3,827 obs., mean
dep. var.=4.88); only social channel means weak competition and strong integration (16,617 obs.,
mean dep. var.=5.25); both channels means strong competition and strong integration (9,473 obs.,
mean dep. var.=4.92). Note that we control for ER in all regressions.
3. Table 2.1 provides details on the classification of ethnic groups by level of labor market competition
and cultural integration.
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whether the spillover effect of Han-targeting policies is higher among these groups
in Table 2.6, column (2). We find a large and significant reduced-form estimate for
them, whereas the coefficient is a precise zero for groups that are less integrated.22
Such a difference suggests that the fertility response of ethnic minorities is indeed
partly mediated by social interactions.
Since ethnic minorities affected by the social channel are not the same as those
affected by the economic channel, we can look at the interplay in column (3). Interestingly, we find no spillovers at all onto minorities characterized by a weak labor
market competition and a weak cultural integration. The economic channel without the social channel is sufficient to generate large, significant spillovers, and vice
versa. Finally, when both channels are present, the coefficient is close to the sum
of the coefficients estimated when each channel plays individually. We conclude
that economic and social forces are both important and act independently of each
other. This is consistent with historical evidence from France (de la Croix & Perrin,
2018) and South Korea (Myong et al., 2021) showing that, although economic incentives explain a substantial part of the fertility and education transitions, additional
explanatory power can be gained by incorporating cultural norms.

2.5.3

Alternative explanations

There are alternative mechanisms through which the economic and social channels
may operate: changes in female opportunity cost of time and social learning about
birth control. We explain why they are unlikely to drive spillovers in our context.
Starting with general equilibrium effects, the cost of a child depends not only
on parental investments in quality but also on mothers’ opportunity cost of time
(Becker, 1991). If Chinese women indeed face a trade-off between production and
reproduction, spillovers may be mediated by changes in female labor force participation.23 We cannot directly test this mechanism because we do not have retrospective information on female labor force participation in the 1970s. However, we
know from the literature that the causal impact of fertility on female labor supply is
22 If

we disaggregate the two components of the social channel (common language and residential
integration), we find that each component is necessary but not sufficient to generate spillovers.
23 For instance, suppose that the reduction in Han fertility frees up women’s time to work. The
large inflow of Han women in the labor market may drive adult wages down if males and females
are somewhat substitutes. The decrease in wage then induces minority women to start working if
men do not earn enough to feed the family. As a consequence, minority women reallocate their time
away from reproduction.
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weak in China. Studies using twins (Guo et al., 2018) and variation in OCP enforcement (Zhang, 2017) both conclude that changes in fertility do not affect the labor
supply of mothers. One explanation is that childcare duties fall partly to grandparents, particularly in rural China. Therefore, it seems implausible that Han-targeting
family planning policies caused a reduction in minority fertility through substantial
changes in mothers’ opportunity cost of time.
Turning to social interactions, the literature distinguishes between social influence and social learning (Kohler, 2001, p.61). The mechanism we have emphasized
so far, conformism, captures normative influences of Han Chinese on the fertility
behaviors of minority women. An alternative mechanism could be that minority
women learned about Han women’s positive experiences with birth control, which
would induce them to adopt the same methods. This mechanism requires the presence of unmet needs for birth control among Chinese women and that the LLF campaign provided reliable methods to meet these needs. Both conditions seem unlikely
to hold in our context. Historians document people’s reluctance rather than an eagerness to use birth control methods (Scharping, 2013, p.107-108). The failure rates
of condoms and pills were abnormally high, indicating couples’ lack of cooperation.
Therefore, the LLF campaign promoted long-lasting methods that could be enforced
by the authorities: sterilization, abortion, and IUD insertion. They account for the
vast majority of contraceptive methods used in 1981 whereas temporary methods
account for less than 10% (Scharping, 2013, p.110). These surgeries were potentially
traumatic, especially due to the medical injuries caused by unskilled paramedics.
Poston (1986) documents that, in 1982, the use of modern contraceptives among minorities remains very low, and that their share in the population is the best predictor
of contraception prevalence in a province, with a negative correlation of 0.78 between both variables. For these reasons, and given the political context of China in
the 1970s, we believe that the main social process at play was not learning but the
pressure to conform.

2.6

Semi-structural approach

In this section, we show that the reduced-form results are consistent with the standard linear-in-means model of social interactions. We further argue that our empirical setting can be used as a partial population experiment to quantify the role of
spillovers in the fertility transition in China.
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A partial-population experiment

Following Manski (1993), we assume that the fertility decision of a woman is affected by the average fertility in her reference group.24 We define the reference
group as women holding the same type of hukou r, living in the same prefecture
d within province p, and belonging to the same cohort c. This is the most relevant
unit for which we have plausibly exogenous variation and enough observations per
unit. In the minority sample, we observe 5,380 reference groups with approximately
50 women per group. We discuss alternative reference groups in Section 2.8.3 in the
Appendix. The structural equation is:
yi = a + bXi + g X̄rdc(i) + lVrdc(i) + q ȳrdc(i) + # i

(2.3)

where the parameter of interest q captures the spillovers in fertility decisions, namely
the marginal change in the completed fertility of woman i when the average completed fertility in her reference group varies. For clarity of exposition, we use the
same notations as in the reduced-form equations and denote Vrdc(i) the vector including all contextual variables specific to the group: the time-varying provincial
characteristics Zrpc(i) , the set of cohort dummies hc(i) , the set of prefecture-hukou
dummies µrd(i) , and the set of province-hukou-specific time trends trp(i) c. Xi are
exogenous characteristics of the woman and X̄rdc(i) are the mean exogenous characteristics of women in the reference group. Manski, 1993 shows that one cannot
separately identify g and q by estimating equation (2.3) using ordinary least squares
(OLS), due to potential endogeneity issues and the simultaneity of individuals’ actions.
To identify q, we exploit a partial-population experiment (Moffitt, 2001). The
idea is to construct an exogenous treatment affecting the behavior of only a share of
individuals within each group. In our case, we use the exemptions granted to ethnic
minorities during family planning policies. We add the measure of policy exposure
ER to model 2.3, assuming that ER = 0 for all minority women. Denoting outcomes
and the characteristics of the Han by superscript H and those of ethnic minorities
24 It

is possible to provide micro-foundations for this functional form by assuming that people
play a non-cooperative game with a specific utility function. The linear-in-means best-response is
typically obtained by including a utility cost proportional to deviations from the average behavior
in the group (Patacchini & Zenou, 2012). In addition, we postulate that the average group behavior
may also enter the price function through general equilibrium effects, as discussed in Section 2.5.
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by M, we get the following augmented models for the two groups:25
yiM = a + bXiM + g X̄rdc(i) + lVrdc(i) + q ȳrdc(i) + # M
i

(2.4)

yiH = a + bXiH + g X̄rdc(i) + lVrdc(i) + q ȳrdc(i) + dERrpc(i) + # H
i

(2.5)

where d measures the share of the expected reduction in fertility that is actually realized. d = 1 means that all the extra births above the quota would have happened
in the absence of the policy and did not due to the implementation of the policy.
If enforcement was in fact not perfect, or if fertility decreased over time for other
reasons, then d 2 ( 1, 0].
Under the assumption that ER is exogenous conditional on the covariates, we
can combine equations 2.5 and 2.4 to express the equilibrium outcome in the reference group as:
ȳrdc =

a
1

q

+

b+g
l
d H
X̄rdc +
Vrdc +
s ERrpc
1 q
1 q
1 q rd

(2.6)

H is the share of Han women in group rdc.26 Intuitively, the average group
where srd
fertility is affected by family planning policies if there are Han women in the group
(s H ), they are exposed to the policies (ER), they respond (d), and their response is
amplified by spillovers (q).
Plugging equation 2.6 into equation 2.4, we get the reduced-form equation for
minorities:

yiM =

a
1

q

+ bXiM +

qb + g
l
qd H
X̄rdc(i) +
Vrdc(i) +
s
ER
+ #M
(2.7)
i
1 q
1 q
1 q rd(i) rpc(i)

The structural model provides three insights when analyzing equation 2.2. First,
qd
r0 = 0, i.e. there is no direct effect of the policies on minorities. Second, f =
1 q
has a structural interpretation. Under the common trend assumption, the reducedform approach allows us to test whether q ⇥ d = 0. This is sufficient to prove the
existence of a direct effect and a spillover effect. Third, to be perfectly consistent
25 To

simplify the notations in this section, we assume that all parameters are the same in the Han
equation and in the Minority equation. However, in the empirical analysis, we relax this assumption.
As long as q is the same for both groups, allowing other parameters to vary by group does not affect
the identification of spillovers. The key assumption is that q is homogeneous; we discuss the case of
heterogeneous q in 2.8.4.
26 In principle, we can measure the Han share at the rdc level. However, in practice, we have around
50 women per group. Since the local Han share is very stable over time for the cohorts 1926-1945,
we prefer to aggregate all cohorts in the same rd group to mitigate measurement errors. The point
H instead of s H in the IV specification.
estimate of q is unchanged if we use srdc
rd
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TABLE 2.7: Estimating the spillover effect q and the direct effect d

(1)
Sample
Dep. var.
Han share ⇥ Exposure
Group average fertility (q)

(2)
Minority

yM
RF
-0.196***
(0.042)

ȳ(

i)

FS
-0.307***
(0.030)

Han dummy ⇥ Exposure (d)
(Han dummy - Han share)
⇥ Exposure (d)

R2
Number of clusters
Mean dep var
F statistics
Observations
Individual characteristics
Group average characteristics
Provincial characteristics
Prefecture-hukou FE
Cohort FE
Province-hukou Trends

(3)

0.163
5380
5.110

0.839
5380
5.110

57570
Yes
Yes
Yes
Yes
Yes
Yes

57570
Yes
Yes
Yes
Yes
Yes
Yes

(4)

(5)

Han and Minority
yM

yi

IV

IV

0.638***
(0.101)

0.601***
(0.080)
-0.068***
(0.022)

0.155
5380
5.110
106.085
57570
Yes
Yes
Yes
Yes
Yes
Yes

0.213
12402
4.648
79.210
784249
Yes
Yes
Yes
Yes
Yes
Yes

yi

ȳ(

i)

Within-group

-0.072***
(0.013)
0.015
12402
4.648
784249
Yes
Yes
Yes
Yes
Yes
Yes

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the prefecture-hukou-cohort level.
2. Individual characteristics include dummy indicators of educational attainment and ethnic identity. Shares of women in the same reference group that completed at least some primary/lower secondary/upper secondary/vocational/college education are included separately as well as the shares
of women from large ethnic groups (groups with more than 1.5 million population in 1990, including Han). Provincial characteristics include secondary school teachers per capita, health workers per
capita, hospital beds per capita, logarithm of gross regional product per capita, and population density measured at age 25 and the interactions of these variables with provincial total fertility rates in
1969.
3. We control for prefecture-hukou fixed effects, cohort fixed effects, and province-hukou linear trends.
In columns (4) and (5), we further allow these fixed effects and trends to be Han- and minorityspecific. The results remain the same if we allow the coefficients of other covariates to be Han- and
minority-specific too.
H ER.
4. F statistics are the first-stage F statistics of the instrument srd
5. RF = Reduced-Form, FS = First Stage and IV = Instrumental Variable.
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with the structural model, we should control for group average characteristics X̄rdc
in the reduced-form specification. In Table 2.7 column (1), we estimate equation 2.7.
We find an estimated f = 0.2 significant at 1%, very close to the estimate in Table
2.4 column (3) where we did not impose that r0 = 0 and did not control for X̄rdc .

2.6.2

Identification of the spillover effect q

To go one step further and identify q, we turn to an instrumental variable approach.
We estimate the following system of equations:
ȳ(

i)

H
M
= ysrd
(i ) ERrpc(i ) + b̃Xi + g̃ X̄rdc(i ) + l̃Vrdc(i ) + #̃ i

yiM = q ȳ(

i)

+ b⇤ XiM + g⇤ X̄rdc(i) + l⇤ Vrdc(i) + #⇤i

(2.8)
(2.9)

The endogenous regressor ȳ( i) is the leave-me-out mean fertility (i.e., the average
fertility in the reference group excluding individual i). The instrumental variable
H ER
for the endogenous regressor is srd
rpc(i ) . Standard errors are clustered at the
(i )
reference-group level.
The IV estimator of q is consistent under two conditions. First, there is a robust
partial correlation between the instrumental variable and the endogenous regressor,
d
i.e., ỹ =
6= 0. In other words, Han women do respond to family planning
1 q
policies. The first-stage regression provides a test for this condition. Second, the
instrumental variable and the error term in the second-stage equation are uncorreH
⇤
lated, i.e., E[srdc
(i ) ERrpc(i ) # i ] = 0. This condition is satisfied if, in addition to the
common trends assumption discussed earlier, the exclusion restriction holds: average group exposure only affects minority women’s fertility behavior through its
effect on average group fertility.
Estimation results
We estimate equations 2.8 and 2.9 in columns (2) and (3) of Table 2.7. The firststage regression reveals a strong partial correlation between s H ER and the group
d
average fertility: ỹ =
is significantly different from zero at 1% and the F1 q
statistic is higher than 100. The IV regression yields an estimate of q = 0.64 with
a 95% confidence interval of [0.44; 0.84]. The point estimate implies that a minority woman reduces her completed fertility by 0.64 births when the average group
fertility is exogenously reduced by one. Using OCP and several specifications, Li
and Zhang (2009) find point estimates between 0.5 and 0.9. Our analysis suggests
that the higher part of their range tends to overestimate peer effects. It can be either
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because certain minorities were directly affected by birth restrictions after 1984 or
due to confounding factors like structural reforms affecting the local demand for
children.
Support for the exclusion restriction
The exclusion restriction could potentially be violated if minorities were directly affected by family planning policies in different ways depending on where they lived.
We show that this is not the case by allowing for potentially heterogenous direct
effects, in the same vein as the robustness checks for the reduced-form specification. Panel B of Table 2.8 in the Appendix confirms that q remains in the range [0.5;
0.64] and significant at 1% when we control for ER as well as the interactions of ER
with the provincial share of Han, with indicators of socio-economic development at
the individual and group levels, and with the rank of the locality in terms of Han
population. As predicted by the structural model, the main effect of ER is never significantly different from 0. Therefore, our IV estimate is not driven by differential
policy enforcement between places with high and low shares of Han.
The last potential threat is that, although ethnic identity is in principle timeinvariant, a reclassification happened in the 1980s during which 12 million people
switched from either unofficial minorities or Han to official minorities.27 At the scale
of China, this is not salient: the correlation of ethnicities by prefecture-birth year between the 1982 and 1990 censuses is 0.96. Still, some women classified as minorities
in the 1990 census were likely to be identified as Han beforehand and hence subject
to LLF. To make sure that our main estimates are not driven by these women, we
take advantage of the fact that reclassification was concentrated in some prefectures
and some ethnic groups (Manchu, Tujia, Miao, Dong, Yilao and Qiang). In Table 2.11
in the Appendix, we exclude 12 prefectures with large changes in the share of Han
between 1982 and 1990 in column (1) and we exclude the above-mentioned ethnic
groups in column (2). The IV estimate is stable when excluding prefectures; it decreases a little but remains sizable and very precise when excluding ethnic groups.
The decrease is consistent with the spillover interpretation: ethnic groups that are
less prone to reclassification are culturally less close to the Han and hence less affected by the social channel.
Heterogeneous spillovers
27 Source:

http://www.gov.cn/test/2005-07/26/content_17366_2.htm (government website). Jia
and Persson (2021) argue that identity choice is driven in part by material motives and that policies
favoring minorities created incentives to avoid the Han ethnicity. They consider the case of Hanminority couples choosing the ethnicity for their children at birth, but their point may also apply to
the rare circumstances in which changing ethnicity is possible.
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An important assumption in the linear-in-means model is that all individuals respond similarly to a change in the group average outcome. In Section 2.8.4 in the
Appendix, we relax this assumption in two ways. First, we consider the possibility
that Han Chinese and minority Chinese respond differently to the same change in
the group average. The main result is that our IV strategy gives a consistent estimator of the parameter in the minority equation. In the presence of heterogeneous
spillovers, we should therefore specify in our conclusion that minority women reduce their fertility by 0.64 children in response to a decrease of one child in the
group average.
Second, we discuss the case when the same individual responds differently to
changes in the outcomes of other group members depending on the identity of these
members. We explain how the identification of inter-ethnicity spillovers (between
Han and minorities as a whole) and intra-ethnicity spillovers (within Han or within
minorities as a whole) can be achieved in our partial-population experiment setting. The intuition is that minority Chinese are only affected by the policy through
spillovers, which are proportional to the Han share, while the Han Chinese are also
subject to a direct policy effect independent of the population structure. Formally,
we use the structural equations to come up with a set of empirical IVs. The heterogeneous model does not reject the hypothesis that the inter- and intra-ethnicity
parameters are the same and that they are equal to 0.64, providing no clear evidence against the homogeneity assumption. Still in magnitude, the intra-ethnicity
parameter is larger, suggesting that individuals tend to put more weight on group
members of their own ethnicity, in line with the social channel.

2.6.3

Identification of the direct effect d

Following the method proposed by Lalive and Cattaneo (2009), we use the Han
Chinese to get an estimate of the direct effect d. Intuitively, to disentangle the direct
policy effect and the indirect spillover effect, we compare the Han’s response and the
minorities’ response, holding social interactions constant. Pooling the Han sample
and the Minority sample, we instrument ȳ with s H ER in the following equation:
yi = a + bXi + g X̄rdc(i) + lVrdc(i) + q ȳrdc(i) + d { Hani }ERrpc(i) + # i

(2.10)

where { Hani } is a dummy equal to one if the woman is Han Chinese. The coefficient on the interaction between ER and the Han dummy gives an estimate of d.
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Moreover, we can test whether q remains stable when including Han Chinese in the
sample. An alternative strategy to identify d is to look at within-group variation.
Taking the group average of equation 2.10 and, before solving for ȳ, subtracting this
expression from equation 2.10, we get:
yi

ȳrdc(i) = b( Xi

X̄rdc(i) ) + d( { Hani }

H
srd
(i ) )ERrpc(i ) + # i

(2.11)

Results are reported in Table 2.7, columns (4) and (5).28 Both strategies yield
an estimate of d = 0.07, significant at 1%. We also confirm that q is around 0.6.
These results support the assumption that the spillover parameter is the same for
Han Chinese and minority Chinese.29 We conclude that around 7% of the expected
reduction in Han fertility actually took place as a direct result of the quotas. This
accounts for approximately one third of the total effect on Han Chinese (r = 0.2 in
column (1) of Table 2.4).

2.7

Discussion and conclusion

Our results help to explain the fast fertility decline during the 1970s in China. The
total fertility rate (TFR) decreased from 5.7 children per woman in 1969 to 2.7 in
1978. Historians and demographers forged the concept of "induced fertility transition" to reflect the idea that population policies played a key role in this decline,
particularly the LLF campaign (Zhang, 2017). Our results confirm this view. Using
estimates of the Han regression, we find that the average policy effect is a reduction
by 0.7 births, accounting for half the decline in Han completed fertility between the
cohort of 1926 (4.93 births) and the cohort of 1945 (3.63 births). Estimates in the literature range from 0.85 to 1.5 births (Babiarz et al., 2018; Chen & Fang, forthcoming;
Chen & Huang, 2020).30 They are larger than ours because they include younger
cohorts in their sample and hence capture effects on marriage and on the onset of
28 For the sake of parsimony, we write equations 2.10 and 2.11 with a homogenous l. We relax this
assumption in the estimation by allowing fixed effects and time trends to be different between Han
and minority Chinese. We can also allow b and g to be Han-specific and Minority-specific and it
does not change the estimates of interest.
29 We can also retrieve an estimate of d using the minority sample. Subtracting the reduced-form
qd
coefficient from the first-stage coefficient, we get d = 1 d q
0.3 ( 0.2) = 0.10. This
1 q =
number belongs to the confidence interval of the estimate of d computed with the IV strategy on the
pooled sample, providing another validity check of the model.
30 Note that in relative terms, our estimate of 50% of the decline is not directly comparable to
estimates in the literature because they use the change in period fertility (TFR) while we use the
change in cohort fertility (completed fertility) as a reference point.
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fertility. The structural model allows us to go one step further and separate the direct effect and the indirect effect. The total effect is approximately three times as
large as the direct effect parameter d, suggesting that two thirds of the policy impact on Han is driven by spillovers. Turning to the minority regression, we estimate
that the policy caused a 0.3 reduction in the number of births, accounting for 40% of
the decline in the completed fertility of minorities. This effect is entirely driven by
spillovers. We conclude that, in the Chinese context, spillovers strongly magnified
the policy impact. Economic and social interactions between couples generate a social multiplier, which helps us to understand how the LLF campaign could trigger
the fertility transition.
Which lessons can we learn? We argue that our framework may shed light on
future fertility rates in China. Despite the abolishment of the OCP in 2016, birth rates
kept falling and reached their lowest level in 2019 (National Bureau of Statistics,
2019). This is a worry for the government who is concerned about the deterioration
of dependency ratios. A common explanation is that children are so costly that
couples cannot afford more than one. Our results suggest that the reverse causal
link also exists: couples spend a lot per child partly because they only have one. It
may well be the case that all couples would be better off splitting the same amount of
resources between two children, but they fail to coordinate. The government can get
out of this low fertility trap by subsidizing second births. The main insight is that
the subsidy, serving as a coordination device, does not have to be universal. The
rise in fertility is predicted to endogenously propagate from the subsidy recipients
to groups that are economically or culturally related.
To sum up, this chapter provides empirical evidence of large spillovers in fertility choices in China. Other people influence a couple’s childbearing decisions
through conformism and educational investments. These findings are consistent
with both the diffusionist view and the structuralist view of fertility transitions. A
reduction in fertility spreads from some individuals to others, presumably because
preferences change and also because the price of a child changes. The interplay between economic and social factors should, therefore, be taken into account when
designing and evaluating family planning policies. Our results suggest that the fertility decline in China was induced to a sizable extent by population policies and
amplified by a social multiplier; current "lowest-low" fertility levels are likely to be
self-sustaining even in the absence of birth quotas. Given the weight of China in the
world population, these are important findings to advance our knowledge of the
global fertility transition.
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2.8
2.8.1

Appendix
Classification of ethnic minority groups

This section provides details on the classification of ethnic minority groups into
strong vs. weak labor market competition and strong vs. weak cultural integration
with the Han Chinese. All the calculations are based on the 1% sample of the 1990
Population Census. To define the labor market categories, we restrict the sample to
working age people (between 25 and 44 years old in 1990). We use the definitions
below.
• Labor market competition: we consider the labor market competition to be
strong if more than 50% of group members work in an occupation defined as (i)
Han-dominated and (ii) education-intensive. We use the two-digit occupation
codes used in the 1990 Census to identify the occupations.
– Han-dominated occupation: in each province, for a given occupation, we
compute the fraction of Han Chinese. We define a minority person as
working in a Han-dominated occupation if this fraction is higher than
the median (65%). This fraction is below 1% in occupations like forestry
workers in the Qinghai province and above 90% in occupations like
healthcare providers in the Jilin province.
– Education-intensive occupation: in each province, for a given occupation,
we compute the fraction of men and the fraction of women who ever
attended senior high school. We define a minority man (resp. woman)
as working in an education-intensive occupation if this fraction is higher
than the median (13% for men, 5% for women). This fraction is below 1%
in occupations like farmers in the Guizhou province and above 90% in
occupations like teachers in Guangxi province.
• Cultural integration: we consider the cultural integration to be strong if a
group satisfies two conditions: (i) the group has a history of using the Han
Chinese script as the written language, and (ii) the group is not residentially
segregated from the Han.
– Linguistic distance: we rely on the following official document
accessed on 2019-09-27: https://www.mct.gov.cn/whbphone/ggfw_
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phone/whzxzgph/ys/wzysf/201111/t20111121_687996.htm. The document specifies which written language is used by each minority group.
Out of 55 minority groups, 12 do not use the Han script, among which
the largest groups are the Uygur, Yi, Mongol, Tibetan, and Korean.
– Residential segregation: we define a group as residentially segregated from
the Han if more than 80% of group members were living in official minority autonomous regions or prefectures in 1990. Out of 55 minority groups,
12 fall into this category. Among the 14 largest groups, the fraction ranges
from 6.1% for Man to 99.9% for Uyghur.
Note that for the analysis of the quantity-quality trade-off among the Han people in Table 2.5 Panel A, we need to determine whether the father worked in an
education-intensive occupation. To be consistent with the definition above, we define a Han father as working in an education-intensive occupation if the fraction of
men who ever attended senior high school is above 13%. Our results remain unchanged if we use other thresholds between 10 and 15%. An alternative would be
to split the sample between agricultural and non-agricultural sectors, like Li and
Zhang (2017). However, we notice that there is substantial variation in terms of average educational attainment across occupations within both sectors. That is why
we opted for a data-driven approach to measure the level of education requirement
for each occupation.

2.8.2

Construction of the policy exposure measure

Table 2.3 provides examples to illustrate how we constructed the expected reduction
in fertility triggered by the LLF (ER LLF) for selected cohort-province-hukou groups.
The general formula for any Han woman holding a r = {urban, rural} hukou, living
in province p and born in year c is the following:

ER LLFrpc

8
>
< 0 if TFRrp LLF quota  0
=
min{Â49
LLFp , 1990
a=15 AFRrp ( a ) · I [ c + a
>
:
TFRrp LLF quota} otherwise

c

a ],

where LLFp is the year when the LLF campaign started in province p; LLF quota = 2
is the birth quota set by LLF; TFRrp is the total fertility rate for women holding a
hukou r in province p in 1969; AFRrp ( a) is the annual fertility rate for women aged
a holding a hukou r in province p in 1969. I [·] is an indicator function that takes
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the value one if the argument is true and takes value zero otherwise. c + a
LLFp
is true if cohort c was exposed to LLF at age a, while 1990 c
a is a technical
restriction ensuring that cohort c had not turned age a in year 1990, the census year.
The first scenario happens when the pre-policy total fertility rate was already below the birth quota set by LLF. This is the case for urban hukou holders in Shanghai,
which is excluded from our analysis. The quota never binds and hence the expected
reduction in fertility is zero for women of all ages. The second scenario acknowledges that the maximum reduction expected in a given province-hukou group is the
difference between the total fertility rate in 1969 and the policy quota. For example, if the initial fertility is five children, the expected reduction is always capped by
three because the youngest, childless cohorts are allowed to have two children once
the LLF campaign starts. This is the case for youngest cohorts in a few economically
developed provinces, e.g. Zhejiang. The sum of AFRrp ( a) yields the total number of
children to be born after the start of LLF. Note that the measure of policy exposure
constructed by Chen and Fang (forthcoming) assumes that ER is always equal to the
number of children to be born and abstracts from cases when the birth quota is in
fact not binding.
We create another indicator measuring the additional reduction in fertility required to reach the stricter birth quota set by OCP, assuming that the LLF quota has
been met. The (additional) exposure to OCP is defined as follows:

ER OCPrpc

8
]
>
< 0 if TFRrp OCP quotar  0
]
=
min{Â49
OCP, 1990 c
a=15 AFRrp ( a ) · I [ c + a
>
:
]
TFRrp OCP quotar } otherwise

a ],

where OCP = 1979 is the year when the OCP is introduced; OCP quotar is the birth
quota equal to one for urban women and 1.5 for rural women to take into account
the exemption for rural couples with a firstborn daughter. We construct measures
] rp ( a), assuming full comof initial fertility rates in 1979, denoted by ]
TFRrp and AFR
pliance with the LLF quota. More precisely, we keep the 1969 age-specific fertility
rates up to the age when the cumulated fertility equals two children; afterwards, we
assume that fertility rates are zero. Note that for women in our sample, ER OCP
is always very close to zero even if we marginally change the assumptions about
initial fertility rates. Remember that these women were between 34 and 53 years
old in 1979; they had already given birth to their second child in the vast majority
of provinces and were therefore not exposed to the switch in the policy quota from
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two to one.

2.8.3

Robustness checks

Estimations without linear provincial trends
In the main analysis, we include province-hukou-specific trends to control for unobserved determinants of fertility that vary linearly with time. If we remove these
trends, the coefficient on s H ⇥ ER increases in magnitude, as reported in Table 2.12,
column (2). One explanation could be that the linear trends capture part of the identifying variation, in which case our main estimates are too conservative. A competing explanation is that estimations without trends overestimate the parameter due
to omitted variables. For instance, the fertility of minorities did not decrease at all in
provinces with the lowest shares of Han (Guangxi, Qinghai and Xinjiang) and this
could be due to different trends in provincial socio-economic development.31
To discriminate between both explanations, we look separately at provinces with
low Han shares in columns (3) and (4) and provinces with high Han shares in
columns (5) and (6). Specifications with and without trends give very similar estimates, suggesting that there is no omitted variable that varies linearly with time at
the provincial level within each sub-sample. Importantly, estimates in columns (4) and
(6) are smaller in magnitude than estimates obtained with the whole sample without trends (column (2)). This proves that omitting provincial trends in the baseline
specification would be a mistake because provinces with high and low Han shares
follow different paths.
Another interesting finding in Table 2.12 is that magnitudes are slightly larger in
columns (3) and (4) than in columns (5) and (6), i.e., we estimate larger spillovers
when the support of s H tends to be concentrated in the lower part of the distribution compared to the upper part. This suggests that indirect policy effects might
vary non-linearly with the local Han share. To further investigate this question,
we relax the linearity assumption in the reduced-form specification by replacing s H
with dummy variables for each bin of 0.1 in Equation 2.2. We plot the coefficient and
confidence interval for each dummy variable in Figure 2.8; the omitted category is
the first bin. We find that the magnitude is weakly increasing with the local share
of Han. Point estimates vary quasi-linearly when s H 2 [0, 0.7) and remain stable
31 See

Figure 2.7a and Figure 2.7b, where we plot the evolution of completed fertility and ER for
the Han and completed fertility and s H ER for the minorities, province by province.
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around 0.2 when s H
0.7. There is a threshold above which an increase in the
local share of Han does not lead to a stronger response by minorities.32
Alternative measure of policy exposure
Our baseline measure of policy exposure depends on age-specific fertility rates observed in 1969 at the province-hukou level. Ideally, we would like to use fertility rates
among the Han but we do not have information by ethnicity. If Han and minority
Chinese had systematically different fertility rates in 1969, the province average is a
noisy measure of the Han average and the magnitude of the error is correlated with
the share of Han in the province.
To circumvent this concern, we construct an alternative exposure variable (ERnat )
based on national age-specific fertility rates in 1969. For a given age when LLF
was launched, this variable is the same in all provinces so there is no measurement
error correlated with provincial characteristics. Here, we exploit only the staggered
adoption of LLF across provinces and not the cross-sectional variation in pre-policy
fertility levels. Column (7) of Table 2.12 report an estimate of f = 0.265, which
is close to the baseline estimates and significant at the 1% level. Therefore, our
identification strategy is not invalidated by potential measurement errors in ER and
does not crucially rely on the variation in pre-policy fertility across provinces.
Heterogeneous treatment effects
de Chaisemartin and D’Haultfœuille (2020) argue that interpreting the treatment effect coefficient in linear regressions with group and period fixed effects is a challenge
if treatment effects are heterogeneous. The coefficient is the weighted sum of the average treatment effect (ATE) in each group and period, with weights that may be
negative. When negative weights are large and correlated with the heterogeneous
treatment effect, the estimated coefficient and all ATEs can have different signs. The
scope for negative weights is salient in the case of continuous treatment variables
due to the lack of groups where treatment remains stable between two periods.
In our setting, we argue that negative weights are not a serious issue when interpreting the sign of the reduced-form coefficient. We design a specification in which
32 Deriving

implications for the linear-in-means model discussed in Section 2.6 goes beyond the
scope of this chapter. We simply note that our baseline coefficient of 0.2 on s H ER tends to underestimate the indirect policy effect in reference groups not dominated by the Han. If we restrict the
sample to the groups with s H < 0.7, for whom the linearity assumption holds, we get an estimate of
q = 0.71 which is not significantly different from our baseline estimate.
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the incidence of negative weights is very limited by dichotomizing the exposure
measure ER and the Han share s H . Using the Stata package provided by de Chaisemartin and D’Haultfœuille (2020), we find that only 10% of weights are negative
and their sum is equal to 0.016. As shown in Table 2.12 column (8), this new specification yields a significantly negative f, making it implausible that all policy effects
are positive.
Alternative reference groups
Our baseline reference group is the prefecture-hukou-cohort level. It may be argued
that a woman is influenced not only by her cohort but also by older women when
making fertility decisions. Therefore, we extend the definition to include in the
reference group women who are one or two years older. As shown in the third
column of Table 2.11, the IV estimate remains stable.
A second alternative is to use a smaller geographical unit like the county instead
of the prefecture. In this case we keep three cohorts instead of one in order to have
enough observations per group. We exclude extremely small reference groups because the group average measures are too noisy. Results are reported in the fourth
column of Table 2.11. We find that q = 0.71, i.e. stronger spillovers when we use
a more local reference group. This is in line with the hypothesis that spillovers are
generated by social interactions.33

2.8.4

Heterogeneous spillovers

Different parameters for Han Chinese and minority Chinese
We rewrite the model to allow for different q in the Minority equation and in the
Han equation:
yiM = a + bXiM + g X̄rdc(i) + lVrdc(i) + q M ȳrdc(i) + # M
i
yiH = a + bXiH + g X̄rdc(i) + lVrdc(i) + q H ȳrdc(i) + dERrpc(i) + # H
i

The group average fertility is now:
ȳrdc =
33 We

a
1

q0

+

b+g
l
d
X̄rdc +
Zrdc +
s H ERrpc
0
0
1 q
1 q
1 q 0 rd

checked that the difference with the baseline estimate of 0.64 is driven by the new group
definition, not by the new sample restrictions.
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H q H + (1
H ) q M . If q H 6 = q M , the effect of the average policy expowhere q 0 = srd
srd
sure on the average fertility varies across reference groups. As a consequence, the
baseline model with homogeneous q is misspecified. However, Lalive and Cattaneo
(2009) formally show that the IV strategy gives a consistent estimator of q M . The ind
tuition is that the specification error introduces a bias in the estimation of y =
1 q0
M
q d
in the first-stage (equation 2.8) and in the estimation of f =
in the reduced1 q0
form (equation 2.7). The IV estimator identifies q M from the ratio of the two and at
that stage, the biases cancel out.
To sum up, if we allow Han Chinese and minority Chinese to respond differently
to a change in the group average fertility, we are able to identify the minority parameter with the IV strategy reported in Table 2.7, column (3). We get an estimate of
q M = 0.64.

Different parameters for intra- and inter-ethnicity spillovers
To introduce heterogeneous externalities in a partial-population experiment, Arduini et al. (2020) replace q ȳ with different averages for eligible and non-eligible
individuals, allowing each person to weigh differently other group members depending on their eligibility status. The idea is that people sharing the same eligibility status might form a subgroup within the reference group. They propose a set
of empirical IVs to separately identify within subgroup spillovers (from individuals
with the same status) and between subgroup spillovers (from individuals with the
opposite status).
Applying their methodology to our context, where the Han Chinese are "eligible"
for birth quotas whereas minority Chinese are not, we rewrite the model as follows:
H
H
w
yiM =a + bXiM + g X̄rdc(i) + lVrdc(i) + q b srd
(i ) ȳrdc(i ) + q (1

H
M
M
srd
(i ) ) ȳrdc(i ) + # i

H
H
b
yiH =a + bXiH + g X̄rdc(i) + lVrdc(i) + q w srd
(i ) ȳrdc(i ) + q (1

H
M
H
srd
(i ) ) ȳrdc(i ) + dERrpc(i ) + # i

H
where q w is the within/intra parameter and q b is the between/inter parameter; ȳrdc
M ) is the average fertility of Han (resp. minority) women in reference group
(resp. ȳrdc
rdc. When the fertility of everyone in the reference group is reduced by one, a minority woman responds by reducing her fertility by q b s H + q w (1 s H ). The response
is an average of the inter- and intra-ethnicity parameters, weighted by the share of
Han.
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To identify q w and q b , we need instruments for the two endogenous variables:
s H ȳ H and (1 s H )ȳ M . The key intuition is that only ȳ H is directly affected by family planning policies; ȳ M is affected through spillovers. Spillovers are proportional
to the share of Han while the direct policy effect is not. To see this, consider the
following reduced-form equations:
M
ȳrdc
= a0 + b0 X̄rdc + l0 Vrdc +
H
ȳrdc
= a0 + b0 X̄rdc + l0 Vrdc +

dq b
s H ERrpc
H ) rd
f (q w , q b , srd
1

H)
dq b2 (1 srd
d
ER
+
s H ERrpc
rpc
H
H )(1
H ) rd
q w srd
f (q w , q b , srd
q w srd

H) = 1
H (1
H )( q w2
where f (q w , q b , srd
q w + srd
srd
q b2 ).
To circumvent the non-linear equations, we rewrite them as infinite sums using the formula 1 1 x = Âk+=•0 x k if | x | < 1. ȳ H can be expressed as a linear function of ER, s H ER, (s H )2 ER etc. and ȳ M can be expressed as a linear function of
s H ER, (s H )2 ER, (s H )3 ER etc. The coefficients are combinations of d, q w and q b .
This intuition is formally developed and tested by Arduini et al. (2020). The key
idea is to use the structural equations to come up with a set of empirical IVs exploiting higher order effects of the share of treated individuals. We use the following set: {s H ER, (s H )2 (1 s H ) ER, (1 s H )s H ER} as instruments for s H ȳ H and
(1 s H )ȳ M( i) in the Minority equation. We include the same fixed effects and controls as in the baseline IV specification.
The results are reported in Table 2.13. To be able to measure the average Han
fertility and the leave-me-out average Minority fertility in each reference group, we
exclude reference groups without Han Chinese and reference groups with only one
minority Chinese (around 10% of the sample). We check in column (2) that this
restricted sample gives us the same estimate of homogeneous q as our baseline sample. Column (1) reports the estimates of q b = 0.63 and q w = 0.70, both significant at
1%. Both coefficients are not significantly different from each other and not significantly different from the homogeneous q, suggesting that the heterogeneity is not
strong enough to ruin the homogeneous model.
Still, an interesting takeaway is that within subgroup spillovers seem to be a bit
stronger than between subgroup spillovers. In a given reference group, a single
ethnicity often dominates the minority population; for instance, 75% of minority
women belong to a reference group in which their own ethnicity accounts for more
than half of all minority women. Therefore, another way to summarize the results
is to write that minorities tend to respond more to changes in the fertility of other
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minority members, most of whom belong to the same ethnicity, than to changes in
the Han fertility. This is consistent with the social channel described in Section 2.5:
individuals put more weight on group members culturally closer to them.
The last question is how to deal with potentially heterogeneous q b within the
minority population, depending on the ethnicity. To be fully flexible, we should
allow each ethnic group to respond differently to the Han Chinese, to their own
ethnic group members, and to other minority group members. We are not aware
of any article discussing whether some of these parameters may be identified and
the exercise is beyond the scope of this chapter. We limit ourselves to noticing that,
in the minority reduced-form equation, the coefficient on s H ER is unambiguously
increasing with q b and equal to 0 if q b = 0. We therefore conjecture that estimating
separate reduced-form regressions for each ethnic group is informative about the
existence and size of spillovers from the Han Chinese onto the members of this
ethnic group.
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Appendix figures
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F IGURE 2.4: Distribution of Han share in the reference group of minority women
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Note:
1. Authors’ own calculation based on the 1% sample of the 1990 Census.
H in the Minority sample using bins of 2.5 percentage points.
2. The graph is a histogram of srd
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F IGURE 2.5: Sex ratio at birth and expected fertility reduction by ethnicity and by local Han share
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Note: Sex ratio at birth is calculated based on the 1% sample of the 1982 and 1990 censuses and the
20% of the 2005 mini-census. The sample consists of women aged 45-64 in the censuses, who were
born between 1918-1960. Sex ratio data are missing for mothers born before 1926 because the 1982
census does not report the number of male and female births separately. The econometric analysis of
the spillovers focuses on cohorts between the two red vertical lines.
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F IGURE 2.6: Event study estimates for Han women
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Note:
1. We use a sample of Han women aged between 26 and 51 years old when LLF was launched.
Individual observations come from the 1% sample of the 1982 census (for cohorts 1918–1937) and
1990 census (for cohorts 1926–1945). We collapsed the data at the prefecture-hukou-cohort (rdc).
2. We estimate the following event study model:
H
ȳrdpc
=

25

Â

j=13

x ⇤j {2j  (c

H
LLFp )  2j + 1} + erdc
.

(c LLFp ) is the age of cohort c when LLF was launched in province p. We created bins of two years
H
to have enough observations per age group. ȳrdpc
is the average completed fertility of Han women
in group rdc.
3. The plot shows the event study estimates x ⇤j together with the 95% confidence intervals. The
⇤ = 0). The coefficient for age group 2j on
omitted category is age group 50-51 (i.e., we impose that x 25
⇤
the graph corresponds to x j and measures the difference in average fertility between women aged
2j-2j + 1 and women aged 50-51 when LLF was launched.
4. Light gray diamonds represent the measure of policy exposure (ER) for the average Han woman
in each age group (note that the y-axis is reversed). Standard event studies display a vertical line
separating before and after periods. Our design is richer since we can predict the continuous intensity
of exposure. The before period is formed by women aged 46 and over when LLF was launched
(ER = 0). In the after period, exposure increases slowly until age 40 and more quickly for younger
ages.
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F IGURE 2.7: Completed fertility and expected fertility reduction by
province
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Note: Completed fertility is calculated based on the 1% sample of the 1990 census. Expected fertility
reduction are constructed with provincial fertility data from Coale and Chen (1987).
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F IGURE 2.8: Reduced-form estimates of the indirect policy effect in a
nonlinear specification
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Note:
1. We use the same sample as column (3) of Table 2.4.
2. We replace s H with dummy variables for each bin of 0.1 in Equation 2.2. The omitted category
is the first bin. The plot shows the coefficients on interaction terms between each dummy and ER,
together with the 95% confidence intervals.
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TABLE 2.8: Robustness check: controlling for potentially heterogenous
direct effects on minorities

Dep. var.:
Completed fertility of minorities
Panel A: Reduced-form
ER
H ⇥ ER
srd
H ⇥ ER
srpc

(1)
Direct effect

(2)
(3)
(4)
(5)
Potentially heterogenous direct effect

-0.035
(0.161)
-0.214***
(0.043)

0.023
(0.222)
-0.212***
(0.044)
-0.080
(0.192)

-0.001
(0.222)
-0.216***
(0.044)
-0.153
(0.195)
0.642***
(0.190)
-0.005
(0.019)
0.057
(0.053)

-0.312
(0.232)
-0.140***
(0.044)
-0.166
(0.192)
0.804***
(0.202)
-0.023
(0.019)
0.069
(0.054)
-0.166**
(0.065)
0.520***
(0.134)
0.026
(0.600)

-0.373
(0.236)
-0.216***
(0.068)
-0.146
(0.191)
0.848***
(0.204)
-0.024
(0.019)
0.070
(0.054)
-0.123*
(0.071)
0.580***
(0.140)
-0.034
(0.599)
0.035
(0.027)
0.067**
(0.034)
0.107**
(0.053)
0.002
(0.059)

0.637***
(0.102)
-0.017
(0.110)
0.155
5.110
5380
102.685
57570

0.626***
(0.106)
0.080
(0.135)
0.155
5.110
5380
94.059
57570

0.641***
(0.106)
0.044
(0.136)
0.155
5.110
5380
94.518
57570

0.500***
(0.140)
-0.134
(0.158)
0.159
5.110
5380
71.105
57570

0.507***
(0.133)
-0.159
(0.161)
0.159
5.110
5380
58.502
57570

Urban hukou ⇥ ER
Illiterate ⇥ ER
High school ⇥ ER
Share urban hukou ⇥ ER
Share illiterate ⇥ ER
Share high school ⇥ ER
Second quintile ⇥ ER
Third quintile ⇥ ER
Fourth quintile ⇥ ER
Fifth quintile ⇥ ER
H ⇥ ER
Panel B: IV, instrument srd
Group average fertility

ER
R2
Mean dep var
Number of clusters
F statistics
Observations

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the prefecture-hukou-cohort level.
H is the share of Han in the prefecture-hukou group. ER is interacted with s H , the share of Han
2. srd
rpc
in the province-hukou-cohort group, in columns (2)-(5); with individual characteristics, including
indicators of being a urban hukou holder, illiterate, and a high school graduate, in columns (3)-(5);
with the shares of urban hukou holders, illiterate women and high school graduates at the prefecturehukou level in columns (4) - (5); and with the rank (in quintiles) of the prefecture-hukou within the
province in terms of number of Han Chinese.
3. In Panel A, column (1) is the same as column (3) of Table 2.4. Columns (2)-(5) show the coefficients
on additional controls mentioned in Table 2.4 columns (4)-(7).
4. In Panel B, all columns use the same baseline specification and sample as column (3) of Table 2.7.
Coefficients on interaction terms are not reported due to space constraints.
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TABLE 2.9: Common trends: controlling for potential confounding
shocks

(1)
Dep. var.: completed fertility of minorities
ER

0.026
(0.170)
-0.209***
(0.044)
0.642*
(0.365)
0.049
(0.256)
0.149***
(0.039)
-0.048*
(0.028)
-0.026
(0.030)
0.001
(0.018)

H ⇥ ER
srd

Urban ⇥ Famine a
Rural ⇥ Famine
Urban ⇥ Send-down b
Rural ⇥ Send-down
Urban ⇥ Cultural Revolution c
Rural ⇥ Cultural Revolution
R2
Number of clusters
Mean dep var
Observations

0.163
5380
5.110
57570

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%. The sample and econometric specifications are
the same as in Table 2.4 column (8), with the coefficients of additional controls displayed. ER is the expected fertility reduction
to meet the birth quota set by family planning policies.
a The Famine variable is constructed as follows:
Faminerdpc =

34

Â

a=15

AFR1958 ( a) ⇥ CohortLossd,c+ a ⇥ I [1958  c + a  1963]

Where AFR1958 is the national-level age-specific fertility rate. CohortLoss p,c+ a is an index measuring the intensity of the famine
in year c + a in prefecture d. To construct this index, we follow Chen and Yang (2016) and estimate a rural population linear
trend in non-famine times fitting the sizes of cohorts 1952–1954 and 1964–1966. Next, we use the estimated trend to project
counterfactual cohort sizes for 1958–1963 cohorts (one year before and two years after the famine to account for anticipation
and compensation). The index is equal to one minus the ratio between actual and projected cohort sizes.
b The Send-down variable is constructed as follows:
Send-down pc =

34

Â

a=15

AFR1958 ( a) ⇥

SDYp,c+ a
Pop p

Where SDYp,c+ a is the number of sent-down youths settled in year c + a in province p. Pop p is the provincial population in
thousands of people just before the cultural revolution (1966). Data on SDY are taken from Gu (1997).
c The Cultural Revolution variable is constructed as follows:
Cultural Revolution pc =

34

Â

a=15

AFR1958 ( a) ⇥

Victims p,c+ a
Pop p

Where Victims p,c+ a is the number of political victims in year c + a in province p. Data on Victims are aggregated from the
number of fatalities in political events recorded by Walder and Lu (2017).
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TABLE 2.10: Parallel pre-trends: Placebo test using older cohorts

(1)

(2)

Dep. var.: completed fertility of minorities
Placebo exposure
Han share ⇥ Placebo exposure
R2
Number of clusters
Mean dep var
Observations

0.198
(0.423)

0.185
(0.464)
0.021
(0.111)

0.118
543
5.747
20129

0.118
3050
5.747
20129

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the prefecture-hukou-cohort level.
2. The analysis is based on a sample of minority women born in 1918–1929 from the 1% sample
of the 1982 Chinese Census data. We construct the placebo exposure for these women as if they
were born 16 years later, so they get the ER of cohorts 1934–1945. To be consistent with the baseline specification, we also construct placebo provincial characteristics at age 25. The share of Han at
the prefecture-hukou level and individual characteristics are based on the true information of these
women.
3. Econometric specifications are the same as in Table 2.4. Column (1) shows the estimation corresponding to column (2) of Table 2.4. Column (2) shows the estimation corresponding to column (3)
of Table 2.4.
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TABLE 2.11: IV approach: robustness checks
(1)

Group average fertility
R2
Number of clusters
F statistics
Observations

(ȳ( i) )

(2)
(3)
Dep. var.: completed fertility of minorities

(4)

Excl. units affected by reclassification

Reference groups: three cohorts in

Prefectures

Ethnic groups

Prefecture-hukou

County-hukou

0.615***
(0.107)
0.156
4943
98.165
49216

0.509***
(0.112)
0.155
4377
93.110
41625

0.632***
(0.136)
0.168
4945
197.365
53801

0.701**
(0.321)
0.207
7730
28.184
40537

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the prefecture-hukou-cohort level.
2. All columns use the same specification as column (3) of Table 2.7.
3. In column (1), 12 prefectures where the share of Han changed by more than 20 percentage points
from 1982 to 1990 (in Census data) are excluded from the sample. In column (2), ethnic groups
documented as the most affected by the reclassification wave (Manchu, Tujia, Miao, Dong, Yilao and
Qiang) are excluded from the sample.
4. A women’s reference group is defined as all women, holding the same hukou, born in the same
year or 1 or 2 years before and living in the same prefecture (in column 3) or county (in column 4).
Note that we exclude cohorts 1926-1927 because we have no information on the completed fertility
of cohorts born 1 and 2 years before them in the 1990 census. In column (4), we also exclude outliers
in terms of group size and keep only reference groups with more than 20 observations.

0.47} ⇥ {ER

2}
Yes
0.162
5380
5.110
57570

No
0.158
5380
5.110
57570

-0.402***
(0.036)

All provinces
-0.214***
(0.043)

(3)
(4)
(5)
(6)
Dep. var.: completed fertility of minorities

Yes
0.105
1392
5.340
34320

-0.214***
(0.053)

No
0.105
1392
5.340
34320

-0.228***
(0.052)

Low Han provinces

Yes
0.242
3988
4.770
23250

-0.174**
(0.077)

No
0.237
3988
4.770
23250

-0.175**
(0.072)

High Han provinces

Estimations with and without linear trends

(2)

(8)

Yes
0.162
5380
5.110
57570

-0.265***
(0.051)

Yes
0.162
5380
5.110
57570

-0.292***
(0.050)

All

Alternative measures

(7)

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column in each panel represents a separate regression. Robust standard errors in parentheses are clustered at the prefecture-hukou-cohort
level.
2. We control for ER in all regressions and use the same specification as in column (3) of Table 2.4, except that in columns (2), (4), and (6) provincehukou linear trends are removed.
3. We use the same sample as in column (3) of Table 2.4 in columns (1), (2), (7), and (8). We split the sample into province-hukou groups where the
share of Han is below 70% in columns (3)-(4) and above 70% in columns (5)-(6). The share of Han is below 70% in rural Guangxi, Guizhou, Ningxia,
Qinghai and Yunnan, as well as in Xinjiang. Note that the Han share used to split the sample is measured at the province-hukou level whereas the
Han share in the regression (s H ) is measured at the prefecture-hukou level.
4. In column (7) , ERnat is an alternative measure of policy exposure based on national (instead of provincial) age-specific fertility rates (AFR)
in 1969. ERnat is constructed at the province-cohort level; for a given cohort, the expected reduction to comply with birth quotas varies across
provinces only because women were of different ages when LLF was launched and not because women had different initial fertility levels.
5. In column (8), we replace the continuous variable ER by { ER
2}, a dummy equal to one if ER
2 and zero otherwise. We also replace the
continuous variable s H by {s H
0.47}, a dummy equal to one if the local Han share is above the average (47%) and zero otherwise. We use the
Stata package provided by de Chaisemartin and D’Haultfœuille (2020) to assess the importance of negative weights in the case of heterogeneous
treatment effects: the share of negative weights is equal to 10% and the sum of negative weights is equal to -0.016.

Province-hukou linear trend
R2
Number of clusters
Mean dep var
Observations

{Han share

Han share ⇥ ERnat

Han share ⇥ Exposure (s H ⇥ ER)

Sample:

(1)

TABLE 2.12: Reduced-form approach: specification checks
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TABLE 2.13: Estimation of intra- and inter-ethnicity spillovers
(1)
Heterogenous
model

Dep. var.: completed fertility of minorities
Han share ⇥ Han average fertility (s H ȳ H )
Minority share ⇥ Minority average fertility ((1
Group average fertility (ȳ(
F statistics
R2
Number of clusters
Observations

i) )

s H )ȳ M(

i) )

(2)
Homogenous
model

0.634***
(0.103)
0.709***
(0.136)
0.629***
(0.142)
26.358
0.160
3610
52509

69.907
0.161
3610
52509

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the reference group level. The analysis is based on the same sample as Table 2.7, column (3), except
that we exclude reference groups without Han Chinese and reference groups with only one minority
Chinese (to be able to compute ȳ H and ȳ M( i) ).
2. s H ȳ H is the product of the Han share and the average fertility of Han women in the reference
group of minority woman i. (1 s H )ȳ M( i) is the product of the minority share and the average
fertility of minority women, excluding i, in the reference group of minority woman i. ȳ( i) is the
average fertility of all women, excluding i, in the reference group of minority woman i.
3. In column (1), we use the set of empirical IVs {s H ER, (s H )2 (1 s H ) ER, (1 s H )s H ER} as instruments for s H ȳ H and (1 s H )ȳ M( i) to recover an estimate of the inter-ethnicity parameter q b (coefficient on s H ȳ H ) and an estimate of the intra-ethnicity parameter q w (coefficient on (1 s H )ȳ M( i) ).
We include the same fixed effects and controls as in Table 2.7, column (3).
4. In column (2), we use the same specification as in Table 2.7, column (3): we instrument ȳ( i) with
s H ER to recover an estimate of the homogeneous parameter q.
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Chapter 3
Heterogeneity in the
multidimensional child
quality-quantity trade-off34
3.1

Introduction

Family planning policies have been widely implemented in many countries to reduce fertility and control population growth (de Silva & Tenreyro, 2017). The policies are believed to be human capital enhancing through the trade-off between child
quality and quantity (Q-Q trade-off hereafter) (Becker & Lewis, 1973): when couples
have fewer children, they spend more resources on each of them, which improves
the quality of the children. However, empirical studies have not found clear-cut
support for this idea. Some studies find that a reduction in child quantity improves
child quality (Li et al., 2008; Liu, 2014; Rosenzweig & Wolpin, 1980; Rosenzweig &
Zhang, 2009), whereas others find no effect (Angrist et al., 2010; Black et al., 2005) or
even the opposite effect (Qian, 2009).35 There are two possible reasons behind the
mixed evidence. First, most of the studies look at only the education or health of the
child, whereas child quality is multidimensional. It consists of the health, education,
wealth, labor market performance, and wellbeing of the children. Second, parents
are heterogeneous. Different parents may respond differently in one dimension of
child quality but not in another, depending on the costs and returns for different
investments.
34 I am grateful to my advisors Hessel Oosterbeek and Pauline Rossi for their advice and guidance.
For their helpful comments, I thank Jere Behrman, Matthias Doepke, Hanming Fang, Anne Gielen,
Erik Plug, Giuseppe Sorrenti, as well as participants in various seminars and conferences.
35 In this chapter, I use child quantity, family size, and fertility interchangeably to express the number of children a couple has.
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This chapter investigates the heterogeneity in the trade-off between child quantity and different dimensions of child quality. I use variation in the strictness of
fertility restrictions imposed by the One-Child Policy (OCP) in rural China to identify an exogenous change in child quantity. Although several studies use OCP to test
the Q-Q trade-off, most of them use only education as the measure of child quality
(e.g. Guo et al., 2021; Li & Zhang, 2017; Qian, 2009).36 Liu (2014) to my knowledge
is the only study that examines both the health and education of the children. This
chapter is among the first to look at a wide range of children’s outcomes, including health, education, wealth, employment, occupational status, and income, and to
consider heterogeneity in responses across parents in different occupations.
For each dimension of child quality, I allow the trade-off between child quantity
and this quality dimension to be different across parental occupations. Few studies
have looked at the heterogeneity in the Q-Q trade-off across parental occupations.37
However, parental occupations could affect the costs of or the returns to different
types of investments, leading to heterogeneous responses to a change in child quantity. Moreover, parental occupations reflect the income and social status of the parents. Quantifying the heterogeneous responses across parental occupations would
help us understand how fertility restrictions contribute to decreasing intergenerational income mobility in China, which has raised concerns among economists and
policymakers (Fan et al., 2021).
To identify the trade-off, I create a measure of OCP exposure reflecting the monetary penalty parents face if they have a second child. I focus on the trade-off for
firstborn children in rural China and consider the monetary penalty in the ten-year
window after the firstborn. Although the OCP set a one-child rule for almost every
couple in urban China, some couples in rural China are exempted from the onechild rule if they are eligible for a second-child permit (Scharping, 2013). Eligibility
criteria to second-child permits are based on characteristics of the couple, such as
the gender of the firstborn and ethnicity. Couples who have a second child without
the second-child permit have to pay a fine set by the provincial government, which
36 In

addition to the effects of OCP on child quantity and quality, studies have also looked at the
effect of OCP on other outcomes, such as children’s gender composition (Ebenstein, 2010; García,
forthcoming; Li et al., 2011), marriage market dynamics (Huang & Zhou, 2016), and parental migration (Huang et al., 2020). Sibling gender composition is likely to be an alternative channel to child
quantity through which OCP affects child quality. In Section 3.4.4, I provide evidence that the effect
of OCP on child quality is not driven by changes in sibling gender composition.
37 Studies using OCP for identification find that the effect of child quantity on the education of the
firstborn varies by urban-rural residential status (Li & Zhang, 2017) and by parental preferences for
larger families (Guo et al., 2021).
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could be as high as several years of household income (Ebenstein, 2010). Both the
eligibility criteria and the fine rates vary at the province-year level, which creates
variation in the penalty of having a second child across groups of couples subject to
different eligibility criteria, provinces, and cohorts. I use this variation to identify
the effect of stricter OCP enforcement in a triple-difference framework.
I use a sample of firstborn children from the China Family Panel Studies (CFPS),
a representative survey of Chinese households. The CFPS contains detailed information on a wide range of adulthood outcomes. The CFPS asked the respondents
to recall the parents’ main occupation during childhood, a period when most of
the parental investment decisions are made. The rich data allow me to investigate how the interplay between parental occupation and OCP enforcement in childhood affects long-term outcomes. Because the father is usually the breadwinner
and decision-maker in Chinese households, I focus on the father’s occupation and
distinguish three types of occupations: farmers, low-skill workers, and high-skill
workers.
I start by showing the effect of OCP on family size, health, education, and wealth
of all firstborn children together. All the outcomes were measured in adulthood.
When looking at the wealth of the children, I check how the effect differs on the
value of land and other household assets such as housing properties and savings. I
find that the OCP penalty for a second child leads to a reduction in child quantity.
However, the OCP penalty does not have the same effect on all dimensions of child
quality. A higher penalty leads to on average better self-reported health and higher
stature of the firstborn children but has no significant effect on the education and
wealth of the children.
I then estimate the heterogeneous effect of OCP across parental occupations. The
effect of OCP on family size and health outcomes does not vary by parental occupation, suggesting that the trade-off for health is not heterogeneous across parental
occupations. The same does not hold for the education and wealth of the children.
Only for children whose father is a high-skill worker, a higher penalty leads to better
schooling outcomes. For children of farmers, the effect of OCP on high school completion is even negative, although insignificant. The OCP penalty increases household assets for children of low-skill workers but not the assets of other children,
suggesting that having fewer children increases the likelihood of low-skill workers
transferring assets to the firstborn. Finally, only children of farmers own more land
in adulthood when their parents face a higher penalty for a second child.
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The heterogeneous responses across parents have consequences for labor market outcomes and intergenerational income mobility. A higher OCP penalty increases the probability of being employed for all groups of children. Conditional on
employment, however, OCP only improves the occupational status and migration
probability of a child when the father is a high-skill worker. The income of high-skill
workers’ children also increases significantly more than the income of other children
in response to a higher OCP penalty. Finally, estimating quantile regressions for
personal income, I find that the income distribution becomes more dispersed within
each occupational group as a result of stricter OCP enforcement. These findings
suggest that stricter OCP enforcement not only reduces intergenerational mobility
but also amplifies income inequality.
The last part of the chapter discusses the potential reasons behind the heterogeneous responses across parental occupations. Evidence suggests that different
expected returns to educational investments and different opportunity costs of education potentially explain the heterogeneous responses. The returns to education
are lower if the father is a farmer or in a low-skill occupation, which explains why
farmers and low-skill workers transfer more land or assets but do not invest more in
their children’s education. The opportunity cost of educating the first child is higher
when there is no other child to stay with the parents and work on the household
farm, which explains why farmers respond less than low-skill workers regarding
the investment in the firstborn children’s education. Finally, credit market imperfection explains why all groups of parents increase investments in children’s health
in response to a reduction in child quantity, but I rule it out as the reason underlying
the heterogeneity across parental occupations.
This study has broad contributions to the literature in addition to an extensive
analysis of the Q-Q trade-off. First, the results help us reconcile with the mixed
empirical findings in the Q-Q trade-off literature.38 Even among studies using the
OCP as the exogenous shock to child quantity, estimates of the Q-Q trade-off fall into
a wide range. For example, Liu (2014) shows that the Q-Q trade-off exists only for
health and not for education in rural China. This finding is consistent with mine if I
ignore the heterogeneity across parents. Li and Zhang (2017) estimate that the tradeoff for education is stronger among urban households than among rural households,
which can be explained by a larger share of fathers in high-skill occupations in urban
China. An important finding of this chapter is that OCP has a smaller and even
38 See Doepke (2015) and Clarke (2018) for surveys of studies estimating the Q-Q trade-off in various settings.
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negative effect on the high school completion of farmers’ children. Qian (2009) finds
that having a sibling increases the school enrollment of the firstborn in rural China,
which can be explained by an over-representation of farmers and a focus on the early
1980s when nonfarm employment was rare. Guo et al. (2021) show that the effect of
family size on the education of the firstborn could be positive if the change in family
size is desired by the parents. The desire to keep more children to farm the land
could result in a stronger desire for larger families among farmers. My findings,
hence, are also in line with the findings of Qian (2009) and Guo et al. (2021). My
results also show that estimating the effect of family size on one-dimensional child
quality for average parents has limited bearing on the existence or absence of a child
Q-Q trade-off.
Second, the results provide insights on factors that explain the human capital
investment gaps across parental backgrounds. The literature has documented the
importance of credit constraints and parental beliefs about the returns to investments for understanding the investment gaps across parents in developed countries
(Attanasio et al., forthcoming; Boneva & Rauh, 2018; Caucutt & Lochner, 2020; Caucutt et al., 2017; Dizon-Ross, 2019; Lee & Seshadri, 2019). In developing countries,
studies show that land rights and customary norms could prevent parents from investing efficiently in their children’s education (Bau, 2021; Jensen & Miller, 2017;
La Ferrara & Milazzo, 2017). This chapter provides a new perspective to study
these factors together by exploiting the differences across parental occupations in
response to an exogenous shock in child quantity. The results suggest that the difference in expected returns and costs of educational investments across socioeconomic
groups plays a key role in explaining the difference in parental investments in rural
China.
Finally, the results have important policy implications for understanding the
strong intergenerational associations in human capital, wealth, and income. Several studies investigate the intergenerational associations using data from developed countries (e.g. Adermon et al., 2021; Chetty et al., 2014; Fagereng et al., 2021).
A few recent studies have attempted to understand the increase in intergenerational
income persistence in China (Alesina et al., 2020; Fan et al., 2021; Jia et al., forthcoming; Yu et al., 2021). My study complements the work by Yu et al. (2021), which
shows that OCP contributes to the intergenerational transmission of urban-rural inequality. They argue that urban residents, whose fertility is more constrained by
OCP, have fewer children and invest more in their human capital due to the tradeoff between child quantity and quality. As a result, OCP transmits the urban-rural
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disparity across generations. My results stress that the implementation of OCP decreased intergenerational mobility even among the rural population. Moreover, the
effect is not driven by different OCP enforcement across parents. Even when the enforcement is the same, parents differ in their responses regarding investments in the
children. Because the responses correlate with parental backgrounds, OCP increases
the transmission of parental positions to the next generation.
The rest of the chapter is organized as follows. The next section summarizes the
historical context. Section 3.3 describes the data, key variables, descriptive statistics,
and empirical strategy. In Section 3.4, I document the existence of a multidimensional Q-Q trade-off that is heterogeneous across parental occupations. Section 3.5
discusses the reasons behind the heterogeneous responses and Section 3.6 concludes
with policy implications.

3.2
3.2.1

Context
One-Child Policy

The One-Child Policy (OCP) was introduced in 1979, under which each couple is
allowed to have only one child.39 Provinces implemented the one-child rule by
issuing second-child permits and imposing fines for the unauthorized birth of a
second child (Ebenstein, 2010).40 The fines levied on unauthorized births changed
over time. Figures 3.1a plot the fine rates measured in years of household income in
1985 and 1991 by provinces.41 The fine rates were relatively low in 1985 with little
39 China

initiated the first family planning campaign in some provinces in 1954 and the second
urban-oriented family planning campaign in 1962. However, these campaigns were short-lived and
had limited influence (Scharping, 2013, p.46-49). Since the 1970s, China has implemented stricter fertility restrictions through the “Later, Longer, Fewer” campaign from 1971 to 1979 and the OCP from
1979 to 2015. The fertility restrictions were gradually relaxed with the implementation of the universal two-child policy between 2015 and 2021 and the three-child policy in 2021. See Chen and Huang
(2020) and Chen and Fang (forthcoming) for the details of the “Later, Longer, Fewer” campaign and
Zhang (2017) for a detailed picture of the evolution of the OCP.
40 Couples sometimes were also subject to nonmonetary penalties such as losing access to stateprovided education, health, and employment. Because it is difficult to measure these penalties, I do
not consider them for identification.
41 See Ebenstein (2010) for more details on how the fine rates were calculated from provincial regulations. One concern that is also mentioned by Ebenstein (2010) is that in rural areas, it is difficult
for authorities to observe the income of self-employed farmers. Hence, a fine as a multiple of annual
income may be difficult to implement. However, there is evidence that authorities imposed higher
fertility fines on wealthier farmers due to their greater ability to pay (Scharping, 2013). Hence, Ebenstein (2010) argues that the fine rates will be appropriate measures of the strictness of policy enforcement as long as the authorities treat wage earners and self-employed farmers similarly.
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variation across provinces. However, as of 1991, some provinces increased from a
fine of about one year of household income to more than 2.5 years of household
income (e.g. Hubei), whereas others remained relatively low (e.g. Qinghai). These
changes create variation in policy exposure for parents who had their first child in
different places and at different points in time.
The one-child rule was universal when it was first implemented but was gradually relaxed in 1982. Provincial governments set conditions under which couples
were exempted from the one-child rule and could apply for a second-child permit
(Scharping, 2013).42 Some provinces introduced exemptions to couples in rural areas whose firstborn was a girl. In some provinces, exemptions were also granted to
ethnic minority groups with less than 10 million. In a few provinces, exemptions
were granted to all married couples at some point in time. In all years between
1979 and 2000, there were very few provinces granted exemptions to urban couples.
Because of the limited variation in policy exposure and the significant difference in
socioeconomic development between urban and rural areas, I lay my focus on rural
couples and children throughout the analysis.
Figures 3.1b plot the exemption rules for rural minority groups and rural couples
with only one daughter in 1985 and 1991 by provinces. In 1985, most provinces had
no exemptions or only exemptions for minority couples. In 1991, however, a majority of the provinces introduced exemptions to both minority couples and couples
with only one daughter. Some provinces allowed all couples to have a second child
in 1991, among which only Yunnan is in my data. These exemption rules not only
create variation in policy exposure across provinces and over time but also make
the exposure differ by ethnicity and gender of the firstborn. In Section 3.3.2, I provide more details on how the measure of treatment exposure to OCP is constructed
exploiting the variation in fine rates and exemptions.

3.2.2

The Hukou system and the land tenure system in China

At present, each person in China has an official record called hukou (household registration) that includes the date of birth, place of birth, place of origin (father’s or
grandfather’s place of birth), ethnic identity, and present place of residence. The
42 There

were a few exemption rules applied nationwide since 1979 (Scharping, 2013). A second
child was allowed if the first birth was dead or disabled, the first child was adopted, or the couple
remarried. Exemptions also existed for some occupations, such as fishermen, mine workers, and
military veterans. Couples with one or both partners being only children were allowed to have a
second birth in some provinces. These exemptions happened less frequently, and the information is
not available in my data. Hence, they are not considered for identification.
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F IGURE 3.1: Sources of variation in treatment exposure
(A)
Fine rates in 1985

Fine rates in 1991

(2.5,5]
(1.94,2.5]
(1.21,1.94]
(.65,1.21]
[.29,.65]
No data

(B)
Exemptions in 1985

Exemptions in 1991

Universal two−child
Both exemptions
Firstborn daughter only
Minority only
No exemption
No data

Note: Figure (a) plots the fine rates on unauthorized births in years of household income in 1985 and
1991, which are taken from Ebenstein (2010).
Figure (b) plots the exemptions to the one-child rule granted to minority groups and couples with
only a firstborn daughter in rural China in 1985 and 1991, which are taken from Scharping (2013).
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hukou system was initiated in 1958 to divide the populace into people with rural
(agricultural) hukou and people with urban (non-agricultural) hukou. In the beginning, the system was not only serving as a migration control mechanism but also
used by the central government for organizing labor and resources for the pursuit
of the Great Leap Forward in industrialization. State welfare programs, which were
tied to hukou status, heavily favored urban residents. Urban hukou holders had access to state-guaranteed food supply and state-provided education, health, and employment. Rural hukou holders, on the other hand, received land from the government to cultivate, but could not sell or sublease the land (Ngai et al., 2018).
Initially, the hukou system was strictly enforced to restrict industrial or geographical labor mobility. All urban hukou holders lived in urban areas and worked in
industry or services, while rural hukou holders lived on farms and worked in the
agricultural sector. Since the early 1980s, rural hukou holders have been allowed to
develop and work in nonfarm enterprises in the countryside. After 1985, the migration restrictions were also gradually relaxed. In some places, rural residents were
also allowed to work in cities and receive urban services and welfare without holding urban hukou (Chan, 2009).
Before the late 1990s, formal education had a strong effect on labor mobility from
the agricultural sector to nonagricultural sectors in rural areas (Zhao, 1999a). There
were also a few limited ways of getting around the restrictions on migration to urban
areas in which formal education beyond middle school is almost necessary (Zhao,
1999b). Among the most popular was attending high school and then college. Graduation from ordinary specialized high school (zhong zhuan) was another way, after
which students would be assigned a job in the urban sector with an urban hukou.
Joining the army was also a popular way to getting an urban hukou, and the army
placed a significant emphasis on educational achievement.
Under the hukou system and the land tenure system in rural China, rural households have the right to use the land which has been allocated to them and transfer
the land use rights to their children. However, they do not have the right to sell
or sublease it in a land market. The land is collectively owned by the village, and
village officials can reallocate the land to other households within the same village
if the land is not properly used. The practices of land reallocations lead to overemployment in the agricultural sector and a low rate of migration (Ngai et al., 2018;
Zhao, forthcoming). To secure the land use rights, parents could also have the incentive to keep at least one child to work in the agricultural sector. Because of the crucial
role of education in promoting nonfarm employment and permanent migration to
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urban areas, land tenure insecurity could also create a disincentive for farmers to
educate their children. In Section 3.5, I discuss how land tenure insecurity might
play a role in the Q-Q trade-off for education.

3.3
3.3.1

Data and empirical strategy
Data and sample

The main analysis uses data provided by the China Family Panel Studies (CFPS),
which was launched in 2010 by the Institute of Social Science Survey of Peking University, China (Xie, 2012). The CFPS is a longitudinal study of a nationally representative sample of Chinese communities, families, and individuals. I restrict the
sample to couples with the first child born between 1966 and 1990 and holding a
rural hukou at age three. These children were between 20 and 44 years old and
mostly finished schooling and entered the labor market in 2010.43 Hence, I can look
at their schooling and labor market outcomes using data from the 2010 CFPS survey. The unit of the empirical analysis is a firstborn child because the treatment and
outcome variables are observed at the child level. However, in the discussion, I use
the words "couples", "parents", and "firstborn children" interchangeably because the
divorce rate and childless rate were low during the period of study.
CFPS recorded the father’s primary occupation when the child was aged 12. I
classified the father’s primary occupation into three types: farmers, low-skill workers, and high-skill workers. A father is a farmer if he mainly works in the agricultural sector. For a given nonfarm occupation, I compute the fraction of fathers
employed in this occupation who ever attended high school. I define a father as
working in a low-skill (high-skill) occupation if this fraction is lower (higher) than
50%. In the sample, 66% of the fathers were farmers, 27.7% were low-skill workers
(e.g. salespersons and manufacturing workers), and 6.3% were high-skill workers
(e.g. doctors, accountants, and teachers). In Section 3.5, I discuss how the heterogeneity across parental occupations sheds light on the reasons why parents respond
differently to OCP.44
43 The

results remain similar if I drop the youngest firstborn children who were not yet 22 years
old in 2010, the age when most people complete college education.
44 My classification of occupations is based on the education-intensity of the occupations. In Section
3.4.4, I show that my results on the heterogeneity in the Q-Q trade-off are not driven directly by the
educational levels of the parents.
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TABLE 3.1: Summary statistics

All

Mean
Boy

Girl

Gender difference
p-value

Panel A. Individual charateristics
Boy (0/1)
Minority (0/1)
Age (years)
Father’s age (years)
Mother’s age (years)
Mother’s age at birth (years)
Father middle school (0/1)
Father high school (0/1)
Mother middle school (0/1)
Mother high school (0/1)
Father farmers (0/1)
Father low-skill occupation (0/1)
Father high-skill occupation (0/1)

0.503
0.089
31.663
57.256
55.031
23.482
0.374
0.119
0.192
0.042
0.660
0.277
0.063

1.000
0.087
31.749
57.368
55.147
23.539
0.367
0.124
0.191
0.037
0.666
0.276
0.058

0.000
0.090
31.576
57.141
54.912
23.425
0.381
0.114
0.192
0.046
0.654
0.278
0.068

0.601
0.565
0.528
0.548
0.497
0.964
0.328
0.528
0.609
0.917
0.412

Panel B. Outcome variables
Number of siblings
Any sibling (0/1)
Good health (0/1)
Height (cm)
Years of schooling
High school completion (0/1)
Cognitive test score (sd)
Assets (1,000 yuan)
Housing (1,000 yuan)
Investment (1,000 yuan)
Land (1,000 yuan)
Employed (0/1)
Treiman scale (0–100)a
High-skill occupation (0/1)a
Urban hukou (0/1)
Annual personal income (1,000 yuan)

1.421
1.220
1.624
0.762
0.677
0.847
0.605
0.636
0.575
164.819 170.218 159.291
8.798
9.224
8.367
0.269
0.289
0.250
0.096
0.193
-0.003
44.009 43.811
44.212
37.846 37.572
38.129
6.163
6.239
6.084
4.341
4.880
3.789
0.622
0.727
0.518
40.101 40.074
40.141
0.122
0.099
0.154
0.175
0.172
0.177
16.697 21.955 11.133

Panel C. Treatment variable
Exposure

0.735

0.982

0.485

Observations

2895

1310

1585

Note: 1. Weighted by CFPS sample weights.
2. The sample consists of firstborn children holding rural hukou at age 3 and born between 1966 and
1990 from the CFPS data.
3. See Section 3.7.1 in the Appendix for details on how the variables are contructed from the CFPS
data.
4. Income is adjusted to 2010 prices using the Consumer Price Index.
a conditional on being employed.
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Table 3.1 Panel A shows summary statistics of individual characteristics. I observe 2,895 firstborn children, among which 1,310 are boys and 1,585 are girls.45 I
also show the summary statistics for the male and female samples separately and
the p-value for gender differences in observed characteristics. Note that although it
is well-known that parents conduct sex selection under the OCP (Ebenstein, 2010;
García, forthcoming; Li et al., 2011), it is not prevalent among firstborn children. The
sample is balanced by gender in terms of observed characteristics.46
The primary outcomes of interest are the number of siblings, only child status,
height, self-reported health, educational attainment, cognitive test scores, land value
per capita, non-land household assets per capita, employment, Treiman scale and
skill-intensity of the occupation, urban hukou status, and income, all measured in
2010. The Treiman scale is an internationally standardized measure of occupational
status developed by Treiman (1977). Because farmland in rural China is collectively
owned and cannot be sold in a market, CFPS has computed the value of land using
the size and agricultural output of the land in the year before the survey. In addition,
following Fan et al. (2021), I average the annual personal income from the 2010, 2012,
and 2014 waves of the CFPS to obtain a proxy for lifetime personal income. Income
is adjusted to 2010 prices using the Consumer Price Index. Table 3.1 Panel B shows
the mean of the outcome variables for the whole sample and by gender. In Section
3.7.1 in the Appendix, I provide more details on these variables and how they are
constructed from CFPS.

3.3.2

Measure of policy exposure

The identification strategy requires isolating the change in child quantity driven
by stricter OCP enforcement. I construct a measure of OCP exposure reflecting
the monetary penalty a couple faces for a second child. This penalty depends on
whether the couple is eligible to apply for a second-child permit and the level of
45 Due

to the sampling design and non-responses, CFPS over-sampled girls (Xie & Lu, 2015). Using the CFPS sampling weights could adjust for the gender imbalance in the sample. In the presence
of potential unmodeled heterogeneous effects, it would be ideal if applying the weights could help
identify the population average treatment effect. However, Solon et al. (2015) show that using sampling weights does not necessarily identify the population average treatment effect when estimating
causal effects. Both weighted and unweighted estimators identify different weighted averages of the
heterogeneous effects, and neither one identifies the population average effect. Hence, I show in the
main analysis the unweighted estimates and in Table 3.10 in the Appendix the weighted estimates.
For most outcome variables, the sign and magnitude of the weighted estimates are similar to those
of the unweighted estimates.
46 In Section 3.4.4, I show that gender selection among higher-order births, if any, does not challenge
the interpretation of my findings as a trade-off between child quality and quantity.
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TABLE 3.2: Examples of constructing the measure of exposure to OCP

(1)
Panel A.
Province
Liaoning
Year frstborn girl eligible
1985
Birth year
1971
Fine age 1
0
Fine age 2
0
Fine age 3
0
Fine age 4
0
Fine age 5
0
Fine age 6
0
Fine age 7
0
Fine age 8
1.21
Fine age 9
1.21
Fine age 10
1.21

(2)
Hubei
1991
1971
0
0
0
0
0
0
0
1.21
1.21
1.21

Panel B. OCP exposure by gender of the firstborn
Girl
0.36
0.36
Boy
0.36
0.36

(3)

(4)

Liaoning Hubei
1985
1991
1979
1979
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
0.94
1.21
0.94
1.21
0.94
0.61
1.21

1.13
1.13

(5)

(6)

Liaoning
1985
1990
1.21
5
5
5
5
5
5
5
5
5

Hubei
1991
1990
2.83
2.83
2.83
2.83
2.83
2.83
2.83
2.83
2.83
2.83

0.00
4.62

0.00
2.83

Note: Panel A: Year firstborn girl eligible is the year since which a couple with only a daughter is
eligible to have a second child (Scharping, 2013). Fine age s is the level of fine imposed on unauthorized second births when the firstchild was aged s using data from Ebenstein (2010). Gray cells
indicate that at these ages of the first child, couples with only a daughter can have a second child
without paying the fine whereas couples with a son have to pay the fine. Panel B shows the exposure
constructed using equation 3.1 for boys and girls.

fines imposed on unauthorized births. Because both eligibility and the fine rates
changed over time due to local policy changes, the monetary penalty varied across
localities, by the birth year of the first child, and by individual characteristics that
determine the eligibility for a second-child permit.47
Table 3.2 illustrates how I construct the OCP exposure reflecting the monetary
penalty for a second child, exploiting the introduction of the exemptions for couples
with only a daughter. Table 3.9 in the Appendix provides examples exploiting the
exemptions for minority couples. I only consider the ten-year window after the first
child’s birth because more than 98% of the couples with two or more children in the
sample had their second child in this window. Also, the data shows that more than
47 My

measure of OCP exposure shares a similar spirit to the one used in Guo et al. (2021). They
average the fine rates in the ten years after the second child’s birth to estimate the effect of OCP on
the first child. They do not consider variations in eligibility because all births after the second one
were not eligible for any exemptions. Also, the measure is consistent with the interpretation of OCP
as a pricing system for children in García (forthcoming). My measure reflects the average "price" of
a second-child permit in the ten years following the first child’s birth.

78

Chapter 3. Heterogeneity in the multidimensional child Q-Q trade-off

99% of mothers gave birth to the first child by age 39, leaving at least ten years to
have the second birth.
A comparison of columns (1), (3), and (5) in Table 3.2 indicates how the measure
differs by birth year and gender of the first child in the Liaoning province, where
exemptions have been granted to couples with only a daughter since 1985. A couple
who had their first child born in 1971 expects to pay a fine equal to 1.21 years of
household income only if they had the second child when the first one was between
ages 8 and 10. If the couple instead had their first daughter in 1979, they had to pay
a fine equal to 1.21 years of household income before the child turned age six, but
were exempted afterward. If the first child was instead a boy, the couple would not
be exempted. This exemption rule generates variation by gender of the first child in
Liaoning. Finally, if the first child was born in 1990, the couple pays no fine for a
second child if the first one is a girl, but pays a fine equal to 1.2 or 5 years of income
depending on the age of the first child when they have the second.
The even columns in Table 3.2 show how the measure differs in the Hubei
province. The exemption was only introduced in 1991. Hence, OCP exposure for
the cohorts born before 1980 is the same for both genders but varies across cohorts
due to the changes in the level of fine over time. Gender differences in OCP exposure
emerge for cohorts born after 1980. The last column shows that couples with a firstborn daughter born in 1990 were fully exempted from the one-child rule, whereas
couples with a firstborn boy born in 1990 had to pay a fine equal to 2.83 years of
household income for the second child.
The formula used to construct OCP exposure for a firstborn child born in year t
in province p and belonging to group g is given by
(1 10)

Exposuretgp

=

1 10
Finet+s,p (1
10 sÂ
=1

Permitt+s,g,p )

(3.1)

Because I only consider the exemptions given to couples with only one daughter
or minority couples, g is determined by the gender and ethnicity of the firstborn
child.48 Permitt+s,g,p is a dummy variable that takes value one if the parents who
had the first child in year t belonging to group g are eligible for a second child in
48 Practically,

the exemption is determined by the ethnicity of the parents. If both parents are from
the same ethnic group, the child is of the same ethnicity. For inter-ethnicity couples, the child could
be of either ethnicity of the parents. Huang and Zhou (2016) report that there were different implementations for inter-ethnicity couples by provinces under OCP, some exempting these couples from
strict birth control and others not. I do not exploit these variations in the data because I only observe
the ethnicity of parents for a small sample of children whose parents were registered in the same
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province p in year t + s. Finet+s,p is the level of fine imposed on unauthorized births
born in year t + s in province p. The intuition is that if a couple had the first child in
year t and the second child in t + s, the couple pay Finet+s,p if not exempted from the
one-child rule (Permitt+s,g,p = 0), and pay nothing if exempted (Permitt+s,g,p = 1). I
then take the average over the ten years since the birth of the first child to obtain the
measure of OCP exposure. Table 3.1 Panel C shows that the mean of OCP exposure
is 0.74 for the whole sample. The average OCP exposure of boys is twice the average
exposure of girls.

3.3.3

Empirical strategy

To identify the causal effect of OCP, I implement a triple-difference strategy. The
triple-difference strategy assumes the differences across the four groups defined
by gender and minority status to follow the same trends across provinces if the
four groups were treated similarly by OCP. I use group-cohort fixed effects to capture the changes in the differences between any two groups that are common to all
provinces. Also, I control for province-cohort fixed effects to capture the differential trends across provinces due to factors other than the exemption rules applied to
certain groups.
Specifically, I consider the following equation:
(1 10)

yitgp = gExposuretgp

+ Xi b + Ztgp + Vpt + Wgp + Ugt + eitgp

(3.2)

where yitgp is the outcome of child i born in year t in province p and belonging
to group g. As in a standard triple-difference framework, I control for three-way
fixed effects, including province-cohort fixed effects Vpt , group-cohort fixed effects
Ugt , and province-group fixed effects Wgp . Notice that province fixed effects, group
fixed effects, and cohort fixed effects are dropped due to the perfect colinearity with
the three-way fixed effects. I also include a set of individual controls Xi , including
ethnicity, parental education, parental age, mother’s age at birth, and dummies for
the father’s occupational types. Standard errors are clustered at the province-cohort
level, at which most of the policies were set.49
household in 2010. However, the results do not change if I drop children whose family has at least
one member belonging to the exempted minority groups.
49 Clustering at province-group level or two-way clustering at the province and cohort level with
bootstrap methods give similar estimates of standard errors.
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To address the issue that province-level OCP enforcement before the introduction of exemptions may have differential impacts on different groups, I control for
the level of fines in the three years before birth interacted with gender and minority
status. I also allow group-cohort fixed effects to vary with the fine rates in 1979,
which would control for the group-specific effect of initial OCP strictness in the
province. These controls are denoted by Ztgp . In Section 3.4.4, I show that the results are also robust to controlling for group-specific effects of other time-variant
socioeconomic factors at the province level.
As a balancing check, I regress pre-determined characteristics of the children on
OCP exposure, controlling for the fixed effects and Ztgp . As shown in Table 3.11 in
the Appendix, OCP exposure is not correlated with pre-determined characteristics
of the children, including the father’s occupation at age 12. This finding suggests
that the father’s occupation at the age of 12 is exogenous to OCP enforcement, which
allows me to estimate the heterogeneous effect of OCP exposure by father’s occupation. I consider the following equation:
(1 10)

yitgp = g1 Exposuretgp

(1 10)

+ g2 LSi Exposuretgp

(1 10)

+ g3 HSi Exposuretgp

+ Xi b + Ztgp + Vpt + Wgp + Ugt + eitgp

(3.3)

where LSi is a dummy variable that takes value one if the father’s main occupation
is low-skill, and HSi is a dummy variable that takes value one if the father’s main
occupation is high-skill. Notice that the set of individual controls Xi includes LSi
and HSi . Under the identification assumption, the estimate of g1 captures the causal
effect of OCP exposure on children of farmers, and the estimate of g2 (g3 ) captures
the difference in the causal effect between children of farmers and children of lowskill workers (high-skill workers).

3.3.4

Event-study analysis

Before presenting the estimation results, I use an event study analysis to provide
support for the identification strategy and the measure of policy exposure. An event
is defined as the parents becoming eligible for a second-child permit and being exempted from paying a fine greater than one year of household income. Using the
same sample of children as the one used in the main analysis, I compute for each
child how old she or he was when the event happened. I then regress a dummy
indicator of having at least one sibling on a series of event dummies. The regression
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is given by the following equation:
yitgp =

Â x j Dj + Xi b + Ztgp + Vpt + Wgp + Ugt + eitgp

(3.4)

j2 J

where j denotes the age group of child i and J = { 3, 2, 1, 4, 7, 10, 13, 16, 19, 20}.
For j between -2 and 19, D j is a dummy variable that takes value one if the event
happened at ages j, j + 1 or j + 2. To reduce the collinearity between the event
dummies and birth year fixed effects, I include two end points j = 3 and j = 20
as open brackets and focus only on the estimates for event dummies between these
points. D 3 is a dummy variable that takes value one if the event happened three
years before birth, and D20 is a dummy variable that takes value one if the event
happened at or after age 20. The rest of the specification is the same as the tripledifference strategy.
Figure 3.2 plots the coefficients on each dummy variable D j and the corresponding 95% confidence interval. The coefficient for age group j on the graph corresponds to x j . It measures how much a couple is more likely to have a second child
if they become eligible for a second-child permit when the first child is aged j to
j + 2 instead of 13 to 15. The figure shows that the trend is flat for children eligible
for a sibling only after they have turned ten years old, suggesting that exposure to
exemptions after age 10 of the first child does not matter for the decision to have a
second child. In short, there is no differential trend between exempted and nonexempted groups if the exemption was introduced at an age older than 10. This finding
supports the identification assumption of the triple-difference strategy.
The estimates of x 1 and x 2 in Figure 3.2 suggest that becoming eligible for a
second-child permit before the birth of the first child or at age 1 of the first child
has a similar effect on the probability of having a second child. In other words,
additional exposure to exemptions before the first child’s birth would not increase
the likelihood of having a second child. The probability of having any sibling then
increases almost linearly in the duration of exposure between ages 1 and 10. Hence,
the event study also provides support to the measure of OCP exposure that covers
the first ten years of the firstborn child’s life.50
50 The

event study using a difference-in-differences (DID) specification is presented in Figure 3.3.
There is an upward trend even for cohorts initially exposed to exemptions after age 10, whose probability of having a sibling is supposedly unaffected by the introduction of the OCP exemptions. These
estimates suggest that if I compare children treated before age ten and after age ten in a DID specification, the estimated effect of OCP may capture a spurious increasing trend in the outcome for the
treated group. Moreover, the DID estimate of x 2 is larger than the DID estimate of x 1 . Hence, if
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F IGURE 3.2: Event study estimates for the probability of having a sibling
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Age at initial exposure to exemptions conditional on high fine
Note: The figure shows the coefficients and 95% confidence intervals (based on standard errors clustered at the province-cohort level) from the event study analysis. The sample consists of children
born between 1966 and 1990, who had a rural hukou at age 3 and is the first child to their parents. The
outcome is the probability of having any sibling. The x-axis is the age group j of the first child since
when the parents became eligible to a second-child permit and exempted from pay a fine greater
than one year of household income. The y-axis is the estimate for x j . The age group 13 is taken as
the base group. The estimate for x j represents how much a couple are more likely to have a second
child if they become eligible to a second child permit when the first child is aged j to j + 2 instead of
13 to 15, conditional on three-way fixed effects, individual controls, and controls for pre-birth OCP
intensity described in Section 3.3.3.
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Estimation results

This section presents the main results on sibling composition, human capital, assets,
and labor market outcomes. I estimate the average effects using equations 3.2 and
the heterogeneous effects by father’s occupation using equation 3.3.

3.4.1

Effects on sibling composition

Tabel 3.3 shows the effects of OCP on family size. The first and third columns show
that when the penalty for a second child increases by one year of income, the firstborn child would have 0.22 fewer siblings and be 15 percentage points less likely to
have any sibling. Columns (2) and (4) show that the estimated coefficient of the OCP
exposure does not vary significantly by parental occupation.51 This is an important
finding. This study investigates the heterogeneity of the Q-Q trade-off, namely the
heterogeneous effects of the same exogenous change in family size on child quality.
Given that there is no heterogeneity in the reduced-form effect of OCP on family
size, any heterogeneity in the effect of OCP on child quality can be interpreted as
evidence of a heterogeneous Q-Q trade-off.52
In columns (5) and (6) of Table 3.3, I provide evidence that the measure of OCP
exposure precisely captures the timing of siblings. I estimate the effects of OCP
exposure at different ages and before the first child’s birth. Increasing OCP penalties
between ages 1 and 5 reduces the likelihood of having a sibling before age 5 but does
not affect the likelihood of having a sibling after age 5. I find the same pattern for
exposure to OCP penalties between ages 6 and 10. This finding supports the validity
of the measure of OCP exposure and the identification. It suggests that a policy
I estimate the effect of exposure after the first child’s birth in a DID specification, the estimate may
also capture the effect of OCP before birth. Exposure before birth may correlate with the timing
and characteristics of the firstborn child, causing biases in the DID estimate. A comparison of Figure 3.2 and Figure 3.3 suggests that controlling for province-cohort fixed effects and group-cohort
fixed effects helps deal with these issues. This finding provides additional support to the use of the
triple-difference strategy.
51 In Table 3.12 in the Appendix, I show the total effect of OCP exposure on family size as well as
other outcomes discussed later in the chapter by parental occupation.
52 In the Q-Q trade-off literature, the instrumental variable (IV) approach is commonly used to estimate the causal effect of child quantity on child quality (e.g. Liu, 2014; Mogstad & Wiswall, 2016;
Rosenzweig & Zhang, 2009). It requires an excluded IV that affects only child quality through its
effect on child quantity. Due to the difficulty of providing enough evidence in support of this exclusion restriction, I estimate the reduced-form effects of OCP on family size and various child quality
measures. Then, I infer the Q-Q trade-off from the reduced-form results. A reduced-form analysis
also helps us understand how stricter OCP enforcement contributes to intergenerational mobility,
which is more policy-relevant.

-0.222**
(0.108)

-0.206*
(0.109)
-0.042
(0.061)
0.069
(0.127)

(4)

-0.145***
(0.044)

-0.133***
(0.046)
-0.029
(0.030)
0.024
(0.054)

Any sibling

(3)

-0.109*
(0.063)
0.021
(0.035)
0.099
(0.073)
-0.153
(0.129)
0.060
(0.223)
0.736
(0.574)

0.031
(0.044)
-0.089***
(0.025)
-0.037
(0.081)
0.174
(0.111)
-0.100
(0.138)
-0.215
(0.427)

(5)
(6)
First sibling arrive
before age 5 after age 5
-0.071*
(0.042)

Any male sib

(7)

-0.080
(0.053)

Any female sib

(8)

R2
0.540
0.540
0.589
0.590
0.470
0.279
0.473
0.378
Mean dep var
1.471
1.471
0.771
0.771
0.644
0.115
0.553
0.478
Observations
2894
2894
2894
2894
2894
2894
2894
2894
Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Low-skill (resp. High-skill) is a dummy indicator that takes value one if
the respondent’s father was employed in an low-skill (high-skill) nonfarm occupation when the respondent was aged 12, and zero if otherwise.
I consider an occupation is high-skill if more than 50% of all fathers employed in this occupation have attended high school. The omitted group
consists of children whose father was a farmer.
3. Baseline controls include province-cohort fixed effects, province-group fixed effects, group-cohort fixed effects, individual-level controls, and
controls for OCP intensity before births. "Low-skill" and "High-skill" dummies are included in all regressions.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966 and 1990 from the CFPS data.
5. See Table 3.12 for the total effect of OCP exposure by parental occupation.

Exposure 5–6 years before birth

Exposure 3–4 years before birth

Exposure 1–2 years before birth

Exposure birth year

Exposure ages 6–10

Exposure ages 1–5

High-skill ⇥ Exposure

Low-skill ⇥ Exposure

Exposure

(2)

Number of siblings

(1)

TABLE 3.3: Effects of on OCP on family size

84
Chapter 3. Heterogeneity in the multidimensional child Q-Q trade-off

3.4. Estimation results

85

change before age five does not correlate with a change in family size happening
after age five and vice versa. I also detect no significant effects of exposure before
birth, which is consistent with the event study.
Studies have found that OCP not only reduces fertility but also distorts the
daughter-to-son ratio (Ebenstein, 2010; García, forthcoming; Li et al., 2011). If
stricter OCP enforcement only reduces the number of sisters but not brothers, the
effects on child quality might be driven by changes in sibling gender composition
and not changes in family size. The last two columns of Table 3.3 show that OCP
exposure has similar effects on the probability of having a sister or a brother. This
finding supports the interpretation of the results as a trade-off between child quality and quantity. However, there is still a concern that the identification may fail to
detect the effect on sibling gender composition because it uses between-gender variation. In Section 3.4.4, I show that the results are robust if I restrict the analysis to
provinces that have less strong son preference. This finding further rules out that the
effects of OCP on child quality are driven by gender selection among higher-order
births.

3.4.2

Effects on human capital and household assets

Table 3.4 shows the heterogeneous effect of OCP exposure on the human capital of
the first child. I use self-reported health status and height to measure health. In
particular, height reflects the cumulation of health outcomes and nutritional status
before adulthood and hence is a good measure of parental investments in health
and nutrition (Thomas et al., 1996). In developing countries, where work tasks are
more manual and physically demanding, height accompanied by greater physical
strength is valued in the labor market (Thomas & Strauss, 1997). The odd number
of columns in Panel A shows that when the OCP penalty increases by one year of
household income, the firstborn child would be 9 percentage points more likely to
report to be healthy, 0.2 standard deviations taller, and 14 percentage points more
likely to be in the top quintile of the height distribution. Even columns show that
the effects on health do not vary significantly by parental occupation. These results suggest that even the more advantaged families could not invest enough in
children’s health and nutrition in the absence of strict birth control. Under stricter
OCP enforcement, parents have fewer children than they would otherwise have
without fertility restrictions, and each child receives more health and nutritional
investments.
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TABLE 3.4: Heterogeneous effects of OCP on human capital and assets
of the children
(1)

Panel A. Health outcomes
Exposure
Low-skill ⇥ Exposure

(2)

Good health
0.093*
(0.054)

0.099*
(0.056)
-0.018
(0.035)
0.046
(0.074)
0.270
0.589
2893

High-skill ⇥ Exposure
R2
Mean dep var
Observations

0.270
0.589
2893

(3)

(4)
Height (sd)

0.199*
(0.112)

0.383
0.015
2807

0.220**
(0.109)
-0.047
(0.060)
-0.014
(0.133)
0.383
0.015
2807

Panel B. Educational outcomes
Years of schooling Complete high school
Exposure
Low-skill ⇥ Exposure

0.215
(0.376)

0.156
(0.367)
0.102
(0.223)
0.806*
(0.432)
0.549
8.351
2894

High-skill ⇥ Exposure
R2
Mean dep var
Observations

0.549
8.351
2894

0.008
(0.051)

0.437
0.245
2894

-0.026
(0.049)
0.074**
(0.036)
0.154***
(0.052)
0.440
0.245
2894

Panel C. Household wealth per capita

Low-skill ⇥ Exposure

0.936
(0.871)

High-skill ⇥ Exposure
R2
Mean dep var
Observations

0.377
4.663
2851

1.592*
(0.886)
-1.529***
(0.555)
-1.310
(1.080)
0.379
4.663
2851

(6)

Height top quintile
0.143***
(0.050)

0.302
0.216
2807

0.144***
(0.052)
-0.005
(0.039)
0.037
(0.072)
0.303
0.216
2807

Cognitive score (sd)
0.082
(0.092)

0.542
0.000
2893

0.059
(0.091)
0.047
(0.058)
0.160
(0.115)
0.542
0.000
2893

Non-land assets

Farmland
Exposure

(5)

Total
8.516
(6.444)

0.590
48.767
2763

2.657
(6.060)
15.547***
(4.072)
-10.300
(13.177)
0.593
48.767
2763

Housing

Financial

1.947
(6.051)
12.640***
(3.745)
-11.618
(13.036)
0.585
42.776
2763

0.709
(2.326)
2.906
(1.776)
1.318
(2.410)
0.349
5.991
2763

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Low-skill (resp. High-skill)
is a dummy indicator that takes value one if the respondent’s father was employed in an low-skill
(high-skill) nonfarm occupation when the respondent was aged 12, and zero if otherwise. I consider
an occupation is high-skill if more than 50% of all fathers employed in this occupation have attended
high school. The omitted group consists of children whose father was a farmer.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
5. See Table 3.12 in the Appendix for the total effect of OCP exposure by parental occupation.
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Table 3.4 Panel B shows the results for education and cognitive outcomes. On
average, there is no effect of OCP on any of these outcomes. However, the average
effect masks substantial heterogeneity. When OCP exposure increases, children of
farmers experience no improvement in education and cognitive outcomes. If anything, they become less likely to finish high school. Compared to children of farmers, children of non-farmers become more likely to finish high school, and the difference is larger between farmers and high-skill workers than the difference between
farmers and low-skill workers. In Columns (6) to (8) of Table 3.12 in the Appendix,
I show the total effect for children in each occupation group. When OCP exposure
increases by one year of household income, children of low-skill workers become 5
percentage points more likely to finish high school, and children of high-skill workers become 13 percentage points more likely to finish high school. However, only
the effect on children of high-skill workers is statistically significant.
In addition to investments in children’s human capital, parents could also increase the children’s wealth through transfers and bequests. Parents could finance
these transfers and bequests through savings and buying assets. Table 3.4 Panel C
shows the effect of OCP exposure on assets of the child’s household, which may reflect parental investments in the capital market and transfers. The first two columns
show that only for children of farmers, OCP increases the value of land assets. This
finding suggests that OCP increases the amount of land farmers pass on to their
firstborn children. The next two columns show that children of low-skill workers
own more non-land assets when OCP exposure increases, while there is no effect on
children of farmers or high-skill workers. The last two columns show that the effect
on non-land assets is mainly driven by an increase in housing properties. Although
these are not direct measures of parental transfers, they could potentially reflect the
amount of assets parents give to their children or share with their children.

3.4.3

Effects on labor market outcomes

I find that the different effects on education later translate into different effects on
labor market outcomes. Table 3.5 shows the effect of OCP on employment and occupational outcomes. Column (1) shows that OCP increases the employment of all
groups of children. Conditional on being employed, the OCP penalty increases the
probability of working in a high-skill occupation more for children whose father is
also a high-skill worker (see Column (2)), suggesting that strict fertility restrictions
increase the transmission of occupational status. OCP exposure also increases the
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TABLE 3.5: Heterogeneous effects of OCP on labor market outcomes

(1)
Employed
Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
R2
Mean dep var
Observations

0.112*
(0.062)
-0.043
(0.042)
-0.017
(0.079)
0.346
0.618
2845

(2)

(3)

High-skill Treiman scale
-0.093
(0.095)
0.049
(0.037)
0.142*
(0.083)
0.432
0.113
1757

-0.619
(2.556)
2.432*
(1.379)
5.772**
(2.927)
0.433
39.941
1785

(4)
Urban hukou
0.055
(0.037)
-0.014
(0.023)
0.121*
(0.069)
0.422
0.174
2894

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Low-skill (resp. High-skill) is a
dummy indicator that takes value one if the respondent’s father was employed in an low-skill (highskill) nonfarm occupation when the respondent was aged 12, and zero if otherwise. I consider an
occupation as high-skill if more than 50% of all fathers employed in this occupation have attended
high school. The omitted group consists of children whose father was a farmer.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.

Treiman scale more for children of nonfarmers, and the effect is stronger for children
of high-skill workers (see Column (3)). The last column shows that children of highskill workers also become more likely to hold an urban hukou. In other words, OCP
increased their probability of permanent migration to cities that have more skilled
and higher-wage labor markets.
Table 3.6 shows the effect of OCP on annual personal income. Columns (1) to
(2) show the triple-difference estimates of the effect of OCP on income and log income. Log income is less sensitive to outliers but can only be constructed for positive income.53 The estimates suggest that increasing OCP exposure by one year of
household income increases children’s annual income by 2000 yuan (293 USD) if the
father is a farmer, by 3300 yuan (483 USD) if the father is a low-skill worker, and by
6300 yuan (922 USD) if the father is a high-skill worker, but the effect on children of
farmers is insignificant. I observe similar patterns using log income as the outcome
variable.
53 I

find that OCP does not affect the selection into positive income for all groups of children.
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TABLE 3.6: Heterogeneous effects of OCP on lifetime personal income

Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
Total effect (Low-skill)
Total effect (High-skill)
R2
Mean dep var
Observations

(1)

(2)

(3)
(4)
(5)
Conditional percentiles
25th
50th
75th

Income

Log(Income)

2.051
(1.815)
1.210
(1.072)
4.208*
(2.485)

0.102
(0.130)
0.021
(0.074)
0.131
(0.114)

0.977
2.509*
(1.392) (1.393)
0.908
0.196
(0.980) (0.816)
2.857*** 1.740
(1.071) (3.143)

3.677**
(1.558)
1.694**
(0.761)
4.069
(2.610)

3.261*
(1.857)
6.259**
(2.792)
0.500
15.675
2724

0.123
(0.120)
0.233*
(0.139)
0.507
9.663
2040

1.885
(1.314)
3.833**
(1.549)
0.037

2.705*
(1.444)
4.249
(2.995)
0.038

5.370***
(1.396)
7.746***
(2.255)
0.039

2724

2724

2724

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Estimates in Columns (1) to (2) are obtained from
OLS. Estimates in Column (3) to (5) are obtained from quantile regressions for residuals from a regression of income on the full set of province-group, province-cohort, and group-cohort fixed effects.
Robust standard errors in parentheses are clustered at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Low-skill (resp. High-skill) is a
dummy indicator that takes value one if the respondent’s father was employed in an low-skill (highskill) nonfarm occupation when the respondent was aged 12, and zero if otherwise. I consider an
occupation as high-skill if more than 50% of all fathers employed in this occupation have attended
high school.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
5. Income is adjusted to 2010 prices using the Consumer Price Index.
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To recover an estimate of OCP’s contribution to intergenerational income mobility, I computed the father’s income using the occupational type of the father. I use a
sample of males born between 1946 and 1965 and calculate the average income and
log income by occupational types. I then replace the indicator of the father’s occupation with the computed income of the father and estimate the heterogeneous effect
of OCP on children’s income and log income by the computed income of the father.
The results are shown in Table 3.13 in the Appendix. The results suggest that when
the penalty increases by one year of household income, the intergenerational income
correlation increases by 0.12, and the intergenerational income elasticity estimated
using log income increases by 0.06. Fan et al. (2021) estimate that the intergenerational income elasticity increased by 0.049 between the 1970–1980 birth cohort and
1981–1988 cohort in rural China. In the sample, average exposure to OCP increases
by 0.3 between the two cohorts. Hence, the results suggest that OCP increases intergenerational income elasticity by 0.018 in rural China, accounting for 37% of the
total increase of 0.049.
I also check whether OCP changes the distribution of personal income and
whether such change differs by parental occupation using quantile regressions. I
estimate quantile triple differences for residuals from regressing income on the full
set of province-group, province-cohort, and group-cohort fixed effects. The key assumption here is that fixed effects are viewed as location shift variables that affect
all quantiles in the same way (Canay, 2011). Columns (3) to (5) of Table 3.6 show
the results. OCP shifted the income distributions right for all groups of children,
but the shifts are larger for children of nonfarmers and the largest for children of
high-skill workers. Moreover, OCP increased the dispersion of income within each
group of children. The positive effect of OCP is the smallest on the bottom quartile
of the income distribution and the largest on the upper quartile. The results suggest
that OCP increases the influence of the father’s occupation on children’s income and
amplifies the income inequality both within and across groups of children.

3.4.4

Robustness

Famliy size or sibling gender composition
So far, I interpret the effect of OCP on child quality as evidence of a trade-off between
child quality and quantity. In this section, I provide additional evidence that the
effect on child quality is not driven by changes in sibling gender composition, by
focusing on provinces without strong son preference.
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I calculate the sex ratio among children aged 6–10 from the 1982 Chinese Census. These children were born from 1972 to 1976 before OCP was enforced. I define
provinces that had a sex ratio above 1.07 as having strong son preference before
OCP and exclude them from the analysis.54 I then reestimate the effects of OCP
exposure on family size, sibling gender composition, as well as several quality measures using only provinces without strong son preference. The results are shown in
Table 3.14 in the Appendix. The estimated effects of OCP exposure on family size
are similar to those obtained with the full sample. The exposure also has similar
effects on reducing the likelihood of having a male sibling or a female sibling. Finally, the estimated effects of OCP on child quality and labor market outcomes do
not change much using the restricted sample. Therefore, I conclude that the effects
of OCP exposure on child quality are mainly driven by changes in family size and
not changes in sibling gender composition.
Socioeconomic development
The identification relies on the assumption that the between-group difference in the
outcome trended similarly in all provinces in the absence of changes in the strictness of OCP enforcement specific to one group. This assumption would be violated
if there were other changes in socioeconomic factors that affected different groups
differently and correlated with the introduction of the exemptions or the changes
in fine rates. To address this issue, I include four time-variant provincial characteristics controlling for potentially different changes in socioeconomic development
when the child was aged 12. The data are from the National Bureau of Statistics
of China (2010). These variables are the log of gross regional product per capita,
population density, number of secondary school teachers per capita, and number
of health institutes per capita. I interact these variables with gender and minority
status to allow the effects to differ by gender and ethnicity. The results are shown
in Panel A of Table 3.15 in the Appendix for a selected set of outcomes. The tripledifference estimates are similar to the estimates obtained without controlling for the
group-specific effect of socioeconomic development.
54 The

excluded provinces include Anhui, Gansu, Hebei, Jiangsu, Jiangxi, Shaanxi, Shanxi, Tianjin,
and Zhejiang.
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Paternal education
Education reflects one’s human capital and income and is correlated with occupational choices. In this study, the measure of an occupation’s skill intensity is based
on the fraction of high school graduates in this occupation. To check if the heterogeneity by parental occupation is actually driven by parental education, I add the
interaction of paternal education with OCP exposure and reestimate equation 3.3.
Panel B of Table 3.15 shows the results. I find that the heterogeneity by paternal
occupation barely changes after controlling for the interaction of paternal education
with OCP exposure. Moreover, the effect of OCP does not vary significantly by paternal education.55 The results suggest that using the wrong measures of parental
backgrounds may lead to the failure to identify important heterogeneity in the QQ trade-off. The results also suggest that the heterogeneity in the Q-Q trade-off is
mainly driven by different parental occupations, not different parental education.
In Section 3.5, I discuss some implications of this finding for understanding factors
underlying the heterogeneous parental responses.
Alternative exposure measures
Ineligibility to second-child permits only
The identification relies on two variations: the changes in fine rates over time and
the introduction of exemptions to couples with only one daughter and minority
couples. As pointed out by Zhang (2017), the level of fine may correlate with local financial situations and local fertility demand. The province-cohort fixed effects
could partly address this issue. However, if changes in local financial situations and
local fertility demand affect different groups differently, then the triple-difference
estimates could be biased. To deal with the potential biases, I construct a new measure of policy exposure that relies only on the ineligibility to second-child permits
and not the level of fines. The measure is given by
(1 10)

Ineligibilitytgp

=1

1 10
Permitt+s,g,p
10 sÂ
=1

(3.5)

This variable measures the fraction of time a couple is not exempted from the onechild rule when the first child is between 1 and 10. I reestimate equation 3.3 but
(1 10)
(1 10)
replace Exposuretgp
with Ineligibilitytgp . The results are shown in Panel A of
55 Controlling

maternal education only or both maternal and paternal education interacted with
exposure, gender, and minority status gives similar results.
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Table 3.16 in the Appendix. Using only the ineligibility to second-child permits for
identification does not change the key findings.
Three-year birth spacing
The OCP imposes restrictions on not only fertility but also the space between the
first and the second child. Officially, the second-child permit is only granted if the
second child is born after a given period since the first child is born. I do not consider this variation because the information on how the birth-spacing requirement
was enforced is not available. However, as a robustness check, I construct an alternative measure of exposure assuming that second-child permits are only granted
for a birth-spacing of three years. The results are shown in Table 3.16 Panel B. The
estimates with this new measure of OCP exposure are similar to the baseline estimates.
Variation in high exposure only
Recently, de Chaisemartin and D’Haultfœuille (2020) raise concerns about the interpretation of estimates from a specification with two-way fixed effects. According to
their study, the DID estimates with group and year fixed effects, for instance, are the
weighted sum of the average treatment effects (ATE) for each group each year. The
weights associated with the ATEs can be negative, which could be an issue when the
ATEs are heterogeneous across groups or years. When negative weights are large
and correlated with the heterogeneous treatment effects, the estimated coefficient
and all ATEs can have different signs. The issue is more salient with continuous
treatment variables due to the lack of groups where treatment remains stable between two periods.
Because the triple-difference strategy also includes two-way fixed effects, the
triple-difference estimates could be subject to the same issue. However, it is unclear
how to apply their method in a triple-difference strategy that allows heterogeneity by individual characteristics. What I do instead is to design a specification in
which the incidence of negative weights should be more limited by only exploiting
variation in OCP exposure when the exposure reaches one. In other words, I only
estimate ATEs for groups that have relatively high exposure to OCP and assume the
ATE to be zero for groups that have little exposure to OCP. The results are shown
in Table 3.16 Panel C. With this new measure of exposure, I still observe the pattern
that there is no heterogeneous effect on family size and health but exhibits significant heterogeneity in the effect on education, assets, and labor market outcomes.
The significance levels and signs of the estimates are similar to those of the baseline
estimates too. Hence, it is unlikely that the baseline triple-difference estimates are
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of a different sign of all ATEs.

3.5

Discussion

Many factors could lead to the homogenous parental responses to OCP in health
and heterogeneous parental responses to OCP in education and assets. This section discusses how the results can be rationalized in light of different factors underlying parental investment decisions. A simple way to rationalize the findings
would be to consider a setting in which parents allocate their income between their
own consumption before retirement and investments in children’s human capital
and for other purposes. Parents can transfer cash and assets to their children. Human capital investments and transfers from the parents enter the children’s incomegenerating function. Parents’ utility depends on their own consumption and children’s expected income, either because they rely on adult children’s care and transfers in old age, or because they are altruistic toward their children.
Next, I discuss several factors that may contribute to the investment gaps by
parental occupation in response to a change in child quantity. For each channel, I
first discuss why it may lead to heterogeneous responses to OCP and then provide
empirical evidence.

3.5.1

Heterogeneous returns to education

The results show that when having fewer children, farmers and low-skill workers
transfer more land or household assets to the children while high-skill workers invest more in children’s education. Theoretically, if parents intend to transfer assets
to their children in the future, the optimal investment in children’s human capital
equates the rate of return on investment in human capital to the rate of return on
investment in physical capital (Galor, 2012). If the rate of return on investment in
physical capital is the same for all parents, the heterogeneity in the effect on education and wealth of the children reflects that the rate of return on investment in
children’s education is different across parents in different occupations.
To provide support to this argument, I estimate the Mincerian returns to education and height for children in different occupation groups. I use a sample of children born between 1966 and 1975 in rural China. I then regress the log of income in
2010 on years of schooling and health and interactions between these human capital
measures and dummy indicators for the father’s occupation.
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TABLE 3.7: Mincerian returns to human capital

Measures of human capital:
Panel A.
Human capital
R2
Panel B. Heterogeneity by father’s occupation
Human capital
Low-skill ⇥ Human capital
High-skill ⇥ Human capital
R2
Observations

(1)
(2)
Dep var: Log(income)
Years of schooling
Height (sd)
0.059***
(0.003)
0.223

0.035***
(0.013)
0.152

0.056***
(0.007)
0.001
(0.008)
0.025**
(0.011)
0.224

0.038
(0.026)
-0.004
(0.030)
0.004
(0.054)
0.152

3353

3322

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. This table reports observational Mincerian relationship between human capital and log income.
Robust standard errors in parentheses.
2. High-skill is a dummy indicator that takes value one if the respondent’s father was employed in a
high-skill occupation when the respondent was aged 12, and zero if otherwise.
3. Other control variables are both parents’ educational attainment, interactions between gender and
an indicator of being the first child, gender, number of siblings, and birth year dummies.
4. The analysis is based on a sample of children whose father was not a farmer, who held a rural
hukou at age 3 and were born between 1966 and 1975.

96

Chapter 3. Heterogeneity in the multidimensional child Q-Q trade-off

Table 3.7 Panel A shows that the Mincerian returns to education and height are
positive and significant. However, Panel B shows that the returns to education are
significantly higher among children whose fathers worked in high-skill occupations,
but the returns to height do not differ by father’s occupation. This is consistent with
the finding that the effect of OCP on health is the same for all groups of children
while the effect on education is heterogeneous.56 Hence, the results support the
argument that the returns to education are different across parental occupations, and
therefore parents respond differently to stricter OCP enforcement when investing in
children’s education.
Table 3.7 also shows that the Mincerian returns to education are not lower for
farmers than for low-skill workers. However, I find that low-skill workers respond
more to OCP concerning educational investments than farmers do. This finding
suggests that there might be other factors that prevent farmers from increasing investments in their children’s education.

3.5.2

Land tenure insecurity

I argue that the difference in the effects on education between children of farmers
and nonfarmers can be explained by land tenure insecurity faced by farmers. Education played a significant role in raising the accessibility of urban formal employment to rural people in the late 1970s and early 1980s (Zhao, 1997) and in promoting
labor mobility from the agricultural sector to the non-agricultural sector in rural areas (Zhao, 1999a). However, urban formal employment or rural non-agricultural
employment of children might increase the risk of losing the land allocated to rural
households under China’s land tenure system (Ngai et al., 2018; Zhao, forthcoming).
Hence, land tenure insecurity could increase the opportunity cost of education for
children that are supposed to stay home and inherit the land use rights from their
parents.
In Section 3.7.2 in the Appendix, I outline a simple model to show why with land
tenure insecurity, a reduction in child quantity could lead to a reduction in the education of the first child. Because land is a valuable asset to farmers in the long run,
I assume that farmers not only care about their own consumption and children’s
expected resources but also the expected value of the household land. I assume that
the expected value of the land decreases with children’s education due to the role of
56 Table

3.17 shows that Mincerian returns only differ by father’s occupation and not by the father’s education. This is in line with the finding that the effect of education only varies by father’s
occupation and not father’s education (Panel B of Table 3.15).
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TABLE 3.8: Education and height differences between the first and the
second children, by father’s occupation

(1)

(2)
(3)
(4)
Educational attainment

Years
Farmer ⇥ First child
Non-farmer ⇥ First child
R2
Mean dep var farmer
Mean dep var non-farmer
Observations

0.766
(0.512)
-0.299
(0.630)
0.284
7.141
9.337
523

Primary Middle
0.055
(0.050)
-0.021
(0.054)
0.192
0.770
0.903
523

0.130**
(0.067)
-0.010
(0.076)
0.254
0.509
0.760
523

(5)

High

Height (sd)

0.079
(0.053)
-0.014
(0.076)
0.172
0.155
0.314
523

-0.059
(0.116)
-0.042
(0.155)
0.066
0.046
0.208
513

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. This table reports the human capital gap between the first and the second child in two-child families. Robust standard errors in parentheses.
2. Farm (Non-farm) is a dummy indicator that takes value one if the respondent’s father was employed in an agricultural (non-agricultural) occupation when the respondent was aged 12, and zero
if otherwise.
3. Other control variables are both parents’ educational attainment, interactions between gender and
an indicator of being the first child, interactions between gender and father’s occupation, and birth
year dummies.
4. The analysis is based on a sample of children from two-child families, who held a rural hukou at
age 3 and were born between 1966 and 1975.
5. Primary: Ever attend primary education; Middle: Complete middle school education; High: Ever
attend high school education.

education in promoting non-agricultural employment. The important thing is that
parents only need one child to stay in the agriculture sector and inherit the land
use rights. Hence, the model predicts that for two-child households with insecure
land tenure, parents invest more in one child’s education and less in the other’s to
minimize the risk of losing the land while maximizing the expected resources of the
children.
Using a sample of children born between 1966 and 1975 in two-child families
from the CFPS data, I provide evidence consistent with this prediction. I estimate
the education and height differences between the first and the second children by
father’s occupation, distinguishing between farmers and non-farmers. Table 3.8
shows that there is an education gap if and only if the father is a farmer. The gap
in the probability of completing middle school is the most salient, followed by the
gap in the probability of attending high school. The same pattern is not observed in
nonfarming families and for noneducational outcomes. Such findings suggest that
land tenure insecurity increased the opportunity cost of education for one of the two
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children.
Table 3.8 also shows that when a couple has two children, the firstborn children
tend to receive more educational investments from their parents. This finding is in
line with sociological studies observing that in pre-OCP China, parents most often
chose the youngest son to live with and left their remaining property to the youngest
son after their deaths (Unger, 2006).57 Hence, the second and younger child, who
is supposed to stay home, would bear the opportunity cost of education due to
land tenure insecurity. If farmers could only have one child, the first child and also
the only child would instead bear the opportunity cost. If the opportunity cost of
education due to land tenure insecurity is large, reducing the number of children
from two to one could lead to a reduction in the education of the first child.58
In Table 3.18 in the Appendix, I show estimates from quantile regressions that
provide additional support to this argument. I find that only for children of farmers,
stricter OCP enforcement reduces the upper quartile of the education distribution,
which corresponds to about 9 years of schooling. In other words, there is a negative
effect on the education of children who would otherwise complete middle school
and attend high school. This finding is consistent with Table 3.8, which shows that
the gap between the first and the second children is the most salient in the probability of completing middle school and attending high school. The increase in land
assets observed only among firstborn children of farmers is also consistent with the
argument that OCP increases the probability of staying home and inheriting the
land use rights for the first child (see Panel C of Table 3.4).

3.5.3

Credit market imperfection

Next, I explain why credit market imperfection is important in this setting but unlikely to drive the heterogeneous responses. Credit market imperfection is believed
57 One

concern is that the educational advantage of being the first child may differ by gender of
the first child. Girls might be treated similarly regardless of birth order because parents would only
transfer properties to sons. In Table 3.8, I already include interactions between gender and birth
order and interactions between gender and father’s occupation to control for any potential gender
difference that is specific to one occupation or one birth order. I also find that the education gap by
birth order does not vary significantly by gender, suggesting that the educational advantage of the
firstborn child is not gender-specific.
58 An alternative explanation relates to the family custom that parents wish to keep at least one
child, usually the younger one, at home to leave with them in old age. Unger (2006) summarizes
several studies in sociology showing that this custom disappears faster in richer households than in
poorer households in China. This explanation would also fit in the model and be consistent with the
data if I assume that the custom of coresidence between parents and one of the children only exists
in farming families.
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to be one of the key reasons why parents, especially the poorer ones, are unable to
make optimal investments in children’s human capital (Caucutt & Lochner, 2020;
Caucutt et al., 2017). If parents can borrow at the market interest rate, then even the
poorest parents would invest in their children such that that the marginal return to
the investment is equal to the interest rate (Heckman & Mosso, 2014). In this case,
parents would not adjust their investment in response to a change in child quantity.
The finding that a higher OCP penalty leads to better health outcomes for all groups
of children suggests that all groups of parents in the sample are credit constrained
in the absence of OCP and unable to make efficient investments in their children’s
human capital.
However, credit market imperfection is inadequate to explain the heterogeneous
responses across parents. First, it is inadequate to explain why OCP reduces the
upper quartile of the schooling distribution for children of farmers (see Table 3.18
in the Appendix). Even if parents do not respond because their credit constraint is
always binding, we should at most observe no effect on education and not a negative
effect. Second, credit constraints fail to explain the investment gaps between lowskill and high-skill workers. If low-skill workers respond less because their credit
constraints are always binding, they would not be able to invest in housing and
financial assets and transfer assets to the first and only child post-OCP. In contrast, I
find that children of low-skill workers own significantly more housing and financial
assets when their parents face higher second-child penalties. This finding suggests
that parents in low-skill occupations are able to finance their children’s education
but are unwilling to do so, perhaps because the returns to education are lower than
the returns to savings or purchasing houses for their children.

3.6

Conclusion

This chapter provides empirical evidence of the heterogeneity in the trade-off between child quantity and different dimensions of child quality in rural China. I
find that, on average, stricter fertility restrictions reduce family size and improve
the health of the firstborn children, but do not affect the education and wealth of
the children. The insignificant effect on education and wealth masks significant
heterogeneity across parental occupations due to different expected returns to education and different opportunity costs of education. In response to stricter fertility restrictions, only parents in high-skill occupations invest more in their firstborn
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children’s education. Farmers pass on more land, while low-skill workers transfer more financial and housing assets to their firstborn children. This chapter also
shows that, among children born in rural areas, the implementation of strict birth
quotas contributed to reducing intergenerational mobility (Fan et al., 2021): children
born in more advantaged families were better able to attain higher education, work
in a skilled occupation, earn a higher income, and eventually get an urban hukou,
whereas children born in farming families were more often stuck on the farm.
In 2016, the Chinese government officially abolished the OCP nationwide and
allowed all couples to have two children. In 2021, the two-child rule was further
relaxed, and each couple was allowed to have three children. Could these policies promote intergenerational mobility? The results provide some insights into this
question. Despite the abolishment of the OCP in 2016, birth rates kept falling and
reached their lowest level in 2019 (National Bureau of Statistics, 2019). A common
explanation is that the housing and education costs are so high that couples cannot
afford more than one child. The results confirm that with only one child, low-skill
parents transfer housing assets while high-skill parents invest in the education of
the only child. Because they spend a lot on the only child, the cost of having another child might be too high, and they would not respond to the relaxation of the
one-child rule. However, relaxing the one-child rule may effectively raise fertility
among farmers because the marginal cost of a child is low, and they desire children
to stay on the household farm. Hence, it is likely that the relaxation of the one-child
rule alone would not promote intergenerational mobility but may increase the share
of the low-educated children from farming households in the next generation.
This chapter also helps explain the extremely low rate of high school completion
in rural China as compared to that in urban China (Khor et al., 2016; Li et al., 2017).
A common explanation is that poor rural parents are unable to finance high school
and college education for their children. The results suggest that other factors are
also important. Some parents are not unable but rather unwilling to send their children to high school and college, either because the insecure land tenure raises the
opportunity cost of children’s education, or because the expected returns to education are lower than other investments. These findings provide policy implications
to enhance the human capital of rural children, who will ultimately comprise most
of China’s future labor force (Khor et al., 2016).
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Appendix
Outcome variables

Table 3.1 Panel B shows the mean of the outcome variables for the whole sample
and by gender. Below I provide some details on how the variables are constructed
from CFPS.
Family size—The number of siblings is reported by the children, whereas the variable "Any sibling" is a dummy variable indicating having at least one sibling. Because the respondent also reported each sibling’s gender and age, I create four other
measures of sibling composition: whether the respondent has a brother, whether
the respondent has a sister, whether the first sibling was born before the respondent
turned age five, and whether the first sibling was born when the respondent was
aged six or older.
Human capital—I consider three types of human capital: health, education, and
cognitive development. To measure health status, I utilize information from questions on self-rated health and self-reported height. I generate a dummy that takes
value one if the respondent reports in excellent health. In the analysis, to adjust for
gender differences in height, I normalize height by gender and also create a dummy
variable that takes value one if the respondent’s height is among the top 20% in the
sample, conditional on gender. I use years of schooling and a dummy variable for
high school graduates to measure educational attainment. In addition, CFPS administrated a math test and a word test to measure cognitive development. I estimate
the effect on standardized scores from these tests.
Assets—In addition to human capital investments, parents could also make transfers to children to improve their quality of life in adulthood. While I cannot observe
parental transfers to children, I observe the assets the child owned in 2010, which
could partly reflect parental investments in assets and transfers to children.59 I estimate the effect of OCP on the value of non-land assets, which is the sum of the value
of housing properties, the value of financial assets, and the value of other assets. I
also look at the effect of OCP on land value. But because the land is collectively
owned in China, the value of land is measured by the productivity of the land allocated to the household in 2009. If no land is allocated to the household, the value is
zero.
59 Notice that

this information is only available at the household level. Hence, it is possible that the
child and the parents live together and own the assets together. I find no significant effect of OCP on
coresidence.
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Occupational outcomes— My first occupational outcome is whether or not employed. Conditional on employment, I estimate the effect of OCP on the Treiman
scale of the occupation and whether employed in a high-skill occupation. The
Treiman scale of each occupation is taken from Treiman’s Standard International
Occupational Prestige Scale, which reflects the level of power and privilege associated with each occupation (Treiman, 1977). Finally, an urban hukou makes the
high-skill jobs in the urban sector more accessible. In the meantime, finding a highskill job in urban areas is closely associated with getting an urban hukou in recent
years. Hence, I estimate the effect of OCP on urban residency, that is, whether or
not holding an urban hukou in 2010. This variable also reflects an individual’s labor
market achievement.

3.7.2

A model of Q-Q trade-off with land tenure insecurity

I build a simple model upon Becker and Lewis (1973) to show how the results for
children of farmers can be rationalized in a setting with land tenure insecurity. Parents’ utility depends on their own consumption, child quantity, and average child
quality, but child quantity is taken as given. I consider two regimes. In the first
regime, each couple has two children. They choose the amount of health investment h, which is the same for both children. They choose the amount of educational
investment e, which can differ by children. In the second regime, each couple has
only one child. I assume there is no saving or borrowing in both regimes to emphasize the role of land tenure insecurity. In Section 3.5, I explain why borrowing
constraints could not explain the heterogeneity in the effect on education. The assumption of no saving is reasonable given that I find no effect of OCP on non-land
assets for the children of farmers.
One-child regime
The decision-maker in the model is a parent. and each parent has one child in this
regime. For simplicity of exposition, I assume a linear utility function:
U = c + aI + l(1

e) L

subject to
c=y

ch h
e

0

ce e
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where c is the consumption of the parent, y is the income of the parent, h is the
investment in the health of the only child, and e is the investment in the education
of the only child. ch and ce are the unit costs of health and education investments.
The child’s expected resource I is given by
I = w(h, e) = a log h + b log(e + e)
where e if the minimum level of education one can attain at no cost, for instance,
free compulsory education. The child’s expected resources enter the parent’s utility
function with weight a, which can be thought of as capturing both altruism and a
reduced-form representation of the parent’s consumption in old age.
(1 e) L is the expected value of land, which enters the parent’s utility function
with a weight l. Education plays a significant role in promoting rural-urban migration or working outside of the agricultural sector. If the child migrates or finds
a permanent job in the non-agricultural sector, the child cannot inherit the land-use
rights. And when the parents have no child to inherit the land-use rights, the land
will be returned to the village after both parents lose their ability to farm the land.
Hence, I assume that the expected value of land decreases with e, the education level
of the only child.
Solutions
Interior solution. When e
0 and h > 0, it can be shown that the investments in
health and education are given by
ba
ce + lL
aa
=
ch

eOC =
hOC

e

ba
No education. When ce +
lL  e, parents choose to not invest in education. The investments in health and education are given by

eOC = 0
aa
hOC =
ch
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Two-child regime
In this regime, each parent has two children.
U = c + a Ī + l(1

min{e1 , e2 }) L

subject to
2ch h

c=y
e1

0

e2

0

c e ( e1 + e2 )

I assume that the parent spends the same on the health of both children but can
spend differently on the education of the two children, denoted by e1 and e2 .
Now the present value of land is (1 min{e1 , e2 }) L. This specification assumes
that as long as there is one child staying in the agricultural sector, the parents can
transfer the land to this child. To maximize the probability of retaining the land,
parents would keep the less educated child in the agricultural sector. Hence, only
the education of the less educated children matters.
With two children, parents care about the average expected resources of the children. Hence,
Ī =

1
b
b
(w(h, e1 ) + w(h, e2 )) = a log h + log(e1 + e) + log(e2 + e)
2
2
2

Solutions
Interior solution. Assume that e1  e2 . When e1
ments in health and education are given by

e1TC =

e

ba
2(ce + lL)
aa
=
2ch

e2TC =
h TC

ba
2ce

0, e2

e

0, and h > 0, the invest-
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ba
No education for one child. When 2(c ba
 e and 2c
e, parents choose to not invest
e
e + lL )
in education of one child. The investments in health and education are given by

e1TC =

ba
2ce

e

e2TC = 0
aa
h TC =
2ch
ba
No education for both children. When 2c
 e, parents choose to not invest in education
e
of both children. The investment in health and education is given by

e1TC = 0
e2TC = 0
aa
h TC =
2ch
The model generates one testable implication: only families with lL > 0 would
have an unequal investment in children’s education. Farmers are more likely to
have lL > 0 because they are more likely to own a positive amount of land and
also put a positive weight on the value of expected land. Table 3.8 shows that in
farming families with two children, there is indeed an education gap between the
firstborn and the secondborn, where the firstborn attains, on average, a higher level
of education.
It also predicts that when moving from the two-child regime to the one-child
regime, there will be an increase in health investment h for the first child. Given
that the firstborn attains more education, as shown in Table 3.8, the effect on the
education of the firstborn depends on whether lL is bigger than ce . If lL < ce ,
OC = e TC = 0. If lL > c and ba >
eOC > e1TC . If lL > ce and ba
e
1
e  2ce , e
e
OC
TC
2ce , e
< e1 . The intuition is as follows. While the reduction in child quantity
reduces the direct marginal cost of education, it increases the opportunity cost of
education for the first child. If the opportunity cost of education due to land tenure
insecurity is higher than the direct cost of education, reducing child quantity from
two to one increases the net cost of education for the first child. Hence, when the
present value of land is high, a reduction in child quantity from two to one could
lead to a reduction in the first child’s education.
In Section 3.5, I combine the model with empirical evidence to discuss how land
tenure insecurity may explain the different responses to OCP between farmers and
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nonfarmers.

3.7.3

Appendix figures
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F IGURE 3.3: Difference-in-differences event study estimates
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Age at initial exposure to exemptions conditional on high fine
Note: The figure shows the coefficients and 95% confidence intervals (based on standard errors clustered at the province-cohort level) from the event study analysis estimating the following equation:
yitgp =

⇤
⇤
+ eitgp
Â x j Dj + Xi b⇤ + Vt⇤ + Wgp

(3.6)

j2 J

⇤ represents province-group fixed effects. X is
where Vt⇤ represents birth year fixed effects and Wgp
i
the same set of individual controls in estimating equation 3.2. j denotes the age group of child i and
J = { 3, 2, 1, 4, 7, 10, 13, 16, 19, 20}. For j between -2 and 19, D j is a dummy variable that takes
value one if the event happened at ages j, j + 1 or j + 2. An event is defined as the initial exposure
to a exemption from paying a fine greater than one year of household income for the second child.
The sample consists of children born between 1966 and 1990, who had a rural hukou at age 3 and is
the first child to their parents. The outcome is the probability of having any sibling. The x-axis is
the age group j of the first child since when the parents became eligible to a second-child permit and
exempted from pay a fine greater than one year of household income. The y-axis is the estimate for
x j . The age group 13 is taken as the base group. The estimate for x j represents how much a couple
are more likely to have a second child if they become eligible to a second child permit when the first
child is aged j to j + 2 instead of 13 to 15, conditional on the fixed effects and individual controls.

108

3.7.4

Chapter 3. Heterogeneity in the multidimensional child Q-Q trade-off

Appendix tables
TABLE 3.9: Examples of constructing the measure of exposure to OCP:
ethnicity

(1)
Panel A.
Province
Liaoning
Year minority eligible
1988
Birth year
1971
Fine age 1
0
Fine age 2
0
Fine age 3
0
Fine age 4
0
Fine age 5
0
Fine age 6
0
Fine age 7
0
Fine age 8
1.21
Fine age 9
1.21
Fine age 10
1.21

(2)
Hubei
2001
1971
0
0
0
0
0
0
0
1.21
1.21
1.21

(3)

(4)

Liaoning Hubei
1988
2001
1979
1979
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
1.21
0.94
1.21
0.94
1.21
0.94

Panel B. OCP exposure by ethnicity of the firstborn boy
Minority boy
0.36
0.36
0.97
Non-minority boy
0.36
0.36
1.21

1.13
1.13

(5)

(6)

Liaoning Hubei
1988
2001
1990
1990
1.21
2.83
5
2.83
5
2.83
5
2.83
5
2.83
5
2.83
5
2.83
5
2.83
5
2.83
5
2.83
0.00
4.62

2.83
2.83

Note: Panel A: Year minority eligible is the year since when a couple belonging to minority groups
with less than 10 million population is eligible to have a second child (Scharping, 2013). Fine age s
is the level of fine imposed on unauthorized second births when the firstchild was aged s using data
from Ebenstein (2010). Gray cells indicate that at these ages of the first child, minority couples can
have a second child without paying the fine whereas other couples have to pay the fine. Panel B
shows the exposure constructed using equation 3.1 for minority boys and non-minority boys.
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TABLE 3.10: Triple-difference estimates adjusted by CFPS sample
weights

Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
R2
Mean dep var
Observations

Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
R2
Mean dep var
Observations

Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
R2
Mean dep var
Observations

(1)
Siblings

(2)
Any sibling

(3)
Excellent health

(4)
Height (sd)

(5)
Height top quintile

-0.260*
(0.137)
0.016
(0.086)
0.078
(0.166)
0.603
1.471
2894

-0.123**
(0.057)
-0.015
(0.049)
0.055
(0.061)
0.639
0.771
2894

0.147**
(0.069)
-0.008
(0.045)
0.032
(0.099)
0.349
0.589
2893

0.131
(0.121)
-0.048
(0.075)
0.191
(0.184)
0.475
0.015
2807

0.148**
(0.060)
-0.041
(0.041)
0.105
(0.087)
0.409
0.216
2807

(6)
Schooling

(7)
HS completion

(8)
Cognition

(9)
Land

(10)
Nonland

-0.000
(0.443)
-0.020
(0.269)
1.020*
(0.569)
0.592
8.351
2894

-0.035
(0.062)
0.065
(0.044)
0.138**
(0.069)
0.509
0.245
2894

0.066
(0.120)
0.074
(0.077)
0.246*
(0.149)
0.579
0.000
2893

1.391*
(0.837)
-0.848
(0.647)
-0.899
(1.043)
0.448
4.663
2851

1.408
(6.216)
11.043***
(4.258)
4.657
(12.807)
0.590
48.767
2763

(11)
Employed

(12)
Occu score

(13)
High-skill

(14)
Urban hukou

(15)
Income

0.116
(0.075)
-0.051
(0.045)
-0.018
(0.081)
0.448
0.618
2845

-2.527
(3.195)
1.996
(1.706)
6.925**
(3.056)
0.528
39.941
1785

-0.189*
(0.106)
0.034
(0.046)
0.171*
(0.099)
0.568
0.113
1757

0.016
(0.049)
-0.021
(0.030)
0.147*
(0.086)
0.469
0.174
2894

3.066
(2.274)
1.282
(1.245)
5.008*
(2.796)
0.551
15.675
2724

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Low-skill (resp. High-skill) is a
dummy indicator that takes value one if the respondent’s father was employed in an low-skill (highskill) nonfarm occupation when the respondent was aged 12, and zero if otherwise. I consider an
occupation as high-skill if more than 50% of all fathers employed in this occupation have attended
high school. The omitted group consists of children whose father was a farmer.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
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TABLE 3.11: Balancing test

Exposure
R2
Mean dep var
Observations

(1)

(2)

(3)

(4)

(5)

(6)
(7)
(8)
Father’s occupation at age 12

Father’s
age

Mother’s
age

Father’s
education
(year)

Mother’s
education
(year)

Mother’s
age at birth

Farm

Lowskill

Highskill

0.415
(0.495)
0.753
58.306
2856

0.230
(0.453)
0.785
55.950
2823

-0.498
(0.433)
0.325
5.741
2862

0.055
(0.419)
0.425
3.541
2834

0.117
(0.384)
0.267
23.385
2794

-0.043
(0.042)
0.328
0.677
2894

0.068
(0.046)
0.335
0.257
2894

-0.025
(0.029)
0.214
0.066
2894

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Farm is a dummy indicator
that takes value one if the respondent’s father was employed in an agricultural occupation when
the respondent was aged 12. Low-skill (resp. High-skill) is a dummy indicator that takes value one
if the respondent’s father was employed in an low-skill (high-skill) nonfarm occupation when the
respondent was aged 12, and zero if otherwise. I consider an occupation as high-skill if more than
50% of all fathers employed in this occupation have attended high school.
3. All regressions include controls include province-cohort fixed effects, province-group fixed effects,
group-cohort fixed effects, province-level average fine rates in 1979 interacted with gender-cohort
and minority-cohort fixed effects, as well as province-level fine rates in the three years before birth
interacted with gender and minority dummies.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
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TABLE 3.12: Total effects of OCP by father’s occupation
(1)
Siblings
Farm ⇥ Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
R2
Mean dep var
Observations

Farm ⇥ Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
R2
Mean dep var
Observations

(2)

(3)

Any sibling Good health

(4)

(5)

Height (sd) Height top quintile

(6)

(7)

Schooling

HS completion

-0.206*
(0.109)
-0.248**
(0.113)
-0.137
(0.162)
0.540
1.471
2894

-0.133***
(0.046)
-0.162***
(0.047)
-0.109
(0.067)
0.590
0.771
2894

0.099*
(0.056)
0.081
(0.059)
0.145
(0.089)
0.270
0.589
2893

0.220**
(0.109)
0.172
(0.120)
0.206
(0.190)
0.383
0.015
2807

0.144***
(0.052)
0.139**
(0.055)
0.181**
(0.090)
0.303
0.216
2807

0.156
(0.367)
0.257
(0.415)
0.962
(0.585)
0.549
8.351
2894

-0.026
(0.049)
0.048
(0.057)
0.128*
(0.076)
0.440
0.245
2894

(8)
Cognition

(9)
Land

(10)
Non-land

(11)
Employed

(12)
Occu score

(13)
High-skill

(14)
Urban hukou

0.059
(0.091)
0.106
(0.100)
0.219
(0.148)
0.542
0.000
2893

1.592*
(0.886)
0.063
(0.974)
0.282
(1.541)
0.379
4.663
2851

2.657
(6.060)
18.203***
(6.925)
-7.643
(15.534)
0.593
48.767
2763

0.112*
(0.062)
0.070
(0.065)
0.096
(0.090)
0.346
0.618
2845

-0.619
(2.556)
1.813
(2.753)
5.153
(3.945)
0.433
39.941
1785

-0.093
(0.095)
-0.044
(0.102)
0.049
(0.133)
0.432
0.113
1757

0.055
(0.037)
0.042
(0.037)
0.176**
(0.080)
0.422
0.174
2894

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Farm is a dummy indicator that
takes value one if the respondent’s father was a farmer when the respondent was aged 12. Lowskill (resp. High-skill) is a dummy indicator that takes value one if the respondent’s father was
employed in an low-skill (high-skill) nonfarm occupation when the respondent was aged 12, and
zero if otherwise. I consider an occupation as high-skill if more than 50% of all fathers employed in
this occupation have attended high school.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
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TABLE 3.13: OCP and intergenerational income mobility

Exposure
Computed income of father ⇥ Exposure
Computed log income of father ⇥ Exposure
R2
Observations

(1)
Income

(2)
Log income

0.809
(2.122)
0.116*
(0.069)

-0.032
(0.263)

0.500
2724

0.058
(0.082)
0.507
2040

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Farm is a dummy indicator that
takes value one if the respondent’s father was a farmer when the respondent was aged 12.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
5. Father’s income is computed use the average income of men born between 1946 and 1965 in the
same type of occupations.
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TABLE 3.14: Family size or sibling gender composition: only provinces
without strong son preference

Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
R2
Mean dep var
Observations
Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
R2
Mean dep var
Observations

(1)

(2)

(3)

(4)

(5)

(6)

Siblings

Any sibling

Any male sib

Any female sib

Height (sd)

HS completion

-0.237
(0.149)
0.005
(0.068)
0.087
(0.135)
0.599
1.451
1869

-0.175***
(0.067)
-0.005
(0.033)
0.035
(0.057)
0.640
0.739
1869

-0.101*
(0.057)
-0.048
(0.030)
0.010
(0.063)
0.496
0.523
1869

-0.086
(0.070)
0.022
(0.032)
-0.000
(0.066)
0.421
0.460
1869

0.339**
(0.139)
-0.018
(0.072)
0.010
(0.152)
0.433
-0.027
1816

-0.047
(0.060)
0.093**
(0.038)
0.149***
(0.057)
0.467
0.262
1869

Land

Assets

Employed

Occu. score

High-skill

Income

1.712
(1.132)
-1.764**
(0.687)
-0.975
(1.304)
0.422
4.889
1843

10.038
(8.046)
16.047***
(5.242)
-11.624
(16.620)
0.625
52.196
1782

0.115
(0.085)
-0.035
(0.053)
0.001
(0.093)
0.367
0.623
1830

-1.240
(2.898)
2.356
(1.610)
5.146
(3.894)
0.440
39.807
1160

-0.122
(0.104)
0.044
(0.041)
0.083
(0.102)
0.449
0.115
1140

3.233*
(1.855)
1.005
(1.214)
4.667
(3.023)
0.499
16.210
1759

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Low-skill (resp. High-skill) is a
dummy indicator that takes value one if the respondent’s father was employed in an low-skill (highskill) nonfarm occupation when the respondent was aged 12, and zero if otherwise. I consider an
occupation as high-skill if more than 50% of all fathers employed in this occupation have attended
high school. The omitted group consists of children whose father was a farmer.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
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TABLE 3.15: Robustness checks
(1)
Siblings

(4)
HS completion

(5)
Land

(6)
Assets

(7)
Employed

Panel A. Group-specific effects of socioeconomic development
Exposure
-0.216*
-0.111**
0.244**
(0.114)
(0.047)
(0.116)
Low-skill ⇥ Exposure
-0.039
-0.027
-0.042
(0.061)
(0.030)
(0.061)
High-skill ⇥ Exposure
0.067
0.023
-0.011
(0.128)
(0.055)
(0.133)
R2
0.542
0.592
0.386

-0.030
(0.051)
0.076**
(0.036)
0.153***
(0.052)
0.442

2.104**
(1.005)
-1.561***
(0.563)
-1.326
(1.073)
0.381

3.816
(5.527)
15.155***
(4.038)
-10.240
(13.380)
0.595

0.125*
(0.065)
-0.043
(0.042)
-0.016
(0.079)
0.348

-0.077
(0.093)
0.048
(0.038)
0.142*
(0.084)
0.433

1.844
(1.912)
1.187
(1.070)
4.214*
(2.490)
0.501

Panel B. Interactions of exposure with paternal education
Exposure
-0.214*
-0.137***
(0.114)
(0.049)
Low-skill ⇥ Exposure
-0.037
-0.028
(0.060)
(0.029)
High-skill ⇥ Exposure
0.097
0.026
(0.133)
(0.055)
Middle school ⇥ Exposure
0.017
0.008
(0.055)
(0.023)
High school ⇥ Exposure
-0.078
-0.009
(0.135)
(0.049)
2
R
0.540
0.590

0.215*
(0.118)
-0.051
(0.059)
-0.041
(0.145)
0.008
(0.057)
0.057
(0.117)
0.384

-0.038
(0.053)
0.074**
(0.036)
0.150***
(0.056)
0.029
(0.036)
0.006
(0.053)
0.441

1.689*
(0.984)
-1.499***
(0.563)
-1.108
(1.179)
-0.257
(0.606)
-0.511
(0.825)
0.380

0.361
(6.973)
15.568***
(4.126)
-11.515
(12.844)
4.914
(6.219)
0.977
(8.160)
0.594

0.118*
(0.065)
-0.041
(0.042)
-0.003
(0.081)
-0.012
(0.049)
-0.031
(0.059)
0.347

-0.096
(0.098)
0.059
(0.039)
0.160**
(0.079)
0.033
(0.038)
-0.092
(0.069)
0.435

2.350
(1.833)
1.296
(1.103)
4.819*
(2.593)
-0.792
(1.172)
-1.542
(1.749)
0.501

0.015
2807

0.245
2894

4.663
2851

48.767
2763

0.618
2845

0.113
1757

15.675
2724

Mean dep var
Observations

1.471
2894

(2)
(3)
Any sibling Height (sd)

0.771
2894

(8)
(9)
High-skill Income

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Low-skill (resp. High-skill) is a
dummy indicator that takes value one if the respondent’s father was employed in an low-skill (highskill) nonfarm occupation when the respondent was aged 12, and zero if otherwise. I consider an
occupation as high-skill if more than 50% of all fathers employed in this occupation have attended
high school. Middle school (high school) is dummy indicator that takes value one if the respondent’s
father finished 9 (12) years of schooling.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
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TABLE 3.16: Alternative exposure measures
(1)
Siblings

(4)
HS completion

(5)
Land

(6)
Assets

(7)
Employed

Panel A. Measuring OCP exposure using only second-child permit eligibility
Ineligibility
-0.298
-0.230**
0.440*
(0.319)
(0.108)
(0.246)
Low-skill ⇥ Ineligibility
-0.124
-0.044
-0.088
(0.135)
(0.054)
(0.118)
High-skill ⇥ Ineligibility
0.135
0.050
-0.171
(0.234)
(0.099)
(0.222)
R2
0.540
0.589
0.383

0.000
(0.110)
0.091
(0.069)
0.196*
(0.100)
0.440

3.144
(1.933)
-1.932*
(1.075)
-0.914
(1.540)
0.378

16.530
(19.089)
31.504***
(9.296)
10.579
(22.418)
0.594

0.164
(0.166)
-0.110*
(0.065)
-0.051
(0.123)
0.346

-0.110
(0.145)
0.029
(0.075)
0.175
(0.154)
0.431

1.670
(3.708)
3.930*
(2.055)
7.875**
(3.868)
0.501

Panel B. Considering the requirement of a minimum 3-year spacing
Exposures
-0.206
-0.144***
0.240*
(0.133)
(0.052)
(0.123)
s
Low-skill ⇥ Exposure
-0.055
-0.042
-0.031
(0.066)
(0.031)
(0.063)
s
High-skill ⇥ Exposure
0.028
-0.004
-0.029
(0.130)
(0.053)
(0.137)
2
R
0.540
0.590
0.383

-0.030
(0.058)
0.083**
(0.037)
0.162***
(0.053)
0.442

1.786*
(0.999)
-1.542**
(0.606)
-1.331
(1.161)
0.380

4.300
(6.892)
16.690***
(4.501)
-10.882
(13.990)
0.594

0.130*
(0.070)
-0.040
(0.044)
-0.021
(0.082)
0.346

-0.090
(0.101)
0.056
(0.038)
0.148*
(0.086)
0.433

1.695
(2.085)
1.379
(1.135)
4.174*
(2.518)
0.501

Panel C. Variation in high exposure only
Exposure ⇥ I (Exposure 1)
-0.198**
(0.099)
Low-skill ⇥
-0.060
Exposure ⇥ I (Exposure 1) (0.054)
High-skill ⇥
0.050
Exposure ⇥ I (Exposure 1) (0.123)
R2
0.540
Mean dep var
Observations

1.471
2894

(2)
Any sibling

(3)
Height (sd)

(8)
(9)
High-skill Income

-0.088**
(0.040)
-0.042
(0.027)
0.019
(0.053)
0.590

0.178*
(0.095)
-0.027
(0.054)
-0.016
(0.107)
0.383

-0.021
(0.041)
0.093***
(0.032)
0.145***
(0.047)
0.443

0.867
(0.740)
-1.234**
(0.503)
-1.116
(0.945)
0.379

4.666
(5.492)
14.191***
(4.067)
-19.174
(13.188)
0.595

0.092*
(0.052)
-0.049
(0.037)
-0.027
(0.074)
0.347

-0.020
(0.066)
0.054*
(0.033)
0.182**
(0.079)
0.435

1.148
(1.598)
1.018
(0.969)
3.360
(2.298)
0.500

0.771
2894

0.015
2807

0.245
2894

4.663
2851

48.767
2763

0.618
2845

0.113
1757

15.675
2724

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate regression. Robust standard errors in parentheses are clustered
at the province-cohort level.
2. Exposure is the fine a couple expects to pay for the second child. Low-skill (resp. High-skill) is a
dummy indicator that takes value one if the respondent’s father was employed in an low-skill (highskill) nonfarm occupation when the respondent was aged 12, and zero if otherwise. I consider an
occupation as high-skill if more than 50% of all fathers employed in this occupation have attended
high school. The omitted group consists of children whose father was a farmer.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and born between 1966
and 1990 from the CFPS data.
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TABLE 3.17: Mincerian returns to human capital by father’s occupation
and education

Measures of human capital:
Human capital
Low-skill ⇥ Human capital
High-skill ⇥ Human capital
Middle school ⇥ Human capital
High school ⇥ Human capital
R2
Observations

(1)
(2)
Dep var: Log(income)
Years of schooling
Height (sd)
0.057***
(0.007)
0.001
(0.008)
0.022*
(0.012)
-0.009
(0.009)
0.022
(0.014)
0.225
3353

0.036
(0.029)
-0.003
(0.031)
0.006
(0.055)
0.001
(0.040)
-0.020
(0.061)
0.152
3322

Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. This table reports observational Mincerian relationship between human capital and log income.
Robust standard errors in parentheses.
2. Low-skill (resp. High-skill) is a dummy indicator that takes value one if the respondent’s father
was employed in an low-skill (high-skill) nonfarm occupation when the respondent was aged 12,
and zero if otherwise. I consider an occupation as high-skill if more than 50% of all fathers employed
in this occupation have attended high school. Middle school (high school) is dummy indicator that
takes value one if the respondent’s father finished 9 (12) years of schooling. The omitted group
consists of children whose father was a farmer who did not finish at least 9 years of schooling.
3. Other control variables are both parents’ educational attainment, interactions between gender and
an indicator of being the first child, gender, number of siblings, and birth year dummies.
4. The analysis is based on a sample of children whose father was not a farmer, who held a rural
hukou at age 3 and were born between 1966 and 1975.
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TABLE 3.18: Distributional effects of OCP on education

(1)

25th
Exposure
Low-skill ⇥ Exposure
High-skill ⇥ Exposure
Total effect (Low-skill)

0.102
(0.264)
0.468**
(0.232)
1.466**
(0.635)

(2)
Years of schooling
Conditional percentile
50th
-0.277
(0.378)
0.408
(0.312)
1.032***
(0.318)

(3)

75th
-0.679*
(0.413)
0.455
(0.325)
0.794***
(0.279)

0.571
0.131
-0.224
(0.367)
(0.414)
(0.420)
Total effect (High-skill)
1.568**
0.755
0.115
(0.618)
(0.506)
(0.436)
R2
0.135
0.137
0.139
Observations
2894
2894
2894
Note: * means significant at 10%, ** significant at 5%, and *** significant at 1%.
1. Each column represents a separate quantile regression for residuals from a regression of income on the full set of province-group, province-cohort, and group-cohort
fixed effects. Robust standard errors in parentheses are clustered at the provincecohort level.
2. Exposure is the fine a couple expects to pay for the second child. Farm is a
dummy indicator that takes value one if the respondent’s father was a farmer when
the respondent was aged 12. Low-skill (resp. High-skill) is a dummy indicator that
takes value one if the respondent’s father was employed in an low-skill (high-skill)
nonfarm occupation when the respondent was aged 12, and zero if otherwise. I consider an occupation as high-skill if more than 50% of all fathers employed in this
occupation have attended high school.
3. See notes below Table 3.3 for the list of control variables.
4. The analysis is based on a sample of firstborn children holding rural hukou and
born between 1966 and 1990 from the CFPS data.
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Chapter 4
In utero exposure to tap water and
childhood health60
4.1

Introduction

Safe drinking water is one of the most fundamental environmental factors pertaining to fetal and child development. Medical evidence has shown that a mother’s exposure to common chemical pollutants in drinking water that can pass the placenta,
such as arsenic, cadmium, and lead, is associated with the underdevelopment of
the fetus (Kippler et al., 2012; Rahman et al., 2008; Renzetti et al., 2017). Moreover,
disease-causing microorganisms in drinking water are linked to the transmission of
diarrhea, a leading cause of death and malnutrition in children under five worldwide.61
Several studies have examined the causal link between early-life exposure to safe
drinking water and child health, but with a focus on the short-term effect. Earlylife exposure to unsafe drinking water results in poor birth outcomes and infant
health (Currie et al., 2013; Hill & Ma, forthcoming; Rocha & Soares, 2015), while improved drinking water quality effectively reduces infant and child mortality (Alsan
& Goldin, 2019; Bhalotra et al., 2021; Galiani et al., 2005; Gamper-Rabindran et al.,
2010). Meanwhile, early-life exposure to safe drinking water is found to increase
long-term educational and cognitive outcomes (Chen et al., forthcoming; Zhang &
Xu, 2016). However, evidence is rare on the longer-term effect of early-life exposure
to safe drinking water on childhood health. Focusing only on the immediate effect
could lead to an underestimation of the actual return of investments in improving
60 This chapter is based on Li and Xiao (2022). This study is supported by the National Natural
Science Foundation of China (72103065) and the Shanghai Pujiang Program (2019PJC032).
61 Refer to the World Health Organization Fact Sheets—Diarrhoeal disease, https://www.who.int/
news-room/fact-sheets/detail/diarrhoeal-disease, accessed on March 26, 2022.
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access to safe drinking water. Moreover, examining the long-term effect enriches the
knowledge of the first-order effect of safe drinking water on health outcomes. It also
deepens our understanding of whether health is a potential pathway through which
safe water affects cognitive development, as argued by Chen et al. (forthcoming).
This chapter examines the long-term effect of early-life exposure to safe drinking
water on childhood health and examines the potential pathways in the context of rural China. A unique feature of this setting is that drinking boiled water is a common
practice (Zhang et al., 2009). As boiling can inactivate most microorganisms in water
(WHO, 2015), it protects Chinese children from getting infected by disease-causing
microorganisms in drinking water. Boiling, however, cannot remove the chemical
pollutants from water, but water purification equipment can. We exploit the gradual roll-out of a rural drinking water program in China that built water plants with
water purification equipment and laid pipelines to supply treated tap water directly
to rural households. Treated tap water has a lower concentration of active microorganisms and chemical pollutants than other sources of untreated water (Zhang et
al., 2009). Given that the practice of drinking boiled water could inactive most microorganisms even without access to treated tap water, our study is able to attribute
the long-term effect of treated tap water to the removal of chemical pollutants, while
most of the existing studies focus on settings where disease-causing microorganisms
are the main impurities in drinking water (e.g., Jalan and Ravallion (2003) on India
and Bhalotra et al. (2021) on Mexico).
We utilize rich data at the village level and individual level from the China Family Panel Studies (CFPS). We start with an event study analysis to identify the dynamic effect of tap water exposure. There is a growing consensus that environmental factors in utero and during the first years of life can have a persistent impact on
health in later life (Almond et al., 2018). However, it is not clear when is the critical
window of exposure to safe drinking water for children’s health. Combining the
timing of tap water connections in villages and birth dates of a sample of children
from the CFPS data, we are able to determine a child’s access to safe drinking water over time. We show that the beneficial impact of tap water on height-for-age, a
marker of childhood health, comes from the in utero period and that there is a limited
additional impact from postnatal exposure. We then use a difference-in-differences
(DID) strategy, exploiting the variation in the timing of receiving tap water connections across villages and comparing children conceived before and after receiving
the connections within villages to isolate the effect of in utero exposure to tap water
on childhood health.

4.1. Introduction

121

We find sizable positive effects of in utero exposure to treated tap water on childhood height. Children with tap water exposure in utero are 0.3 standard deviations
taller at the ages of 1–11 than those of the same age and gender without the exposure. The estimate is very stable when we additionally control for province-specific
cohort fixed effects, specific cohort effects for villages with similar characteristics,
in utero exposure to health programs, and in utero exposure to other infrastructures
(including electricity, roads, cable television, and landline phones). Moreover, the
effect persists as the children grow up. For the same sample of children, the effect
on height diminishes by one-third at the ages of 5–15, to 0.2 standard deviations, but
is still of statistical and economic significance.
We also detect positive effects of in utero exposure to tap water on other health
outcomes measured at birth and during childhood, such as the incidence of sickness
and doctor visits. Examining children’s most severe diseases since birth by cause,
we find that in utero exposure to tap water reduces the incidence of digestive diseases, whereas the incidence of other disease types, including waterborne diseases,
is not affected. These findings are consistent with the existing evidence that an improvement in water quality significantly reduces morbidity and mortality related to
the digestive system (Alsan & Goldin, 2019; Ebenstein, 2012). They also lend support to our argument that the effect on health is most likely driven by the removal of
chemical pollutants but not disease-causing microorganisms from drinking water.
We further explore the mechanisms mediating the long-term effects of in utero
tap water exposure on childhood health. We probe two channels implied by the
model of life-cycle human capital formation in Cunha and Heckman (2007) and
Heckman (2007): 1) the direct channel, operating through the immediate effects
of in utero exposure on health before age one; and 2) the behavioral channel, emphasizing parental investments in response to the exposure. We test both channels
by exploring the heterogeneity by maternal education. We find that when the village has no tap water connections, low-educated mothers are less likely to use safe
water for cooking than high-educated mothers, and obtaining tap water connections in the village reduces the difference. Consequently, the positive effect of in
utero exposure to publicly provided tap water on height is greater for children of
low-educated mothers than that for children of high-educated mothers. We then
show that only for children of low-educated mothers does in utero tap water exposure improve health outcomes at birth and in infancy and induce postnatal health
investments by parents. Therefore, our findings support both channels and are consistent with the argument that behavioral responses magnify the baseline effects of
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early-life conditions (Adhvaryu & Nyshadham, 2016).
Our results survive a battery of validity tests and robustness tests. We provide
strong evidence supporting the common trends assumption by applying the event
study framework to childhood height and pre-determined variables. Our estimates
are robust to potential confounding factors, including other public infrastructures
and health programs, the construction of sanitation facilities, and county-level socioeconomic development. We also show that our estimates are not sensitive to the
possible issues of sample selection, reporting error in the data, and measurement
error in the treatment variable, and are robust to making statistical inference using a
permutation test. Furthermore, we provide evidence that neither negative weights
nor treatment effect heterogeneity raises concerns over the interpretation of our DID
estimates (de Chaisemartin & D’Haultfœuille, 2020).
This study contributes to the literature on the effect of improved water infrastructure on well-being. Improving access to safe drinking water is found to have positive short-term effects on the well-being of infants, children, and adults.62 Zhang
(2012), the study the most related to ours, explores the same rural drinking water
program in China and finds that the introduction of treated tap water into villages
has a strong immediate effect on the health status of both adults and children. To
the best of our knowledge, only two studies assess the long-term effects of early-life
exposure to tap water. Both studies explore the same rural drinking water program
in China. Zhang and Xu (2016) find that individuals exposed to the program from
the ages of 0 to 2 had attained an average of 1.1 additional years of education by
early adulthood. Chen et al. (forthcoming) find that exposure to tap water between
conception and age five significantly enhances cognitive development at ages 10–
15. Our study estimates a positive and persistent effect of in utero exposure to tap
water on childhood health, suggesting that improving childhood health is a potential pathway for the long-term impact on non-health outcomes. Moreover, we show
that in the context where chemical pollutants in drinking water are likely to have
more consequences than disease-causing microorganisms, the period in utero is the
most critical for exposure to treated tap water to improve childhood health.
This study also extends the literature on the causal relationship between earlylife conditions and human capital development. In the past two decades, the fetal
62 See, for example, Alsan and Goldin (2019), Bhalotra et al. (2021), Devoto et al. (2012), Galiani et
al. (2005), Gamper-Rabindran et al. (2010), Jalan and Ravallion (2003), Kosec (2014), Mangyo (2008),
Meeks (2017), Zhang (2012), and Zhang and Xu (2016).

4.1. Introduction

123

origins literature has blossomed.63 Knowledge is expanding rapidly on the longterm effects of in utero conditions, but much less is known about the middle years
between early life and adulthood (Almond et al., 2018). Our study adds the missing
evidence by focusing on the effect of early-life conditions on childhood outcomes.
Moreover, our study enriches the knowledge on the interplay of public interventions
in early life and household disadvantages. We find that exposure to treated water
under the rural drinking water program has a much larger effect on the height of
children of low-educated mothers, which supports the mitigating role of publicly
provided treated water on household disadvantages. Finally, our study enhances
the understanding of parents’ behavioral responses to early-life events. Whether
parental responses undermine or magnify the immediate effect of early-life events is
a long-standing debate, and the existing evidence is mixed (Almond & Mazumder,
2013). We show that parents increase health investments in response to their children’s exposure to tap water in utero, which magnifies the baseline effects of the
exposure.
Lastly, we add to the literature on the impact of neighborhoods on social mobility. Chetty and Hendren (2018) show that in the United States, children’s opportunities for upward mobility are shaped by the neighborhoods in which they grow
up. Their findings imply that place-based policies could increase social mobility by
improving neighborhood quality. In developing countries, the availability of infrastructure is an important indicator of neighborhood quality.64 However, the link between infrastructure and social mobility has not been explored. We find that having
exposure to tap water in utero in a village improves childhood health outcomes and
increases health investments, especially for children of low-educated mothers. The
literature has shown that poor childhood health and low parental investments associated with low maternal education can directly affect children’s acquisition of human capital and future prospects (Currie, 2009; Currie & Moretti, 2003). Therefore,
our study suggests that constructing water infrastructure as a place-based intervention in less developed areas could effectively reduce the intergenerational transmission of household disadvantages and foster social mobility.
63 Early-life exposure to extreme negative shocks such as disease outbreaks (Almond, 2006; Almond & Mazumder, 2005), air pollution (Currie et al., 2014), radioactive fallout (Almond et al., 2009;
Black et al., 2019), natural disasters (Karbownik & Wray, 2019), and famines (Chen & Zhou, 2007;
Meng & Qian, 2009), or to mild shocks like fasting during Ramadan (Almond et al., 2015) have been
causally linked to adult outcomes observed decades later.
64 For instance, a neighborhood’s access to roads (Adukia et al., 2020), schools (Li & Liu, 2014),
and sanitation facilities (Adukia, 2017) has been proved beneficial to children growing up in the
neighborhood.
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The rest of the chapter is structured as follows. Section 4.2 provides background
information on the development of drinking water infrastructure in rural China.
Section 4.3 presents details about the data. Section 4.4 presents the event study
analysis, the econometric specification used for the estimation, and the validity of
the identification strategy. Section 4.5 presents the evidence on the effects of in utero
exposure to tap water on childhood height and discusses the underlying mechanisms. Section 4.6 confirms the robustness of the results to various identification
issues. Section 4.7 concludes the paper.

4.2

Background

Along with China’s unprecedented economic boom in recent decades, the water
quality from industrial, domestic, and agricultural sources has deteriorated severely
(Xie et al., 2009). For instance, data from China’s water monitoring system show that
in 2004, of all 745 monitored river sections, 28% were unsafe for any use, and 32%
met the national safety standards for industrial and irrigation uses only (Xie et al.,
2009).
Public water supply in rural China greatly lags behind that of urban areas. In
1990, 92% of urban residents had access to on-premise tap water from water plants,
while 88% of rural residents had no access to on-premise tap water (UNICEF and
WHO, 2015). Rural residents without tap water connections mostly rely on untreated water from wells, rivers, and lakes.65 According to our calculation—using
the 2010 CFPS data—more than 87% of rural households were still using untreated
water for cooking in villages without tap water connections.
In China, boiling water before drinking is a common practice.66 Zhang et al.
(2009) find that more than 85% of rural households in China boil water before drinking. According to WHO (2015), the process of heating water to a rolling boil is sufficient to inactivate pathogenic bacteria, viruses, and protozoa. At least partly owing
to the boiling practice, microorganisms that are the primary drinking water contaminants in many other developing countries have less adverse consequences in China.
65 Untreated

water sources are those other than tap water, mineral water, purified water, and filtered water.
66 Although the history of boiling water before drinking can be traced back to ancient China, drinking boiled water was not a common practice until the central government initiated a public health
campaign in 1951, called Patriotic Public Health Campaign (Aiguo Weisheng Yundong in Chinese). The
campaign promoted the practice of boiling water as a cost-efficient way to inactivate disease-causing
microorganisms in water.
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For example, although diarrhea is the second leading cause of death in children under five years old in the world, it is not a common cause of child deaths in China
(only accounting for 3% in 2008) (Rudan et al., 2010). Nevertheless, chemical pollutants in the water cannot be removed by boiling and can still incur significant health
damage. For example, Currie et al. (2013) find that in New Jersey, chemicals in the
water have more harmful effects on birth outcomes than exposure to fecal coliform
does. Evidence from China reveals that poorer surface water quality is associated
with a higher infant mortality rate (He & Perlof, 2016) and a higher digestive cancer
death rate (Ebenstein, 2012), regardless of the common practice of drinking boiled
water.
To improve rural residents’ access to safe drinking water, the Chinese government initiated a rural drinking water program in 1984. The program includes: 1)
the construction of water treatment plants with water purification technology and
equipment to remove microorganisms and chemical impurities; and 2) the construction of pipeline systems to deliver tap water directly from water plants to
households, helping to improve accessibility and to avoid contamination during
transportation and storage. Under China’s centralized political system and decentralized administrative and fiscal systems, the central government has stipulated
guidelines for the implementation of the program, including the Interim Provision
on Rural Drinking Water (1984) and the Regulations on Construction of Rural Drinking
Water Projects (2000). Local governments are responsible for the financing, planning,
construction, and management of water infrastructure. In general, the central government, local government, rural residents, and other sponsors collectively bear the
cost of the drinking water program, with their share of the contribution varying by
region.
No explicit implementation rules have been documented due to the decentralized roll-out of the program. In practice, areas in urgent need of safe drinking water
are likely to have a higher chance of obtaining tap water connections early. It is also
likely that areas geographically close to a city center obtain tap water connections
earlier by taking advantage of the expansion of the urban water supply network.
Chen et al. (forthcoming) find that the location of a village is the most important
determinant of obtaining tap water connections early. In estimating the effect of in
utero exposure to tap water, we address the issue of non-random program roll-out
with multiple empirical strategies (see Section 4.4).
Since the implementation of the program, rural residents’ access to safe drinking
water has greatly improved. In villages with tap water connections in 2010, more
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than 66% of households were using tap water for cooking, compared to just 13% in
villages without the connections (calculated using the CFPS data). In addition to
being more accessible, tap water is expected to be of better quality than untreated
water. While few regulations are imposed on untreated drinking water, strict regulations are imposed on tap water in terms of its source, process, distribution, and
quality control. Water sources for tap water have to meet national standards (for
details, see the Environmental Quality Standards for Surface Water and the Standard
for Groundwater Quality). Raw water should be treated with various technologies in
four consecutive processes: coagulation, precipitation, filtration, and disinfection.
Although the extent to which water treatment improves the quality of water depends on the nature of the raw water and the specific treatment technologies, the
regular process of coagulation has proved to be efficient in removing heavy metals
(Henneberry et al., 2011; World Health Organization, 2017). Before being delivered
to households by pipelines as tap water, the treated water should meet a variety of
standards, including general chemical, toxicological, bacteriological, and radiative
indexes stipulated by the Sanitary Standard for Drinking Water Quality (MOH, 1985,
2007). Moreover, the government authorities monitor the quality of tap water precisely and regularly. Existing studies in China have generally shown that the quality
of tap water is better than that of untreated water. For example, Zhang et al. (2009)
evaluate 6,948 samples of drinking water from rural households based on 14 indicators. For each indicator, the samples of tap water are of higher quality than the
samples of untreated water.
The program is still ongoing after years of implementation, and access to safe
drinking water in China is far from universal, with considerable inequalities still remaining (UNICEF and WHO, 2019). By 2010, 400 million rural residents, accounting
for 42% of the total rural population, still had not obtained access to safe drinking
water. Until the end of 2010, the program had incurred a total cost of 182.5 billion
yuan (equivalent to 26.8 billion USD) and cumulatively secured safe drinking water
for more than one billion rural residents (Meng et al., 2004; NDRC, 2007; NDRC,
2012).
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Data
The China Family Panel Studies (CFPS)

We use data provided by the CFPS, which was launched in 2010 by the Institute of
Social Science Survey of Peking University, China (Xie, 2012). The CFPS is a longitudinal study of a nationally representative sample of Chinese communities, families,
and individuals. The target sample of the CFPS consists of 16,000 households in
25 regions in China, excluding Hong Kong, Macao, Taiwan, Xinjiang, Tibet, Qinghai, Inner Mongolia, Ningxia, and Hainan. A total of 14,798 households and 42,590
individuals from 645 communities were interviewed in the 2010 baseline survey.
Follow-up surveys were conducted every other year. All surveys provide detailed
information at the community, household, and individual levels, which is essential
for our analysis. As we are interested in the expansion of tap water systems under
the rural drinking water program, we focus on the villages sampled by the CFPS
and exclude urban communities.

4.3.2

Treatment variable

The treatment variable in this study is in utero exposure to tap water at the village
level. The treatment status takes the value one if tap water connections were available in the child’s birth village in the year of conception and zero otherwise. The
year of conception for each child is deduced from the information on birth date and
length of gestation. The information on the availability of tap water connections
over time is extracted from the CFPS community survey data collected in 2010. The
village questionnaire was administrated to an individual in each village who knows
the village well and has access to the village’s statistical material. Usually, the person is the director or the accountant of the village committee or the secretary of the
village committee of the Communist Party of China (Xie, 2012). The village questionnaire asks whether the village has tap water connections. If the answer is yes,
the survey further asks in which year the first connections became available in the
village. We take the answer to this question as the year of first connection in the
village. As tap water connections, once built, are unlikely to be turned off, we assume that treated tap water has always been available in a village since the year of
the first connections. Figure 4.1 plots the number of villages newly connected to tap
water supply systems each year and the cumulative distribution of the village-level
tap water roll-out between 1980 and 2010 among 404 villages from the 2010 CFPS.
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F IGURE 4.1: Phase-in of tap water connections in CFPS sampled villages

1980

1985

1990

1995

2000
1999

2005

2008

2010

Year
Frequency

Cumulative share

Notes: The figure plots the phase-in of tap water connections under the rural drinking water program in 404 sampled villages in the 2010 CFPS between 1980 and 2010.
The bar displays the number of villages that first obtained tap water connections in
a given year. The curve shows the cumulative share of villages with tap water connections over time. In this study, the variation in exposure to tap water in utero
comes from the villages that received tap water connections between 1999 and 2008.
The tap water connections have rolled out rapidly across villages since the 1980s. In
1980, less than 5% of the villages had tap water connections. By 2010, over 55% of
the villages had received connections.
One may be concerned with the credibility of the reported data on the year when
tap water was first introduced into the village. We argue that the reported data are
credible for three reasons. First, receiving tap water connections is a salient and socially desirable event for rural residents. Hence, the adoption year is likely to be
accurately reported even many years later (Beckett et al., 2001). In addition, the construction of public water systems is standard information provided in village statistical materials (such as village chronicles of events), which the respondents could
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F IGURE 4.2: Share of households using tap water for cooking in 2010,
by the year of first tap water connections in the village
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Notes: The figure is the same as Figure A1 in Chen et al. (forthcoming). It plots the share of households reporting use of tap water for cooking in 2010 by the tap water connection year for the 404
sampled villages in the 2010 CFPS. Information on the year of first connections is from the 2010
CFPS data if the villages received tap water connections before 2010 and is from the 2014 CFPS data
if the villages received tap water connections between 2010 and 2013. If both waves recorded that
the village had no tap water connections, then the tap water connection year is designated as “2014
or after.”

easily refer to. Moreover, the pattern of household tap water take-up is consistent
with the reported year of the first connections. In Figure 4.2 we show the share of
households reporting use of tap water for cooking in 2010 for villages differing in
the reported year of first connection. In villages that got the first connections before
2010, around 50%–75% of the households reported using tap water for cooking in
2010, whereas the take-up rate is about 10% in villages that had not connected by
2010. The sharp contrast in the take-up rate in 2010 between villages with and without tap water connections lends support to the credibility of the reported year of
first connection. Finally, we show in Section 4.8.1 in the Appendix that our results
are robust to accounting for the possible issue of reporting error.
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Due to a lack of information on the exact dates of initial tap water connections in
the villages, we use the availability of tap water connections in the village of birth in
the conception year as a proxy for in utero exposure to tap water. However, the proxy
may be subject to measurement error when the conception year coincides or is one
year before the year of first connection. For example, in a village that first received
tap water connections in December 2005, a child conceived in January 2005 had no
tap water exposure in utero, but the proxy equals one. Another example is that, in
a village that got connected in January 2005, a child conceived in December 2004
had nine months of exposure in utero, but the proxy equals zero. At maximum, 155
of the sampled children (4.8%) would suffer from this type of measurement error.
In Section 4.8.1 in the Appendix, we deal with the measurement error by making
different assumptions on the distribution of months of village-level first tap water
connections. Our conclusion holds under different assumptions.

4.3.3

Sample

Our sample consists of 3,252 rural children aged between 13 and 132 months (between 1 and 11 years) in 2010, and thus, were conceived between 1998 and 2008.67
We restrict our sample to children born in the surveyed villages, to ensure a precise
measure of tap water exposure in utero. As the CFPS did not collect information on
the exact geographic location of individuals’ birthplaces, we use two dummy variables to impose sample restrictions: 1) whether place of residence in 2010 and place
of hukou (Chinese household registration system) coincide; 2) whether place of birth
and place of hukou coincide. Thus, the baseline sample consists of children whose
places of birth, current residence, and hukou are the same. The baseline analysis
excludes 626 children (17.2%) who fail the sample restrictions, as we are unable to
determine their in utero tap water exposure.68 Under these restrictions, our analysis may still be subject to the issue of sample selection. If sample selection correlates
with both in utero exposure to tap water and children’s outcomes, our estimates may
67 We

focus on this age range because ages 1–11 are a crucial period in the life cycle for human
capital accumulation (Cunha et al., 2010). Moreover, little attention has been paid to children in
this age range in the existing research despite the extensive discussion on the impact of early-life
conditions on infancy and adulthood outcomes.
68 For example, a household may migrate to a surveyed village after a child’s birth. In Section 4.8.1
in the Appendix, we discuss the results from regressions without imposing sample restrictions. Running regressions with the 626 children included yields a smaller estimate of the treatment effect of in
utero exposure to tap water but remain statistically and economically significant.
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be biased. In Section 4.6.2, we show that two types of sample selection—fertility selection and migration—are unlikely to bias our baseline results.
The sampled children were conceived between 1998 and 2008. During this period, the share of villages with tap water connections increased by almost 30 percentage points (see Figure 4.1), suggesting a substantial variation in the treatment
variable. Panel A of Table 4.1 presents the summary statistics of the treatment variable. Among the 3,252 children in our final sample, 949 were conceived when the
villages had received tap water connections, accounting for 29% of the final sample.

4.3.4

Outcome variables and other controls

Our primary outcome of interest is the standardized height adjusted for age and
gender (height-for-age z-score) observed in 2010 and 2014. The sampled children
were between the ages of 1–11 in 2010 and between the ages of 5–15 in 2014. Heightfor-age at these ages is generally accepted as an indicator of long-run nutritional status and physical development (Thomas et al., 1996). Common causes of low heightfor-age include poor in utero conditions, recurrent infections, and chronic diseases
during childhood that lead to inadequate nutrient intake, absorption, or utilization
(Fernandez et al., 2002; WHO, 2010). Childhood height is also an important intermediary outcome that predicts labor market outcomes (Case & Paxson, 2008b;
Lundborg et al., 2014; Persico et al., 2004) as well as health and cognitive ability in
old age (Case & Paxson, 2008a).
We obtain the height-for-age z-scores by subtracting the mean and dividing by
the standard deviation of the comparison group. The comparison group consists of
children who are of the same gender and age range (by six months), who live in
villages with no tap water connection in 2010.69 By construction, all children in the
comparison group had no tap water exposure during the in utero period.
In addition to the height-for-age z-score, we explore the impact of in utero tap
water exposure on other health measures covering different stages of childhood,
including birth and infancy outcomes, other childhood outcomes, and cause-specific
morbidity from birth to current age. We report the means of the outcome variables
in Panel B of Table 4.1 for the whole sample and for exposed and unexposed children
separately.
69 For

example, for a girl aged 15 months, the comparison group is composed of girls aged 13–18
months and living in villages without tap water connections in 2010.
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TABLE 4.1: Summary statistics
Full
sample
(1)

Exposed
children
(2)

Unexposed
children
(3)

0.292

1

0

Panel B. Outcome variables
Height-for-age z-score
Height (cm)
Low birth weight (< 2500 grams)d
Short gestation (< 9 months)d
Any illness in 1st year of lifed
Any doctor visit in 1st year of lifed
Weight-for-age z-score
Any illness the previous monthd
Any doctor visit the previous yeard
Total health expenditure the previous year (CNY)
Hospitalization the previous yeard
Any severe disease since birthd
Digestived
Respiratoryd
Waterborne infectious or parasiticd
Other infectious or parasiticd
Otherd

0.054
103.832
0.069
0.034
0.680
0.589
-0.013
0.335
0.559
459.991
0.088
0.619
0.072
0.412
0.031
0.016
0.089

0.170
101.167
0.054
0.021
0.664
0.569
0.014
0.339
0.575
479.865
0.095
0.642
0.070
0.442
0.036
0.011
0.083

0.006
104.921
0.075
0.039
0.688
0.597
-0.024
0.333
0.552
451.695
0.085
0.610
0.072
0.400
0.030
0.017
0.091

Panel C. Individual and household controls
Boyd
Mother’s age at birth
Birth order
Father’s years of schooling
Mother’s years of schooling
NCMS IUd
Health facility IUd
Electricity IUd
Road IUd
Cable IUd
Landline phone IUd

0.539
26.547
1.688
7.298
5.917
0.300
0.488
0.886
0.683
0.415
0.753

0.529
26.323
1.580
7.754
6.554
0.382
0.583
0.974
0.849
0.627
0.883

0.543
26.639
1.733
7.111
5.653
0.266
0.448
0.849
0.614
0.331
0.702

Panel D. Community characteristics
Suburban villaged
Plaind
Hilld
Mountaind
Plateaud
Otherd
Traveling time to nearest town or city (hour)
Average years of schooling of 25–55-year-olds
Area (km2 )

0.179
0.317
0.311
0.187
0.043
0.142
1.180
5.944
46.422

0.318
0.311
0.282
0.181
0.041
0.184
0.924
6.349
50.363

0.121
0.320
0.322
0.190
0.044
0.124
1.285
5.777
44.744

3252

949

2303

Panel A. Treatment variable
Tap water IUd

Observations

Notes: The table shows summary statistics for a sample of 3,252 children conceived between 1998 and
2008 and aged 13–132 months in 2010. Other sample restrictions are detailed in Section 4.3.3. “[Facility/program] IU” is a dummy indicator of in utero exposure to a specific public facility or program,
which equals one if the public facility or program is available in the child’s birth village in the year of
conception and zero otherwise; “NCMS” is the abbreviation for the New Cooperative Medical Scheme
in rural China. Missing data in variables other than the treatment variable are ignored in producing
this table. For individual and household characteristics in Panel C, we conduct a balancing test and
detect no significant difference between exposed children and unexposed children. See Table 4.6 in the
Appendix for details. d denotes dummy variables.
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Panel C presents the means of the individual and household characteristics for
the whole sample and by treatment status. The differences between exposed and unexposed children are small. In Table 4.6 in the Appendix, we report the differences
adjusted for conception year fixed effects and village fixed effects. Conditional on
the year of conception and village of birth, the differences are statistically insignificant for all individual and household characteristics. This test provides the first
piece of evidence in support of the common trends assumption that is essential for
the validity of our identification strategy. The means of the village characteristics
are reported in Panel D.

4.4

Empirical strategy

This section first presents an event study analysis, then formalizes the DID strategy,
and finally provides more supporting evidence for the identification assumption.

4.4.1

Event study analysis

The fetal origins literature has expanded to include both in utero conditions and
early-childhood environment. This study focuses on the influence of tap water exposure during the prenatal period, which is inspired by the event study estimation
below showing that the prenatal period is a critical time window during which tap
water exposure improves childhood health.
We define an event time of j as the difference between the first year of tap water
connections in a village and the year of conception of a child. A negative event time
implies that exposure to tap water connections starts before the year of conception.
For children with an event time of 0, the exposure to tap water connections starts in
the year of conception. A positive event time of j implies that the initial exposure
to tap water starts from the jth year after conception. For example, in a village that
received its first tap water connections in 2002, a child conceived in 2001 would have
an event time of 1. The child would not have been exposed to tap water in utero but
would have been exposed to it from birth. We generate a series of dummies D j based
on the event time j.
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We define a cohort t consisting of children conceived in year t.70 The event study
estimation is based on the following equation:
Yict =

5

Â

j= 4

a j D j + gc + ht + eict ,

(4.1)

where Yict indicates the height of child i belonging to cohort t and born in village
c. The coefficients of interest are a j s, which capture the differences in height-for-age
z-scores across event times and hence, the timing of initial exposure to tap water
connections, conditional on cohort fixed effects ht , and village fixed effects gc . To reduce the collinearity between event time and conception year, we include two end
points 4 and 5 as open brackets: the event time of 4 for those individuals whose
tap water connections are first available four years or more before conception and
the event time of 5 for those individuals whose tap water connections are first available five years or more after conception. We focus on the event study coefficients
for the event times from 3 to 4. In the presence of village fixed effects, not all a j s
are identified owing to multicollinearity. We take the children conceived two years
before the first connections (an event time of 2) as the base group and restrict a2 to
zero.
Figure 4.3 plots the estimates of a j s and the 90% confidence intervals from estimating Equation (4.1) for height-for-age z-score. There is a clear mean shift in
height-for-age z-score from negative to positive event times, at a size of about 0.25.
Children exposed to tap water in utero (non-positive event times) are on average 0.25
standard deviations taller than children with no exposure in utero (positive event
times).
The change in height-for-age is most salient from the event time of 0 to the event
time of 1. This finding points to the additional benefits of tap water exposure in
utero relative to exposure from birth; on average, children first exposed to tap water
one year after conception are 0.25 standard deviations shorter than children whose
exposure starts at the latest in the year of conception. The estimates for positive
event times are all close to zero, suggesting there is little additional benefit from
exposure beginning at birth or ages 1, 2, or 3. Therefore, the results from the event
study analysis suggest that the prenatal period is the critical time window for tap
water to improve childhood health, and that postnatal exposure has a negligible
70 Our

results hold if we define cohorts by the year of birth instead of the year of conception.

4.4. Empirical strategy

135

F IGURE 4.3: Event study estimates of tap water exposure on children’s
height-for-age
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Notes: The figure shows the coefficients and 90% confidence intervals (based on standard errors
clustered at the village level) from the event study analysis. The baseline sample is used for analysis.
Event time is defined as the difference between the year when tap water connections first become
available in a child’s birth village and the year of conception. The regression includes event time
dummies and fixed effects for vilage and conception year. The event time of 2 is taken as the base
group. On the left of the dashed line are the groups receiving tap water connections at least since the
year of conception. On the right of the dashed line are the groups that received tap water connections
only after the year of conception.

impact.71
It is reasonable to assume that exposure before conception has a limited impact on childhood health. Under this assumption, we should observe similar estimates among the negative event times in the absence of heterogeneous cohort trends
across villages that differ in the timing of treatment. Indeed, we find almost identical
71 A vast medical literature has shown that the placenta cannot prevent the fetus from environmen-

tal insults. Environmental chemicals and other xenobiotics can cross through the placenta and enter
the fetal bloodstream (Agency for Toxic Substances and Disease Registry (ATSDR), 2003; Concha et
al., 1998; Myllynen et al., 2005). Due to immature organ systems and underdeveloped detoxification
enzymes or enzymatic processes, fetuses are extremely vulnerable when exposures occur (Apelberg
et al., 2007; Callan et al., 2016; Chen et al., 2012).
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estimates for negative event times. This finding, together with the almost identical
estimates for positive event times, suggests that our estimates do not pick up any
heterogeneous cohort trends across villages. This finding also supports the common
trends assumption of our DID strategy, which is elaborated in the next subsection.
The above event study analysis comes with two caveats. First, the event times
from 3 to 4 are unbalanced in the sample. For instance, children conceived in 2008
can never have an event time of 3 or 4, while children conceived between 1998 and
2005 can have any event times falling in the range from 3 to 4. In Section 4.8.2
in the Appendix, we provide a detailed discussion on the issue of unbalanced event
times and conduct an event study analysis using a sample of children with balanced
event times. Our conclusion remains. The DID framework in our baseline analysis
does not suffer from this issue. The second is the measurement error in the event
times due to a lack of information on exact dates of tap water connections. Children
with an event time of 0 may actually have exposure in utero, and children with an
event time of 1 may actually have no exposure in utero. As discussed in Section 4.3.2,
this caveat also applies to the treatment variable in the DID framework, where we
use the availability of tap water in the village of birth in the conception year as a
proxy for in utero exposure to tap water. We show that our results do not suffer from
this caveat in Section 4.8.1 in the Appendix.

4.4.2

Baseline econometric specification

The event study confirms the period in utero as the critical time window. Now,
we turn to the formal econometric specification to identify the causal effect of in
utero exposure to tap water. Using a DID strategy, we exploit the different timing
of tap water connections across villages and compare health outcomes for cohorts
conceived before and after a village’s first connection. We estimate the following
equation:
Yict = dTapwaterIUct + Xict b + gc + q pt + ft Zc + OtherexposureIUct t + eict ,

(4.2)

where Yict indicates the health outcome of a child i conceived in year t and born
in village c. TapwaterIUct is a dummy indicator measuring whether the child has
exposure to tap water in utero. It equals one if a tap water connection is available in
the year of conception in the village of birth and zero otherwise.72 The parameter of
72 See

Section 4.8.1 in the Appendix for a discussion on the issue of measurement error in the treatment variable.
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interest is d, which can be interpreted as the causal effect of in utero exposure to tap
water on the health outcome. Xict is a vector of exogenous individual and household
characteristics observed in 2010, including age in months, gender, mother’s age at
birth, birth order, and both parents’ years of schooling. Village fixed effects gc are
included to control for any time-invariant village-level characteristics that may be
associated with both the timing of the first tap water connections and changes in
childhood health outcomes.
We include province-specific cohort fixed effects q pt to control for any time trends
in children’s health outcomes that are common to all villages in a given province.
This would also prevent any province-level policy changes from confounding the
estimate of d. To allow for potentially different trends across villages, we follow
Gentzkow and Shapiro (2008) and Hoynes et al. (2016) and include a set of village
characteristics Zc that interact with a cohort-specific coefficient vector ft . These village controls include an indicator for suburban village, traveling time to nearest
town or city in hours, area in square kilometers, average years of schooling for 25–
55-year-olds, and topographic characteristics. With all the fixed effects and control
variables, the DID estimator d may still be biased if the treatment variable varies
with other interventions that affect childhood health. For example, exposure to
other infrastructures might have driven the effects instead of the exposure to tap
water. Hence, we additionally control for in utero exposure to health programs (i.e.,
health facilities and the New Cooperative Medical Scheme, NCMS) and other infrastructures (i.e., electricity, roads, cable television, and landline phones), denoted
by OtherexposureIUct . In Section 4.6.1, we further rule out the possible confounding effect of sanitation facilities, income, urbanization, migration, and the prevalence of
left-behind children at the county level.
We deal with missing data by imputing the mean value for the sample and include a dummy variable for the imputed responses in the regressions. To account
for any serial correlation across different cohorts within the same village, we cluster
the standard errors at the village level (Bertrand et al., 2004). It is worth mentioning
that the treatment variable, TapwaterIUct , reflects exposure to tap water connections
at the village level. However, having tap water connections in a village during the
prenatal period is not equivalent to having in utero exposure to tap water in a household. What we obtain from estimating Equation (4.2) is thus an intention-to-treat
(ITT) estimate. Although we do not have a measure of exposure at the household
level, in Section 4.8.3 in the Appendix we discuss the first stage using data on household take-up rates and provide a possible range of the effect of in utero exposure to
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F IGURE 4.4: Event study for paternal and maternal education and
height

Notes: The figure shows the coefficients and 90% confidence intervals (based on standard errors
clustered at the village level) from the event study analysis. The baseline sample is used for analysis.
Event time is defined as the difference between the year when tap water connections first become
available in a child’s birth village and the year of conception. The outcome variables are years of
schooling and height (in cm) of the father and the mother. All regressions include event time dummies and fixed effects for vilage and conception year. The event time of 2 is taken as the base group.
On the left of the dashed line are the groups receiving tap water connections at least since the year of
conception. On the right of the dashed line are the groups that received tap water connections only
after the year of conception.

household-level tap water.
The validity of our identification strategy relies on the common trends assumption that in the absence of tap water connections, the outcome would follow the
same cohort trend in villages of similar characteristics within a given province. We
have provided evidence in support of the assumption from both the balancing test
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in Section 4.3.4 and the event study analysis in Section 4.4.1. To further assess the assumption, we apply the same event study framework to four pre-determined variables including paternal and maternal years of schooling and height. Since children’s exposure to tap water in utero should not affect pre-determined parental outcomes, we expect to observe similar estimates for event times from 3 to 4.
We plot the estimates for each pre-determined variable in Figure 4.4. The children with an event time of 2 are taken as the base group, and the estimate for the
event time of 2 is restricted to zero. Most of the estimates for other event times are
close to zero, suggesting no differential pre- and post-intervention trends. The only
exception is that children with an event time of 3 or 4 tend to have a better-educated
mother. However, it is unlikely to challenge our baseline results. Both the estimates
for the event times of 3 and 4 (relative to the event time of 2) are statistically insignificant. Moreover, as maternal education is usually positively correlated with
child height, the slightly higher maternal education for children with positive event
times would lead to a downward bias in the estimated effect of exposure to tap water in utero. Overall, the event study estimates for parental height and education
provide another piece of evidence in support of the common trends assumption.
In Section 4.6 and Appendix Section 4.8.1, we conduct additional analyses to rule
out other identification issues, such as potential confounding factors, sample selection, reporting error in the data, and measurement error in the treatment variable.

4.5

Effects of in utero exposure to tap water

In this section, we present the main results on height-for-age, then show the results
on other health outcomes, and finally discuss the possible mechanisms mediating
the persistent health effects of in utero exposure.

4.5.1

Height-for-age

Columns (1)–(4) of Table 4.2 report the baseline results for height-for-age z-scores of
children aged 1–11 in 2010. We find a highly significant effect of in utero exposure to
tap water. The estimates from all four specifications are significant at the 1% level.
Assuming common cohort trends nationwide in column (1), we estimate that exposure to tap water in utero increases children’s average height-for-age z-scores by
0.27. In column (2), we allow the cohort trends to vary across provinces and across
villages with different characteristics. The point estimate changes to 0.3, reflecting
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TABLE 4.2: Effects of in utero exposure to tap water on height of children aged 1–11 in 2010
Height-for-age z-score

Tap water IU
R2
Number of clusters
Y of the comparison group
Observations
Individual and household controls
Community FE & cohort FE
Province-cohort FE, village controls
⇥ cohort dummies
Health programs IU
Other infrastructures IU

(1)

(2)

(3)

(4)

Height in
cm
(5)

0.270***
(0.083)

0.305***
(0.098)

0.304***
(0.099)

0.304***
(0.102)

4.045***
(1.432)

0.330
385
-0.003
2982
Y
Y
N

0.406
385
-0.003
2982
Y
Y
Y

0.407
385
-0.003
2982
Y
Y
Y

0.408
385
-0.003
2982
Y
Y
Y

0.799
385
102.6
2982
Y
Y
Y

N
N

N
N

Y
N

Y
Y

Y
Y

Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
The baseline sample consists of children aged between 13 and 132 months from the 2010 CFPS. Other
sample restrictions are detailed in Section 4.3.3. Each column represents a separate regression. “Tap
water IU” refers to in utero exposure to tap water, which equals one if tap water connections are available in the village of birth in the year of conception and zero otherwise. The individual and household
characteristics controlled for in all specifications are gender, mother’s age at birth, birth order, and both
parents’ years of schooling. The village characteristics used to construct interactions with cohort fixed
effects include an indicator of suburban village, log of traveling time to nearest town or city (hours),
log of area (km2 ), average years of schooling of 25–55-year-olds, and topographic characteristics (hill,
mountain, plateau, plain, and other). Health programs IU refers to in utero exposure to health facilities
and exposure to the New Cooperative Medical Scheme. Other government programs IU refers to a series of dummy variables measuring in utero exposure to electricity, roads, cable television, and landline
phones. Y of the comparison group is the mean outcome of children who live in villages without tap
water connections in 2010. Standard errors in parentheses are clustered at the village level.

the existence of different latent trends in child height across provinces and villages
with different characteristics. Column (3) reports estimates from the specification
controlling for in utero exposure to health facilities and the NCMS. The estimated
coefficient on the treatment variable hardly changes. In our preferred specification
in column (4), we further control for in utero exposure to electricity, roads, cable television, and landline phones, and the point estimate remains the same. Thus, we
show that the effect of in utero exposure to tap water is not driven by other concurrent public programs. In summary, we find that on average, a child with in utero
exposure to tap water is 0.3 standard deviations taller than his or her counterparts
of the same age and gender without exposure.
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To get a sense of the effect magnitude and to check the robustness of our z-score
measure, column (5) of Table 4.2 reports the estimated effect on height measured
in centimeters instead of z-scores. Exposure to tap water in utero increases a child’s
height by 4 cm compared to counterparts with no exposure in utero. As one standard
deviation of the height distribution for a given gender-specific age group is around
14 cm, the point estimate for height in cm is consistent with the estimate for the
height-for-age z-score.
We next check if this substantial effect on height observed at ages 1–11 persists in
later childhood. If the effect fades, then it reflects the existence of catch-up growth,
that is, rapid physical growth compensating for past health insults (Currie & Vogl,
2013). We explore the presence of catch-up growth by comparing the effect of in
utero exposure on height in 2010 with that in 2014 for the same sample of children.
We restrict the sample of analysis to children whose height data are available in both
the 2010 and 2014 CFPS. These children were 1–11 years old in 2010, and 5–15 years
old in 2014. The results in column (1) of Table 4.3 show that in utero exposure to tap
water raises height-for-age z-scores in 2014 by 0.2. The effect remains significant, but
the size drops by one-third compared to the 0.32 increase in height-for-age z-scores
in 2010 using the same sample of children (column (3)). In columns (2) and (4), we
compare the effects on height in cm. The effect on height in 2014 (2.6 cm) is about
two-thirds the height gain in 2010 (4.3 cm). Overall, the comparison of the effects in
2010 and 2014 reveals the existence of catch-up growth. Nevertheless, the effect on
height after four years of catch-up growth in our study is still substantial. The effect
size is similar in absolute value to the effects of in utero exposure to air pollution due
to forest fire or severe famine.73
Given the significant costs incurred under the rural drinking water program, it
is essential to know whether the benefits from expanding tap water connections
are worth the cost. We conduct a cost–benefit analysis in Appendix Section 4.8.4
basing on our estimated effect on height at ages 5–15, which would translate into an
increase in future income (Persico et al., 2004). We find that in utero exposure to tap
water has an internal rate of return beyond 11%, which is large enough to pass the
cost–benefit test at reasonable discount rates.
73 For

example, Rosales-Rueda and Triyana (2019) show that in utero exposure to air pollution reduces height at age three by 0.35 standard deviations, which translates to a 1.5 cm reduction in height
10 and 17 years after the exposure. Chen and Zhou (2007) find a 3.03 cm decrease in height for those
born or conceived during the Great Chinese Famine between 1959 and 1961, and Meng and Qian
(2009) find that early-childhood exposure to the same famine decreases height by 2.8 cm.
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TABLE 4.3: Comparing the effects of in utero exposure on height in 2010
and 2014

Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

2014
Height-for-age z-score
(1)

Height in cm
(2)

2010
Height-for-age z-score
(3)

Height in cm
(4)

0.201*
(0.104)

2.638*
(1.579)

0.319**
(0.136)

4.252**
(1.924)

0.399
375
0.018
2436

0.785
375
131.691
2436

0.412
375
0.032
2436

0.809
375
103.007
2436

Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
Each column represents a separate regression with the same specification as in column (4) of Table
4.2 applied for estimation. Only the 2,437 children who are included in the baseline sample and have
information on height available in both the 2010 and 2014 waves of the CFPS are included. “Tap
water IU” refers to in utero exposure to tap water, which equals one if tap water connections are
available in the village of birth in the year of conception and zero otherwise. Y of the comparison
group is the mean outcome of children who live in villages without tap water connections in 2010.
Standard errors in parentheses are clustered at the village level.

4.5.2

Other health outcomes

We use height as a marker of childhood health throughout this study. To confirm
that our estimated effect on height-for-age z-scores reflects improvements in childhood health, we estimate the effects of in utero exposure to tap water on other health
outcomes measured at different stages of childhood for the sampled children aged
1–11 in 2010. In Table 4.4, we report the estimation results for birth and earlychildhood outcomes, other middle-childhood outcomes, and cause-specific morbidity since birth.
Birth and infancy outcomes—Column (1) of Table 4.4 Panel A reports the estimated
effects on parents’ reported incidence of low birth weight (less than 2,500 grams).
Treated children are 1.7 percentage points less likely to have low birth weight, although the effect is not precisely estimated. Columns (2) and (3) of Panel A show
that exposure to tap water significantly lowers the probability of experiencing illnesses and the probability of visiting doctors in the first year of life by 14 and 13
percentage points, respectively.
Other childhood outcomes—Table 4.4 Panel B reports the effects of in utero exposure
on other childhood health outcomes. The effect on weight adjusted for gender and
age (weight-for-age) is estimated to be zero. We believe that this is because weight is
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TABLE 4.4: Effects of in utero exposure to tap water on other health
outcomes
(1)
Panel A. Birth and infancy outcomes
Low birth
weight (<
2,500 g)
Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

-0.017
(0.032)
0.286
382
0.079
2670

(2)

(3)

Any
illness by
age one

Any
doctor
visit by
age one
-0.132**
(0.054)
0.432
380
0.580
2819

-0.141***
(0.049)
0.423
380
0.668
2828

Panel B. Other childhood outcomes in 2010
WeightAny
for-age
illness the
z-score
previous
month
Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

-0.016
(0.111)
0.357
386
-0.010
3075

Panel C. Cause-specific morbidity
Any
severe
disease
since
birth
Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

-0.050
(0.048)
0.606
383
0.625
3083

-0.033
(0.058)
0.330
386
0.343
3234

Any
doctor
visit the
previous
year
-0.059
(0.053)
0.454
385
0.546
3125

(4)

(5)

(6)

Hospitalized
the
previous
year

Top 25%
health
exp. the
previous
year
-0.106**
(0.047)
0.352
386
0.218
3252

Health
index
(2)–(5)

-0.040
(0.035)
0.278
385
0.094
3125

-0.060*
(0.032)
0.417
385
0.296
3120

The type of most severe disease since birth
a.
Digestive

b. Respiratory

-0.055**
(0.026)
0.265
383
0.070
3083

-0.032
(0.056)
0.480
383
0.413
3083

c.
Waterborne
infectious
or parasitic
0.016
(0.019)
0.409
383
0.032
3083

d. Other
infectious
or
parasitic
-0.007
(0.008)
0.334
383
0.018
3083

e. Other

0.027
(0.031)
0.294
383
0.091
3083

Note: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
Each column of each panel represents a separate regression with the baseline sample of children
aged between 13 and 132 months from the 2010 CFPS. The same specification as in column (4) of
Table 4.2 is applied for the estimation. Outcomes shown as the column names are taken from the
2010 CFPS. In Panel C, digestive diseases include diseases or cancers of the gastrointestinal tract,
excluding waterborne infectious or parasitic diseases related to the gastrointestinal tract; respiratory
diseases include diseases or cancers of the respiratory system; waterborne infectious or parasitic
diseases include typhoid fever, bacterial food poisoning, dysentery, hepatitis A and other infectious
gastrointestinal diseases, and schistosomiasis. “Tap water IU” refers to in utero exposure to tap water,
which equals one if tap water connections are available in the village of birth in the year of conception
and zero otherwise. Y of the comparison group is the mean outcome of children who live in villages
without tap water connections in 2010. Standard errors in parentheses are clustered at the village
level.
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more sensitive than height to contemporaneous nutritional deficiencies and morbidity, but less so to previous health insults (de Onis, 2000; Thomas et al., 1996). A lack
of access to safe drinking water could result in prolonged periods of insufficient
or inadequate diet during pregnancy for women and frequent illness episodes of
their children after birth. These poor health outcomes would later manifest as lower
height-for-age, but not necessarily lower weight-for-age during childhood. The estimates for other childhood health outcomes, although imprecisely estimated, all
point toward the same conclusion—in utero exposure to tap water improves childhood health. When we average the outcomes in columns (2)–(5) into an health index,
we find that the effect of tap water exposure in utero is statistically significant with
a p-value of 0.06. Overall, these results show that our estimated effect on height-forage z-scores reflects improvements in the general health throughout childhood.
Cause-specific diseases—Table 4.4 Panel C reports the effects of in utero exposure on
cause-specific morbidity since birth. The CFPS recorded children’s most severe morbidity from birth to date from a list of 153 types of diseases. The reported diseases
are categorized into five mutually exclusive types: digestive diseases, respiratory
diseases, waterborne infectious or parasitic diseases, other infectious or parasitic
diseases, and other diseases.74 We find that in utero exposure to tap water lowers
the probability of getting any severe diseases after birth by five percentage points.
By disease type, our analysis shows that digestive diseases are the only type whose
probability is lowered significantly by tap water exposure in utero, and the reduction is the most among all five types. For the other four types of disease including
waterborne infectious or parasitic diseases, the estimates are relatively small in magnitude, and none are statistically significant.
These findings are consistent with the evidence in the existing literature about
the strong causal link between water quality and the incidence of digestive diseases.
Ebenstein (2012), for instance, detects a causal relationship between water contamination and the prevalence of digestive cancers, but not other types of cancers, in
China. Alsan and Goldin (2019) find that improved water and sewage systems in
the United States lower child mortality caused by digestive diseases, but do not affect deaths from etiologies with a different pathological basis. Therefore, the better
74 Digestive diseases include diseases or cancers of the gastrointestinal tract with waterborne infec-

tious or parasitic diseases related to the gastrointestinal tract excluded. Respiratory diseases include
diseases or cancers of the respiratory system. Waterborne infectious or parasitic diseases include
typhoid fever, bacterial food poisoning, dysentery, hepatitis A and other infectious gastrointestinal
diseases, and schistosomiasis.
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quality of tap water over untreated water could explain the positive effect of exposure to tap water in utero on health outcomes in childhood.
In particular, the finding of little effect on the incidence of waterborne diseases
echoes the facts shown in Section 4.2 that disease-causing microorganisms in drinking water have less adverse consequences in China. Although worldwide diarrhea
is a leading cause of malnutrition in children under five years old, the common practice of boiling water before drinking in China protects children from getting infected
by microorganisms in polluted water. As a result, exposure to treated tap water may
have limited effect in reducing diarrhea episodes for children.
However, boiling water cannot remove chemical pollutants. Thus, the positive
effect of tap water exposure on childhood health may stem from the removal of
chemical pollutants. Specifically, fetuses are extremely vulnerable when exposures
occur, due to immature organ systems and underdeveloped detoxification enzymes
or enzymatic processes (Apelberg et al., 2007; Callan et al., 2016; Chen et al., 2012).
A vast medical literature has shown that the placenta cannot prevent the fetus from
environmental insults (Agency for Toxic Substances and Disease Registry (ATSDR),
2003; Concha et al., 1998; Myllynen et al., 2005). Common chemical pollutants in
drinking water such as arsenic, cadmium, and lead can pass the placenta and are
found to be associated with the underdevelopment of a fetus (Kippler et al., 2012;
Rahman et al., 2008; Renzetti et al., 2017). Considering the vulnerability of fetuses
to environmental insults, the removal of chemical pollutants from treated tap water
also lends support to the findings in Section 4.4.1 that the prenatal period is the
critical time window for tap water to improve childhood health, while postnatal
exposure has little additional benefits.

4.5.3

Potential channels

In this subsection, we explore the mechanisms underlying the persistent effects of
in utero tap water exposure on height-for-age. We discuss two potential channels
implied by a simple model of human capital formation adapted from Cunha and
Heckman (2007) and Heckman (2007) (outlined in Section 4.8.5 in the Appendix).
The first is a direct channel, operating through the direct effect of exposure to tap
water in utero as a form of health investment that increases health stocks before age
one. Because human capital, including health stocks, is self-productive, the greater
health stocks before age one would lead to greater health stocks at later ages. The
second is a behavioral channel, based on the idea that the improvement in in utero
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conditions and health before age one may induce more health investments by parents, which increases children’s health stocks at later ages.
We test these two channels by discussing the heterogeneity in the impact of in
utero tap water exposure by maternal education.75 The existing literature has documented considerable heterogeneities in the effects of in utero conditions by maternal
education (Almond et al., 2018). In most of the cases, children born to low-educated
mothers benefit more from improved in utero conditions. In particular, when we
consider safe drinking water, low-educated mothers are less likely to take preventive measures (e.g., purchasing bottled water and using private water treatment
tools) to protect themselves and their children from contaminated drinking water
than high-educated mothers.76 The CFPS data permit us to check whether household choices of drinking water differ by maternal education and by the availability
of tap water connections in the village. Table 4.7 in the Appendix reports our findings. In villages that have no tap water connections, households with low-educated
mothers are less likely to use safe water for cooking than those with high-educated
mothers. On the other hand, in villages with tap water connections, no significant
difference is detected in the choice of cooking water between households with lowand high-educated mothers. As households tend to use the same type of water for
drinking and cooking, we expect that children of low-educated mothers would benefit more from in utero exposure to publicly provided tap water.
Column (1) of Table 4.5 confirms that children of low-educated mothers gain
more height from in utero exposure to tap water than those of high-educated mothers, and the difference is statistically significant. This finding echoes the existing evidence that in utero exposure to contaminated water has the most detrimental effect
on infants of low-educated mothers (e.g., Currie et al., 2013). Next, we discuss the
two potential channels by estimating the heterogeneous treatment effects on health
before age one and postnatal health investments from parents.
The direct channel
Columns (2) to (4) of Table 4.5 show the effects on birth and infancy health outcomes
by maternal education. We find that in utero exposure to tap water lowers the probability of low birth weight and the incidence of illnesses and doctor visits in the first
75 A

mother’s educational level is considered “low” if her schooling is less than nine years and
“high” otherwise. We then divide the sampled children by mother’s educational level and run regressions separately in the two subsamples. Hausman tests are implemented to check whether the
differences in the estimated treatment effects are statistically significant between the subsamples.
76 For example, Currie (2011) find that children born to less educated mothers are more likely to
be exposed to pollution in utero, and Currie et al. (2013) find that drinking water contamination has
larger consequences on the health of infants born to less educated mothers.
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TABLE 4.5: Heterogeneous effects of in utero exposure to tap water on
height-for-age and intermediary outcomes

Heightfor-age
z-score
(1)

The direct channel
Birth and infancy outcomes
Low
Any
Any
birth
sickness
doctor
weight in 1st year visit in 1st
of life
year of
life
(2)
(3)
(4)

The behavioral channel
Parental health investment
BreastHealth- Private
feeding seeking
health
durabehavinsurtion
ior
ance
(month)
(5)
(6)
(7)

Panel A. Low-educated mothers
Tap water IU
0.443***
(0.141)
R2
0.507
Number of clusters
334
Y of the comparison group
-0.135
Observations
1705

-0.114
(0.084)
0.463
329
0.092
1408

-0.189***
(0.068)
0.526
321
0.659
1628

-0.172**
(0.086)
0.530
321
0.575
1625

2.190*
(1.276)
0.458
335
13.962
1872

0.115*
(0.063)
0.548
335
0.777
1872

0.095*
(0.054)
0.562
334
0.130
1874

Panel B. High-educated mothers
Tap water IU
0.109
(0.218)
R2
0.583
Number of clusters
332
Y of the comparison group
0.194
Observations
1243

0.008
(0.047)
0.515
329
0.060
1237

-0.094
(0.117)
0.644
320
0.683
1171

0.032
(0.141)
0.643
320
0.590
1166

0.471
(1.218)
0.647
337
11.308
1322

-0.041
(0.078)
0.634
338
0.713
1325

-0.062
(0.076)
0.608
337
0.153
1322

0.085

0.313

0.085

0.203

0.045

0.023

p-value

0.072

Note: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
Each column of each panel represents a separate regression with the baseline sample of children aged
between 13 and 132 months from the 2010 CFPS. The same specification as in column (4) of Table 4.2
is applied for the estimation. A mother’s education level is “low” if her schooling is less than nine
years, and “high” if greater than or equal to nine years. “Tap water IU” refers to in utero exposure to
tap water, which equals one if tap water connections are available in the village of birth in the year
of conception and zero otherwise. Y of the comparison group is the mean outcome of children who
live in villages without tap water connections in 2010. The bottom row reports p-values from the
seemingly unrelated estimations, which test whether the estimated coefficients on “Tap water IU” in
Panel A and Panel B of the same column are equal using a generalized Hausman specification test.
Standard errors in parentheses are clustered at the village level.
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year of life, but only for children of low-educated mothers. Although the effects
on both subsamples are not precisely estimated for low birth weight, the difference
between subsamples is statistically significant. Hence for children of low-educated
mothers, in utero exposure to tap water improves their birth and infancy outcomes
more than those of high-educated mothers. The heterogeneity in the effects on these
outcomes is in line with the heterogeneity in the effects on height-for-age z-score,
suggesting that the direct effect on health stocks before age one could be one of the
channels through which in utero tap water exposure improves childhood health.
The behavioral channel
Besides the direct effect of in utero exposure to tap water on health at birth and in
infancy, we would like to know whether parents change health investments as a
response to the exposure. We use duration of breastfeeding, health-seeking behavior, and take-up of private health insurance to measure health investments from
parents.77 The last three columns of Table 4.5 report the estimates of the effect
on parental health investments by maternal education. For all three measures of
parental health investments, we detect positive effects of in utero exposure to tap
water, but only for children of low-educated mothers, who have already benefited
more from the exposure in terms of health before age one. By contrast, for children of
high-educated mothers, the estimated effects are small and insignificant. This finding suggests how the behavioral channel operates: subsequent parental investments
in health may play a role in mediating the persistent effects of in utero exposure to
tap water on children’s health outcomes.
There are many possible reasons that tap water exposure in utero could induce
more health investments from parents. We are able to test and rule out two of them.
First, tap water exposure in utero may improve maternal health, which makes later
investments more productive. Improved maternal health could also lead to better
health of a child by promoting prenatal development. However, we find no evidence of exposure to tap water during pregnancy affecting a mother’s postnatal
health (see details in Section 4.8.6 in the Appendix). Second, in utero exposure to
publicly provided tap water may foster the accumulation of household resources,
which empowers parents to invest more in children’s health. We use whether a
77 Existing

studies have used duration of breastfeeding (Adhvaryu et al., 2019; Adhvaryu &
Nyshadham, 2016) and health-seeking behavior (Rossi & Villar, forthcoming) as parental investment
outcomes. Here, duration of breastfeeding is measured in months. The indicator of health-seeking
behavior takes the value one if the parents state that they would seek formal healthcare when the
child is sick and zero otherwise. The indicator of private health insurance take-up takes the value
one if the parents have purchased private health insurance for the child and zero otherwise.
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household engages in agricultural production and household income as indicators
of household resources. For these two resource indicators, we detect no significant effect on children of either low- or high-educated mothers, and we observe
no significant difference in the estimated effect between the two groups of children
(columns (1) and (2) of Table 4.9 in the Appendix). If some unobserved household
resources increase due to tap water, in addition to health investments we would
expect parents to increase investments in other dimensions, such as educational investments. However, for either group of children, we find no evidence of increased
educational investments, measured by whether a child had ever attended kindergarten and whether the household had any educational savings (columns (3) and
(4) of Table 4.9). Moreover, we find no difference between the two groups of children in the estimated effect on educational investments. Thus, it is implausible that
in utero tap water exposure causes an increase in health investments by facilitating
the accumulation of household resources.
Another plausible explanation for the behavioral channel is the dynamic complementarity in human capital investments, which is a central assumption of the
multi-stage model of human capital formation developed by Cunha and Heckman
(2007) and Heckman (2007) (outlined in Section 4.8.5 in the Appendix). The dynamic
complementarity in human capital investments implies that early investments increase the marginal return to later investments. Hence, parents would invest more
at later stages of child development in response to increased early investments. The
dynamic complementarity can arise when two conditions are met: (a) early investments increase initial human capital; and (b) initial human capital and subsequent
human capital investments are complements. Recent evidence has been largely consistent with the assumption of dynamic complementarity. For example, Adhvaryu
and Nyshadham (2016) find that children with higher in utero exposure to a largescale iodine supplementation program in Tanzania were breastfed longer and received more necessary vaccines after birth. Attanasio et al. (2020) estimate production functions for cognition and health for children aged 1–12 in India and find evidence supporting complementarity between initial health and subsequent health
investments. Rossi and Villar (forthcoming) show that an anti-malaria public intervention in Senegal increased parental health-seeking behavior against other diseases
like diarrhea. In our study, we hypothesize that after observing the improvement in
children’s health stocks at birth and in early childhood as a result of tap water exposure in utero, parents perceive higher marginal return to health investments and
consequently, increase health investments in their children. While this hypothesis
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cannot be explicitly tested in our setting due to data limitations, we consider it to be
a plausible explanation for the increased health investments and worthy of further
investigation.

4.6

Robustness checks

In Section 4.3, we consider several issues that may threaten our findings, including
sample restrictions, reporting error in the data, and measurement error in the variable (see the detailed discussion in Section 4.8.1 in the Appendix). We also show
strong evidence in support of the common trends assumptions, using the balancing
test in Section 4.3.4 and the event study framework in Section 4.4. In this section, we
further explore the robustness of our results to a variety of tests and specifications.

4.6.1

Potential confounders

Our baseline analysis shows the robustness of our results to confounding factors,
such as in utero exposure to health facilities, health insurance programs, and other
types of public infrastructures including electricity, roads, cable television, and landline phones. In this subsection, we discuss some other potential confounders.
Sanitation
We investigate whether the construction of sanitation facilities, such as private toilets, would confound our estimates for the effect of in utero exposure to tap water.
Unlike the question on tap water availability, the CFPS only asks whether a private
toilet is present on the premises of each household. There is no information on the
retrospective history of a household or a village’s access to toilets. Hence, we are not
able to identify the impact of in utero exposure to sanitation at either the household
or village level. Instead, we check the robustness of our estimate by taking into account the possible confounding effects of exposure to toilets at the county level. We
use the household-level data of the 1% sample of the 2000 China Population Census
and the 20% sample of the 2005 China 1% Population Sample Survey to calculate
the toilet coverage rates at the county level in 2000 and 2005.78 The interactions of
toilet coverage measures (county toilet coverage rate in 2000 and its change between
78 To

ensure precise county-level measures, we include only counties with more than 100 observations in both samples of the census data. We apply the same restrictions throughout the study when
aggregating data from censuses unless otherwise specified. Removing the restrictions does not affect
our results.
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2000 and 2005) and cohort fixed effects capture the cohort-specific effects of sanitation. Panel A of Table 4.11 in the Appendix shows that adding the interactions to
the baseline specification (column (4) of Table 4.2) yields a point estimate of about
0.28, which is significant at the 5% level. The difference between this point estimate
and the baseline estimate is owing to the smaller sample size than that in the main
analysis. We obtain similar results when the baseline specification is applied to this
smaller sample.
Other county-level characteristics
The estimated effect of tap water on childhood health is not driven by other confounding factors at the county level either, such as real income, urbanization, migration, and the prevalence of left-behind children. As a proxy of real income, we
use county-level GDP per capita, extracted from the China Data Online (2000–2010)
and the China City Statistical Yearbooks (2001–2011). We apply GDP deflators from
the China Statistical Yearbooks to obtain the 2000 constant price. The share of urban
residents among the total population (as a measure of urbanization) and the share of
immigrants in a given county are obtained from the county-level assemblies of the
2000 and 2010 China Population Census. The share of emigrants among households
with hukou in the county and the prevalence of left-behind children are calculated
using the 1% sample of the 2000 China Population Census and the 20% sample of
the 2005 China 1% Population Sample Survey.79 The interactions of the countylevel macro factors (values in 2000 and changes between 2000 and 2005) and cohort
fixed effects capture the county-level macro trends. Panel B of Table 4.11 shows that
adding the interactions to the baseline specification does not affect our results.

4.6.2

Selection

Our estimated effect would be biased if the sample of children used for analysis
is not randomly selected. Three types of sample selection are potentially the most
problematic: fertility selection, mortality selection, and migration. Due to a lack of
accurate death data, we cannot test for the mortality selection directly in this study.
However, mortality selection, if any, would not overturn our main findings. First,
the child mortality rate is low in China. According to the World Health Organization, China’s under-five mortality rate (probability of dying by age five per 1,000
79 A

child is considered left behind if both parents are not at home at the time of survey.
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live births) in 2010 was 15.76, while the global average was 51.80 Moreover, if exposure to tap water in utero lowers child mortality as shown in existing studies (Alsan
& Goldin, 2019; He & Perlof, 2016), our results may reflect a lower bound of the real
effect of in utero exposure to tap water. It is because survivors of the positive event
tend to be negatively selected (Almond & Currie, 2011). Here below, we show that
our results are unlikely to be biased by fertility selection and migration. In particular, in the discussion of fertility selection we implicitly address the issue of mortality
selection and detect no evidence of biasing.
Fertility selection
If tap water availability tends to affect women’s fertility outcomes, both the population of children who were born and the timing of birth would be different from
what they would otherwise have been. For example, if parents care more about the
child’s in utero conditions, they may decide to give birth to a child in response to
tap water availability. Then, parents’ decision to have a child is correlated with both
in utero exposure to tap water and the child’s outcome. As a result, the estimation
based on the sample of children who are born could generate biased results. To address this concern, we follow La Ferrara et al. (2012) and estimate the probability
that a woman gives birth in a given year between 1998 and 2009 as a function of tap
water accessibility at the village level, and other individual and village controls.81
We construct a dataset with the retrospective history of women’s fertility outcomes
during the ages of 15–49. We estimate the following linear probability model:
Fict = yTapwaterc,t

1

+ Xict b + Otherprogramsc,t

1 r + gc

+ q pt + ft Zc + eict , (4.3)

where Fict is the fertility outcome of a woman i living in village c in year t. It equals
one if the woman gives birth to a living child in year t and zero otherwise.82 The
treatment variable, Tapwaterc,t 1 , is a dummy indicator for the availability of tap
80 Data

are from the Global Health Observatory of the World Health Organization
at
https://www.who.int/data/gho/data/indicators/indicator-details/GHO/
under-five-mortality-rate-(probability-of-dying-by-age-5-per-1000-live-births), accessed on 22
November 2020.
81 We choose the period that consists of the birth years of the children in the baseline sample.
82 We notice that among the 6,917 fertility outcomes with F equal to one, only 2 did not survive
ict
to 2010. Considering that the under-five mortality rate was 15.76 per 1,000 live births in China in
2010, we cannot rule out the possibility that some women did not report the births of children who
had died by 2010. Then the fertility outcome may actually capture mortality, that is, Fict equals
one if the woman gives birth to a living child in year t and the child is still alive in 2010, and zero
otherwise. Therefore, the analysis for the fertility selection may also pertain to the mortality selection.
However, in the absence of more evidence, we should refrain from over-interpreting the results from
the analysis of fertility selection.
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water connections in the village c. It equals one if tap water connections are available in year t 1 to account for the length of gestation and zero otherwise. The parameter of interest y captures the effect of tap water connections on the likelihood
of giving birth in the following year. Xict is a vector of individual controls, including age, number of living children in year t, years of education, and the quadratic
terms of the above-mentioned variables. Otherprogramsc,t 1 is a vector of dummy
indicators capturing the availability of electricity, roads, cable television, and landline phones in the village of living in year t 1. gc represents village fixed effects.
To account for different pre-existing trends in fertility rates across villages, we include the province-specific year fixed effects q pt and the interactions between a set
of exogenous village controls and year dummies, denoted by ft Zc .
In Panel A of Table 4.12 in the Appendix, we report the results from the full
sample of women aged 15–49 and the subsamples by age brackets (15–19, 20–34, and
35–49). The estimates are close to zero, providing no evidence of fertility selection
biasing the estimates.
Migration
Other sources of sample selection are household or individual migration. Here below, we discuss the possible selection issues of two kinds of migration: migration
before a child’s birth and migration after a child’s birth.
Migration before a child’s birth
Among the sampled children, some may be from households that migrated into
the surveyed villages before the children were born. It is of concern if a household’s
migration decision is correlated with the destination’s tap water accessibility and
the children’s outcomes. For example, a household may move to a village before a
child’s birth to take advantage of tap water availability, and children born in such
households may have better health outcomes regardless of tap water exposure. We
address this concern by identifying these households.
The CFPS asks households when they moved into the current residential unit.
We use this information to construct a dummy indicator of “mover,” which equals
one if a household moved into the current residential unit after tap water connections became available in the village but before the child’s birth, and zero otherwise. Among 2,794 children whose “mover” status is available, about 10% are
“movers.” However, we cannot distinguish whether a household moved into the
current residential unit from a different residential unit in the same village (moves
within village) or from another village (moves across villages). The former case is
common and would not bias our estimates. The latter case is rare owing to China’s
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strict household registration system (hukou), but would lead to biased estimates if
“movers” are different from other households.
We first conduct a balancing test to compare children whose households are considered to be “movers” with other children. We detect no significant difference between these two groups of children for all observed individual and household characteristics (detailed regression results are reported in Table 4.13 in the Appendix).
Next, to account for the potential confounding effect of migration before a child’s
birth on our baseline estimate, we include the indicator of “mover” in our preferred
specification (column (4) of Table 4.2) for the estimation. The results reported in
Panel B of Table 4.12 show that the estimated effect of in utero exposure to tap water
is very stable before and after controlling for the indicator of “mover.” Put together,
these findings suggest that our baseline estimate is not biased by household migration before a child’s birth.
Migration after a child’s birth
Our baseline sample does not contain children who were born in the surveyed
villages but had left the village of birth by the survey time, due to a lack of information on health outcomes.83 It is of concern if the migration decision is correlated
with the treatment variable and the outcome. For example, if in utero exposure to
tap water leads to better health outcomes, and healthier children are more likely
to leave home at a younger age, then the effect on childhood health could be underestimated. Here, we consider sample selection issues resulting from this kind of
migration.
We examine whether in utero exposure to tap water affects the likelihood of children’s absence from the survey data when their households are surveyed. Among
3,640 children who were from the surveyed households and were 13–132 months
old in 2010, 388 are not included in the final sample, because they were not present
during the survey. For these unsurveyed children, we can determine whether they
were exposed to tap water in utero by using information on birth date reported by
their parents or other household members. We assume the length of gestation to
be nine months to deduce the year of conception. Using our preferred specification (column (4) of Table 4.2) for the estimation, we detect no effect of tap water
83 Our

discussion about the selection issue of migration after a child’s birth focuses on migration
out of the village of birth. There is another kind of migration after a child’s birth—migration into
the surveyed villages after a child’s birth. By imposing the sample restrictions (see Section 4.3.3), we
exclude from the baseline analysis the children who moved into the surveyed villages after birth, as
information on their in utero exposure to tap water is not available. Excluding these children does not
lead to the issue of sample selection in our study. See Section 4.8.1 in the Appendix for an analysis
with these children included.
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exposure in utero on the probability of not being surveyed (column (1) in Panel C of
Table 4.12).
We further check whether in utero exposure to tap water affects a child or a household’s decision to leave the child’s village of birth by the age of 132 months. Due to a
lack of information on households that had moved to other villages by 2010, we use
a sample of children aged 0–84 months in 2010 who were not yet 132 months old in
2014. The outcome variable is an indicator of being absent in the 2014 CFPS. Again,
we apply our preferred specification for the estimation. Column (2) in Panel C of
Table 4.12 shows that in utero exposure to tap water has a small and insignificant
effect on the likelihood of absence in the 2014 CFPS. Therefore, we conclude that
our estimates are unlikely to be biased by sample selection due to migration after a
child’s birth.

4.6.3

Heterogeneous treatment effects and negative weights

Recently, de Chaisemartin and D’Haultfœuille (2020) raise concerns about the interpretation of DID estimates. According to their study, our DID estimate is the
weighted sum of the average treatment effects (ATE) for each treated cell (a cohort
in a village with in utero exposure to tap water). The weights associated with the
ATEs can be negative, which could be an issue when the ATEs are heterogeneous
across villages or cohorts. In an extreme case, when negative weights are large and
correlated with the heterogeneous treatment effect, the DID estimate can have a different sign from all ATEs. We address this concern by applying de Chaisemartin
and D’Haultfœuille (2020)’s method to calculate negative weights in our baseline
analysis. We find that using the full sample, 33% of weights are negative with a
sum of 0.189. Once we drop villages where even the oldest children were treated,
that is, villages receiving tap water connections before 1998, only 13% of weights
are negative with a sum of 0.022. These results imply that most of the negative
weights are assigned to ATEs for villages where children who differ in conception
year are all treated in utero. Moreover, we find that excluding villages that received
tap water connections before 1998 yields an estimate very close to the baseline, suggesting no evidence of heterogeneous treatment effects.84 To conclude, we believe
that the interpretation of our DID estimate is not challenged by the issue of negative
weights accompanied by treatment effect heterogeneity.
84 Our

DID estimates are very stable when we exclude villages receiving tap water connections
before 1994, 1998, and 2002. See Table 4.10 in the Appendix.
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Permutation test

Following Adukia et al. (2020), we verify whether the p-value in our baseline analysis is correctly estimated. We conduct 2,000 random assignments. In each one, we
generate a placebo year of the first connections for each village by randomly dividing the 404 villages into 13 groups with different timing of tap water connections:
one before 1998, one after 2008, and 11 between 1998 and 2008 (one group for each
year). The number of villages in each group is consistent with that in the actual data,
so that each randomization can produce a histogram the same as that in Figure 4.1.
We then estimate Equation (4.2) as if the placebo year were the actual year of first
connections.
Figure 4.7 shows the distribution of the placebo estimated effects of in utero exposure to tap water on height-for-age. All placebo estimates are centered around
zero, and only 0.6% of the placebo estimates in absolute value are equal to or larger
than the baseline estimate of 0.304. This test suggests that the p-value in the baseline
analysis is estimated correctly.

4.7

Conclusion

This study documents and explains the positive effects of in utero exposure to tap
water on childhood health in rural China. Exploiting variation in the timing of
tap water connections across villages, we show that in utero exposure to tap water connections increases height-for-age during childhood: a 0.3 standard deviation
increase in height at ages 1–11, and a 0.2 standard deviation increase in height at
ages 5–15. In utero exposure to tap water also improves various health outcomes
measured at birth, in infancy, and in childhood. The heterogeneity analysis shows
that children born to low-educated mothers significantly benefit more from in utero
exposure to tap water than children of high-educated mothers. The mechanism
analysis suggests that two channels are at play behind the considerably larger effects of in utero tap water exposure on children of low-educated mothers: a direct
channel of improving health at birth and in the first year of life, and a behavioral
channel of inducing more subsequent health investments.
Understanding the effect of in utero conditions on height and other health outcomes during childhood is at the heart of designing intelligent policies. In this study,
we focus not on finalized outcomes in adulthood but rather on childhood outcomes,
which are more relevant for the typically short timelines of policy decisions. Along
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with Zhang and Xu (2016) and Chen et al. (forthcoming), we find that in utero exposure to tap water plays a significant role in shaping the developmental trajectories
of human capital. Hence, we confirm that water infrastructure construction is an
effective intervention that can be done at scale to enhance rural children’s human
capital development.
Our study highlights the role of water infrastructure construction in increasing
social mobility. Water infrastructure construction assures equal access to treated tap
water for all households from different socioeconomic backgrounds. But because
households from low socioeconomic backgrounds are less likely to have private access to treated water, they benefit more from the construction of public water infrastructure. Our results show that in utero exposure to treated water offers direct health
benefits to children of low-educated mothers and increases parental health investments for them. As a result, it improves the health of children born to low-educated
mothers more than children born to high-educated mothers. This finding implies
that building water infrastructure in rural areas not only offers contemporaneous
benefits, but could also go a long way toward narrowing the gap in health stocks
between children of different socioeconomic backgrounds and fostering social mobility in the long run.

4.8
4.8.1

Appendix
More robustness checks in detail

Dealing with the reporting error in the year of first connections
As mentioned in Section 4.3.2, in each village, a knowledgeable individual who had
access to village statistical materials was invited to answer the village questionnaire
of the CFPS survey. As part of the survey, they were asked to provide information
on the year when tap water connections were first available in the village. We use
the answer to this question to construct the treatment variable. The reported data
should be reliable, given that obtaining tap water connections is a salient and socially desirable event, and the information is available in village statistical materials,
such as village chronicles of events. However, reporting error in the year of first connections, if they exist and are correlated with outcome-determining (un)observables,
may bias our estimates.
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We address the issue of reporting error in two ways. Beckett et al. (2001) suggest
that data quality likely deteriorates with the length of the recall period. Hence, we
exclude villages whose reported year of first connections is more than 16 years, 12
years, and 8 years ago—that is, if the reported year of first connections is before
1994, 1998, or 2002. Columns (1)–(3) of Table 4.10 show that excluding observations
from long-term recalls generates similar estimates to the main results.
Second, there is likely to be a correlation between interviewers’ impressions of
the quality of respondents’ answers and the quality of the reported data. After completing each community questionnaire, the interviewers evaluated the reliability of
each respondent’s answers on a scale of 1 to 7, with 1 being very unreliable and 7
very reliable. We restrict our analysis to the sampled villages that received a score of
at least 6. Column (4) of Table 4.10 shows that the estimate from this sample is larger
than our baseline estimate. One possible explanation is that the reporting error, if
present, may have attenuated the estimated effect of in utero exposure to tap water.
Dealing with the measurement error in the treatment variable
The CFPS did not collect the village-level exact dates for the initial tap water connections. In the baseline analysis we use the availability of tap water connections at
the village level in the conception year, TapwaterIUct , as a proxy for in utero exposure to tap water, without imposing any assumption on the timing of a village’s first
connection to tap water within a year. The proxy equals one if the conception year
is equal to or greater than the first connection year of tap water at the village level,
and zero otherwise. It is able to precisely capture a child’s in utero exposure to tap
water if the conception year is after the first year of tap water connection (having
full exposure in utero and TapwaterIUct = 1), or two years before the first year of tap
water connection (no exposure in utero and TapwaterIUct = 0). However, the proxy
may be subject to the issue of measurement error if the conception year coincides the
first year of tap water connection, or the conception year is one year before the tap
water connection. For example, in a village that first received tap water connections
in December 2005, a child conceived in January 2005 had no tap water exposure in
utero, but the proxy equals one. Another example, in a village that got connected in
January 2005, a child conceived in December 2004 had nine months of exposure in
utero, but the proxy equals zero.
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In this section, we address the issue of measurement error in the treatment variable. We first make four different assumptions on the timing of a village’s first connection to tap water in a given connection year. Under each assumption, we assign
first connection months to the 404 sampled villages accordingly.
Assumption 1: The first connections take place in any months from January to December with an equal probability.
Under this assumption, we randomly assign the 12 months from January to December to the 404 villages, so that the first connection months of the villages are
uniformly distributed after assignment.
Assumption 2: The first connections take place with an equal probability in any nonbusy months.
Here busy months refer to three months: May, June, and October, the period in a
year when the farm work is usually intensive. Under this assumption, we randomly
assign the nine non-busy months to the 404 villages so that after the assignment the
connection months are uniformly distributed, and no villages receive connections
in the three busy months.
Assumption 3: The month of first tap water connection for a village is drawn from a
discrete uniform distribution with 12 possible values indicating 12 months.
We first sample a month from the uniform distribution with replacement, and
then assign the month to one village as the first month of tap water connection. We
do the same sampling for all the 404 villages.
Assumption 4: The month of first tap water connection for a village is drawn from a
discrete uniform distribution with nine values indicating nine non-busy months.
The same sampling and assignment procedures as those in Assumption 3 are
applied, except that the possible values of the uniform distribution include only
nine non-busy months.
With the assigned connection months and the information of village-level connection years and the sampled children’s birth dates, we are able to construct an
alternative measure, the number of months in utero with tap water exposure. Applying the preferred specification (column (4) of Table 4.2) with TapwaterIUct replaced
by the alternative measure for estimation generates an estimate capturing the effect
of one additional month of exposure in utero on children’s height-for-age. Under
each assumption, we do the random assignment for 2,000 times and end up with
2,000 estimates.
We plot the distribution of the simulation results in Figure 4.5. For ease of comparison with the baseline results, we add to each plotting a dash line which falls on
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0.033, the value calculated from the baseline estimate. We learn from the baseline
analysis that having exposure to tap water in utero increases children’s height-forage by 0.304 standard deviations. The mean gestation length is 9.27 months for
sampled children. Assuming a linear effect of gestation length on height, the baseline estimate suggests a 0.033 standard deviation increase in height-for-age for one
additional month of tap water exposure in utero. For all four assumptions, the mean
and the median of the estimated effect of one additional month of in utero exposure
is around 0.031. Under each of the four assumptions, we cannot reject the null hypothesis that the mean (or median) of the simulated estimates is equal to the baseline
estimate (p-values greater than 0.5).
To summarize, we deal with the measurement error in tap water exposure in
utero by making assumptions on the timing of village-level tap water connections
within a year and constructing a measure which captures the length of exposure in
utero. The simulation results show that the estimates under all four assumptions
are close to the baseline result. Since the availability of tap water connections at the
village level in the conception year, the proxy for in utero exposure to tap water in
the baseline analysis, does not rely on any assumption on the timing of village-level
tap water connection, we prefer using the availability measure in our main analysis.
Including children who moved to the village of living after birth
The baseline analysis excludes the 626 children who are not born in the villages
where they were surveyed by the 2010 CFPS, to ensure a precise measure of in utero
exposure to tap water. To check whether our baseline estimate is sensitive to the
sample restriction, we assume that all children in the 2010 CFPS were interviewed
in their villages of birth and run regressions with the 626 children included. The
estimated effect of in utero exposure to tap water on height-for-age z-score is now
0.204 with a standard error of 0.085, which is still significant at the 5% level but
smaller in magnitude than our baseline estimate shown in Table 4.2.
We argue that the estimate of a 0.2 standard deviation increase in height-for-age
is a lower-bound of the treatment effect of in utero tap water exposure. We consider
two possible cases. First, households relocate after the child’s birth without accessibility to tap water at the village level in mind. Then the assumption of classical
errors-in-variables holds, that is, the measurement error in in utero exposure is uncorrelated with the unobserved real exposure. Under this assumption, the estimated
effect of tap water exposure is attenuated to zero. Second, households relocate with
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accessibility to tap water at the village level in mind. Although the relocation behavior is not random, it is more likely that households sort themselves into villages
with better facilities. For example, households from villages without tap water connections might be attracted by the tap water connections of the surveyed villages
and move in to take advantage of the good accessibility. In this case, some of the
excluded 626 children who are considered to be treated are in fact untreated. Then
the estimated effect is also biased toward zero. Therefore, we conclude that in either case, including the moved children in the analysis yields a lower bound of the
treatment effect.

4.8.2

Event study analysis using a sample with balanced event times

In the event study analysis in Section 4.4.1, the event time of a child conceived in
year t can only take values less than or equal to 2010 t or greater than 5. For
the range of event times from 3 to 4 that we are interested in, the event times are
unbalanced. Specifically, children conceived in 2006 can never have an event time
of 5, children conceived in 2007 can never have an event time of 4 or 5, and children
conceived in 2008 can never have an event time of 3, 4, or 5. In contrast, children
conceived between 1998 and 2005 can have any event times falling in the range from
3 to 4. Consequently, children with an event time greater than or equal to 3 tend
to be older than those with an event time less than 3, leading to the concern that the
sample children are not comparable across event times.
To address this concern, we conduct the event study analysis again using a sample with balanced event times. We only keep children who were conceived before
the year of 2006 and were aged at least 48 months old. In this sample, all the event
times between 3 and 4 can map to children conceived in the same year range from
1998 to 2005. Figure 4.6 plots the estimates for this sample. The estimates of negative event times are similar to, if not larger than, those in Figure 4.3. The estimates
of nonnegative event times remain very close to zero. Hence, using the sample with
balanced event times does not change the conclusion from the event study analysis
in Section 4.4.1.

4.8.3

From intention to treat to average treatment effects

In this study, we are interested in the effect of in utero exposure to tap water at the
village level. However, having tap water connections in a village in the conception
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year does not mean that a child had exposure to tap water in utero at the household
level. It is possible that it may take a household some time before the household
takes up the tap water. It is also possible that a household may never take up.
Therefore, what we are estimating is thus an intention-to-treat estimate (ITT).
To get a sense of the effect of in utero exposure to tap water at the household
level (the local average treatment effect), we need first stage results such as whether
households use tap water when it is available at the village level, and whether
households quickly opt in the tap water once it became available at the village level.
Figure 4.2 provides much information. We detect a sharp contrast in the tap water take-up rate of households in 2010 between villages with and without tap water
connections. For villages that received connections before 2009, the take-up rate falls
in the range of 50% and 75%, whereas the take-up rate is about 10% in villages that
had not got connected by 2010. In particular, in villages that received connections
in 2009, almost 50% of the households already reported using tap water for cooking
the following year in 2010.
We learn from Figure 4.2 that once the tap water became available in the village,
households opt in quickly. It is thus possible for children conceived in the first year
of village-level tap water connections to receive exposure immediately. Moreover,
the household take-up rate does not depend on the cumulative years of tap water
connections at the village level. Therefore, we could obtain an estimate for the effect
of in utero exposure to household-level tap water by increasing the baseline estimate
by a factor in the range of 1.33 to 2. Considering the baseline estimate of 0.304, the
estimate for the effect of in utero exposure to household-level tap water would be in
the range of 0.404 to 0.608.

4.8.4

Cost–benefit analysis

Given the strong evidence of the effectiveness of tap water connections in improving
childhood health, it is natural to ask whether the benefits from expanding tap water
connections outweigh the costs. In this section, we conduct a cost–benefit test based
on the estimated effect on height at ages 5–15.85
We estimate the correlation between height and annual income using a sample of
adults in rural areas aged 21–55 in 2014 and allow the height premium to differ for
85 Height

in childhood is highly correlated with height in adulthood (Case & Paxson, 2008b).
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adults younger and older than 30.86 We find that, holding everything else constant,
a 1 cm increase in height is associated with a 21.5 USD (132 CNY) increase in annual
income at ages 21–30, and a 8 USD (45 CNY) increase in annual income at ages 31–
55. Our baseline analysis shows that in utero exposure to tap water raises average
childhood height by 2.6 cm at ages 5–15. Suppose that the future height premiums of
the children who benefited from the program equals the height premiums of adults
aged 21–55 in 2014, and that people work from the ages of 21 to 55. We then use
the the height effect at ages 5–15 to calculate the potential increase in income. The
present value of the increase in total income between the ages of 21 and 55 is then
40
2.6⇥21.5
2.6⇥8
Â15
t=6 (1+r )t + Ât=16 (1+r )t for someone aged 15 in 2014, where r is the discount rate.
For an individual aged five in 2014, the present value of the increase in total income
50
2.6⇥21.5
2.6⇥8
between the ages of 21 and 55 is Â25
t=16 (1+r )t + Ât=26 (1+r )t . The average cost of
constructing the water plants and pipeline systems is approximately 30 USD per
capita (Meng et al., 2004). Assuming that the cost is measured in 2004 value, the
present value of the cost in 2014 would be 30 ⇥ (1 + r )10 . The internal rate of return
(the discount rate that equalizes the present values of costs and benefits) is 0.109 for
an individual aged five in 2014 and 0.164 for an individual aged 15. For discount
rates below these values, the net present value of expanding tap water connections
is positive.
This means that, for all reasonable discount rates, the present value of the benefits exceeds the present value of the costs. Considering the durability of the village
water supply system and the benefits associated with the program on multiple dimensions of human capital of adults and children (Chen et al., forthcoming; Zhang,
2012; Zhang & Xu, 2016), the total benefits would be even higher than our estimates.
Hence, our study suggests that water infrastructure is a worthwhile investment to
promote population health and long-term development.

4.8.5

A simple model of human capital formation

Following Cunha and Heckman (2007) and Heckman (2007), the technology of human capital formation for a child in period t can be constructed as
qt+1 = f t (qt , ht , It ), t 2 { 1, 0, 1, 2, 3, ..., T },
86 Other

(4.4)

explanatory variables we control for in the regression include gender, number of siblings,
whether the person had an agricultural hukou at age three, parents’ years of schooling, and countybirth year fixed effects.
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where q denotes the vector of human capital, normally containing health, education,
and cognitive and non-cognitive skills. For simplicity, here, we assume that health
is the only form of human capital, such that qt denotes fetal or child health stocks in
period t. ht denotes parents’ human capital in period t, such as parental education
and height. It represents all health investments in period t made by parents and the
government. The technology in period t, f t (.), is assumed to be weakly increasing
in It and twice continuously differentiable in all of its arguments.
For the purpose of this study, t = 1 is the period in utero, t = 0 corresponds
to the time of birth, and t = 1 to T denotes the year of age 1 to the year of age T,
respectively. Therefore, h 1 indicates parental human capital stocks while the child
is in utero, I 1 represents parental and public health investments in the child while
the child is in utero, and q0 represents children’s health endowment at birth, which
is jointly determined by h 1 and I 1 . We are particularly interested in the effect of
improved access to tap water in utero I 1 on human capital stocks after birth qt : ∂I∂qt ,
1
t 2 {0, 1, 2, 3, ..., T }. The model implies two potential channels through which the
public investment in utero could affect the health stocks after birth: a direct channel
and a behavioral channel.
The direct channel
One key insight of the dynamic model of human capital accumulation is that human
capital and health are self-productive (Heckman, 2007). Such self-productivity implies that higher levels of human capital in one period create higher levels of human
capital in future periods. Therefore, if tap water exposure in utero improves health
at birth q0 ,
∂q0
> 0,
(4.5)
∂I 1
the improved health at birth creates better health in future periods qt ,
∂qt
> 0, t 2 {1, 2, 3, ..., T }.
∂I 1

(4.6)

We consider this mechanism to be a direct channel via which tap water exposure in
utero affects health in childhood. If we are able to find evidence that exposure to tap
water in utero consistently improves health at birth, in infancy, and in childhood, it
would suggest that self-productivity of health stocks is at play.
The behavioral channel
Improved access to publicly provided tap water in utero I 1 could affect child health
after birth qt+1 by inducing more health investments in children It , t 2 {0, 1, 2, 3, ..., T }.
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Such behavioral responses may arise from multiple sources. If improved access to
tap water in utero increases parents’ human capital (e.g., maternal health) and household resources, parents might be able to invest more in children at later stages of
child development. Furthermore, the model implies that parents may increase later
investments in the presence of dynamic complementarity in investments in the production of health stocks. Formally, the dynamic complementarity in human capital
investments can be expressed as
∂2 q t +1
> 0, t 2 {0, 1, 2, 3, ..., T }.
∂I 1 ∂It

(4.7)

The complementarity arises when the following two conditions are both met:
(a) In utero investments I 1 increase health stocks after birth qt , t 2 {0, 1, 2, 3, ..., T },
that is, conditions (4.5) and (4.6) hold;
(b) Health stocks and investments after birth are static complements, that is,
health stocks qt make health investments It more productive:
∂2 q t +1
> 0, t 2 {0, 1, 2, 3, ..., T }.
∂qt ∂It

(4.8)

In our context, dynamic complementarity indicates that in utero investments—
improved access to tap water—may increase the marginal return to later investments, so that the improved access to tap water in utero could induce more parental
health investments at later stages of child development.
In Section 4.5.3, we provide evidence in support of both the direct channel and
the behavioral channel. We also discuss the possible reasons that receiving exposure
to tap water in utero leads to more parental health investments in children’s later life.

4.8.6

Maternal health

The effect of in utero exposure to tap water on maternal health is a possible reason
behind the effects found for increased health investments. If mothers gain better
postnatal health due to tap water exposure during pregnancy, they may be able to
breastfeed their children for a longer period or spend more time in childcare, which
consequently would improve children’s health. In addition to that, improved maternal health owing to tap water exposure could also directly enhance the development
of the fetus and thus lead to better postnatal health of the child.
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Ideally, we should examine the effect of exposure to tap water during pregnancy
on maternal health outcomes for the mothers of the sampled children. However,
the CFPS did not collect historical maternal health outcomes for the mothers. Nor
did it record women’s pregnancy status at the survey time in 2010. Therefore, we
are not able to check the contemporaneous effect of exposure during pregnancy on
expectant mothers’ health outcomes. Instead, we choose ever-married women at
ages 20–45 from the 2010 CFPS. We compare the difference in health outcomes of
women with and without a newborn child (under six months old) between villages
with and without tap water connections. To exclude women whose exposure during
last pregnancy is unable to be determined, we include only villages that had no tap
water connections before 2004 and women in those villages who have a newborn,
whose youngest child is over 60 months old, or who have no children.
We employ the following DID strategy:
YicW = yNewbornic + hNewbornic ⇥ Tapwaterc + Xic b + gc + eic ,

(4.9)

where YicW denotes the outcome of a woman i living in village c, including body
mass index (BMI), self-rated health status (on a five-point scale with a higher score
indicating better health), and incidence of severe discomfort in the past two weeks.
The indicator Newbornic takes the value one if the woman had a newborn in the
2010 CFPS, and the interaction Newbornic ⇥ Tapwater equals one if the woman had
a newborn and was living in a village with tap water connections in 2010. Xic includes the following characteristics of the woman: number of siblings, height, number of children ever born, hukou status, years of schooling fixed effects, and age
fixed effects. gc denotes village fixed effects. The coefficient of interest, h, captures
the effect of having tap water connections during pregnancy on the woman’s health
status after giving birth.
Table 4.8 reports the estimation results. For both low- and high-educated women,
we find no effect of having tap water connections during pregnancy on BMI, selfrated health, and the incidence of severe discomfort. In other words, we find no
evidence that having tap water connections during pregnancy improves postnatal
maternal health. This finding suggests that maternal health is not a channel through
which in utero exposure to tap water improves parents’ postnatal investments, nor
a channel through which the exposure affects the development of the fetus and the
health of the child after birth.
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F IGURE 4.5: Simulation results from using the number of months in
utero with exposure
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Notes: Each histogram displays the distribution of the simulation results from regressions using the
number of months in utero with tap water exposure as a measure of in utero exposure to tap water
under the assumption shown as the histogram title. The dash line falls on 0.033, which indicates the
increase in height-for-age z-score for one additional month of tap water exposure in utero calculated
from the baseline estimate (column (4) of Table 4.2). See Section 4.8.1 for details of the simulation.
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F IGURE 4.6: Event study estimates of tap water exposure on children’s
height-for-age, older sample
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Notes:The figure shows the coefficients and 90% confidence intervals (based on standard errors clustered at the village level) from the event study analysis. The sample consists of children conceived
between 1998 and 2005 and aged 48–132 months in 2010. Event time is defined as the difference
between the year when tap water connections first become available in a child’s birth village and
the year of conception. The regression includes event time dummies and fixed effects for vilage and
conception year. The event time of 2 is taken as the base group. On the left of the dashed line are
the groups receiving tap water connections at least since the year of conception. On the right of the
dashed line are the groups that received tap water connections only after the year of conception.
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F IGURE 4.7: Estimated coefficients from the permutation placebo tests
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Notes: The histogram displays the distribution of placebo treatment effects of in utero exposure to
tap water on height-for-age z-scores from 2,000 random assignments of the year when tap water first
becomes available in the village. The dashed line falls on the baseline estimate of 0.304 taken from
column (4) of Table 4.2. The p-value of 0.006 is the proportion of placebo estimates that are equal to
or larger in absolute value than the baseline estimate of 0.304.
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Appendix tables
TABLE 4.6: Balancing test—individual and household characteristics

Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

(1)
Boy

(2)
Age in
months

0.011
(0.060)
0.135
386
0.553
3252

-0.261
(0.393)
0.991
386
72.314
3252

(3)
Mother’s
age at
birth
0.250
(0.651)
0.179
386
26.630
3222

(7)
NCMS IU

(8)
Health
facility IU
0.023
(0.032)
0.953
379
0.421
3221

(9)
Electricity
IU
0.033
(0.030)
0.949
376
0.817
3163

0.018
(0.047)
0.745
376
0.305
3194

(4)
Birth
order
0.063
(0.084)
0.280
386
1.756
3064

(5)
Father’s
years of
schooling
-0.128
(0.326)
0.376
386
7.188
3220

(6)
Mother’s
years of
schooling
-0.462
(0.359)
0.473
386
5.746
3212

(10)
Road IU

(11)
Cable IU

0.025
(0.049)
0.843
378
0.608
3201

0.056
(0.053)
0.800
375
0.321
3156

(12)
Landline
phone IU
0.020
(0.041)
0.846
369
0.671
3155

Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
The baseline sample is used for analysis. Each column represents a separate regression of the outcome variable (shown as the column name) on Tap water IU (availability of tap water connections in
the village of birth in the year of conception). All regressions control for fixed effects for village and
conception year. Y of the comparison group is the mean outcome of children who live in villages
without tap water connections in 2010. Standard errors in parentheses are clustered at the village
level.
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TABLE 4.7: Household choices of water for cooking
Dep.var.:
Sample:

Low-educated mother
Observations
R2
Y
Number of clusters

Household using safe water for cooking
No tap water in village
Having tap water in village
(1)
(2)
-0.042*
(0.024)

-0.008
(0.051)

694
0.581
0.135
81

718
0.595
0.616
103

Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
Households that had at least one child aged 0–60 months in the 2010 CFPS are divided into two
groups by the availability of tap water connections in the village in 2010: no tap water in village
(column (1)) and having tap water in village (column (2)). Each column represents a separate regression of household using safe water for cooking (an indicator for household using tap water, mineral
water, purified water, or filtered water for cooking in 2010) on low-educated mother (an indicator for
schooling less than nine years). All regressions control for village fixed effects, mother’s age in 2010,
number of children under age five, number of household members, and whether having any child
aged 0–12 months at the survey time. Y is the mean outcome of the households in the respective
group. Standard errors in parentheses are clustered at the county level.
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TABLE 4.8: Effects of tap water connections on mothers’ health
Body Mass Index
(1)
Panel A. Low-educated women
Newborn
Newborn ⇥ Tap
R2
Number of clusters
Y of the comparison group
Observations
Panel B. High-educated women
Newborn

-0.460
(0.514)
-1.180
(1.014)
0.327
247
21.029
1425

Self-rated health
(2)
-0.161
(0.179)
-0.050
(0.209)
0.277
249
1.385
1443

Severe health condition
(3)
0.004
(0.056)
0.041
(0.068)
0.286
249
0.038
1442

2.302***
-0.178
-0.028
(0.804)
(0.230)
(0.052)
Newborn ⇥ Tap
-0.563
-0.011
-0.051
(1.021)
(0.259)
(0.050)
R2
0.381
0.416
0.452
Number of clusters
213
213
213
Y of the comparison group
22.013
1.396
0.019
Observations
734
739
739
Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
The sample consists of ever-married women aged 20–45 from villages that had no tap water connections before 2004. Only women who have a newborn, whose youngest child is over 60 months old,
or who have no child are included. “Low-educated women” are those with schooling less than nine
years, and “High-educated women” are those with schooling greater than or equal to nine years.
Each column of each panel represents a separate regression. All regressions control for an indicator
of newborn, the interaction of newborn and tap water availability, number of siblings, height, number of children ever born, hukou status, years of schooling fixed effects, age fixed effects, and village
fixed effects. “Newborn” equals one if a woman had given birth within the past six months when
surveyed by the 2010 CFPS, and zero otherwise. The interaction “Newborn ⇥ Tap” equals one if
the woman had a newborn and was living in a village with tap water connections in 2010, and zero
otherwise. Self-rated health is measured on a five-point scale with a higher score indicating better
health. Severe health condition is a dummy variable which equals one if there has been any incidence of severe discomfort in the past two weeks and zero otherwise. Y of the comparison group is
the mean outcome of women with a newborn and lives in a village without tap water connections in
2010. Standard errors in parentheses are clustered at the village level.
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TABLE 4.9: Effects of tap water connections on household resources
and educational investments
Household
in nonagricultural
sector
(1)

Any
educational
savings

(2)

Ever
attended
kindergarten
(3)

Panel A. Low-educated mothers
Tap water IU
-0.015
(0.037)
R2
0.615
Number of clusters
335
Y of the comparison group
0.133
Observations
1883

0.128
(0.116)
0.570
332
9.675
1821

0.040
(0.080)
0.725
324
0.372
1512

-0.039
(0.053)
0.487
335
0.172
1884

Panel B. High-educated mothers
Tap water IU
0.070
(0.086)
R2
0.668
Number of clusters
338
Y of the comparison group
0.168
Observations
1322

-0.044
(0.219)
0.672
330
10.045
1242

-0.095
(0.196)
0.871
301
0.540
810

0.023
(0.096)
0.582
338
0.208
1325

0.355

0.312

0.453

p-value

0.228

Log of
household
income

(4)

Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
The baseline sample of children is divided into two groups by mother’s educational level. A mother
is “low-educated” if her schooling is less than nine years, and “high-educated” if greater than or
equal to nine years. Each column of each panel represents a separate regression of the outcome
variable (shown as the column name) on Tap water IU (availability of tap water connections in the
village of birth in the year of conception). All regressions control for individual and household characteristics, village fixed effects, province-specific cohort fixed effects, and village controls interacted
with cohort fixed effects, health programs IU, and other infrastructures IU. Y of the comparison
group is the mean outcome of children who live in villages without tap water connections in 2010.
The bottom row reports p-values from the seemingly unrelated estimations, which test whether the
estimated coefficients on “Tap water IU” in Panel A and Panel B of the same column are equal using
a generalized Hausman specification test. Standard errors in parentheses are clustered at the village
level.
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TABLE 4.10: Robustness tests—reporting errors

1994

Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

Dep. var.: Height-for-age z-score
1998
2002

(1)

(2)

(3)

Reliable
village
answers
(4)

0.300***
(0.111)

0.317***
(0.117)

0.329***
(0.118)

0.388***
(0.132)

0.411
315
-0.003
2592

0.413
295
-0.003
2425

0.406
275
-0.003
2303

0.461
243
0.037
1802

Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
Each column represents a separate regression of Height-for-age z-score on Tap water IU (availability
of tap water connections in the village of birth in the year of conception) with the sample restriction
(shown as the column name) imposed on the baseline sample. All regressions control for individual
and household characteristics, village fixed effects, province-specific cohort fixed effects, and village
controls interacted with cohort fixed effects, health programs IU, and other infrastructures IU. Y
of the comparison group is the mean outcome of children who live in villages without tap water
connections in 2010. Standard errors in parentheses are clustered at the village level.
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TABLE 4.11: More potential confounders
(1)
Panel A.

Sanitationa

Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

+ County
toilet
coverage rate
in 2000 ⇥
cohort

+ Change in
county toilet
coverage rate
⇥ cohort

0.300***
(0.113)
0.416
331
-0.014
2,610

0.293***
(0.110)
0.419
331
-0.014
2,610

Panel B. County-level macro trends
GDPb
+ GDP pc in
2000 ⇥
cohort
+ change in
GDP pc ⇥
cohort
Tap water IU
R2
Number of clusters
Y of the comparison group
Observations

Dependent variable: Height-for-age z-score
(2)
(3)
(4)

0.351***
(0.097)
0.417
378
-0.003
2,917

Share of
urbanc
+ Share of
urban in 2000
⇥ cohort
+ change in
share of
urban ⇥
cohort
0.303***
(0.102)
0.409
384
-0.003
2,974

(5)

+ County
toilet
coverage rate
in 2000 ⇥
cohort
+ Change in
county toilet
coverage rate
⇥ cohort
0.296***
(0.110)
0.420
331
-0.014
2,610
Emigrationa

Immigrationc

Left-behinda

+ Emigration
rate in 2000
⇥ cohort
+ change in
emigration
rate ⇥ cohort

+
Immigration
rate in 2000
⇥ cohort
+ change in
immigration
rate ⇥ cohort
0.311***
(0.101)
0.413
384
-0.003
2,974

+ Left-behind
rate in 2000
⇥ cohort
+ change in
left-behind
rate ⇥ cohort

0.316***
(0.107)
0.414
376
-0.007
2,908

0.313***
(0.114)
0.415
339
-0.014
2,733

Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
a Data are from the 1% sample of the 2000 China Population Census and the 20% sample of the
2005 China 1% Population Sample Survey. Only counties with more than 100 observations in both
samples are included.
b Data are from the China Data Online (2000–2010) and the China City Statistical Yearbooks (2001–2011).
c Data are from the county-level assemblies of the 2000 and 2010 China Population Census.
Each column in each panel represents a separate regression with the baseline sample of children aged
between 13 and 132 months from the 2010 CFPS. The same specification as in column (4) of Table 4.2
is applied for the estimation with additional controls described in column titles. Y of the comparison
group is the mean outcome of children who live in villages without tap water connections in 2010.
Standard errors in parentheses are clustered at the village level.
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TABLE 4.12: Robustness tests—sample selection
(1)

Panel A. Fertility selection
Tap watert

1

R2
Number of clusters
Y of the comparison group
Observations

Full sample
-0.002
(0.004)
0.065
343
0.046
94,575

(2)

(3)

Dep. var.: whether giving birth in year t
Age 15–19
Age 20–34
0.004
-0.008
(0.006)
(0.008)
0.070
0.078
343
343
0.012
0.103
15,004
38,390

(4)

Age 35–49
0.001
(0.003)
0.043
343
0.008
41,181

Panel B. Migration before birth
Dep. var.: Height-for-age z-score
Tap water IU
0.331***
0.337***
(0.113)
(0.114)
Moved in for tap
-0.155
(0.109)
R2
0.414
0.415
Number of clusters
381
381
Y of the comparison group
0.021
0.021
Observations
2,794
2,794
Panel C. Migration after birth (Dep. var. shown as column name)
Children not in
Children not
the final sample
surveyed in
2014
Tap water IU
-0.009
0.022
(0.030)
(0.047)
R2
0.397
0.359
Number of clusters
396
377
Y of the comparison group
0.078
0.142
Observations
3,640
2,289

Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
Each column of each panel represents a separate regression. In Panel A, a village fixed-effects model
is applied to the retrospective history of women’s fertility outcomes between 1998 and 2009. “Tap
watert 1 ” equals one if tap water is available in the village of living in year t 1. The individual
controls include age, number of living children, years of education, and the quadratic terms of the
above-mentioned variables. The vector of other village controls includes the availability of electricity,
roads, cable television, landline phones, health facilities, and NCMS in year t 1. We also control for
village fixed effects, province-specific year fixed effects, and the interactions between a set of village
characteristics and year dummies. The village characteristics used to construct interactions include
suburban village, log of traveling time to nearest town or city (hours), log of area (km2 ), average
years of schooling of 25–55-year-olds, and topographic characteristics (hill, mountain, plateau, plain,
and other). The regressions in Panels B and C are based on the same specification as in column
(4) of Table 4.2. In Panel B, “Moved in for tap” equals one if a household moved into the current
residential unit after the first connection of tap water in the village but before the child’s birth, and
zero otherwise. Only children in the baseline sample with moving information available are included
in the analysis. In column (1) of Panel C, among 3,640 children aged 13–132 months in 2010 whose
households were surveyed, 3,252 children are included in the final sample. In column (2) of Panel C,
among 2,289 children aged 0–84 months in 2010, 1,963 are present in the 2014 CFPS data. Standard
errors in parentheses are clustered at the village level.
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TABLE 4.13: Balancing tests—migration before a child’s birth

Moved for tap
R2
Number of clusters
Y of the comparison group
Observations

(1)
Boy

(2)
Age in
months

(3)
Mother’s
age at
birth

(4)
Birth
order

0.057
(0.045)

0.414
(0.296)

0.199
(0.541)

0.142
382
0.552
3042

0.991
382
72.256
3042

0.184
382
26.687
3018

(7)
NCMS
IU

-0.015
(0.070)

(5)
Father’s
years of
schooling
-0.371
(0.359)

(6)
Mother’s
years of
schooling
0.072
(0.375)

0.293
382
1.755
2862

0.379
382
7.260
3010

0.478
382
5.821
3009

(8)
(9)
(10)
(11)
(12)
Health
Electricity Road IU Cable IU Landline
facility
IU
phone
IU
IU
Moved for tap
-0.003
0.007
0.011
-0.014
0.006
-0.021
(0.027)
(0.010)
(0.013)
(0.017)
(0.024)
(0.014)
R2
0.743
0.956
0.945
0.839
0.805
0.856
Number of clusters
373
375
372
374
371
366
Mean dep var untreated
0.303
0.428
0.822
0.620
0.320
0.680
Observations
2993
3016
2959
2994
2962
2958
Notes: *, **, and *** indicate significance at 10%, 5%, and 1%, respectively.
Each column represents a separate regression with the baseline sample of children aged between 13
and 132 months from the 2010 CFPS. We regress each of the individual and household characteristics
on village fixed effects, conception year fixed effects, and “Moved for tap”, the indicator for households that moved into the current residential unit after tap water connections become available in the
village but before the child’s birth. Y of the comparison group is the mean outcome of children who
live in villages without tap water connections in 2010. Standard errors in parentheses are clustered
at the village level.
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This thesis consists of three chapters that empirically investigate how public policies
affect fertility, parental investments, and children’s outcomes and how they affect intergenerational mobility. This chapter summarizes the main findings and discusses
their policy implications.
Chapter 2 studies to what extent and through which mechanisms couples’ fertility decisions are influenced by other couples. Economists argue that fertility decline is related to changes in the costs and benefits of having children. Demographers, however, propose that we think of small families as a cultural innovation
that is gradually transmitted through social interactions. We test these two views in
the context of China, exploiting exemptions granted to ethnic minorities in China’s
family planning policies. We show that ethnic minorities decreased their fertility in
response to the policies, although only the majority ethnic group, the Han Chinese,
were subject to birth quotas. Moreover, the fertility response of minorities is driven
by both cultural proximity and labor market competition with the Han, suggesting
that social interactions and economic incentives shape individual fertility decisions
in China.
The results confirm the general view that population policies played a key role
in the Chinese fertility decline. In the Chinese context, economic and social interactions between couples generate a social multiplier, amplifying the direct policy
impact and helping trigger the fertility transition. Furthermore, our framework provides guidance in thinking about new policies. Birth rates kept falling in China despite the recent abolishment of strict fertility restrictions. Our results suggest that to
effectively increase fertility, the government might have to subsidize second births.
The main insight is that the subsidy does not have to be universal. The rise in fertility resulting from the subsidy will endogenously propagate from the subsidy recipients to economically or culturally related groups.

180

Chapter 5. Summary

Chapter 3 studies how heterogeneous parental responses to fertility changes lead
to a steeper socioeconomic gradient in education among the children and a decrease
in intergenerational income mobility. For identification, I exploit variation in the
exposure to the One-Child Policy to estimate the causal effect of stricter fertility restrictions in a triple-difference framework. I find that, on average, strict fertility
restrictions reduce the number of siblings and improve the health of the firstborn
children but do not affect the education and wealth of the children. The insignificant effects mask significant heterogeneity across parents in different occupations.
In response to stricter fertility restrictions, only parents in high-skill occupations invest more in their firstborn children’s education. Low-skill workers transfer more
financial and housing assets to their children, while farmers leave more land. Such
heterogeneous responses to fertility restrictions contribute to reducing intergenerational income mobility: children born in more advantaged families were better able
to attain higher education, work in a skilled occupation, and earn a higher income.
Evidence suggests that farmers and low-skill workers expected lower returns to
education. Moreover, for farmers, the opportunity cost of educating the first child
is higher when there is no other child to stay with the parents and work on the
household farm. As a result, farmers and low-skill workers do not spend more on
the firstborn’s education even when they now have fewer children. Such findings
imply that family planning policies could have unintended consequences for social
mobility and inequality because of heterogeneous parental responses. The results
also suggest that, compared to educational subsidies or cash transfers, interventions
that aim to increase returns to education and reduce opportunity costs of education
for disadvantaged children may be more effective in enhancing human capital and
reducing socioeconomic inequalities for future generations.
Chapter 4 examines the role of public investments in shaping parental investments and children’s outcomes. We exploit the gradual adoption of tap water connections across villages under a rural drinking water program in China. For identification, we compare children conceived before and after the introduction of treated
tap water in a difference-in-differences framework. We find that exposure to treated
tap water in utero increases height and improves various health outcomes at different stages of childhood. The effect is concentrated on children born to low-educated
mothers. Moreover, the persistent effect of in utero tap water exposure on childhood
health is driven by a direct effect on early childhood health and magnified by an
indirect effect on parental investments.
The results show that building water infrastructure in rural areas not only offers
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contemporaneous benefits but also goes a long way toward enhancing human capital and fostering social mobility in the long run. In utero exposure to tap water has
persistent positive effects on health outcomes throughout childhood. Moreover, by
assuring equal access to treated drinking water, public investments in water infrastructure reduce the difference in parental health investments across socioeconomic
groups and flatten the socioeconomic gradient in childhood health. The results,
therefore, confirm the view of Chetty and Hendren (2018) that place-based interventions could be effective tools to increase intergenerational mobility by improving
neighborhood quality.
Finally, this thesis suggests some directions for future research. One direction is
to investigate the heterogeneous effects of child benefits on fertility and outcomes
of the children across families from different socioeconomic groups. Many countries have introduced generous child-related benefits, such as paid parental leave,
subsidized childcare, and cash benefits. If such policies affect high and low socioeconomic groups differently, they may enlarge or close the socioeconomic disparities
in the next generation. Examining the heterogeneous effects of these policies will
provide implications for solving two critical issues in many countries: the belowreplacement fertility rates and declining social mobility.
Another direction is to investigate the role of parental beliefs about the productivity of parental investments in explaining the socioeconomic disparities in human
capital development. While my results suggest that parents from low socioeconomic
backgrounds invest less in children’s education because of lower expected returns,
it is not clear whether they have correct beliefs about these returns. Identifying
parental misbeliefs is critical for assessing the welfare consequences of policies that
affect parental investments. It will also inform effective interventions that could increase parental investments for disadvantaged children and reduce the persistence
of socioeconomic inequalities across generations.
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Samenvatting (Summary in Dutch)
Dit proefschrift bevat drie hoofdstukken waarin empirisch wordt onderzocht hoe
overheidsbeleid van invloed is op de vruchtbaarheid, de investeringen van ouders
en de uitkomsten van kinderen, en hoe dit beleid de intergenerationele mobiliteit
beïnvloedt. Dit hoofdstuk geeft een samenvatting van de belangrijkste bevindingen
en bespreekt de beleidsimplicaties.
In hoofdstuk 2 wordt nagegaan in welke mate en via welke mechanismen
de vruchtbaarheidsbeslissingen van paren worden beïnvloed door andere paren.
Economen stellen dat de daling van het aantal kinderen verband houdt met veranderingen in de kosten en baten van het krijgen van kinderen. Demografen
beschouwen kleine gezinnen echter als een culturele innovatie die geleidelijk wordt
doorgegeven via sociale interacties. Wij testen deze twee zienswijzen in de context
van China, door gebruik te maken van de uitzonderingen die in het Chinese gezinsplanningsbeleid aan etnische minderheden worden toegekend. Wij tonen aan dat
etnische minderheden hun vruchtbaarheid verminderden in reactie op het beleid,
hoewel alleen de etnische meerderheidsgroep, de Han-Chinezen, onderworpen was
aan geboortequota. Bovendien wordt de vruchtbaarheidsreactie van de minderheden bepaald door zowel culturele nabijheid als concurrentie op de arbeidsmarkt
met de Han, wat suggereert dat sociale interacties en economische stimulansen de
individuele vruchtbaarheidsbeslissingen in China bepalen.
De resultaten bevestigen de algemene opvatting dat het bevolkingsbeleid een
sleutelrol heeft gespeeld in de Chinese vruchtbaarheidsdaling. In de Chinese context genereren de economische en sociale interacties tussen paren een sociale multiplier, die het directe beleidseffect versterkt en de vruchtbaarheidstransitie op gang
helpt brengen. Bovendien biedt ons kader een leidraad voor het denken over nieuw
beleid. De geboortecijfers in China zijn blijven dalen ondanks de recente afschaffing
van strikte vruchtbaarheidsbeperkingen. Onze resultaten suggereren dat om de
vruchtbaarheid effectief te verhogen, de overheid wellicht geboorten van tweede
kinderen moet subsidiëren. Het belangrijkste inzicht is dat de subsidie niet universeel hoeft te zijn. De stijging in vruchtbaarheid als gevolg van de subsidie zal
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zich endogeen uitbreiden van de subsidieontvangers naar economisch of cultureel
verwante groepen.
In hoofdstuk 3 wordt onderzocht hoe heterogene ouderlijke reacties op vruchtbaarheidsveranderingen leiden tot een steilere sociaaleconomische gradiënt in onderwijs onder de kinderen en een afname van de intergenerationele inkomensmobiliteit. Voor de identificatie maak ik gebruik van variatie in de blootstelling aan de
één-kind-politiek om het causale effect van strengere vruchtbaarheidsbeperkingen
te schatten in een triple-difference raamwerk. Ik stel vast dat strenge vruchtbaarheidsbeperkingen gemiddeld het aantal broers en zussen verminderen en de gezondheid van de eerstgeborenen verbeteren, maar geen invloed hebben op de opleiding
en rijkdom van de kinderen. De niet-significante effecten verhullen een aanzienlijke
heterogeniteit tussen ouders in verschillende beroepen. Als reactie op de strengere
vruchtbaarheidsbeperkingen investeren alleen ouders met hooggekwalificeerde
beroepen meer in de opleiding van hun eerstgeboren kinderen. Laaggeschoolde
werknemers dragen meer financiële en huisvestingsactiva over aan hun kinderen,
terwijl landbouwers meer land nalaten. Dergelijke heterogene reacties op vruchtbaarheidsbeperkingen dragen bij tot een vermindering van de inkomensmobiliteit
tussen de generaties: kinderen die in meer bevoorrechte gezinnen zijn geboren,
waren beter in staat hoger onderwijs te volgen, een geschoold beroep uit te oefenen en een hoger inkomen te verdienen.
Uit de beschikbare gegevens blijkt dat landbouwers en laaggeschoolde werknemers een lager rendement van onderwijs verwachten. Bovendien zijn voor landbouwers de alternatieve kosten van onderwijs voor het eerste kind hoger wanneer
er geen ander kind is om bij de ouders te blijven en op de boerderij te werken.
Als gevolg daarvan geven boeren en laaggeschoolde arbeiders niet meer uit aan de
opleiding van hun eerste kind, zelfs als ze nu minder kinderen hebben. Dergelijke
bevindingen impliceren dat beleidsmaatregelen voor gezinsplanning onbedoelde
gevolgen kunnen hebben voor sociale mobiliteit en ongelijkheid als gevolg van heterogene reacties van de ouders. De resultaten suggereren ook dat, in vergelijking
met onderwijssubsidies of geldoverdrachten, maatregelen die erop gericht zijn het
rendement van onderwijs te verhogen en de alternatieve kosten van onderwijs voor
kansarme kinderen te verlagen, doeltreffender kunnen zijn voor het verbeteren van
het menselijk kapitaal en het verminderen van sociaaleconomische ongelijkheden
voor toekomstige generaties.
Hoofdstuk 4 onderzoekt de rol van overheidsinvesteringen in het vormgeven
van ouderlijke investeringen en de resultaten voor kinderen. We maken gebruik
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van de geleidelijke invoering van kraanwateraansluitingen in verschillende dorpen
in het kader van een drinkwaterprogramma voor het platteland in China. Voor de
identificatie maken we gebruik van de variatie in blootstelling in de baarmoeder aan
gezuiverd kraanwater tussen dorpen en cohorten in een difference-in-differences
raamwerk. Wij stellen vast dat blootstelling aan gezuiverd leidingwater in de baarmoeder de lengte van kinderen doet toenemen en verschillende gezondheidsuitkomsten in verschillende stadia van de kindertijd verbetert. Het effect is geconcentreerd bij kinderen van laagopgeleide moeders. Bovendien is het aanhoudende
effect van blootstelling aan leidingwater in de baarmoeder op de gezondheid van
kinderen het gevolg van een direct effect op de gezondheid van jonge kinderen, dat
nog wordt versterkt door een indirect effect op de investeringen van de ouders.
De resultaten tonen aan dat de aanleg van waterinfrastructuur in plattelandsgebieden niet alleen voordelen biedt op korte termijn, maar ook in grote mate bijdraagt
aan de verbetering van het menselijk kapitaal en de bevordering van de sociale mobiliteit op lange termijn. Blootstelling aan leidingwater in de baarmoeder heeft blijvende positieve effecten op de gezondheidsuitkomsten gedurende de kindertijd.
Door gelijke toegang tot gezuiverd drinkwater te verzekeren, verkleinen overheidsinvesteringen in waterinfrastructuur bovendien het verschil in gezondheidsinvesteringen van ouders tussen sociaaleconomische groepen en vlakken ze de sociaaleconomische gradiënt in de gezondheid van kinderen af. De resultaten bevestigen daarom het standpunt van Chetty and Hendren (2018) dat place-based interventies effectieve instrumenten kunnen zijn om de intergenerationele mobiliteit te
vergroten door de buurtkwaliteit te verbeteren.
Ten slotte suggereert deze dissertatie enkele richtingen voor toekomstig onderzoek. Eén richting is het onderzoeken van de heterogene effecten van kinderbijslag op de vruchtbaarheid en de uitkomsten van de kinderen in gezinnen uit verschillende sociaaleconomische groepen. Veel landen hebben genereuze kinderbijslagregelingen ingevoerd, zoals betaald ouderschapsverlof, gesubsidieerde kinderopvang en uitkeringen. Indien dergelijke beleidsmaatregelen een verschillend effect hebben op hoge en lage sociaaleconomische groepen, kunnen zij de sociaaleconomische ongelijkheden in de volgende generatie vergroten of verkleinen. Onderzoek naar de heterogene effecten van dit beleid zal implicaties hebben voor de
oplossing van twee kritieke problemen in veel landen: de vruchtbaarheidscijfers die
onder de vervangingsdrempel liggen en de afnemende sociale mobiliteit.
Een andere mogelijkheid is het onderzoeken van de rol van ouderlijke verwachtingen over de productiviteit van ouderlijke investeringen in het verklaren van de
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sociaaleconomische verschillen in de ontwikkeling van menselijk kapitaal. Hoewel
mijn resultaten suggereren dat ouders uit lage sociaaleconomische milieus minder
investeren in onderwijs voor hun kinderen vanwege de lagere verwachte opbrengsten, is het niet duidelijk of zij correcte verwachtingen hebben over deze opbrengsten. Het is van cruciaal belang om onjuiste verwachtingen van ouders te identificeren om de welvaartsgevolgen te kunnen beoordelen van beleid dat van invloed
is op de investeringen van ouders. Het zal ook informatie verschaffen over effectieve maatregelen die de investeringen van ouders in kansarme kinderen kunnen
verhogen en de hardnekkigheid van sociaaleconomische ongelijkheden tussen generaties kunnen verminderen.
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