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Chapter 5

The R-Indicator As a
Supplement to the
Response Rate

In Chapter 1 we showed that nonresponse has two main consequences for sur-
vey estimates. First, it reduces the sample size, i.e. it decreases the precision of
the estimates. Second, it deteriorates the data since the inclusion probabilities
that were chosen in the design no longer hold. As a consequence, nonresponse
may also introduce bias to the estimates. The decreased precision can be dealt
with by an increased sample size. Without any auxiliary information about the
sample units, not much can be done, however, about the nonresponse bias. One
needs to assume that on average, nonrespondents are the same as respondents
with respect to the key survey topics, but this is not always a realistic assump-
tion. In case auxiliary information from administrative sources can be linked
to the sample or in case good auxiliary population statistics are available, the
corresponding auxiliary variables can be used to calibrate the response to sam-
ple or population totals as we describe in Chapter 6. In this chapter1 we show
how the auxiliary information can be employed to measure the impact of the
nonresponse.

1This chapter is based on Schouten and Cobben (2007) and Cobben and Schouten (2008).
A revised version of this chapter has been accepted for publication in Survey Methodology
as ”Indicators for the representativeness of survey response” authored by Schouten, Cobben,
and Bethlehem.
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5.1 Introduction

It is a well-developed finding in the survey methodological literature that re-
sponse rates by themselves are poor indicators of nonresponse bias, see e.g.
Curtin, Presser and Singer (2000), Groves and Heeringa (2006), Groves, Presser
and Dipko (2004), Groves and Peytcheva (2006), Keeter et al. (2000), Merkle
and Edelman (2002), Heerwegh et al. (2007) and Schouten (2004). However, the
field has yet to propose alternative indicators of nonresponse bias that are less
ambiguous indicators of survey quality.

The survey literature contains an ever growing body of analyses into nonre-
sponse bias. For general overviews see Groves et al. (2002), Stoop (2005), Groves
(2006) and Groves and Peytcheva (2006). These analyses make use of auxiliary
population or sample totals of demographic and socio-economic characteristics
of households. Although response behaviour depends on the topic of the survey,
a number of characteristics has been identified that relate to lower response
rates, see Chapter 3. Age, type of household and degree of urbanization usually
have a different composition in the response than in the original sample.

With the analysis of nonresponse came the concept of a continuum of re-
sistance, see Chapter 2. Two of these dimensions are ease of contact and ease
of participation. Attached to those dimensions are individual contact and par-
ticipation probabilities, and when combined overall individual response proba-
bilities. Clearly, these probabilities are unknown but can be modelled using the
available auxiliary information. Associated with the continuum of resistance
is the level of effort of the survey researcher. The more effort the survey re-
searcher invests in contacting households and converting reluctant respondents,
the higher the response rate. It seems that the level of effort has increased dur-
ing the past decades in order to maintain acceptable response rates. The level
of effort represents costs (and time) and can be balanced to response rates, see
Kalsbeek et al. (1994). One may also attempt to differentiate the level of effort
between households to get a balanced composition of the response, see Groves
and Heeringa (2006), Biemer and Link (2006) and Van der Grijn, Schouten and
Cobben (2006).

The question arises whether increased efforts, apart from a higher response
rate, lead to a survey that is more ‘representative’ of the population under
study. This has been investigated by e.g. Lynn et al. (2002), Stoop (2005) and
Schouten and Bethlehem (2007). But exactly what do we mean by representative
and how can we measure this concept? In this chapter, we focus attention on
these questions. We propose an indicator, which we call an R-indicator (‘R’ for
representativity), for the similarity between the response to a survey and the
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sample or the population under investigation.
In the literature there are many different interpretations of the concept of

representativeness, see Kruskal and Mosteller (1979 a, b and c) for a thorough
investigation of the statistical and non-statistical literature. Some authors ex-
plicitly define representativeness. Hajèk (1981) links ‘representative’ to the esti-
mation of population parameters; the pair formed by an estimator and a missing-
data-mechanism are representative in case with probability one the estimator is
equal to the population parameter. Following Hajèk’s definition, calibration es-
timators (e.g. Särndal et al., 1992) are representative for the auxiliary variables
that are calibrated. Bertino (2006) defines a so-called univariate representative-
ness index for continuous random variables. This index is a distribution free
measure based on the Cramér-Von Mises statistic. Kohler (2007) defines an in-
ternal criterion for representativeness. This univariate criterion resembles the
Z-statistic for population means.

We disconnect the concept representativeness from the estimation of a spe-
cific population parameter but relate the concept to the overall composition of
response. By disconnecting indicators from a specific parameter they can be
used as tools for comparing different surveys and surveys over time, and for
a comparison of different data collection strategies and modes. Also, the mea-
sure gives a multivariate perspective of the dissimilarity between sample and
response.

The R-indicator that we propose (Schouten and Cobben, 2007) employs
estimated response probabilities. The estimation of response probabilities im-
plies that the R-indicator itself is a random variable, and, consequently, has a
precision and possibly a bias. The sample size of a survey, therefore, plays an
important role in the assessment of the R-indicator. However, this dependence
exists for any measure; small surveys simply do not allow for strong conclusions
about the missing-data-mechanism. We show that the proposed R-indicator re-
lates to Cramér’s V measure for the association between response and auxiliary
variables. In fact, we view the R-indicator as a lack of association measure. The
weaker the association the better, as this implies there is no evidence that non-
response has affected the composition of the observed data. To use R-indicators
as tools for monitoring and comparing survey quality in the future, they need
to have the features of a measure. That is, we want an R-indicator to be in-
terpretable, measurable and normalizable. Furthermore, the R-indicator has to
satisfy the mathematical properties of a measure. Especially the interpretation
and normalization of the R-indicator are not straightforward.

We apply the R-indicator to the re-approach study of the nonrespondents
to the Dutch LFS, described in Chapter 4. We compare the values of the R-
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indicator with the conclusions from that study as an empirical evaluation of the
R-indicator. Additionally, we apply the R-indicator to two other studies that
were conducted at Statistics Netherlands in 2006. These studies involved differ-
ent data collection modes. A detailed analysis was done and documented, which
make them suitable for an empirical evaluation of the R-indicator as well. We
refer to Schouten and Cobben (2007) and Cobben and Schouten (2008) for more
illustrations and empirical investigations.

In section 5.2, we start with a discussion of the concept of representative
response. Next, in section 5.3, we define the R-indicator. Section 5.4 is devoted
to the features of the R-indicator. Sections 5.5.2 and 5.5.3 describe the appli-
cation of the R-indicator to field studies. Finally, section 5.6 ends this chapter
with concluding remarks.

5.2 The concept of representative response

In this section we first discuss what it means that a subsample of respondents is
representative of the whole sample. Next, we make the concept of representative
response mathematically rigorous by giving a definition.

5.2.1 The meaning of representative

Why we should not single-mindedly focus on response rates as an indicator of
survey quality can be illustrated by an example from the 1998 Dutch survey
POLS (short for Permanent Onderzoek Leefsituatie or Integrated Survey on
Household Living Conditions in English).

Example 5.2.1 ‘More’ is not necessarily ‘better’
Table 5.1 contains the one and two month POLS survey estimates for the per-
centage of the Dutch population that receives some form of social allowance and
the percentage non-natives. Both variables are taken from administrative data
and are artificially treated as survey questions. The sample proportions are also
given in table 5.1. After one month the response rate was 47.2%, while after the
full period of interview of two months the rate was 59.7%. In the 1998 POLS
the first month was CAPI. Nonrespondents after the first month were allocated
to CATI if they had a listed land-line telephone. Otherwise, they were allocated
once more to CAPI. The second month of interview gave another 12.5% of re-
sponse. However, from table 5.1 we can see that after the second month the
survey estimates have a larger bias than after the first month. The increased ef-
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Table 5.1: Response means in POLS 1998 after one month of interview and for
the full fieldwork period

Variable After 1 month After 2 months Sample
Social allowance 10.5% 10.4% 12.1%
Non-native 12.9% 12.5% 15.0%
Response rate 47.2% 59.7% 100%

fort led to a less representative response with respect to both auxiliary variables.
�

In this specific example, it is clear that the response became less represen-
tative with respect to the two auxiliary variables. But what do we mean by
representative in general? The term representative is often used with hesitation
in the statistical literature. Kruskal and Mosteller (1979 a, b and c) make an
extensive inventory of the use of the word ‘representative’ in the literature and
identify nine interpretations. The statistical interpretations that Kruskal and
Mosteller named ‘absence of selective forces’, ‘miniature of the population’, and
‘typical or ideal cases’ relate to probability sampling, quota sampling and pur-
posive sampling. In section 5.2.2 we propose a definition that corresponds to
the interpretation of the ‘absence of selective forces’. First, we motivate why we
make this choice.

The concept of representative response is also closely related to the missing
data mechanisms missing-completely-at-random (MCAR), missing-at-random
(MAR) and not-missing-at-random (NMAR), see Chapter 1. These mechanisms
find their origin in model-based statistical theory. Somewhat loosely translated,
with respect to a survey item, MCAR means that respondents are on average
the same as nonrespondents, MAR means that within known sub populations
respondents are on average the same as nonrespondents, while NMAR means
that the respondents are different from the nonrespondents. The addition of the
survey item is essential. Within one questionnaire some survey items can be
MCAR, while other survey items are MAR or NMAR. Furthermore, the MAR
assumption for one survey item holds for a particular stratification of the pop-
ulation. A different survey item may need a different stratification.

We wish to monitor and compare the response to different surveys in topic or
time. As a consequence, it is not interesting to define a representative response
dependent on the survey items itself or dependent on the estimator used. In-
stead, we focus on the quality of data collection. We, therefore, compare the
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response composition with that of the sample. The survey topic influences the
probability that households participate in the survey, but this influence cannot
be measured or tested. Hence, from our perspective, this influence cannot be
used to assess the quality of the response. We propose to judge the composition
of the response by pre-defined sets of variables that are observed external to
the survey and can be employed for each survey under investigation. We want
the respondent selection to be as close as possible to a ‘simple random sample
of the survey sample’, i.e. with as little relation as possible between response
and characteristics that distinguish sample elements from eachother. This can
be interpreted as the absence of selective forces in the respondent selection, or
as MCAR with respect to all possible survey items.

5.2.2 Definition of a representative subsample of respon-
dents

Let the population U consist of N elements i, i = 1, . . . , N . By δi we denote the
sample indicator which is 1 in case element i is sampled and 0 otherwise. By Ri

we denote the response indicator for i. If element i is sampled and did respond
then Ri = 1, otherwise Ri = 0. The sample size is n =

∑N
i=1 δiRi +

∑N
i=1 δi(1−

Ri) = nr+nnr. Finally, πi denotes the first-order inclusion probability of sample
element i.

The key to our definitions lies in the individual response propensities. Let ρi

be the probability that element i responds in case it is sampled, i.e. ρi = P (Ri =
1|δi = 1). We follow a model-assisted approach, i.e. the only randomness is in the
selection of the sample and the response to the survey. A response probability
is a feature of a labelled and identifiable element, so to say a biased coin that
the element carries in a pocket, and is therefore inseparable from that element.
First, we give a strong definition.

Definition 1 (Strong). A subsample of respondents is strongly representative
with respect to the sample if the response probabilities ρi are the same for all
elements in the population

ρi = P (Ri = 1|δi = 1) = ρ (5.1)

for i = 1, 2, . . . , N , and if the response of an element is independent of the
response of all other elements.

The strong definition implies that the response is MCAR with respect to
all possible survey questions. Although this definition is appealing, its validity
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cannot be tested in practice since we have no replicates of the response of one
single element. Therefore, we also construct a weak definition that can be tested
in practice.

Definition 2 (Weak). A subsample of respondents is weakly representative for
a categorical variable X with H categories if the average response probability is
constant over categories

ρh =
1

Nh

Nh∑
k=1

ρhk = ρ (5.2)

for h = 1, . . . , H, where Nh is the population size of category h, ρhk is the
response probability of element k in class h and summation is over all elements
in this category.

The weak definition corresponds to a missing-data-mechanism that is MAR,
or MCAR with respect to X as MCAR states that we cannot distinguish re-
spondents from nonrespondents based on knowledge of X.

5.3 R-indicators

In the previous section we defined strong and weak representative response. Both
definitions make use of individual response probabilities that are unknown in
practice. In this section, we propose a representativity indicator, or R-indicator.
First, we start with a population R-indicator. From there on we base the same
R-indicator on a sample and on estimated response probabilities, or response
propensities.

5.3.1 Population based R-indicator

Let us consider the hypothetical situation in which the individual response prob-
abilities are known. In this situation, we can test the strong definition. We would
like to measure the amount of variation in the response probabilities; the more
variation, the less representative in the strong sense. Let ρ = (ρ1, ρ2, . . . , ρN )′

be a vector of response probabilities, let 1 = (1, 1, . . . , 1)′ be the N -vector of
ones, and let ρ0 = 1 × ρ be the vector consisting of the average population
response probability ρ = 1

N

∑N
i=1 ρi.

Any distance function d in [0, 1]N would suffice to measure the deviation
from a strong representative response by calculation of d(ρ,ρ0). Note that the
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height of the overall response does not play a role. When we apply the Euclidean
distance function to a distance between ρ and ρ0, this measure is proportional
to the standard deviation of the response probabilities

S(ρ) =

√√√√ 1
N

N∑
i=1

(ρi − ρ)2 (5.3)

When fixing the average response probability ρ, the maximum variation is ob-
tained by letting ρN of the response probabilities be equal to 1, and (1−ρ)N of
the response probabilities be equal to 0. Then, S(ρ) ≤ √

ρ(1 − ρ). In addition,
by taking ρ = 1

2 it follows that

S(ρ) ≤
√

ρ(1 − ρ) ≤ 1
2

(5.4)

We want the R-indicator to take values on the interval [0, 1] with the value
1 being strong representativeness and the value 0 being the maximum devia-
tion from strong representativeness. Therefore we propose the R-indicator R(ρ)
defined by

R(ρ) = 1 − 2S(ρ) (5.5)

Note that the minimum value of R(ρ) depends on the response rate, see figure
5.1. For ρ = 1

2 it has a minimum value of zero. For ρ = 0 and ρ = 1 no variation is
possible and the minimum value is one. Paradoxically, the lower bound increases
when the response rate decreases from 0.5 to 0. For a low response rate there is
less room for individual response probabilities to vary.

The R-indicator R(ρ) can be seen as a lack of association measure. When
R(ρ) = 1 there is no relation between any auxiliary variable and the missing-
data-mechanism. In fact, R(ρ) has a close relation to the well-known χ2-statistic
that is often used to test independence and goodness-of-fit. Suppose that the
response probabilities are only different for classes h defined by a categorical
variable X. Let ρh be the average response probability for class h, and let fh

be the population fraction of class h, i.e. fh = Nh

N for h = 1, 2, . . . , H. In other
words, for all i with Xi = h the response probability is ρi = ρh. Since the
variance of the response probabilities is the sum of the ‘between’ and ‘within’
variances over classes h, and the within variances are assumed to be zero, it
holds that

S2(ρ)=
1

N − 1

H∑
h=1

Nh(ρh − ρ)2 =
N

N − 1

H∑
h=1

fh(ρh − ρ)2≈
H∑

h=1

fh(ρh − ρ)2 (5.6)
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Figure 5.1: Minimum value of R(ρ) as a function of the average response prob-
ability

The χ2-statistic measures the distance between observed and expected propor-
tions. However, it is only a true distance function in the mathematical sense
for fixed marginal distributions fh and ρ. We can apply the χ2-statistic to X
in order to ‘measure’ the distance between the true response behaviour and
the response behaviour that is expected when response is independent of X,
i.e. to measure the deviation from weak representativeness with respect to X.
Rewriting the χ2-statistic leads to

χ2 =
H∑

h=1

(Nhρh − Nhρ)2

Nhρ
+

H∑
h=1

(Nh(1 − ρh) − Nh(1 − ρ))2

Nh(1 − ρ)
(5.7)

=
H∑

h=1

N × fh(ρh − ρ)2

ρ
+

H∑
h=1

N × fh(ρh − ρ)2

(1 − ρ)
(5.8)

=
N

ρ(1 − ρ)

H∑
h=1

fh(ρh − ρ)2 (5.9)

≈ N

ρ(1 − ρ)
S2(ρ) (5.10)
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The χ2-statistic is thus related to the R-indicator R(ρ) by

χ2 ≈ N

4ρ(1 − ρ)
(1 − R(ρ)2) (5.11)

An association measure that transforms the χ2-statistic to the [0, 1] interval is
Cramér’s V , see equation (3.1). Cramér’s V attains a value zero if observed
proportions exactly match expected proportions and its maximum is one. In
our case the denominator equals N , since the response indicator only has two
categories, response and nonresponse. As a consequence, (3.1) becomes

V =

√
χ2

N
=

√
1

ρ(1 − ρ)
S(ρ) (5.12)

From (5.12) we can see that for large N Cramér’s V is approximately equal
to the standard deviation of the response probabilities, standardized by the
maximum standard deviation

√
ρ(1 − ρ) for a fixed average response probability

ρ. However, unless we fix ρ, (5.12) is not a distance function. Because we do not
want the R-indicator to depend on the average response probability, we continue
with the R-indicator defined by (5.5).

5.3.2 Sample based R-indicator

In section 5.3.1 we assume that we know the individual response probabilities. In
practice, however, these probabilities are unknown. Furthermore, we only have
information about the response behaviour of sampled elements. Therefore, we
are interested in alternatives to the indicator R(ρ). An obvious way to do this,
is to use response-based estimators for the individual response probabilities and
the average response probability. Therefore, we swith to the estimated response
probabilities, or response propensities ρ̂i, introduced in Chapter 1. Methods to
estimate response probabilities, for instance logistic or probit regression models,
are discussed in appendix 5.A. By ρ̂ we denote the weighted sample average of
the response propensities, i.e.

ρ̂ =
1
N

N∑
i=1

δi

πi

ρ̂i (5.13)

We replace R(ρ) by the estimator R̂(ρ̂)

R̂(ρ̂) = 1 − 2

√√√√ 1
N − 1

N∑
i=1

δi

πi

(ρ̂i − ρ̂)2 (5.14)
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Note that in (5.14) there are in fact two estimation steps based on different prob-
ability mechanisms. The response probabilities ρ are estimated and the variation
in the probabilities S2(ρ) is estimated. Hence, we denote the sample-based R-
indicator by R̂(ρ̂). We return to the consequences of these two estimation steps
in section 5.4.

Example 5.2.1 ‘More’ is not necessarily ‘better’ - continued
The proposed R-indicator is applied to the survey data from the 1998 POLS.
This survey was a combination of CAPI and CATI, in which the first month
was CAPI only. The sample size was close to 40, 000 and the response rate was
approximately 60%. By linking the fieldwork administration to the sample it
could be deduced for each contact attempt whether it resulted in a response.
This enables monitoring the traces of the R-indicator during the fieldwork pe-
riod. For the estimation of response probabilities we used a logistic regression
model with region, ethnic background and age as independent variables. Region
was a classification with 16 categories, the 12 provinces and the 4 largest cities
Amsterdam, Rotterdam, The Hague and Utrecht as separate categories. Ethnic
background has seven categories: native, Moroccan, Turkish, Suriname, Nether-
lands Antilles, other non-western non-native and other western non-native. The
variable age has three categories: 0–34 years, 35-54 years, and 55 years and older,
see Chapter 3 for a detailed description of these variables. In figure 5.2 R̂(ρ̂) is
plotted against the response rate for the first six contact attempts in POLS. The
leftmost value corresponds to the subsample of respondents after one attempt
was made. For each additional attempt the response rate increases, but the indi-
cator shows a drop in representativeness. Hence, the subsample of respondents
becomes less representative with respect to region, ethnic background and age.
This result confirms the findings in Schouten (2004). �

5.4 Features of an R-indicator

In section 5.3 we proposed a candidate indicator for representativeness. However,
other indicators can also be constructed. There are many association measures
or fit indexes, e.g. Goodman and Kruskal (1979), Bentler (1990) and Marsh et al.
(1988). Association measures have a strong relation to R-indicators. Essentially,
an R-indicator attempts to measure the lack of association in a multivariate
setting. In this section we discuss the desired features of an R-indicator. We
show that the proposed R-indicator R̂(ρ̂) in (5.14) allows for a straightforward
upper bound on the nonresponse bias.
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Figure 5.2: Sample based R-indicator for the first six contact attempts in POLS
1998

5.4.1 Features in general

The triangle inequality property of a distance function allows for a partial or-
dering of the variation in response propensities. A distance function can easily
be derived from any mathematical norm. In section 5.2 we chose to use the
Euclidean norm as this norm is commonly used. The Euclidean norm led to an
R-indicator that uses the standard deviation of response propensities. In sec-
tion 5.4.3 we show that the Euclidean norm based R-indicator has interesting
normalization features.

We must make a subtle distinction between R-indicators and distance func-
tions. Distance functions are symmetric while an R-indicator measures a devi-
ation with respect to a specific point, namely the situation where all response
propensities are equal. If we change the vector of individual propensities, then in
most cases this point is shifted. However, if we fix the average response propen-
sity then the distance function facilitates interpretation.

The desirable features of an R-indicator are: measurement, interpretation
and normalization. In section 5.3.1 we derived the ‘population’ R-indicator (5.5)
based on response probabilities. However, such an indicator is not measurable
when response probabilities are unknown and all we have is the response to one
survey. Hence, in section 5.3.2 we made the R-indicator measurable by switching
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to response propensities, which led to the sample based R-indicator (5.14). In
the next two sections we discuss the interpretation and normalization of the
sample based R-indicator R̂(ρ̂).

5.4.2 Interpretation

The second desirable feature of an R-indicator is the ease with which we can
interpret its value and the concept it is measuring. The R-indicator R̂(ρ̂) is based
on a sample and on estimated individual response probabilities. Both have far-
reaching consequences for the interpretation and comparison of the R-indicator.
Since the R-indicator is an estimator itself, it is also a random variable. This
means that it depends on the sample, i.e. it is potentially biased and has a
certain accuracy. But what is it estimating?

Let us first assume that the sample size is arbitrarily large so that precision
does not play a role. We also assume here that the selection of a model for
response propensities is no issue. In other words, we are able to fit any model
for any fixed set of auxiliary variables. There is a strong relation between the
R-indicator and the availability and use of auxiliary variables. In section 5.2 we
defined strong and weak representativeness. Even when we are able to fit any
model, we are not able to estimate response propensities beyond the ‘resolution’
of the available auxiliary variables. Therefore, we can only draw conclusions
about weak representativeness with respect to the set of auxiliary variables.
This implies that whenever an R-indicator is used, it is necessary to complement
its value by the set of covariates that served as a grid to estimate individual
response propensities. If the R-indicator is used for comparative purposes, then
those sets must be the same. We must add that it is not necessary that all
auxiliary variables are indeed used for the estimation of propensities, since they
may not add any explanatory power to the model. However, the same sets
should be available. The R-indicator R̂(ρ̂) then measures a deviation from weak
representativeness.

The R-indicator does not capture differences in response probabilities within
subgroups of the population other than the subgroups defined by the classes of
X. If we let again h = 1, 2, . . . , H denote strata defined by X, Nh be the size
of stratum h, and ρh be the population average of the response probabilities in
stratum h, then it is not difficult to show that R̂(ρ̂) is a consistent estimator of

RX(ρ) = 1 − 2

√√√√ 1
N − 1

H∑
h=1

Nh(ρh − ρ)2 (5.15)
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in case standard models like logistic regression or linear regression are used to
estimate the response probabilities. Of course, (5.15) and (5.5) may be different.

In practice, the assumption of an arbitrarily large sample size is not real-
istic. The sample size affects both estimation steps; the estimation of response
propensities and the estimation of the R-indicator using a sample. If we would
know the individual response probabilities, the sample based estimation of the
R-indicator would only lead to variance and not to bias. Hence, for a small
sample size the estimated sample based R-indicator would have a small preci-
sion but this could be accounted for by using a confidence interval instead of a
point estimator. Because of model selection and model fit, the implications for
the estimation of response probabilities are different. There are two strategies.
Either a model is imposed to estimate probabilities, thereby fixing the auxiliary
variables beforehand, or the model is constructed using only the significant con-
tribution of auxiliary variables with respect to some predefined level.

In the first case, again no bias is introduced but the standard error may
be affected by overfitting. In the second case, the model for the estimation of
response probabilities depends on the size of the sample: the larger the sample,
the more interactions are accepted as significant. Although it is standard sta-
tistical practice to fit models based on a significance level, model selection may
introduce bias and variance when estimating an R-indicator. This can be easily
understood by regarding the extreme case of a sample of, say, size 10. For such a
small sample no interaction between response behaviour and auxiliary variables
will be accepted, leaving an empty model and an estimated R-indicator of 1.
Small samples simply do not allow for the estimation of response probabilities.
In general, a smaller sample size will thus lead to a more optimistic view on
representativeness.

We should make a further subtle distinction. It is possible that for one sur-
vey a lot of interactions contribute to the prediction of response probabilities
but only very little each, while in another survey there is only one but strong
contribution of a single interaction. None of the small contributions may be
significant, but together they are as strong as the one large contribution that
is significant. Hence, we would be more optimistic in the first example even if
sample sizes would be comparable. These observations show that one should
always use an R-indicator with care. It cannot be viewed separately from the
auxiliary variables that were used to compute it. Furthermore, the sample size
has an impact on both bias and precision.
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5.4.3 Normalization

The third important feature of the R-indicator is normalizability. We would like
to determine bounds for the R-indicator so that the scale of the R-indicator,
and as a consequence also changes in the R-indicator, get a meaning. Clearly,
the interpretation issues that we raised in the previous section also affect the
normalization of the R-indicator. Therefore, in this section we assume the ideal
situation that we can estimate response probabilities without bias. This assump-
tion holds for large surveys. We discuss the normalization of the R-indicator
R̂(ρ̂).

5.4.3.1 Upper bounds for the absolute bias and the mean square
error

We show that for any survey item Y the R-indicator can be used to determine
upper bounds for the nonresponse bias and for the root mean square error
(RMSE) of adjusted response means. Let Y be a survey item and let yr

ht be
the Horvitz-Thompson estimator for the population mean based on the survey
response, i.e.

yr
ht =

∑N
i=1

Ri

πi
Yi∑N

i=1
Ri

πi

(5.16)

Bethlehem (1988) refers to (5.16) as the modified Horvitz-Thompson estimator.
It can be shown (e.g. Bethlehem, 1988, Särndal and Lundström, 2005) that its
bias B(ŷ

r

ht) is approximately equal to

B(yr
ht) =

Cov(Y, ρ)
ρ

(5.17)

with Cov(Y, ρ) = 1
N

∑N
i=1(Yi − y)(ρi − ρ) the population covariance between

the survey item and the response probabilities. Bethlehem (1988) gives an ap-
proximation of the variance S2(yr

ht) of yr
ht

S2(yr
ht)=

1
(Nρ)2

N∑
k=1

N∑
l=1

(ρklπkl − ρkρlπkπl)
(Yk−E(yr

ht))(Yl−E(yr
ht))

πkπl

(5.18)

where E(yr
ht) = 1

N

∑N
i=1

ρiYi

ρ , ρkl = ρkρl for k �= l and ρkk = ρk.

A normalization of R̂(ρ̂) is obtained by using the Cauchy-Schwarz inequality.
From this inequality it follows that the covariance between any two random



130 Chapter 5. The R-Indicator As a Supplement to the Response Rate

variables is bounded in absolute sense by the product of the standard deviations
of the two random variables. We can translate this to bounds for the bias (5.17)
of yr

ht as

|B(yr
ht)| ≤

S(ρ)S(Y)
ρ

=
(1 − R(ρ))S(Y)

2ρ
= Bm(ρ,Y) (5.19)

Clearly, we do not know the upper bound Bm(ρ,Y) in (5.19) but we can estimate
it using the sample and the response propensities

B̂m(ρ̂,Y) =
(1 − R̂(ρ̂))Ŝ(Y)

2ρ̂
(5.20)

where Ŝ(Y) is the response-based estimator of S(Y) adjusted for the sampling
design.

In a similar way we can set an upper bound to the RMSE of yr
ht. It holds

approximately that

RMSE(yr
ht) =

√
B2(yr

ht) + S2(yr
ht) (5.21)

≤
√

B2
m(ρ,Y) + S2(yr

ht) = Em(ρ,Y) (5.22)

Again, we do not know Em(ρ,Y). Instead, we use a sample-based estimator
that employs the response propensities

Êm(ρ̂,Y) =
√

B̂2
m(ρ̂,Y) + Ŝ2(yr

ht) (5.23)

with Ŝ2(yr
ht) an estimator for S2(yr

ht).
The bounds B̂m(ρ̂,Y) and Êm(ρ̂,Y) in (5.20) and (5.23) are different for

each survey item Y . For reasons of comparison it is convenient to define a
hypothetical survey item. The maximum variance of a 0 − 1 variable is 0.5.
Therefore, we assume that Ŝ(Y) = 0.5. The corresponding bounds are denoted
by B̂m(ρ̂) and Êm(ρ̂). They are equal to

B̂m(ρ̂) =
1 − R̂(ρ̂)

4ρ̂
(5.24)

Êm(ρ̂) =
√

B̂2
m(ρ̂) + Ŝ2(yr

ht) (5.25)

We compute (5.24) and (5.25) for all studies described in section 5.5. Note that
(5.20), (5.23), (5.24) and (5.25) are again random variables that have a certain
precision and that are potentially biased.
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5.4.4 Response-representativeness functions

In the previous section we used the R-indicator to set upper bounds to the
nonresponse bias and to the root mean square error of the (adjusted) response
mean. In the opposite case we may set a lower bound to the R-indicator by
demanding that either the absolute nonresponse bias or the root mean square
error is smaller than some prescribed value ψ. Such a lower bound may be chosen
as one of the ingredients of quality restrictions put upon the survey data by the
user of the survey. If the user does not want the nonresponse bias or root mean
square error to exceed a certain value, then the R-indicator must have a value
above the corresponding bound.

Clearly, lower bounds to the R-indicator depend on the survey item. There-
fore, again we restrict ourselves to a hypothetical survey item for which Ŝ(Y) =
0.5. It is not difficult to show from (5.24) that if we assume that

B̂m(ρ̂) ≤ ψ (5.26)

than it must hold that

R̂(ρ̂) ≥ 1 − 4ρ̂ψ = r1(ψ, ρ̂) (5.27)

Analogously, using (5.25) and assuming that

Êm(ρ̂) ≤ ψ (5.28)

we arrive at

R̂(ρ̂) ≥ 1 − 4ρ̂

√
ψ2 − Ŝ2(yr

ht) = r2(ψ, ρ̂) (5.29)

In (5.27) and (5.29) r1(ψ, ρ̂) and r2(ψ, ρ̂) denote lower bounds to the R-indicator.
In the following, we refer to r1(ψ, ρ̂) and r2(ψ, ρ̂) as response-representativeness
functions. We compute them for the studies in section 5.5.

Example 5.2.1 ‘More’ is not necessarily ‘better’ - continued
We again illustrate the normalization by the same example used in sections 5.2
and 5.3. Figure 5.3 contains response-representativeness function r1(ψ, ρ̂) and
the R-indicators R̂(ρ̂) for the six contact attempts in POLS 1998. Three values
of ψ are chosen, ψ = 0.1, ψ = 0.075 and ψ = 0.05. Figure 5.3 indicates that after
the second contact attempt, the values of the R-indicator exceed the lower bound
corresponding to the 10%-level (ψ = 0.1). Hence, after two contact attempts the
subsample of respondents satisfies the restriction of an upper bound of 10% for
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Figure 5.3: Response-representativeness functions r1(ψ, ρ̂) for POLS 1998

the nonresponse bias. After four attempts the R-indicator is close to the 7.5%-
level (ψ = 0.075). However, the values never exceed the lower bound that is
based on the 5%-level (ψ = 0.05).

In figure 5.4 the upper bound to the absolute bias B̂m(ρ̂) is plotted against
the response rate of the six contact attempts. After the third contact attempt
the upper bound to the absolute bias has converged to a value around 8%. �

5.5 An empirical validation of the sample-based
R-indicator

In this section we apply the R-indicator R̂(ρ̂) to three studies that investigate
different refusal conversion techniques, combinations of data collection modes
and contact strategies. The first study involves the re-approach of nonrespon-
dents to the Dutch Labour Force Survey with the call-back approach and the
basic-question approach, described in Chapter 4. The second and third study
both deal with mixed-mode data collection designs applied to the Dutch Safety
Monitor survey and the Dutch Informal Economy survey, see also Chapter 9.

In sections 5.5.2 and 5.5.3 we pay a closer look to the representativeness of
the different fieldwork strategies of the studies. First, in section 5.5.1 we describe
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Figure 5.4: Upper bound to the absolute bias for six contact attempts of POLS
1998

how we approximate the standard error of R̂(ρ̂).

5.5.1 Standard error and confidence interval

To compare the values of the R-indicator for different surveys or data collec-
tion strategies, we need to estimate the standard error. The R-indicator R̂(ρ̂)
is based on the sample standard deviation of the estimated response probabili-
ties. This means that there are two random processes involved. The first process
is the sampling of the population. The second process is the response mecha-
nism of the sampled elements. If the true response probabilities were known,
then drawing a sample would still introduce uncertainty about the population
R-indicator and, hence, lead to a certain loss of precision. However, since we
do not know the true response probabilities, these probabilities are estimated
based on the sample.

An analytical derivation of the standard error of R̂(ρ̂) is not straightforward
due to the estimation of the response probabilities. Therefore, we resort to a nu-
merical approximation of the standard error. We estimate the standard error of
the R-indicator by non-parametric bootstrapping (Efron and Tibshirani 1993).
The non-parametric bootstrap estimates the standard error of the R-indicator
by drawing a number b = 1, 2, . . . , B of so-called bootstrap samples. These are
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samples drawn independently and with replacement from the original dataset,
of the same size n as the original dataset. The R-indicator is calculated for every
bootstrap sample b. We thus obtain B replications of the R-indicator; R̂b, for
b = 1, 2, . . . , B. The standard error for the empirical distribution of these B
replications is an estimate of the standard error of the R-indicator, that is

SR =

√√√√ 1
B − 1

B∑
b=1

(R̂b − R̂)2 (5.30)

where R̂ = 1
B

∑B
b=1 R̂b is the average estimated R-indicator. In the approxima-

tions we take B = 200 for all studies. We experimented with the number of
bootstrap samples B and found that in all cases the estimate of the standard
error had converged at much smaller values than B = 200. We determine the
100(1 − α)% confidence interval by assuming a normal approximation of the
distribution of R̂(ρ̂) employing the estimated standard error using (5.30)

CIα = R̂(ρ̂) ± ξ1−α × SR (5.31)

with ξ1−α the 1 − α quantile of the standard normal distribution.

5.5.2 Re-approaching nonrespondents to the Dutch LFS

In previous chapters we presented and discussed the Dutch Labour Force Survey
(Chapter 3) and the re-approach of LFS nonrespondents with the call-back ap-
proach and the basic-question approach (Chapter 4). In Chapter 4, we analysed
the additional response that was obtained with these two re-approaches using
the available linked data described in Chapter 3.

For the call-back approach we found that the converted nonrespondents are
different from the LFS respondents with respect to the selected auxiliary vari-
ables. Furthermore, we found no evidence that the converted nonrespondents
were different from persistent nonrespondents with respect to the same char-
acteristics. These findings lead to the conclusion that the combined response
of the LFS and call-back approach is more representative with respect to the
linked data. The additional response in the basic-question approach was also
analysed using the same set of linked data. For the basic-question approach the
findings were different for households with and without a listed telephone. When
restricted to listed households, the results are the same as for the call-back ap-
proach: the response becomes more representative after the addition of the listed
basic-question respondents. However, for the overall population, i.e. including


