
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

More than the sum of its parts : compact preference representation over
combinatorial domains

Uckelman, J.D.

Publication date
2009

Link to publication

Citation for published version (APA):
Uckelman, J. D. (2009). More than the sum of its parts : compact preference representation
over combinatorial domains. [Thesis, fully internal, Universiteit van Amsterdam]. Institute for
Logic, Language and Computation.

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:27 May 2023

https://dare.uva.nl/personal/pure/en/publications/more-than-the-sum-of-its-parts--compact-preference-representation-over-combinatorial-domains(7139a8da-fb09-498d-a3a8-e290a37b5166).html


Chapter 6

Combinatorial Auctions

6.1 Introduction

In this chapter we move from the purely theoretical considerations of previous
chapters to one of the intended applications of goalbase languages: as bidding
languages for combinatorial auctions. In Section 6.2, we give some background
on types of auctions and an extended example which shows the advantages of
combinatorial auctions over standard, sequential auctions. In Section 6.3, we
present the OR/XOR/OR∗ family of bidding languages, the most commonly-seen
bidding languages for combinatorial auctions, and compare them with our goalbase
languages. (In particular, Section 6.3.3 contains relative succinctness results for
some OR/XOR/OR∗ and goalbase languages.) In Section 6.4, we take up the
Winner Determination Problem (WDP) for combinatorial auctions, and present
two methods for solving it—integer programming (IP) and branch-and-bound—
when using goalbases as bids. Section 6.5 gives examples of branch-and-bound
heuristics tailored for use with specific goalbase languages. The final two sections,
Section 6.6 and 6.7, present the setup for and results of experiments we conducted
to test the feasibility of solving the WDP for goalbase languages using our IP
formulation and branch-and-bound solver.

6.2 Auctions

In the most general sense, an auction is a mechanism for allocating items and
costs among bidders. A wide variety of auctions have been studied by economists
and, increasingly, by computer scientists, which has resulted in the naming of
many features of auctions: A sealed-bid auction is one in which bidders submit
their bids privately to the auctioneer; an open-bid auction is one in which bidders
publicly announce their bids. An open-bid auction is ascending-price if the price
for an item increases until no bidder is willing to pay more, and is descending-price

135



136 Chapter 6. Combinatorial Auctions

if the price of an item decreases until some bidder announces he is willing to pay it.
An auction is first-price if the price of an item is the highest bid, and second-price
if the second-highest bid.

The traditional types of auctions are English (ascending-price open-bid),
Dutch (descending-price open-bid), and first-price sealed-bid. English auctions
are commonly used for the sale of antiques, art, wine, livestock, and land. Those
having lived in an agricultural area in the United States might recognize the
English auction as a farm sale. Dutch auctions have historically been used for
the sale of perishable products, particularly in the sale of large lots of cut flowers
in Holland. First-price sealed-bid auctions are used by some governments for
selling treasury bonds, and are also the most common method of selling houses
in Scotland. The first-price sealed-bid auction is strategically equivalent to (i.e.,
bidding strategy and results are the same as) the Dutch auction. A fourth type,
the Vickrey auction, a second-price sealed bid auction, is a 20th-century invention
and is strategically equivalent to the English auction [Vickrey, 1961]. McAfee and
McMillan [1987] and Milgrom [2004] provide wide-ranging overviews of auction
theory for those wishing to learn more.

All four of the traditional types of auction are sequential, meaning that for
each item being sold, the winner of the nth is determined before any bids are
received for the (n+ 1)th. Selling items sequentially may be problematic when
bidders do not value items independently—that is, when bidders do not have
modular utility functions. The strong synergy between the shoes in a pair is a
clear example of this. Suppose that shoes are being sold in a sequential auction
individually, rather than bundled as pairs. From the perspective of the typical
bidder—someone with two feet but not unlimited wealth—an auction for single
shoes poses a difficult strategic problem. A typical bidder places much value on
a matched pair, but presumably would prefer to pay nothing and win no shoes
instead of paying to win a single shoe. If the bidder bids too high on the first
shoe, he may win it, but then risks having too little money left to win the second
shoe. If the bidder bids too low on the first shoe, he might not win it, in which
case there is little point in bidding on the now-worthless second shoe. Sequential
auctions force bidders with nonmodular preferences to bid more conservatively
than they would like, or undertake more risk than they would like.

Sequential auctions for synergistic items are not just problematic for the bidders,
but may also be suboptimal for the auctioneer.1 If bidders bid conservatively as a
hedge against failing to win certain combinations of items, then the auctioneer will
collect less revenue from the auction than if the bidders felt comfortable bidding
more aggressively. Suppose, for example, that we are conducting an English
auction for a left (`) and a right (r) shoe, and we have two bidders with the

1The auctioneer is treated as the owner of the items in the auctions literature, which we
follow. Readers familiar with real-world auctions will note that this differs from the usage there,
where the auctioneer is a third party (e.g., Sotheby’s, eBay, or a fast-talking man with a voice
that carries well) who collects a fee for organizing and conducting the auction.
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following utility functions:

u1(X) =

{
$40 if X = {`, r}
$0 otherwise,

u2(X) =


$20 if X = {`, r}
$10 if X = {`} or X = {r}
$0 otherwise.

The overall utility for a bidder is the utility of the bundle he wins less the price
he paid to win it. If we auction the left shoe first, then by bidding anything at all
the first bidder risks having negative utility, in the case where he wins the left
shoe but fails to win the right shoe. If the first bidder knew the second bidder’s
utility function then it would be clear to him that could ensure that he would
win the pair by bidding $11 for each shoe and take away a handy surplus of
$18—but since he does not know the other bidder’s utility function, he cannot
be certain how to bid. For all he knows, the second bidder might value the right
shoe higher than he values the whole pair—this could happen if the second bidder
were a left-leg amputee, for example. If the first bidder is unwilling to assume any
risk, then he will simply not bid. Since the second bidder has a modular utility
function, he is able to avoid the question of risk entirely and is free to bid up to his
valuation for each shoe. As a result, the second bidder will pay $2 (assuming that
only whole-number bids are possible) and walk away with both shoes. Neither
the auctioneer nor the first bidder should be happy with this outcome, as the
auctioneer’s aim is to maximize revenue and the first bidder would have been
willing to pay significantly more than $2 for the shoes as a pair.

The obvious solution to this particular problem is the one already adopted by
shoe sellers worldwide, namely to sell shoes in pairs only. However, this merely
disadvantages a different group of buyers—amputees, people who have a cast on
one leg, people who have lost one shoe along the roadside—and so is not a general
solution.2 Furthermore, this example has as a peculiar feature that we know
beforehand something about the structure of typical bidders’ preferences: most
bidders will want matched pairs. Leaving shoes aside, there are other domains
where the synergies between goods vary greatly from bidder to bidder and cannot
be predicted beforehand by the auctioneer. In such domains, imposing constraints
on how bidders may express their preferences may lead to unexpected revenue
loss by making bidding risky for some bidders.

This is the motivation behind combinatorial auctions, which sell items simul-
taneously rather than sequentially by permitting bids on bundles rather than
just single items. Returning to our example of the shoe auction, it is easy to see
that revenue for the auctioneer would improve if the first bidder were able to
place a bid of more than $20 for the left and right shoe together, but no bids (or,
equivalently bids of $0) for each shoe alone. To do this, we must have a bidding

2Incidentally, this problem has been addressed in the United States since 1943 by the National
Odd Shoe Exchange, which serves as an intermediary for people who have purchased pairs of
shoes but need only one of them [National Odd Shoe Exchange, 2009].
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language in which to specify bids for bundles, which we discuss in Section 6.3.
We anticipate the application of our goalbase languages to the problem (see
Section 6.3.2) by writing the first bidder’s bid as {(` ∧ r, $40)} and the second
bidder’s as {(`, $10), (r, $10)}. The problem now faced by the auctioneer is to
select which bids to accept. This is trivial in sequential auctions—in first-price
auctions it amounts to recognizing the largest bid, and for second-price auctions
additionally spotting the second-largest bid—but finding a revenue-maximizing
set of bids in a combinatorial auction can be quite difficult, an issue we take up in
Section 6.4.

In anticipation of needing them later, we define a few more terms: A bidder is
said to have free disposal if he is able to accept more items without losing utility—
the intuition being that a bidder who does not want the additional items may
simply discard them. In other words, a bidder with free disposal has a monotone
utility function. Free disposal may also apply to the auctioneer, however. The
auctioneer has free disposal if he may refrain from allocating some items (possibly
holding them back for the next auction, or discarding them). It will usually be the
case when allocating goods that bidders have free disposal; in the event that we are
allocating bads (e.g., tasks which the bidders wish to pay to avoid, or toxic waste
which the bidders must store) we must assume that bidders lack free disposal if
we want to ensure a sensible outcome. Similarly, in not all situations does it make
sense to assume that the auctioneer has free disposal. When auctioning perishable
goods, for example, it does not make sense for the auctioneer to have free disposal,
as there may be a real cost to disposing of spoiled items.

There has recently been a great deal of work on combinatorial auctions in
economics, operations research, and computer science. Cramton et al. [2006]
provide a thorough overview of the field; of particular relevance for us are the
chapters on bidding languages [Nisan, 2006], and the complexity of the Winner
Determination Problem [Lehmann et al., 2006b; Müller, 2006] and heuristics for
solving it [Sandholm, 2006]. We discuss other related work throughout the chapter
at the point where it becomes relevant.

6.3 Bidding Languages

The XOR/OR/OR∗ family of languages contains the typical bidding languages
found in the literature on combinatorial auctions. Each language in this family has
at least one undesirable characteristic—the XOR language is extremely verbose,
determining the value of a bundle given an OR (or OR∗) bid is NP-complete—
characteristics which a combinatorial auction designer might wish to avoid. In
this section, we compare these established bidding languages with our goalbase
languages, each exhibiting different assortments of characteristics desirable and
undesirable, with the aim of affording the combinatorial auction designer a wider
array of poisons from which to pick.
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6.3.1 The XOR, OR, and OR∗ Languages

Here we define the XOR, OR, and OR∗ languages, which are the most commonly
used bidding languages in the combinatorial auctions literature [Fujishima et al.,
1999; Sandholm, 2002; Nisan, 2006].

Definition 6.3.1 (XOR, OR, and OR∗). Let PS be a fixed set of items. An
atomic bid is an ordered pair 〈X,w〉, where X ⊆ PS (the bundle) and w ∈ R+

(the price). A bid in the XOR language is a finite list of atomic bids

〈X1, w1〉 XOR . . . XOR 〈Xn, wn〉,

which generates the utility function

u(X) = max
Xi⊆X

wi.

A bid in the OR language consists of a finite list of atomic bids:

〈X1, w1〉OR . . .OR 〈Xn, wn〉.

A set of atomic bids F is feasible if the atomic bids in F contain pairwise disjoint
bundles. A bid B in the OR language generates the utility function

u(X) = max
F⊆B

F feasible

∑
〈Xi,wi〉∈F

wi.

A bid in the OR∗ language is an OR bid where the bundle in each atomic bid is
permitted to contain zero or more dummy items di /∈ PS.

The purpose of dummy items is to enforce overlap between bundles which
would not normally overlap. E.g., 〈{a}, 1〉OR 〈{b}, 2〉 gives value 3 for the bundle
{a, b}. If the bidder wants instead to express that he is willing to buy at most one
of a and b, then the bundles which should be mutually exclusive may be tagged
with a dummy item d, like so: 〈{a, d}, 1〉OR 〈{b, d}, 2〉.

6.3.2 Goalbase Bidding Languages

Goalbases languages may be used as bidding languages for combinatorial auctions.
Each item in an auction is associated with exactly one propositional variable in PS.
(For example, Lead Belly’s guitar might be assigned a and the ship’s bell from the
RMS Titanic might get b.) We consider a propositional variable true for a bidder
when that bidder is given the associated item. Bidders express their valuations
for items by stating propositional formulas containing the items’ propositional
variables, along with what they would be willing to pay were those formulas made
true. (A bid of (a, $500,000) means that I am willing to pay $500,000 for Lead
Belly’s guitar, and a bid of (a ∧ b, $1,000,000) means that I am willing to pay a
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million dollars for the guitar and the ship’s bell together. Were I to place both
bids, that would mean that I am willing to pay $500,000 for the guitar, and an
additional one million for the guitar and bell together, i.e., a total of $1.5 million
for both.)

When used as a bidding language, L(pcubes,R+,max) is the same as the XOR
language. This is easily seen by noting that any atomic bid 〈X,w〉 is satisfied in
the same states as the weighted formula (

∧
X,w), and that the max aggregator

forces an agent’s utility to equal that of the highest weight of any satisfied formula,
the same as the XOR operator does.

6.3.3 Succinctness

When bids in one language are significantly more verbose than the same bids in
another language, that is a reason for preferring the more compact language over
the less compact one. The definition of succinctness we used in Chapter 4 to com-
pare goalbase languages is not sufficiently general to permit comparison between
goalbase languages and the XOR/OR/OR∗ family of languages. However, it is not
difficult to extend it further so that we can compare any two languages in which
utility functions over sets can be represented—so long as we are able to measure
the size of representations in bits. This ensures that we can make meaningful
comparisons between such dissimilar languages as those in the XOR/OR/OR∗

family and the goalbase languages we consider here.

A set-based utility function representation language L is a class of strings such
that each string corresponds to a single utility function over sets. We say of a
string r ∈ L that it represents a utility function u, and that u is expressible in L
because r ∈ L. The utility function ur is the utility function generated by r. The
size of a representation, size(r), is the number of bits used by r.

Definition 6.3.2 (Succinctness, Extended). Let L and L′ be utility function
representation languages, and U a class of utility functions such that every
member of U is representable in both languages. Then L �U L′ (L′ is at least
as succinct as L with respect to U) iff there exists a function f : L → L′ and a
polynomial p such that for all representations r ∈ L, if ur ∈ U then ur = uf(r)

and size(f(r)) ≤ p(size(r)).

While succinctness is frequently beneficial, it is worth noting that succinctness
is not always a blessing. Fix some class of (rational-valued) utility functions U and
enumerate them. (That is, the representations of u0, u1, . . . are just the numbers
0, 1, 2, . . . ∈ N.) The language formed by this enumeration is maximally succinct
for the class U . This language uses exactly as many bits as are needed to name
each utility function, so there is no other representation language with the same
expressivity which can beat it in terms of succinctness. No bits go to waste here,
but a direct consequence of this miserliness is that recovering a utility function
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from its representation may involve difficult computations (or a very large lookup
table).

In terms of relative succinctness, the XOR language is inferior to both the OR
and the OR∗ languages. This follows from results given by Nisan [2006].

Theorem 6.3.3. XOR ≺ OR.

Proof. Nisan [2006, Proposition 9.3] shows XOR 6� OR by observing that the
function un(X) = |X| has a succinct representation in OR, but requires an expo-
nential number of atomic bids in XOR. It remains to be shown that XOR � OR;
that is, we need to show that any XOR representation of a utility function
representable in both languages can be translated into an equivalent OR represen-
tation, without a superpolynomial blowup in size. Nisan [2006, Proposition 9.1]
shows that the OR language corresponds to the class of superadditive utility
functions. (Recall from Definition 3.2.1 that a utility function u is superadditive if
u(X ∪ Y ) ≥ u(X) + u(Y ) for all disjoint X, Y .) Therefore, it suffices to point out
that whenever 〈S1, p1〉 XOR . . . XOR 〈Sn, pn〉 represents a superadditive function,
then 〈S1, p1〉OR . . .OR 〈Sn, pn〉 represents that very same function.

Theorem 6.3.4. XOR ≺ OR*.

Proof. Nisan [2006, Theorem 9.3] shows that any bid using a combination of OR-
and XOR-operators (and thereby certainly any pure XOR-bid) can be translated
into an OR∗-bid with the same number of atomic bids, introducing at most a
quadratic number of dummy items. Hence, XOR � OR∗. The same function
un(X) = |X| as above demonstrates that the succinctness relation is strict.

Note that, because the OR-language is not fully expressive, XOR ≺ OR does
not entail that XOR ≺ OR∗ (even though OR∗ subsumes OR), so the preceding
two theorems are independently interesting.

Now we present three results comparing the succinctness of the XOR, OR, and
OR∗ languages with some of our goalbase languages.

Theorem 6.3.5. OR ⊥ L(pcubes,R,Σ).

Proof. (�) Consider the family of utility functions un(X) =
(|X|

2

)
. The goalbase

{(a ∧ b, 1) | a, b ∈ PS and a 6= b} represents un in L(pcubes,R+,Σ), and is
quadratic in |PS|. The sole representation of un in the OR language,

OR
X⊆PS
|X|≥2

〈
X,

(
|X|
2

)〉
,

has size exponential in |PS|. We prove by induction that this is the only correct
representation: No atomic bids for ∅ or any singleton occur in an OR bid corre-
sponding to un, since un(∅) = un({a}) = 0, for all a ∈ PS. For every distinct
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a, b ∈ PS, the atomic bid 〈{a, b}, 1〉 occurs in the OR bid, since there are no bids
for smaller bundles, and no other bid can be accepted in state {a, b}. Suppose
that every bundle X where |X| = k ≥ 2 has an atomic bid corresponding to it.
Fix some p /∈ X. Let x1, . . . , xn be the sizes of some combination of n ≥ 2 bundles
which partition X ∪ {p}. Then

∑n
i=1 xi = |X ∪ {p}|. The total value of these

smaller bundles according to their associated atomic bids is

n∑
i=1

(
xi
2

)
=

n∑
i=1

xi(xi − 1)

2
=

∑n
i=1 xi

2 −
∑n

i=1 xi
2

,

while the value of X ∪ {p} according to un is

(
|X ∪ {p}|

2

)
=

(∑n
i=1 xi
2

)
=

(∑n
i=1 xi

)2 −
∑n

i=1 xi

2
.

Observe that
∑n

i=1 xi
2 <

(∑n
i=1 xi

)2
, and hence the value of X ∪ {p} is always

greater than the sum of the values of the bids for any partition thereof. Further-
more, no atomic bids for other bundles of size ≥ k + 1 can be accepted in this
state, so we must include

〈
X ∪ {p},

(|X∪{p}|
2

)〉
as an atomic bid. Therefore, every

bundle of size k + 1 also has an atomic bid in the OR representation.

(�) The family of utility functions un(X) =
⌊ |X|

2

⌋
is quadratically representable

in the OR language as

OR
a,b∈PS
a6=b

〈{a, b}, 1〉

but in L(pcubes,R,Σ) the sole representation is

{(∧
X, (−2)|X|−2

) ∣∣∣ X ⊆ PS and |X| ≥ 2
}
,

which is exponential in |PS|.
That this is the representation in L(pcubes,R,Σ) is shown inductively. w∅ =

wa = 0, since u(∅) = u({a}) = 0, and similarly wa∧b = 1 = (−2)|{a,b}|−2. For the
inductive case, suppose that wV

X = (−2)|X|−2. We have that

wV
X∪{a} =

∑
Y⊆X∪{a}

(−1)|(X∪{a})\Y |
⌊
|Y |
2

⌋
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by the Möbius inversion (see p. 36 and [Rota, 1964]), and continuing with that
equality, we have

=
∑
Y⊆X

(−1)|X\Y |+1

⌊
|Y |
2

⌋
+
∑
Y⊆X

(−1)|(X∪{a})\(Y ∪{a})|
⌊
|Y ∪ {a}|

2

⌋
=
∑
Y⊆X

(−1)|X\Y |
(
−
⌊
|Y |
2

⌋
+

⌊
|Y |+ 1

2

⌋)
=
∑
Y⊆X

(−1)|X\Y |(|Y | mod 2) =
∑
Y⊆X
|Y | odd

(−1)|X\Y |

= (−1)|X|+1
∑
Y⊆X
|Y | odd

1 = (−2)|X|−1 = (−2)|X∪{a}|−2,

which completes the induction.

Next, we turn to the OR∗ language:

Theorem 6.3.6. OR∗ ⊥ L(pcubes,R,Σ).

Proof. (�) By the same argument found in the � direction of Theorem 6.3.5.
Adding dummy variables to the OR language cannot make the OR representation
smaller—the OR representation given already has too much overlap between
atomic bids, and dummy variables can only increase these conflicts.

(�) The family of utility functions

u∃n(X) =

{
1 if X 6= ∅
0 otherwise

is representable linearly in the OR∗ language (with dummy item d) as

OR
a∈PS

〈{a, d}, 1〉

but the unique representation in L(pcubes,R,Σ),{(∧
X, (−1)|X|−1

) ∣∣∣ ∅ ⊂ X ⊆ PS
}
,

is exponential in |PS|, as shown in the proof of Theorem 4.4.8.

In the proofs of Theorems 6.3.5 and 6.3.6, we make use of the fact that
L(pcubes,R,Σ) has unique representations, meaning that any utility function
representable in the language is representable in exactly one way (see Theorem 3.4.2
for a proof of this fact).
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Theorem 6.3.7. XOR ≺ L(pforms,R+,Σ).

Proof. (�) Let 〈X1, w1〉 XOR . . . XOR 〈Xn, wn〉 be an XOR bid such that w1 ≤
. . . ≤ wn, and for convenience let w0 = 0. Then the goalbase{( n∨

j=i

∧
Xj, wi − wi−1

) ∣∣∣∣∣ 1 ≤ i ≤ n

}

in L(pforms,R+,Σ) is equivalent to, and quadratic in the size of, the given XOR
bid. Therefore, XOR � L(pforms,R+,Σ).

(�) The family of utility functions un(X) = |X| is representable linearly in
L(atoms,R+,Σ), a sublanguage of L(pforms,R+,Σ), as {(a, 1) | a ∈ PS}, while
the sole XOR representation is

XOR
X⊆PS

〈X, |X|〉,

which is exponential in |PS|.

Theorems 6.3.5 and 6.3.6 show that some bids which are very large in OR or
OR∗ will be small in L(pcubes,R,Σ), and vice versa, and Theorem 6.3.7 shows the
advantage of L(pforms,R+,Σ) over XOR. Hoos and Boutilier [2000], Boutilier
and Hoos [2001], and Boutilier [2002] have advocated for logic-based bidding
languages before, but this is the first formal argument we have seen regarding
their succinctness with respect to the XOR/OR/OR∗ family of languages. These
three results demonstrate that logic-based languages can provide more efficient
representations of some bids than the XOR/OR/OR∗ family of languages, and
thus merit consideration when designing combinatorial auctions.

Finally, we offer some general comments on translation of OR bids: Consider
the bundle evaluation problem, in which we are asked to decide if a given bundle
is worth at least a given amount of utility.

Definition 6.3.8 (The Decision Problem L-eval). The decision problem L-eval
is defined as: Given a utility function representation R ∈ L, a model M , and an
integer K, is the value of M at least K?

It is clear that so long as we have chosen a polynomially-computable aggregator,
then for any goalbase language L, the bundle evaluation problem L-eval is in
P. This is because bundle evaluation for a goalbase language amounts to model
checking for propositional formulas, plus the application of the aggregator. The
former is always polynomial, so having a polynomially-computable aggregator
ensures that the whole procedure will be polynomial. This is not the case for
the OR language, however: or-eval is essentially just weighted set packing,
which is a well-known NP-complete problem [Garey and Johnson, 1979].
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Now, suppose that a goalbase language L is such that U(OR) ⊆ U(L). That
is, every utility function expressible in the OR language is expressible in L. Since
U(OR) ⊆ U(L), we know that for each bid in the OR language, there is an
equivalent goalbase in L. Furthermore, so long as we have chosen a polynomially-
computable aggregator, the bundle evaluation problem for L, L-eval, is in P.
Therefore, if there were an algorithm capable of finding the L-translations of
arbitrary OR bids in polynomial time, we could reduce or-eval to L-eval. Since
or-eval is NP-complete and L-eval is in P, it would follow immediately that
P = NP. Put another way: It is very unlikely that there is any fast way to translate
arbitrary OR bids into a goalbase language.3 Nonetheless, we do not view this, or
any of the results in this section, as negative results for goalbase languages. These
results merely show that the XOR/OR/OR∗ family and goalbase languages have
different representational “sweet spots”.

6.4 Winner Determination

Intuitively, the Winner Determination Problem (WDP) is the problem of finding
an optimal allocation of goods to bidders, given a set of bids. In this section, we
discuss algorithms for solving the WDP. In order to give a precise definition of
the WDP, we require some notation first.

6.4.1 Notation

Auctions are fundamentally about allocating items to bidders. If we consider a
process in which items are allocated one at a time, then at any step an item could
be allocated to a bidder or to no one.

Definition 6.4.1 (Allocations).

• A is the set of agents bidding in any given auction. Each agent i ∈ A has a
goalbase Gi defining his valuation over the goods in PS.

• An allocation A : PS → A ∪ {∗} is a function which maps goods to the
agents to which they are given. The symbol ∗ indicates no agent. We write
A(p) = ∗ when A leaves good p unallocated, and in that case A is a (strictly)
partial allocation. If A allocates all goods in PS, then A is a complete
allocation.

• The set und(A) = {p ∈ PS | A(p) = ∗} is the set of unallocated goods in
allocation A; the set und(A,ϕ) is the set of unallocated goods appearing as
propositional variables in the formula ϕ.

3Note however that this does not imply that a polysize translation is impossible. For further
discussion of this issue, see Chapter 4, p. 66.



146 Chapter 6. Combinatorial Auctions

An allocation induces a model (see Definition 2.2.2) for each agent, where
the true proposition letters in the model are those corresponding to the goods
allocated to the agent. We now give a precise definition and some notation for
this:

Definition 6.4.2 (Allocation-Induced Models).

• The model MA
i = {p ∈ PS | A(p) = i} is the set of goods assigned to

bidder i by allocation A.

• MA
i |= ϕ iff the goal ϕ is satisfied by MA

i .

• MA
i ? ϕ iff there is an allocation A′ ⊇ A such that MA

i 6|= ϕ and MA′
i |= ϕ,

or MA
i |= ϕ and MA′

i 6|= ϕ.

In previous chapters when we dealt with models, we considered them in a
static context, so had no need to represent as-of-yet unallocated items. Because
some of the algorithms we discuss later construct partial allocations, we need to
to distinguish between formulas which an allocation makes false for an agent and
formulas which are merely left undetermined at that stage. While false formulas
cannot be made true by allocating more items, undetermined formulas can. For
example, suppose that agent 1 bids {(a ∧ b, 3), (c, 2), (¬c ∨ d, 2)} and we have as
a partial allocation A = {(a, 1), (b, 2), (c, 1), (d, ∗)}. Then MA

1 = {a, c}, and we
have that MA

1 |= c because agent 1 was allocated c, MA
1 |= ¬(a∧ b) because b was

allocated to some other agent, and MA
1 ?¬c∨ d because ¬c∨ d could become true

if d, which is unallocated in A, were later allocated to agent 1.
Note that the second clause of the definition of MA

i ? ϕ, in which ϕ goes
from true in MA

i to false in some extended allocation, never obtains for positive
formulas. This clause is necessary so that undecided formulas containing negation
are handled properly.

6.4.2 The Winner Determination Problem

As the WDP is a maximization problem, we must give an objective to maximize,
which in this case is utilitarian social welfare. The utilitarian social welfare
of an allocation A of a set of goods PS to agents with goalbases {Gi}i∈A in
L(forms,R,Σ) is as follows:

sw(A) =
∑
i∈A

∑
(ϕ,w)∈Gi

MA
i |=ϕ

w.

That is, the utilitarian social welfare of an allocation is the sum of the weights
associated with all satisfied goals across all agents. Hence, the WDP (as a function
problem) is to find a complete allocation A maximizing sw(A). By restricting
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attention to complete allocations we are defining a WDP without free disposal. If
desired, we can easily model auctions with free disposal by adding to any given
auction instance a single bidder with an empty goalbase.

The decision-problem version of the WDP for almost all goalbase languages
is NP-complete: max-cuf(Φ,W, F,Σ) from Section 5.6 is the WDP for bidders
placing bids with goalbases in L(Φ,W, F ), and in all cases we examined, when
the collective aggregator is sum and the language is sufficiently rich to express
synergies between pairs of items, we have NP-completeness. Therefore, we cannot
hope to have a single algorithm which will solve all WDP instances efficiently.
Because NP-hardness is a worst-case notion, however, many WDP instances are
still efficiently solvable, and there are several approaches we can take which
perform acceptably on a variety of inputs.

The brute force algorithm for solving the WDP enumerates all complete
allocations, computes the social welfare for each, and picks the one with the
highest value. Naturally, such an approach will not scale. Good (but possibly
suboptimal) results can be obtained using local search methods [Hoos and Boutilier,
2000] and simulated auctions [Fujishima et al., 1999]. For provably optimal results,
the most common approach is integer programming, taken by Boutilier [2002] for
one logic-based language [Boutilier and Hoos, 2001]. The integer programming
approach to solving WDP instances (Section 6.4.3) relies on black-box general-
purpose IP solvers like CPLEX [ILOG, 2009]. Such IP solvers are powerful tools,
but not tuned specifically for any particular problem [Andersson, Tenhunen, and
Ygge, 2000]. Another approach is to craft algorithms to solve WDP instances
directly. In Section 6.4.4, we use a branch-and-bound algorithm, similar to the
work of Sandholm [2002] and Fujishima et al. [1999]. Branch-and-bound produces
provably optimal results, and uses heuristics to guide the search and prune the
search tree. We restrict ourselves to the version of the WDP where sum is the
collective aggregator. For some exploratory results about Nash product as the
collective aggregator, see [Ramezani, 2008, Chapter 6].

Finally, we note that our IP formulation of the WDP could be easily modified
for use with max as the collective aggregators instead of sum. Adjusting it to
use max would permit it to solve the egalitarian version of the WDP studied by
Bouveret [2007]. While we could do the same for branch-and-bound—the upper
bound heuristics we develop later in this chapter are also admissible for egalitarian
social welfare—the bounds would be quite loose, and so this is likely to be less
fruitful than developing new heuristics.

6.4.3 An IP Formulation of the WDP

People wishing to solve instances of the WDP frequently resort to integer program-
ming [Schrijver, 1986; Wolsey, 1998]. Boutilier [2002] compares the performance
of an IP formulation of the WDP for generalized logical bids (GLBs, see also
Section 2.3.10), which he calls structured bids, with an IP formulation of the
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WDP for equivalent XOR bids, which he calls flat bids, and presents experimental
results which indicate that the WDP can be solved faster for GLBs than for
equivalent XOR bids. Similarly, we can take advantage of IP for solving the
WDP for goalbases in L(forms,R,Σ). Here we present a fully-general integer
programming formulation of the WDP for sum languages, following that given by
Boutilier [2002].

A linear program consists of a linear function known as the objective function
and a set of linear inequalities called constraints. Linear programming is the
technique of finding values for the variables which optimize the objective function
subject to the constraints. In the standard (primal) form, we want to maximize
the objective function c1x1 + . . .+ cnxn while respecting the constraints

a11x1 + a12x2 + . . . + a1nxn ≤ b1

a11x1 + a12x2 + . . . + a1nxn ≤ b2
...

...
...

...
...

...
...

...
...

am1x1 + am2x2 + . . . + amnxn ≤ bm

where the ci, bi, aij ∈ R are constants and the xi are variables. Additionally, we
require that all xi ≥ 0. This formulation suggests a matrix form, which is to
maximize cTx subject to Ax ≤ b and x ≥ 0, where A is the matrix formed by the
aij and c, b, and x are the column vectors formed by the ci, bi, and xi, respectively.

Every linear program has a dual form: minimize cTy subject to ATy ≥ c and
y ≥ 0. If there are feasible solutions x∗ and y∗ for a primal and its dual such that
cTx∗ = bTy∗, then x∗ and y∗ are optima for the primal and dual, respectively. This
fact is useful as it is sometimes easier to solve the dual of an LP than it is to solve
the LP directly.

An integer program is a linear program for which the xi are required to be
integers. While LPs are solvable in polynomial time, the additional requirement
that solutions be integer makes solving IPs NP-complete. Because IPs are useful
for modeling many kinds of business problems, a great deal of research has been
applied to finding optimal solutions for them, and as a result IPs are readily
solvable despite their high computational complexity. Various methods exist
for solving IPs, such as branch-and-bound, cutting planes, branch-and-cut, and
column generation. For a survey of these methods, see [Wolsey, 1998]. A 0-1
integer program is one where the domains of all variables are binary. (Binary-
valued variables are known as decision variables.) Solving 0-1 integer programs
remains NP-complete, despite the domain restriction.

Now we define our 0-1 integer program for solving the WDP for L(forms,R,Σ)
goalbases: Let i index bidders, j index formulas, and r index goods, throughout.
The jth formula in bidder i’s goalbase Gi we refer to as ϕij. Each wij is the
weight in the goalbase Gi of the corresponding formula ϕij. That is, for bidder i,
his goalbase is Gi = {(ϕij, wij)}j. Next, we define constraints on subformulas
of the weighted formulas in a goalbase. For each good r and agent i, define a
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binary decision variable yir which is intended to equal 1 iff agent i receives good r.
For each subformula ϕ, define a binary decision variable sϕ, which is intended
to equal 1 iff the allocation satisfies ϕ. Then, define a constraint for each ϕ,
depending on its logical form:

ϕ = p : sϕ ≤ yir (6.1)

ϕ = ¬ψ : sϕ = 1− s¬ψ (6.2)

ϕ = ψ1 ∧ . . . ∧ ψn : n · sϕ ≤
n∑
k=1

sψk
(6.3)

ϕ = ψ1 ∨ . . . ∨ ψn : sϕ ≤
n∑
k=1

sψk
(6.4)

and finally,

Maximize
∑

ϕij an atomic bid

wijsϕij
subject to: (6.5)

∑
i

yir = 1 for all r, and (6.6)

A constraint for each subformula of each atomic bid ϕij. (6.7)

Note that we maximize only over the atomic bids and not their subformulas, as
subformulas have no value independent of the atomic bids which contain them.4

Additionally, we provide constraints for handling negation.5 It it worth noting
that the negation constraints are the only subformula constraints which contain
equalities. This is necessary to ensure bivalence. If, e.g., only sϕ ≤ 1− s¬ϕ were
taken as a constraint, then we would not have ruled out sϕ = s¬ϕ = 0. The
subformula constraints generated from (6.1)–(6.4) are bid satisfaction constraints,
as they ensure that bids cannot be satisfied without the appropriate items being
allocated. The constraints in (6.6) are a combination of preemption and complete
allocation. That is, the ≤ direction allocates each item to at most one agent
(preemption) and the≥ direction allocates each item to at least one agent (complete
allocation—i.e., without free disposal). The complete allocation direction of this
constraint can be dropped for languages which contain only positive formulas and
positive weights without affecting which allocations are optimal, but is necessary
in cases (like task allocation) where bads are being allocated to agents. This is
due to the fact that the objective will be maximized by the auctioneer keeping
items which all bidders wish to avoid. Only in languages which permit mixed

4This differs from Boutilier’s approach, where subformulas are permitted to have their own
weights. E.g., ((p, 5) ∧ (q, 1), 2) is a formula with subweights in Boutilier’s language, which we
would write as the three weighted formulas (p, 5), (q, 1), (p ∧ q, 2).

5Negation does not occur in the languages considered by Hoos and Boutilier [2000], Boutilier
and Hoos [2001], and Boutilier [2002], so Boutilier provides no negation rule.
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weights or negation as a connective can the desire to avoid receiving an item be
expressed, so for these case we need the complete allocation constraint in order to
find nontrivial optima.

Given a set of goalbases {Gi}i in L(forms,R,Σ), the number of binary decision
variables sϕ in the IP corresponding to it is bounded by the sum of the number of
subformulas in each Gi (which is at most the sum of twice the number of formulas
in each Gi) and the number of binary decision variables yir is equal to |A| · |PS|.
Similarly, there will be one constraint for each subformula and |PS| constraints
to ensure preemption. Hence, both the number of decision variables and the
number of constraints is linear in the number of agents, items, and size of the bid
representations.

6.4.4 Branch-and-Bound WDP Algorithms

Branch-and-bound is a tree-based search algorithm which uses heuristics to prune
branches from its search tree. We first describe branch-and-bound abstractly, and
follow with an explanation of how we apply branch-and-bound to the WDP.

Consider any search problem with a finite search space. Branch-and-bound
searches by building a tree from that search space. Each node in this tree is a
subset of the search space, a set of solutions to our problem. The root of our
search tree is S0, the entire search space. We expand the tree by selecting a leaf
S and adding as its children some proper nonempty subsets S1, . . . , Sk (k ≥ 2)
which cover S. (If S is a leaf and a singleton, it cannot be further expanded.)

Each element of our search space can be measured for its “quality”, i.e., how
good a solution it is. Similarly, we can measure the quality of sets of solutions.
(How quality is measured is one of the design parameters, which will be discussed
later. Suppose for now that we have some way of measuring quality.) For each
node we build, we estimate the quality of the solutions it contains. To do this, we
have two functions, g and g + h: g(S) is a lower bound on the quality of solutions
in S, while g(S) + h(S) is an upper bound. These bounds are used to direct our
search. For each new node S we create, we calculate g(S) and h(S). If there is
some other node S ′ such that g(S ′) ≥ g(S) + h(S), then S ′ contains a solution
which weakly dominates all solutions in S. Since S ′ contains solutions which are
at least as good as the ones in S, there is no reason to continue searching in S;
we may safely prune S from our search tree.

We repeat this procedure, choosing and expanding weakly undominated leaves,
until we are left with a leaf which is a singleton {s} that weakly dominates all
leaves in the tree. If g is exact for singletons, then this solution, s, is optimal, and
our search is complete. For a schematic representation of the branch-and-bound
algorithm, see Figure 6.1.

In this description, four parts were left underspecified: First, we need a method
for choosing which leaf to expand next; second, we need a method for subdividing
the search space once we have chosen a leaf to expand; third and fourth, we need



6.4. Winner Determination 151

S∗ = S0

while ∃S a weakly undominated nonsingleton leaf do
divide S into a covering ∅ ⊂ S1, . . . , Sk ⊂ S
for all Si do

calculate g(Si), h(Si)
if g(Si) + h(Si) > g(S∗) then

add Si as a child of S
if g(Si) > g(S∗) then
S∗ := Si

end if
end if

end for
end while
return S∗

Figure 6.1: The branch-and-bound algorithm.

lower and upper bounds for the quality of subsets of the search space so that we
can prune away unpromising parts of the search tree. Any branch-and-bound
implementation must fill in these four parts.

Branch-and-bound is well suited for optimization problems where the notion
of a partial solution makes sense. A partial solution defines the set of complete
solutions which extend it, which means that partial solutions can be nodes in a
branch-and-bound tree. If we also have a way of bounding the quality of partial
solutions, then we can use branch-and-bound to incrementally build an optimal
solution.

The WDP for combinatorial auctions is just such a problem. Solutions to the
WDP are complete allocations of the set of goods. Partial allocations simply leave
some goods unallocated, and lower bounds on the values of partial allocations
are easy to calculate from the bids received. We take this approach. When a
leaf/allocation A is to be expanded/extended, we select a good p unallocated in A
and produce as children of A all allocations A′ which extend A by allocating p.
Thus each expanded node will have one child for each bidder in the auction,
since A could be extended by awarding p to any of the bidders in A.

We start with an initial tree consisting of a single node where no goods have
been allocated yet. We maintain a frontier of leaf nodes and a pointer to the
current top allocation A∗ delivering the highest social welfare so far. The algorithm
then repeatedly applies the following steps:

1. Select a node (partial allocation) A from the frontier that still has a chance
of beating the current top allocation A∗: g(A∗) < g(A) + h(A). Any A not
meeting this condition can be removed from the frontier.
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2. Select a good not yet allocated in A: p ∈ und(A).

3. Produce as children of A all allocations A′ which extend A by allocating p.
Thus each expanded node will have one child for each bidder in A. Add all
children to the frontier (and remove A from it).

We stop when there are no more viable partial allocations in the frontier to choose
from (during step 1). As a solution we return (one of) the best (by now complete)
allocations in the final frontier.

A function is called admissible for the purposes of branch-and-bound if the
function is in fact a bound on the quality of a set of solutions. Whenever the
branch-and-bound algorithm is provided with admissible upper- and lower-bound
functions, it is guaranteed to eventually find an optimal solution.

For our purposes g is admissible if it never overestimates the value of the worst
completion of a partial allocation, and g+h is admissible if it never underestimates
the value of the best completion of a partial allocation. Whether a given bound
function is admissible depends on what utility functions the bidders are permitted
to have, which in turn depends on the choice of bidding language. The trivial
lower bound g(A) = −∞ is admissible for any bidding language, but will prevent
any pruning of the search space. It is easy to see that g(A) = sw(A) is admissible
so long as all agents’ utility functions are monotone: There cannot be an agent
who will become worse off by allocating him some items left unallocated in A.
Therefore, this g which calculates attained value is admissible for any bidding
language which permits the representation of monotone utility functions only. The
trivial upper bound g(A) + h(A) =∞ is admissible for any language, but, as with
the trivial lower bound, makes branch-and-bound build the entire search tree.6

Other ways of applying branch-and-bound to the WDP are possible. Our
algorithm branches on goods. Fujishima et al. [1999] and Sandholm and Suri [2003]
have designed search algorithms (CASS and BOB, respectively) where branching
decisions are taken by accepting or rejecting atomic bids (in the OR- or the XOR-
language). According to Sandholm [2006], branch-on-bids formulations of the
search problem tend to yield faster algorithms than branch-on-goods approaches.

The branch-on-bids formulation works as follows: At each node in the search
tree, we select a bid and branch such that along one branch, we accept the selected
bid and along the other we reject it. We reach a leaf in the search tree when
a branch contains a set of bids which is maximal, in the sense that were we to
accept any additional bids, we would no longer have a feasible allocation. The
bids which are available for selection at any node in the search tree are the bids
which are undecided at that node. The undecided bids at a node are the ones
which have neither been accepted nor rejected along the branch leading to that

6The trivial bounds guarantee that every one of the |PS||A|+1 nodes in the search tree will
be visited. A brute-force search will visit only the leaves of this search tree; thus a poor choice
of bounding can make branch-and-bound worse than a brute-force search.
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node, nor do they conflict with any bids which have been accepted along that
branch. In order to keep track of which nodes are available for selection, a conflict
graph is associated with each search tree node. The nodes in the conflict graph
are the undecided bids, and the (undirected) edges mark conflicts between bids.
A selected bid and its neighborhood (the bids it conflicts with) are removed from
the conflict graph which the accepting branch inherits, while only the selected bid
is removed from the conflict graph inherited by the rejecting branch. In this way,
we can easily track which bids are still undecided, and once the conflict graph
has no more edges, we have arrived at a leaf in the search tree and may finish by
accepting all remaining bids in the conflict graph.

Branch-on-bids results in narrower, deeper search trees than branch-on-items
does: A branch-on-items tree will be a |A|-ary tree of depth |PS|, while a branch-
on-bids tree will be a binary tree with depth not exceeding the number of atomic
bids.

For our bidding languages, branch-on-bids corresponds (roughly) to branching
on goals: At each branching point we would have to decide whether to satisfy
(or satisfy the negation of) a given goal of a given agent. Unfortunately, we
cannot immediately adapt the methods developed for standard bidding languages
to our situation. In the standard approach using the OR language, nodes in a
branch-on-bids search tree correspond to partial allocations, but this is not always
the case when branching on goals. For example, if agent i had p ∧ q as a goal and
we wished to branch on that goal, the accepting branch is straightforward—we
would allocate items p and q to i—but the rejecting branch is not, since there
could be many partial allocations where at least one of p and q is not given to
agent i. Either we must associate sets of partial allocations with branches, or we
must forgo binary branching.

Keeping a conflict graph is no longer straightforward, either. The negative
entailment relation for the OR language is simple and symmetric: Two atomic
bids conflict iff they overlap. Moreover, if any three bids conflict, then they do so
because some pair of them conflicts. There is no positive entailment relation among
atomic OR bids at all: There are no 〈X, a〉 and 〈Y, b〉 for which it is always the
case that the second cannot be accepted without also accepting the first. Conflict
among formulas is more complex, in that it is directed. For two formulas ϕ and ψ,
they could be contraries (|= ϕ→ ¬ψ), subcontraries (|= ¬ϕ→ ψ), contradictories
(|= ϕ↔ ¬ψ), or fail to conflict altogether. There are sets of formulas where any
pair is consistent but any three are inconsistent, which indicates that we will not
have a conflict graph, but rather a hypergraph. Finally, it can be the case that
ϕ |= ψ, and so we must also track positive entailment in our graph if we wish
to use it for clearing dead formulas. OR bids may be treated as anonymous for
the purposes of branch-and-bound. Which bidder placed which atomic bid is
irrelevant for determining which atomic bids are accepted in an optimal allocation.
When bidding with formulas it matters which formula belongs to which bidder.
Consider that a ∧ b entails b if both bids belong to the same bidder, but a ∧ b
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entails ¬b if they belong to different bidders. We leave the investigation of this
alternative approach to another occasion.

Finally, it is worth noting that the A∗ algorithm for finding shortest paths
[Hart, Nilsson, and Raphael, 1968] is an instance of branch-and-bound, where
g is the actual distance from the start node to the current node and h is an
underestimate of the distance from the current node to the goal node. (h is an
underestimate because better paths are shorter. By underestimating the distance,
h overestimates the path quality.) A∗ selects the node with the least (best) g + h
as the node to expand next. The algorithm calculates g and h for each neighbor
of the current node, and they too are marked as visited. This continues until the
goal node is reached.

6.5 Heuristics for Winner Determination

In this section, we present the required heuristics for using branch-and-bound to
solve the WDP for three goalbase languages: L(pcubes,R+,Σ), L(pclauses,R+,Σ),
and L(cubes,R+,Σ). As stated in the previous section, a branch-and-bound
implementation requires:

• A lower-bound function,

• An upper-bound function,

• An expansion policy , a function which chooses which undominated node to
expand next, and

• A branching policy , a function which creates the children of nodes chosen
by the expansion policy.

NP-hardness of the WDP precludes the existence of a globally optimal ensemble of
lower- and upper-bound functions and expansion and branching policies (unless, of
course, P = NP). While we cannot find bounds and policies which always perform
well, there might still be choices for these which perform well across a broad range
of cases. For all three languages, we choose to define a lower bound function g and
a marginal upper bound function h, thus making the upper bound function g + h.

6.5.1 Expansion and Branching Policies

Our expansion and branching policies differ across the three languages only insofar
as they rely on language-specific g and h functions for input. Therefore, we present
the expansion and branching policies first, before defining upper and lower bounds
for each language.
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An Expansion Policy

The most obvious expansion policy for any branch-and-bound implementation
is to choose the unexpanded node with the greatest upper bound g + h as the
next node to expand. This is the node with the most potential according to our
upper-bound heuristic, and ordering nodes by their upper bounds is an inexpensive
operation. Ties may be resolved arbitrarily, though best lower bound could be
used as a tie-breaker. Unlike the upper and lower bound functions, there is no
way for an expansion policy to fail, so long as it chooses only unexpanded nodes.

Two Branching Policies

Let A be the set of strictly partial allocations. A function b : A → PS is a
branching policy if for all strictly partial allocations A, b(A) = p for some p which
A does not allocate. For each language we consider here, its marginal contribution
functions h is composed from one hp function for each p ∈ PS. In all cases, hp(A)
is an upper bound on the marginal value of allocating item p.

Definition 6.5.1. We define two branching policies:

• The lexical branching policy is the branching policy b such that b(A) = p,
where p is the lexically least good not allocated by partial allocation A.

• The best-estimate first branching policy is the branching policy b such
that b(A) = p, where p is the lexically least good such that hp(A) =
maxa∈PS h

a(A).

The lexical branching policy is equivalent to branching randomly. As with
expansion policies, no branching policy can fail, though one might direct the
search better than another.

6.5.2 Heuristics for Positive Cubes

The language L(pcubes,R+,Σ) corresponds to the so-called k-additive form for
representing utility functions [Grabisch, 1997; Chevaleyre et al., 2006].7 Intuitively,
the weight given to a cube of the form p1 ∧ · · · ∧ pm may be regarded as the
marginal utility associated with obtaining all of items p1, . . . , pm, beyond the
utility associated with any subset of these. If none of the cubes has a length
exceeding k, then the agent in question is said to have k-additive preferences.
These kinds of languages have been widely used for preference modeling, and
recently their relevance to the theory of combinatorial auctions has also been
recognized [Conitzer et al., 2005].

7To be precise, L(pcubes,R+,Σ) corresponds to the k-additive form with positive coefficients.
See Theorems 3.4.6 and 3.4.15, and Corollary 3.4.9 for details.



156 Chapter 6. Combinatorial Auctions

A Lower Bound Heuristic for Positive Cubes

Because only monotone utility functions are representable in L(pcubes,R+,Σ),
the attained value of a partial allocation, g(A) = sw(A), is an admissible lower
bound.

An Upper Bound Heuristic for Positive Cubes

We now define our upper-bound heuristic for L(pcubes,R+,Σ). For simplicity, we
assume that prior to the use of this heuristic, all goalbases have had duplicate
formulas collapsed, i.e., if (ϕ, x) and (ϕ, y) occur in Gi, they are replaced by
(ϕ, x+ y).

Definition 6.5.2. Define the heuristic function h+
∧ as

h+
∧ (A) =

∑
p∈PS

hp(A),

where

hp(A) = max
i∈A

hpi (A)

hpi (A) =
∑

(ϕ,w)∈Gi

hpi (A,ϕ)

hpi (A,ϕ) =

{
w

|und(A,ϕ)| if (ϕ,w) ∈ Gi, p ∈ und(A,ϕ), and MA
i ? ϕ

0 otherwise.

The intuition embodied here is that we can estimate the marginal value of an
item for an agent by assigning to each item a share of the weight of each positive
cube in which it appears. For example, suppose agent 1 bids {(a∧ b, 6), (a∧ c, 8)},
and agent 2 bids {(a, 6), (b ∧ c, 10)}. Under the empty partial allocation ∅, for
agent 1 we have that ha1(∅) = 6

2
+ 8

2
= 7, hb1(∅) = 6

2
= 3, and hc1(∅) = 8

2
= 4.

For agent 2, we have ha2(∅) = 6, hb2(∅) = 10
2

= 5, and hc2(∅) = 10
2

= 5. Since
each item may be allocated to only one agent, the atom-wise components of the
heuristic “award” each item to the agent for whom that item contributes most:
ha(∅) = 7 since ha1(∅) > ha2(∅), hb(∅) = 5 since hb2(∅) > hb1(∅), and hc(∅) = 5 since
hc2(∅) > hc1(∅). The marginal upper bound h+

∧ (∅) is the sum of the maximum
contributions of the atoms: h+

∧ (∅) = 7 + 5 + 5 = 17. Notice that in this case the
optimal value is 16, which is attained when agent 2 receives all three items; the
heuristic overestimates the optimal value to be 17 instead.

Theorem 6.5.3. The heuristic g + h+
∧ is an admissible upper bound for the

language L(pcubes,R+,Σ).
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Proof. We proceed by showing that g(A′) + h+
∧ (A′) ≤ g(A) + h+

∧ (A) for all
allocations A′ extending A, or equivalently, that g(A′)− g(A) ≤ h+

∧ (A)− h+
∧ (A′).

Fix an allocation A and an item p, where (p, ∗) ∈ A. Let A′ extend A by
assigning p to some agent k. That is, A′ = (A \ {(p, ∗)}) ∪ {(p, k)}, for some
agent k.

If agent k is indifferent to item p (i.e., p /∈
⋃

(ϕ,w)∈Gk
atoms(ϕ)), then there is

no change in utility from A to A′: g(A′)− g(A) = 0. h is a decreasing function
(as allocations are extended), so h+

∧ (A)− h+
∧ (A′) ≥ 0.

Otherwise, suppose that agent k is not indifferent to item p. We have that

g(A′)− g(A) =
∑

(ϕ,w)∈Gk

MA
k ?ϕ

MA′
k |=ϕ

w

since the attained utility of no agent other than k can change from A to A′. Only
p is allocated between A and A′, and for any ϕ which becomes true in A′ it must
be the case that p is the last undetermined atom in ϕ in A. In A, the atom p
carries all of the potential weight of ϕ. That is, hpk(A,ϕ) = wϕ, so∑

(ϕ,w)∈Gk

MA
k ?ϕ

MA′
k |=ϕ

w =
∑

(ϕ,w)∈Gk

MA
k ?ϕ

MA′
k |=ϕ

hpk(A,ϕ).

We have that ∑
(ϕ,w)∈Gk

MA
k ?ϕ

MA′
k |=ϕ

hpk(A,ϕ) ≤
∑

(ϕ,w)∈Gk

hpk(A,ϕ)

because every hpk(A,ϕ) ≥ 0. Further, it is the case that hpk(A,ϕ) ≤ maxi∈A h
p
i (A)

and maxi∈A h
p
i (A) = hp(A) by definition. Thus far, we have that g(A′)− g(A) ≤

hp(A).

Now we work from the opposite end. Observe first that∑
a∈PS
a6=p

(ha(A)− ha(A′)) ≥ 0,

from which it follows that

hp(A) ≤
(∑
a∈PS
a6=p

(ha(A)− ha(A′))
)

+ hp(A).
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Now, hp(A′) = 0 because p is already allocated in A′, and so

hp(A) ≤
(∑
a∈PS
a6=p

(ha(A)− ha(A′))
)

+ hp(A)− hp(A′)

=
∑
a∈PS

(ha(A)− ha(A′))

= h+
∧ (A)− h+

∧ (A′),

which gives us that hp(A) ≤ h+
∧ (A)− h+

∧ (A′).
Together, the first and second parts of the proof show that

g(A′)− g(A) ≤ hp(A) ≤ h+
∧ (A)− h+

∧ (A′),

which was to be proved.

We note that this heuristic is similar in concept, though not in execution, to
the upper-bound heuristic for the OR language used by Fujishima et al. [1999] in
CASS and Sandholm [2002] in BOB,∑

i∈A

c(i) where c(i) = max
j|i∈Sj

pj
|Sj|

,

where the 〈Sj, pj〉 are atomic bids in the OR language andA is the set of unallocated
items along some path of the search tree. This upper bound heuristic assigns
to each unallocated item an estimated value equal to its “fair” contribution to
the best bundle which contains it. (E.g., each of items a, b, and c are considered
to contribute 14 to the bundle 〈{a, b, c}, 42〉.) Because the OR language does
not permit the acceptance of overlapping atomic bids, there is no need for the
heuristic to track which items are already allocated (all items in live bids are still
unallocated) nor to which agent the items are being allocated, which allows it to
be simpler than the one we present.

6.5.3 Heuristics for Positive Clauses

L(pclauses,Q+,Σ) is an interesting bidding language due to its ability to concisely
express substitutes of unequal quality. For example, if I have a Phillips screw I
want to turn, I would prefer to do the job with a Phillips screwdriver, though
I could use an appropriately-sized flathead screwdriver in a pinch (at the risk
of stripping the screw’s head). Therefore, in an auction for a Phillips (p) and a
flathead (f) screwdriver I might bid {(p, 5), (f ∨ p, 1)}.

A Lower Bound Heuristic for Positive Clauses

As with L(pcubes,R+,Σ), the attained value of a partial allocation is an admissible
lower bound heuristic for L(pclauses,R+,Σ), due again to the monotonicity of all
representable utility functions here.
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An Upper Bound Heuristic for Positive Clauses

As before, we assume that duplicate formulas have been collapsed.

Definition 6.5.4. Define the heuristic function h+
∨ as

h+
∨ (A) =

∑
p∈PS

hp(A),

where

hp(A) = max
i∈A

hpi (A)

hpi (A) =
∑

(ϕ,w)∈Gi

hpi (A,ϕ)

hpi (A,ϕ) =

{
w if (ϕ,w) ∈ Gi, p ∈ und(A,ϕ),MA

i ? ϕ

0 otherwise.

This heuristic is similar to h+
∧ ; the difference is that we do not divide by the

number of unallocated atoms in ϕ when defining hpi (A,ϕ).

Theorem 6.5.5. The upper-bound heuristic g+ h+
∨ is admissible for the language

L(pclauses,R+,Σ).

Proof. The argument exactly parallels that given for h+
∧ in the proof of Theo-

rem 6.5.3.

6.5.4 Heuristics for Cubes

L(cubes,R+,Σ) is a potentially attractive bidding language due to its ability to
express marginal utilities easily (which it inherits from L(pcubes,R+,Σ)) as well
as to indicate a desire to avoid certain bundles (useful, for example, if some items
are not goods, but instead undesirable tasks which must be completed by their
winner).

A Lower Bound Heuristic for Cubes

Unlike with L(pcubes,R+,Σ) and L(pclauses,R+,Σ), attained value of partial
allocations is not an admissible lower bound heuristic for L(cubes,R+,Σ). When
all bids are expressed with goalbases containing only positive formulas with positive
weights, the attained value of partial allocations over those bids is nondecreasing
as more items are allocated; for cubes, allocating an additional item might cause a
decline in overall value if some cubes contain negative literals. However, attained
value is admissible for cubes so long as the bids meet the following (rather complex)
condition, which is a sort of localized, conditional, item-specific free disposal:
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For every partial allocation A and each item p left unallocated by A,
there exists a bidder i for whom every extension A′ ⊇ A which also

does not allocate p is such that uGi,Σ

(
M

A′∪{(p,i)}
i

)
≥ uGi,Σ(MA′

i ).

That is, attained value is admissible as a lower bound for cubes so long as we
can always fob off an unwanted item onto some bidder who is not hurt by it.
Fortunately, in an auction with a large number of goods and bidders this condition
will almost always be satisfied. If for each item being auctioned, there is some
bidder whose utility function is locally monotone with respect to that item, then
the condition is met. This could happen if each item has at least one bidder
who is indifferent towards it, or if there is even a single bidder with a monotone
utility function. All test data used in the L(cubes,R+,Σ) experiments on which
we report in Section 6.7.1 meet this condition, and so we were able to use attained
value as a lower bound there.

If this condition cannot be met, then a different function must be used as a
lower bound for L(cubes,R+,Σ). Subtracting the weights of satisfied nonpositive
formulas from the attained value gives us one admissible lower bound, though
it could be rather loose if the disregarded nonpositive formulas have significant
weight. We can do better than this, however: Atoms corresponding to unallocated
items default to false in bidders’ individual models, and MA

i does not preserve
information about whether an atom a is false for agent i because a was allocated
to some agent j 6= i, or because a is still unallocated. Due to this, false atoms
may sometimes turn true for a bidder—but only those atoms which correspond to
unallocated items. Once all of the items named in a formula are allocated, the
truth value of that formula cannot change with the allocation of further items;
hence, it is safe to include in the lower bound bids whose formulas have fixed
truth values. So ∑

i∈A

∑
(ϕ,w)∈Gi,M

A
i |=ϕ

Var(ϕ)∩und(A)=∅

w

is an admissible lower bound for L(cubes,R+,Σ) without any further conditions.

An Upper Bound Heuristic for Cubes

The marginal upper bound heuristic for cubes is similar to h+
∧ for positive cubes,

though now we must take negative literals into account as well.

Definition 6.5.6. Define the heuristic function h∧ as:

h∧(A) =
∑
p∈PS

hp(A),
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where

hp(A) = max
i∈A

(
hpi (A) +

∑
j 6=i

h¬pj (A)
)

h`i(A) =
∑

(ϕ,w)∈Gi

h`i(A,ϕ)

h`i(A,ϕ) =

{
w
|L| if MA

i ? ϕ and ` ∈ L = {ˆ̀ | ˆ̀ a literal in ϕ,MA
i ? ˆ̀}

0 otherwise.

The crucial difference from Definition 6.5.2 is for hp(A), which in this case
maximizes over the estimated contribution of the agent receiving p as well the
agents wishing to avoid p.

Theorem 6.5.7. The upper-bound heuristic g + h∧ is admissible for the language
L(cubes,R+,Σ).

Proof. Fix an allocation A and extend it to A′ by allocating p. If no agent gained
utility from A to A′, then g(A′)−g(A) ≤ h(A)−h(A′) trivially. Otherwise, suppose
that agents j1, . . . , jn experienced a gain from A to A′. g(A′)−g(A) ≤ h`1j1+. . .+h`njn ,
where `i = p if i = k, and `i = ¬p otherwise. Then

h`1j1 + . . .+ h`njn ≤ max
i∈A

(
hpi (A) +

∑
j 6=i

h¬pj (A)
)

= hp(A).

From here, the proof is as for g + h+
∧ in Theorem 6.5.3.

6.6 Experimental Setup

Here we describe some design decisions we faced in our attempts to test the
heuristics and IP described above. In particular, this section revolves around the
generation of test data.

6.6.1 Principles for Generating Realistic Data

In order to test the feasibility of the WDP algorithms detailed above, we need
data against which to test them. Data from real combinatorial auctions would be
best. While we would not expect to find data sets already expressed as goalbases,
these could be constructed from bidders’ preference information if only it were
available. Little has changed since 2000, when Andersson et al. [2000] lamented
the lack of freely-available real-world data. Hence, we are forced to test against
artificial, generated data—so we aim to make that data as realistic as possible. It
is hard to know what counts as realism when we have never seen any real data
before; absent that, we attempt to generate data in a principled way. We state
here several principles which we believe that real-world valuations would follow:
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• Narrow range of values: The valuations of all bidders for a given bundle
of goods will fall within a narrow band. There should be no two agents who
have dramatically different values for the same bundle. This is the case with
everyday goods and typical bidders—the value of a bicycle to Alice will not
be ten or a hundred times what it is to Bob.8

• Few atomic bids: The number of atomic bids for a given set of goods—that
is, the number of equivalence classes of formulas over the atoms representing
those goods—can be quite large. For example, the languages L(pcubes,R,Σ),

L(cubes,R,Σ), and L(form,R,Σ) have, respectively, 2|PS|, 3|PS| and 22|PS|

distinct nonequivalent formulas which could be weighted. For large sets of
goods, bidders could not be expected to weight even a small fraction of the
available formulas.

• Short atomic bids: Bidders are likely to have values for individual goods,
and synergies among goods are more likely to be binary or ternary than they
are to be 10-ary or 100-ary. This seems to reflect common experience. E.g.,
many items have strong synergies in pairs, triples, and quadruples (shoes, a
necklace and a matching set of earrings, automobile tires), but hardly any
have noticeable synergies at much larger sizes. (Are there any 100 goods
in the world, collectibles excepted, where the set of 100 together are worth
significantly more than the value of any 99-good subset plus the value of
the hundredth good alone?)

• No good unvalued: Every good should contribute positive value to some
bundle. Supposing that we are auctioning goods (and not bads) then it
would be strange if there were some item for which no bidder was willing to
offer a nonzero bid.

We do not argue that every real-world instance of the WDP would have these
characteristics, only that it would not be incongruous if one did, and hence an
instance of the WDP having these characteristics might be considered realistic.

We ultimately settled on testing against two data sets. The design of one of
our test data sets is guided by these principles. The other data set, designed to
be simple to generate rather than realistic, was used in our initial work on winner
determination algorithms [Uckelman and Endriss, 2008a], and serves to highlight
how the performance of our branch-and-bound heuristic varies with the type of
problem instances it faces.

8We say everyday goods and typical bidders for good reason—for large differences in valuation
might be possible if, e.g., the bicycle has sentimental value for Alice, or there is some information
asymmetry among the bidders.
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6.6.2 Data Generation

We now describe in detail three data generators—the two we used in our experi-
ments, and one which we did not.

Why We Did Not Use CATS

Combinatorial auctions researchers have devised numerous data distributions
for testing their algorithms [Sandholm, 2002; Fujishima et al., 1999; Boutilier,
Goldszmidt, and Sabata, 1999b; de Vries and Vohra, 2003; Parkes, 1999; Sandholm,
Suri, Gilpin, and Levine, 2005; Andersson et al., 2000]. Leyton-Brown, Pearson,
and Shoham [2000] argued against using these data distributions for evaluating
combinatorial auction algorithms on the grounds that they are ad hoc and have
no clear connection to real-world auctions, and that the lack of standardization
makes comparison of results difficult and so stymies progress in the field. As an
alternative, they devised the Combinatorial Auctions Test Suite (CATS) which is
able to generate test data based on five semi-realistic problems—paths in space,
proximity in space, arbitrary relationships, temporal matching, and temporal
scheduling—and can also generate data using fifteen ad hoc distributions found
in the literature [Leyton-Brown and Shoham, 2006]. After the introduction of
CATS, it was rapidly adopted by combinatorial auctions researchers for evaluating
their algorithms [Sandholm et al., 2005; Gonen and Lehmann, 2000, 2001; Holte,
2001; Schuurmans, Southey, and Holte, 2001; Kastner, Hsieh, Potkonjak, and
Sarrafzadeh, 2002; Zurel and Nisan, 2001]. The uptake of CATS has been so
extensive that today, if an experimental paper on combinatorial auctions algorithms
is submitted to a conference without testing against CATS, the authors will surely
be asked by the referees to justify that decision. As we did not use CATS for our
experiments, we now justify why not.

We did not use CATS because the output it produces is fundamentally unsuit-
able for use with algorithms which operate on goalbase languages. CATS generates
XOR bids. Our succinctness results in Section 6.3.3 indicate that translation from
XOR bids to a goalbase language sufficiently expressive to capture them could re-
sult in an exponential blow-up in bid size. In particular, Theorem 6.3.7 shows that
the XOR language is strictly less succinct than L(pforms,R+,Σ); Theorem 6.3.3
shows that XOR is strictly less succinct than OR, and Theorem 6.3.5 shows that
OR is not more succinct than L(pcubes,R,Σ), from which follows that XOR is
also not more succinct than L(pcubes,R,Σ).

The possibility for exponential blow-up of bids when translating from XOR to
goalbases poses two problems, one computational and the other methodological.
The computational problem we face when doing such translations is that the only
algorithms we know for carrying them out require exponential time. For example,
we can use the Möbius inversion for finding weights if we are translating from
XOR to L(pcubes,R,Σ), but doing so means calculating a weight for every one of
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the 2|PS| positive cubes (see Theorem 3.4.2 and p. 36). Even if we already know
that there are polysize translations from XOR to our target goalbase language,
this only guarantees us that there is some PSPACE algorithm for finding such a
translation. Not only do we not have such an algorithm, but since NP ⊆ PSPACE
it could turn out to be harder to translate from XOR to our target goalbase
language than to solve the WDP in the first place! That is, even if we had optimal
algorithms for translating XOR bids into goalbases, it might be computationally
prohibitive to run them.

The methodological problem with translating from XOR to goalbases is that by
using translated input, we are measuring hammers for how well they drive screws.
There is no sense in which the goalbases which would result from translation
out of the XOR language would be natural input for goalbase WDP algorithms.
Bidders creating bids in a goalbase language are unlikely to write the huge bids
which could result from translation. What we are interested in is the performance
of our algorithms on the input for which they were designed, not on input which
is the result of translation; hence, we did not use CATS.

Random Data Generation

Our random data generators are quite simple:

• For L(pcubes,R+,Σ) and a fixed number of goods m, we generate goalbases
as follows: For each agent, we randomly choose an integer in [1, 2m] to be
the number of formulas in that agent’s goalbase, with each potential atom
appearing in a given positive cube with probability 0.5. (This makes positive
cubes of middling length more probable than very short or very long ones.)
Each cube thus constructed is given a random integer weight uniformly
chosen from [1, 10].

• For L(pclauses,R+,Σ) and a fixed number of goods m, we generate goalbases
as follows: For each agent, we randomly choose an integer in [1, 2m] to be
the number of formulas in that agent’s goalbase, with each potential atom
appearing in a given positive clause with probability 0.5. Each clause is
given a random integer weight uniformly chosen from [1, 10].

• For L(cubes,R+,Σ) and a fixed number of goods m, we generate goalbases
as follows: For each agent, we randomly choose an integer in [1, 2m] to be
the number of formulas in that agent’s goalbase, with each potential atom
appearing in a given cube with probability 0.5, and, if appearing, positive
with probability 0.5 and negative otherwise. (That is, an atom will appear
positively with probability 0.25, negatively with probability 0.25, and not
at all with probability 0.5.) Each formula is given a random integer weight
uniformly chosen from [1, 10].
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for all agents do
for k ∈ 1, . . . , |PS| do

randomly choose
⌈
pk ·

(|PS|
k

)⌉
distinct k-pcubes

for all chosen k-pcubes ϕ do
choose a random r ∈ [0, 1]
if k = 1 then
wϕ := bin(ϕ) · basevalue · (1 + (2r · variance))

else
wϕ := uG(atoms(ϕ)) · variance · r

end if
G := G ∪ {(ϕ,wϕ)}

end for
end for

end for

Figure 6.2: Principled distribution for L(pcubes,R+,Σ).

Principled Data Generation

Here we aim for test data which follows the principles outlined in the previous
section. Because it is clearest how to follow these principles for L(pcubes,R+,Σ),
we present a data generator for that language only.

We divide the atoms into a number of bins (bins), and specify a base value
(basevalue) and variance (variance), such that the atoms in bin i have value
i · basevalue± variance%. The function bin: PS → {1, . . . , bins} maps each
atom to the bin it occupies. For each k ∈ {0, . . . , |PS|}, we specify a proportion
pk ∈ [0, 1] of the number of k-pcubes which should receive weights. Each agent
receives

⌈
p1 · |PS|

⌉
weighted atoms. Each atom is weighted by the base value of its

bin, adjusted up or down by a variance factor chosen from a uniform distribution.
For any k-pcube ϕ which is longer than a single atom, it will receive additional
weight in proportion to the weight of the state where only its constituent atoms
are true. For a formal statement of the procedure, see Figure 6.2.

The test data generator, dist2, takes as arguments the number of auction
instances to produce, the number of agents and goods for each auction, and for
each k ∈ 0, . . . , |PS|, the proportion of k-pcubes to be weighted. An example of
the output produced by dist2 is seen here, a single auction instance with two
agents and two goods, no 0-pcubes and all 1- and 2-pcubes weighted:

[juckelma@plataan wdp-c]$ ./dist2 1 2 2 0 1.0 1.0

[ { 01,9.97086 10,20.3416 11,1.3874 }

{ 01,9.72613 10,19.9248 11,0.0111367 } ]

Auction instances are delimited by square brackets ([]), goalbases by curly
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braces ({}). The pcubes are represented as binary vectors, where a 1 in position
i indicates that the atom pi occurs in the pcube. Weights are separated from
formulas by commas. The proportion of weighted k-pcubes is assumed to be zero
when not specified for some k.

6.7 Experimental Results

We conducted experiments with two different branch-and-bound solvers, the first
written in Java, and the second a reimplementation of the first in C++, as well as
with a C++ solver which feeds our IP formulation of the WDP to CPLEX. Here
we recount the results of those experiments.

6.7.1 First Solver

The first solver uses test data from the random data generator. The test program,
TestHarness.java, takes as arguments the number of goods and agents for each
auction, the number of auctions to be run, the name of a class to generate goalbases
for each auction, and a list of (class names of) WDP solvers to use for each auction.
Every solver listed is tried for every auction instance, the CPU time expended by
the solver is recorded (some solvers also record additional data), and the values of
the allocations generated by each solver are compared to ensure equality.9

In order to verify the correctness of this solver, we implemented a brute-force
search solver against which to check our branch-and-bound results. Due to the
large search space, it was possible to run the brute-force solver only for small
problem instances.

All experiments reported in this section were conducted on a Fedora 7 Linux
system, using kernel 2.6.23 with a 2 GHz Intel Core 2 Duo T7300 CPU and 2 GB
of RAM, and Sun’s Java SE JVM, version 1.6.0 02.

Results for L(pcubes,R+,Σ)

For the language L(pcubes,R+,Σ), we tested these solvers:

BruteForce A brute-force search. Iterates over all complete allocations, return-
ing the lexically first optimal one.

PCubeLex A branch-and-bound solver, using the upper-bound heuristic g + h+
∧

(given in Definition 6.5.2) and the lexical branching policy.

PCubeBF A branch-and-bound solver, using the upper-bound heuristic g + h+
∧

and the best-estimate-first branching policy.

9Because we are testing solvers which find provably optimal allocations, every allocation
returned should have the same value—though it is possible that two properly-functioning solvers
will find different, but equivalently-valued, optimal allocations.
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Figure 6.3: Nodes created by PCubeLex, averaged over 20 WDP instances of each
size, random data.

Our first experiment tested the BruteForce solver against PCubeLex, both as
proof-of-concept and to establish a baseline for comparison. As expected, the
BruteForce solver is rapidly overwhelmed by the size of the solution space even
for small problem instances. Instances of size (8, 8) (8 agents, 8 goods) which take
nearly 54 seconds to solve by BruteForce can be solved by PCubeLex in less than
0.01 seconds.

Our second experiment tested the branch-and-bound solvers to see how many
partial allocations (nodes) were created for each WDP instance. The number
of nodes created is a useful measure of efficiency for a branch-and-bound solver.
The worst case for any WDP instance with n agents and m goods is that every
partial allocation is built, which amounts to creating a complete n-ary tree of
depth m. (This happens for all instances if the heuristic h(A) =∞ is used, since
no pruning can ever occur.) Figure 6.3 shows the average number of nodes built
during twenty runs of PCubeLex at every size of WDP in [2, 20]× [2, 20]. What
can be seen here is that PCubeLex is quite parsimonious in building nodes. At
(20, 20), PCubeLex builds, on average, only 401 of the 5.5× 1024 possible nodes.
In general, the increase in number of nodes built is rather gentle: At (20, 70), for
example, most instances generate around 1400 nodes.

Our third experiment tested the effect on solver runtime of varying the branch-
ing policy. Intuitively, one would expect that a best-estimate-first branching policy
would produce better performance than a lexical branching policy when used with
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Figure 6.4: CPU time for WDP instances with 20 agents in L(pcubes,R+,Σ) using
the PCubeBF solver, random data.

an upper-bound heuristic which is inexact. (When generating goalbases randomly,
lexical branching is essentially the same as random branching.) However, for
PCubeLex and PCubeBF this turned out not to be the case—the runtime saved in
other parts of the solver by calculating which good to branch on next was usually
consumed by the calculation itself, and so seldom was any gain realized this way.
Our implementation of PCubeBF does not cache the values it calculates for hp

when determining the upper bound for a partial allocation. Essentially all of the
time spent by PCubeBF in implementing its branching policy is spent recalculating
these hps, so a caching implementation could achieve a small edge over PCubeLex,
in the neighborhood of a few percent of total runtime.

In our fourth experiment, we fixed the number of agents at twenty and varied
the number of goods from 1 to 75, and solved 100 randomly-generated (as above)
WDP instances of each size using PCubeBF, the results of which can be seen in
Figure 6.4. Due to our method of randomly generating goalbases, the number of
atomic bids (i.e., weighted formulas) present in any WDP instance will be around
|A| · |PS|. For example, the average instance with 20 agents and 75 items will
contain around 1500 atomic bids. Our best solver for L(pcubes,R+,Σ) on this
data set, PCubeBF, is capable of solving problems with nearly one hundred items
and thousands of bids in under one minute.
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Results for L(pclauses,R+,Σ)

The solvers used for L(pclauses,R+,Σ) were:

BruteForce A brute-force search, as before.

PClauseLex A branch-and-bound solver using g+h+
∨ with the lexical branching

policy.

PClauseBF A branch-and-bound solver using g + h+
∨ with the best-estimate-

first branching policy.

Our first experiment tested the BruteForce solver against the two branch-and-
bound solvers for L(pclauses,R+,Σ), PClauseLex and PClauseBF. Instances of
size (8, 8) which take nearly 98 seconds to solve by BruteForce are solvable by
PClauseLex in 0.65 seconds and by PClauseBF in 0.18 seconds.

Our second experiment compared the performance of the two branching policies.
At each size in [2, 10]× [2, 10], we solved 20 WDP instances with both PClauseLex

and PClauseBF, to compare the number of nodes generated in each case. The
results are shown in Figure 6.5. Here, unlike for our L(pcubes,R+,Σ) heuristics,
the best-estimate-first branching policy contributes dramatically to reducing the
number of nodes built. For instances of size (9, 9), we found that, on average,
PClauseBF built one-seventh the nodes that PClauseLex did.

The third experiment fixed the number of agents at twenty, and solved using the
PClauseBF solver twenty randomly-generated WDP instances with each number
of goods from 1 to 11. The results of this are shown in Figure 6.6. Of note here is
the large variance in runtime between instances of the same size. For example, at
(20, 10) the easiest instance was solved in 0.06 seconds, while the hardest took 505
seconds, i.e., the hardest instance took 8400 times longer than the easiest. (For
comparison, the hardest instances solved by PCubeBF at any given size usually
took only two to three times as long as the easiest instances.)

Results for L(cubes,R+,Σ)

Finally, we present our results for the bidding language L(cubes,R+,Σ), the
most expressive language considered in this chapter. Specifically, L(cubes,R+,Σ)
permits the use of negation, a feature not commonly found in the literature on
combinatorial auctions.

The solvers used for L(cubes,R+,Σ) were:

BruteForce A brute-force search, as before.

CubeLex A branch-and-bound solver using g+h∧ with the lexical branching
policy.

CubeBF A branch-and-bound solver using g + h∧ with the best-estimate-
first branching policy.
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instances of each size, random data.
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Our first experiment tested BruteForce against CubeBF on small instances in
order to establish baseline performance. Instances of size (8, 8) which BruteForce

solves in 70 seconds can be solved by CubeBF in only 6 seconds. The impact
which the addition of negation to the bidding language has can be seen here:
L(pcubes,R+,Σ) instances of size (8, 8) were solved in less than 0.01 seconds by
PCubeBF. Positive cubes are evaluated more rapidly in our implementation than
general cubes of the same length.10

Our second experiment tested the effect of the branching policy on runtime.
At each size in [2, 9]× [2, 9] we solved twenty WDP instances with both CubeLex

and CubeBF, with the results appearing in Figure 6.7. (Here, as elsewhere, we
display number of nodes constructed as a proxy for runtime.) Recall that in the
case of L(pcubes,R+,Σ) we found that best-estimate-first branching provides no
advantage over lexical branching when using h+

∧ as the upper-bound heuristic. Our
experimental results show that this is emphatically not the case for L(cubes,R+,Σ)
and h∧. CubeBF builds only 46% as many nodes on average as CubeLex does for
random instances of size (9, 9)—with a corresponding reduction in runtime—and
the advantage of CubeBF increases with the size of the WDP instance.

Our third experiment fixed the number of agents at twenty and varied the
number of goods from 1 to 8. We used CubeBF to solve 20 randomly-generated
WDP instances of each size, with the results displayed in Figure 6.8. Here it
can be seen again how much the addition of negation to the bidding language
magnifies the difficulty of WDP: The runtime for CubeBF increases tenfold with
each additional item, while the marginal cost in runtime of additional items has a
much gentler ascent for our PCubeBF solver (cf. Figure 6.4).

6.7.2 Second Solver and CPLEX

We tested the C++ implementation of our branch-and-bound solver, described
above, against CPLEX 10.2 and the IP formulation of the WDP, on data from
the principled data generator. The test harness program, test, reads input as
formatted by dist2 from standard input and copies the auction instance back to
standard output, followed by the results for each solver. For example:

[ { 01,9.65404 10,19.5356 11,0.0675854 }

{ 01,10.212 10,20.862 11,1.1696 } ]

0:1 1:1 32.2436 32.2436 5 0

0:1 1:1 32.2436 32.2436 0 0

Each result line indicates an allocation of goods to agents, as item:agent, followed
by the lower and upper bounds achieved by the allocation, the number of nodes
built in the search tree, and the number of system clock ticks it took for the

10Our PCube class must check only two possibilities—present or not—for each atom when
evaluating a positive cube, while our Cube class must check three—positive, negative, absent.



172 Chapter 6. Combinatorial Auctions

 2
 3

 4
 5

 6
 7

 8
 9  2

 3
 4

 5
 6

 7
 8

 9

10
0

10
1

10
2

10
3

10
4

10
5

10
6

N
o

d
e

s
 c

re
a
te

d
CubeLex

CubeBF

Items

Agents

Figure 6.7: Nodes created by CubeLex and CubeBF, averaged over 20 WDP
instances of each size, random data.
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solver to find the given allocation. The first line is the branch-and-bound solver,
the second is CPLEX. In all cases, the lower and upper bounds on the value
of the allocation should be equal to the actual value of the allocation. For the
branch-and-bound solver, this serves as a check on the correctness of the algorithm;
for CPLEX, the result it returns is simply printed twice. The number of nodes
built during the search is relevant only for the branch-and-bound solver. For
CPLEX, this is always given as zero. Finally, the number of clock ticks per second
may vary from machine to machine. In the case of the machine we used, each
clock tick is one-hundredth of a second. The example given above is so small that
it was solved by both solvers in a time below the resolution of the system clock,
hence the number of clock ticks for each is zero.

All experiments reported in this section were conducted on a Fedora 10 Linux
system, using kernel 2.6.27.12 with a 2.13 GHz Intel Core 2 Duo E6420 CPU
and 2 GB of RAM. For the generation of principled data, we used bins = 5,
basevalue = 10.0, and variance = 0.05. (See Section 6.6.2 for the meaning of
these parameters.) The effect of this is to give us five groups of similarly-valued
items, with small but significant synergies among items.

Results for L(pcubes,R+,Σ)

In the first experiment, we tested the C++ implementation of our PCubeBF solver
against CPLEX and the IP formulation of the WDP from Section 6.4.3, for
L(pcubes,R+,Σ). Each solver was run on the same collection of auction instances
to permit a direct performance comparison.

As noted above, both the branch-and-bound solver and CPLEX should always
find allocations of the same value when confronted with the same problem instance.
However, we found that this was not the case here: Sometimes our branch-and-
bound solver found an allocation which had a few tenths or hundredths of a point
of utility more than the allocation found by CPLEX. After checking several of
these by hand, we determined that both solvers were accurately reporting the
value of the allocations they had returned, and thus CPLEX was returning a
(barely) suboptimal allocation. We suspect that this is caused by imprecision in
floating-point arithmetic internal to CPLEX, but at present, we cannot conclusively
account for why CPLEX fails in this way. Though our results suggest that the
WDP can be solved in its IP formulation by CPLEX much faster than it can
be solved by our branch-and-bound solver, we cannot conclude that CPLEX is
always faster, specifically because in some cases it fails (barely) to find an optimal
allocation.

In our second experiment, we ran the CPLEX solver alone on instances much
larger than in the first experiment. As seen in Figures 6.9 and 6.10, the solution
time (both average and worst-case) for our branch-and-bound solver was already
growing dramatically for small problem sizes, while over the same range the growth
of solution time for CPLEX remained low. Using the same data distribution as
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the first experiment, we solved 100 instances of each size in [2, 50]× [2, 50]. As
we approach (50, 50), the maximum solution times have yet to exceed 90 seconds,
while average solution times are near 25 seconds. Clearly solution times are
beginning to ramp up for CPLEX as well, but at (50, 50) our IP is nowhere near
the limit of what CPLEX can handle. There is the possibility that, as in the
first experiment with CPLEX, some of the allocations returned were fractionally
suboptimal; however, in this case almost all problem instances were too large to
solve independently with our branch-and-bound solver, so we have not identified
which instances were not solved optimally.

Here (as in all experiments we ran) the separation between the best and worst
cases is quite dramatic. This indicates that our data distributions generate at
least a few trivial instances of all sizes.

6.7.3 Comparison of Solvers

It is immediately clear from comparing results for the Java PCubeBF solver on the
random distribution in the first experiment with the results for the C++ PCubeBF

solver on the realistic distribution in the second experiment that something strange
is happening: In Figure 6.4, we can see that the Java PCubeBF solver was able
to solve every (20, 20) instance in less than one second, while from Figure 6.10
we can see that instances of size (10, 10) were already taking so long for the C++
PCubeBF solver that it would never have succeeded in solving an (20, 20) instance.
What are we seeing here? Three possibilities present themselves:

• The Java PCubeBF solver is much better than the C++ version.

• The machine that the Java PCubeBF solver ran on is much faster than the
C++ version.

• The random data set is much easier than the realistic one.

The first possibility is easily ruled out, as we found that the C++ solver is ap-
proximately twice as fast as the Java solver when run on the same machine
with equivalent input.11 The second possibility is also easily ruled out, since the
apparently faster solver was run on a (slightly) slower CPU than the apparently
slower solver; there is no reason to think that running the C++ solver on a slower
CPU would speed it up.

This leaves us with the third possibility, namely that the random instances
fed to the Java PCubeBF solver are dramatically easier than the realistic instances
tackled by the C++ PCubeBF solver. In fact, the difference in difficulty is clearly
observable in Figures 6.13 and 6.14. These two figures plot, for each instance size,
the proportion of instances solved in which a single bidder was allocated all of the

11We say equivalent here because the two use a different input format, so we cannot give them
identical input and expect both to operate properly.
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Figure 6.13: Proportion of WDP instances in L(pcubes,R+,Σ) where the optimal
allocation found by the Java PCubeBF solver awarded all goods to one agent,
random data.

goods. For the realistic data, this proportion drops very quickly as the number
of items and agents increase, and is almost zero for instances of size (10, 10) or
larger.12 For the random data, until the items began to outnumber the agents it
was virtually always the case that all items were awarded to a single agent, and
even thereafter a significant portion of the instances had a single winner. In cases
where there is a single-winner optimum, this could indicate that only one bidder
bid competitively, and in such cases most branches are pruned immediately; this
will not be the case when several bidders place similar bids, as can happen with
the realistic data.

In Sandholm’s survey of WDP algorithms, we find the claim that “[o]n easier
distributions . . . optimal winner determination scales to hundreds or thousands
of items and tens of thousands of bids in seconds” [Sandholm, 2006]. Our best
solver for L(pcubes,R+,Σ), PCubeBF, is capable of solving problems with nearly
one hundred items and thousands of bids in under one minute on our random
distribution, which, as argued above, appears to be rather easy. Improvements in
the performance of PCubeBF could likely be obtained by implementing some simple
optimizations, such as removing satisfied and falsified formulas from goalbases

12The proportions of single-winner allocations were the same for both solvers, which is why
only one series of data is visible in Figure 6.14. This is not surprising, as the proportion of
single-winner allocations is a property of the input, not of the solver.
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Figure 6.14: Proportion of WDP instances in L(pcubes,R+,Σ) where the optimal
allocations found by the C++ PCubeBF solver and CPLEX awarded all goods to
one agent, principled data.
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as we build the tree of partial allocations, though optimizations of this sort are
unlikely to garner us the several-orders-of-magnitude speedup it would take for
PCubeBF to be competitive with state-of-the-art solvers. An upper-bound heuristic
tighter than h+

∧ might deliver better performance, as might the application of
other combinatorial optimization techniques.

6.8 Conclusion

In this chapter, we set out to compare our goalbase languages with the OR/XOR
family of languages and to demonstrate the feasibility of using goalbase languages
for bidding in combinatorial auctions. As expected, neither the OR/XOR/OR∗

languages nor goalbase languages dominate in terms of succinctness. This tells us
that the combinatorial auction designer will want languages from both families
in his toolbox. Whether an OR/XOR or goalbase language should be preferred
for any particular domain may additionally depend on issues such as cognitive
relevance and ease of elicitation, and is a question we leave for future work.

In Section 6.4.4 we presented the branch-and-bound method for solving the
WDP, and in Section 6.5 we gave examples of admissible heuristics for several
goalbase languages. In Section 6.4.3 we presented a integer programming formula-
tion of the WDP for sum languages. With the WDP written as an IP, we may
take advantage of powerful off-the-shelf IP solvers such as CPLEX for finding
solutions to the WDP. All of these we proceeded to test for performance on two
kinds of data, one random and one generated according to certain principles of
realism, found in Section 6.6.1.

The results of our experiments indicate, first, that using goalbase languages for
bidding is feasible. The results for CPLEX in Section 6.7.2 show that the natural
IP formulation of the WDP for goalbase languages could be used for auctions
of moderate size without special tuning or resorting to expert knowledge about
CPLEX. An expert in integer programming, CPLEX, or both might well be able
to reduce the solution time we have achieved here. The speed of our branch-
and-bound solver depends jointly on the tightness of the upper bound heuristic
used and the speed with which the upper bound heuristic can be calculated.
Tighter heuristics will prune more of the search tree, reducing the number of
nodes which must be built before finding a provably optimal allocation. None
of our upper-bound heuristics are especially tight, and with some effort could
be tightened. What we do not know is where the balance point between gains
from better pruning and losses from increased heuristic computation time is;
further tightening would surely reduce the number of nodes built, but we do not
know if further tightening would reduce computation time. We do know that
tightening the upper bound heuristics would enable our solver to tackle larger
problem instances, even if doing so would make the solver slower: The limiting
factor for our solver on larger instances was not time—we could have allowed the
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solver to run longer—but rather memory in which to store the enormous number
of nodes it generated. Furthermore, other combinatorial optimization techniques
could presumably be applied to obtain even better performance. As our goal was
to demonstrate feasibility, not to produce a state-of-the-art solver ourselves, we
are happy to leave this work to experts on combinatorial optimization.




