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Markov Process Models for Discrimination

Learning

In this chapter Markov models are discussed as a flexible approach to modeling

(latent) change processes. They can be used for categorical as well as continuous

observed variables, as long as the underlying explanatory variables are categor-

ical. In this chapter, mixtures of Markov models are described as a way of

capturing population heterogeneity. Methods for parameter estimation (subject

to constraints) are presented, as well as methods for hypothesis testing. As an

illustration, mixtures of latent Markov models are used to model data from a

discrimination learning experiment.

2.1 Introduction

The focus of this chapter is on models with discrete states. The system of states

evolves according to transition dynamics with Markov assumptions. Discrete

state models have proven useful in such diverse areas as sociology, psychology, and

economics. In particular, whenever discrete underlying constructs are plausible,

and the data are longitudinal, Markov models are a good option to start modeling

such data. They are usually applied when the data to be modeled are categorical,

but Markov models are not limited to such data.

Because Markov models are extremely flexible for the purpose of modeling

change, their use is widespread. For example, in operational research so-called

Markov decision models have been applied to problems in water resource man-

agement, epidemics and sales promotion. See White (1993) for a survey of ap-

plications in operational research. In epidemics, for example, equilibrium states

of predator-prey relationships can be modeled as states in Markov models. In

economic science, Markov models are applied in predicting successive stages of

economical development, periods of regression and expansion of the economy, and

to pursue the holy grail: predicting the stock markets. The different stages of

development, and regression or expansion form the discrete states in the Markov

models applied in these areas. See for an application Ghysels (1994), and for
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a rather more theoretical treatment of Markov-switching dynamics C.-J. Kim

(1994).

In psychology, Markov models have a long history, going back at least to

Miller (1952) and Miller and Chomsky (1963). Applications range from the anal-

ysis of social interactions in a situation where people are negotiating (Weingart,

Prietula, Hyder, & Genovese, 1999), to the analysis of EEG measurements in the

prefrontal cortex (Rainer & Miller, 2000). See Wickens (1982b) for an overview of

applications of Markov models in psychology. In most applications in psychology,

the discrete states of Markov models are used to model knowledge or other states

or characteristics of individuals, and possibly their interactions. A recent example

is Böckenholt (1999) who applies Markov models to emotional states and their

relationship to personality factors. In this chapter an application is presented of

Markov models in a learning experiment in which children of different ages and

adults are compared as to the learning strategies they bring to bear on the task.

The organization of the rest of this chapter is as follows. In the next section,

the conceptual background of discrete state models and the transition dynamics

that are used to model processes of change is described. At the end of that

section some pointers to the existing literature on those models are provided.

In the next section, a formal treatment of the Markov model and extensions is

presented. That section also includes the basics of computing likelihoods for such

models and how to estimate and optimize parameters of Markov models. Then,

in the following two sections a discrimination learning experiment is presented

which is used to illustrate a number of possibilities in applying Markov models

to longitudinal data. In the final section, the results, possible extensions, and

suggestions for further research are discussed.

2.2 The Markov model: state space and transition dy-

namics

Markov models are characterized by two main features: a state-space and the

transition dynamics. The state-space consists of a denumerable number of pos-

sible states that a system can be in, usually a finite number. Each state is

characterized by a particular set of measurement results. The time-dependence

of different measurement occasions is, in the Markov model, governed by a tran-

sition dynamical system. The transition dynamics can be both in discrete or in

continuous time, however, in this chapter only data with measurements at regular

discrete time intervals are considered. In the case of discrete time measurement



2.2 The Markov model: state space and transition dynamics 15

occasions and a finite state-space, transitions between states can be described

by a transition matrix containing the probability of remaining in a given state

and the probabilities of moving to another state. An important assumption in

Markov modeling is that the distribution of states at a certain time only depends

on the distribution of states at the previous measurement occasion, but not earlier

occasions. This assumption, the Markov assumption, is detailed below.

Note that in log-linear models, which are frequently applied with discrete,

longitudinal data, the time-dependence of the variables is not explicitly modeled

in the same way as in Markov models. That is, in Markov models the transition

dynamics is an explicit part of the model in the form of transition parameters.

In log-linear models however, transition parameters may be estimated using a

three-way table where one of the variables represents time (see Bijleveld et al.,

1998, for discussion).

The transition dynamics are the main point of interest in Markov models.

That is, the transition dynamics provide us with the changes occurring over

time in data, which is generally the focus of longitudinal research. Even so, a

few words need to be said about the relationship between the states and the

measured variables that are being modeled. There are a number of different

options for this relationship. In the following measured variables are referred to

as indicators. States in a Markov model are levels of a, possibly latent, nominal

variable. In the case of simple Markov models there is a one-to-one relationship

between indicators and states. When someone votes democrat, we count her

in the democrat camp. The focus of research when elections are near is how

many people change their voting intention, due to a debate, say. In many social

science situations unfortunately, things are not that easy. There are two ways

in which the relationship between states and indicators may be different from a

one-to-one relationship. First, there may be measurement error, as frequently

occurs in social science testing and measuring. Subjects may get answers right

by a lucky guess or they may make a mistake and erroneously get an answer

wrong to a question they would otherwise answer correctly. When we wish to

accommodate the possibility of measurement error, we need to use so-called latent

Markov models. In latent Markov models, the relationship between indicator

and state is not one-to-one, but rather modeled by a probability density. Note

however that the relationship would be one-to-one in the absence of measurement

error, i.e., in an ideal world. The second way in which the relationship between

indicator and states in the model can be different from a one-to-one relationship

is usually based on theoretical arguments. For example, in models of learning, as
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elaborated in later sections, it is customary to include a so-called guessing state.

At the start of some learning task, subjects have not gained any knowledge yet,

and consequently their best strategy is guessing for the correct answer. In such

a situation, the relationship between a latent state of the Markov model and the

indicators is some probability function over the different alternatives, usually the

multinomial distribution. Concluding, it may be said that the main distinction

between simple Markov models and latent Markov models is in the relationship

between the states of the model and the indicators. This part of the model is

the measurement part of the model, i.e., it relates the measurements with the

structural variables in the model, the (latent) states. Extending this vocabulary,

the transition matrix, containing the probabilities of switching between (latent)

states, constitutes the dynamic part of the model.

Three other extensions of Markov models are important to mention; they deal

with 1) multiple indicators, or multiple variables measured at each occasion of

measurement, 2) heterogeneity in the population, and 3) heterogeneity in time.

Until now it was assumed that at each occasion a single variable was measured,

i.e. a single indicator, such as correct/incorrect or Democrat/Republican. More

often than not, however, in the social sciences we measure more than one variable

or indicator. These indicators are all supposed to be indicative of some latent

state. Hence, extending Markov models to include the possibility of multiple

indicators is certainly useful. In the formal description of Markov models in the

next section, we not only deal with multiple indicators of the same type, e.g., two

binary indicators for the latent state, but also with the case of mixed indicators.

That is, in the model described fully below, it is also possible to have for example,

one continuous and one binary response at each measurement occasion such that

we have one continuous and one binary indicator. This is particularly useful in

the analysis of psychological data, where we often have a categorical response, but

also a reaction time corresponding with that response. Modeling those reaction

times may prove useful in testing substantial hypotheses about the data at hand.

The second extension of Markov models deals with heterogeneity, which occurs

when subgroups of the population have different transition dynamics or different

response distributions (measurement part of the model). In this case, a multiple

group (latent) Markov model is the appropriate model. Population heterogeneity

is frequently encountered in the social sciences. For example, one can assume that

elderly people are more conservative in their voting behavior. As a consequence,

the transition dynamics, i.e., changing preference from Republicans to Democrats

or vice versa, of elderly people would be different from the dynamics of younger
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people. These assumptions could be tested using a multiple group model.

Another important form of population heterogeneity is latent heterogeneity.

In the example above, the population subgroups are known a priorily. However,

this may not always be the case. As an example, that is treated extensively later

in our illustration, consider learning strategies. For example, in discrimination

learning, two types of learning strategy are used. These strategies can be ex-

pressed in terms of different latent Markov models. Because it is unknown how

many and which subjects use which strategy, the models need to be combined

into a mixture of latent Markov models. Langeheine and van de Pol (1990) use

the term Mixed Markov model and a mixture of Markov models interchangeably.

However, in this chapter we will also use Markov models with mixed indicators,

i.e., discrete and continuous indicators for the latent states, which are denoted

here as mixed Markov models. Note also that Böckenholt (1999) use the term

mixed Markov model to refer to a single latent Markov model with a combination

of fixed and random effects on the parameters, in line with the use of the term

‘mixed’ in the general linear models literature.

In the above example, there are two qualitatively different learning strategies.

However, it is also possible to assume that there is a single learning strategy which

is applied more efficiently as one grows older. This would result in population

heterogeneity, but of a different form. In such a situation, a Markov model with

a covariate would appropriate. In this case, some of the parameters of the model

could be made to depend on age as covariate.

Finally, the third extension of the simple and latent Markov models consid-

ered so far, deals with time heterogeneity. There are two ways to deal with time

heterogeneity. The first possibility is to allow the model to have the transition dy-

namics depend on 𝑡, the measurement occasion, such that transition parameters

are estimated for each 𝑡 separately. For long time series and a limited number of

subjects, as in our example, this is not feasible. Therefore, we consider the second

possibility which is to include time-dependent covariates in the model. Covariates

may be included in a model such that the dynamics of the model changes over

time, or, as is the case in our application, such that the response distributions

are different at different occasions. For example, in economical regime change

models, the interest rate may be a covariate that can influence the probability of

changing from stable markets to unstable markets. Adding all these extensions

to the base models results in a very general model, the mixture of latent mixed

Markov models with time-dependent covariates.

The most comprehensive introduction to Markov models, their relationship
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with latent class models, and their extensions, with references to applications, is

Langeheine and van de Pol (1990). For more specific examples of dealing with

population heterogeneity through mixtures of Markov models or mixed Markov

models see Böckenholt (1999) and Rost (2002). For an educational application

of time-dependent covariates in latent Markov models see Vermunt et al. (1999).

The best overview of applications of (latent) Markov models in the psychology

of learning is Wickens (1982b). For more recent developments in that area,

Katsikopulos and Fisher (2001) is a good choice. Schmittmann, Dolan, van der

Maas, and Neale (2005) discuss latent Markov models with continuous valued

indicators in the context of structural equations models, that is, each state is

characterized by its own factor structure.

2.3 The Markov model: parameters, likelihood and es-

timation

Before providing the full model that is considered later, first a simple example

of a model for three-wave data of two binary items 𝑂1 and 𝑂2 is presented.

The responses are assumed to result from an underlying (knowledge) state 𝑆.

The model is depicted in figure 2.1. Using these notations, the likelihood of the

complete data, i.e., when the states 𝑆 are assumed to have known values, is:

𝐿(𝑂11, 𝑂21, 𝑂12, 𝑂22, 𝑂13, 𝑂23) =

𝑝(𝑆1)𝑝(𝑂11, 𝑂21∣𝑆1)𝑝(𝑆2∣𝑆1)𝑝(𝑂12, 𝑂22∣𝑆2)𝑝(𝑆3∣𝑆2)𝑝(𝑂13, 𝑂23∣𝑆3). (2.1)

Here 𝑆𝑖 denotes the latent state variable at time 𝑖, which has a discrete distri-

bution; in general, 𝑆𝑖 is distributed multinomially with 𝑛 the number of possible

values of the state variable; 𝑝(𝑆1) is the probability distribution of the state vari-

able at time 𝑡 = 1; 𝑝(𝑂∣𝑆𝑖) is the conditional distribution of the responses 𝑂

given the current state, and 𝑝(𝑆2∣𝑆1), and 𝑝(𝑆3∣𝑆2) denote transition probabil-

ities. More generally, of course, it could be the case that the distribution 𝑆3

depends not only on 𝑆2, but also on 𝑆1. In the above equation, the core as-

sumption of Markov models is silently applied. The assumption states that the

current state 𝑆𝑡 of the system to be modeled only depends on the previous state

𝑆𝑡−1, and not on earlier states. Formally this (first-order) Markov assumption is

expressed as:

𝑝(𝑆𝑡∣𝑆1, 𝑆2, . . . , 𝑆𝑡−1) = 𝑝(𝑆𝑡∣𝑆𝑡−1), (2.2)
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and hence the conditional distribution of 𝑆3 only depends on 𝑆2, and not on

𝑆1. This assumption is customarily made in many applications in the psychology

of learning. If the assumption is not met, it is usually possible to increase the

number of latent states in such a way that the assumption is met. This amounts

to fitting so-called higher-order latent Markov models (see Langeheine & van de

Pol, 2000, for discussion).

S1 S2

O11 O21

S3

O12 O22 O13 O23

Figure 2.1: Markov model for 3-wave data of two binary items.

2.3.1 Parameters

Throughout the rest of this chapter we will use the following notations:

𝜋𝑖 := 𝑝(𝑆1 = 𝑖), 𝑖 = 1, . . . , 𝑛 (2.3)

𝑏𝑖(𝑂) := 𝑝(𝑂∣𝑆𝑡 = 𝑖), 𝑖 = 1, . . . , 𝑛 (2.4)

𝑎𝑖𝑗 := 𝑝(𝑆𝑡 = 𝑗∣𝑆𝑡−1 = 𝑖), 𝑖, 𝑗 = 1, . . . , 𝑛, (2.5)

with 𝑛 the number of states of the model, i.e., the number of possible values

the state variable 𝑆𝑡 can assume. Here 𝑛 is assumed to be finite. In words, 𝜋𝜋𝜋

denotes the initial state distribution at 𝑡 = 1, which is a probability vector with∑
𝑖 𝜋𝑖 = 1. Next, 𝑏𝑖(.) is the distribution of the responses or observations 𝑂

conditional on the current state 𝑆𝑡 = 𝑖, which may be written as a probability

matrix when the observations are categorical. For example, for a binary item

𝑂 we have 𝑏𝑖(𝑂 = 1) + 𝑏𝑖(𝑂 = 2) = 1, for each 𝑖. Finally, 𝑎𝑖𝑗 is the transition

probability of moving from state 𝑆𝑡 = 𝑖 to state 𝑆𝑡+1 = 𝑗, which is written as a

probability matrix A. That is, for each state 𝑆𝑖 the transition probabilities sum

to one,
∑

𝑗 𝑎𝑖𝑗 = 1. Heterogeneity in time can be accommodated by specifying

separate distribution functions for each measurement occasion. In this general

case, the distributions depend on 𝑡 and we write e.g. 𝑎𝑖𝑗 = 𝑎𝑖𝑗(𝑡). As a result, the

number of parameters depends on the number of measurement occasions, which

quickly becomes complicated when analyzing long time series. In particular,

in the application that we consider, we have a large number of measurement
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occasions, and a limited number of cases. Therefore, none of the distributions

depends on 𝑡 in this general way. Instead, we deal with heterogeneity in time in a

more parsimonious way by specifying parameters of distributions to be functions

of time-dependent covariates 𝑧𝑡. When that is the case, we write e.g. 𝑏𝑖(𝑂∣𝑧𝑡) =

𝑃 (𝑂∣𝑆𝑡 = 𝑖, 𝑧𝑡).

Using above parameters of the latent Markov model, the likelihood of the

example in equation (2.1) is expressed as follows:

𝐿(𝑂11, 𝑂21, 𝑂12, 𝑂22, 𝑂13, 𝑂23∣𝜆𝜆𝜆) =∑
𝑖, 𝑗, 𝑘

𝜋𝑖𝑏𝑖(𝑂11, 𝑂21)𝑎𝑖𝑗𝑏𝑗(𝑂12, 𝑂22)𝑎𝑗𝑘𝑏𝑘(𝑂13, 𝑂23), (2.6)

where the indices 𝑖, 𝑗, 𝑘 run over possible sequences of states. The likelihood

has to be summed over possible sequences of states, because these are unknown.

Hence, when 𝑆 can take 𝑛 possible values, and when there are three measurement

occasions, there are 𝑛3 summands in the likelihood expression.

2.3.2 Likelihood

The data that we consider in this chapter consist of responses of subjects in

a typical learning experiment. At each trial, a subjects’ accuracy and his/her

response time is measured, that is, the data consists of a bivariate time series

with one binary variable and one continuous variable. The lengths of the time

series vary from 10 to a maximum of 48 trials. The notation O𝑘
𝑇 = O1, . . . ,O𝑇

is used to denote a 𝑘-variate time series of length 𝑇 , where O𝑡 = 𝑂1
𝑡 , . . . , 𝑂

𝑘
𝑡 are

the responses observed at time 𝑡. Using above defined parameters, the likelihood

for such a time series can be expressed as follows:

𝐿(O𝑘
𝑇 ∣𝜆𝜆𝜆) =

∑
𝑆1, ..., 𝑆𝑇

𝜋1 𝑏𝑆1=𝑖(O1)
𝑇∏
𝑡=2

𝑎𝑆𝑡−1=𝑖, 𝑆𝑡=𝑗𝑏𝑆𝑡=𝑗(O𝑡). (2.7)

In words, the sum runs over all possible realizations 𝑆1, . . . , 𝑆𝑇 , which amounts to

𝑛𝑇 summands when 𝑆𝑡 can assume 𝑛 possible values. Henceforth, as a shorthand,

we write 𝑆𝑖 := 𝑆𝑡 = 𝑖.

When local independence is assumed among the items, the distribution func-

tions 𝑏𝑖(O𝑡) can be simplified to:

𝑏𝑖(O𝑡) := 𝑏𝑖(𝑂
1
𝑡 , . . . , 𝑂

𝑘
𝑡 ) =

∏
𝑗=1,...,𝑘

𝑏𝑖(𝑂
𝑗
𝑡 ). (2.8)
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The assumption of local independence is very common in so-called latent vari-

able models. Some even claim that local independence is the defining feature of

latent variable models (see Bollen, 2002, for discussion). In many applications,

local independence is indeed a reasonable assumption. A particular state, e.g. a

knowledge state, an economical state or an attitude, is supposedly the common

cause of the observed variables. This assumption means that the underlying vari-

able that we are interested in, the states in the case of Markov models, causes the

observed variables to have the values that they have. As a consequence, when

conditioning on that underlying variable, the observed variables are independent,

which is expressed in the local independence assumption. Throughout the rest

of the chapter, local independence is assumed for models that are fitted.

Note that so far we have not mentioned any particular assumptions about the

distributions 𝑏𝑖(.). The state variable 𝑆 is distributed multinomially, and so are

the transition probabilities, but for the observation distributions 𝑏𝑖(.), there is no

compelling reason to make any assumptions. As a consequence, they can be any

estimable density function, including the multinomial distribution for categorical

responses, but also the gaussian distribution if, for example, reaction times are

included. In such a case, when there is a categorical response and a continuous

response, the local independence assumption proves very valuable, because there

is no need to deal with the possible correlation structures among these different

variables.

2.3.3 Mixtures of Markov models

To deal with heterogeneity between subjects, in this chapter mixtures of latent

Markov models are considered. Discrimination learning is provided here as an

example to illustrate the need for mixture models. In discrimination learning, the

assumption is that children of increasing age and adults apply a different learning

strategies in solving the task than do younger children. Which strategy each per-

son uses is not immediately clear, but has to be inferred from the responses that

a subject generates. This is in contrast with population heterogeneity between,

say boys and girls, in which case the researchers know a priorily to which group

the subjects belong. In the case of discrimination learning, the goal is to infer the

learning strategy a particular subject has applied from his/her response pattern.

Two strategies are considered here, that are proposed by theoretical considera-

tions. Each of these can be translated into a latent Markov model. The resulting

mixture of latent Markov models consists of two components, one for each strat-
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egy. Before discussing the interpretation of each of the proposed components in

the next section, first, the equations for efficiently computing the log-likelihood

of a mixture of Markov models is presented. Suppose the first component of the

mixture has two states and the following parameters:

A =

(
𝑎11 𝑎12
𝑎21 𝑎22

)
=

(
1 0

𝛼 1− 𝛼

)
and 𝜋𝜋𝜋 =

(
𝜋1

𝜋2

)
. (2.9)

The response parameters 𝑏 are all freely estimated. The second component of the

mixture has three states and the following parameters:

A =

⎛
⎜⎝𝑎11 𝑎12 𝑎13

𝑎21 𝑎22 𝑎23
𝑎31 𝑎32 𝑎33

⎞
⎟⎠ =

⎛
⎜⎝1 0 0

0 𝑔 1− 𝑔

𝛼 𝛽 𝛾

⎞
⎟⎠ and 𝜋𝜋𝜋 =

⎛
⎜⎝𝜋1

𝜋2

𝜋3

⎞
⎟⎠ , (2.10)

where 𝛾 = 1−𝛼−𝛽. When combining these transition matrices and initial state

distributions in (2.9) and (2.10), it can be easily seen that a mixture of latent

Markov models is itself a latent Markov model:

A =

⎛
⎜⎜⎜⎜⎜⎝

1 0 0 0 0

𝛼 1− 𝛼 0 0 0

0 0 1 0 0

0 0 0 𝑔 1− 𝑔

0 0 𝛼 𝛽 𝛾

⎞
⎟⎟⎟⎟⎟⎠ and 𝜋𝜋𝜋 =

⎛
⎜⎜⎜⎜⎜⎝

𝜋1
1

𝜋1
2

𝜋2
1

𝜋2
2

𝜋2
3

⎞
⎟⎟⎟⎟⎟⎠ ,

with the constraint that the 𝜋’s sum to unity. It can easily be seen that computing

the likelihood of such a model leads to many unneccessary computations because

the transition matrix A contains blocks of zeroes that have to be multiplied 𝑇

times for each time series under consideration. Therefore, the likelihood is com-

puted as a mixture of the components above with mixture proportion parameters

𝑝𝑘. The likelihood of a 𝐾-component mixture is written as follows:

𝐿𝑇 (O∣𝜆𝜆𝜆) =

𝐾∑
𝑘=1

𝑝𝑘𝐿𝑇 (O∣𝜆𝜆𝜆𝑘), (2.11)

where 𝜆𝜆𝜆 denotes 𝜆𝜆𝜆1, . . . ,𝜆𝜆𝜆𝐾 , the parameter vectors for the different components

of the mixture, and 𝐿𝑇 (O∣𝜆𝜆𝜆𝑘) denotes de likelihood of each component model.

The mixture proportions sum to unity,
∑

𝑘 𝑝𝑘 = 1. Details of the likelihood

computation are provided next.
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2.3.4 Likelihood & parameter estimation

It should be clear from equation (2.7) that computing the likelihood for even

moderately long time series leads to serious problems. For example, when the

number of states of the model is two, and there are two binary variables measured

at each occasion, i.e., we have 𝑛 = 𝑚 = 𝑘 = 2, and 𝑇 is 20, the contingency table

to be analyzed has 420 = 1099511627776 ≈ 1013 cells. Moreover, the number

of summands to compute the likelihood equals 220 = 1048576 ≈ 106, for each

case. Last but not least, the number of terms in the products for computing the

likelihood is 2×𝑇 multiplied by the number of items. When this product becomes

too high, it will cause underflow problems on every computer, i.e., the numbers

get too small to compute and/or the round-off errors increase exponentially. For

this reason, common programs to do Markov analysis have limits on 𝑇 . Panmark

(van de Pol, Langeheine, & de Jong, 1996) limits 𝑇 to 20 with a single observed

variable at each occasion, whereas in the illustration below, 𝑇 goes up to 48 with

two observed variables at each 𝑡. To avoid these problems, we use a common

estimation procedure from the hidden Markov model literature (Lystig & Hughes,

2002; Rabiner, 1989). This estimation procedure differs in three ways from the

standard latent Markov estimation procedures. First, scaling is used to prevent

underflow problems. Second, the raw data likelihood is computed instead of a

sufficient statistic, i.e. a contingency table, based likelihood. An added advantage

of this is that missing data can be easily dealt with in a similar vein as is done

in for example the Mx-program (Neale, Boker, Xie, & Maes, 2003). Third, a

recursive scheme is used to compute the likelihood which is known as the forward

algorithm such that the number of computations is limited.

Scaling To deal with underflow problems, the joint probability of the data is

first written as a product of conditional probabilities as follows (Lystig & Hughes,

2002):

𝐿𝑇 = 𝑝(O1, . . . ,O𝑇 ) =

𝑇∏
𝑡=1

𝑝(O𝑡∣O1, . . . ,O𝑡−1), (2.12)

where 𝑝(O1∣O0) := 𝑝(O1). Note that rewriting the joint likelihood in this way

does not depend on any particular assumption of (latent) Markov models. There-

fore, the dependence on the model parameters is dropped in the above equation.

The log-likelihood can now be expressed as:

𝑙𝑇 =
𝑇∑
𝑡=1

log[𝑝(O𝑡∣O1, . . . ,O𝑡−1)]. (2.13)
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This formulation of the likelihood prevents underflow to occur for long time series

because the conditional probabilities 𝑝(O𝑡∣O1, . . . ,O𝑡−1) are computed, rather

than the usual probabilities 𝑝(O1, . . . ,O𝑇 ). Next we need to compute these

conditional probabilities using the model parameters.

Forward algorithm Define the forward recursion variables as follows:

𝜙1(𝑗𝑘) = 𝑝(O1, 𝑆1 = 𝑗𝑘) = 𝑝𝑘𝜋𝑗𝑘𝑏𝑗𝑘(O1). (2.14)

𝜙𝑡(𝑗𝑘) = 𝑝(O𝑡, 𝑆𝑡 = 𝑗𝑘∣O1, . . . ,O𝑡−1)

=

[
𝐾∑
𝑘=1

𝑛𝑘∑
𝑖=1

𝜙𝑡−1(𝑖𝑘)𝑎𝑖𝑗𝑘𝑏𝑗𝑘(O𝑡)

]
× (Φ𝑡−1)

−1,
(2.15)

where Φ𝑡 =
∑𝐾

𝑘=1

∑𝑛𝑘

𝑖=1 𝜙𝑡(𝑖𝑘). Note first that the double sum over 𝑘 and 𝑛𝑘 in

equation (2.15) is simply an enumeration of all the states of the model. Because

𝑎𝑖𝑗𝑘 = 0 whenever 𝑆𝑖 is not part of component 𝑘, the sum over 𝑘 can be dropped

from the equation. These equations for computing the likelihood are a general-

ization of the work of Lystig and Hughes (2002) with the inclusion of mixtures of

latent Markov models. Here 𝜙𝑡(𝑗𝑘) is the probability of observing O𝑡 in state 𝑆𝑗𝑘

conditional on having observed O1, . . . ,O𝑡−1. Hence, Φ𝑡 =
∑𝐾

𝑘=1

∑𝑛𝑘

𝑖=1 𝜙𝑡(𝑖𝑘) is

the probability of observing O𝑡 conditional on having observed O1, . . . ,O𝑡−1. The

recursion includes an efficient enumeration of all possible latent state sequences.

Note that computing the Φ𝑡 takes in the order of 𝑆2 computations, and hence

computing the likelihood takes 𝑆2 × 𝑇 computations. Writing out Φ𝑡 for 𝑡 = 3

makes explicit its relationship with equation (2.7):

Φ3 =

{∑
𝑖3

[∑
𝑖2

(∑
𝑖1

𝜋𝑖1𝑏𝑖1(𝑂1)𝑎𝑖1𝑖2

)
𝑏𝑖2(𝑂2)

]
𝑎𝑖2𝑖3𝑏𝑖3(𝑂3)

}
× (Φ1 × Φ2)

−1 .

(2.16)

Note that the triple summation between braces is identical to equation (2.7) for

the case that 𝑡 = 3. The multiplication of this term by (Φ1×Φ2)
−1 takes care of

the scaling at each time point to prevent underflow.

Combining Φ𝑡 = 𝑝(O𝑡∣O1, . . . ,O𝑡−1), and equation (2.13) gives the following

expression for the log-likelihood:

𝑙𝑇 =
𝑇∑
𝑡=1

log Φ𝑡. (2.17)

Lystig and Hughes (2002) also provide gradients of the parameters for the log-

likelihood. Existing programs for latent Markov models such as Panmark (van
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de Pol et al., 1996) and Latent Gold Vermunt and Magidson (2003), cannot han-

dle arbitrarily long time series and do not use raw data likelihoods, such that

missing data can be problematic. The above algorithm for computing the log-

likelihood and the gradients are implemented as a package called depmix in the

R-language for statistical computing (R Development Core Team, 2004). Dep-

mix uses direct optimization of the log-likelihood with a Newton type algorithm

using the gradients whenever they are available (Visser, 2005). Box constraints

on parameters and general linear constraints between parameters (such as the

sum constraints between the mixture proportions and the transition parameters)

are handled by the optimization routines using either penalized log-likelihood or

Lagrange multipliers.

2.4 Discrimination learning and concept identification

As an illustration of the possibilities of mixtures of latent Markov models, they

are applied in analyzing a discrimination learning experiment. Discrimination

learning is typically assessed in a two-choice learning task. After a choice is

made, feedback is given as to the correctness of the choice. From a series of such

trials, subjects have to learn to discriminate which stimuli are correct and which

are false. The data analyzed here are from a study by Raijmakers et al. (2001).

The study is described in some detail before presenting the analyses.

2.4.1 Experiment

Subjects The sample consisted of 249 children from a primary school in The

Netherlands in the age range of 4 to 12 years old and 26 adults, who were first

year psychology students.

Materials and Procedure Discrimination learning was assessed on a two-choice

learning task. Stimuli differed on two dimensions: shape (triangle/ square) and

color (black/white). Stimuli were presented in pairs on a computer screen. The

stimuli that were used in this study are shown in Figure 2.2. The stimulus pairs

were randomized in groups of four. The subjects responded by choosing either

the left or the right stimulus by pressing a marked key on the left or the right

of a keyboard. Feedback consisted of either a cross or a smiley for incorrect and

correct responses respectively. The task of learning to discriminate was continued

until the criterion, that 9 of the last 10 trials were correct, was reached. The task
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comprised a maximum of 48 trials after which the test was interrupted. Each

subject was tested once. Subjects’ responses, including their reaction times, were

recorded on each trial.

Figure 2.2: Stimuli used in the experiment. See the text for details.

Sample Eighty-four subjects did not satisfy the learning criterion of 9 correct

trials in 10 successive trials within the maximum of 48 trials. They were not

included in the analysis because subjects probably did not fully understand the

task. Furthermore, 8 subjects were excluded who made a response in less than 150

ms more than twice. Such selection is done regularly in reaction time experiments:

when subjects respond faster than 150 ms, it is considered unlikely that they have

perceived and processed the stimulus. The remaining reaction times below 150

ms were coded as missing data. However, the accuracy data were kept on these

trials, because during feedback the correct and incorrect choices were indicated

below the stimuli, such that subjects still had the possibility to learn from such

a trial. This resulted in a total of 185 subjects (82 males and 103 females) who

were included in the analyses.

2.5 Mixture models

There has been considerable debate about the nature of discrimination learning

in the psychological literature. One aspect of the debate focusses on the question

whether there are two distinct modes of learning rather than a single mode.

The two proposed modes of learning are rational learning and slow learning (cf.

Kendler, 1979). These modes of learning correspond to two latent Markov models
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which are compared here: the all-or-none model, which has two states, and the

concept identification model, which has three states. Both models have a learned

state, in which subjects are when they have mastered the task (Wickens, 1982b).

In this state, the probability of producing a correct answer is one or close to one.

The all-or-none model proposes that learning is an all-or-none process: either

subjects have mastered the concept or they have not. If they have not, the

probability of producing a correct answer is hypothesized to be 0.5, since there

are two possible alternatives. This is the guessing probability and the knowledge

state that underlies this is called the guessing state. In Figure 2.3a this model is

represented graphically. Once subjects enter the learned state they cannot leave

it, and hence the transition probability 𝑎𝑙𝑙 of remaining in the learned state is one.

The probability of learning 𝛼, i.e., the probability of moving from the guessing

state to the learned state, is estimated. In Markov models of discrimination

learning, this parameter is usually called the learning rate (Wickens, 1982b).

In the concept identification model (ci-model henceforth), an extra assump-

tion is introduced into the model. This assumption is that learning is an hypoth-

esis testing process and that learning only occurs after an error has been made

(Wickens, 1982b). Just as the all-or-none model, the ci-model has a learned state,

which represents the knowledge state of subjects who have mastered the concept.

In this state the probability of an error is zero or close to zero. In addition there

are two other states, a correct state and an error state. Subjects are in the correct

state as long as they produce correct answers, but fail to identify the concept.

Similarly, they are in the error state, when they make an error. By definition,

the probability of an error in the error state is 1, and similarly, the probability

of answering correctly is 1 in the correct state. When in the error state, subjects

choose a new hypothesis about the concept to be learned that is informed by

their last error. The ci-model is depicted in Figure 2.3b.

Based on this theory, Raijmakers et al. (2001) investigated the existence of

two learning modes. They did this by deriving from each model its predicted

distribution of errors in the first 16 trials, and fitting a finite mixture distribution

model on the observed numbers of errors. In this chapter, we extend their work by

fitting mixtures of latent Markov models to the full sequences of responses, instead

of the derived distribution of the number of errors in the first 16 trials. The most

important addition to the Raijmakers et al. analysis is that in our approach all

the parameters of the models can be estimated, whereas for example the error

rates in the learned states were not estimated by Raijmakers et al. These error

rates may in turn influence estimates of other parameters in the model, which in
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Figure 2.3: Learning models.

our approach are estimated simultaneously.

We fitted a number of models to the data. Note that the data consist of series

of correct/incorrect responses of a maximum of 48 trials. So, we have series of

responses of different lengths, in fact varying from 9 to 48 trials for 185 subjects.

In the next two sections, the reaction times were not included in the analyses.

2.5.1 All-or-none models

A number of one component all-or-none models were fitted to the data. The

full all-or-none model has four freely estimated parameters. First, the learning

parameter 𝛼, which is the transition probability of moving from the guessing

state to the learned state. Second, it has an error parameter in the learned state,

denoted 𝑒𝑙, which is the probability of making an error even though the task

has been mastered. This occurs sometimes, especially so in young children, due

to lack of attention or due to inaccuracy. The third parameter is the guessing

parameter, i.e., the probability of a correct answer in the guessing state; it is

denoted 𝑐𝑔. The parameter estimates are in the first line of Table 1, model 2.

The fourth parameter (not in the Table), is the initial state parameter 𝜋𝑙: it is

the probability of starting in the learned state at the first trial. It is estimated at

0.085 with a standard error of .049. In model 2a, this parameter is fixed at zero.
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In models 2b–2d this parameter is also fixed at zero. In the third model (2b),

the guessing parameter 𝑐𝑔 is fixed to 0.5, its theoretical value. This restricted

model is nested within the first model and hence the constraint can be tested

by means of a log-likelihood ratio test. The statistic 𝑙𝑟 = −2 × (𝑙𝑐 − 𝑙𝑢), where

𝑙𝑐 is the log-likelihood of the constrained model, and 𝑙𝑢 is the log-likelihood of

the unconstrained model (2a), is 𝜒2-distributed with the difference in number

of estimated parameters as 𝑑𝑓 . In this case, 𝑙𝑟 = 2.64 with 𝑑𝑓 = 1, which has

𝑝 = .104. Hence, the constraint does not significantly worsen the goodness of

fit of the model, and the constraint can be retained. The fourth model (2c)

constrains the error parameter 𝑒𝑙 to zero, and the fifth model (2d) constrains

both parameters 𝑒𝑙 and 𝑐𝑔. These models are not nested under the other models

and so cannot be tested by the 𝑙𝑟-statistic. Therefore, in Table 1, the AIC and

BIC criteria (Akaike, 1979; Bozdogan, 2000; Golden, 2000) are included as well.

As can be seen from those criteria, both models 2c and 2d fit the data worse than

do models 2a and 2b. According to the AIC, model 2 is the best fitting model,

and according the BIC, model 2b is the best fitting model. We will discuss this

point further in the section on mixture models.

model 𝛼 (se) 𝑐𝑔 (se) 𝑒𝑙 (se) logl AIC BIC free

2 .116 (.010) .511 (.019) .050 (.010) −1532.2 3072.4 3096.3 4

2a .120 (.010) .527 (.017) .044 (.009) −1534.05 3074.1 3092.1 3

2b .125 (.010) 0.5 (fixed) .048 (.009) −1535.37 3074.7 3086.7 2

2c .087 (.007) .589 (.013) 0 (fixed) −1556.64 3117.3 3129.3 2

2d .095 (.007) 0.5 (fixed) 0 (fixed) −1578.89 3159.8 3165.8 1

Table 2.1: All-or-none model fits and parameter estimates. These models have

3 parameters: 𝛼 is the learning parameter, i.e. the probability of a transition

from the guessing state to the learned state, 𝑐𝑔 is the probability of a correct

answer in the guessing state, and 𝑒𝑙 denotes the probability of making an error

in the learned state.

2.5.2 Concept identification models

The ci-model is depicted in Figure 2.3b, it has 3 states. The learned state,

denoted L, is identical to the learned state in the all-or-none model: it represents

the knowledge state when subjects have mastered the task. The other two states

follow from the assumption that learning by hypothesis testing can only proceed

after an error has been made. The states are labeled 𝐺𝑒 and 𝐺𝑐 respectively
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denoting the state in which errors are made and a state in which correct responses

are produced. Hence, for those states, the observation function 𝑏𝑖 is fixed such

that in 𝐺𝑒 the probability of a correct response is zero, whereas in state 𝐺𝑐

the probability of a correct response is fixed to one. Learning can only occur

after an error has been committed and as a consequence, there is a non-zero

probability of moving from state 𝐺𝑒 to state 𝐿, whereas the transition probability

between 𝐺𝑐 and 𝐿 is zero. The probability of moving to state 𝐿 from state 𝐺𝑒

is called the learning rate 𝛼. The other parameters of the model are denoted

𝛽, 𝛾, 𝑔, 𝑒𝑙, and the initial state probabilities 𝜋𝜋𝜋, as they are called in the example

in (2.10). The parameter 𝑔 is the probability of staying in state 𝐺𝑐, hence it is

the probability of getting a correct answer provided that the subject has not yet

learned the task. Similarly, parameter 1− 𝑔 is the probability of moving to state

𝐺𝑐, and hence can be interpreted as the probability of making an error when

the subject has not yet mastered the task. Parameters 𝛽 and 𝛾 are related to

the error state. The assumption in the CI-model is that subjects can only learn

after an error, and they do this by selecting a new hypothesis after making an

error. Consequently, 𝛼 is interpreted as the probability of generating the correct

hypothesis, 𝛽 is interpreted as the probability of generating a wrong hypothesis

leading to an incorrect answer, and 𝛾 is the probability of generating a wrong

hypothesis leading to a correct answer on the next trial. The goodness-of-fit

measures for this and other ci-models are in Table 2.

Assuming that subjects indeed respond according to their current hypothesis,

the probability of committing an error in the pre-solution solution states should

equal 0.5. This assumption translates into two constraints on the transition

matrix parameters: parameter 𝑔 should be fixed at 0.5 and parameters 𝛽 and 𝛾

should be equal to each other. These constraints about the parameters are tested

both separately and together and the resulting log-likelihood ratio statistics with

the full ci-model are reported in Table 2 as models 3b, 3c, and 3d. Table 2 also

provides log-likelihood ratio statistics which are all with respect to model 3a.

From those, it can be seen that both constraints, and the combined constraint

are tenable, i.e., they do not lead to worse models.

In the ci-models, the learning parameter 𝛼 has a very specific interpretation:

it is the probability of selecting the correct hypothesis after committing an error,

in such a way that the new hypothesis is consistent with the last error made. Its

magnitude depends on the hypothesis space that subjects consider. Subjects can

also of course select the correct hypothesis immediately at the first trial. At the

first trial, subjects have not made an error yet, and as a consequence, the proba-



2.5 Mixture models 31

bility of selecting the correct hypothesis should be equal to half the learning rate

𝛼 (Kendler, 1979). This is the case if it is assumed that an error eliminates half

of the possible hypotheses, which is plausible due to the symmetry of the given

hypothesis space. This assumption translates into a constraint on parameters 𝛼

and 𝜋1 such that 𝛼 = 2 × 𝜋1. When at the first trial an incorrect hypothesis

is selected, the probability of a correct answer is equal to the probability of an

incorrect answer. Consequently, similar to the earlier fitted constraints about

the equality of 𝛽 and 𝛾, the initial state probabilities 𝜋2 and 𝜋3 should be equal

as well. The resulting models and their goodness-of-fit statistics are reported

in Table 2 as models 3e, 3f, and 3g for the two constraints combined. Table 2

also provides log-likelihood ratio statistics with respect to model 3a. From the

likelihood ratio statistics, it is clear that the constraints, both singularly and

combined lead to models with poorer goodness-of-fit.

model logl AIC BIC free llr df p(llr) constraint

3a −1532.0 3076.0 3111.9 6 - - -

3b −1533.3 3076.6 3106.5 5 2.6 1 .107 𝑔 = 0.5

3c −1533.7 3077.5 3107.4 5 3.4 1 .058 𝛽 = 𝛾

3d −1534.6 3077.1 3101.1 4 5.2 2 .074 𝑔 = 0.5 & 𝛽 = 𝛾

3e −1536.7 3079.3 3097.3 3 9.4 3 .024 𝛼 = 2× 𝜋1

3f −1536.4 3078.7 3096.7 3 8.8 3 .032 𝜋2 = 𝜋3

3g −1537.4 3078.7 3090.7 2 10.8 4 .029 𝛼 = 2× 𝜋1 & 𝜋2 = 𝜋3

Table 2.2: Concept identification models for discrimination learning. See the

text for details.

2.5.3 Mixture models

There are three important reasons that the single component models are not

adequate descriptions of the data. First, as can be seen in Table 1 of the results

of the all-or-none models, model 2 turned out to be the best model according

to the AIC criterion. For theoretical reasons however, having an initial state

parameter different from zero for the learned state is very undesirable. That is,

the all-or-none model is supposed to describe an incremental learning process,

much like in conditioning. In such a learning process, it is highly unlikely that

the stimulus-response connection already exists before any conditioning has taken

place, i.e., before the presentation of the first trial. Consequently, this model is
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not very attractive. Second, in the ci-models, the constraints on the learning

parameter turned out to be not tenable according to the log-likelihood ratio

statistic. Again, from a theoretical point of view, this is undesirable, because it

contradicts the basic assumption of the model, which is that subjects are using

hypothesis testing to induce the relationships between stimuli and responses.

Third, and finally, theory predicts that during development people shift from an

all-or-none learning strategy to an hypothesis testing strategy. Because subjects

from different ages took part in the experiment, it is natural to expect that the

data reflect different learning strategies. Therefore, in this section, we discuss a

number of mixture models, consisting of all-or-none and ci-model components.

We started with fitting a mixture model consisting of component models 2

and 3a, an all-or-none and CI component respectively. Note that in this model

all the parameters in each component are freely estimated. The fit statistics

of this baseline model are in Table 3, model 5a. In the following, this baseline

model is constrained in three ways. The first parameter that we are interested

in constraining is the non-zero initial probability of the all-or-none component,

𝜋𝑙. Remember that the interpretation of the all-or-none model is that subjects

master the task slowly. This assumption is hard to reconcile with a non-zero

probability of starting in the learned state, that is, mastering the task at the first

trial. Hence, in model 5b parameter 𝜋𝑙 in the all-or-none model is constrained to

zero. This constraint is on the boundary of the parameter space, and as a result

the log-likelihood ratio test cannot be applied. Using the information criteria

AIC and BIC, however, it may be concluded that model 5b is more adequate in

describing the data than model 5a: it is more parsimonious than model 5a, and

has a better BIC value (AIC values are equal).

model logl AIC BIC free llr df p(llr) add’l constr.

5a −1519.6 3061.2 3127.1 11 - - -

5b −1520.6 3061.2 3121.1 10 - - - 𝜋𝑙(𝐴𝑁) = 0

5c −1521.1 3060.1 3114.0 9 1.0 1 .317 𝑐𝑔 = 0.5

5d −1522.0 3054.0 3084.0 5 2.8 4 .592 𝑔 = 0.5 & 𝛽 = 𝛾 &

𝛼 = 2× 𝜋1 & 𝜋2 = 𝜋3

Table 2.3: Goodnes-of-fit measures for mixture models. See the text for de-

tails.

The second constraint that we entered into the mixture model concerns the

guessing parameter 𝑐𝑔 of the all-or-none model. Model 5c implements the con-
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straint in which 𝑐𝑔 equals 0.5, the same constraint that was fitted in model 2b.

The first state of the all-or-none model is the so-called guessing state, and hence

it is interesting to test whether indeed the behavior in that state has a probability

correct of 0.5. The so constrained model is nested under model 5b, and hence

the constraint can be tested with the likelihood ratio test, which is also reported

in Table 3. The associated 𝑝-value is 𝑝 = 0.317, and it can be concluded that

constraining the guessing parameter does not result in worse model fit.

The third constraint, or rather set of constraints, relates to the ci-component

of the model. It contains the four constraints that were also fitted in the ci-

models 3b and 3c, and 3e and 3f. First, the guessing parameter 𝑔 is fixed at

a value of 0.5, corresponding to the idea that having a wrong hypothesis leads

to a wrong answer in 50% of the trials. Second, 𝛽 and 𝛾 are constrained to be

equal. The interpretation of this constraint is as follows: when subjects make

an error, they choose a new hypothesis consistent with their last error. They

choose the correct hypothesis with probability 𝛼, and hence they choose the

wrong hypothesis with probability 1 − 𝛼. Assuming that the hypothesis space

they choose from is symmetrical, the probability of getting the next trial correct

equals the probability of getting an incorrect answer at the next trial. As a

result, these transition probabilities 𝛽 and 𝛾 should be equal. The third and

fourth constraints in the ci-component of the mixture model concern the initial

state probability vector 𝜋𝜋𝜋. The parameters 𝜋𝑒 and 𝜋𝑐 of the correct and error

pre-solution states, are estimated to be equal for similar reasons as that 𝛽 and

𝛾 should be equal. The initial probability of the learned state 𝜋𝐿 is constrained

as: 𝜋𝐿 = 1/2× 𝛼, that is, guessing the correct hypothesis by chance on the first

trial can be done with half the probability of getting the correct hypothesis after

an error because an error deletes half of the possible hypotheses. Model 5d in

Table 3 implements these constraints.

The log-likelihood ratio statistic for model 5d compared with model 5c equals

2.8 with 4 degrees of freedom which corresponds to a 𝑝-value of .592. Conse-

quently, it can be concluded that the constraints are tenable. Also, the informa-

tion criteria AIC and BIC assume their lowest values for this model compared

with the other 2-component models, and the single component models. Hence, it

can be concluded that this mixture model is the best model among the models

that we have fitted to these data.

The parameter values for this model are as follows (standard errors between

parentheses). The mixture proportions are .483 (.109) and .517 (.109) for the all-

or-none and ci-model components, respectively. In the all-or-none component,
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there are two free parameters, the learning rate 𝛼 and the probability of an error

in the learned state 𝑒𝑙. The values for these parameters are 𝛼 = .078 (.013)

and 𝑒𝑙 = .063 (.021), respectively. For the ci-model component, there is one free

parameter in the learned state, the probability of committing an error in the

learned state 𝑒𝑙 = .037 (.014). The other parameters are the transition matrix

and the initial state parameter:

A =

⎛
⎜⎝ 1 (fixed) 0 (fixed) 0 (fixed)

0 (fixed) 0.5 (fixed) 0.5 (fixed)

0.530 (.100) 0.235 (.050) 0.235 (.050)

⎞
⎟⎠ , and 𝜋𝜋𝜋 =

⎛
⎜⎝.265 (.050)

.367 (.025)

.367 (.025)

⎞
⎟⎠ .

(2.18)

The comparison of the fitted models clearly shows that there are two modes

in discrimination learning: one component with subjects who are comparatively

slow learners, with a learning rate of .078, and a component with subjects who

learn by hypothesis testing, which is a much more efficient learning strategy, with

a learning rate of .530. In the sample that we tested, about half of the subjects

(.483) belongs to the slow learners, and the other half to the hypothesis testers. In

the following section, we have a closer look at each of these sub-groups. Moreover,

so far, we have only looked at relative measures of goodness-of-fit whereas it is

interesting to know whether the proposed mixture model is adequate in terms of

absolute goodness-of-fit.

2.5.4 A posteriori distributions

From the fitted models, model 5d best describes the data, providing evidence for

the existence of two distinct learning modes. However, we do not know whether it

is an adequate model in absolute terms. The usual goodness-of-fit test for Markov

models (and latent class models as well), is the 𝜒2-statistic, which is defined over

the complete contingency table of the data. Three characteristics of the data

and the model under consideration prevent the use of this goodness-of-fit statis-

tic. First, because of the different lengths of the observed time series, the cells

in the contingency table would have different reliabilities, thereby compromising

the trustworthiness of the 𝜒2-statistic. Second, and more importantly, because

of the length of the time series involved, the complete contingency table would

have 248 ≈ 1015 and as a result the table would be very sparse. Third, even

if the observed contingency table were available, computation of the expected

contingency table is problematic in the models that we fitted. The reason for

this is that the Markov models have so-called absorbing states and as a conse-
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quence the time series produced by them are not stationary. This means that the

distribution of the possible states changes at each time point. In particular, the

switching process between states ends in the learned state. For example, what

would be the observed proportion of correct responses at trial 15? The answer to

that question depends not only on the model parameters but also on the number

of subjects that have not yet learned until criterion at that trial. There are two

ways around this problem.

First, the contingency table could be made to depend upon the criterion that

was used to cut off the time series produced by the human subjects. This could

be done by a bootstrapping procedure; i.e. generating series of responses from the

model, and cutting them off using the discrimination learning criterion described

earlier. The second possible solution to this problem is getting rid of the learned

states in the model: the trials leading up to the learned state do form a stationary

time series. Below we use this second approach to compute the expected number

of trials until the learned state is reached.

From the parameters of the model, the distribution of the number of trials 𝑛

before entering the learned state can be derived as follows. For the ci-model, the

distribution 𝑑(𝑛) is the following:

𝑑𝑐𝑖(0) = 𝛼/2, (2.19)

𝑑𝑐𝑖(𝑛) = (𝑔(1− 𝛼/2))𝛼(1− 𝑔𝛼)(𝑛−1), 𝑛 > 0, (2.20)

where 𝛼 and 𝑔 are the estimated parameters of the model. For the all-or-none

model the distribution is as follows:

𝑑𝑎𝑛(𝑛) = 𝛼(1− 𝛼)(𝑛−1), 𝑛 > 0, (2.21)

where 𝛼 is the learning parameter of the model. Note that the error parameter

𝑒𝑙, i.e., the probability of making an error in the learned state does not enter into

these computations. The distribution 𝑑 for the mixture model (5d) can simply

be written as:

𝑑𝑚𝑖𝑥 = 𝑝𝑎𝑛𝑑𝑎𝑛(𝑛) + 𝑝𝑐𝑖𝑑𝑐𝑖(𝑛), (2.22)

where 𝑝𝑎𝑛 and 𝑝𝑐𝑖 are the mixture proportions of the respective component mod-

els, and 𝑑𝑎𝑛(0) = 0, because in the all-or-none model one cannot have correct

knowledge before the first trial.

In Figure 2.4, the expected frequencies are plotted as a line. From the ob-

served sequence of trials, it is not clear when someone has mastered the task,
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and therefore we need another criterion. The criterion for learning in the exper-

imental task was to have 9 out of the last 10 trials correct. Hence, as a criterion

for the trial at which subjects master the task, we used the trial of the last error

that subjects made before they started their run of trials that fulfilled the crite-

rion. This run of trials that fulfills the criterion can be either 9 or 10 trials long.

When it is 10 trials long, it contains one error at an arbitrary position, except

the first trial. Using this criterion, we computed the lengths of the series of trials

before mastering the task; this number is denoted 𝑡𝑚. The resulting observed

frequencies 𝑡𝑚 are plotted in Figure 2.4.

Figure 2.4: Histogram of observed trials until criterion. Solid line indicates

expected values.

With the model derived frequencies and the observed frequencies, we can now

compute goodness-of-fit measures for the model. In particular, the 𝜒2 statistic

and the 𝐿2 statistic. For these frequencies, these are: 𝜒2 = 54.29 and 𝐿2 = 53.52.

These statistics both follow a theoretical 𝜒2-distribution. The degrees of freedom

for the statistics are computed as the number cells minus one minus the number

of parameters in the model. In this case, there are 39 observed frequencies, and

three parameters (𝛼𝑐𝑖, 𝛼𝑎𝑛 and one of the mixing proportions 𝑝𝑎𝑛 or 𝑝𝑐𝑖), resulting

in 𝑑𝑓 = 35. The corresponding 𝑝-values are 𝑝(𝜒2 = 54.29, 𝑑𝑓 = 35) = .012, and

𝑝(𝜒2 = 53.52, 𝑑𝑓 = 35) = .023, respectively. Consequently, the model fails to be

completely adequate.

There are a number of possible reasons for this lack of fit. First, the observed

frequencies in the tail of the distribution are very low and hence unreliable. As

can be seen in Figure 2.4, the observed frequencies of 𝑡𝑚 trials upwards of 25
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are mostly one or zero, except where trials equals 38, where the frequency is

two. The contribution of this cell to the 𝜒2-statistic is 6.7. This contribution is

disproportionate in comparison to those of the other cells, which have a mean

contribution of .37 to the 𝜒2. Leaving this cell out of the computation leads

to 𝑝(𝜒2 = 47.62, 𝑑𝑓 = 34) = .061, which is evidence of a reasonable model fit.

Another, probably more important, reason for the lack of fit of the model is

the criterion for determining when subjects have mastered the task from the

observed sequence of responses. This is especially problematic for subjects who

apply hypothesis testing.

Suppose that a subject produces the following series of trials: 1 0 1 1 1 1

1 1 1 1, i.e., one correct response, followed by an error, followed by 8 correct

trials. According to the criterion used above, this subject is scored as having

mastered the task at trial 1, and hence a 0 is entered into the observed frequency

table in Figure 2.4. However, it is quite likely that this subject has in fact

used the feedback at trial 2 to figure out the correct hypothesis. Note that the

criterion was introduced for errors that were made due to lack of attention, or

other non-task related errors. This proved especially useful for young children

who frequently commit such errors. As a consequence, a typical final run of

trials would look something like: 1 1 1 1 0 1 1 1 1 1, i.e., 4 correct answers

followed by an error, and again followed by 5 correct answers. As a result of our

criterion, we may have overestimated the number of subjects who master the task

at trial 1, and underestimated the number of subjects who master the task at

trials 2 or 3 instead. This suspicion is confirmed by looking at the contributions

to the 𝜒2 at early trials. In particular, the individual cell contributions are

20.3, 2.5, 1.4 and 1.7 respectively in the first four cells. In the first two cells, the

model underestimates the number of subjects, whereas in cells 3 and 4, the model

overestimates the number of subjects. For these reasons, we believe the model

actually captures the data quite adequately, and that the deviations that we find

between observed and expected frequencies are an artifact of the criterion that we

used to determine the observed frequencies. Bootstrapping could possibly resolve

these issues (Langeheine, Pannekoek, & VandePol, 1996).

2.6 Models: interpreting the mixture components

The logical next step is to find out what the subgroups corresponding to the mix-

ture components look like. Based on the parameter values of the fitted model,

we computed a posteriori probabilities for subjects to belong to either one of the
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components of the model. Next, to categorize subjects in one of the components,

we simply used a cut-off of 0.5, i.e., when the a posteriori probability for com-

ponent one was higher than 0.5, the subject was categorized as belonging to the

all-or-none learners, and otherwise the subject was categoriized as a hypothesis

tester. From developmental theory, it is expected that younger children are more

likely to use an all-or-none strategy than older children are. This expectation

is confirmed by a positive correlation between age and component membership

𝑐 = 0.353, 𝑡 = 5.1, 𝑑𝑓 = 183, 𝑝 < .001.

2.6.1 Assigning subjects to components

Assigning subjects to components in the manner used above is not completely

satisfactory when trying to form subgroups. In particular, the mixture proportion

for the all-or-none component was .483, but after assigning subjects in the above

described manner, only 52 out of 185 subjects were assigned to the all-or-none

component. This corresponds to a proportion of .281. Similar problems occur in

finite mixture distribution modeling, especially when one of two components has a

much larger variance than the other. The a posteriori probabilities for assignment

to the component with the smaller variance tend to be much higher. Something

similar is happening in the case of our mixture of latent Markov models. This

can be illustrated by a simple example. Subjects in the all-or-none component

have a rather low learning rate. Even so, at least some of the subjects that use

an all-or-none strategy in learning may master the task within the first three or

four trials. Based on the learning rate 𝛼 = 0.078 in the all-or-none component,

we can compute the number of all-or-none subjects that are expected to master

the task within say 3 trials. First compute the number of subjects in the all-

or-none component as 𝑛𝐴𝑁 = 0.483 × 185 = 89. Of those, 0.078 × 89 = 7 are

expected to learn at the first trial et cetera. At trial three, already 19 of 89 all-or-

none learners are expected to have mastered the task. These subjects are most

likely assigned to the ci-component of the model because of their relatively fast

learning. To remedy this, instead of using a simple cut-off at 0.5, we sample from

the a posteriori distribution. That is, given an a posteriori probability of 𝑝𝐴𝑁

of belonging to the all-or-none component, we assign the subject this component

based on a random draw from a uniform distribution between zero and one. This

brings the proportion of subjects assigned to the all-or-none component closer to

the fitted mixture proportion of 0.483. In the next two sections the data are split

into two components using this procedure.
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2.6.2 Covariates

It has been suggested that in all-or-none learning, instead of having a stationary

probability of learning, 𝛼, there should be an increasing probability of learning

with trial number (Estes, 1950). This can be written as 𝛼𝑡 = 𝛼0+𝛽𝑡, where 𝑡 is the

trial number. In the subgroup that corresponds to the all-or-none learners in our

sample, we fitted a model with such a regression on the learning parameter. This

is accomplished by introducing trial number as covariate in the data and fitting

the all-or-none model with the described dependence between 𝛼 and 𝑡. When this

is done in the traditional all-or-none model, without error in the learned state, 𝛽

is estimated at .001, and 𝛼0 = .0517, whereas, without the covariate 𝛼 = .0634.

The so constrained model has an associated log-likelihood ratio of 1.7 (𝑝 = .192),

indicating that adding the parameter does not result in significantly improved

goodness-of-fit.

2.6.3 Combining categorical and continuous data

In the subgroup of subjects that are hypothesis testing according to the ci model,

there are also theoretical expectations about the response times (J. R. Erickson,

Zajkowski, & Ehmann, 1966). In particular, we expect subjects to need more

time to produce a response after they have made an error, because at such trials

they have to select a new hypothesis based on their previous error. To test this

hypothesis, we fitted a number of models which included the reaction times. The

reaction time observed at trial 𝑡 was included as indicator of the latent state

at trial 𝑡 − 1. The reason for introducing this lag in the reaction times is that

these are hypothesized to depend on the feedback provided on the previous trial;

that is, when a subject commits an error, the next trial is hypothesized to be

slow, because the subject has to select a new hypothesis; conversely, when the

current response is correct, the subject can retain his or her hypothesis, and

hence, the response at the next trial will be relatively fast. The data hence

consist of bivariate time series with the accuracy data and the lagged reaction

time at each trial. We limited these analyses to the adult subjects, who follow

a ci-model, only, because the variability in reaction times between the different

age groups is very large.

The first model that was fitted, had both accuracy and lagged reaction time

as indicators for the three latent states. The log-likelihood for this model was

-1907.7, and its parameter values were 𝛼 = 0.523 and 𝑒𝑙 = .043, the error prob-

ability in the learned state. In the mixture models above these parameters were
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0.530 and 0.037 respectively. The estimated reaction times for the three states

were 528.8 ms (sd=173) in the learned state, 1150 ms (sd=1094) in the correct

state, and 1535 ms (sd=840) in the error state, which is in agreement with our

expectations.

To further improve the model, we included trial number as a covariate on

the reaction times in each state, such that the reaction times were now modeled

as 𝑟𝑡𝑡 = 𝑟𝑡1 + 𝛽𝑆𝑖
𝑡𝑛, where 𝑟𝑡𝑡 is the reaction time at trial 𝑡, and 𝑡𝑛 is the

trial number, and 𝛽𝑆𝑖
are the regression coefficients for each state. The log-

likelihood of the resulting model was -1896.4, and again the learning parameter

and 𝑒𝑙 parameter were virtually identical to the above model (0.524 and 0.044

respectively). The mean reaction times for each state were 638 ms (sd=163) in

the learned state, 1226 ms (sd=1095) in the correct state, and 1640 (sd=830)

in the error state. The regression parameters for these states were estimated as

-21.3 in the learned state, -17.0 in the correct state, and -73.5 in the error state.

The log-likelihood ratio statistic for this model is 22.6, with 𝑑𝑓 = 3, which has

a 𝑝−value smaller then 0.001. Hence, adding the regression parameters to the

model results in significantly better goodness-of-fit for the model. As can be seen

from the parameter estimates, our hypothesis about the error and correct states

were confirmed. That is, reaction times at trials after an error has been made are

much slower than reaction times after a correct trial. Moreover, reaction times

decrease sharply throughout the experiment. The regression parameters can be

interpreted as the decrease in reaction times at each trial. So, after an error has

been made, subjects respond relatively slowly at the start, 1640 ms, but their

reaction times quickly decrease after errors, with steps of 73.5 ms.

2.7 Summary and discussion

In this chapter, we have provided an illustration of the use of (mixtures of) latent

Markov models in modeling (multivariate) longitudinal data. In particular, the

results show that there are two qualitatively different modes of discrimination

learning. This was shown by fitting a mixture of two latent Markov models to

the accuracy data of subjects. To further characterize the component with slow

learners, a model with covariates was used to test the hypothesis that these slow

learners may be learning incrementally. The results indicated that that was not

the case. Furthermore, we have shown an example of how reaction times can lend

further support to the hypothesis that a subgroup of subjects learn by a process of

hypothesis testing. A fuller treatment of the substantive issues in discrimination
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learning, and the interpretation of different components of the mixture models

can be found in Schmittmann, Visser, and Raijmakers (2006).

Identifiability problems are pervasive in the application of latent class and la-

tent Markov models (c.f. Wickens, 1982b, chapter 7 for discussion). Using more

than a single indicator may help identification of latent states by providing more

information. In many psychological experiments, reaction times are measured

alongside with accuracy data. However, in most cases, either the accuracy data

or the reaction time data are analyzed, but they are seldomly analyzed simultane-

ously. Using Markov models with multiple indicators can strengthen results based

on accuracy data alone as we have shown in our example with reaction times.

Similarly, covariates can be used to test specific hypothesis but also possibly to

overcome identification issues of latent Markov models.

By presenting fitted models of time series up to lengths of 48 trials, we have

shown the feasibility of fitting latent Markov models for relatively long time se-

ries. Former applications of latent Markov models usually involve a rather limited

number of measurement occasions, with the exception of Böckenholt (1999), who

models 21 measurement occasions. As also Böckenholt (1999) points out, tradi-

tional goodness-of-fit measures, such as the 𝜒2 statistic break down in the face of

long time series, and so alternatives have to be developed for the cases at hand.

Together with the identifiability issues, this subject provides opportunities for

further research.
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