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Abstract – Adaptive learning changes the fitness of a genotype and
either speeds up or impedes evolution of innate (sensu genetically
determined) behaviour according to models that assume different,
fixed levels of learning. Here, we model the rate of evolution when
the costly and adaptive ability to learn evolves. We consider the
behavioural response of a phenotype to an environmental cue,
assume a relation between the cue-value and fitness, and explore
the effect of fixed vs. evolving levels of adaptive learning within a
preset exploratory range of cue-values. Away from the response
that confers maximum fitness, learning accelerates evolution of the
innate response but close to this fitness peak it is the (fixed) level
of learning which determines whether evolution is accelerated or
decelerated. If learning is allowed to evolve and the exploratory
range is large enough, learning evolves either to zero or towards an
optimum, depending on its initial level and the cost. If this level is
beyond the optimum, then the number of generations to reach the
fitness peak of the innate behaviour is greatly reduced. Thus, there
is a threshold level of learning above which joint evolution of
learning and innate behaviour is accelerated.

Key words: Baldwin effect, fitness landscape, evolution of pheno-
type, adaptive learning, evolution of learning.

Evolution proceeds by changes in the genetic make-up, but natural selection
acts on phenotypic differences that have only a partial genetic basis. Thus,

phenotypic variation masks genetic variation, thereby possibly slowing down
evolutionary change (e.g., Falconer 1981). For example, otherwise less fit indi-
viduals effectively mask fitness differences in a genetically variable population,
if they exhibit adaptive learning, i.e., the ability of an individual to modify
behaviour so as to promote fitness. However, a contemporary of Darwin –
Mark Baldwin (1896) – came to the opposite hypothesis: adaptive learning accel-
erates evolution of genetically determined (further referred to as innate) traits.
To date, this hypothesis, also known as the Baldwin effect, was addressed main-
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ly in theoretical studies (Hinton and Nowlan 1987; Fontanari and Meir 1990;
Papaj 1994; Anderson 1995; Mayley 1997; Ancel 1999, 2000; Dopazo et al. 2001;
Borenstein et al. 2006; Paenke et al. 2007; but see Mery and Kawecki 2004 for
an experimental approach). It proposes that selection promotes individuals
capable of acquiring a fitter phenotype by learning when no genetic predisposi-
tion for such a phenotype, as yet, exists. The Baldwin effect predicts that learn-
ing confers a larger fitness increase to those phenotypes (as well as underlying
genotypes) that are relatively closer to the fitness peak (Baldwin 1896).
Therefore, selection will act to improve learning and indirectly also create selec-
tion for innate behaviour. According to Baldwin, in a non-plastic population
selection of fitter genotypes proceeds slower because there is no learning that
confers the additional fitness benefits to genotypes that are already closer to the
fitness peak.

Current theoretical models establish whether the accelerating or the decel-
erating effect of adaptive learning dominates the evolutionary process. The gen-
eral approach is to measure the rate of evolution of an innate behaviour given
different levels of a non-evolving ability to learn. However, the predictions of
these models did not lead to a consensus: some lent support for an accelerating
effect of adaptive learning on evolution (Hinton and Nowlan 1987; Fontanari
and Meir 1990; Ancel 1999, 2000: the norm of reactions model; Mayley 1997),
whereas others supported a decelerating effect (Andersson 1995; Ancel 2000:
the quantitative genetics model, Dopazo et al. 2001). The most recent models
(Paenke et al. 2007; Borenstein et al. 2006) represent attempts at unifying these
different predictions and do so by defining the theoretical conditions under
which one or the other effect of learning prevails. In particular, Paenke et al.
(2007) argue that the curvature of the fitness landscape predicts when non-
evolving and cost-free learning accelerates or decelerates evolution (see also
Egas et al. [2004] for a similar argument). In their model they assume that adap-
tive learning generates a small shift in the expression of a genotype. They show
that if already fitter genotypes gain more fitness due to such an effect of learn-
ing, then fitness differences among neighbouring genotypes will be magnified.
This will result in stronger selection and thus faster evolution of the innate
behaviour. Conversely, if less fit genotypes gain more fitness from learning, then
the fitness differences among the neighbouring genotypes will be reduced. The
result will be weaker selection and slower evolution of the innate behaviour. It
should be noted that the results of Paenke et al. (2007) consider evolution of
innate trait only, while adaptive learning is kept fixed.

Neither Paenke et al. (2007) nor earlier studies addressed the possibility of
the evolution of learning ability itself. A notable exception are the models by
Ancel (2000) and Lande (2009) which consider the evolution of reaction norm
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(i.e., a range of phenotypes that a genotype is able to produce) and not the evo-
lution of learning ability. In the model by Ancel adaptive learning is set at a max-
imum level by assuming that plastic individuals always choose the fittest pheno-
type from their norm of reactions. Ancel shows that such adaptive plasticity
accelerates evolution in the initial stages of the Baldwin effect, i.e., evolution
towards a distant fitness peak. This effect is associated with the initial selection
for the wider norms of reactions. However, the decelerating effect of learning
prevails in the second and final stage of the Baldwin effect. The results of Ancel
are corroborated by the study of Lande (2009) where plasticity is also modelled
as a reaction norm evolving under the Gaussian fitness landscape. These two
studies are a notable exception in the theory of the Baldwin effect by allowing
phenotypic plasticity to evolve jointly with the innate trait (see also studies in the
framework of artificial life/intelligence, e.g., Watson and Wiles 2002, Suzuki and
Arita 2004).

However, learning abilities are known to vary among individuals and there
is growing empirical evidence for a genetic basis so that lower or higher levels
of learning can be selected for (McGuire and Hirsch 1977; Mery and Kawecki
2002; Dukas 2004). In fact, it was already Mark Baldwin whose verbal argument
was based on the assumption that the innate behaviour as well as the ability to
learn are subject to selection (Baldwin 1902).

In the model presented here we simulate evolution on a fitness landscape to
examine whether allowing adaptive learning to evolve accelerates or decelerates
evolution towards the fitness peak of a genetically determined behaviour and
compare this with the scenario in which the ability to learn is fixed.

The model
We consider a population under selection on a continuous phenotypic trait such
as an innate (i.e., genetically determined) behavioural response to a concentra-
tion of a continuous environmental cue (e.g., an olfactory signal). The response
of an innate phenotype to any specific concentration is given by a probability
density function I that is a Gaussian function with a fixed, non-evolving variance
σI

2 and an evolving mean μI:

I(μI,σI,c) = 

Thus μI represents the innate behavioural response that is evolving in this
model. Here c is the concentration of the environmental cue, and we interpret
the variance σI

2 as the measure of the width of the exploratory range of the
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organism (which could in principle also evolve, but this is ignored here). The
mean and variance determine the range of concentrations that an organism
with these phenotypes can explore and consequently learn about. The variance
σI

2 can also be thought of as the reaction norm, but note that this norm has
no assigned hard boundaries (the soft boundaries being determined by the
variance of the distribution function). Given that the variance is not evolving
in our system, for ease of presentation we suppress variate σI when discussing
I(μI,c). In the absence of learning the function I(μI,c) is the probability density
function for a phenotype´s response to differing levels of concentration of
the environmental cue (that the phenotype perceives within its exploratory
range). In biological terms, this model of the innate behaviour can be inter-
preted as the genetically determined response of a predatory mite to a cue of
prey presence whose value is continuous. For example many predatory mites
use herbivore-induced plant volatiles to locate their herbivorous prey; our
model simulates a biological situation where a predatory mite uses a concen-
tration of a single plant volatile to locate prey (as suggested by the study of,
e.g., de Boer and Dicke 2004). The predatory mite responds with certain prob-
abilities, given by a Gaussian function, to a range of concentrations of this
volatile encountered in the environment. The mean of the Gaussian function,
μI, indicates the concentration of the volatile that the predator chooses most
frequently.

The fitness reward obtained in a given value of the concentration c is given
by the function F. In our model fitness function F(c) is also Gaussian with a vari-
ance σF

2 and a mean μF:

F(c) = 

The value of μF is set to zero and the variance σF
2 is set to a fixed value (see

Appendix 6.2). Again for ease of presentation we suppress these two variables
as they are fixed. The mean of this Gaussian function μF indicates the concen-
tration that provides the highest fitness reward.

The measure of adaptive learning is provided by a non-negative value, n.
The learning function L is chosen to be an exponential function with the expo-
nent given by the product of n, a parameter defining the level of adaptive learn-
ing, and F, the fitness pay-off from the response to a concentration of the envi-
ronmental cue:

L(n,c) = exp[nF(c)].
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We represent learning as a multiplicative adjustment to the organism’s innate
response, I(μI,c). Therefore, the probability of response of a phenotype with a
given μI and σI

2 to concentrations lying in the range [c1,c2] is:

∫[c1,c2] I(μI,c)L(n,c)/N(μI,n) dc,

where N(μI,n)= ∫I(μI,c)L(n,c) dc is the normalizing constant (introduced to ensure
that the integral of this response function is equal to one). As shown in Figure
6.1, this procedure introduces the modification that leads to the organism hav-
ing a higher fitness with learning than without. This learning function is bor-
rowed from theoretical models of the behavioural response of ants to scent
trails (Millonas 1992) where the parameter n reflects how closely an ant follows
the scent gradient. This function provides three main advantages. Firstly, it
allows us to model adaptive learning, i.e., learning that modifies the innate
response so as to gain fitness. Secondly, it allows us to vary the level of adaptive
learning by varying the value of parameter n. In particular, the larger the value
of the parameter n, the more precisely the innate probability of response is
adjusted to follow the fitness function. Thirdly, we can allow evolution of learn-
ing ability by making n an evolving variable. Hence both the innate response rep-
resented by μI and the learning ability represented by n are allowed to evolve in
this model. These advantages are not all shared by other systems that model the
learning effect. Such systems include modelling an exploratory range within
which individuals always chooses the single most fitness-rewarding behaviour
(e.g., Ancel 1999, 2000), or modelling a constant phenotypic shift in the direc-
tion of increased fitness (e.g., Paenke et al. 2007). Such approximations either
do not contain an evolving variable quantifying the level of learning or model
the exploratory range rather than adaptive learning.

We calculate the phenotype’s realized fitness W(μI,n) as the sum of fitness
pay-offs obtained from all concentrations sampled by this phenotype with the
probabilities given by the ‘learned’ probability density function:

W(μI,n) = ∫[I(μI,c)L(c,n)/N(μI,n)] F(c) dc – C(n).

N(μI,n) = ∫I(μI,c)L(c,n) dc is the normalizing constant, c = concentration, and C(n)
is the cost of learning given by the function

C(n) = n * κ,

where κ is the cost coefficient. This function assumes that there is a cost of
learning and memory, which is ‘paid’ in terms of energy spent on maintaining
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cognitive structures and/or processes (Dukas 2004; Mery and Kawecki 2003).
Hence, we subtract the cost which is dependent on the level of learning from
the phenotype’s fitness. The value of the cost is a product of the level of learn-
ing and a cost coefficient κ. In absence of empirical evidence we set the cost
coefficient κ equal to either zero or some arbitrary fixed value (see Appendix
6.2).

We assume that evolution of this phenotype proceeds in the direction of
maximum increase in fitness which is given by the gradient vector at this point
in the fitness landscape (Lande 1979; Rice 2004). The gradient vector indicates
the direction and the rate of evolution, assuming that (1) genetic variances of
the evolving traits remain constant in time and are of comparable magnitude,
that (2) there is no genetic correlation between the two evolving traits, and that
(3) genetic variation of these traits is additive. Given these assumptions, we let
the population be represented by a single phenotype on the fitness landscape.
To trace the evolution of such a phenotype that consists of two traits, we cal-
culate the partial derivatives of realized fitness W(μI,n) with respect to the mean
of the innate behaviour μI, and the measure of the learning ability n, to obtain
the gradient vector:

∇W = (∂W/∂μI, ∂W/∂n).

At any point on the fitness landscape, the direction and the magnitude of the
gradient vector provide the direction and the rate of evolution of the pheno-
type. The partial derivative ∂W/∂μI describes the rate of evolution of the innate
behaviour (i.e., the rate of change in the value of the innate response represent-
ed by μI) holding the level of learning n fixed. While the partial derivative ∂W/n
describes the rate of evolution of the level of learning holding the innate behav-
iour fixed. Together these properties allow us to determine (1) the direction and
the rate of evolution of the innate response when the response and learning
ability jointly evolve, (2) the rate of evolution of the innate response given dif-
ferent, yet fixed, levels of learning, and (3) the rate of evolution in the absence
of learning when the innate response completely determines the behaviour.
Comparing (2) and (3) is what occurs in the models of the Baldwin effect to
determine whether adaptive learning accelerates or decelerates evolutionary
change (Papaj 1994; Hinton and Nowlan 1987; Fontanari and Meir 1990; Mayley
1997; Andersson 1995; Ancel 1999, 2000, Dopazo et al. 2001; Borenstein et al.
2006). We expand these models by comparing the predictions generated for (2)
and (3) with those for (1).

The gradient vector points in the direction of the fastest rate of increase in
fitness, given a marginal change in the genetic bases of the two traits underlying
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the phenotype. Therefore it can be interpreted as a measure of the short-term
evolution from one generation to the next (i.e., when a mutation results in a
small phenotypic change). We wish to also infer the effect of learning on long-
term evolution. To this end we calculate the time (in generations) required for a
phenotype to evolve up to a fitness peak (i.e., the optimal value) by re-calculat-
ing the gradient vector at each generation. However, as evolution slows down
dramatically in the vicinity of the fitness peak, for this practical reason we pro-
ceeded with the calculations up to an arbitrarily small distance from the fitness
peak (the value of which is to be found in Appendix 6.2). We therefore com-
pare the rate of short- and long-term evolution given either a fixed or an evolv-
ing learning ability.

Noting that I(μI,c)L(c,n)/N(μI,n) is a probability density function we inter-
pret

E[X] = ∫[I(μI,c)L(c,n)/N(μI,n)] X(c) dc,

as the expected value of the function X(c). Given the specific functions for I, L
and F assumed in this study, we derive the following expressions for the com-
ponents of the gradient vector:

∂W/∂μI = E[F * (1/I)* ∂I/∂μI] – E[F] * E[(1/I)* ∂I/∂μI]
= covariance[F,(1/I) * ∂I/∂μI],

and

∂W/∂n = E[F2] – E[F] * E[F] – κ
= variance[F] – κ.

The derivation of these results is provided in Appendix 6.1. Thus in this study
the rate of evolution in the innate response (∂W/∂μI) depends on the covari-
ance between fitness and a function determined by the innate probability func-
tion and its first derivative, whereas the rate of evolution of learning ability
(∂W/∂n) depends on the variance in fitness as experienced by a phenotype (an
individual receives many pay-offs by exploiting the range of concentration over
its lifetime, i.e., the range of fitness pay-offs weighted by the probability distri-
bution IL/N of this phenotype) and the value of the cost coefficient κ.

Correspondence with the Paenke et al. model
Paenke et al. (2007) focus on the evolution of the innate trait at different fixed
levels of learning. In particular, the authors examine fitness differences among
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phenotypes that differ with respect to the innate trait value, at two different
fixed levels of learning. These fitness differences are reflected in the slope of
the fitness landscape evaluated along the axis of the innate trait (the larger the
slope, the larger are the fitness differences among phenotypes). In this respect
their model is similar to ours. In their model, as in our study, the slope of the
fitness landscape in the direction of the innate trait is given by the component
of the gradient vector ∂W/∂μI, while the sign of the mixed derivative
∂2W/∂n∂μI indicates whether increasing the level of learning results in a steep-
er or milder slope of the fitness landscape in the direction of the innate trait
(i.e., whether improving learning increases or decreases fitness differences
among phenotypes with different innate traits). Paenke et al. derive a correspon-
dence between this general result and the shape of the fitness function (evalu-
ated only in the direction of innate trait). In particular the authors predict that
learning magnifies fitness differences among phenotypes when the fitness land-
scape is convex, and conversely adaptive learning reduces fitness differences
among phenotypes when this fitness landscape is concave.

It is important to stress however that in the model of Paenke et al., the evo-
lution of the phenotype effectively proceeds on a one-dimensional fitness land-
scape because the level of learning remains constant. In our model both the
innate trait and the level of learning are allowed to evolve, and as such the fit-
ness landscape is two dimensional. This allows us to explore evolution in the fit-
ness landscape along three paths: (1) parallel to the axis of the innate behaviour,
holding the level of learning fixed, (2) parallel to the axis of the learning ability,
holding innate behaviour constant and (3) along the path of evolution of phe-
notype, i.e., when both the level of learning and the innate behaviour joinly
evolve. In particular we examine how the short-term evolution from one gener-
ation to the next (as explored in Paenke et al. 2007) translates to changes in the
long-term rate of evolution on a more complex fitness landscape when both the
innate trait and learning evolve.

Results
We follow evolution of a phenotype on a fitness landscape in two parameter set-
tings concerning the exploratory range. These settings are determined by the
ratio of σI

2 (i.e., the exploratory range of a phenotype) to σF
2 (i.e., the range of

all the environmental options). Firstly, we assume a small variance ratio (i.e.,
small exploratory range), meaning that an individual phenotype can sample, and
thus learn, a range of environmental options (i.e., concentrations) much small-
er than the full range σF

2 (Figure 6.1A). This setting corresponds to the effect
of learning being modelled as a small phenotypic shift in the direction of
increased fitness, as in Anderson (1995), Ancel (2000) and Paenke et al. (2007).
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Figure 6.1 An example of innate and learned responses of a phenotype (solid lines) to
a range of concentrations of an environmental cue (x-axis). The probabilities of the
innate response (y-axis on the left hand-side) are provided by a normal distribution
(response ~ N(μI,σI

2)). Responding to any given concentration of the environmental
cue provides a fitness pay-off that is determined by the assumed fitness function (fit-
ness pay-off ~ N(μF,σF

2), dotted line, y-axis on the right-hand side). The phenotype can
explore the range of environmental cues and thus adaptively modify its innate respons-
es within either (A) a small exploratory range σI

2 or (B) a large exploratory range σI
2.

The width of the exploratory range is defined as either small or large relative to the vari-
ance of the fitness function σF

2. Adaptive learning weights the innate probability of
response to a given concentration by the fitness pay-off obtained from choosing this
concentration dependent on the level of adaptive learning n; in the shown examples (A)
n = 500, and (B) n = 20.

(B)

(A)
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Secondly, we assume that σI
2 is large as compared to σF

2 (large exploratory
range), meaning that phenotypes sample, and thus learn, a relatively wide range
of environmental options (Figure 6.1B). This setting corresponds to the effect
of learning being modelled as a large phenotypic shift in the direction of
increased fitness, as in Hinton and Nowlan (1987), Fontanari and Meir (1990),
Borenstein et al. (2006). This correspondence exists in terms of the net effect
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Figure 6.2 The fitness landscape that illustrates the relationship between phenotype
and its realized fitness W (z-axis); the phenotype samples and thus learns within either
(A) a small exploratory range or (B) a large exploratory range. The phenotype is deter-
mined by the innate response (indicated by the mean of a normal distribution μI on x-
axis) and the level of learning n (y-axis). Note that some phenotypes have zero fitness
because for these phenotypes the cost of learning outweighs its benefits. The cost coef-
ficient κ used to calculate this cost is set to equal half the maximum variance in fitness
F as found among all phenotypes (see Appendix 6.2).

(B)

(A)
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of learning on phenotypic fitness and not in terms of the mathematical opera-
tions used to model learning. The two analysed settings for the exploratory
range put different constraints on the potential of adaptive learning to modify
innate behaviour and treat the exploratory range as an aspect of behaviour that
is separate from learning ability (see Appendix 6.2 for the exact values of the
parameters used in these two settings).
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Figure 6.3 The instantaneous rate of phenotype evolution illustrated by the gradient
vector obtained for different phenotypes on the fitness landscape (as shown in Figure
6.2). The phenotypes can sample and thus learn about the environment within either (A)
a small exploratory range, or (B) a large exploratory range. The gradient vector points
in the direction of phenotype evolution, i.e., in the direction of the fastest increase in
phenotypic fitness given a marginal change in the genetic bases of the two traits under-
lying the phenotype. Note that for some phenotypes there is no gradient vector shown;
these phenotypes have zero fitness (compare with Figure 6.2). We trace the instanta-
neous evolution starting from two different initial phenotypes to illustrate the predic-
tions of the long-term evolution towards the fitness peak when both the innate
response and the level of learning evolve.

(B)

(A)
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For any point on the fitness landscape (Figure 6.2A for small exploratory
range, Figure 6.2B for large exploratory range) we evaluate the instantaneous
rate of phenotype evolution provided by the gradient vector at different, but
fixed levels of learning (Figure 6.3A for small exploratory range, Figure 6.3B for
large exploratory range). The rate of evolution of the innate behaviour is
extracted from the gradient vector by taking the length of its horizontal com-
ponent (Figure 6.4A for small exploratory range, Figure 6.4B for large
exploratory range). To assess whether learning accelerates or decelerates evolu-
tion, we compare predictions for when the level of learning n = 0 and when n
> 0 (as in, e.g., Anderson 1995; Ancel 2000; Papaj 1997). Away from the fitness

92

Chapter 6

Figure 6.4 The instantaneous rate of evolution of the innate response holding the level
of learning fixed extracted from the length of the horizontal component of the gradi-
ent vector (as shown in Figure 6.3). The phenotypes can sample and thus learn about
the environment within either (A) a small exploratory range, or (B) a large exploratory
range. For some phenotypes there is no vector shown; these phenotypes have zero fit-
ness (compare with Figure 6.2).

(B)

(A)
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peak for the innate behaviour (Figure 6.2) any fixed level of learning (n) accel-
erates evolution of the innate behaviour (as compared to non-learning) irrespec-
tive of whether the exploratory range is small (Figure 6.4A) or large (Figure
6.4B). Close to the fitness peak for the innate behaviour, it decelerates this
process when the exploratory range is small (Figure 6.4A). However, when the
exploratory range is large, an increase in the fixed level of learning first leads to
accelerated evolution of the innate behaviour up to a point where any further
increase in the level of learning leads to decelerated evolution (Figure 6.4B).

To assess what happens to the evolution of the innate behaviour if we allow
the level of learning to evolve, we can deduce how the level of learning changes
from Figure 6.3 (see superimposed arrows). For a small exploratory range
(Figure 6.3A) it remains rather constant until innate behaviour has evolved to its
fitness peak where there will be selection against learning. For a large explorato-
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Figure 6.5 The time required for a phenotype to evolve up to a fitness peak from an
initial combination of the innate response (x-axis) and the level of learning n (y-axis);
the contour lines indicate the initial phenotypes that require the same number of gen-
eration to reach the fitness peak. The initial level of learning is either (A) kept fixed or
(B) allowed to evolve jointly with the innate behaviour.

(B)

(A)
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ry range (Figure 6.3B) the level of learning will evolve depending on its initial
level, either to zero or towards an optimum. Thus, there is a critical threshold
for the level of learning below which there is selection against learning and
above which selection optimizes the level of learning.

Given these outcomes for the evolution in the level of learning, we can now
assess how they influence the time for the innate behaviour to reach the fitness
peak. For a small exploratory range there will be little impact because learning
hardly changes evolution. For a large exploratory range, however, there will be an
impact due to the bi-stable outcome of evolution in the level of learning, as shown
by comparing Figure 6.5A (fixed level of learning) and 6.5B (evolving level of
learning). Starting from a given phenotype, the number of generations for the
innate behaviour to reach the fitness peak is reduced by orders of magnitude, pro-
vided the initial level of learning is higher than the optimal level of learning (Figure
6.6). If it is smaller, evolving levels of learning increase the number of generations
to reach the fitness peak (though by less than one order of magnitude).
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Figure 6.6 The time required for a phenotype to evolve up to a fitness peak shown as
a function of its initial level of learning n and exemplified for three cases of the initial
innate response (indicated by the means of the normal distribution μI = -20, μI = -10
and μI = -2, shown at the top of each panel). Adaptive learning modifies the innate
response within a large exploratory range and is either kept fixed at the initial level (thin
solid line) or allowed to evolve jointly with the innate behaviour (thick solid line). The
dotted vertical line indicates the optimal level of learning (i.e., the value of n at which
∂W/∂n = 0 given that μI = 0).
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In conclusion, the evolutionary predictions for fixed and evolving learning
are at odds especially when the initial level of learning assumed in the analysis
is beyond the evolutionary optimum. In addition, the evolutionary predictions
are not very different when adaptive learning provides a small fitness return (rel-
ative to the cost of learning), i.e., when the initial level of learning is low or
when adaptive learning is constrained by a small exploratory range.

The evolution of costly learning
We show that given a certain cost of learning, the evolution of learning from
zero is not possible although a medium level of learning is associated with high-
er fitness in the setting of large variance ratio; and depending on the initial level,
adaptive learning evolves either to an optimal level or to zero. Here we explain
how this bi-stable outcome of evolution depends on the cost of learning.

In this model we assume that the cost of learning increases linearly with the
level of learning n, at the rate determined by the magnitude of the cost coeffi-
cient. The analytical result of our model states that the rate of instantaneous
evolution of learning ∂W/∂n equals the variance in fitness F (as evaluated for a
given phenotype) minus the cost coefficient κ (see Appendix 6.1). Thus a phe-
notype experiences selection against learning if the cost coefficient κ > variance
in fitness F evaluated for this phenotype (i.e., ∂W/∂n has a negative sign).
Conversely, a phenotype experiences selection for improved learning if the cost
coefficient κ < variance in fitness F as evaluated for this phenotype (i.e., ∂W/∂n
has a positive sign). In the setting of a large variance ratio the maximum vari-
ance in F, that determines the value of the cost coefficient κ (see Appendix 6.1),
is found for a phenotype with n ≠ 0. Therefore for phenotypes where n = 0 (or
it is very low), the cost coefficient κ > variance in fitness F and these pheno-
types experience selection against learning starting from zero level.

We obtain conditions that favour the evolution of learning from the zero
level by setting the value of the cost coefficient κ to be less than the maximum
variance in F as found among the non-plastic phenotypes, i.e., where n = 0
(effectively this means a lower cost of learning). We illustrate this in the setting
of a large variance ratio by re-calculating the gradient vectors for the situation
where the cost coefficient κ is equal to half the maximum variance found among
the non-plastic phenotypes (Figure 6.7A). The evolution of learning from the
zero level is prevented when the initial phenotype starts far from the fitness
peak as the cost of learning in this neighbourhood still outweighs its benefits.
This phenomenon, however, is reversed near the fitness peak. Moreover some
learning is retained by phenotypes at the optimal innate response as their
exploratory range is wide in comparison with the narrow range of available
environmental options (as determined by σF

2 of the fitness function F). We con-
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clude that, as long as there is a non-zero cost of learning, there exists a critical
threshold for the level of learning below which there is selection against learn-
ing and above which selection optimizes the level of learning. This threshold
moves down with increasing costs of learning. The upper bound to the cost is
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Figure 6.7 The direction and rate of phenotype evolution when the cost of learning is
equal to half the maximum variance in fitness as found among non-plastic phenotypes;
(A) the instantaneous rate of phenotype evolution illustrated by the gradient vector and
(B) the time required for a phenotype to evolve up to a fitness peak shown as a func-
tion of its initial level of learning n exemplified for three cases of the initial innate
response (indicated by the means of the normal distribution μI = -20, μI = -10 and μI
= -2, shown at the top of each panel). Phenotypes learn within a large exploratory range
and the level of adaptive learning is either kept fixed at the initial level (thin solid line)
or allowed to evolve jointly with the innate behaviour (thick solid line). The dotted ver-
tical line indicates the optimal level of learning (i.e., the value of n at which ∂W/∂n = 0
given that μI = 0).

(B)

(A)
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given by the value of the maximum variance in fitness found among all pheno-
types such that if the cost coefficient κ ≥ this maximum variance then improved
learning is always selected against.

Next, we ask how the cost of learning may, indirectly, influence the evolu-
tion of innate behaviour. In our model varying the value of the cost coefficient
κ does not influence the rate of instantaneous evolution of the innate behav-
iour evaluated at a given level of learning n, due to the assumption that the cost
of learning is subtracted from phenotypic fitness and hence it is dropped from
∂W/∂μI. However, the cost coefficient κ may influence the long-term evolution
of innate behaviour by influencing the rate of evolution of adaptive learning. In
the extreme case of cost-free adaptive learning the phenotype evolves almost
exclusively towards improved learning until the level of learning is reached at
which further evolution in both the level of learning and innate behaviour is so
slow as to be negligible. Thus if there is a non-zero cost of learning and the cost
coefficient κ is less than the maximum variance in fitness F found among all
possible phenotypes, then we find an optimal level of learning n ≠ 0. If the ini-
tial level of learning is higher than this optimum then the long-term evolution
of the innate behaviour is greatly accelerated provided that learning is allowed
to evolve (compare thin and thick lines in Figure 6.7B). However, levels of
learning below the optimum decelerate evolution of the innate behaviour.

Discussion
In this article, we construct a general model and provide it with specific functions
to test the Baldwin effect, i.e., the hypothesis that adaptive learning accelerates
the rate of evolution of innate (i.e., genetically determined) behaviour. Our
model allows for the evolution of innate behaviour given different but fixed lev-
els of adaptive learning (i.e., level of learning, n, where learning occurs within a
predefined (small or large) exploratory range) but also when adaptive learning is
an evolving trait in itself. We find that fixed levels of learning decelerates evolu-
tion of the innate behaviour (as compared to non-learning) when this behaviour
is close to the response that confers highest fitness. However, away from this fit-
ness peak learning accelerates this process. Both results are in agreement with
Ancel (2000) and Lande (2009). We further show that allowing levels of learning
to evolve greatly reduces the time to reach the fitness peak (i.e., by orders of mag-
nitude), given that (1) learning is realized within a sufficiently large exploratory
range, (2) learning has a fitness cost, and (3) the initial level of learning is higher
than the evolutionary optimum. We therefore predict that making the level of
learning an evolvable trait matters to how learning affects the evolution of the
innate behaviour and the number of generations needed to reach the fitness
peak, but only if the exploratory range is sufficiently large. If the width of the
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exploratory range is too small, evolution of the phenotype proceeds effectively
only via changes in the innate behaviour (Figure 6.3A). Thus, assuming a form
of fixed learning (as in, e.g., Fontanari and Meir 1990; Andersson 1995; Ancel
2000: the quantitative genetics model; Dopazo et al. 2001; Paenke et al. 2007;
Borenstein et al. 2006) is only justified when the net effect of learning on phe-
notypic fitness is small. Moreover, we predict that if the exploratory range is suf-
ficiently large and learning is costly, there is a critical threshold level of learning
above which learning is favoured by selection and evolves towards an optimum
level and below which it is selected against (Figure 6.3B). If the initial level of
learning is sub-optimal, evolution of learning causes an increase in the number
of generations to reach the fitness peak (although by less than an order of mag-
nitude) as compared to the situation where leaning is fixed.

Given these predictions we now ask whether they are robust against modi-
fications of the specific functions chosen for (1) the innate behaviour function
I(μI,σI,c), (2) the learning function L(n,c) and (3) the learning cost function C(n).
Moreover, (4) we may ask whether the predictions are robust to making the
exploratory range an evolutionary variable in addition to the level of learning (n).

The innate behaviour function I(μI,σI,c) in our model is given by a normal
distribution. The mean of the normal distribution is regarded as the evolving
innate behaviour and the variance of the normal distribution provides soft
boundaries of the exploratory range within which the innate responses to a
range of environmental cues may occur. An alternative function might be that
the innate behaviour is realized within fixed, hard boundaries. This function,
however, would not yield qualitatively different results, because it only modifies
the exploratory range, but not its presence.

The learning function L(n,c) applied in our model allows for modification
of the innate probability distribution in a manner that is adaptive independent
of the form of the innate probability distribution and the shape of the fitness
function. Moreover, irrespective of its shape, any function employed to model
adaptive learning must result in an adaptive shift of the innate behaviour, and
therefore, have the same fitness consequences as the learning function used in
our model. An alternative way of modelling adaptive learning (rather than mod-
elling the norm of reactions) might be that a constant amount is added to the
value of the innate trait. This process results in a fixed and adaptive shift of the
phenotype provided that the fitness landscape is increasing (i.e., the fitness slope
is always positive). Other learning functions may be applied which model a plas-
tic shift that is adaptive within either a predefined or an unconstrained
exploratory range. However, in terms of the net effect of learning on pheno-
typic fitness these different modes of learning correspond to settings of our
model, where the exploratory range is extremely small or sufficiently large.
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The learning cost function C(n) in our model depends linearly on the level
of learning. An alternative might be that the cost of learning increase exponen-
tially with the level of learning. This alternative cost function would, however,
generate only qualitative changes in the predictions. It would further hinder the
evolution of initially low levels of learning and possibly lower the critical thresh-
old level of learning above which learning is favoured by selection and below
which it is selected against.

The exploratory range of a phenotype is kept fixed in our model but it may
be allowed to evolve jointly with the level of learning and the innate behaviour.
Our model predicts that if the initial conditions include a large exploratory
range and low level of costly learning (particularly when such phenotype starts
far from the fitness peak) then adaptive learning is selected against. The large
exploratory range will itself be selected against, if it comes at a cost. Selection
decreasing the exploratory range, however, will lead to conditions that further
hinder the evolution of adaptive learning (Figure 6.3A).

The results of our model, therefore, point to a paradox where high levels of
evolving adaptive learning accelerate the evolution of phenotype, but the evolu-
tion of learning from an initially low level critically depends on the cost of
learning. Elucidating the relationship between the level of adaptive learning and
its cost will, therefore, contribute to the theoretical predictions of the effect of
learning on the evolution of phenotype. Moreover, under natural settings the
assumption of an environment that is constant in time may not be satisfied or
fitness benefits of adaptive learning may depend on the density/frequency of
other learning individuals in a population. These aspects require both empirical
and theoretical scrutiny.
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Appendix 6.1
Gradient vector

The gradient vector on the fitness landscape is given by the partial derivatives of
phenotypic fitness W with respect to the two traits: (1) the innate preference
represented by the variable μI, and (2) the level of learning represented by the
variable n. Therefore

∇W = 

(a) The partial derivative of W with respect to variable μI is given by:

where the realized fitness of a phenotype is calculated as the sum of obtained
fitness rewards from all the sampled concentrations of the environmental cue
denoted by c.

Given that

, and that in this model

, and

,

the partial derivative of W with the respect to μI is given by

The final result can be re-written to allow any form of the function I for
genetically determined preference to be inserted:
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(b) Partial derivative of W with respect to variable n is given by:

Given that

, and

and

the partial derivative of W with respect to variable n is given by
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Appendix 6.2
Parameter settings

We followed evolution of a phenotype on a fitness landscape in two parameter
settings that were determined by the ratio of σI

2 (i.e., the exploratory range of
phenotype) to σF

2 (i.e., the range of the environmental options). In particular,
throughout the model we assumed that the fitness function given by the normal
distribution was characterized by variance σF

2 = 2 and the mean value μF = 0.
For setting a small variance ratio, the variance of the innate behaviour function
was taken as σI

2 = 0.2; thus the exploratory range of the phenotype was small
compared to the full range of environmental options σF

2. Conversely, for set-
ting a large variance ratio the variance of the innate probability distribution was
taken as σI

2 = 20. Thus, the exploratory range of the phenotype was large com-
pared to the full range of environmental options σF

2.
In order to infer the effect of learning on long-term evolution we should

calculate the time (in generations) required for a phenotype to evolve up to a fit-
ness peak (given by μF = 0) by re-calculating the gradient vector each genera-
tion. However, because evolution slows down dramatically in the vicinity of the
fitness peak, this would take excessive computing time and for this practical rea-
son we proceeded with the calculations up to an arbitrarily small distance from
the fitness peak. Thus, we calculated the time for an initial phenotype to evolve
up to μI = -4 in the setting of large variance ratio, and the time to μI = -0.5 in
the setting of small variance ratio (as illustrated in Figure 6.5). One exception
concerns the Figures 6 and 7 where the long-term evolution from the initial
innate response μI = -2 was calculated as time to reach μI = -0.5.

The value of the cost coefficient used in the learning function L was set to
half the maximum variance in fitness F (i.e., the range of fitness pay-offs avail-
able to a phenotype given its learned probability distribution) found among all
phenotypes from the assumed phenotype space. If the cost coefficient were
equal to the maximal variance, all learning phenotypes would be selected against
(as their realized fitness would be zero). As the cost coefficient was equal to half
the maximal variance, for some phenotypes the cost of learning was larger than
their realized fitness. In that case, the fitness of such phenotypes is set to zero.
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