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Never question the relevance of
truth, but always question the
truth of relevance.

Craig Bruce 4
Query Modeling Using Relevance Feedback

In Chapter 2 we have introduced various ways of defining and updating a query
model, one of which is through the use of relevance feedback. Here, relevance as-
sessments by the user are employed to improve the estimate of the query model,
return more useful documents to the user, and, hence, improve end-to-end re-
trieval performance. As indicated in Chapter 2, relevance assessments can be
explicit (in the case of judgments by a user), implicit (obtained from observing
user behavior, e.g., in the form of click logs), or absent/assumed (where the
top-ranked documents are used—a method known as blind or pseudo relevance
feedback). In this chapter we focus on two of these types: explicit and pseudo
relevance feedback.

Let’s consider an example to see what aspects play a role in transforming a
query based on a set of feedback documents. Suppose we have such a set of doc-
uments. They may vary in length and, furthermore, they need not be completely
on topic because they may discuss more topics than the ones that are relevant
to the query. While the user’s judgments are at the document level, not all of
the documents’ sections can be assumed to be equally relevant. Some relevance
feedback models attempt to capture the topical structure of individual feedback
documents (“For each feedback document, what is important about it?”). Other
feedback models consider the set of all feedback documents (“Which topics are
shared by the entire set of feedback documents?”). So, some consider each doc-
ument as an independent piece of evidence, whereas others consider the set as a
whole. In the cases where each document is considered independently, different
intuitions exist with respect to how the importance of each should be captured,
as described in Chapter 2, Section 2.3.2. To recap, models that solely look at the
set of feedback documents are maximum-likelihood expansion and model-based
feedback. The relevance modeling approach only looks at individual feedback
documents and is, as such, an example of the first kind.

In this chapter we present two novel relevance feedback models based on
language modeling that use information both from the set as well as from each
individual feedback document to estimate the importance of a single feedback
document. Thus, the models we introduce both use the topical relevance of a
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Figure 4.1: Bayesian networks for the models evaluated in this chapter. Top row
from left to right: MLE, MBF, RM-0, and RM-1. Bottom row from left to right: RM-2,
PRM, MLgen, and NLLR. The dashed line indicates an aggregation of documents,
the arrows indicate conditionals, and the normal lines indicate cross-entropy. The
interpolation parameter nodes are omitted for reasons of clarity.

document and the general topic of the set of relevant documents to transform
the original query. The first model (MLgen) compares each feedback document
to the set of feedback documents and estimates its importance as the probability
that the set of feedback documents generated the current one. The second model
(NLLR) uses the log-likelihood ratio between each feedback document and the set
thereof, normalized using the collection, to determine this estimate. Our primary
aim in this chapter is to present and evaluate these models.

Our secondary aim is to compare various popular and well-known relevance
feedback models for query modeling under the same experimental conditions.
We include maximum likelihood expansion (MLE), model-based feedback (MBF),
relevance models (RM-0, RM-1, RM-2), parsimonious relevance models (PRM),
and our two novel models. All of these are listed in Table 4.1 and depicted graph-
ically in Figure 4.1. As can be seen from this table, most of these models were
introduced in Chapter 2; the remaining models, MLgen and NLLR, are described
below. While many relevance feedback models have been studied in isolation,
there has been very limited work on a thorough and systematic comparison using
the same experimental framework. We continue to lack a proper understanding
of the relative strengths and weaknesses of core relevance feedback models pro-
posed in the literature and our goal is to evaluate and compare these to each
other and to our two novel models. To our knowledge, this is the first large-scale
study that has examined the performance of core relevance feedback models for
language modeling using consistent settings across different test collections. Most
earlier studies use different document collections, topic sets, and indexing and re-
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QL Query Likelihood Eq. 2.9
MLE Maximum Likelihood Expansion Eq. 2.12
MBF Model-based Feedback Eq. 2.16
RM-0 Relevance Model 0 Eq. 2.20
RM-1 Relevance Model 1 Eq. 2.24
RM-2 Relevance Model 2 Eq. 2.23
PRM Parsimonious Relevance Models Eq. 2.27, Eq. 4.7
MLgen Generative Maximum Likelihood Eq. 4.1
NLLR Normalized Log-likelihood Ratio Eq. 4.4

Table 4.1: Overview of the relevance feedback algorithms evaluated in this chapter.

trieval settings which prohibit an exhaustive comparative evaluation [182, 354],
whilst others include small, unrealistic test collections [197].

We report on the effectiveness of the relevance feedback models under both
pseudo relevance feedback as well as explicit relevance feedback and do so on
a diverse set of test collections, including newswire documents (TREC Robust
2004), a crawl of the .gov domain (the .GOV2 document collection used in the
TREC Terabyte and TREC Relevance Feedback tracks), and a realistically sized
web collection (ClueWeb09, Category B; used in the TREC Web 2009 track). All
of these test collections were introduced in Section 3.3. Associated with relevance
feedback algorithms are parameter settings such as the number of documents to
use, the number of terms, etc. as introduced in Section 3.4. We also perform a
detailed analysis of the robustness of the models under these parameters.

To summarize, we aim at answering the following main research question in
this chapter:

RQ 1. What are effective ways of using relevance feedback information for query
modeling to improve retrieval performance?

This general research question gives rise to the following subquestions.

RQ 1a. Can we develop a relevance feedback model that uses evidence from
both the individual feedback documents and the set of feedback documents
as a whole? How does this model relate to other query modeling approaches
using relevance feedback? Is there any difference when using explicit rele-
vance feedback instead of pseudo relevance feedback?

RQ 1b. How do the models perform on different test collections? How robust
are our two novel models on the various parameters query modeling offers
and what behavior can we observe for the related models?

Our contributions are as follows.

1. We introduce, evaluate, and discuss two novel query modeling methods
using relevance feedback information.
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2. We provide a comprehensive analysis, evaluation, comparison, and discus-
sion (in both theoretical and practical terms) of our novel and various other
core models for query modeling using relevance feedback.

The remainder of this chapter is organized as follows. We introduce our novel
feedback models in Section 4.1. In Section 4.2 we detail the experimental setup.
In Section 4.3 we discuss the performance and robustness of the models under
pseudo relevance feedback, whereas we consider explicit relevance feedback in
Section 4.4. We end with a concluding section.

4.1 Estimating the Importance of Feedback Documents

In Section 2.3.2 we have introduced core relevance feedback models in the lan-
guage modeling approach to information retrieval (IR). In Eq. 2.14 we have indi-
cated a means by which to emphasize the importance of each individual feedback
document, P (D|R). In this section, we turn to different ways of estimating this
relative importance. When we know (or assume) that a given set of documents,
R = {D1, . . . ,D|R|}, is relevant to a query, we posit that documents therein that
are more similar to R are more topically relevant and should thus receive a higher
probability of being picked. We thus propose two models that base the estimate of
P (D|R) on the divergence between D and R. They are introduced in this section.

4.1.1 MLgen: A Generative Model

The first model rewards documents that contain terms that are frequent in the set
of feedback documents. Using this model, we determine P (D|R) by determining
the generative probability ofD givenR, i.e., the probability that the set of relevant
documents generated the terms in the current document, similar to the query
likelihood approach (cf. Eq. 2.3). More formally:

P (D|R) ∝
∏
t∈D

P (t|θ̃R)n(t,D). (4.1)

Here, P (t|θ̃R) is determined using Eq. 2.13; below, we refer to this model as
MLgen.

4.1.2 Normalized Log-likelihood Ratio

The second method measures the divergence between R and each D by determin-
ing the log-likelihood ratio, normalized by the collection C. Interpreted loosely,
this measure indicates the average surprise of observing document D when we
have R in mind, normalized using a background collection, C. That is, terms
that are “well-explained” by the collection (i.e., that have a high frequency in the
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collection) do not contribute as much to the comparison as terms that are not. It
quantifies how much better one language model is than another in modeling an
observed text in comparison with modeling by a collection model. More formally:

P (D|R) ∝ H(θD,θC)−H(θD,θR)

= Z
∑
t∈V

P (t|θD) log P (t|θR)
P (t|θC) . (4.2)

The measure has the attractive property that it is high for documents for which
H(θD,θC) is high and H(θD,θR) is low. So, in order to receive a high score, doc-
uments should contain specific terminology, i.e., they should be dissimilar from
the collection model but similar to the topical model of relevance. Since we do
not know the actual parameters of θR by which we could calculate this, we use R
as a surrogate and linearly interpolate it with the collection model (cf. Eq. 2.13).
This is similar to the intuitions behind MBF (cf. Eq. 2.16):

P (t|θ̂R) = (1−λR)P (t|θ̃R) +λRP (t|θC). (4.3)

This interpolation also ensures that zero-frequency issues are avoided and that
the sum in Eq. 4.2 is over the same event space for all language models involved.
Then, in order to use this discriminative measure as a probability, we define a
normalization factor Z = 1/

∑
D∈RP (D|R).

Finally, by putting Eq. 2.15 and Eq. 4.2 together, we obtain an estimate of our
expanded query model:

P (t1, . . . , t|V||θQ) =
|V|∏
i=1

∑
D∈R

Z∑
t′∈V

P (t′|θD) log P (t′|θ̂R)
P (t′|θC)

P (ti|θD). (4.4)

This model, to which we refer as NLLR, effectively determines the query model
based on information from each individual relevant document and the most rep-
resentative sample we have of θQ, namely R.

4.1.3 Models Related to MLgen and NLLR

As an aside, other ways of estimating P (D|R) have been proposed. Examples
include simply assuming a uniform distribution, the retrieval score of a doc-
ument (or the inverse thereof), or information from clustered documents [24,
170]. One could also apply machine learning to select documents to use for rele-
vance feedback, and use the machine learner’s confidence level as a substitute for
P (D|R) [124].

The surface form of NLLR seems reminiscent of a model introduced in [60].
Carpineto et al. [60] propose to use the KL-divergence between R and the collec-
tion to select and weight expansion terms for Rocchio feedback [267]. Their
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model is also highly similar to the query clarity score that uses this measure
to predict the difficulty of a query [84]. Besides the fact that we do not use a
VSM, Carpineto et al. also ignore the individual document models by assuming
independence between relevant documents, similar to MLE.

Ponte’s [247] log ratio method is also related to NLLR. He uses the log of the
ratio between a term’s probability given each relevant document and its proba-
bility given the collection, summed over all the relevant documents. However,
Ponte [247] views the query as a set—as opposed to a generative model—and,
moreover, he uses the log ratio only for thresholding the terms to be added to the
initial query.

MBF is related to NLLR in that it also uses information from both the set of
relevant documents and the collection in its estimations, although the estimation
method is different. Moreover, NLLR leverages information from each individual
relevant document. When we apply this intuition underlying NLLR to MBF, we
should let go of the full document independence assumption in MBF and change
the M-step (cf. Eq. 2.18) to:

P (t|θ̂R) = 1
|R|

∑
D∈R

et∑
t′ et′

. (4.5)

Under the assumption that we exclude the collection estimate, we set λR = 0 (cf.
Eq. 2.16) and obtain:

P (t|θ̂R) = 1
|R|

∑
D∈R

n(t,D)∑
t′ n(t′,D) (4.6)

= 1
|R|

∑
D∈R

P (t|θ̃D),

which is a simplified version of NLLR, using a uniform probability of selecting a
document. Moreover, this is in fact the same as the relevance model in situation
1 (when the full set of relevant documents is known, cf. Section 2.3.2): RM-0.

The relevance modeling approach to relevance feedback can be viewed as a
simplification of MLgen and NLLR, since it assumes that each document has an
equal probability of being selected (RM-0) or that this probability is dependent on
the query (RM-1 and RM-2). The latter models explicitly consider the initial query
by first gathering evidence from each document for a query term and, next, com-
bining the evidence for all query terms (RM-2) or vice versa (RM-1), as detailed
in Section 2.3.2. Using the probability that a document generated the query (as
is the case with RM-1 and RM-2) is a much simpler implementation of leveraging
the notion that documents should be weighted according to their “relative” level
of relevance, essentially replacing R in the MLgen and NLLR models with only the
query θ̃Q. And, since the query is quite sparse compared to R, our models avoid
overfitting to obtain an improved estimate.
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4.2 Experimental Setup

We aim to compare the effectiveness of the models listed in Table 4.1, each of
which was introduced in either the preceding section or in Chapter 2. For all mod-
els, we use the resulting query model as estimated query part, θ̂Q, in Eq. 2.10.
All of the models have a number of parameters in common. In this chapter, we
focus on varying these parameters and observing the effect on retrieval effective-
ness. We consider the following parameters: |VQ|, |R|, and λQ. See Section 3.4
for their descriptions. Some of the feedback models under investigation require
additional parameter settings. For MBF, and NLLR (cf. Eqs. 2.16 and 4.3) we set
λR = 0.15 and λR = 0.5 respectively. For PRM (cf. Eq. 2.27), we set µ= 0, which
effectively results in RM-0 estimated on parsimonious document models:

P (t1, . . . , t|V||θQ) ∝
|V|∏
i=1

1
|R|

∑
D∈R

P (ti|θ̂D). (4.7)

In essence, Eq. 4.7 takes the middle ground between RM and MBF; it combines
the estimation method of MBF with the document independence assumption of
RM. For evaluation, we use the following diverse set of test collections

• TREC Robust 2004 (TREC-ROB-04),

• TREC Relevance Feedback 2008 (TREC-RF-2008 and TREC-PRF-08), and

• TREC Web 2009, using the Category B subset (TREC-WEB-09).

These collections were introduced in Section 3.3. The percentages and signifi-
cance tests in the result tables in this chapter indicate the difference with respect
to the baseline—we use a ‘*’ to indicate a significant difference, as detailed in
Section 3.2.2. In the next section we consider retrieval effectiveness using pseudo
relevance feedback and in Section 4.4 we turn to explicit relevance feedback.

4.3 Pseudo Relevance Feedback

In this section we look at the performance of the relevance feedback models using
pseudo relevance feedback, that uses the top ranked documents (which we denote
R̂) as feedback document set. In order to obtain these documents, we perform a
query likelihood (QL) run (cf. Eq. 2.8) that also serves as our baseline.

As to the parameter settings, we initially consider only a limited number
of terms for practical reasons; we use the 10 terms with the highest probabil-
ity, a number that has been shown to be suitable on a number of test collec-
tions [196, 242]. We then perform a grid search over |R̂| and the value of the
query interpolation parameter, λQ. Note that we exclude λQ = 1.0 and |R̂| = 0
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from our grid search which makes it possible to obtain “optimal” performance
worse than the baseline. After we have obtained the optimal values for these
parameters we fix them and vary the number of terms with the highest proba-
bility included in the query model, |VQ|. This approach to optimizing param-
eter values is a combination of a line and a grid search over the parameter
space [108, 223, 262], as introduced in Section 3.4. While computationally ex-
pensive, it provides us with an upper bound on the attainable retrieval effective-
ness for each model. Note that, because we initially fix the number of terms,
we may not find the absolute maximum in terms of performance (there might be
cases where a different combination of λQ, |R̂|, and the number of terms obtains
better results).

We continue this section by discussing the experimental results with a fixed
number of terms (Section 4.3.1), followed by a per-topic analysis in Section 4.3.2
and a discussion of the influence of varying |VQ| in Section 4.3.3.

4.3.1 Results and Discussion

Before we report on the experimental results on the three test collections, we note
that, for all test collections, the performance of the baseline run is on par with
results reported in the literature. In particular, for the TREC Robust 2004 track,
our baseline run would have been placed at around the tenth position of all par-
ticipating runs. For TREC Web 2009, the mean performance in terms of statMAP
of all participating runs lies around 0.15. For the TREC Relevance Feedback 2008
test collection (using pseudo relevance feedback), this number is not available
since we use an aggregation of multiple topic sets, with topics from the TREC
Million Query 2007 and the TREC Terabyte 2004–2006 tracks. Furthermore, for
this test collection, we use the relevant documents provided to us by the TREC
Relevance Feedback 2008 track (which are a combination of relevant documents
from (i) the TREC Million Query 2007 track, (ii) the TREC Terabyte 2004–2006
tracks, and (ii) the newly assessed, relevant documents created during the TREC
Relevance Feedback 2008 track). We do note, however, that the mean average
precision (MAP) score of all systems participating in the TREC Terabyte 2004–
2006 tracks is roughly 0.30.

TREC Robust 2004

The results for this test collection are listed in Table 4.2. We observe that, when
compared to the baseline, all models except NLLR significantly improve recall.
Moreover, these models also significantly improve MAP. This finding is common
for relevance feedback algorithms which typically improve recall at the cost of
precision [202, 272]. MLgen obtains highest recall of all models. In Table 4.2,
the parameter settings were chosen such that maximum MAP was obtained for
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P5 P10 MAP RelRet λQ |R̂|

QL 0.442 0.406 0.221 9099 1.0 –
MLE 0.462 +4.5% 0.412 +1.5% 0.257* +16.3% 10287* +13.1% 0.4 10
MBF 0.466 +5.4% 0.422 +3.9% 0.263* +19.0% 10508* +15.5% 0.4 9
RM-0 0.459 +3.8% 0.407 +0.2% 0.261* +18.1% 10390* +14.2% 0.3 10
RM-1 0.457 +3.4% 0.417 +2.7% 0.253* +14.5% 9901* +8.8% 0.5 19
RM-2 0.471* +6.6% 0.422 +3.9% 0.249* +12.7% 9844* +8.2% 0.4 7
PRM 0.446 +0.9% 0.415 +2.2% 0.264* +19.5% 10543* +15.9% 0.4 12
MLgen 0.468 +5.9% 0.417 +2.7% 0.264* +19.5% 10564* +16.1% 0.3 13
NLLR 0.448 +1.4% 0.410 +1.0% 0.224* +1.4% 9087 -0.1% 0.8 9

Table 4.2: Best results (optimized for MAP) of the models contrasted in this chapter
on the TREC-ROB-04 test collection using |VQ|= 10.

P5 P10 MAP RelRet λQ |R̂|

QL 0.442 0.406 0.221 9099 1.0 –
MLE 0.464* +5.0% 0.428* +5.4% 0.245* +10.9% 9824* +8.0% 0.7 3
MBF 0.459 +3.8% 0.429* +5.7% 0.248* +12.2% 9897* +8.8% 0.7 2
RM-0 0.468* +5.9% 0.427* +5.2% 0.246* +11.3% 9823* +8.0% 0.7 6
RM-1 0.465* +5.2% 0.426 +4.9% 0.248* +12.2% 9820* +7.9% 0.6 152
RM-2 0.471* +6.6% 0.428* +5.4% 0.242* +9.5% 9567* +5.1% 0.7 7
PRM 0.465* +5.2% 0.423 +4.2% 0.247* +11.8% 9873* +8.5% 0.7 2
MLgen 0.471* +6.6% 0.430* +5.9% 0.255* +15.4% 10109*+11.1% 0.6 6
NLLR 0.443 +0.2% 0.412 +1.5% 0.223 +0.9% 9083 -0.2% 0.9 3

Table 4.3: Best results (optimized for P10) of the models contrasted in this chapter
on the TREC-ROB-04 test collection using |VQ|= 10.

each model. Because of this, we do not observe any significant improvements in
early precision, except for RM-2. When we look at the best performing parameter
settings when optimizing for P10 (cf. Table 4.3), we obtain different optimal
values. In this case we obtain significant improvements on P10 for all models,
except NLLR, PRM, and RM-1.

When optimizing for MAP, the optimal setting of λQ lies within the range
0.3− 0.5 for all models except NLLR (which has similar results for λQ = 0.4).
When optimizing for P10, λQ lies within the range 0.6−0.7. The optimal number
of feedback documents also differs when optimizing either for MAP or for P10.

Let’s zoom in on the relative performance of each model. Figure 4.2 shows
the performance of all models on TREC-ROB-2004 when an increasing number
of pseudo relevant documents is used to estimate the query model. From this
figure, we observe that all models reach their peak when 5 ≤ |R̂| ≤ 20. Further-
more, all models except NLLR and RM-1 respond similarly to each newly added
document (although there are differences in absolute scores). As seen before,
NLLR is the worst performing model and is unable to improve upon the QL base-
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Figure 4.2: Influence of the size of R̂ on MAP, using pseudo relevant documents on
the TREC-ROB-04 collection with λQ = 0.4 and |VQ|= 10.

line for any number of feedback documents. Interestingly, RM-1 behaves quite
differently from the other models. It shows the most stable behavior by reaching
its peak after about 20 documents and declines only slightly after that. Although
it does not obtain the highest scores, it is robust with respect to the number of
feedback documents used. We also note from this figure that, in order to identify
the best performing relevance feedback model, the number of documents is of
significance. When one would use a fixed number of documents to compare the
various models (as is typically done in earlier work [183, 354]), the choice of
this particular parameter setting determines the ranking of the models in terms
of their performance.

The overall results for the TREC Robust 2004 test collection are partly consis-
tent with most related work on pseudo relevance feedback: in general, pseudo
relevance feedback helps in terms of recall-oriented measures at the cost of pre-
cision. In our case, however, we also improve early precision (and, in most cases
significantly so). When carefully tuned, it is also possible to obtain significant
improvements on early precision, as seen in Table 4.3. In that case, however, the
improvements on recall-oriented measures is less substantial (although in most
cases still significant). Furthermore, most models react similarly to an increasing
number of feedback documents on this test collection.
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P5 P10 MAP RelRet λQ |R̂|

QL 0.405 0.357 0.289 8921 1.0 –
MLE 0.399 -1.5% 0.358 +0.3% 0.295 +2.1% 9044* +1.4% 0.9 1
MBF 0.400 -1.2% 0.362 +1.4% 0.297 +2.8% 8951* +0.3% 0.9 1
RM-0 0.399 -1.5% 0.356 -0.3% 0.295 +2.1% 9122* +2.3% 0.8 3
RM-1 0.410 +1.2% 0.350 -2.0% 0.300 +3.8% 9182* +2.9% 0.8 13
RM-2 0.398 -1.7% 0.358 +0.3% 0.296 +2.4% 9053* +1.5% 0.9 1
PRM 0.410 +1.2% 0.366 +2.5% 0.301* +4.2% 8596* -3.6% 0.9 29
MLgen 0.404 -0.2% 0.358 +0.3% 0.299 +3.5% 9133* +2.4% 0.8 3
NLLR 0.406 +0.2% 0.355 -0.6% 0.292* +1.0% 10156* +13.8% 0.9 2

Table 4.4: Best results (optimized for MAP) of the models contrasted in this chapter
on the TREC-PRF-08 test collection using |VQ|= 10.

P5 P10 MAP RelRet λQ |R̂|

QL 0.405 0.357 0.289 8921 1.0 –
MLE 0.399 -1.5% 0.358 +0.3% 0.295 +2.1% 9044* +1.4% 0.9 1
MBF 0.403 -0.5% 0.362 +1.4% 0.290 +0.3% 9093* +1.9% 0.9 5
RM-0 0.488* +20.5% 0.486* +36.1% 0.276 -4.5% 6491* -27.2% 0.8 10
RM-1 0.413 +2.0% 0.362 +1.4% 0.294* +1.7% 9059* +1.5% 0.9 166
RM-2 0.398 -1.7% 0.358 +0.3% 0.296 +2.4% 9053* +1.5% 0.9 1
PRM 0.414 +2.2% 0.375 +5.0% 0.295* +2.1% 8684* -2.7% 0.9 96
MLgen 0.399 -1.5% 0.358 +0.3% 0.295 +2.1% 9044* +1.4% 0.9 1
NLLR 0.402 -0.7% 0.359 +0.6% 0.285 -1.4% 8866 -0.6% 0.9 9

Table 4.5: Best results (optimized for P10) of the models contrasted in this chapter
on the TREC-PRF-08 test collection using |VQ|= 10.

TREC Relevance Feedback 2008

Table 4.4 shows the results on the TREC-PRF-08 test collection (optimized for
MAP). This test collection contains the largest topic set (with 264 queries, cf.
Section 3.3). Here, the story is different from that for TREC Robust. All models
obtain a significant improvement in recall over the baseline. NLLR and PRM are
the only models, however, that also achieve a significant improvement in terms of
MAP, albeit a small one. None of the models achieve a significant improvement
on the early precision measures. The optimal value for λQ is again very similar
for all models, with a range of 0.8− 0.9. This value indicates that a relatively
large part of the probability mass is put towards the initial query. This in turn is
an explanation for the relatively small differences in absolute retrieval scores as
compared to the baseline.

When optimized for P10 (cf. Table 4.5), RM-0 is the only model to obtain sub-
stantial and significant improvements over the baseline in terms of early precision.
It does so at the cost of recall and MAP, however, yielding the only significantly
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Figure 4.3: Influence of the size of R̂ on MAP, using pseudo relevant documents on
the TREC-PRF-08 collection with λQ = 0.9 and |VQ|= 10.

worse performance. This is an interesting finding since RM-0 does not take the
query or the set of feedback documents into account; it is therefore quickly com-
puted. The optimal value for λQ when optimizing for P10 is roughly the same as
when optimizing for MAP; only the optimal number of employed feedback doc-
uments is different. Furthermore, RM-2, MLE, and MLgen perform very similar.
This is not surprising, since the they all base their query model on the same, sin-
gle feedback document and, in that particular case, RM-0 is equivalent to MLgen.
RM-2 also blends in the probability of the query given the document, causing 9
more relevant documents to be retrieved. On the other hand, RM-1 and PRM
obtain their highest P10 scores with substantially more feedback documents.

Figure 4.3 again shows the effect of varying the amount of pseudo relevant
documents, although this time on the TREC-PRF-08 test collection. From this
figure, we first note that the models react differently to an increasing number
of feedback documents on this test collection. RM-1 is again most robust. It
outperforms all other models (except PRM) on almost any number of feedback
documents; it is only slightly outperformed by MBF for low numbers of feedback
documents. On this collection, re-estimating the document models by applying
PRM offers the best performance in terms of MAP when more than 20 feedback
documents are used. MBF is the worst performing model on this test collection,
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statP10 statMAP λQ |R̂|

QL 0.328 0.148 1.0 –
MLE 0.312 -4.9% 0.177 +19.6% 0.4 1
MBF 0.335 +2.1% 0.167 +12.8% 0.8 1
RM-0 0.312 -4.9% 0.177 +19.6% 0.4 1
RM-1 0.312 -4.9% 0.177 +19.6% 0.4 1
RM-2 0.341 +4.0% 0.175 +18.2% 0.4 1
PRM 0.386 +17.7% 0.175 +18.2% 0.6 54
MLgen 0.312 -4.9% 0.177 +19.6% 0.4 1
NLLR 0.328 0.0% 0.148 0.0% 0.9 10

Table 4.6: Best results (optimized for statMAP) of the models contrasted in this
chapter on the TREC-WEB-09 test collection using |VQ|= 10.

statP10 statMAP λQ |R̂|

QL 0.328 0.148 1.0 –
MLE 0.346 +5.5% 0.146* -1.4% 0.1 3
MBF 0.338 +3.0% 0.157 +6.1% 0.7 150
RM-0 0.350 +6.7% 0.159 +7.4% 0.3 53
RM-1 0.364 +11.0% 0.159 +7.4% 0.3 76
RM-2 0.373 +13.7% 0.150 +1.4% 0.1 2
PRM 0.510* +55.5% 0.157 +6.1% 0.6 80
MLgen 0.393 +19.8% 0.159 +7.4% 0.4 89
NLLR 0.389 +18.6% 0.140 -5.4% 0.6 168

Table 4.7: Best results (optimized for statP10) of the models contrasted in this chap-
ter on the TREC-WEB-09 test collection using |VQ|= 10.

whereas RM-0, RM-2, and MLgen perform similar to, or slightly worse than the
baseline (with MLgen outperforming the other two models).

In sum, despite having a large number of topics and documents, we obtain
only minor improvements on the TREC-PRF-08 test collection. In part, this is
caused by the type of collection. Unlike TREC Robust, this collection consists of
unedited web pages which may contain significant amounts of noise. For exam-
ple, layout related terms may erroneously end up in content fields (due to the
web crawler or the author of a page). Other examples include typos or other
grammatical errors. Such noise does not appear in the edited and moderated
content that makes up the TREC Robust document collection. RM-1 again shows
to be stable, whereas PRM again obtains the highest MAP scores (although recall
is significantly worse than the baseline).

TREC Web 2009

In Table 4.6, we show the best results obtained in terms of statMAP on the TREC-
WEB-09 test collection. We observe that pseudo relevance feedback on this col-
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Figure 4.4: Influence of the size of R̂ on statP10, using pseudo relevant documents
on the TREC-WEB-09 collection with λQ = 0.6 and |VQ|= 10.

lection does not perform well for all models; none of them obtains a significant
improvement over the baseline on any evaluation metric. PRM is able to obtain a
substantial (although not significant improvement), but requires a large number
of feedback documents. Applying NLLR does not make any difference in terms of
statMAP with the baseline, for any setting of λQ or any number of feedback docu-
ments. All versions of the relevance model again base their estimation on a single
document which, in turn, leads to equal scores (and a performance in terms of
statP10 that is worse than the baseline). As to the optimal value of λQ, PRM is
the odd one out. MBF behaves similarly to NLLR, as do the relevance modeling
variations, MLE, and MLgen.

Table 4.7 shows the results when optimized for statP10. From this table we
observe that only PRM is able to obtain a significant improvement over the base-
line, again using a large number of documents. In terms of statP10, all other
models improve over the baseline as well, although not significantly so. We also
note the large variation in the optimal number of feedback documents and in the
optimal setting of λQ. As to statMAP in this case, most models improve slightly
over the baseline; NLLR and MLE obtain statMAP values worse than the baseline
(and, in the case of MLE even significantly so).

In Figure 4.4 we display the influence of the number of feedback documents
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on statP10 for TREC-WEB-09 and λQ = 0.6. First we note the variance as single
feedback documents are added. This is in part due to the small number of topics
as compared to the TREC-ROB-04 and TREC-PRF-08 test collections. For this
setting of λQ, most models obtain statP10 values that are close to the baseline.
As was clear from the results tables, PRM outperforms the other models, followed
by MLgen when |R̂| > 30. From this figure it is clear why PRM obtained the
substantial improvements indicated above; when using more than 50 feedback
documents, this model outperforms all the other models.

The main reason for the retrieval performance obtained on this test collection
is that it is a large web collection. Unlike the TREC-PRF-08 collection (which
was restricted to web pages from the .gov domain), this document collection is
a representative sample of the full Web. Therefore, it contains quite some noise
in the form of spam pages, strange terms, etc. In the case of pseudo relevance
feedback, spam pages are treated just like any other. However, the content of
most of these is either extremely focused (e.g., to promote or encourage you to
buy some product) or extremely varied (e.g., in order to appear in search engine
rankings for many queries). These factors influence the query models that are
estimated from such documents.

One can assume that on governmental web pages (such as found in the TREC-
PRF-08 test collection) there exists at least some kind of moderation on the con-
tents. Having a document collection containing any web page, however, means
that most of the documents are unmoderated. Hence, such uninformative terms
might acquire a probability mass under some models. Judging by the results,
PRM is the only model that is able to correct for this phenomenon. Interestingly,
MBF (which uses a similar EM-based update algorithm on the set of feedback
documents) only performs similar to the baseline on this test collection.

Upshot

We obtain improvements over the baseline on all test collections using most mod-
els with a fixed number of terms and with the right number of feedback docu-
ments. This finding confirms those from related work (see e.g., [70, 196]) on
a much larger set of test collections. On TREC Robust we observe that all but
two models behave similarly when more pseudo relevant documents are used.
RM-1 is most robust on this test collection in that respect; its performance does
not change much with a varying number of feedback documents. The picture on
TREC-PRF-08 is slightly different. Here, PRM obtains the highest absolute scores.
RM-1 is still the most robust with respect to the number of terms. All other models
only improve slightly over the baseline when using a small number of feedback
documents. On the TREC Web 2009 test collection, we obtain only modest, non-
significant improvements in terms of statMAP. Early precision (as measured by
statP10), on the other hand, does significantly improve in the case of PRM. So,
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(f) TREC-WEB-09 – relevant documents

Figure 4.5: Histograms of the document lengths on the test collections employed in
this chapter. The “all-documents” plots have been cropped to match the dimensions
of the “relevant documents” plots.

we can conclude from the results presented so far that the test collection has a
definitive influence on the level of improvement provided by pseudo relevance
feedback.

Furthermore, from the relative results between test collections, we have hy-
pothesized that the level of noise in the documents influence the query models
generated from them. Indeed, related work has shown that selecting terms from
different document representations (be it, e.g., from structural elements [150],
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from referring documents [86], or from both [333]) or from contextual factors
such as the number of inlinks [45] helps retrieval performance. We conclude
that reducing the amount of noise by leveraging such information would help to
further improve the performance resulting from relevance feedback.

But these are not the only factors. For query modeling using relevance feed-
back to be successful, the terms that receive most probability mass should be
“coherent,” that is, they should reinforce each other (as opposed to finding a
single, excellent term) [242]. In order to find such terms, it helps when the doc-
uments have a dedicated interest in a topic [125]. Ideally, one would like to
select those feedback documents that are both most coherent and most relevant
to the query [124, 235]. Especially on the larger test collections (TREC-PRF-08
and TREC-WEB-09), we see that the models that solely make use of the set of
feedback documents (MLE and MBF) perform worse than their counterparts. We
conclude that, on these collections, it helps to mix the evidence brought in by each
individual feedback document as well as the set thereof to determine which terms
are coherent. The notion that the largest benefit from query modeling using rele-
vance feedback is to be obtained when the feedback documents show a dedicated
interest in a topic or, consequently, the terms in the query models are cohesive,
is something we exploit in the next chapter. There, we use concepts assigned to
documents to focus the query model estimations on a subset of coherent, relevant
to the query.

Fang et al. [100] observe that “if all the query terms are discriminative words,
the KL-divergence method will assign a higher score to a longer document. If
there are common terms, however, longer documents are penalized.” This implies
two things. First, that if a relevance feedback model (such as MBF or PRM) em-
phasizes discriminative terms, i.e., those that occur infrequently in the collection,
then they are more likely to rank longer documents higher. It also implies that the
length of the (relevant) documents is of influence on the retrieval performance.
Figure 4.5 shows the distribution of document lengths for all documents as well
as only the relevant documents on the different test collections. The histograms
first provide a clear indication that the TREC-ROB-04 documents are the shortest
of all test collections. They further show that most of the relevant documents for
TREC Robust 2004 are relatively short. TREC-PRF-08 and TREC Web 2009, on
the other hand, have a much larger spread. Hence, this is a partial explanation
why PRM outperforms the other models on TREC-PRF-08 and TREC-WEB-09. It
does not explain why the same effect isn’t visible for MBF, however.

4.3.2 Per-topic Results

Relevance feedback models are typically associated with a large variance in per-
formance per topic. For some topics it improves results substantially, whereas for
others it hurts [70, 272]. In this section, we look at the per-topic performance of
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Figure 4.6: Per-topic breakdown of the improvement of the models over the QL base-
line on the TREC-ROB-04 test collection on MAP using |VQ|= 10 and the parameter
settings optimized for MAP (cf. Table 4.2).
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Figure 4.7: Per-topic breakdown of the improvement of the models over the QL base-
line on the TREC-PRF-08 test collection on MAP using |VQ| = 10 and the parameter
settings optimized for MAP (cf. Table 4.4).
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Figure 4.8: Per-topic breakdown of the improvement of the models over the QL
baseline on the TREC-WEB-09 test collection on statMAP using |VQ| = 10 and the
parameter settings optimized for MAP (cf. Table 4.6).
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the models. We take the values for λQ and |R̂| that optimize MAP for each model
(listed in the tables above) and plot the difference with the baseline in terms of
AP (“∆AP”). We sort the topics by decreasing ∆AP; a positive value in these plots
indicates an improvement over the baseline for that particular topic.

Figure 4.6 shows a per-topic plot of the difference of each model compared
to the baseline for the TREC Robust 2004 test collection. From these figures we
observe that, for all models except NLLR, the number of topics that are improved
over the baseline is larger than the number of topics with a worse performance.
Since the documents in this collection are short and focused, all models generally
pick up related, relevant terms. There are some topics that are difficult, however.
RM-0, RM-2, PRM, and MLgen all have difficulties with topic #308 (“implant
dentistry”). The terms that are introduced for all of these models are mostly
related to the query term “implant” instead of dental implants. Another difficult
topic is #630 (“gulf war syndrome”). Although most terms are related to the Gulf
war, there are also terms that are related to war (or wars) in general.

Figure 4.7 shows the results for TREC-PRF-08. On this test collection, we first
note that—judging by the area under the curve—the performance of all models
is closer to the baseline as for TREC Robust 2004. This is in line with the ob-
servation made in the previous section, where we noted that the optimal value
lies around λQ = 0.9. This in turn means that the generated query models are
close to the original query, i.e., the baseline. Furthermore, most models have
difficulty with the same topic. In particular, topic #8218 (“marfan syndrome in-
fants”) yields the worst relative performance for MBF, MLgen, PRM, RM-1, and
RM-0. Marfan’s syndrome is a genetic disorder of the connective tissue. Most of
the models, however, erroneously focus on the terms “infants” and “syndrome,”
causing a decline in retrieval performance. Conversely, most models are helped
on topic #3554 (“what specific blood tests test for celiac disease or sprue”) and
#2106 (“arizona parkways”). For both topics, almost all models identify related,
relevant terms and improve upon the baseline. PRM performs particularly well
on topic #6010 (“wind farms in new mexico”). Here, most terms included in the
query model are relevant, including such examples as “turbin,” “kilowatt,” and
“megawatt.” These terms are infrequent in the collection, causing them to obtain
substantial probability mass.

In Figure 4.8 we show the per-topic differences for TREC-WEB-09. The first
obvious observation is that this test collection has the smallest amount of topics.
For all models, the number of topics that are helped roughly equal the number
of topics that are not. For most models, however, the absolute improvements are
larger. Especially topic #16 (“arizona game and fish”) is helped. This can be
attributed to the fact that all but two models use a single feedback document to
obtain optimal retrieval performance (cf. Table 4.6). In the case of this particular
topic, the first feedback document is a relevant one.

To summarize, we have observed that for TREC Robust most (but not all)
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topics are helped using pseudo relevance feedback. On the TREC-PRF-08 test
collection, the fraction of topics helped roughly equals the number of topics that
are hurt, mainly due to the nature of the documents in the collection. This phe-
nomenon is also visible on ClueWeb09, although in this case there are more topics
that are helped substantially than those that are hurt.

All of the experiments so far have used a fixed number of terms in the query
models. Ogilvie et al. [242] show that varying this number can have significant
effects on retrieval performance. Therefore we zoom on this parameter setting in
the next section.

4.3.3 Number of Terms in the Query Models

In the previous sections we have fixed the number of terms in the query models,
|VQ|, to a maximum, considering only the ten terms with the highest probability
for inclusion in the query model. The fewer terms you use, the fewer lookups
need to be performed in the index. Reducing or optimizing this number is there-
fore interesting from an efficiency point of view. Furthermore, the number of
terms may also influence the end-to-end retrieval performance. In this section we
discuss the influence of varying this parameter setting. In particular, we fix λQ
and |R̂| and report retrieval performance for incremental values of |VQ|, similar
to the graphs presented in Section 4.3.1.

Figure 4.9(a) shows the results of varying the number of terms on the TREC
Robust 2004 test collection. We note that all models except NLLR show similar
behavior when more terms are included. The optimal number of terms lies in the
interval 10− 30 and performance degrades slightly after that. In absolute terms,
PRM and MLgen obtain the best MAP scores. NLLR again does not perform well;
its performance is below the baseline on all settings. Although it does not ob-
tain the highest MAP scores overall, MBF is most robust to varying the number of
terms. Including more than 10 terms does not influence its retrieval performance.
For this test collection, the model typically converges at around 15 terms, causing
this behavior. In contrast, PRM also re-estimates the language models from feed-
back documents. In this case, however, the terms from each individual feedback
document model are aggregated to obtain the query model.

In Figure 4.9(b) we show the results on TREC-PRF-08. Here, we again observe
that the models respond similarly to an increasing amount of terms. We also note
that the absolute differences between the performance of the baseline and the
models is small. NLLR improves slightly over the baseline. PRM again obtains
the highest scores overall. On this test collection, the ranking of the relevance
feedback models in terms of their performance is roughly independent of the
number of terms. In other words, selecting the right model is more important
than setting the right number of terms to obtain the best retrieval performance.
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Figure 4.9: Influence of the size of |VQ| on (stat)MAP, using pseudo relevant docu-
ments.
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The results for TREC Web 2009 are shown in Figure 4.9(c). We observe that
RM-2 and NLLR both perform worse than the baseline on this test collection.
Only when including more than 80 terms does RM-2 perform comparably to the
baseline. MLgen and PRM obtain highest retrieval performance using any number
of terms. MLgen reaches it peak at around 30 terms; PRM already after 10 terms.
RM-0, MLE, and RM-1 perform very similarly and only improve slightly upon the
baseline.

In sum, we observe that for all test collections and models, the optimal num-
ber of terms to include in the query model lies between 10 and 30. This finding is
in line with earlier work (see e.g. [119, 196]) and thus confirms those findings a
much larger and diverse set of test collections. Varying the number of terms has
an effect on the retrieval performance, albeit limited. The effects are certainly
not as pronounced as when varying the number of feedback documents. Further-
more, the ranking of the various models in terms of their retrieval performance is
relatively stable across all values for |VQ| for all test collections.

4.4 Explicit Relevance Feedback

In this section we present the results of applying the models to explicit relevance
feedback. We make use of the TREC Relevance Feedback 2008 test collection as
described in Chapter 3 and we follow the same approach as in Section 4.3. In this
case, however, we remove the non-relevant documents from the list of initially
retrieved documents. Furthermore, we append to this list the relevant documents
that were not retrieved, ordered by their QL score with respect to the query, until
a maximum of 200.

Recall that for the TREC Relevance Feedback track, an additional round of
relevance assessments was performed, based on the pooled submissions of the
participants from which the known relevant documents were removed. We use
these novel assessments for evaluation. Because of this, the results presented here
are not directly comparable to the results presented in the previous section for the
TREC-PRF-08 test collection.

We explore the behavior of our two novel models, MLgen and NLLR, in de-
tail and examine the results of the other methods which focus solely on the two
distinct features that our models combine: the set of relevant documents and
the individual documents that it comprises. We also zoom in on each model’s
performance on individual topics. Then, since these experiments require explicit
relevance assessments, we take a user-oriented view and turn to the number of
relevant documents. Recall from Section 3.2 that we use a large number of rel-
evant documents available to us (around 150 documents per query on average).
Clearly, such numbers are not indicative of the effort an average user is willing to
spend. Therefore, we will incrementally add documents to R̂ (where R̂⊆R) and
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P5 P10 MAP RelRet λQ |R̂|

QL 0.245 0.242 0.131 1030 1.0 –
MLE 0.361* +47.3% 0.336* +38.8% 0.194* +48.1% 1217* +18.2% 0.4 110
MBF 0.338 +38.0% 0.321* +32.6% 0.175* +33.6% 1162* +12.8% 0.6 95
RM-0 0.394* +60.8% 0.355* +46.7% 0.215* +64.1% 1258* +22.1% 0.3 132
RM-1 0.348 +42.0% 0.352 +45.5% 0.198* +51.1% 1278* +24.1% 0.3 40
RM-2 0.368 +50.2% 0.358* +47.9% 0.208* +58.8% 1342* +30.3% 0.4 66
PRM 0.414* +69.0% 0.372* +53.7% 0.212* +61.8% 1238* +20.2% 0.6 18
MLgen 0.374 +52.7% 0.342* +41.3% 0.214* +63.4% 1288* +25.0% 0.4 60
NLLR 0.432* +76.3% 0.374* +54.5% 0.230* +75.6% 1333* +29.4% 0.4 200

Table 4.8: Best results (optimized for MAP) of the models contrasted in this chapter
on the TREC-RF-08 test collection using |VQ|= 10.

P5 P10 MAP RelRet λQ |R̂|

QL 0.245 0.242 0.131 1030 1.0 –
MLE 0.342 +39.6% 0.355* +46.7% 0.185* +41.2% 1181 +14.7% 0.3 109
MBF 0.379* +54.7% 0.335* +38.4% 0.174* +32.8% 1159* +12.5% 0.6 71
RM-0 0.374 +52.7% 0.390* +61.2% 0.191* +45.8% 1218* +18.3% 0.2 33
RM-1 0.374 +52.7% 0.364* +50.4% 0.185* +41.2% 1216 +18.1% 0.1 23
RM-2 0.394* +60.8% 0.368* +52.1% 0.195* +48.9% 1314* +27.6% 0.3 200
PRM 0.386* +57.6% 0.397* +64.0% 0.203* +55.0% 1195* +16.0% 0.6 200
MLgen 0.348 +42.0% 0.384* +58.7% 0.200* +52.7% 1265* +22.8% 0.3 38
NLLR 0.419* +71.0% 0.394* +62.8% 0.220* +67.9% 1358* +31.8% 0.5 200

Table 4.9: Best results (optimized for P10) of the models contrasted in this chapter
on the TREC-RF-08 test collection using |VQ|= 10.

look at the resulting retrieval performance in order to determine how many rele-
vant documents need to be identified to arrive at a stable retrieval performance.
We conclude this section by determining the optimal number of terms to use for
explicit relevance feedback.

4.4.1 Experimental Results

First, we look at the results when using all known relevant documents (up to a
maximum of 200). Tables 4.8 and 4.9 show the experimental results of applying
the various approaches for estimating P (t|θQ); Table 4.8 shows the results when
optimizing for MAP, Table 4.9 when optimzing P10. As indicated earlier, these
results are obtained using the full set of judged relevant documents for estimation
and subsequently removing these from the rankings.

First, we observe that the query-likelihood results are on par with the median
of all submitted runs for the TREC Relevance Feedback track [48] and all models
improve over this baseline. If we would have submitted the results of the NLLR
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model, it would have ended up in the top-3 for this particular category. The RM-2
run would have been placed at around rank 7.

Since these results are obtained using the full set of relevance assessments,
one might expect that the MLE achieves high scores, because this set should be
representative of the information need. Contrary to this intuition, however, the
MLE approach does not achieve the highest performance when new relevant doc-
uments are to be retrieved; a finding in line with observations made by Buckley
et al. [52]. MBF (which re-estimates the MLE model) mainly has a precision-
enhancing effect: recall and MAP are hurt using this approach when compared
against MLE.

A precision enhancing effect is also visible when using NLLR and RM. Indeed,
NLLR achieves the highest scores overall, except for the number of relevant re-
trieved documents (RM-2 retrieves 9 relevant documents more). NLLR obtains a
significant 75.6% improvement in terms of MAP over the baseline.

We further note that PRM and MBF share the same optimal setting for λQ.
The remaining models obtain optimal results using 0.3≤ λQ ≤ 0.4. The number of
documents needed to arrive at an optimal performance varies greatly per model.
In Section 4.4.3 we further discuss this particular parameter settings.

Table 4.9 shows the results when optimizing for P10. In this case, PRM slightly
outperforms NLLR terms of P10. All models again significantly outperform the
baseline, in terms of both P10 and MAP. In this case, however, the value of λQ for
all models except PRM and MBF is slightly lower. PRM and MBF have the same
setting and merely use a different number of documents.

An interesting thing to note is that NLLR performs much better using explicit
relevance feedback than when using pseudo relevance feedback. In Section 4.3
we have observed that using this model on the TREC Robust and TREC Web
collections typically resulted in a performance below the baseline. On the TREC-
PRF-08 test collection, however, this model slightly improved over the baseline
when using the right parameter settings, cf. Figure 4.9(b). Since the TREC-
RF-08 test collection uses the same document collection as TREC-PRF-08 and a
subset of its topics, we conclude that NLLR is better suited towards this collection.
Furthermore, we are now dealing with explicit relevance feedback and the fact
that NLLR outperforms all other models may be attributed to this fact; as there
are no non-relevant documents in the set of feedback documents, we hypothesize
that the estimation method of NLLR performs better than in the case of pseudo
relevance feedback.

4.4.2 Per-topic Results

Table 4.10 shows query models for three example topics. It is clear that the base-
line distributes the probability mass evenly across all the terms in the topics. MLE
sometimes picks op “noisy” terms (cf. topic #814), whose probability MBF prop-
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Figure 4.10: Per-topic breakdown of the improvement over the QL baseline in terms
of AP (topics sorted in decreasing order of ∆AP) with λQ = 0.4 and |VQ|= 10.
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Model Topic #708 Topic #766 Topic #814

QL 0.3333 sourc 0.5000 smuggl 0.5000 flood
0.3333 decor 0.5000 diamond 0.5000 johnstown
0.3333 slate

MLE 0.2125 slate 0.2723 diamond 0.2992 flood
0.1333 sourc 0.2000 smuggl 0.2357 johnstown
0.1333 decor 0.0837 drug 0.1455 0
0.0975 stone 0.0700 state 0.0701 dam

MBF 0.3164 slate 0.3718 diamond 0.3060 flood
0.1448 stone 0.2374 smuggl 0.2944 johnstown
0.1333 sourc 0.0604 launder 0.0966 dv
0.1333 decor 0.0586 leon 0.0891 dam

RM-0 0.2241 slate 0.3555 diamond 0.3498 flood
0.1333 sourc 0.2000 smuggl 0.2831 johnstown
0.1333 decor 0.0656 state 0.0801 dam
0.0980 stone 0.0571 trade 0.0534 club

RM-1 0.3509 slate 0.3977 diamond 0.3146 flood
0.1333 sourc 0.2000 smuggl 0.2923 johnstown
0.1333 decor 0.0732 sierra 0.0677 noaa
0.0969 roof 0.0648 leon 0.0541 histor

RM-2 0.4214 slate 0.4237 diamond 0.3405 johnstown
0.1333 sourc 0.2000 smuggl 0.2957 flood
0.1333 decor 0.1093 kimberlei 0.0490 1889
0.0502 dmr 0.0498 spokesman 0.0472 photograph

PRM 0.2749 slate 0.4853 diamond 0.3364 johnstown
0.1546 stone 0.2000 smuggl 0.3363 flood
0.1333 sourc 0.0646 leon 0.0685 dam
0.1333 decor 0.0634 sierra 0.0579 conemaugh

MLgen 0.2155 slate 0.3558 diamond 0.3680 flood
0.1333 sourc 0.2000 smuggl 0.2731 johnstown
0.1333 decor 0.0611 state 0.0787 dam
0.1008 stone 0.0552 trade 0.0613 water

NLLR 0.2439 slate 0.3569 diamond 0.3338 flood
0.1333 sourc 0.2000 smuggl 0.2812 johnstown
0.1333 decor 0.0685 state 0.0813 dam
0.1105 stone 0.0561 trade 0.0583 club

Table 4.10: Stemmed terms with the highest probability for each model using all
available relevant documents with λQ = 0.4 and |VQ|= 10 for the topics #708 (“dec-
orative slate sources”), #766 (“diamond smuggling”), and #814 (“johnstown flood”).

erly re-estimates. MBF does pick up the term ‘dv’ for this topic, which seems to
occur more frequently in the relevant documents than the collection (and which
is why MBF assigns a high probability). For topic #814, RM-1 and RM-2 are the
only models that do not pick up ‘dam’, which seems a reasonable term given the
topic. PRM is the only model that picks up ‘Conemaugh,’ which is the name of
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lake the dam was holding back.
Figure 4.10 shows a per-topic breakdown of the relative performance of the

various models with respect to the baseline. Topic #808 (“north korean counter-
feiting”) seems a particularly difficult topic and the retrieval performance is worst
on this topic for all employed query models (although there are 530 judged rel-
evant and 330 new relevant documents available). All query models emphasize
different aspects of the feedback documents, ranging from drugs to other kinds of
trafficking. We further note that most models select the same terms, albeit with a
different probability. RM-0 shows only minor differences with MLgen in the terms
they assign the highest probability.

In general, NLLR is able to substantially improve over the baseline on a larger
number of topics than the other methods. RM-2 works best for topic #766, on
which NLLR also performs very well (this topic is the second from the left for
NLLR). MBF and MLE improve most on topic #814. Interestingly, this topic is
also helped a lot by NLLR (this topic is the first from the left for NLLR), but not
by RM. These observations provide evidence that NLLR is indeed able to reap the
benefits both of the individual relevant documents (like RM) and of the set as
a whole (like MBF, MLE, and MLgen). Out of the various relevance modeling
approaches, RM-0 performs best. This finding is in line with observations made
by Lavrenko and Croft [182], who specifically design this relevance modeling
variant to be used with explicit relevance feedback. In contrast, PRM (which
is RM-0 applied to re-estimated document models) performs slightly worse than
RM-0. Most notably, topic #766 (“diamond smuggling”) is helped to a much
smaller extent using PRM. It turns out that PRM picks up terms that are highly
discriminative (such as “liberia” and “angola”) but that do not contribute much
towards identifying relevant documents.

4.4.3 Number of Relevant Documents

Intuitively, using a large sample of known relevant documents to determine the
parameters of θQ means that we can be fairly certain in the predictive quality
of the employed estimation method. But how many documents would we need
to arrive at a stable retrieval performance? In order to answer this question, we
select an increasing amount of relevant documents R̂ from the QL run, ranked by
their retrieval score. For each increment we estimate new query models and use
them to determine the resulting retrieval performance. Note that we still remove
all the judged relevant documents, i.e., the full set R, from the resulting rankings
in order to make the obtained retrieval results comparable those described in
Section 4.3. This experiment corresponds to a user selecting relevant documents
from a result list, in order to further improve the results. By determining the
relationship between retrieval performance and |R̂|, we can quantify how many
documents a user should judge in order to arrive at a stable retrieval performance.
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Figure 4.11: Influence of the size of R̂ on retrieval performance using explicit rele-
vance feedback, with λQ = 0.4 and |VQ|= 10.

Figure 4.11 shows the retrieval performance at increasing amounts of rel-
evance information. Again, NLLR achieves the highest absolute MAP scores,
whereas MBF performs the worst. We observe that all models have a very steep
increase in MAP between 1 and 5 relevant documents. This means that that the
biggest relative improvement is gained when a user identifies only a small number
of relevant documents. Moreover, this improvement is a very conservative esti-
mate, since the full set of initially judged relevant documents is removed and we
only look at newly retrieved relevant documents. We also observe that all models
respond roughly similarly to the amount of relevant documents; the more doc-
uments are used, the higher the resulting retrieval performance. MBF and PRM
are sensitive to which documents are added. Both models show considerable
variation in MAP at certain intervals. MLgen responds similarly to RM-0 when
adding more feedback documents. RM-2 also, although its results are slightly
worse. RM-1 again shows different behavior, stabilizing its performance after 90
feedback documents.

4.4.4 Number of Terms in the Query Models

So far we created rather conservative query models which consisted of only 10
terms with the highest probability. In this section, we consider this parameter
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Figure 4.12: Influence of the size of |VQ| on MAP and P10, using explicit relevance
feedback and λQ = 0.4.

under explicit relevance feedback in more detail.
Figure 4.12 shows the effects of varying the number of terms for λQ = 0.4 in

terms of both MAP and P10. In terms of MAP, we observe that PRM is highly
sensitive to the number of terms included in the query model. NLLR only outper-
forms this model on MAP using |VQ|< 20. Furthermore, we note that, in terms of
MAP, all models except PRM obtain close-to-optimal performance when at least
10 terms are used. MBF performs worst of all models except for the baseline. As
to P10, PRM is equal to or outperforms NLLR on any number of terms used. PRM
and RM-1 only reach their optimal performance when |VQ| = 30. MBF is again
at the bottom of the spectrum, although its performance is in this case closely
matched by that of MLE and RM-1.

4.4.5 Upshot

Buckley et al. [51] find that, using the vector space model in a TREC routing task,
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there exists a linear relationship between the log of the number of terms added to
a query and the resulting retrieval effectiveness (and they find the same kind of
relationship between the log of the number of documents used for relevance feed-
back and retrieval effectiveness). The maximum improvement they obtain ranges
from 19% to 38% (the latter obtained using 5000 explicitly relevant documents
and adding 4000 terms). We do not observe such relationships on ad hoc retrieval
for this test collection, neither for the number of documents, nor for the number
of terms. We do find consistent increases in performance using explicit relevance
feedback for all models. We conclude, therefore, that acquiring explicit relevance
assessments from users can substantially and significantly improve retrieval per-
formance using any model. NLLR and PRM, however, obtain the highest retrieval
scores of all models evaluated in this chapter.

4.5 Summary and Conclusions

Relevance assessments by a user are an important and valuable source of infor-
mation for retrieval. In a language modeling setting, various methods have been
proposed to estimate query models from them. In this chapter we have consid-
ered several core relevance feedback approaches for query modeling. Some of
these models base their estimations on the set of feedback documents, whereas
others base them on each individual document. We have presented two novel
query modeling methods that incorporate both sources of evidence in a princi-
pled manner. One of them, MLgen, employs the probability that the set of rele-
vant documents generated the individual documents. The other, NLLR, leverages
the distance between each relevant document and the set of relevant documents
to inform the query model estimates and, as such, it is more general than meth-
ods proposed before. Our chief aim in this chapter was to present, analyze, and
evaluate these two novel models. Our second aim was to present a thorough eval-
uation of various core relevance feedback models for language modeling under
the same experimental conditions on a variety of test collections.

From performing a large number of experiments on four test collections using
the same experimental conditions, we have arrived at a number of conclusions.
First, under pseudo relevance feedback, there is a large variance in the resulting
retrieval performance for different amounts of pseudo relevant documents, most
notably on large, noisy collections, such as .GOV2 and ClueWeb09. The same
effect, although less pronounced, is observed for the number of terms that are
included in the query models. It is typical to compare retrieval performance of
relevance feedback models using a fixed setting of documents and terms. Given
the results presented in this chapter, however, this strategy is not recommended
since the relative performance might change considerably for small changes in
the values for these parameters. We have also concluded that the test collection
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itself is of influence on the relative performance of the models; there is no sin-
gle model that outperforms the others on all test collections. Furthermore, the
optimal values for λQ, |R̂|, and |VQ| also varies between test collections. More-
over, we have found that the optimal values for these parameters vary when one
optimizes either for early precision or for MAP. On the TREC Robust 2004 test col-
lection, a collection commonly used when evaluating pseudo relevance feedback
models, we find that the models under investigation behave very differently than
on the more realistically sized web collections. Furthermore, on TREC Robust
2004 most models behave very similarly when varying the parameter settings we
have investigated in this chapter. We found that RM-1 has the most robust per-
formance. That is, although this model does not obtain the highest performance,
it is only moderately sensitive to the various parameter settings and the terms it
includes in the query models are changed only slightly when these values change.
This stability is caused by the way RM-1 gathers evidence. First, it aggregates rele-
vance feedback information per query term, after which it looks at the documents.
Hence, the query terms function as a kind of “filter,” primarily causing the query
terms to be reweighted. The novel models we presented earlier in this chapter,
MLgen and NLLR, perform quite differently on pseudo relevance feedback. NLLR
only slightly outperforms the baseline on TREC-PRF-08 and is substantially worse
on the other test collections. MLgen, on the other hand, obtains close to the best
performance on both TREC-PRF-08 and TREC-WEB-09.

As to the observations made when using explicit relevance feedback, here we
found that the variance with respect to the number of feedback documents is
much less pronounced. We also find that explicit relevance feedback does not
unanimously help; some topics are hurt, whilst others are helped. This is a com-
mon finding when using pseudo relevance feedback, but the experimental results
presented in this chapter have shown that this is also the case for explicit rele-
vance feedback. However, when averaged over a number of topics, we find that
all relevance feedback models improve over a QL baseline when using explicit
relevance feedback information. The NLLR and PRM models obtain the highest
performance using explicit relevance feedback, although MLgen and RM-0 also
fare well.

Let’s turn to the research question formulated earlier in this chapter.

RQ 1. What are effective ways of using relevance feedback information for query
modeling to improve retrieval performance?

Using extensive experiments on three test collections (for pseudo relevance feed-
back) and one test collection (for explicit relevance feedback), we found that
using relevance feedback models yields substantial, and in most cases significant,
improvements over the baseline. In particular, we found that the PRM model
obtains the highest scores on most test collections. Furthermore, we found that
RM-1 yields the most robust performance (i.e., being the least sensitive to various
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parameter settings) under pseudo relevance feedback on two test collections. Fi-
nally, our proposed NLLR model is particularly suited for use in combination with
explicit relevance feedback.

This general research question gave rise to the following subquestions.

RQ 1a. Can we develop a relevance feedback model that uses evidence from
both the individual feedback documents and the set of feedback documents
as a whole? How does this model relate to other query modeling approaches
using relevance feedback? Is there any difference when using explicit rele-
vance feedback instead of pseudo relevance feedback?

We have presented two novel models that aim to make use of both of these
sources of information and have compared to a number of other, established rele-
vance feedback models for query modeling. In theoretical terms, we have shown
that these related methods can be considered special cases of NLLR which, un-
der explicit relevance feedback, is able to reap the benefits of all the methods it
subsumes. Using pseudo relevant feedback documents, the performance of our
models leaves room for improvement. Under explicit relevance feedback, how-
ever, we have shown that NLLR is particularly suitable for use in conjunction with
this type of feedback. The other proposed model, MLgen, behaves similar to the
related models, both under explicit and pseudo relevance feedback.

RQ 1b. How do the models perform on different test collections? How robust
are our two novel models on the various parameters query modeling offers
and what behavior can we observe for the related models?

We have found that there exists a large variance in the performance of all evalu-
ated models on different test collections. Furthermore, the number of documents
used for estimation and the number of terms included in the query models exhibit
a considerable influence on the retrieval performance. Properly optimizing these
parameters (either for recall- or precision-oriented measures) yields substantial
and mostly significant improvements on the measure optimizing for.

In the next chapter, we introduce and evaluate a query modeling approach
for annotated documents, i.e., documents annotated using concepts. This novel
method builds upon the intuitions behind the relevance modeling approach, as
well as MBF and PRM. Using our two-step method, we find that using infor-
mation from the annotations helps to significantly improve end-to-end retrieval
performance. After we have presented a method for linking queries to concepts
in Chapter 6, we turn to using these concepts for query modeling (again using
relevance feedback techniques) in Chapter 7.


